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Abstract

Transformer-based large language models
(LLMs) are comprised of billions of param-
eters arranged in deep and wide computational
graphs, but it is not clear that they exploit their
full capacity for all inputs. We introduce the
s-Trace method to efficiently estimate a sub-
graph of size s that approximates a full model
output. With this method, we find the compu-
tation in a variety of LLMs to be organized in
two distinct phases. A small subgraph mostly
composed of early-layer nodes can reconstruct
the head of the full model output distribution.
Adding further nodes, mostly located in later
layers and increasingly consisting of attention
heads, leads to incremental refinements in ap-
proximating the full output distribution. We
find moreover that the amount of necessary
computation per input correlates with model
uncertainty, and that sparser subgraphs encode
shallow statistics, such as unigram frequency.
Overall, our results suggest a consistent modu-
lar organization in effective LLM computation,
with a sparse early-layer core providing a rough
prediction that is further refined through denser
computations in later layers.'

1 Introduction

Modern transformer-based large language models
(LLMs) can be represented as deep and wide com-
putational graphs whose execution entails billions
of operations that collectively update internal rep-
resentations to yield a prediction. While standard
inference executes the full graph for every input, it
remains unclear whether the effective computation
required to generate a faithful prediction utilizes
the model’s full capacity or relies on a considerably
sparser sub-network. Furthermore, the structural
nature of this effective computation is largely un-
known: is it uniformly distributed across the net-
work, or is it composed of distinct dense and sparse

!Code and data available here: https://github.com/
CorentinKervadec/llm-strace.

subgraphs? It is also an open question whether this
effective amount of computation is dependent on
specific input properties.

Answering these questions has both practical
and theoretical implications. From a practical point
of view, precisely quantifying the true sparsity of
LLM computation and predicting which inputs re-
quire more computation can help building more
efficient models through pruning, routing, distilla-
tion or other techniques. Establishing sparsity is
also a prerequisite for meaningful application of
interpretability techniques such as circuit analysis,
that assume that many language/knowledge pro-
cesses in LLMs can be reduced to the mechanics
of a sparse subgraph (Cammarata et al., 2020; Fer-
rando et al., 2024; Ameisen et al., 2025). From a
theoretical point of view, our pursue bears on two
fundamental questions in cognitive science. On the
one hand, language competence has traditionally
been modeled as a sparse, symbolic, rule-based sys-
tem greatly at odds with LLMs’ highly distributed
nature (Smolensky et al., 2022). If LLMs turned
out to rely on much sparser circuits during average
processing, this would pave the way for a reconcil-
iation between the symbolic and distributed views
of language (Boleda, 2025). On the other hand, the
nature of linguistic complexity and how to measure
it are fundamental topics in linguistics (e.g., Jack-
endoff and Wittenberg, 2014). If the amount of
effective computation in LLMs depends on specific
properties of their inputs, then LLMs could provide
a practical and precise way to measure complexity.

We analyze 10 different LLMs, ranging from
7B to 14B parameters, and find pervasive spar-
sity in LLM computation. By analyzing the trace
across varying granularities, we identify two dis-
tinct phases. First, for highly sparse subgraphs
(beginning at 10~* of full model size), LLMs un-
dergo a construction phase, in which each oper-
ation strongly affects the output prediction, and
there is a predominance of early layers being added.
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Within this phase (at ~ 10~2), a highly stable min-
imal core emerges, sufficient to accurately recover
the head of the output distribution. Beyond 1072,
having already reconstructed 40% to 60% of the
prediction probability mass, the trace enters a re-
finement phase. Here, the marginal utility of addi-
tional operations, which are mostly located in later
layers, becomes diffuse. At this stage, the network
only fine-tunes the prediction, integrating the nu-
ances required to encode the full richness of the
final output distribution.

We also find that different LLMs distribute com-
putation in strikingly similar patterns across similar
inputs, suggesting that resource allocation depends
on intrinsic input properties, more than on the archi-
tectural details of specific models. Two results sug-
gest that computation density, as measured by the
s-Trace method, is indeed related to the complexity
of the input: 1) the density distribution is positively
correlated with LLM output entropy (LLMs’ own
uncertainty estimate); 2) density increases for rarer
words (plausibly harder to guess).

2 Background

Sparsity in LLMs Our work builds on a rich
literature establishing structural sparsity in neural
networks (LeCun et al., 1989; Frankle and Carbin,
2019), which extends directly to LLMs (Voita et al.,
2023). While static pruning techniques identify per-
manently redundant parameters or layers across
a model (Michel et al., 2019; Lad et al., 2024,
Li et al., 2024), a growing body of evidence sug-
gests that computation density is highly dynamic
and input-dependent. Modern efficiency frame-
works exploit this by dynamically bypassing mod-
ular units, attention heads, or entire layers on the
fly based on token-level complexity and input diffi-
culty (Zhang et al., 2022; Liu et al., 2023; Fan et al.,
2024; Lee et al., 2025). While these methods focus
on task-specific efficiency, our goal is analytical:
we seek to quantify the computational footprint
required by an LLM to faithfully reconstruct its
own output distribution during generic next-token
prediction.

Mechanistic Interpretability To quantify the
amount of computation in LLMs, we leverage meth-
ods from mechanistic interpretability. This line of
research generally views LLLMs as computational
graphs composed of discrete, human-interpretable
“circuits" (Olah et al., 2018; Cammarata et al.,
2020; Ameisen et al., 2025). Notable examples

include circuits responsible for the greater-than op-
eration (Hanna et al., 2023), indirect object iden-
tification (Wang et al., 2022), subject-verb agree-
ment (Ferrando et al., 2024), and knowledge re-
trieval (Meng et al., 2022). Circuit discovery can
be automated, for instance using greedy search
(Conmy et al., 2023), sparse dictionary learning
(Bricken et al., 2023), activation patching (Syed
et al., 2024), or gradient-based pruning (Bhaskar
et al., 2024). More recently, the granularity of
circuit discovery has transitioned from coarse at-
tention heads to individual features using sparse
autoencoders (Bricken et al., 2023) and cross-layer
transcoders (Ameisen et al., 2025). We specifi-
cally build upon the Information Flow Route (IFR)
framework (Ferrando and Voita, 2024), which lever-
ages attribution to efficiently identify circuits at
scale. However, rather than applying it to the iden-
tification of task-specific circuits, we repurpose it
as a general method to estimate the maximum de-
gree of output reconstruction that can be achieved
by a subgraph of a certain size.

Structure of Computation in LLMs Our s-
Trace approach is motivated by the “unraveled
view” of residual networks (Veit et al., 2016),
which states that the transformer architecture be-
haves not as a monolithic pipeline, but as an im-
plicit ensemble of shallower subnetworks. Our
method exploits this by using an unconstrained
graph traversal algorithm to identify and extract
these non-sequential, unraveled paths without forc-
ing a rigid layer-by-layer order. This aligns with
the iterative inference hypothesis (Jastrzebski et al.,
2018; Belrose et al., 2023), which posits that
each residual update in the transformer incremen-
tally modifies a token’s hidden state to progres-
sively shape the next-token distribution (Geva et al.,
2022). In contrast, Lad et al. (2026) identified
hierarchical “stages of inference” where process-
ing goes through four sequential, depth-dependent
phases: detokenization, feature engineering, pre-
diction ensembling, and residual calibration. Our
study helps validate and reconcile both of these
views by identifying distinct phases in the trace.

3 Methodology
3.1 LLM as a Causal Graph

Our work is grounded in the formal representa-
tion of a language model’s internal processes as
a computational graph (Conmy et al., 2023; Fer-
rando and Voita, 2024; Syed et al., 2024). We
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consider an LLM, that accepts n tokens as inputs,
t = (t1,...,t,), and computes a probability dis-
tribution over the next token, P(t,4+1 | t). This
process is modeled as a forward pass through a
directed acyclic graph G = (V, £); nodes V repre-
sent intermediate states of the tokens and edges £
represent operations affecting the information flow.
We focus on the standard transformer architec-
ture (Vaswani et al., 2017). The forward pass con-
sists of a sequence of residual blocks (or layers).
First, discrete tokens are embedded into continu-
ous vectors, h® = (hY, ..., hY), forming the initial
nodes of the graph. These representations are iter-
atively transformed through L layers. The state at
layer [, denoted h! = (h!, ... AL), is a function of
the previous layer’s activations.
Each layer [ is itself composed of two sub-layers:
a Multi-Head Attention (MHA) and a Multi-Layer
Perceptron (MLP). For a specific token ¢ at layer
[, the MHA update rule to produce the sub-layer
output 2! is:
2 = hl

7 7

+ Z oVF (B, h(j) ()

. k,j
Residual Edge J Attention Edges

where k € [1, Ng| with Ny the number of atten-
tion heads, j € [1,n], and ¢"* (A, hé) representing
an attention head contribution: the vector “moved”
from source token j to target token ¢ by head k (Fer-
rando and Voita, 2024). This pairwise decomposi-
tion is central to our graph formulation. Similarly,
the MLP update rule is:

B = A+ mips) @

—~— ——

Residual Edge MLP Edge

By unrolling Equations 1 and 2, we observe that
the vector representation at any node is simply the
sum of vectors from its incoming edges. This yields
a granular view of information flow. An MHA sub-
layer is decomposed into Ny X n + 1 edges per
target token,” and an MLP sub-layer gives rise to 2
edges per target token.

Formally, the computational graph G is defined
as in Table 1. Note that both nodes and edges are
defined token-wise. This allows for finer model-
ing of information routing compared to approaches
that aggregate head outputs into a single edge per
target token (e.g., Syed et al., 2024). As an illus-
tration, given an input of length 100, a model with
32 attention heads and 32 layers corresponds to a
graph with 6, 302 nodes and 5, 022, 103 edges.

?In causal masking, some edges are set to 0.

Component Formal Definition of G

Nodes V {hiz1,zi41 [ 1 €0, L],i € [1,n]}
Attn: ¢ F(RLRE) (Eq. 1)

Edges £ MLP:  mlp,(z}) (Eq. 2)
Resid: Atz

Table 1: Components of the computational graph G.

3.2 s-Trace Definition

Definition 1 (s-Trace). Given a budget s € N7,
the s-Trace Ty = (Vs, Es) is an approximation of
the optimal subgraph of G such that Vs C V, £ C
&, |&| = s, and:

£ = argmin D(P(tn+1 1), Pr (tnis |t)>

ESCE, |Es|=5

where D is a distance metric and ]57—3 is the predic-
tion restricted to subgraph T.

In words, the trace 7 approximates the subgraph
of size s whose predictions are closest, among all
possible subgraphs of the same size, to those of
the full model. During inference, the s-Trace’s
prediction PTQ is obtained by applying a binary
mask, M = {me}cee, to the computational graph,
where m, = 1 if edge e € &; and 0 otherwise.
For instance, the masked update rule for the MHA
sub-layer (Eq. 1) becomes:

l l l Lk kil 11
Zi == mmes : hi + me : C) : (hl h]> (3)
k,j

where m € {0, 1} are the binary decisions for the
residual and attention edges respectively. In the rest
of the paper, we abuse the size symbol s to refer to
the relative number of edges s = |&|/|€] € [0, 1].
This quantity more intuitively denotes the size of
the chosen subgraph relative to the full model.

3.3 Trace Extraction via Graph Traversal

The challenge of trace extraction is to identify
the subset of edges, & C &£ with || = s, that
best reconstruct the model’s output distribution (cf.
Def. 1). Because of the large scale of the models
analyzed (7B to 14B parameters) and the dense and
intricate nature of the computational graph, iden-
tifying the optimal trace is intractable. Given that
computationally expensive methods like greedy
search (Conmy et al., 2023) or activation patch-
ing (Syed et al., 2024) are infeasible for identifying
all edges, we approximate the trace with a training-
free, activation-based strategy that just requires a
single pass.
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Importance Score We compute the importance
score associated to each edge e € £ using the L1-
norm, positing that the impact of an operation is
proportional to the magnitude of its update vec-
tor. To ensure fair comparison across the graph,
scores are normalized node-wise. For any edge e
carrying a vector v, (e.g., an attention head output
#“*) into a target node v, the score is computed
relative to all other edges feeding into v, such that
Z(e) = |[Vell1/ Dowrsy lIVerll1. We experimented
with alternatives, such as L2-norm or similarity
between the node and the edges, and found the L1-
norm to be either comparable or superior (yielding
lower error at same sizes, cf. Fig 9).

Graph Traversal Trace extraction is based on
Greedy Best-First Search, a graph traversal method
that iteratively increases the trace size by adding
the most important edge available, starting from
the last-token node in the last layer, until the budget
s is reached. Every time an edge e is added, the
nodes visited by e are added, too, and the edges
connected to these nodes become available for se-
lection. App. A provides the full definition and
Fig. 19-20 an illustration.

3.4 Evaluating Trace Faithfulness

To evaluate the quality of a trace, we measure its
reconstruction error: how well the masked model
output Pr- (t,41 | t) approximates the full model
output P(t,+1 | t). Unlike prior work, that often
focuses on binary task success, e.g., whether the
correct token is the top-1 prediction (Heimersheim
and Nanda, 2024), we adopt a more general ap-
proach by measuring the preservation of the full
output distribution. We quantify this using the Total
Variation (TV) distance:

Srv(s) = 5 1P - Prlw) @)

veV

where V is the token vocabulary, and Pr. (v) and
P(v) are probabilities assigned to token v. A low
o7y indicates that the trace is sufficient to recover
the model’s behavior.> We select TV over alter-
natives such as the Kullback-Leibler divergence
because the latter is unbounded and sensitive to
relative errors, meaning that it can be dominated

3To assess necessity—whether the edges in 75 are the only
ones capable of producing the output—we employ a comple-
mentary evaluation in App. E.3, where we ablate the trace
edges and observe the corresponding degradation.

by discrepancies in the low-probability tail. In con-
trast, TV measures the absolute difference in proba-
bility mass. This ensures that our metric focuses on
the dominant modes of the distribution—where the
model’s actual predictions lie—rather than being
disproportionately affected by the noisy tail.

3.5 Experimental Details

Dataset We use a dataset of 5,000 sequences
from Wikitext (Merity et al., 2017). They were se-
lected to contain 40 words on average (one or two
sentences), making sure that they start at a sentence
beginning and end with either a full word or punc-
tuation (no word fragment). Following trace ex-
traction, we discard any instances that encountered
runtime anomalies or numerical instability (such
as out-of-memory errors or NaN values). We get
minimally 4,250 successfully processed sequences
per model (Table 3 in App. D.3).

Model Zoo We use 10 different LLMs from 7
HuggingFace families (Table 3 in App. D.3), with
sizes ranging in [7, 14] billion parameters.

Trace Collection For each input, we extract the
s-Trace at 26 levels of granularity, from very small
to very large, through a fixed size grid (App. D.2).
We collect about 1.3M traces in total.

Baseline We compare the s-Trace against a
strong random baseline. Rather than performing
a naive uniform random pick, we made sure to
always preserve residual connections, and MLPs
are explicitly prioritized over attention edges. Be-
cause MLP edges are heavily outnumbered by at-
tention edges, a completely uniform random base-
line would rarely select an MLP at sparse budgets.

4 Results

4.1 Stages of Reconstruction in the Trace

We first measure the extent to which the trace size
influences its reconstruction error. If LLM compu-
tation is sparse, then a small trace should be able
to faithfully reconstruct the full model distribution.
A dense computation would result in a larger trace.
Our analysis reveals that the reconstruction process
follows three distinct steps: a construction phase,
during which a minimal core is established, and a
progressive refinement phase (Table 2).

Construction Phase Very small traces (s <
10~%) exhibit high reconstruction error (Fig. 1).
A distinct construction phase occurs when s €
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Phase Description Scale

Construction Phase  Steep decay in reconstruction error, marking the initial assemblage of the “core” s € [107%,1072]
architecture. Driven by a sharp increase of early-layer paths.

Minimal Core A highly stable, architecture-invariant early-layer graph backbone that is s~ 1073
causally sufficient for recovering the salient modes of the prediction.

Refinement Phase Progressively incorporates the nuanced information required for recovering the s> 1072
full prediction. Emergence of distributed, late-layer attention paths.

Table 2: Important stages in trace size profiles. See formal definition in Appendix E.1.

= Jama 318 - 02112413 === n25 14 n3 14 a Im7 a
= i oral7 (1 e 0211247 == n257 -— n38 a =i

1.0

<
[

<
=)

Refinement Phase

<
'S

Construction Phase

Reconstruction Error (TV)
f=]
©

107° 1074 1073 1072 10! 100
Relative Trace Size

Figure 1: Relation between reconstruction error (measured with Total Variation distance) and trace size for various
LLMs. The trace undergoes two distinct phases: a construction phase, and a refinement phase.

4 Llama-3.1-8B  -§ OLMo-2-1124-13B -&- Qwen2.5-14B Qwen3-14B-Base deepseck-1lm-7b-base
-$- Mistral-7B-v0.1 = OLMo0-2-1124-7B ¢~ Qwen2.5-7B -4 Qwen3-8B-Base  ~¢- phi-4

o 10 o=
§ y
& , i
o Refinement Phase
S0 /
3
o I 1
Z 02 |
= 10~ o il
~ — o
o —ld
R ] T ]
E 1 4
g Construction Phase
g 1 1 1
/o104
1% 5% 10% 20% 40% 60% 80% 90%

Nucleus Target (k)

Figure 2: The minimal size s required to reconstruct the top-k% (nucleus target) of the full model’s probability
mass. A very small trace (s = 1073, the minimal core) suffices to reconstruct the top 1% prediction, but only at the
end of the construction phase (s = 10~2) do we recover 40% to 60% of the probability mass.
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[107%,1072] (0.01%~1% of the graph), character-
ized by a sharp, non-linear error decay with high
marginal edge utility. This suggests that the dense
model’s functional output is governed by a sparse
subgraph present at this threshold.

Minimal Core To better understand the effect of
the construction phase on model prediction, we
define a nucleus reconstruction metric, measur-
ing the minimal size s required to reconstruct the
top-k% of the full model’s probability mass, for
k € {1,5,10,...,90}. This metric, inspired by
nucleus sampling (Holtzman et al., 2020), iden-
tifies the computational budget necessary to re-
cover varying amounts of the original distribution.
Fig. 2 shows that a remarkably small subgraph
(s ~ 1072) forms a minimal core sufficient to
recover the top-1% of the distribution, which in-
cludes the most likely token. This subgraph size
corresponds to the middle value in the construc-
tion phase observed in Fig. 1. While it suffices for
greedy decoding, it still lacks the nuance needed
for high-quality generation. The latter is reached
at the end of the construction phase (s ~ 1072),
where the trace is able to reconstruct the top 40%
to 60% of the prediction probability mass.*

Refinement Phase Beyond s > 1072, we ob-
serve a ceiling effect where the already low re-
construction error slowly decreases (Fig. 1). The
model enters a refinement phase in which achieving
higher fidelity (e.g., k& > 60%) requires an order-
of-magnitude increase in trace size (Fig. 2). In this
stage, the marginal utility of adding edges is small,
as the trace progressively incorporates the nuanced
information required to reconstruct the full distri-
bution. Fig. 2 shows that, once the top-10% of
the probability mass is reconstructed, log(s) scales
linearly with k. This log-linear behavior suggests
that, in this regime, the remaining distribution is
constructed via the additive accumulation of rela-
tively independent computational paths, rather than
a single, densely interconnected component.

4.2 Structure of the Trace

Stability of the Minimal Core We ask whether
the minimal core is shared across inputs, or whether
it is input-dependent. For each trace size, we calcu-
late the global frequency of each trace component
(e.g., residual at layer [, MLP at layer [, attention
head k at layer /) across all instances of the dataset,

*The typical value for good-quality generation with nu-
cleus sampling is & = 60% (Holtzman et al., 2020).
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Figure 3: Cumulative edge allocation across com-
ponents ranked by frequency in the dataset for
Qwen3-14B-Base (more LLMs in App. E.8). At the
minimal core (s = 1073, dashed line), edges are con-
centrated within a small subset of frequent components.

rank them according to frequency, and plot the cu-
mulative edge allocation y accounted for by the
top-z fraction of the ranked components (Fig. 3).
Around the minimal core, at s = 1073, the dis-
tribution is highly concentrated: For instance, in
Qwen1-14B-Base, the top 20% most frequent com-
ponents account for 80% of all edges across all
dataset instances. This shows the minimal core is
remarkably stable across contexts. As the trace size
increases, the distribution predictably flattens. To
verify whether this global concentration holds at
the level of individual instances, we evaluate the
pairwise component overlap between random pairs
of dataset instances. To eliminate artifacts aris-
ing from the bounded total number of components
in the model, we also measure the statistical sig-
nificance of the intersection against a null model,
reporting the Z-score. At the minimal core, we
obtain a Jaccard overlap of ~ (0.5 as well as a Z-
score of ~ 20, indicating that the overlap is highly
significant.

Layer Makeup at Different Stages Fig. 4a illus-
trates the layer-wise distribution of the transforma-
tions that comprise the trace. At a very small size
(s < 10™%), the trace is dominated almost exclu-
sively by the final layers of the model. However,
coinciding with the onset of the construction phase
(s = 10™*), the proportion of early layers increases
sharply, peaking at s = 1073, At this stage, initial
layers and early-middle layers together constitute
80% of the edges. This peak closely aligns with
the budget required to reconstruct the top-1% of
the probability mass. Beyond this threshold, the
proportion of late and late-middle layers steadily in-
creases. Thus, (1) the minimal core relies predom-
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Figure 4: Trace makeup at different sizes for Qwen3-14B-Base (more in App. E.7). (a) Composition by layer depth.
(b) Composition by transformer components. The vertical lines mark the median size for nucleus k reconstruction.

inantly on early-layer representations, and (2) the
subsequent refinement phase (s > 1072) is driven
by later layers, that might nuance and contextualize
the predictions established earlier.

Extreme Sparsity in Attention Fig. 4b displays
the trace composition categorized into attention,
MLP, and residual connections. By design (Sec. 3),
the computational graph is heavily skewed; atten-
tion heads account for over 99% of all possible
edges (see the far right of the figure, where the
distribution for the full model is shown). Strik-
ingly, however, the minimal core has a remarkably
balanced proportion of trace components, with ap-
proximately 30% residual edges, 20% MLP edges,
and only 50% attention edges. This disproportion
implies that attention operates under extreme spar-
sity, as only a minimal fraction of total attention
edges is required. The subsequent refinement phase
(s > 1072) is however characterized by an in-
creased contribution of attention, suggesting that
the latter plays a key role in refinement.

4.3 Input-related Effects on Sparsity

We next investigate which contextual factors mod-
ulate computation density. We define a quantity C,
obtained by measuring, for each input separately,
the area under the curve (AUC) of the error-vs-
trace-size plot (App. D.1). The larger this area, the
more resources an LLM is effectively recruiting to
produce its output given the current input.

Consistency Across LLMs The observed com-
putation density patterns across inputs are remark-
ably stable across LLMs, with positive correlations
ranging from 0.26 to 0.71 (4 = 0.52, sd = 0.11,
full results in App. E.5). This strong alignment
indicates that computation density is largely inde-
pendent of architecture or parameter scale.

More Uncertainty, More Computation We
quantify prediction uncertainty using the Shannon
entropy of the output probability distribution of
the full model and correlate it with the amount of
computation C. Across all models, this correlation
is significantly positive, albeit moderate, spanning
[0.04,0.37] (1 = 0.22; full results in App. E.4).
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Figure 5: Geometric alignment (CKA) of hidden representations at various trace sizes (z and y axes) against the full
model (OLMo2-7B). A score close to 1.0 (yellow) indicate highly aligned representations. Our s-Trace method (based
on the L1 importance) is shown in the left panel. It is compared with the baseline (see Section 3.5) shown in the
right panel. We observe that s-Trace captures a gradual, meaningful characterization of the internal representations.

For low-entropy contexts, minimal traces achieve
near-perfect reconstruction, indicating high spar-
sity. Conversely, high-entropy contexts require
larger trace budgets to achieve equivalent error,
characterized by an extended refinement phase.

Sparser Traces Encode Shallow Statistics We
further investigate how the (Wikitext-derived) fre-
quency of the highest-probability output token re-
lates to computation density. We observe a consis-
tently negative correlation between token frequency
and C across all evaluated model families, with cor-
relations spanning [—0.45, —0.22] (full results in
App. E.4). This indicates that more frequent tokens
tend to be associated with less computation, and
that the relationship is robust across different mod-
els. This suggests that sparse traces are sufficient
to encode superficial statistics, such as unigram
frequency. Capturing more complex linguistic de-
pendencies, such as those required to predict rare
tokens, necessitates larger traces.

4.4 How good is magnitude-based trace
extraction?

As noted in Section 3, Li-based trace extraction
is not strictly optimal. Rather, it is a scalable em-
pirical proxy that provides an upper bound on how
small a faithful subgraph can be.

Why not use causal patching? Causal patching
(e.g., Syed et al., 2024) relies on hand-crafted con-
trastive pairs to isolate task-specific circuit mecha-
nisms. In contrast, our goal is to analyze the con-

tinuous size-vs-fidelity curve of general language
modeling, for which a universal baseline for coun-
terfactual states does not exist. Moreover, patching
aims to uncover highly localized circuits. Con-
versely, our study requires tracking subgraphs span-
ning five orders of magnitude (0.001% to 100% of
full model size). Running an edge-patching pro-
tocol over millions of edges on a 14B parameter
model across thousands of tokens is computation-
ally intractable. Admittedly, magnitude heuristics
lack direct causal guarantees. However, as recently
highlighted by Méloux et al. (2025), many Al in-
terpretability studies lack causal rigor, including
patching-based circuit discovery works. We thus
intentionally shifted the paradigm: instead of build-
ing localized circuits for a niche task, we scaled
existing mechanistic interpretability tools to pro-
vide general density profiles on a large scale across
multiple LLM families. We achieve greater robust-
ness and coverage by trading expensive local causal
heuristics for scalable attribution.

Importance score We compare the L; impor-
tance score against three alternative scoring func-
tions: Lo-norm, proximity score (adapted from
Ferrando and Voita, 2024), and cosine similarity
(details are provided in Appendix E.6). Magnitude-
based metrics consistently outperform alignment-
based metrics (cf. Fig. 9).

Geometry of the traces’ representation space
To verify that traces extracted via the L; heuris-
tic capture intrinsic model properties, we analyzed
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the geometry of the internal representations across
trace sizes. Using CKA across 1,000 instances (on
OLMo2-7B), we measured the geometric alignment
of hidden representations at various trace sizes
against the full model (Fig 5). The L trace shows
a smooth, continuous convergence toward the full
model between s = 10~* and 1072 before stabi-
lizing. Conversely, the baseline (see Section 3.5)
fractures into two disconnected blocks with a sharp
transition at 10~2. This confirms that our trace
approximation captures a gradual, meaningful char-
acterization of the LLM’s internal representations.

5 Discussion

Key Findings We find two distinct regimes in
how computation is allocated across recent LLMs.
First, spanning from 0.01% to 1% of the full model
size, the trace exhibits a construction phase in
which each added operation exerts a major impact
on the reconstruction of the prediction. Second,
from 1% to 100% of the model size, the trace
enters a refinement phase, where the prediction
is slowly fine-tuned, incorporating the subtle nu-
ances required to encode the full richness of the
model’s output distribution. The construction phase
is marked by the emergence of the minimal core,
which we estimate to be contained within only 0.1%
of the full model. This remarkably compact set
of operations appears sufficient for predicting the
highest-probability token of the full distribution,
while remaining stable across diverse inputs.
Although our s-Trace method is depth-agnostic
(due to its “unraveled view”; Veit et al., 2016),
our findings align with a staged view of trans-
former depth (Lad et al., 2024). The minimal core
is predominantly composed of early-layer opera-
tions where detokenization and feature engineer-
ing might occur. Conversely, the refinement phase
relies increasingly on later layers for prediction
ensembling and residual calibration to fine-tune
the final output distribution. Csordas et al. (2026)
observed that skipping the second half of layers
minimally affects representations for future token
predictions (beyond the next token), indicating that
late operations are largely decoupled and focus pri-
marily on polishing the immediate distribution.

Implications for Interpretability Our findings
offer several takeaways for NLP interpretability:
(1) What is the appropriate scale for circuits?
There is a threshold below which circuits fail to
faithfully represent the model’s internal process-

ing. As a rule of thumb, we suggest considering
the minimal core (0.1%) as the smallest scale for
basic faithfulness. While more sophisticated circuit
discovery methods might push lower, the minimal
core ensures MLP and attention edges are well-
balanced, making it easier to isolate their respective
roles (Fig. 4b).

(2) Output distributions matter. We observe that
output distribution entropy closely relates to the
model’s computational volume. Evaluating sub-
graphs using simplified task metrics that ignore dis-
tribution properties can yield degenerate circuits.

(3) Not all predictions are created equal. Just
like low- and high-entropy predictions elicit differ-
ent computational profiles, token frequency corre-
lates with effective graph size. This suggests that
baseline statistical properties of token prediction
must be considered when deriving and analyzing
circuits.

(4) Mechanistic interpretability need not restrict
itself to hyper-sparse circuits. Integrating compu-
tational graph formalisms with graph theory tools
offers a promising framework for analyzing dense,
distributed processing. Our computation density
metric represents an initial step. We hope this work
encourages the community to explore other net-
work properties, such as centrality or modularity,
to better characterize the complex internal dynam-
ics of LLMs beyond simple circuit identification.

Implications for Cognitive Science The robust
link between computation density and input prop-
erties, and the fact that density varies in similar
ways across models open exciting avenues for re-
search. Computational density could potentially
serve as a novel metric for linguistic complexity.
Moreover, our results suggest that LLMs recruit
fewer resources for less demanding inputs (such
as frequent words), pointing to the idea that LLMs
implement a form of efficient processing, in line
with the emerging consensus on how humans pro-
cess language (Gibson et al., 2019). Last, analyz-
ing which linguistic features modulate computation
density can shed light on whether LLMs naturally
find a trade-off between more distributed and more
symbolic processing, akin to the one conjectured
for human language (Boleda, 2025).
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Limitations

(a) Our findings directly depend on how we iden-
tify the trace. Better methods could lead to smaller
reconstruction error for equivalent budgets, or high-
light emerging patterns we could not identify with
the current approach. As a sanity check, we ex-
perimentally compared our approach with a strong
baseline consisting in a random graph traversal that
favors residual and MLP edges, and found that our
method provides better results (App. E.2).

(b) While we evaluate reconstruction error via
zero-ablation of the edges, recent work notes that
zero-ablation can push activations off the data man-
ifold, a limitation often mitigated by mean-ablation
or activation patching (Li and Janson, 2024). As a
sanity check, we evaluated zeroing attention edges
before the softmax (a softer ablation since the soft-
max operation rebalances weights across remain-
ing edges) and observed results consistent with
our primary approach. We ultimately retain the
after-softmax ablation for its superior interpretabil-
ity. We leave more nuanced interventions, such
as mean-edge replacement, to future work due to
the technical challenges they introduce in our fine-
grained setup.

(c) Our study is limited to English data and the
transformer architecture. We plan in the future
to apply it to other languages and architectures to
broaden the generality of our results.
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A Graph Traversal

The graph traversal algorithm used for trace extrac-
tion is described in Algorithm 1 and illustrated in
Fig. 19 and 20.

B Code and Resources

We developed the code for extracting and evalu-
ating the trace from Hugging Face® models. We
modified LLM’s modeling source code from Hug-
ging Face in order to (1) extract LLM’s internal rep-
resentations when constructing the computational
graph, and (2) ablate edges during the evaluation.
The code and data required to reproduce the exper-
iments will be made publicly available on a Github
repository upon acceptance.

C Computation Profile

We provide benchmarking numbers for an OLMo-
13B model with 40-word instances executed on an
NVIDIA A30 GPU:

» Step 1 (GPU - Importance Scoring of the
Edges): 100 instances take 2h 10m (one single
forward pass per instance to collect magnitude
scores).

* Step 2 (CPU - Greedy Trace Traversal): Ex-
tracts the traces across all 26 size budgets for
100 instances in 50m.

* Step 3 (GPU - Faithfulness Evaluation): Per-
forms 26 evaluation forward passes per in-
stance to measure the TV curves, taking 1d 8h
per 100 instances.

For our full corpus of 5,000 instances, Step 1
requires 4d12h20m, Step 2 1d17h40m, and Step
3 66d6h. Trace extraction (Steps 1 & 2) is rather
fast; most of the cost comes from evaluating faith-
fulness.

D Methods: Additional Information
D.1 Estimating Computational Density

To capture the global sparsity of a model across
different relative trace sizes s, we define the scalar
Computational Density metric C as the Area Under
the Curve of the reconstruction error plotted against
the log of the trace size. This metric is instance-
wise, meaning that we get one C per model predic-
tion in the dataset. We obtain it by evaluating the

Shttps://huggingface.co/
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Algorithm 1 Greedy BeFS for Trace Construction

Require: Computational graph G = (V, &), Output node 2%, Edge budget s, Importance function Z

Ensure: Trace graph 75 = (Vs, &s)
1: Vs« {hE}, E <0
: PQ < empty max-priority queue

. for each incoming edge e = (u, h%) € £ connected to h% do

2

3

4: PQ.insert(e, Z(e))

5: end for

6: while PQ) is not empty and |&;| < s do
7 e = (u,v) < PQ.extract_max()

8
9

> Seed the priority queue with initial edges

> Select edge with highest score

Es +— EsU{e}
if u ¢ V, then
10 Vs < Vs U {u}
11: for each incoming edge ¢/ = (w,u) € &€ connected to u do
12: PQ.insert(e/, Z(€")) > Expand frontier
13: end for
14: end if

15: end while
16: return 7, = (V, &)

traces on a fixed grid of size S = {so, s1,...,SK},
where 0 = sg < 81 < --- < sg = 1. We estimate
C using the trapezoidal rule:

K
D=3 > sk — se—1) - [e(sk) + €(sp—1)] (5
k=1
where €(s) = dpy(s) is the reconstruction error
for a trace of size s. Intuitively, C measures the
model’s resistance to pruning:
Low C (Sparse): The error €(s) drops rapidly to
zero even for small s, implying that a few edges
suffice to replicate the computation;
High C (Dense): The error remains significant un-
til s approaches 1, implying that information is
distributed diffusely across the graph.

D.2 Grid Size For Trace Extraction
In order to extract the trace at dif-
ferent sizes, we empirically set s €

[le™5,2e75, 475,877, 1e74,2e7 4, 4e74 874,
le3,1.2¢73,1.4e73,2e73,3e73, 4¢3, 63,
8e73,1e72,2e7 2, 4e72,6e72,8¢72, 1le 1, 2e7 !,
4e1, 6e 1, 86_1}. These values span diverse trace
sizes from sparse to dense, and reconstruction er-
rors, from random to almost-perfect reconstruction.
They were obtained by manually testing them on a
few instances.

D.3 Model Zoo
The LLMs used in this work are detailed in Table 3.

E Additional Results
E.1 Formal Definition of the Phases

We provide a formal definition of the phase tran-
sitions based on the normalized derivative of the
Total Variation (7'V') distance curve with respect
to the trace size s. We look at the regime where
the T'V distance decreases rapidly as the trace size
expands, satisfying the following condition:

dTV/ds

BV g
max(dTV/ds)

The Construction Phase corresponds to the inter-
val during which this condition is met. Averaging
across models yields stable boundaries: the con-
struction phase starts at s = 2.15 x 10~* and stops
at s = 1.67 x 10~2. Below this final threshold, the
model enters the Refinement Phase.

E.2 Random trace extraction baseline

As a sanity check, we compare our trace extraction
method to a random one. The approach is identi-
cal to Algorithm 1, but the importance function is
replaced by a random attribution that samples im-
portance weights from a uniform distribution. As
the proportion of residual, MLP and attention edges
is highly unbalanced (dominated by attention), a
naive random sampling would disfavor residuals
and MLPs. Therefore, we use a stronger baseline
that, at each step, selects the residual and MLPs
edges first. We use the same inputs described in
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Table 3: Overview of the models used in this study. All models are decoder-only Transformers. Parameters refers to
total parameters. Training data size is denoted in tokens (7" for Trillion, B for Billion).

Model Name Parameters Tokens Hugging Face ID # (Valid Instances)
OLMo-2-1124-7B (OLMo et al., 2024) 7.3B 4.0T allenai/OLMo-2-1124-7B 4921
OLMo-2-1124-13B (OLMo et al., 2024) 13.7B 5.0T allenai/OLMo-2-1124-13B 4975
Qwen3-8B-Base (Yang et al., 2025) 8.2B 36.0T Qwen/Qwen3-8B-Base 4944
Qwen3-14B-Base (Yang et al., 2025) 14.8B 36.0T Qwen/Qwen3-14B-Base 4959
Qwen2.5-7B (Yang et al., 2025) 7.6B 18.0T Qwen/Qwen2.5-7B 4954
Qwen2.5-14B (Yang et al., 2025) 14.7B 18.0T Qwen/Qwen2.5-14B 4275
Llama-3.1-8B (Grattafiori et al., 2024) 8.0B 15.0T meta-1llama/Llama-3.1-8B 4953
Mistral-7B-v0.1 (Jiang et al., 2024) 7.3B Not disclosed mistralai/Mistral-7B-ve.1 5000
DeepSeek-LLM-7B (Bi et al., 2024) 7.0B 2.0T deepseek-ai/deepseek-11m-7b-base 4893
Phi-4 (Abdin et al., 2024) 14.0B 9.8T microsoft/phi-4 4964

— Llama-3.1-8B (Trace) —= OLMo0-2-1124-7B (Random) — Qwi
-14B (Trace)

B (Random)
(Trace)

-7B (Random)
Quen3-14B-Base (Trace)
Qwen3-14B-Base (Random)

8B-Base (Trace)

.1 (Random)
2-1124-13B (Trace)

- = OLMo-2-1124-13B (Random)
— OLMo-2-1124-TB (Trace)

2!
phi-4 (Trace)
phi-4 (Random)

L0

-
B oos

10~ 0" 07 102
Relative Trace Size

Figure 6: We compare our trace extraction with a strong
random baseline that selects the MLPs and residual
edges first. The trace extraction method used in this
paper outperforms the random baseline at any size.

Section 3. We observe that the trace extraction
method used in this paper outperforms the random
baseline at any size (for an equivalent reconstruc-
tion score, our method leads to a smaller trace in
average). Results are shown in Fig. 6.

E.3 Sufficient vs. Necessary

As a second sanity check, we measure the effect
of ablating only the trace. Specifically, we zero
the edges in the computational graph that belong
to the trace (instead of keeping only those edges).
Because it is trivial that ablating residual edges
would lead to a strong drop in performance, we
never ablate them in this setup. Thus, we measure
the effect of ablating only the MLP and attention
edges that are in the trace. We use the same inputs
described in Section 3. Results are shown in Fig. 7.
We observe that the edges identified by our trace ex-
traction method are indeed necessary to reconstruct
a faithful output.

== Jama 318§ n25 14 n3s a
iral7 01 n257 lm7 a

-— 02112413 n3ld  a id

-_— 0211247

0.0

10°° 1074 103 1072 1071 10°
Relative Trace Size

Figure 7: We measure the effect of zeroing the edges
belonging to the trace. At s < 10~%, the reconstruction
error is low, demonstrating the resilience of LLMs to
a small number of edge ablations. However, quickly
(starting from s = 10~*%), ablating the trace leads to
a very high reconstruction error, indicating that these
edges are necessary to reconstruct the prediction. This
contrasts with Fig. 1, which illustrates the complemen-
tary effect of zeroing edges that do not belong to the
trace.
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Figure 8: Spearman correlation between computation
density and: the entropy of the output probability distri-
bution, the language modeling loss, and the frequency
of the top-1 predicted token. All correlations are highly
statistically significant (p < 0.01).

E.4 Density vs. Entropy, Loss and Frequency

Fig. 8 shows the correlation between density and
the entropy of the LLM output, the Wikitext-based
frequency of the input, and the loss.

E.5 Pairwise correlation of LLMs

Fig. 10 shows the Spearman correlation of C across
pairs of distinct language models evaluated on iden-
tical sentences.

E.6 Alternative Importance Scoring
Functions

In the main text, we extract the computational trace
using a node-normalized L1-norm to compute the
importance score Z(e). To validate this choice,
we experimented with several alternative scoring
functions, assessing their ability to yield low recon-
struction error at comparable trace sizes (cf. Fig.).

For the formal definitions below, let v be a target
node in the computational graph with representa-
tion v,. Let e be an incoming edge to v carrying
the update vector v, and let in(v) denote the set
of all incoming edges to v.

L2-Norm (norm_12) Similar to our primary met-
ric, this approach assumes the importance of an
operation is proportional to its magnitude, but pe-
nalizes smaller activations more heavily by using
the Euclidean norm:

[vell2

Ze’ein(v) ||V€/ ||2

ILZ(C) =

Target-Normalized Norm (normf) Instead of
normalizing an edge’s magnitude by the sum of
all competing updates, this variant normalizes the

edge directly by the magnitude of the final target
node representation:

_Ivels
Ivoll

Itarget—norm (5)

Proximity Score (ifr) This metric, based on
IFR (Ferrando and Voita, 2024), measures how
much a specific edge vector moves the representa-
tion toward the final target node vector. We com-
pute the distance between the edge and the target,
subtracted from the target’s baseline norm. To en-
sure all scores are positive before node-wise nor-
malization, we shift the distribution by its mini-
mum value:

d(e) = ”VUHP —[[ve = Vv”p

d(e) + | ming d(e’)|
e’€in(v) (d(el) + ’mine// d(e//)‘)

Tprox(€) = 5

Cosine Similarity (cosim) This approach ig-
nores the absolute magnitude of the update, fo-
cusing solely on its angular alignment with the
final target node representation. We map the stan-
dard cosine similarity space [—1, 1] to [0, 1] so that
orthogonal updates receive a score of 0.5 and per-
fectly aligned updates receive 1:

1 (1 N VV)

2 [Vell2lvoll2

Random Baseline (random) To establish a base-
line for trace extraction, we completely decouple

the score from the computational properties of the
graph, assigning uniformly random importance:

Icos(e) =

Zrand(e) ~ U(0,1)

Summary of Results. We found that magnitude-
based metrics generally outperformed alignment-
based metrics (like cosine similarity), suggesting
that the scale of an update is a stronger proxy for
its necessity than its direction.

E.7 Structure of the Trace (all models)
Fig 12 and 14 provide the structure of the trace for
all models tested in this study.

E.8 Component frequency (all models)

Fig 16 and 18 provide component frequency at
different sizes for all models.
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Figure 9: Alternative importance scoring functions (see description of the scoring functions in Appendix E.6).

1.0

0.5

0.4

0.3

- "

Relative Trace Size

arman  orr la ion

Figure 10: We compute the Spearman correlation of C
across pairs of distinct language models evaluated on

identical sentences.
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Figure 12: Structure of the trace at different sizes.
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Figure 14: Structure of the trace at different sizes.
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probability

‘probability

...,,

(b) Graph reconstruction starts from the last node.

(a) Full model prediction (forward pass). The most important
connections (carrying the most weight) are calculated.

probability

(c) The most important edge is added to the graph. (d) The most important edge is added to the graph.
Figure 19: Graph construction pipeline (Part 1).
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(a) After getting access to the upstream node, the process is
repeated.

(c) Only the most important edges are being picked and added
to the graph until a set "budget’ of possible edges is hit.

\ probability

e e e e "
= mayse

(b) Only the most important edges are being picked and added
to the graph until a set *budget’ of possible edges is hit.

Extracted Trace

probainty

(d) We then compute the reconstruction error by performing
a forward pass while masking the edges that do no belong to
the graph.

Figure 20: Graph construction pipeline (Part 2).
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