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Abstract
The widespread use of large language models
(LLMs) as writing tools challenges the validity
of crowdsourced data, as crowdworkers may
‘outsource’ tasks to models. To better under-
stand how the research community addresses
this, we surveyed 155 researchers in NLP and
related disciplines about their experiences and
opinions on collecting free-text responses via
crowdsourcing in the LLM era. This paper pro-
vides an overview of practitioners’ challenges,
mitigation strategies, and the foreseen impli-
cations on data quality. 44% of respondents
reported observing LLM usage in their crowd-
sourced data. While 93.2% of them had antici-
pated this, half were unsure what precautions
to take. The most prevalent detection strate-
gies are distinctive textual style patterns and un-
usually fast completion times. Overall, survey
responses show that the research community
is aware of the problem and taking measures,
but existing efforts remain insufficient to fully
address it. Finally, we derive a set of consider-
ations to guide future crowdsourced free-text
data collection in the era of LLMs. We make
the survey and an anonymized version of the
responses available for researchers1.

1 Introduction

In crowdsourcing studies, researchers collect di-
verse data from a large group of individuals, usually
via online platforms. The data collection method is
widely used across a variety of fields such as natu-
ral language processing (NLP), computational so-
cial science, psychology, and related areas (Munro
et al., 2010; Bigham et al., 2017; Wazny, 2017;
Suhr et al., 2021). In NLP, crowdsourced data is
used to benchmark a range of tasks such as senti-
ment analysis, emotion detection, natural language

†Equal contribution.
1Dataset is available from: https://doi.org/10.7802/

3102.
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Figure 1: Survey on LLM use in crowdsourced data.

inference, and question answering (Socher et al.,
2013; Bowman et al., 2015; Rajpurkar et al., 2016;
Suhr et al., 2021; Troiano et al., 2024). The ap-
proach assumes that workers contribute diverse,
independent human inputs that reflect a variety of
perspectives, language styles, and reasoning strate-
gies. However, as large language models (LLMs)
become widely used everyday tools, crowdsourcing
faces critical challenges. Crowdworkers can now
easily access generative tools to quickly produce
fluent, high-quality text for almost any task.

Undisclosed LLM use by crowdworkers can un-
dermine the quality and interpretability of crowd-
sourced data (Veselovsky et al., 2025; Zhang et al.,
2025), posing risks for studies in NLP, human–
computer interaction, and social sciences that rely
on authentic human perspectives, behaviors, and
language use. For downstream applications, LLM-
generated text tends to exhibit reduced diversity
and more homogeneous patterns, potentially rein-
forcing existing biases and contributing to model
collapse when used to train systems (Kamruzza-
man et al., 2024; Wright et al., 2026). To discour-
age LLM use, researchers have adopted ad-hoc
mitigation strategies such as including explicit in-
structions, adding technical hurdles, and resorting
to in-house annotation (Veselovsky et al., 2023;
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Kieslich et al., 2025; Zhong et al., 2023).

As LLMs become more prevalent, AI-assisted con-
tent is likely to appear not only in crowdsourced
studies but also in naturally occurring web data,
limiting the effectiveness of simply relying on “real-
world” sources. Accordingly, whether LLM usage
should be considered problematic depends on the
study’s goals: while it may undermine efforts to
capture authentic human judgments or behavior,
it may pose fewer concerns in factual, retrieval-
based, or explicitly human–AI collaborative tasks.
Despite the growing prevalence of these concerns,
we still lack a systematic understanding of how
researchers in NLP and adjacent disciplines experi-
ence and respond to LLM usage in crowdsourcing.

To address this gap, we survey researchers who
have worked with crowdsourced data to exam-
ine their experiences and views on LLM usage
by crowdworkers, specifically in the context of
free-text responses. We focus on three ques-
tions: (RQ1) To what extent are LLM-generated
responses a concern in crowdsourcing studies, and
how do researchers address them? (RQ2) How do
researchers perceive the impact of LLM-generated
answers in crowdstudies? (RQ3) Which practical
considerations emerge from the community’s ex-
periences for running crowdstudies in the LLM
era?

To the best of our knowledge, this is the first system-
atic community survey on LLM use by crowdwork-
ers in free-text responses.. We consolidate practi-
tioners’ experiences and perspectives to establish a
shared understanding of a problem previously only
addressed through individual, ad-hoc practices. Fi-
nally, we derive actionable considerations to guide
future crowdsourcing studies.

2 Background and Related Work

2.1 Crowdsourcing: Paradigm & Challenges
Using non-experts to annotate data is not new:
von Ahn and Dabbish (2004) demonstrated that
web users produce reliable labels via games, and
Snow et al. (2008) showed that aggregated non-
expert judgments can match expert quality across
NLP tasks, driving widespread adoption in build-
ing training corpora and benchmarks (i.a., Callison-
Burch and Dredze, 2010; Bowman et al., 2015;
Rajpurkar et al., 2016). Since then, a substantial
body of work has examined annotation quality, em-
phasizing that task setup (Bhardwaj et al., 2010),

annotation aggregation (Sheng et al., 2008; Hsueh
et al., 2009), worker selection (Roit et al., 2020),
and quality control (Roit et al., 2020; Klie et al.,
2024) can critically affect the creation of reliable
datasets via crowdsourcing.

Crowdsourcing platforms are also used in behav-
ioral and social science research to collect free-text
responses, personality measures, and survey data at
scale (Buhrmester et al., 2011; Miller et al., 2017;
Peer et al., 2017). Regardless, prior work highlights
methodological, ethical, and practical challenges
in task design, execution, and evaluation, as well as
broader concerns for crowdsourcing in NLP (Nouri
et al., 2020; Li et al., 2021; Shmueli et al., 2021).

The widespread availability of LLMs introduces
new challenges for studies relying on free-text re-
sponses. Veselovsky et al. (2023) estimate that
30–40% of crowdworkers rely on LLMs for text
production, and Zhang et al. (2025) report that 34%
of Prolific participants self-report using LLMs for
open-ended questions. Concerns about undisclosed
LLM usage are increasingly recognized as a limi-
tation in crowdsourced studies (i.a., Møller et al.,
2024; Trott, 2024; Gligoric et al., 2025). Mitiga-
tion strategies such as disabling copy-paste, pre-
senting prompts as images, and explicit instruc-
tions have been proposed (Kieslich et al., 2025),
but can reduce rather than eliminate LLM-assisted
responses (Veselovsky et al., 2025). Some studies
avoid crowdsourced evaluation in favor of expert
or author-based assessment (Zhong et al., 2023).

2.2 Human vs. LLM Language and Behavior
LLM outputs exhibit lower lexical diversity (Zan-
otto and Aroyehun, 2024; Akinwande et al., 2024;
Yildiz Durak et al., 2025; Culda et al., 2025), more
positive sentiment (Muñoz-Ortiz et al., 2024; Za-
maraeva et al., 2025), and distinctive lexical and
stylistic patterns compared to human-written lan-
guage (Gray, 2024; Kobak et al., 2025; Reinhart
et al., 2025). LLM assistance increases similar-
ity across authors and reduces lexical and content
diversity (Padmakumar and He, 2024), including
in narrative tasks (Beguš, 2024) and survey set-
tings (Veselovsky et al., 2025; Zhang et al., 2025).
LLMs can also alter the underlying meaning and
voice of text even with light editing (Abdulhai
et al., 2026), suppress underrepresented perspec-
tives (Burton et al., 2024), and risk model collapse
and reduced epistemic diversity in downstream ap-
plications (Shumailov et al., 2024; Wright et al.,
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2026). LLMs further encode systematic biases
and remain prone to hallucinations (Kamruzzaman
et al., 2024; Ji et al., 2023), threatening the valid-
ity of any downstream analysis that treats these
responses as authentic human-generated text.

2.3 Automatic Detection of LLM Usage

While LLM and human language differ systemati-
cally, reliable detection remains difficult. LLM-
generated responses can pass standard quality
checks (Westwood, 2025). Existing detection meth-
ods, such as watermarking (Zhao et al., 2025),
transformer-based classifiers (Guggilla et al., 2025),
and model-related or linguistic features (Wu et al.,
2025; Hamed and Wu, 2024), degrade substantially
under paraphrasing attacks and in out-of-domain
settings (Xiang et al., 2026; Wu et al., 2025). De-
tecting human–AI co-authored text is harder still,
as models trained on fully human or AI-generated
text transfer poorly to mixed-authorship settings
(Richburg et al., 2024; Su et al., 2025). While
datasets such as CoAuthor (Lee et al., 2022) and
more recent benchmarks (Wang et al., 2025) begin
to address this, fine-grained co-authored text de-
tection remains far from solved (Su et al., 2025).
In sum, reliably distinguishing authentic human re-
sponses from LLM-assisted ones in crowdsourced
free-text settings is not yet feasible.

3 Survey Methodology

We used Qualtrics2 to design an online survey,
which was conducted from 15 August 2025 to 15
March 2026. We distributed the survey via social
media (e.g., LinkedIn, Bluesky), mailing lists (e.g.,
ACL portal, Corpora List), personal contacts, and
cold emails to authors of recent *ACL publications
related to crowdsourcing (see Appendix A.1.1). As
the ACL Anthology was a primary recruitment
source, our findings are primarily representative
of the NLP community, although respondents from
adjacent disciplines are also included.

While our focus is on researchers with first-hand
crowdsourcing experience, we also gather perspec-
tives from those without. Given the prevalence
of LLM use in general, we presume community
members have formed opinions that are valuable
to investigate, even without first-hand crowdsourc-
ing experience. The survey is structured into three
sections: experiences (for participants with prior

2https://www.qualtrics.com

crowdsourcing experience only), opinions, and re-
spondent information. Questions were presented in
single-choice, multiple-choice, or free-text formats
(see Appendix A.1.2 for questions and workflow).

Experiences. Shown only to respondents with
prior free-text crowdsourcing experience, this sec-
tion covers background information (experience,
platforms, languages, research goals), use of free-
text data, and analyses conducted. It also includes
questions on experiences with crowdworker LLM
usage: observed cases, indicators, handling of af-
fected data/workers, precautions taken, and per-
ceived impact on research.

Opinions. Respondents share their views on LLM-
generated text in research, potential methods to
discourage LLM usage, expectations from crowd-
sourcing platforms, acceptable use conditions for
LLM usage, and any additional thoughts.

Respondents’ background. We collect informa-
tion on respondents’ demographic characteristics
and their professional background, including scien-
tific discipline3 and research role.

4 Data Analysis

Overview. In total, 401 people accessed the sur-
vey, of whom 162 completed it. After excluding
responses with a completion time of less than two
minutes and one non-consenting case, a total of
155 responses remained for analysis. The median
completion time was 13.8 minutes. Nine respon-
dents (5.8%) self-reported using generative AI to
fill parts of the survey, highlighting the pervasive-
ness of the phenomenon even in meta-research con-
texts.4

4.1 Information on Respondents
We first characterize our sample, as the distribu-
tion of respondents across demographics, research
profiles, and prior crowdsourcing experience pro-
vides the necessary context to interpret the findings
reported in the following sections.

Demographics. Among the respondents, 53.5%
identify as men (n = 83), 37.4% as women
(n = 58), and 2.0% as non-binary (n = 3). 7.1%
(n = 11) preferred not to disclose their gender. Fur-
thermore, the respondent pool is strongly skewed

3The categories for scientific disciplines follow the Ger-
man Research Foundation (DFG) classification.

4We do not explicitly instruct participants to refrain from
using LLMs.

37636

https://www.dfg.de/en/research-funding/proposal-funding-process/interdisciplinarity/subject-area-structure
https://www.dfg.de/en/research-funding/proposal-funding-process/interdisciplinarity/subject-area-structure


toward the 25–29 and 30–34 age groups (60.6%,
n = 94), accounting for the majority of partic-
ipants. Representation declines steadily across
older age categories. As for geographic distribu-
tion based on country of employment (see Fig. 2),
respondents are concentrated in Europe (56.1%,
n = 87), with North America (22.6%, n = 35) and
Asia (17.4%, n = 25) contributing the next largest
share. At the country level, Germany (21.3%,
n = 33) and the United States (19.4%, n = 30)
dominate, while a tail of lower participation from
other countries reflects a broad, but uneven interna-
tional reach.

Respondents by continent
Europe: 56.1% North America: 22.6% Asia: 17.4% Oceania: 3.2% Africa: 0.6%
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Figure 2: Geographic distribution of respondents based
on country of employment.

Research profiles. Fig. 3 illustrates that our sam-
ple is dominated by respondents from the engineer-
ing sciences (69.3%), with humanities and social
sciences forming the second largest group (22.5%),
and only limited representation from the natural
(4.0%) and life sciences (2.4%). The skew toward
engineering sciences is expected given our *ACL-
based recruitment strategy. Across disciplines, re-
spondents are mainly early-career researchers, es-
pecially PhD students, while postdocs, professors,
and PIs constitute a substantial second group.

Figure 3: Respondents per scientific discipline and re-
search role, weighted for multiple selections.

Crowdsourcing experience. Among the 155 re-
spondents, 100 (64.5%) had experience conducting

free-text crowdsourcing studies. Between them,
the most common study goals were evaluation
of model outputs (58.0%), annotation or coding
for qualitative analysis (45.0%), training machine
learning models (38.0%), data validation or quality
assurance (36.0%), behavioral or cognitive studies
(35.0%), and opinion surveys (33.0%). The most
commonly used platforms were Prolific (53.0%)
and Amazon Mechanical Turk (MTurk) (47.0%),
and respondents represented all levels of crowd-
sourcing experience, from less than one year to
more than five years.

4.2 Prevalence, Risks, and Mitigation of
LLM-Generated Responses (RQ1)

Of the 100 respondents with prior free-text crowd-
sourcing experience, only 44 reported observing
LLM-generated responses. This finding may re-
flect either effective study designs that discouraged
LLM use or cases where such use went undetected
or was not actively assessed. Supporting the latter
interpretation, observation rates increased with ex-
perience: researchers with over five years of crowd-
sourcing experience reported higher rates of ob-
served LLM use (60.0%) than those with one to
two years (χ2 = 17.64, p = 0.007, df = 6).

In contrast, disciplinary background showed no sig-
nificant association with reported observations of
LLM use (Fisher’s exact test for each discipline):
Engineering sciences (p = 0.963), Natural sci-
ences (p = 0.431), Humanities and Social sciences
(p = 0.186), Life Sciences (p = 1.000), and Other
(p = 0.645).5

Signals of LLM usage. As shown in Fig. 4,
among the 44 researchers who observed LLM us-
age, the most common indicators were textual prop-
erties: AI-like writing style (63.6%), overly flu-
ent or generic responses (43.2%), high similarity
across multiple workers (31.8%), markup format-
ting (31.8%), and close resemblance to known
LLM output (29.5%). Among these, markup for-
matting is a relatively clear signal, while other
textual signals involve more subjective judgments.
Participants also note that careful prompt engineer-
ing can make LLM output closely resemble human
writing, making subtle cases difficult to detect.

11.4% (n = 5) of researchers used automated LLM
detection tools, though no universally reliable de-

5Because disciplines were multiple-choice, these five tests
are not fully independent.
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Figure 4: Signals of LLM usage grouped into categories.

tection system currently exists. Without knowing
the model, flagged responses may be indistinguish-
able from human writing, making decisions based
on them as unreliable as subjective judgments. Un-
usually fast task completion was mentioned by
63.6% (n = 28) as a signal. Regardless of whether
LLM usage is the underlying cause, this serves
as a robust indicator of low-effort responses that
warrant exclusion. Finally, some researchers relied
on more direct forms of evidence: 20.5% (n = 9)
reported workers voluntarily disclosing their use
of an AI tool, and 2.3% (n = 1) explicitly allowed
AI usage. Both voluntary disclosure and explicit
allowance reflect transparent use, offering the clear-
est basis for action.

Precautions taken during study design. Among
the 44 who observed LLM usage, most (93.2%)
anticipated this possibility prior to data collection,
and 75.6% of them took precautions in their study
design. Common measures included warnings
about LLM usage (67.7%) and attention checks
(61.3%). While intuitive, the effectiveness of warn-
ings is difficult to assess (Brühlmann et al., 2024).
Moreover, warnings may have unintended effects
by making participants aware of or even prompting
the very behavior they aim to discourage. More re-
strictive measures, such as disabling copy-paste
(32.3%) and adding CAPTCHA tasks (19.4%),
raise the effort required to use LLMs, but their
effectiveness still hinges on whether the perceived
benefit of doing so outweighs the inconvenience
of bypassing these restrictions. Among the 10 re-
searchers who took no precautions, half were un-
sure how to address the issue, indicating a knowl-
edge gap in practical and accessible solutions.

Handling detected LLM usage. Upon detect-
ing LLM-generated responses, researchers describe
two strategies. On the data side, 56.8% excluded
such instances, 27.3% included them with a la-
bel flagging it as potentially LLM-generated, and
25.0% set them aside for separate analysis. An-
other 13.6% included them without special treat-
ment, raising concerns about LLM-generated con-
tent silently entering research pipelines. They also
describe taking actions against workers. 38.6% re-
jected submissions and an equal proportion blocked
the workers. Others flagged or reported the worker
on the platform, withheld payment, or confronted
them (15.9%, n = 7 each). Notably, 29.5% took
no action. Beyond the ethical implications of pe-
nalizing workers based on unreliable signals and
losing valid data, these responses impose a consid-
erable overhead in time and effort on researchers.

These findings show that LLM-generated responses
are a real concern in studies which rely on crowd-
sourcing for free-text data. Yet current detection
signals and safeguards are often unverifiable, sub-
jective, or easy to circumvent. This points to a
troubling gap between awareness of the problem
and the availability of systematic solutions.

4.3 Perceived Impact of LLM-generated
Responses on Data Validity (RQ2)

We ask participants to describe how they per-
ceive the impact of LLM-generated text in crowd-
sourcing studies on research that relies on human-
written data, for instance regarding data quality,
validity, impacts on study outcomes. Rather than
focusing only on operational concerns such as
detection or prevention, these responses provide
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broader insights into how crowdsourced free-text
data is interpreted in the LLM era. We conduct
a two-stage analysis on the 127 responses6 we re-
ceived. First, two authors independently inspect
the free-text responses using inductive coding to
identify recurring themes. In parallel, we prompt
qwen3.5_27b (Qwen Team, 2026) to perform the
same theme extraction task (see Appendix A.2.1
for the prompt).7 We manually aggregate and re-
fine the themes identified by both authors into a
shared taxonomy. This results in 26 themes. We
then manually review the LLM-extracted themes
for additional themes not captured by the manual
coding. The model output surfaced two themes
distinct enough from our manual taxonomy to war-
rant inclusion: Risk of distorted results and Loss
of creativity. Adding these results in a final tax-
onomy of 28 themes. Otherwise, the two sets of
themes overlapped substantially. Notably though,
the raw model output was highly fragmented, pro-
ducing many near-duplicates for the same underly-
ing theme. In a second step, we quantify how fre-
quently participants mention these themes across
responses. To this end, one author labels each re-
sponse with one or more theme tags drawn from
the consolidated taxonomy.

We group the resulting themes into four thematic
groups: changes in the collected data, downstream
consequences, reactions & strategies when dealing
with LLM-generated content, and the acceptability
and prevalence of LLM use being task dependent.
In the following, we describe each group together
with the corresponding theme frequencies. Figure 7
in Appendix A.2 provides a detailed overview of
theme frequencies. Table 2, also in Appendix A.2,
complements this by listing all themes together
with representative respondent quotes.

In the first category, respondents describe changes
in the collected data they observe or anticipate.
44.9% (n = 57) of responses convey this major
theme (note that responses may express multiple
themes within a category). Respondents frequently
characterize LLM-generated responses as more ho-
mogeneous (n = 24) and less reflective of diverse
human perspectives (n = 16). Several participants
further express concerns that LLM-generated con-
tent may amplify existing model biases (n = 12),

6We exclude empty responses and responses from partici-
pants who self-reported using generative AI during the survey.

7We choose this model as it is a high-performant, open-
weight model, feasible to run on our compute infrastructure.

or add noise to the data (n = 16). Some respon-
dents also note that LLM assistance can improve
stylistic quality, particularly fluency and grammat-
ical consistency (n = 6), while others remark
that crowdsourced data is generally of low quality,
therefore LLM involvement may not substantially
worsen the dataset (n = 2). Collectively, these
responses predominantly reflect concerns about the
potential erosion of human signal and variation in
crowdsourced data.

Many respondents also discussed the downstream
consequences of LLM-generated responses in
crowdsourcing studies, which is the most preva-
lent, appearing in 53.5% (n = 68) of responses.
It includes the downstream risk of training future
systems on this synthetic data (n = 12), the conver-
gence of AI and human data in the future (n = 3)
and the increased burden on researchers (3.9%,
n = 5),. Most prominently though, respondents
highlight concerns about result validity (n = 29),
result reliability (n = 16), and distorted study out-
comes (n = 10).

One third of survey responses discuss reactions &
strategies when dealing with LLM-generated con-
tent (n = 43). Respondents highlight the difficulty
of detecting LLM use (n = 11), a need to adapt
the way we think about data generation (n = 9),
and the need for guardrails (n = 8). They fur-
ther discuss the need for alternative data collection
strategies (n = 6), a possible shift in the human
role toward verification (n = 4), to what extent
crowd workers ‘cheating’ is a new development
(n = 4), and whether LLM use is acceptable when
disclosed (n = 4).

Finally, respondents discuss how the acceptabil-
ity and prevalence of LLM use is task-dependent
(11.8%, n = 15). Here, the most common po-
sition is that the impact of LLM use depends on
the goal of the study (n = 7). A smaller subset
reflects on how LLM use can be acceptable for re-
finement tasks (n = 3). They also point out that
LLM use is less prevalent when incentives are set
consciously, for instance through fair payments,
meaningful tasks or tasks that can be actually ac-
complished in the given time (n = 2). Finally,
some respondents point out that the problem is
particularly harmful for low-resource languages
(n = 3).

Taken together, these responses suggest that re-
searchers view LLM-generated crowd responses
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Figure 5: Acceptable LLM usage grouped into cate-
gories.

not only as a quality-control issue. Instead, they re-
flect on it as a broader challenge affecting in which
settings the methods can (still) be used and how the
data is to be interpreted and validated.

4.4 Considerations for Future Studies (RQ3)

The concerns raised by respondents of our sur-
vey are serious and unfortunately not fully resolv-
able with prescribed, fixed solutions. We there-
fore ask: what should researchers consider when
collecting crowdsourced free-text data in the era
of LLM? Based on the experiences and opinions
shared in our survey, we organize these consider-
ations around three stances on LLM acceptability:
fully restricting use, allowing controlled use, and
allowing unrestricted use. For each, we discuss
implications for study design and post-collection
measures, supported where applicable by direct
quotes from respondents. Figure 5 shows the full
distribution of acceptability themes from the sur-
vey. In addition, Table 3 in Appendix A.3 provides
example quotes from the respondents.

4.4.1 Restricted LLM Usage
This is advisable if the study aims to measure atti-
tudes, behavior, personality traits, or personal ex-
perience, or when interpersonal, demographic, or
cultural variance is meaningful to the research ques-
tion. Here, as noted by the respondents, LLM use
risks “masking genuine human perspectives” and
the resulting “data no longer reflects genuine, ac-
tual occurring human communication.” We ob-
serve that 11.7% of respondents (n = 14) out of
120 explicitly stated that LLM use is never accept-
able in crowdsourcing, often arguing along the lines

of “if LLM-generated output suffices, there is no
reason to crowdsource in the first place.”

Study design considerations. Studies requiring
strict restriction of LLM use face the greatest
methodological challenges, as crowdworkers have
broad access to LLM tools and may use them re-
gardless of task instructions. Warning crowdwork-
ers to not use LLMs is necessary (“stating that
the output will be checked for LLM-generated an-
swers and the annotators will somehow not be re-
warded that much might help too.”) but this is
insufficient; study design has to account for likely
non-compliance rather than assume that warnings
alone will deter use.

Where feasible, researchers should actively em-
ploy technical measures and hurdles, such as dis-
abling copy-paste, presenting stimuli as images and
adding CAPTCHA, to increase the effort required
for undisclosed LLM use. However, such measures
should be implemented with the understanding that
no technical hurdle is entirely insurmountable. In
addition to technical mitigation strategies, many
respondents also emphasized the importance of
designing tasks that are short, meaningful, and en-
gaging, thereby increasing participants’ intrinsic
motivation to complete the task without relying on
LLM assistance.

When authentic human signal is very crucial for
the study and prevention mechanisms are deemed
insufficient, researchers should evaluate whether
more controlled settings, such as laboratory studies
or supervised online experiments, are a feasible
alternative. As one participant puts it: “To mitigate
these issues, I prefer working with a smaller in-
house annotation group and regularly reviewing
their responses through random checks.”

Another important consideration is the choice of
crowdsourcing platform. While no systematic com-
parison of LLM usage rates across platforms exists,
the extent to which a platform acknowledges and
addresses LLM use may become a useful selection
criterion. Prolific, for instance, allows researchers
to enable LLM authenticity checks on free-text
questions.8

Device choice also warrants consideration. Desk-
top environments make LLM use easier through
multitasking and copy-paste, whereas mobile de-

8https://researcher-help.prolific.com/en/
articles/445144-what-are-authenticity-checks
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vices create more friction. Restricting participation
to mobile may therefore reduce undisclosed LLM
use, though the growing integration of AI assistants
into smartphones may diminish this advantage over
time. Finally, researchers should be aware that
the threat extends beyond assisted use: fully au-
tonomous agents can complete surveys without any
human involvement and are substantially harder to
detect (Westwood, 2025).

Post-collection considerations. Despite precau-
tionary measures, the possibility that some partici-
pants may still have used LLMs during task com-
pletion cannot be excluded. As discussed in Sec-
tion 4.2, researchers commonly rely on indicators
such as textual patterns along with short comple-
tion times to identify potentially LLM-assisted re-
sponses. In practice, assessments based on textual
patterns are often performed manually and there-
fore remain inherently subjective. While automated
detection tools may also be used, current methods
do not provide sufficiently reliable identification,
making some degree of uncertainty unavoidable.

Therefore, any post-collection filtering should be
conducted cautiously and reported transparently.
Researchers should clearly disclose the exclusion
criteria and filtering procedures used. Since im-
perfect filtering may both exclude valid responses
and retain potentially contaminated instances, sen-
sitivity analyses comparing results before and after
filtering can help assess the robustness of findings.
Ultimately, the best-case scenario is to define and
implement effective LLM-use mitigation strategies
during data collection so that the need for post-
collection filtering is minimal.

4.4.2 Controlled LLM Usage
Controlled use of LLM could be allowed when the
task targets factual or retrievable information rather
than subjective opinion or personal experience. In
such cases, LLM assistance may not fundamen-
tally compromise the signal of interest. As one
survey participants adds “it might ease cognitive
load of workers, allowing for more or more thor-
ough checking if facilitated well.” The largest share
of our respondents (50.8%, n = 61) identified sit-
uations where LLM assistance may be partially
acceptable. The most frequently cited use cases
are editing or grammar polishing (18.3%, n =
22): “Polishing (in terms of language) user an-
swers that contain their private opinions,” miscel-
laneous task-specific contexts such as summari-

sation or web search (9.2%, n = 11), factual or
non-subjective tasks (8.3%, n = 10), and human
oversight workflows where annotators verify LLM-
generated drafts (8.3%, n = 10). Accessibility
support for non-native speakers (5.0%, n = 6)
and data augmentation in data-scarce domains
(4.2%, n = 5) were also raised.

Study design considerations. When controlled
LLM usage is allowed, this should be clearly com-
municated in the task instructions, including con-
crete examples of allowed and disallowed uses of
LLMs. Furthermore, as noted by one respondent,
LLM use should ideally be subject to explicit dis-
closure requirements, “including asking partici-
pants to candidly report the method used for pro-
ducing text for a study,” so that such usage can
be accounted for during analysis. Since partici-
pants may rely on different LLM models and to
varying degrees, researchers should consider doc-
umenting factors such as the tool used, the nature
of assistance received (e.g., grammar correction,
summarization, drafting), and the extent of reliance
on LLM-generated content.

One challenge in this setup is that strict mitigation
strategies may no longer be appropriate, since LLM
use is intentionally permitted to some extent. How-
ever, lightweight monitoring measures, such as web
behavior tracking or interaction logging, may still
be valuable for understanding the extent and na-
ture of participants’ reliance on LLMs. Rather than
serving as a basis for exclusion, such information
could contextualize the collected data and support
more informed interpretation of the results.

Post-collection considerations. Post-collection
considerations in such settings should therefore fo-
cus less on exclusion and more on understanding
how varying levels of LLM assistance may influ-
ence the collected data. Disclosed or inferred LLM
usage may then be incorporated as a contextual
variable during analysis, for example by compar-
ing patterns across responses with differing levels
of reported assistance and evaluating whether study
findings remain consistent across these conditions.
Transparent reporting of how such information was
documented and incorporated into the analysis is
therefore important.

4.4.3 Unrestricted LLM Usage
Not all crowdsourcing studies require human-only
responses. Unrestricted LLM usage is warranted
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when the study explicitly requires workers to in-
teract with or prompt LLMs, for instance to exam-
ine prompting strategies, generation patterns, or
human-AI collaboration. In such contexts, LLM
use is not a confound but a core part of the research
design. This was the second-largest position in our
survey (33.3%, n = 40), with respondents identi-
fying studies of LLM use itself (26.7%, n = 32)
and human-AI interaction research (7.5%, n = 9)
as primary contexts where LLM use is appropriate.

5 Conclusion & Future Work

Given the increased adoption of LLMs, crowdwork-
ers hired for data creation may be inclined to out-
source text generation tasks to a model, either to
‘game the system’ or because it has become part of
their writing practice. Given the longstanding as-
sumption that crowdsourcing collects human data,
this raises the question: Can crowdsourcing survive
the LLM era? Despite the pressing nature of the
question, we were lacking a shared understanding
of the research community’s perspective on this.
Therefore, we conduct a survey, collecting a total
of 155 responses from researchers who use crowd-
sourcing in NLP and related fields. Subsequently,
we analyze their experiences and opinions collect-
ing free-text responses via crowdsourcing in the
LLM era (Secs. 4.2, 4.3).

The results indicate that LLM-usage by crowdwork-
ers has be taken as a realistic possibility: 44.0% of
respondents who crowdsourced free-text responses
reported observing LLM usage in their data. Our
survey respondents have nuanced perspectives on
the problem. While respondents raised concerns
about result reliability, validity and homogeniza-
tion, many emphasize that crowdsourcing as a
method can remain useful depending on the task
type (e.g., short text production tasks, crowdwork-
ers in a verifier role) and incentive structure (ade-
quate compensation, meaningful tasks). Overall,
the results indicate that crowdsourcing can only
‘survive’ in the LLM era if we no longer use it as
quick data collection or validation method. Instead,
its applicability has to be carefully considered, and
study setup and data analyses have to be mind-
fully designed. Our respondents emphasize that
for transparency and reproducibility, any action or
precaution taken in this regard should be well doc-
umented. In addition to our analytical results about
challenges and opinions, the paper therefore pro-
vides a set of practical considerations that we derive

from the survey insights (Sec. 4.4). They aim to
guide future research designing and documenting
crowdsourcing studies in the LLM era.

Our findings point to several open questions that
extend beyond researchers’ perceptions. While
concerns about LLM-assisted crowd work are
widespread, we still know little about how and
when crowdworkers use LLMs in practice, or how
this behavior varies across platforms and task types.
Future work should therefore focus on building a
more empirical understanding of AI-assisted crowd
work. This includes the different ways workers in-
corporate LLMs into their workflows, the resulting
impact on data quality and the extent to which exist-
ing microwork practices, incentives, and working
conditions encourage or even necessitate the use
of LLMs. We also see value in broadening the
conversation to include the perspectives of crowd-
workers and platform providers, whose experiences
are essential for understanding how crowdsourcing
is evolving in the LLM era. This could help further
extend the considerations discussed in the study
to serve as the foundation for community-driven
best practices on the use of crowdsourcing in the
age of LLMs, helping researchers make informed
decisions about study design, data collection, and
reporting. In the longer term, these efforts could
contribute to broader community recommendations
for responsible human data collection.

Limitations

Our survey received responses from 155 re-
searchers. While this does not permit statistically
representative claims about the entire NLP commu-
nity, the sample size is comparable to the 135–327
respondents reported in recent NLP community sur-
veys (Michael et al., 2023; Mosbach et al., 2024;
Thomson et al., 2025; Højer et al., 2025; Romberg
et al., 2026). Accordingly, our findings should be
interpreted as descriptive of the perspectives repre-
sented in our sample rather than definitive estimates
of community-wide attitudes.

Since we adopted an adhoc recruitment process
and participation was voluntary, researchers who
perceive LLM usage by crowdworkers as a problem
were more likely to participate, potentially skewing
responses toward greater concern and awareness
than exists in the broader community. Furthermore,
engineering sciences, which subsumes NLP under
the DFG classification, is the dominant respondent
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category, and the *ACL-based recruitment further
accentuates this skew, meaning the views expressed
are more representative of the NLP community
than of adjacent fields such as psychology or the
social sciences. Finally, given the rapid pace of
LLM development and the extended data collection
period, some findings may already have shifted and
are likely to continue evolving.
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A Appendix

A.1 Survey methodology
A.1.1 Identifying and Contacting Authors
As mentioned in Section 3, to recruit survey participants, we also contacted researchers who had recently
published work involving human data annotation, crowdsourcing, or free-text data collection at major
computational linguistics venues. We describe below how we collected the email lists to reach out to
potential participants for this survey:

Paper Collection. We collected metadata (titles, authors, and paper URLs) and full-text PDFs for all
papers published in 2024 and 2025 across 6 *ACL-affiliated venues: ACL, NAACL, EMNLP, EACL,
AACL-IJCNLP, and TACL, including both main conference and Findings tracks from the ACL Anthology9.
In total, this yielded approximately 12.6k successfully retrieved papers across all venues.

Relevance Filtering. We employed three complementary strategies to identify papers likely to involve
human annotation or crowdsourced data collection, and took their union (deduplicated by paper ID and
title) as the final candidate set.

Keyword-based full-text search. We extracted text from each PDF using PyMuPDF,10 excluded the
references section via regex-based boundary detection, and searched for a curated list of keywords. These
included specific crowdsourcing platform names (e.g., “Amazon Mechanical Turk”, “Prolific”) and general
annotation-related terms (e.g., “crowdsourcing”, “human annotators”).

LLM-based classification. We used Meta’s Llama 3.1 8B Instruct model (Grattafiori et al., 2024) to
classify papers based on their content. The model was prompted with the paper text and asked:

From the abstract [and introduction], does this paper involve any human data annotation,
crowdsourcing, human data collection, free-text human responses, or discussion of annotation
quality?

Respond with ONLY one word: YES or NO.

We ran this classification twice: once using only the abstract, and once using both the abstract and
introduction (extracted from the first three pages of each PDF via regex-based section boundary detection),
to capture papers where annotation details appear only in the introduction. Both resulting candidate lists
were included in the final union. Inference was performed locally via Ollama11 with default parameters
on an Apple M4 Pro (48GB), totaling ∼11 hours.

EMNLP 2025 Resource Track. For EMNLP 2025, we additionally had access to the publicly available
conference program, which included track-level metadata. We filtered for papers in the “Resources and
Evaluation” track, yielding 365 papers which were inherently likely to involve dataset construction and
human annotation as compared to other papers. This track-level filtering was uniquely available for
EMNLP 2025; no other venue in our collection published comparable program metadata at the time of
data collection.

Contact Extraction. Author names were obtained from the BibTeX metadata on the ACL Anthology.
Email addresses were extracted from the first two pages of each PDF using regular expressions, handling
both standalone addresses and grouped patterns (e.g., {a,b}@domain). After relevance filtering, 2,276
papers were identified as candidates. We contacted the authors of all papers for which at least one valid
email address could be extracted from the paper PDF.

9https://aclanthology.org
10https://pymupdf.readthedocs.io
11https://ollama.com/
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A.1.2 Survey Workflow

Section ID Question Routing / Condition

Screening
Q1 Have you ever conducted a crowdsourcing study? If No → skip to Opinions

Q2 Did participants generate free-text responses? If No → skip to Opinions

Experience (shown only when Q1 & Q2 = Yes)

E1 Years of experience in annotation studies?

E2 Years of experience with crowdsourcing?

E3 Which crowdsourcing platforms have you used?

E4 In which languages have you conducted studies?

E5 Primary purpose of your crowdsourcing studies?

E6 Did you analyse the free-text responses? If No → skip E7

E7 Type of analysis performed & objectives? Shown only if E6 = Yes

E8 Have you observed crowdworkers using LLMs?

E9 What signs suggested LLM use? If answer includes “used detec-

tion tools” → show E10

E10 Which detection models/tools did you use, and how
reliable?

Shown only if E9 includes detec-

tion tools

E11 Actions taken regarding the suspected worker?

E12 What was done with suspected LLM-generated data?

E13 Which task types were most affected by LLM use?

E14 Platform(s) with most LLM-generated content?

E15 Platform(s) with least LLM-generated content?

E16 Did you anticipate crowdworkers using LLMs? No → E21 Yes + precautions

→ E18 Yes, no precautions

→ E17

E17 Why did you decide not to adapt the study? Shown only if E16 = “Yes, no

precautions”

E18 Which precautions did you take? Shown only if E16 = “Yes + pre-

cautions”. If includes warning

→ E19, else → E21

E19 Do you think adding a warning was a good idea? Shown if E18 includes warning.

If No → E20, else → E21

E20 Why do you think the warning was not a good idea? Shown only if E19 = No

E21 Has the prevalence of LLM-generated content led
you to change your approach?

Opinions
O1 How does LLM-generated text affect research quality

& validity?

O2 Ways to discourage or detect LLM use in responses?
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Section ID Question (summary) Routing / Condition

O3 Should platforms allow, restrict, or monitor LLM
use?

O4 What platform-level support would help manage
LLM use?

O5 Situations where LLM use by crowdworkers is ac-
ceptable?

O6 Additional thoughts on LLM use by crowdworkers?

Respondent Info
D1 Gender

D2 Age

D3 Country of current employment

D4 Current role

D5 Scientific discipline

D6 Main research topics or focuses

Other
T1 Did you use GenAI to fill (parts of) this survey?

T2 Feedback or comments about this study?
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A.1.3 Participant Consent
As shown in Fig. 6, informed consent was obtained from all participants prior to taking the survey,
including the option to withdraw at any time without consequence.

Figure 6: Consent page of survey
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A.2 RQ2 additional material: Perceived impact of LLM-generated responses
Table 2 lists all themes identified in the responses to the survey question ‘How do you think the increasing
presence of LLM-generated text in crowdsourced datasets affects research that relies on human-written
data?’. We provide representative quotes from the survey participants to illustrate the themes.

In addition, Figure 7 shows the frequency of each theme across survey responses.

Theme Example quote

Changes in the data

Homogenization of outputs “Using LLMs may also homogenize views and textual responses”
Introduces and amplifies biases “it reinforces the LLM biases and circles the bias back into research instead of introduc-

ing diversity and novelty”
Improved text quality (fluency,
style)

“The language fluency has improved, but the content may be influenced by the large
model.”

Adds noise in the data “It adds a lot of slop.”
Reduced diversity “I also worry that it will further skew data as to not reflect minority groups [. . . ] which

in turn actively represses their identities.”
Reduced human imperfectness “Data quality may deviate from raw unpolished version human-generated text.”
Loss of creativity “I believe it will hurt the emotional depth, creativity and honesty, making the data less

representative of the human experience.”
Human crowd data is generally of
bad quality, so not much is lost

“Crowd-sourced annotation already represented a prioritization of cost and scale over
quality or validity”

Downstream consequences

Concerns about result reliability “the fact that we can never be absolutely certain of the quality of the work significantly
impacts the reliability of the data obtained”

Concerns about result validity “LM responses may not represent the true perspective of participants, and so the insights
drawn from research would be an incorrect representation of the population.”

Risk of distorted results “potentially distorting study outcomes and effect estimates”
Downstream risks of training
LLMs on synthetic data

“we might end up with aligning to a wrong target”

Increased researcher burden “we need to invest more effort to ensure heterogeneity (thereby get the real value),”
Convergence of AI and human
data in future

“perhaps the generic human writing style will eventually become more AI-styled
because many will use AI to write. At the same time, AI will become more personalized
and will adopt human styles as well.”

Potential efficiency gain contin-
gent on human oversight

“LLMs can improve efficiency, but their impact on data quality and validity depends on
how they are integrated and whether human judgment remains central to the process”

LLM-generated content: Reactions & strategies

Raises the need for other data col-
lection strategies

“To mitigate these issues, I prefer working with a smaller in-house annotation group
[. . . ]”

Guardrails needed “careful participant tracking and validation are important”
Adapting the way we think about
data generation

“the rationale for collecting ‘purely human’ is increasingly difficult to defend and
enforce, as humans—especially untrained crowdsourced humans are increasingly worse
than LLMs at performing many of these tasks.”

Shift of human role toward verifi-
cation

“it might ease cognitive load of workers, allowing for more or more thorough checking
if facilitated well.”

LLM use acceptable with disclo-
sure

“I viewed LLM as a boon, but over the period of time, their overuse is leading to lack
of authenticity when not disclosed.”

Detecting LLM use is easy “[. . . ] so if people use LLMs to do our task, they’ll just submit nonsense [. . . ]. It’s
annoying but easy to filter out.”

Detecting LLM use is difficult “it has become almost impossible to determine whether a study has been completed by
a human participant, machine or combination thereof”

Just a different type of prob-
lem/cheating

“Same as before, people cheated all along.”

(Acceptability of) LLM use is task dependent
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LLM use acceptable for refine-
ment

“If people use LLMs to just improve clarity and fix grammar, I don’t mind"

Task- or context dependent “So for rare and interesting tasks keep it, for repetitive ones checking human perfor-
mance may need to monitored [sic: monitor]”

Incentives for LLM use need to
be reduced

“Tasks that feel meaningful to the annotator and are ideally also adequately paid tend to
lead to better results.”

English data is most affected “for non-English languages, for underrepresented languages, the problem is still not so
huge.”

Particularly harmful for low-
resource languages

“concerned about the integrity of low-resource language datasets, where ‘cheated’ or
machine-generated data is easier to submit and harder to detect.”

Table 2: Themes extracted from the researchers’ responses to the question ‘How do you think the increasing
presence of LLM-generated text in crowd-sourced datasets affects research that relies on human-written data?’. We
provide example quotes from the survey respondents.
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Human crowd data is generally of bad quality, so n...

Reduced human imperfectness

Loss of creativity

Improved text quality (fluency, style)

Introduces and amplifies biases

Adds noise in the data

Reduced diversity

Homogenization of outputs

2 (2%)

4 (3%)

5 (4%)

6 (5%)

12 (9%)

16 (13%)

16 (13%)

24 (19%)

Changes in the data
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Convergence of AI and human data in future
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Risk of distorted results
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Concerns about result reliability

Concerns about result validity

2 (2%)
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Downstream consequences
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Detecting LLM use is difficult

1 (1%)
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4 (3%)
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Reactions & strategies
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Incentives for LLM use need to be reduced
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Task-dependent acceptability

Figure 7: Perceived impact themes grouped by category (n = 127, multi-label).
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A.2.1 Theme extraction prompt
The following prompt was used with qwen3.5_27b with default parameters to independently extract themes related to the
perceived impacts of LLM-generated text in crowdsourced datasets from each survey response in an open-ended manner, without
a predefined theme list. This was used during the initial theme identification stage described in Section 4.3. Inference was
performed locally via Ollama on an Apple M4 Pro (48 GB), averaging 15 seconds per response (∼30− 40 minutes total).

Model Prompt - Theme Extraction for LLM Impacts

You are an expert in social and computational linguistics specializing in thematic analysis of survey
responses.

## Task
Analyze a free-text response to the following survey question and assign one or more themes to each
response.

**Survey question:**
"How do you think the increasing presence of LLM-generated text in crowdsourced datasets affects research
that relies on human-written data? (e.g., data quality, validity, impacts on study outcomes)"

**Survey context:**
This question was part of a research study investigating whether and to what extent crowd workers use
LLMs to answer free-text surveys, and how researchers experience and respond to this phenomenon.

## Instructions
1. Read the response carefully.
2. Identify ALL themes expressed in the response — a response may express multiple themes.
3. For each assigned theme, quote the phrase(s) or sentence(s) from the response text that expresses the
theme.

## Output Format
Return the results in valid JSON with no explanation, markdown, or extra text. Use the following structure:
"themes": ["theme": "<theme name>", "quote": "<quoted text>"]
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Theme # Example quote

Restrict Use — Human signal is essential

Not acceptable 14 “If it’s to be done by LLM the researcher can just use the LLM directly. It’s not crowd-
sourcing."

Controlled Use — LLM assistance may be partially acceptable

Editing 22 “Polishing (in terms of language) user answers that contain their private opinions."
Miscellaneous tasks 11 “Maybe for tasks that require searching the web, as a searching tool (e.g. deep research)."
Factual tasks 10 “Classification of objects, or any task where there are certain answers that are true could

be tasks where LLMs can be used with less problems since the answer is not subjective."
Human oversight 10 “LLMs can provide preliminary annotations for various tasks. Humans can later be used

to curate and correct the LLM annotation."
Accessibility support 6 “Users with linguistic handicaps that use LLMs to correct/reformulate for clarity their

writing (dyslectics)."
Data augmentation 5 “In data scarcity study domains it’s necessary to use LLM."
Everyday workflows 4 “Researchers might want to look at how people, in 2026, complete certain tasks – LLMs

are increasingly a part of day-to-day life, so it might be acceptable."

Unrestricted Use — LLM interaction is itself the study object

Study LLM use 32 “If you wanted to study how people used some LLM (like a user-study), this could make
sense."

Human-AI interaction 9 “Only for studies evaluating human-LLM interaction."

Ambiguous — No clear position

Unsure 7 “I would think so but I can’t come up with a specific example."
Depends on study
goals

5 “It really depends on the researcher’s hypothesis and the centrality of real human responses
to testing that hypothesis."

Table 3: Themes extracted from researchers’ responses to the question “Are there specific tasks, types of responses
or situations in the context of crowdsourcing studies where the use of large language models (LLMs) could be
considered acceptable?". Themes are grouped by acceptability category. Counts (#) reflect the number of responses
mentioning each theme out of n = 120 substantive responses (multi-label coding).

A.3 RQ3 additional material: Examples for acceptable LLM use
Table 3 lists the themes identified from responses to question O5, grouped by acceptability category, with representative quotes.
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