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Abstract

Korean introduces an additional typographi-
cal perturbation level not captured by ordi-
nary character-level edit models: because syl-
lable blocks are internally composed of sub-
character units called jamo, keyboard-level er-
rors can occur within a syllable, either produc-
ing a valid but semantically altered character
or exposing raw jamo on the surface. Both
outcomes disrupt sub-word tokenization and
are not reliably corrected by existing grammat-
ical error correction pipelines, leaving LLMs
directly exposed to corrupted inputs. To quan-
tify this vulnerability, we apply five jamo-level
perturbation types to the KMMLU benchmark
and evaluate four language models, finding that
accuracy declines monotonically with perturba-
tion intensity and that parameter scaling does
not confer robustness against intra-syllabic
noise. We further show that typo-corrupted in-
puts induce a distinct shift in internal represen-
tations that is not reducible to ordinary answer
incorrectness, and that a simple linear probe
trained on these representations detects unseen
perturbation types with high AUROC. Moti-
vated by this signal, we propose Typo-Aware
Chain-of-Thought (TACoT), which routes in-
puts to chain-of-thought inference only when
the probe detects a likely typo, recovering a
substantial portion of the CoT accuracy gain at
a fraction of the inference cost.

1 Introduction

Large Language Models (LLMs) have achieved re-
markable success across diverse natural language
processing tasks, leading to their widespread de-
ployment. However, their robustness against in-
put noise remains a critical bottleneck. Among
various user-generated noises, typographical er-
rors are ubiquitous. Characterizing and mitigat-
ing LLLM brittleness under typographical perturba-
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Figure 1: Typographical perturbations across writing
systems. In English and Chinese, errors occur at the
visible character level, whereas Korean errors occur
within syllable blocks and surface as one of two failure
modes: valid-form ambiguity or exposed standalone
jamo that break the syllabic structure.

tions has thus emerged as an essential line of trust-
worthy Al research (Gao et al., 2018; Zhu et al.,
2024a,b). Nevertheless, existing robustness bench-
marks are predominantly English-centric, model-
ing typos merely as surface-character edits (Gao
et al., 2018; Zhu et al., 2024a,b; Gan et al., 2024),
a paradigm that fails to capture intra-syllabic per-
turbations unique to scripts like Korean.

While classical spelling correction targets lin-
ear edit distances (Kukich, 1992; Brill and Moore,
2000) and Chinese systems focus on phono-
logically or visually similar character substitu-
tions (Cheng et al., 2020; Sun et al., 2021), the
Korean writing system introduces an additional
perturbation level beyond visible character edits.
Korean is a structured alphabetic syllabary where
individual letters called jamo are assembled into
syllable blocks. Because keyboard input is typi-
cally produced through individual jamo keystrokes,
realistic Korean typos occur at the intra-syllabic
level rather than the surface syllable level (Kwon
et al., 2021).

These intra-syllabic perturbations pose a critical
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challenge: the lack of an effective correction prior.
As shown in Figure 1, a jamo-level perturbation
may convert a syllable into a contextually incor-
rect valid character (causing semantic ambiguity)
or expose standalone jamo on the surface, break-
ing the syllabic structure. Both outcomes disrupt
sub-word tokenizers optimized for well-formed syl-
labic blocks. Furthermore, grammatical error cor-
rection pipelines are not designed for intra-syllabic
perturbations and may inadvertently alter sentence
semantics (Kim et al., 2024). Consequently, LLMs
must directly process these corrupted representa-
tions, rendering them vulnerable.

To systematically understand and combat this
vulnerability, we investigate the impact of Korean
typographical errors on LLMs by addressing two
research questions: 1) How vulnerable are state-of-
the-art LLMs to realistic jamo-level perturbations?
2) Do LLMs implicitly recognize such structural
noise within their internal representations, and can
we leverage these signals for efficient defense?

To answer these questions, we construct a
Korean typo benchmark applying five keyboard-
derived perturbation types to the KMMLU eval-
uation suite (Son et al., 2025). Across four lan-
guage models, accuracy declines monotonically
with perturbation intensity, confirming that param-
eter scaling fails to alleviate intra-syllabic brittle-
ness. Moreover, our probing analysis reveals that
typo-corrupted inputs induce a distinct representa-
tional shift that is not reducible to ordinary answer
incorrectness, and that a simple linear probe de-
tects this signal across held-out error types with
high AUROC. Motivated by this signal, we pro-
pose Typo-Aware Chain-of-Thought (TACoT),
which employs the lightweight internal probe to
monitor representations at inference time, invok-
ing CoT only when a typographical anomaly is
detected. Our results show that this typo-aware
routing substantially recovers CoT accuracy while
reducing inference cost on clean inputs.

In summary, our contributions are as follows:

* We formalize a five-type jamo-level perturbation
framework based on Korean keyboard mechanics,
capturing structural anomalies that lack standard
correction priors.

* We establish a controlled benchmark to quantify
accuracy drops across diverse LLMs, showing
that parameter scaling alone fails to resolve intra-
syllabic brittleness.

* We discover a distinct typo signal in LLM inter-

nal representations and introduce a Typo-Aware
CoT framework that leverages this signal for effi-
cient, low-cost routing defense.

2 Related Work

2.1 Typographical Robustness in LL.Ms

Character-level perturbations have long been used
to study the brittleness of neural NLP models.
DeepWordBug showed that small black-box char-
acter edits can substantially degrade text classi-
fiers (Gao et al., 2018). With the rise of LLMs,
PromptRobust and PromptBench extended robust-
ness evaluation to prompt perturbations, including
typo-like changes (Zhu et al., 2024a,b). More re-
cent work studies typographical errors in LLM-
specific settings: Gan et al. (2024) show that adver-
sarial typos can disrupt CoT reasoning trajectories,
while Zhao et al. (2026) evaluate LLLM robustness
against multilingual keyboard-based typographi-
cal errors. These studies establish typo robustness
as an important failure mode for LLMs, but they
primarily model typos as visible character-level
perturbations. Our work focuses on Korean, where
typographical errors can also arise within the inter-
nal composition of syllable blocks.

2.2 Korean Grammatical Error Correction

Korean grammatical error correction (GEC) aims to
detect and correct erroneous Korean text, including
grammatical, spacing, punctuation, and spelling
errors. Prior work has developed Korean GEC
datasets, annotation schemes, and error taxonomies
(Yoon et al., 2023), as well as neural correction
models based on Transformer architectures, copy-
ing mechanisms, and synthetic grammatical noise
(Lee et al., 2021). KoGEC further formulates Ko-
rean GEC as a translation-style correction problem
by fine-tuning pre-trained multilingual translation
models (Kim et al., 2024). These studies provide
important resources and models for Korean text cor-
rection. However, their primary goal is to restore
well-formed text, whereas our work studies how
controlled Korean typos affect downstream LLM
behavior. In particular, we focus on jamo-level
perturbations that alter the internal composition of
Korean syllable blocks, quantify their impact on
LLM accuracy, and analyze whether they induce
detectable hidden-state signals.
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Clean
FYApate A7HE PA}E 2
27

(What constitutes the cost of tangible
assets?)

Clean

Zap ol et AW 5 &7 o
© A0o9

AT

(Which description of stock divi-
dends is incorrect?)

Clean

HARRY AR Yo &
7 g A8

(Which description of accounting in-
formation is incorrect?)

Typo input Typo input Typo input

FRBAAY A7ME F A= FA G F A F 2 AR EY HFAT AP O
Roe? o} 222 =& 1= %o _ 227
KoGEC output KoGEC output KoGEC output

FH ALY Q7S FAE %k A FA A Foll A3 A F 2] of BHES} AATF YL FA F2
27 2 A2 A2?

Figure 2: Representative outputs from the KoGEC model on typo-perturbed KMMLU questions. The model can
repair simple exposed-jamo errors (Repaired), but may leave valid-form typos unchanged (Left unchanged) or
rewrite heavily corrupted inputs into fluent yet semantically altered text (Lossy rewrite).

3 Korean Typographical Errors

3.1 Intra-Syllabic vs. Character-Level Errors

Conventional spelling correction models typos as
visible character edits under edit distance assump-
tions (Kukich, 1992; Brill and Moore, 2000), and
Chinese spelling correction targets phonologically
or visually similar character substitutions using
pinyin, glyph, or radical information (Cheng et al.,
2020; Sun et al., 2021). In both cases, the error unit
aligns with a visible character, giving correction
systems a stable target for recovery.

Korean shares this character-level typo space,
but also introduces an intra-syllabic perturbation
level. Since Korean syllable blocks are composed
of jamo (onset, nucleus, and optional coda) and key-
board input is produced through individual jamo
keystrokes, typographical errors can occur within
a syllable block. A jamo-level perturbation may
yield another well-formed Korean syllable (e.g., 7+
— 7B, producing valid-form ambiguity, or may
break the syllable block and expose standalone
jamo on the surface (e.g., A — & = A), pro-
ducing a structurally degraded sequence with no
stable character-level recovery unit (Kwon et al.,
2021). Figure 1 illustrates this distinction; the re-
sulting orthographic disruption is invisible to stan-
dard character-level correction pipelines and to tok-
enizers optimized for well-formed syllabic blocks.

3.2 Limitations of Korean GEC

Whether typo-corrupted inputs can be automati-
cally corrected prior to LLM inference remains an
open question. However, our typographical setting
fundamentally differs from standard GEC. While
conventional GEC systems are designed to rectify

grammaticality, spacing, punctuation, and surface
spelling, our perturbations specifically target the in-
ternal jamo composition of Hangul syllables. Con-
sequently, valid-form perturbations yield another
well-formed Korean surface, making the error diffi-
cult to flag as ungrammatical. Conversely, exposed-
jamo sequences break the syllable structure alto-
gether, producing degraded strings that do not cor-
respond cleanly to the word- or syllable-level edits
assumed by standard correction systems.

To analyze this mismatch, we evaluate Ko-
GEC (Kim et al., 2024) on typo-perturbed
KMMLU questions in Figure 2. While KoGEC
repairs simple exposed-jamo errors, it leaves valid-
form perturbations unchanged or rewrites heavily
corrupted inputs into semantically altered text. For
instance, severe corruptions lead to the loss of the
semantic subject, shifting the question’s core mean-
ing. Consequently, Korean jamo typos are not reli-
ably reducible to existing GEC pipelines, demon-
strating that pre-correction does not provide a sta-
ble solution to this robustness bottleneck.

4 Korean Typographical Perturbation
Framework

4.1 Evaluation Benchmark

We use KMMLU (Son et al., 2025) as the main eval-
uation benchmark. KMMLU consists of 35,030
expert-level four-choice questions collected from
original Korean examinations. We apply typo per-
turbations only to the question; answer choices
are kept unchanged to ensure that accuracy loss
reflects input comprehension failure rather than
output matching artifacts. Further dataset details
are provided in Appendix A.
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4.2 Typo Taxonomy

We define five typo types grounded in realistic
keyboard input errors on a standard Korean lay-
out, each targeting a different aspect of the jamo—
syllable structure. Table 1 summarizes the types
with examples derived from the sentence “Z+7]
ZF o} Wrfy] ofdl o] oF” (“It’s great that you’ve
recovered from your cold.”).

Perturbed

277} T stepy ops o) o
71717} o} Grepy thao] of
57477} o vhehy oo of
771 7beh ey T o of
S m 17)7) o Sreh T ol of

Clean: 7+7]7} o} wh] Thaj ol of

Typo Type

Jamo Substitution
Jongseong Deletion
Jamo Repetition
Space Deletion
Jamo Transposition

Table 1: Korean typographical error taxonomy. Per-
turbed characters are shown in red. Original sentence
shown at the bottom.

Jamo Substitution. A jamo is replaced by one
from an adjacent key, frequently yielding another
valid Korean syllable and making error detection
ambiguous (e.g., ZF — 7).

Jongseong Deletion. The jongseong of a syllable
is dropped (e.g., % — 7}), always yielding a well-
formed Korean syllable and thus being particularly
difficult to detect.

Jamo Repetition. A jamo component is dupli-
cated, surfacing as a raw jamo adjacent to the host
syllable. Such sequences fall outside standard syl-
lable blocks and are invisible to word-level spell
checkers.

Space Deletion. Inter-eojeol spaces are removed,
concatenating adjacent spacing units (eojeol are
Korean orthographic spacing units, roughly analo-
gous to words). Unlike the other types, this does
not alter the internal jamo composition of syllables.

Jamo Transposition. The order of jamo within
a syllable is swapped (e.g., 7+ — 7 1 }), dissolv-
ing the onset—nucleus—coda structure and exposing
raw jamo poorly aligned with standard vocabular-
ies.

This taxonomy is not an arbitrary construction: it
covers the large majority of real Korean input errors
observed in practice, as we verify in Appendix C.

4.3 Perturbation Intensity

For each typo type, we define five intensity levels
corresponding to perturbation rates of 5% through

25% of the Korean syllables in the question field.
Each level is applied independently from the orig-
inal clean input, so types are never mixed within
a single instance.! Within each level, the affected
syllables are chosen at random. We confirm in Ap-
pendix E that this randomness does not affect our
conclusions. This yields 35,030 X 5 x5 = 875,750
perturbed instances in total.

S Impact of Korean Typographical Errors

5.1 Experimental Setup

Models. We evaluate four models spanning a
range of sizes and Korean language orienta-
tions. EXAONE-3.5-2.4B-Instruct and EXAONE-
3.5-7.8B-Instruct are bilingual (Korean—English)
instruction-tuned models developed by LG Al Re-
search, designed for real-world instruction follow-
ing with strong Korean proficiency (An et al., 2026).
A.X-3.1-Light is a Korean sovereign Al model
developed entirely from scratch by SK Telecom,
trained on a Korean-focused multilingual corpus.?
Qwen3-4B-Instruct-2507 is a general-purpose mul-
tilingual model by Alibaba; we use the 2507 check-
point, which features significant improvements in
instruction following and multilingual comprehen-
sion (Yang et al., 2025). This model serves as a
non-Korean-specialized baseline to probe whether
typo robustness is tied to Korean-specific training.

Implementation Details. All models are eval-
uated on KMMLU in a zero-shot setting. We
use greedy decoding with temperature O and
max_new_tokens set to 8; unless otherwise noted,
all experiments follow this configuration. Full
prompt and inference details are provided in Ap-
pendix D.

5.2 Results

Figure 3 shows accuracy across five typo intensity
levels for all four open-source models. Across all
four models, accuracy declines monotonically as
intensity increases, confirming that Korean typo-
graphical errors consistently degrade performance
regardless of model size or Korean specialization.
Jamo-level perturbations induce the largest drops:
at the highest intensity, accuracy falls by up to
10.0%p for EXAONE-7.8B and 7.0%p for Qwen3-
4B relative to their clean baselines. Notably, model

"For Space Deletion, intensity is measured over the number
of spaces rather than Korean syllables.
Zhttps://huggingface.co/skt/A.X-3.1-Light
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Figure 3: KMMLU accuracy across five typo intensity levels for all four models. Dashed lines indicate clean

baseline accuracy.

size does not correlate with robustness: EXAONE-
7.8B exhibits a larger drop than its 2.4B counterpart
under Jamo Transposition, suggesting that scale
alone does not confer immunity to intra-syllabic
perturbations.

Space Deletion stands out as a consistent excep-
tion: across all models, accuracy under space dele-
tion remains close to the clean baseline even at the
highest intensity. While perceptually disruptive to
human readers, Korean subword tokenizers appear
to partially recover eojeol boundaries during seg-
mentation, effectively absorbing the perturbation
before it reaches the model’s internal representa-
tions. This divergence between human perception
and model behavior highlights that the impact of
a typo type cannot be inferred from surface-level
intuition alone.

These results establish that even well-performing
LLMs are meaningfully vulnerable to naturally oc-
curring Korean typographical errors. Critically,
this vulnerability persists regardless of model scale
or Korean specialization, suggesting that the prob-
lem is structural rather than a matter of insufficient
training. We therefore turn to the models’ inter-
nal representations to ask whether this structural

disruption leaves a detectable signal. We further
evaluate larger-scale models in Appendix E.

6 Probing Internal Representations of
Korean Typos

The previous section shows that Korean typograph-
ical errors consistently degrade LLM accuracy.
We now examine whether this degradation is re-
flected in the models’ internal representations. If
typos merely push the model toward an ordinary
incorrect-answer state, then hidden states under
typo inputs should largely align with clean inputs
that the model already answers incorrectly. In con-
trast, if typo inputs induce a distinct internal state,
we should observe a separable hidden-state shift
that is not reducible to answer correctness. If such a
signal exists and is separable from ordinary answer
failure, it could serve as a lightweight, training-free
basis for targeted mitigation.

6.1 Locating Typo-Sensitive Layers

We first identify where typo-induced changes are
most visible inside the model. For each model,
we extract the last-token hidden state from every
transformer layer on the General Knowledge subset
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of HAERAE Bench (HAERAE-GK), using clean
inputs and their typo-perturbed counterparts (see
Appendix A for dataset details). To select a typo-
sensitive layer without training a classifier, we com-
pute a Fisher-style separation score (Fisher, 1936)
for each layer:

l l
J l) = HMéY)PO — 'u((:lianug (1)
t E(l) t E(l) :
I‘( Clean) + I‘( typo)
where 11!) d Y h hidd
Helean aNd fieo, are the mean hidden states

of clean and typo inputs at layer [, and the denomi-
nator measures within-class dispersion. Intuitively,
this criterion favors layers where clean and typo
representations are far apart while remaining inter-
nally compact. We use the Fisher-selected layer for
each model in the remaining hidden-state analyses;
layer-wise score curves and selected layer indices
are provided in Appendix F.

6.2 Typo Shift Is Distinct from Answer
Incorrectness

A typo input is typically both corrupted and an-
swered incorrectly, so a possible concern is that
the representational shift we observe may simply
reflect answer failure: typo inputs may look dif-
ferent only because they cause the model to move
toward the same representation as clean questions
it answers incorrectly. To test this, we compare
two directions in the representation space at the
Fisher-selected layer. Let ficorrect and fiywrong de-
note the mean hidden states of clean inputs the
model answers correctly and incorrectly; we de-
fine the clean incorrectness direction as dywrong =
Hrwrong — Heorrect and the typo direction as diypo =
Htypo — Mcorrect- FOT visualization, we project hid-
den states onto a two-dimensional basis whose first
axis is dywrong and whose second axis is the compo-
nent of diyp, orthogonal to dyrong-

Figure 4 shows the resulting projections for
clean-correct, clean-wrong, typo-correct, and typo-
wrong examples. Across models, typo examples
shift along the typo direction regardless of whether
the final answer is correct or wrong. This indi-
cates that typo inputs do not merely reproduce the
hidden-state pattern of ordinary incorrect answers.
Instead, they induce a distinct representational dis-
placement that coexists with, but is not reducible
to, answer correctness.

6.3 Hidden-State Typo Detection

The directional analysis suggests that Korean typo
inputs leave a detectable representational signal.

EXAONE-7.8B

0.6

0.4

0.2

ez (typo direction)

0.0

—0.2

T T
-0.4 -0.2 0.0 0.2 0.4 0.6
e1 (wrong direction)

Qwen3-4B

~10 4

|
-
=

!

~12 4

~13 4

ez (typo direction)
X

~14 4

—~15 4

~16 4

-2 0 2 4 6
e1 (wrong direction)

— Base-Correct
— Typo-Correct

— Base-Wrong
Typo-Wrong

Figure 4: Direction projection of hidden states at the
Fisher-selected layer. Full projections for all models are
provided in Appendix F.

We next test whether this signal can be used to
identify typo inputs with a simple linear probe. For
each model, we train a logistic regression classifier
on the last-token hidden state at the Fisher-selected
layer, using clean inputs and typo-perturbed inputs
as binary labels, focusing on the four jamo-level
typo types.3

To test whether the probe captures a general
typo signal rather than memorizing specific per-
turbation patterns, we use a held-out typo type
evaluation. For each held-out jamo-level type, the
classifier is trained on the remaining three types
from HAERAE-GK and evaluated on the excluded

3Space Deletion is excluded as it induces substantially
weaker representational separation than jamo-level types; per-
type Fisher scores are reported in Appendix F.
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Model Sub.

EXAONE-2.4B 0.912
EXAONE-7.8B 0.929
A.X-Light 0.928
Qwen3-4B 0.849

Jong. Rep.

0.885 0.927
0.910 0.933
0.922 0.936
0.843 0.939

Trans. Avg.

0971 0.924
0974 0.937
0.987 0.943
0.990 0.905

Table 2: Held-out typo type detection AUROC using
a logistic regression probe on Fisher-selected hidden
states, pooled over all five perturbation intensities. Per-
intensity results are reported in Table 9.

type in KMMLU. Within each fold, we balance the
training set by randomly sampling typo examples
to match the number of clean inputs, drawing only
from the non-held-out typo types. Thus, the test set
differs both in questions and in typo type, and the
held-out type is never used for probe training.

Table 2 reports AUROC on the held-out type.
The probe achieves strong detection performance
across all models, with mean AUROC ranging
from 0.905 to 0.943. Jamo Transposition is consis-
tently easiest to detect, while Jongseong Deletion
is the hardest, mirroring their relative Fisher sepa-
ration scores. These results show that typo-induced
hidden-state shifts are not merely type-specific arti-
facts, but generalize to unseen jamo-level perturba-
tion patterns.

7 Mitigating Korean Typos via Internal
Representations

The previous section shows that Korean typos in-
duce a detectable representational signal, especially
for jamo-level perturbations that alter the internal
composition of Korean syllables. We now use this
signal for mitigation. A simple way to improve
robustness is to ask the model to reason more care-
fully under typo-corrupted inputs. However, apply-
ing chain-of-thought (CoT) prompting (Wei et al.,
2022) to every input substantially increases out-
put length and inference cost, including for clean
or weakly affected inputs. We therefore introduce
TACoT (Typo-Aware Chain-of-Thought), a probe-
guided inference strategy that applies standard de-
coding by default and invokes CoT only when the
hidden-state probe signals a likely typo.

7.1 TACoT: Typo-Aware CoT

Our typo-aware method uses the Fisher-selected
layer identified in Section 6. For each model, we
train a logistic regression probe on the last-token
hidden state from HAERAE-GK, using clean in-
puts and their typo-perturbed counterparts. For the
typo class, we draw an equal number of examples

from the pool of jamo-level perturbations, covering
four typo types and five perturbation intensities,
to prevent the probe from being dominated by the
larger typo pool. The routing threshold is selected
by maximizing Youden’s J statistic (Youden, 1950)
on a held-out validation split; full training details
are provided in Appendix G.

At inference time, each KMMLU input is first
passed through the model to extract the last-token
hidden state at the Fisher-selected layer. The probe
then estimates P (typo). If this probability exceeds
the learned threshold, we route the instance to CoT
inference; otherwise, we use standard inference.
Formally, the routing rule is

route(z) = CoT, P(typo | hy(z)) > 6,
Standard, P(typo | h(z)) < 6,

where h;(x) is the hidden state at the Fisher-
selected layer and 6 is the selected threshold.

7.2 Baselines

We compare TACoT against four inference strate-
gies. Standard uses the default multiple-choice
prompt and generates at most 8 tokens. Meta-
Cognition uses a system prompt that explicitly
warns the model that the question may contain Ko-
rean typos, but still requires a direct single-letter
answer. GEC first applies KoGEC (Kim et al.,
2024) correction to the input and then uses the stan-
dard prompt. Although KoGEC can repair simple
exposed-jamo errors, it is not designed for intra-
syllabic jamo perturbations and may leave valid-
form typos unchanged or introduce semantic alter-
ations (Section 3.2); we nonetheless include it as a
relevant correction-oriented baseline. CoT applies
the CoT prompt to every input with a maximum
generation length of 1024 tokens. The exact system
prompts for Standard, Meta-Cognition, and CoT
inference are shown in Appendix D.

7.3 Results

Table 3 compares the mitigation methods in terms
of accuracy, and Figure 5 summarizes the average
output token cost of CoT and TACoT across mod-
els. We report accuracy on clean inputs (Base)
and on each typo type, where typo accuracies are
averaged over five perturbation intensity levels.
Overall, GEC-based pre-correction and Meta-
Cognition prompting provide little to no reliable
improvement over Standard inference. In several
cases, they even reduce accuracy. For example,
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Model Method Base Sub. Jong. Rep. Space. Trans.
Standard 41.9 39.1 38.9 40.6 41.7 38.4
Meta-Cognition 42.1+02 39.2+01 389 40.7 +0.1 41.9+02 38.6+0.2
EXAONE-2.4B GEC 41.9 38.5-06 38.7-02  40.7+0.1 41.5-02 37.7-0.7
CoT 452433 419428 41.5+26 439433 44.9 432 41.1+2.7
TACoT 42.6+0.7 41.3+22 40.6+1.7 43.5+29 43.1+1.4 41.0+2.6
Standard 472 43.7 433 453 46.9 414
Meta-Cognition 474+02 43502 43.1-02 449-04 47.1+02 40.9-05
EXAONE-7.8B GEC 472 42710 425-08 45.6+03  46.9 41.9+0.5
CoT 49.7+25 469432 462429 48.6+33 494 4255 44.8 +3.4
TACoT 472 46.3+26 455422 483430 47.5+06 44,7433
Standard 49.5 46.2 45.6 48.5 494 46.2
Meta-Cognition 50.8+13 46.9+07 46.0+04 49.3+08  50.6+1.2 47.0+0.8
A.X-Light GEC 49.5 45.0-12 45006 47.9-06 49.1-03 44.0-22
CoT 57.1+76 525+63 51.7+61 54.9+64 56.7+7.3 52.1+59
TACoT 49.6+0.1 49.8+36 489433 52.8+43 49.7+0.3 51.0+4.8
Standard 50.5 46.8 46.3 49.2 50.4 46.4
Meta-Cognition 50.0-05 45.8-10 455-08 48.4-08 49.9-05 45.3-1.1
Qwen3-4B GEC 504-01 46305 46.5+02 48.9-03 50.0-04 45.7-0.7
CoT 53.7+32 479+11  475+12 51.2+20 53.3+29 47.5+1.1
TACoT 50.6+0.1 47.1+03 46.5+02 50.9+1.7 50.5+0.1 47.3+0.9

Table 3: Comparison of mitigation strategies on KMMLU (accuracy in %). Each accuracy column reports the mean
over five perturbation intensity levels; colored annotations indicate gain/loss relative to Standard (blue: improvement,
red: degradation). Sub.: Jamo Substitution; Jong.: Jongseong Deletion; Rep.: Jamo Repetition; Space.: Space

Deletion; Trans.: Jamo Transposition.

700 CoT
TACoT

656

380

Avg. Output Tokens
-
)
S

200 163 149

100 82
42

EXAONE-2.4B EXAONE-7.8B A.X-Light Qwen3-4B

Figure 5: Average output tokens for CoT and TACoT
across models. TACoT consistently reduces token cost
while preserving most of the accuracy gains of CoT.

GEC lowers performance on Jamo Substitution for
all four models, and Meta-Cognition prompting
degrades Qwen3-4B across all typo types. This
suggests that Korean jamo typos are not reliably
handled either by applying a general-purpose cor-
rection model before inference or by simply warn-
ing the model that typos may be present.

CoT is the most consistently effective mitigation
strategy. Across models, it improves accuracy not
only on typo-corrupted inputs but also on clean
inputs. The gains are especially large for A.X-
Light, where CoT improves the clean baseline from
49.5% to 57.1% and raises all typo-type accuracies
by more than 5.9 percentage points.

TACoT provides a more efficient compromise.

By invoking CoT only when the hidden-state probe
detects a likely typo, TACoT preserves most of
the accuracy gains of CoT across all models and
typo types. As shown in Figure 5, this selective
routing reduces average output length by approxi-
mately 37% compared to CoT, ranging from 26%
for EXAONE-2.4B to 49% for A.X-Light.

The remaining gap between TACoT and CoT is
informative. TACoT is strongest on jamo-level per-
turbations such as Jamo Repetition and Jamo Trans-
position, which also produce clear representational
separation in Section 6.3. In contrast, Space Dele-
tion remains difficult for the routing mechanism:
although CoT can still improve Space Deletion
accuracy, this perturbation induces weak represen-
tational separation and is therefore less likely to
trigger CoT routing. These results show that the
representational typo signal is not only diagnos-
tic but also practically useful for routing, enabling
cost-aware mitigation without sacrificing most of
the accuracy gains that full CoT provides.

7.4 Robustness of TACoT

We examine the robustness of TACoT along two
axes: whether it generalizes to a different domain
and task format, and whether its gain reflects the
value of the probe’s routing choices rather than
simply invoking CoT more often.

To test whether our findings hold beyond
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Model Method Base Sub. Jong. Rep. Space. Trans.
Standard 31.5 25.6 24.9 29.0 30.7 24.2
Meta-Cognition 30.2-1.3 25204  25.0+0.1  28.4-0.6 30.4-0.3 23.4-08

EXAONE-24B  cop 365+50 302446 293444 337447 360453  28.5+43
TACoT 31.9+04 294438 282433 332442 33.0+23 28.3 +4.1
Standard 37.7 32.5 31.8 358 37.2 30.6
Meta-Cognition 36.9-08 323.02 31.8 35.1-07 37.0-0.2 29.6-1.0

EXAONE-78B iy 454477 391466 383+65 430472 446474 368462
TACoT 37.7 379454 36.7+49 42.0+62 39.3 +2.1 36.6+6.0
Standard 40.4 36.4 35.7 39.9 40.7 36.6

A X-Licht Meta-Cognition 40.5+0.1 36.4 359+02  39.7-02 40.4-0.3 36.9+0.3

’ & CoT 48.0+76 43.1+67 42.1+64 47.0+7.1 47.8+7.1 43.3+6.7

TACoT 41.7+13 423459 41.1+54 46.1+62 439432 43.1+6.5
Standard 34.0 26.6 26.5 31.7 34.0 27.3

Qwen3-4B Meta-Cognition 18.0-160 11.8-148 12.6-139 14.2-175 16.1-17.9 12.5-148
CoT 422482 354488 35.1+486 40.8+9.1 42.7+8.7 36.1+8.8
TACoT 37.7+37 35.1485 34.6+81 40.5+488 39.8+5.8 36.0+8.7

Table 4: Accuracy (%) on HRMS8K, averaged over five intensity levels per typo type. Colored annotations indicate
gain/loss relative to Standard (blue: improvement, red: degradation). Sub.: Jamo Substitution; Jong.: Jongseong
Deletion; Rep.: Jamo Repetition; Space.: Space Deletion; Trans.: Jamo Transposition. GEC is excluded, as KoGEC
degenerates on mathematical inputs, producing empty or repetition-looped outputs even for clean questions.

closed-form multiple-choice QA, we evaluate on
HRMBSK (Ko et al., 2025), a Korean mathematical
reasoning benchmark requiring free-form solutions
rather than a single-letter answer. See Appendix A
for dataset details. We apply the same five jamo-
level perturbations to the question text.

Table 4 shows that the same trends observed on
KMMLU carry over to this different domain and
task: typos degrade accuracy relative to Base, CoT
is the strongest mitigation, and TACoT recovers
most of its gain.

We also examine whether TACoT’s gain comes
from the probe’s routing choices, or simply from
invoking CoT more often. To isolate this, we com-
pare TACoT against a rate-matched random router:
the same number of inputs are routed to CoT per
typo condition, chosen at random rather than by
the probe. We restrict this comparison to the 7,311
questions all four models answer correctly when
clean, so that CoT offers no benefit on clean in-
puts and any gain must come from recovering typo-
corrupted ones.

As shown in Table 5, the gap between TACoT
and the random router is negligible at the mildest in-
tensity level, where the perturbation is too weak for
CoT to recover anything; from there it grows mono-
tonically, reaching up to 2.3 points at the highest
level. This is consistent with a valid routing signal:
where direct inference fails most and the probe de-
tects corruption most reliably, TACoT sends CoT
precisely to the damaged inputs a random router

misses.
Model Iy l2 l3 ly ls
EXAONE-24B +0.27 +0.76 +1.35 +1.71 +2.28
EXAONE-7.8B —0.09 +0.08 +0.60 +1.12 +1.67
A.X-Light 0.00 +0.20 +0.70 +1.06 +1.63
Qwen3-4B —0.03 +0.19 +0.51 +0.60 +0.77

Table 5: Accuracy gap between TACoT and the random
router, in points, on the base-correct pool, averaged over
the four jamo-level typo types and five random seeds.

8 Conclusion

This work systemically analyzes the impact of Ko-
rean typographical errors on LLMs. Unlike ordi-
nary character-level edits, we show that Korean
typos occur within the intra-syllabic jamo compo-
sition, consistently degrading model performance
regardless of scale or language specialization. We
demonstrate that these typos induce a distinct, iden-
tifiable shift in internal representations that is sepa-
rate from ordinary answer incorrectness, allowing
a simple linear probe to generalize across unseen
error types. Leveraging this signal, we propose
TACoT, a routing framework that achieves cost-
aware mitigation by selectively invoking chain-of-
thought inference. Overall, our findings establish
Korean typo robustness as a crucial linguistic bot-
tleneck and a valuable testbed for examining input
corruption within LLM hidden states.
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Limitations

Our study has several limitations. Our perturba-
tions are automatically generated from predefined
typo types and intensity levels. Although they are
grounded in Korean keyboard input and Korean
jamo structure, they may not fully match the dis-
tribution of real user typos. Similarly, evaluation
resources for Korean LLM robustness remain rela-
tively limited compared with English, and broader
coverage across domains, task formats, and natu-
rally occurring typo distributions would strengthen
future analyses. On the modeling side, our probing
and TACoT experiments rely on access to inter-
nal hidden states, which restricts their applicabil-
ity to locally-served open-weight models; this is
fundamentally incompatible with API-based LLM
deployment, the most common real-world usage
scenario. For this reason, our main probing and mit-
igation experiments are conducted on four small-
to-mid-scale models (2.4B—7.8B), while the larger
models in Appendix E are evaluated only for accu-
racy degradation, without corresponding probe or
TACoT validation. Beyond model scale, TACoT
is also a routing-based mitigation method: it de-
tects typo-corrupted inputs and improves down-
stream accuracy by invoking more careful reason-
ing, but it does not directly correct or realign the
typo-induced representational shift itself. Devel-
oping methods that explicitly repair such represen-
tational distortions remains an important direction
for future work.

Ethics Statement

This work uses publicly available benchmark data
and does not involve personal or sensitive infor-
mation. The typo perturbations are synthetic and
are designed to evaluate model robustness under
realistic Korean input noise. While such perturba-
tions could potentially be used to stress or evade
deployed NLP systems, our goal is to characterize
and mitigate this vulnerability. We report aggre-
gate model behavior and propose a defensive rout-
ing method intended to improve robustness against
typo-corrupted inputs.
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A Dataset Details

KMMLU. KMMLU (Son et al., 2025) is a Ko-
rean expert-level multiple-choice benchmark con-
taining 35,030 four-choice questions across 45 sub-
jects, including humanities, social sciences, and
STEM. Unlike Korean benchmarks translated from
English, KMMLU is collected from original Ko-
rean examinations and therefore provides a natural
evaluation setting for Korean language understand-
ing. We use KMMLU as the main evaluation bench-
mark throughout the paper: measuring accuracy un-
der controlled typo perturbations (Section 5), eval-
uating held-out typo detection on unseen questions
(Section 6.3), and comparing mitigation methods
(Section 7). KMMLU is never used for layer selec-
tion, probe training, or threshold tuning.

HAERAE-GK. For calibration, we use the
General Knowledge subset of HAERAE Bench
(HAERAE-GK) (Son et al., 2024), a Korean knowl-
edge benchmark whose source is disjoint from
KMMLU. HAERAE-GK contains 176 four-choice
questions. We apply the same five typo taxonomies
and five perturbation intensity levels to this split,
and use it for all fitting or selection steps: Fisher
layer selection (Section 6), probe training for held-
out typo detection (Section 6.3), and probe training
and threshold selection for TACoT (Section 7.1).
This design keeps the KMMLU test questions un-
seen during calibration and prevents leakage from
evaluation data.

HRMSK. To test generalization beyond
KMMLU, we additionally evaluate on
HRMS8K (Ko et al., 2025), a Korean mathe-
matical reasoning benchmark of 8,011 problems
spanning multiple sources, including translated
and native Korean math competitions. Unlike
KMMLU, HRMSK requires a free-form generated
solution rather than a single-letter answer, and its
subject matter (mathematical word problems) is
disjoint from the encyclopedic and professional
knowledge covered by KMMLU. We apply the
same five typo taxonomies and five perturbation
intensity levels to the question text, and use
HRMSK exclusively for evaluation (Section 7.4):
the probe and TACoT routing threshold are
still trained on HAERAE-GK, with no HRM8K
questions used for fitting or selection.

B Perturbation Generation Details

We detail how each of the five perturbation types
(Section 3) is generated, and release the full im-
plementation so the benchmark can be regenerated
exactly.

For a Hangul syllable s, DECOMPOSE(s) =
(c,v, f) returns its onset, nucleus, and (possibly
empty) coda, with inverse COMPOSE. The number
of edits for type t at level £ € {5, 10, 15,20,25}%
is k = max(1, [n(x)-£-0.05]), where n;(x) is the
number of spaces (T4) or complete Hangul sylla-
bles (otherwise). Levels are applied independently
to the clean input.

T1, T3, and TS share one structure: select k eli-
gible sites without replacement, decompose each,
apply a type-specific edit, and recompose (Algo-
rithm 1).

Algorithm 1 Shared structure for T1, T3, T5

1: procedure PERTURB(z, k, eligible)
2 I <+ SELECTSITES(x, k, eligible)
3 foralli € I do

4 (c,v, f) + DECOMPOSE(x;)
5: x; «+ EDIT(c, v, f)
6 end for

7 return x

8: end procedure

The type-specific edit differs as follows. T1
(Substitution) shuffles the component order and
replaces the first component that has an adjacency-
map entry with a uniformly sampled candidate. T3
(Repetition) picks one component at random and
emits it twice: once inside the recomposed sylla-
ble, once as a standalone jamo appended after it.
TS5 (Transposition) swaps the onset and coda if a
coda exists, or the onset and nucleus otherwise,
producing a raw jamo sequence rather than a valid
syllable; since some syllables are invariant under
transposition, 2k sites are oversampled and the pro-
cedure stops once k edits have actually changed
the input.

T2 (Jongseong Deletion) and T4 (Space Dele-
tion) do not follow this structure. T2 drops the
coda of syllables that have one: EDIT(c, v, f) =
COMPOSE(c, v,e) (§F — 3}). T4 selects space
characters instead of syllables and removes them,
merging adjacent eojeol (St= ALS] — Sk= A}
2.

Substitution candidates (T1) come from the stan-
dard Dubeolsik Korean keyboard layout: each
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key’s horizontal and diagonal neighbors, keeping
only the two nearest by key-center distance when
more remain. Full adjacency maps are released
with our implementation.

C Naturalness of the Perturbation
Taxonomy

To verify that our five perturbation types reflect
real-world typing behavior rather than an artifi-
cial construction, we analyze the AI-Hub "High-
Frequency Error Correction Data by Interface (Key-
board/Voice)" (Al-Hub), a corpus of real Korean
keyboard and voice input errors containing 729,755
annotated error spans. We map it to our five pertur-
bation types.

Table 6 shows that our taxonomy accounts for
96.2% of real errors, with only 3.8% unclassified.
Jamo-fragmenting errors (Repetition + Transposi-
tion) constitute 16.8% of keyboard typos, confirm-
ing that structural jamo corruption is a genuine,
frequent phenomenon rather than a synthetic arti-
fact. The most frequent real jamo confusions (e.g.,

]+ } adjacent-key, <> § near-homophone)
also match the keyboard-layout assumptions un-
derlying our substitution model.

D Prompt and Inference Details

Figures 6, 7, and 8 show the system prompts used
in our experiments. The user message appends the
question, answer choices formatted as (A)—(E),
and a Korean answer cue. GEC-based inference
uses the standard prompt with the corrected ques-
tion as input, applying the publicly released Ko-
GEC model (Kim et al., 2024) to typo-perturbed
questions before standard inference.

All models are served via vLLM with greedy de-
coding at temperature 0; non-CoT generations use a
maximum of 8 new tokens and CoT generations use
a maximum of 1024 new tokens. Hidden states are
extracted using HuggingFace Library. The logis-
tic regression probe is implemented in scikit-learn
with L2 regularization (C=1.0) on standardized fea-
tures.

E Additional Results for Typo Robustness

One might further expect larger or more capa-
ble models to be more robust to typographical
noise. Figure 9 evaluates two API-scale models,
Gemini-3.1-Flash-Lite (Google DeepMind, 2026)
and Qwen3-235B-A22B-2507 (Yang et al., 2025),

Standard Prompt

FAle o) AW TAE FE AU
(You are an Al that solves Korean exam questions.)
o0 A9A) & AR QAAHLA & 2D
S5 2.

(Output only the letter of the correct answer in uppercase.)

Figure 6: Standard system prompt used for baseline
inference and GEC-based inference.

Meta-Cognition Prompt

Gale o] AW EAE FE AU

(You are an Al that solves Korean exam questions.)
EAlo] Bo] Qe @ o] 9 4 dFUnh
(The question may contain Korean typographical errors.)
QELE TESe] £AIY 9S8 shopa ), Aol &
(N E2F 3 S AHEE = s 2.

(Considering the typos, infer the intended meaning and
output only the correct answer letter in uppercase.)

Figure 7: Meta-Cognition system prompt used for meta-
cognition inference.

on the same perturbations. The degradation pat-
tern persists: jamo-level perturbations consistently
cause larger accuracy drops than Space Deletion
across both models, suggesting that Korean typo
vulnerability is not a limitation of model scale or
training regime.

Beyond model scale, another possible source of
variation is the perturbation procedure itself, since
affected syllables are selected at random within
each intensity level (Section 3.1). We verify that
this randomness does not drive our findings by re-
generating the entire benchmark under two addi-
tional seeds and re-evaluating all four models; the
corruption rate is fixed by the intensity, so only
which syllables are affected varies across seeds.

Table 7 reports the mean accuracy over all 25
typo conditions (5 types x 5 levels) under three
seeds. The mean moves by at most 0.07 points
across seeds, and even the largest single-condition
deviation is negligible: in the worst case across all
models and conditions, Jongseong Deletion at level
3 on EXAONE-7.8B, accuracy ranges only from
43.26 to 43.83, a 0.57-point spread. No condition
shows a meaningful seed effect.

F Additional Representational Analyses

F.1 Layer and Type Selection via Fisher Score

Figure 10 plots the Fisher separation score across
transformer layers. The curves show that typo
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Error Source  Sub. Jong. Rep. Space. Trans. Unclass.
All 34.4% 189% 9.5%  50.1% 1.8% 3.8%
Keyboard 39.5% 19.6% 129% 43.5%  3.9% 0.9%

Table 6: Coverage of real Korean input errors by our taxonomy, on 729,755 error spans from AI-Hub. All includes
both keyboard and voice input errors; Keyboard restricts to the keyboard-only subset. Each error may carry multiple

labels, so rows can exceed 100%.

CoT Prompt

GAle F2ol AW BAE F AT

(You are an Al that solves Korean exam questions.)
Ao S Et7k EYH o 9 4+ AB Uk

(The question may contain typographical errors.)

£AY &) =2 shetsts] 3| HAHOE LA T,
A Sof PR X AR Sl 3 S AN =
HotA 2.

(Analyze the question step by step to infer its intended
meaning, then output only the answer letter in the format
‘Answer: X’ on the last line.)

Figure 8: Chain-of-thought system prompt used for full-
CoT and typo-aware mitigation inference.

Model Seed1 Seed2 Seed3 Max A
EXAONE-24B  39.76 39.76 39.72 0.04
EXAONE-7.8B  44.11 44.05 44.08 0.06
A.X-Light 47.17 47.24 47.22 0.07
Qwen3-4B 47.79 47.79 47.77 0.02

Table 7: Mean accuracy over all 25 typo conditions,
under three random seeds for perturbation sampling.

sensitivity is not uniformly distributed across the
model: each model has a localized region where
clean and typo representations are more clearly
separated. We select the typo-sensitive layer from
these peaks and use the selected layer for the sub-
sequent direction and probe analyses. The selected
layers are layer 10 for EXAONE-2.4B, layer 9 for
EXAONE-7.8B, layer 9 for A.X-3.1-Light, and
layer 18 for Qwen3-4B.

Table 8 reports the Fisher separation score at the
selected layer for each typo type, averaged over per-
turbation intensities. Space Deletion consistently
yields the lowest scores across all models, with
an average of 0.009 compared to 0.052-0.164 for
jamo-level types, confirming that it induces qual-
itatively weaker representational shifts. Among
jamo-level types, Jamo Transposition produces the
largest separation, while Jongseong Deletion pro-
duces the smallest — a pattern that mirrors their
relative probe detection difficulty in Table 2.

Gemini-3.1-Flash-Lite

0.860 -

0.850 -

0.840 -

Accuracy

0.830 -

—=—- Baseline (0.854)
~@— Jamo Substitution
—e— Jongseong Deletion
Jamo Repetition
~@— Space Deletion
-~ Jamo Transposition

0.820 -

1 2 3 4 5
Typo level

Qwen3-235B

05001 ’\v—‘/’\/.

0.780 -

0.760 -

Accuracy

0.740 -

==+ Baseline (0.808)
0.720 { —®— Jamo Substitution
—e— Jongseong Deletion
Jamo Repetition
~®— Space Deletion
0.700 1 —e~ Jamo Transposition
T T .
1 2 3 A <
Typo level

Figure 9: KMMLU accuracy under Korean typo per-
turbations for API-scale models. Dashed lines indicate
clean baseline accuracy.

F.2 Detection Robustness Across Intensity

Section 6.3 reports held-out detection AUROC
pooled over all five perturbation intensities (5%—
25%), showing strong detection across all four
models. Table 9 breaks this same held-out probe
down by intensity level, averaged over the four
held-out jamo-level typo types, and the same con-
clusion holds at a finer granularity: even at the
weakest level [1, AUROC is 0.79-0.85, far above
chance, and rises monotonically with intensity. If
the probe were merely detecting semantic incoher-
ence rather than the typo itself, its performance
should drop sharply at low intensities where sen-
tence coherence is largely preserved; instead, de-
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EXAONE-2.4B EXAONE-7.8B

A.X-Light Qwen3-48

0 H 10 15 20 25 30
Layer

Figure 10: Layer-wise Fisher separation score J (1) between clean and typo hidden states. Dashed vertical lines

indicate the selected typo-sensitive layer for each model.

Model Sub. Jong. Rep. Space. Trans.
EXAONE-2.4B 0.062 0.061 0.103 0.010 0.220
EXAONE-7.8B 0.112 0.093 0.115 0.021 0.230
A.X-Light 0.034 0.035 0.039 0.004 0.093
Qwen3-4B 0.023 0.020 0.055 0.001 0.112
Avg. 0.058 0.052 0.078 0.009 0.164

Table 8: Fisher separation score .J at the Fisher-selected
layer, averaged over perturbation intensities. Abbre-
viations denote Jamo Substitution (Sub.), Jongseong
Deletion (Jong.), Jamo Repetition (Rep.), Space Dele-
tion (Space.), and Jamo Transposition (Trans.).

tection is already strong at /1, indicating that the
probe responds to the perturbation itself.

Model I la l3 ly ls

EXAONE-2.4B 0.789 0.883 0.942 0.972 0.984
EXAONE-7.8B 0.846 0.921 0.966 0.984 0.991
A.X-Light 0.826 0.924 0.975 0.991 0.997
Qwen3-4B 0.798 0.880 0.940 0.972 0.985

Table 9: Held-out detection AUROC by perturbation
intensity, averaged over the four held-out jamo-level

typo types.

F.3 Isolating the Typo Signal from Answer
Correctness

Figure 11 visualizes hidden states after projecting
them onto two directions: the clean incorrectness
direction and the typo direction orthogonal to it.
If typo-induced errors were merely ordinary an-
swer failures, typo examples would collapse mainly
along the clean incorrectness axis. Instead, both
typo-correct and typo-wrong examples consistently
shift along the orthogonal typo direction. This sup-
ports the main-text claim that Korean typos induce
a distinct representational displacement rather than
only increasing the likelihood of an incorrect an-
swer.

G Probe Training Details

For held-out typo detection (Section 6.3), we train
a logistic regression probe on the last-token hid-
den state at the Fisher-selected layer, using clean
inputs and typo-perturbed inputs from HAERAE-
GK as binary labels. The training set is balanced
by randomly sampling typo examples to match the
number of clean inputs, drawing only from the non-
held-out typo types.

For TACoT (Section 7.1), we split the balanced
HAERAE-GK calibration data into training and
validation subsets with an 80/20 split. The probe
is trained with standardized hidden states using
logistic regression. The routing threshold 6 is se-
lected by maximizing Youden’s J statistic (Youden,
1950), J = TPR — FPR, on the validation split.
No KMMLU examples are used for either probe
training or threshold selection.

H Case Study

We provide representative recovery cases where
Standard inference predicts an incorrect answer,
while CoT inference recovers the correct answer.
The examples cover four jamo-level typo types:
Jamo Substitution, Jongseong Deletion, Jamo Rep-
etition, and Jamo Transposition. For readers unfa-
miliar with Korean, we briefly describe the role of
the CoT trajectory before each figure.

Figure 12 shows a Jamo Substitution case. The
corrupted question asks for the output voltage of
an amplifier, but several Korean words are mis-
spelled. Standard inference selects the wrong op-
tion, whereas CoT recovers the intended voltage-
gain calculation and obtains the correct answer.

Figure 13 shows a Jongseong Deletion case. The
input contains valid-looking but corrupted Korean
forms, so the typo is not visually obvious as an
invalid string. CoT nevertheless extracts the nu-
merical quantities and performs the unit conversion
needed to answer the question.
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Figure 11: Full direction projections of hidden states at the Fisher-selected typo-sensitive layer for all evaluated
models. The horizontal axis corresponds to the clean incorrectness direction, while the vertical axis captures the

typo direction orthogonal to it.

Figure 14 shows a Jamo Repetition case. The
repeated jamo exposes an abnormal Korean char-
acter sequence inside the word for “screw.” CoT
explicitly identifies the corrupted form and uses the
surrounding context to infer that the question refers
to a micrometer.

Figure 15 shows a Jamo Transposition case. The
typo breaks multiple syllable blocks and exposes
raw jamo throughout the question. CoT first re-
constructs the likely clean question, then reasons
over the answer choices to identify the only output
device.

I Use of AI Assistants

We authored this manuscript ourselves; Al assis-
tance was used solely for refinement of style, clar-

ity, and grammar, and not for ideation or content
generation.
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A.X-Light: Jamo Substitution

Typo input

40[db]] ZFStol 5L 7k F=710l 10imV]e] A2 Aol 7hetd 29 A A2 2 [V A7P?

[An amplifier with a voltage gain of 40[dB] has an input of 10[mV]. What is the output voltage in [V]?]
Choices

(A)0.1[V] ®B)1[V] (C)10[V] (D) 100[V]

Standard output

C

CoT trajectory

o] 2AIE &7 Al &7 A olS(FH o5 =29 A¢/ 4 AL ol &S U
Folx A H:

+ A °15) =40 dB

. Q¥ AF=10mV

WA, B A E FAE Aot o] 5SS AW gho® Wsks)oF Fivh A o] S(AF) =101/
webA: A o1 5(A1F) = 101929 = 10% = 100

oAl £ AGE AT AsUth 28 Ag =98 A x A |54 F)

28 AY=10mV x 100=1000mV =1V

[To solve this, I use the voltage gain formula (gain = output / input). Given: voltage gain = 40 dB, input = 10 mV.
Converting to linear: 1014%/2%) = 100. Output = 10 mV x 100 = 1000 mV = 1 V]

CoT output
B

Figure 12: Case study for A.X-Light under Jamo Substitution. Standard inference predicts an incorrect answer,
while CoT inference recovers the correct answer.

EXAONE-7.8B: Jongseong Deletion

Typo input
=9 AAe 71017} 2km Q) thZE e A AT Y, 3 78] 7F 1/5000 o] o o} 32 A= v cm Q17F?
[A traverse survey on a route of total length 2km yielded a closure ratio of 1/5000. What is the closure error in cm?]
Choices
(A)0.04cm (B)04cm (C)4cm (D)40cm
Standard output
B
CoT trajectory
2AE B4R, Fold A The T} 24Uk
o X9 AA Zol: 2km

]

« 3 3Hu]: 1/5000

= SFolA AA Zojoll e 3§ £4F &S YepdUth wetA e aE Adste 342 ths
I Zsyck:

AT LA = AA o] x 3

o] E BEE 7] 93] HA| 2ol W H 2 WEF Ytk 2km = 2000m

ol Al Al4HE A Ytk H T2 =2000m X s = 0.4m

e & AlE v e &2 ¥ 28t 0.4m = 40cm

mebA Y Ee:
[Analyzing the problem, the given information is as follows: total route length = 2km, closure ratio = 1/5000. The closure
ratio represents the allowable error relative to the total length in surveying. Therefore, closure error = total length x
closure ratio. Converting to meters: 2km = 2000m. Closure error = 2000m x 1/5000 = 0.4m. Converting to centimeters:
0.4m = 40cm. Therefore, the answer is:]

CoT output
D

Figure 13: Case study for EXAONE-7.8B under Jongseong Deletion. Standard inference predicts an incorrect
answer, while CoT inference recovers the correct answer.
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EXAONE-2.4B: Jamo Repetition

Typo input

e 729 YA o] &3] AA 0 o) Ao|E ZHFE ZHL 7)7E o= Ad] LA
[Which measuring instrument uses a screw with a precise pitch to measure actual length?]

Choices

A) WYo] A2l B)ute]a= vw[H  (C) o] Al°]A (D) thol & Al A

[(A) Vernier calipers  (B) Micrometer (C) Height gauge (D) Dial gauge]

Standard output

A

CoT trajectory

AN AL LEE AUk 29 A2 5K WAL 0] 83 Fol o) 272 WEL Ut

A Qo Fol2 §AEL 22 4944 ol 24 £FEAYTE YA 0N g B8 g0z golg
g A9l do] 34 =xE U

= =
s Ao TR o] Y 5 AA T, Fold A EL BT 7
Zold §AE FolA 13 Bea =
[“U A~ AP appears to be a typo for “LFAF’ (screw). The question focuses on length measurement using a precise-
pitch screw. Among the options, the instrument most specialized for precise length measurement via screw pitch is the
micrometer. ]

CoT output
B

Figure 14: Case study for EXAONE-2.4B under Jamo Repetition. Standard inference predicts an incorrect answer,
while CoT inference recovers the correct answer.

Qwen3-4B: Jamo Transposition

Typo input

ATE 1o ol @5 on ILL_ 2] loHee_ Maste JPAFE x o A7} obd AL
[Which of the following is NOT a device that converts data into a form understandable by a computer?]
Choices

A)71R=  (B)Fuk¢2 (O HAEC]A (D) XYSEH

[(A) Keyboard (B) Optical mouse (C) Digitizer (D) XY plotter]

Standard output

C

CoT trajectory

TAE dAHe R EAS HASUT

A W& 89

AFE o o@ o T _FElR o] JoHe e _ A@de] JHAIE =0 X7} obd A2
ol £F< W3] Qb7 B, Ad2E dFol sk obd itk o] AR EE, et 22 U2 H 4B
& gl

"AFE 7} oS 4 9k Fel2 vl ol ElE MBBke] YA 7= X7} obd 2

Z, Aol oS et FX) FoA 713 AEeA e AL nEE BAJYL

7 e A g A E ST

A) ARE: 7|2 F2d AFE 7} olal @ 4 Y =L WHste] Pk A4S 98 AX QYT (B)
Fuhe A 2 IS X Y HEE WBste] JFFUC A% 4 FAYU T (O YA Bl A: A7ke] Y
£ OAY AB 2 QB8P 2203 99 AU D) XYE2H: toE & 7oz 224 gejz &
AUk 98 FA 7k ohd et 28 FA AUk

wteb A, "AFE 7} ol 4 9k FEl= vl ol B S WMEBte] YA 7] FX 7} ok A" (D) XYEEH

[The question contains many typos. Reconstructed: “Which is NOT a device that converts data into a form a computer
can understand?” (A) Keyboard: input device. (B) Optical mouse: input device. (C) Digitizer: input device. (D) XY
plotter: outputs data physically — an output device, not an input device. |

CoT output

D

Figure 15: Case study for Qwen3-4B under Jamo Transposition. Standard inference predicts an incorrect answer,
while CoT inference recovers the correct answer.
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