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Abstract

Large vision-language models (LVLMs) often
hallucinate objects that are not present in the
input image, largely because visual ground-
ing weakens as decoding progresses. Exist-
ing inference-time mitigation methods modify
logits or hidden states throughout generation,
but they suffer from three key limitations: they
lack an explicit grounding objective, intervene
even when the model is already well-grounded,
and use fixed correction strengths that do not
adapt to the severity of grounding failure. We
propose BRACS (Barrier-Regulated Adaptive
Closed-form Steering), a training-free steering
framework that addresses these issues through
barrier-regulated adaptive closed-form steer-
ing. BRACS monitors the model’s own at-
tention to measure visual grounding and ap-
plies corrections to the hidden states only when
grounding deteriorates. The corrective update
is computed analytically in closed form, re-
quiring no training of auxiliary networks or
model retraining. Experiments on LLaVA-1.5-
7B and Qwen-VL-Chat show that BRACS con-
sistently outperforms prior methods on hallu-
cination benchmarks, reducing CHAIR; by
9.4 points and improving POPE F1 by 2.7
points, while matching or improving perfor-
mance on four general multimodal benchmarks.
BRACS also remains efficient, operating at
80% of greedy decoding throughput and achiev-
ing 1.3x higher speed on average than the base-
lines. Our code is publicly available at https:
//github.com/mr-perplexed/bracs.

1 Introduction

Large Vision-Language Models (LVLMs) (Liu
et al., 2023, 2024a; Bai et al., 2023) describe im-
ages with language, yet they frequently generate
descriptions of non-existent content. This phe-
nomenon of generating objects, attributes, or re-
lations absent from the input image is termed hallu-
cination and it undermines the reliability of LVLMs

“Equal contribution.

on any downstream task that requires faithful visual
grounding.

Prior works (Leng et al., 2024; Liu et al., 2024b)
attribute this hallucination to two main factors. (i)
The LLM backbone exhibits a strong language
prior bias, where the model tends to favor high-
probability textual continuations learned during
pretraining, even when they are weakly supported
or completely unsupported by the visual input. (ii)
Attention to image tokens decreases across layers
and decoding steps, weakening visual grounding as
generation becomes longer. To address this, many
recent training-free methods apply corrections dur-
ing inference. Contrastive decoding (Leng et al.,
2024; Zhang et al., 2025) targets (i) by subtract-
ing logits obtained from corrupted visual inputs or
image-free forward passes. Activation steering (Su
et al., 2025) shifts hidden states along a learned
linear direction of non-hallucinating state to pre-
vent language-prior bias. Attention manipulation
(Liu et al., 2024b; Sarkar et al., 2025) targets (ii)
by reweighting attention towards visual tokens or
suppressing hallucination-prone heads.

Despite their effectiveness, existing methods
share three common limitations. (L1) Lack of
an explicit grounding objective: Most methods
modify logits, attention maps, or hidden states us-
ing heuristic adjustments, without clearly defin-
ing what constitutes sufficient visual grounding or
whether the applied steering is minimal. (L.2) No
criterion for when to steer: Steering is made at
every step, even when the model does not need
help. (L.3) No criterion for how much to steer:
The magnitude of the steering is usually fixed or
pre-defined, and does not adapt to the current level
of grounding failure during generation.

Our Approach: We introduce BRACS (Barrier-
Regulated Adaptive Closed-form Steering), a steer-
ing framework that steers the model’s hidden states
during decoding to address all three limitations.
Addressing L1: Instead of using heuristic adjust-
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ments, we define visual grounding through an ex-
plicit barrier score h;(x¢), the pre-softmax image-
attention at decoding step ¢ for layer [, where x
is the current hidden state. We empirically vali-
date this as a strong predictor of hallucination (§3,
Obs. 1). Addressing L2: BRACS applies cor-
rective steering selectively. We call a decoding
step grounded when h;(x;) > 7, with 7 a hyper-
parameter that sets the minimum required level
of visual grounding. On grounded steps, BRACS
leaves the hidden state untouched; otherwise (when
hi(x¢) < T) it computes a correction and steers the
hidden state x;. Addressing L.3: When grounding
falls below the threshold h;(x¢) < 7, BRACS com-
putes the minimum hidden-state steering 8* needed
to bring h back to 7. Since the grounding barrier is
linear in the hidden state x;, the corrective steering
is obtained exactly in closed form, without training,
or the use of any auxiliary networks. The correc-
tion strength is adaptive, applying larger corrective
steering only when the model drifts farther from
the image.

The edit is applied to x; before the Q /K /V pro-

jections, so the corrected query, key, and value
all enter the KV cache. Every later decoding
step attends to a cache that is consistent with
the correction. On LLaVA-1.5-7B and Qwen-VL-
Chat, BRACS leads every hallucination benchmark
(CHAIR; —9.4, POPE F1 +2.7), matches or im-
proves four general-purpose benchmarks, and re-
tains 80% of greedy throughput and is 1.3x faster
on average than the baselines.
Contributions: (1) We identify three key limita-
tions of existing training-free methods for LVLMs:
lack of grounding objectives, always-on steer-
ing, and fixed steering strengths. (2) We pro-
pose BRACS, a training-free steering framework
that explicitly defines grounding, intervenes only
when needed, and computes adaptive minimum
hidden-state corrections in closed form without
training. (3) Across POPE, CHAIR, MMHal, and
four general-purpose benchmarks, BRACS outper-
forms baselines on hallucination while matching or
improving general reasoning.

2 Related Work

Training-based methods reduce hallucination
through additional supervision and retraining. Sun
et al. (2023) extend RLHF to LVLMs for improv-
ing factual consistency, while FGAIF (Jing and Du,
2025) uses fine-grained Al-generated feedback to

detect hallucinations in responses. LACING (Zhao
et al., 2025) mitigates language bias using dual-
attention with soft image guidance. Despite their
effectiveness, these approaches require costly re-
training and substantial computational resources.

More recently, training-free methods have
emerged as lightweight alternatives for mitigating
hallucination during inference. OPERA (Huang
et al., 2024) uses beam-search penalties to sup-
press over-trusting generations. Several works
employ contrastive decoding: VCD (Leng et al.,
2024) contrasts outputs from original and perturbed
images, PAI (Liu et al., 2024b) enhances image
attention and refines logits using image-free pre-
dictions, DAMRO (Gong et al., 2024) suppresses
high-attention outlier tokens, and HALC (Chen
et al., 2024) contrasts multiple visual contexts with
visual matching scores. Other approaches inter-
vene directly in the latent space: ICT (Chen et al.,
2025) applies targeted activation shifts to selected
attention heads, SPIN (Sarkar et al., 2025) sup-
presses non-visual attention heads, VTI (Liu et al.,
2025) steers generation using pre-computed inter-
vention vectors, and ASD (Su et al., 2025) corrects
hidden states and logits through contrastive steer-
ing. In contrast to these methods, BRACS intro-
duces an explicit grounding objective with selec-
tive, adaptive closed-form steering, avoiding con-
tinuous steering, auxiliary networks, and multiple
forward passes.

3 Motivation

To better understand the failure modes responsi-
ble for hallucination in LVLMs, we investigate the
decoding behaviour of LLaVA-1.5-7B on the MS-
COCO dataset. We wanted to see how strongly the
model attends to the image during hallucination
and hence we track the per-layer pre-softmax mean
image-attention h;(x;), where

Qm xt j))
H\ng\ Z 2

m= 1]eImg
(1)

Specifically, h;(x;) defines the pre-softmax atten-
tion averaged over heads and image tokens at de-
coding step t for layer [. H represents the total
number of attention heads in each layer, and Ziy,g
denotes the set of indices corresponding to the vi-
sual tokens provided during the prompt prefill.

hl(ﬂ?t =

Observation 1: Image attention predicts hallu-
cination. For every object naming word in gen-
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Figure 1: Hallucination rate vs. pre-softmax image-
attention energy h;(x;) on 500 LLaVA-1.5-7B captions
(~3K object-mention tokens, binned into 9 equal-size
groups; band marks the 95% Wilson CI).

erated captions for 500 samples, tested on LLaVA-
1.5-7B, we ask how strongly was the model at-
tending to the image when it produced that word.
Sorting the words from least to most attended (us-
ing raw pre-softmax attention scores; Figure 1), a
clear pattern emerges: words in the least attended
group are hallucinated ~28% of the time, while
words in the more attended bins drop to ~9-12%,
a ~2.5x reduction. Takeaway: Pre-softmax atten-
tion h; () directly predicts hallucination, making
it a principled grounding signal for BRACS (ad-
dresses L1).

Observation 2: Existing methods over-correct
grounded steps: A correction that intervenes on
every decoding step ends up over-correcting steps
where the model was already grounded. Figure 2 il-
lustrates this with PAI: the intervention hallucinates
a giraffe statue and a boat into the scene, spoiling
the already correct baseline caption. It also repeats
the same phrase, making the caption sound unnatu-
ral. Takeaway: A correction is helpful only when
it () is applied on the steps that need it (addresses
L2) and (ii) scales its strength to the size of the
deficit (addresses L3).

Design Considerations: The above observations
motivate three key design requirements that di-
rectly address the structural limitations L1-L.3 of
prior methods (§ 1): (D1) Grounding Thresh-
old: define a scalar grounding signal h;(z;) from
the model’s own attention that correlates with
hallucination (Obs-1; addresses LL1), (D2) Selec-
tive Intervention: apply corrective steering only
when h;(z;)<T, leaving already-grounded steps
unchanged (Obs 2; addresses L2); and (D3) Adap-

tive Correction: scale the correction dynamically
with the instantaneous violation (7—h;(x¢)) so
that the intervention remains minimal and targeted
(Obs-2; addresses 1.3).

4 Method

BRACS incorporates the three design considera-
tions D1-D3 from §3 as a single closed-form up-
date applied to the hidden state stream of a frozen
LVLM. BRACS (i) reads a scalar grounding bar-
rier hy(z) directly from the model’s own attention
mechanism, (ii) computes its gradient V., h; ana-
Iytically without backpropagation, and (iii) applies
the minimum-norm hidden-state steering that lifts
hi(z;) above a threshold 7 whenever the step is
flagged as poorly grounded. The correction is ap-
plied to x; rather than the query ¢;, so the induced
changes are cached into K and V' and propagate
consistently through all subsequent attention oper-
ations.

4.1 Preliminaries and Notation

We consider an autoregressive LVLM with L trans-
former layers and H heads per layer. A prompt
containing an image expands into |Zip,| visual to-
kens indexed by Zjn,, followed by system and user
text. At decoding step ¢, layer [ receives a residual-
stream hidden state x,(fl) € R?. Dropping the layer
superscript where unambiguous, we define the pro-

jections of a head m as: g, () = Wém)xt, and
km(j) = WiVa; with WS Wi e RInxd
and d,, = d/H. Keys ky,(j) for j € Ty, are
computed once at prefill and cached.

4.2 Visual Grounding Barrier

Following D1, BRACS uses the grounding barrier
hi(z;) introduced in Eq. 1 (the mean pre-softmax
image-attention at layer /). Low h;(z;) indicates
weak query-image alignment, a regime we directly
tie to hallucination at the token level in §3 (Obs. 1,
Fig. 1). Using pre-softmax attention instead of
post-softmax probabilities is important for a sec-
ond reason: it keeps h; linear in x; and avoids the
softmax Jacobian, eliminating the need for auto-
grad during inference.
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(a) Hallucination injected.

Baseline: The image captures a
lively scene at a park, where a
crowd of people is gathered to fly
kites. .. several cars parked around
the park. ..

+ PAI: ... A black giraffe statue
serves as the centerpiece of the
§ cvent... Various cars and a boat
can be seen in the background. ..

(b) Repetition compounding.

Baseline: The image depicts a
clean bathroom with a blue tiled
floor. .. features a sink, a toilet, and

two white bowl sinks... a mirror
above them. ..
+ PAI: ... two white bowl sinks,

one on the left side and the other on
the right side. There are also two
toilets, one on the left side and the
other on the right side. ..

Figure 2: Two over-correction failure modes with PAI (a) A giraffe statue and boat are hallucinated in a kite-flying
scene containing only people, kites, cars, and trucks (MS-COCO 4551). (b) The model repeats the “one on the left
/ other on the right” template across sinks and toilets, increasing 4-gram repetition to 0.17 vs ~0.01 for greedy

decoding (MS-COCO 1803).

Closed-form gradient.
and gy, (z;) = W(m)xt,

Because h; is linear in x;

1
V() = e
H . 2)
S WENTS k.
m=1 jeIimg

The inner key sum is a constant per prompt and can
be pre-aggregated once, reducing per-step work to
one O(H d,, d) matrix-vector product per steered
layer. Crucially, no backward pass through the
network is needed. The gradient is exact, determin-
istic, and available at roughly the cost of a single
W projection.

4.3 Closed-Form Minimum-Norm Correction

We want the smallest hidden-state steering value
6 € RY that restores hy(x; + ) > 7. Since hy is
linear in x;, the linearized constraint is exact:

min 3(|0]13 st h(x) + Vi, 0> 1. (3)

HeR?
This is a single-constraint QP ! whose KKT ? con-
ditions yield a closed-form solution, whose proof
is presented in Appendix A:

(7‘ — hl(l't))+

o* =
) = mlE e

Ve hi, “)

where (7 — hy(x¢))+ = max(T — hy(z;),0) and
¢ = 107 is a small numerical floor. The positive-
part operator realises D2. When the step is already

'QP indicates Quadratic Programming
2KKT means Karush—Kuhn—Tucker

grounded (h; > 1), 6 = 0, the step is unmodified.
The scaling (7 — k) /|| Vhy||? realises D3. The
correction magnitude is proportional to the instan-
taneous violation, so small dips get small nudges
and deep drops get larger corrections. Further, 6*
scales inversely with ||V, ||?- layers where the
barrier is highly sensitive to z; need only a small
nudge to clear 7, while flat-gradient layers receive
a larger correction. The magnitude is therefore
geometric and not heuristic.

4.4 Hidden-State Steering

BRACS applies the correction in the residual
stream before the attention projections:

720 = 2 a6 (:c,E’)), (5)

where o > 0 denotes the steering strength and is a

hyperparameter. The model then proceeds with :Eg)

in place of :rgl), inducing corrected projections for
all three streams: G, = Wé)m)ft, km = Wém)'ft,

and v, = W‘(/m)?c’t simultaneously. Our method en-
sures that the corrected state that drives the current
token’s attention is the same state that is written
to the KV cache for future steps. Methods that
instead replace q; < ¢; + 0 after the query projec-
tion leave K and V at their uncorrected values, so
downstream steps attend to a cache that contradicts
the intent of the correction. We validate this choice
empirically via a 500-image MS-COCO CHAIR
ablation (Table 6 in Appendix D).

4.5 BRACS Decoding

Algorithm 1 summarises the full decoding loop.
At each step, for each steered layer, BRACS reads
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Algorithm 1 BRACS decoding

Require: prompt with image, model M, threshold T, steering
strength «, steering layers Lgcer
1: run prefill; cache the image-key sum )

each l c Lstccr
2: for decoding stept = 1,2, ... until EOS do
3 for each transformer layer = 1... L do
4: receive residual state xil)
5 if I € Lgcer then
6 O]

compute hy(x; ) and V,h; in closed form >

km(j) for
>Eq. 2

jeIimg

Eq. 1,2

, . (T —hi)s
7: 0" +— vath2+Evzhl
8: a;i” — mil) +a-0" >Eq. 5
9: end if
10: proceed with standard attention / FEN using mgl)
11: end for
12: end for

hi(z) from the attention pre-softmax, computes 6*
via Eq. 4, and updates the residual stream in-place.
Steering is restricted to a fixed set of layers Lgeer,
selected via an ablation experiment in Section 7.

4.6 Properties and Complexity

Training-free and inference-only: BRACS adds
no trainable parameters and no auxiliary networks.
It directly reads grounding from the model’s own
attention and computes the correction analytically
in closed form. No calibration dataset is required.

No backpropagation at inference: Because
Vz, hy is given in closed form (Eq. 2), BRACS
never invokes autograd. The per-step overhead is
one extra matrix-vector product per steered layer,
plus one scalar QP. Empirically, on LLaVA-1.5-7B,
BRACS retains 80% of greedy throughput, 1.3x
faster on average than the baselines, which run a
second forward pass per step (§8.3).

Relation to Liseco: The barrier-constrained
minimum-norm update used in BRACS is struc-
turally similar to the KKT formulation of Liseco
(Cheng and Alonso, 2024), originally developed for
activation-level attribute control in LLMs. BRACS
adapts this mathematical framework to a different
setting, visual grounding in LVLMs, where the bar-
rier is read directly from the model’s own image-
attention rather than being learned.

5 Experimental Settings

5.1 Benchmarks

Visual Hallucination: CHAIR (Rohrbach et al.,
2018) measures object hallucination in open-ended
image captioning via two metrics: CHAIRj, the

fraction of captions that mention at least one hallu-
cinated object, and CHAIR;, the fraction of halluci-
nated object instances over all mentioned instances.
Following prior work (Leng et al., 2024; Liu et al.,
2024b), we evaluate on 500 randomly sampled im-
ages from the MS-COCO val2014 split with the
prompt “Describe this image in detail.” and decode
up to 140 tokens using greedy method, nucleus
sampling and beam search. POPE (Li et al., 2023)
evaluates hallucination via binary questions about
object presence across three sampling strategies-
random, popular, and adversarial - drawn from
MS-COCO (~8,910 questions total). We report
per-split Accuracy and F1. MMHal-Bench (Sun
et al., 2023) contains 96 image-question pairs
scored by GPT-40 (gpt-40) on a 0-6 hallucination
scale. We report the average score and the fraction
of responses flagged as hallucinated.

General Multimodal Understanding: To verify
that BRACS preserves general multimodal capabil-
ities, we evaluate on MME (Fu et al., 2023) (per-
ception + cognition), MMBench (Liu et al., 2024c)
(3K multiple-choice questions across 20 reasoning
and perception tasks), MMMU (Yue et al.) (11.5K
knowledge-intensive questions spanning 30 sub-
jects), and LLaVA-Bench (in-the-wild) (Liu et al.,
2023) (60 open-ended questions over 24 images,
GPT-40-scored).

5.2 Implementation Details

Backbones and Baselines: We evaluate on
LLaVA-1.5-7B (Liu et al., 2024a) and Qwen-VL-
Chat (Bai et al., 2023) to confirm that BRACS
transfers across architectures (different vision en-
coder, different attention sink pattern). BRACS
is applied at inference only, backbone weights are
never modified. We compare against four represen-
tative inference-time methods. VCD (Leng et al.,
2024), VDD-None (Zhang et al., 2025), PAI (Liu
et al., 2024b) and SPIN (Sarkar et al., 2025). Each
baseline is run with its published hyperparameters.
Details of baselines are in Appendix B.

BRACS hyperparameters. BRACS uses one
configuration per backbone, reused across every
benchmark (CHAIR, POPE, MMHal, MME, MM-
Bench, MMMU, LLaVA-Bench). LLaVA-1.5-7B:
7==5, a=1.0, Lgeer={12,...,27}. Qwen-VL-
Chat: 7=—6, a=1.0, Lgeer=19,...,30}. Both
are selected on POPE-Adversarial (Table 4 for
LLaVA, Appendix C for Qwen). These settings
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Regime Method CHAIRs ] CHAIR;| Recallt

LLaVA-1.5-7B
Baseline 47.80 13.03  78.94
+VDD-None 56.80 16,57  81.84

Greedy +PAI 4430 1258  75.03
+SPIN 43.20 1442 73.65
+BRACS (Ours)  40.00 10.88  77.33
Baseline 56.60 17.84 73.13

Nucleys +VDD-None 56.60 17.04  76.04
+VCD 49.20 1479 7534
+BRACS (Ours) 47.20 13.60  74.85
Baseline 50.80 14.97 77.40

B +SPIN 46.60 1420  73.54

cam L pAT 48.20 1475  78.84
+BRACS (Ours)  44.80 1352 76.66

QOwen-VL-Chat
Baseline 46.60 1252 75.60
+VDD-None 41.40 1043 7276

Greedy +PAI 49.00 12.54  76.56
+SPIN 31.00 8.68 72.38
+BRACS (Ours)  40.80 11.17  77.40
Baseline 49.40 13.07 73.60

Nucleys +VDD-None 44.40 1155  76.11

ucleus vep 47.60 12.06  74.89
+BRACS (Ours)  42.20 1102 72.05
Baseline 45.50 12.97 76.64

B +SPIN 41.00 1153  75.84

cam L pAT 40.20 11.08 7536
+BRACS (Ours)  38.00 1048  75.24

Table 1: CHAIR on 500 MS-COCO val2014 images,
140-token max; sampling regimes are greedy, nucleus
(T=1.0, top-p=0.95), and stochastic beam (k=5). Best
CHAIR per (backbone, regime) block in bold.

transfer well to CHAIR. Full settings are in Ap-
pendix B.

6 Results

6.1 Visual Hallucination

CHAIR: Table 1 reports CHAIR, CHAIR,; and
recall on 500 MS-COCO val2014 images across
greedy, nucleus and beam decoding. BRACS low-
ers both CHAIR metrics on every filled block,
by up to —9.4 CHAIR, and —4.2 CHAIR, over
baseline under nucleus decoding. CHAIR; can
be reduced simply by shortening captions, so a
fair comparison must keep recall near baseline.
BRACS keeps recall within 2 points of baseline
on every block, and is higher on LLaVA Nucleus
(+1.72) and Qwen Greedy (+1.80). SPIN reduces
CHAIR; to 31.0 on Qwen Greedy at the cost
of —3.22 recall, and VDD-None pushes LLaVA-
Greedy CHAIR; to 56.8, above 47.8 (baseline).
BRACS is the only method that lowers both
CHAIR metrics on every block without losing re-
call.

POPE: Table 2 reports Accuracy and F1 across
POPE’s three splits (~8,910 questions). BRACS
gives the largest overall gain (+1.50 Acc, +2.73
F1 over baselines) and, together with SPIN, is the
only method that does not degrade any split. VCD,
VDD-None, and PAI all degrade Adversarial (-1.84,
-4.44, -5.20 Acc), they wrongly affirm absent ob-
jects that commonly appear alongside what is in the
image. Since BRACS applies a minimum correc-
tion to the model, it is able to achieve the largest F1
gain on Adversarial (+0.96), which is the most dif-
ficult split of POPE. On Qwen-VL-Chat, BRACS
again delivers the best overall results, achieving
the highest overall accuracy (86.83) and F1 score
(85.81). In particular, BRACS substantially im-
proves performance on the Popular and Random
splits and maintains competitive results on Adver-
sarial settings.

6.2 General Multimodal Understanding and
MMHal

A hallucination-reduction method is only useful if
it does not trade off broader multimodal capabil-
ity. Table 3 evaluates BRACS on four capability-
oriented benchmarks - MME, MMBench, MMMU,
and LLaVA-Bench, against the same baselines as
POPE and CHAIR. Baseline methods that improve
hallucination robustness often degrade general mul-
timodal reasoning performance. On LLaVA-1.5-
7B, baselines reduce MME score, suggesting that
continuous corrections interfere with reasoning
steps unrelated to grounding. In contrast, BRACS
is the only method to simultaneously improve
MME (+14), achieve the best MMBench score
(72.83), tie for the best MMMU score (34.56), and
obtain the highest MMHal score (2.72). A simi-
lar trend appears on Qwen-VL-Chat. While VCD,
VDD-None, PAI and SPIN improve some bench-
marks, they decrease MMHal. BRACS, in compar-
ison, maintains competitive general benchmark per-
formance while achieving an increase in MMHal
(3.72). These results suggest that selective, adap-
tive intervention preserves reasoning ability more
effectively than continuous steering approaches.

7 Ablation

We ablate «, 7, and Lgeer on POPE-Adversarial
because its negative examples contain commonly
co-occurring objects, making it a strong test of hal-
lucination from language priors and weak ground-
ing. Table 4 shows that performance remains stable
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Method Random Popular Adversarial Overall
Acct F11T Acct F11T Acct F1tT Acct Fl1t
LLaVA-1.5-7B
Greedy 86.32 85.00 85.50 83.84 83.57 82.07 85.13 83.64
+VCD (Leng et al., 2024) 86.22 8523 84.67 8348 81.73 80.87 8421 83.19
+VDD-None (Zhang et al., 2025) 89.14 89.53 8527 8594 79.13 81.19 84.51 85.55
+PAI (Liu et al., 2024b) 88.97 89.48 84.73 85.63 7837 80.79 84.02 85.30
+SPIN (Sarkar et al., 2025) 86.84 85.66 85.83 8433 8383 8246 8550 84.15
+BRACS (Ours) 89.11 89.17 87.10 8691 83.67 83.03 86.63 86.37
Qwen-VL-Chat
Greedy 86.19 8470 8547 83.62 83.63 8193 8510 8342
+VCD (Leng et al., 2024) 86.56 8528 8593 8430 83.70 8225 8540 83.95
+VDD-None (Zhang et al., 2025) 88.18 87.31 87.33 86.16 84.83 83.87 86.78 85.78
+PAI (Liu et al., 2024b) 87.97 87.12 86.80 8572 84.00 83.15 86.26 85.33
+SPIN (Sarkar et al., 2025) 86.29 84.82 8553 83.71 83773 82.05 85.19 8353
+BRACS (Ours) 88.25 8739 8743 86.18 8480 83.86 86.83 85.81
Table 2: Results on POPE across three splits. Best per column in bold
Method MME{ MMBencht MMMU{ LLaVA-B+ MMHal{
LLaVA-1.5-7B
Greedy 1866 72.72 33.44 58.2 2.57
+VCD (Leng et al., 2024) 1853 |13 72.67 10.05  34.00 10.56 56.5 [1.7 2.62 10.05
+VDD-None (Zhang et al., 2025) 1772 |94  72.83 10.11  34.11 10.67  57.8 0.4 235 [0.22
+PAI (Liu et al., 2024b) 1775 |91 72.63 10.09 34,56 71.12 545 |37 230 ]0.27
+SPIN (Sarkar et al., 2025) 1768 |98 72.67 10.05 3454 11.10 55.8 |2.4 2.57 10.00
+BRACS (Ours) 1880 114  72.83 10.11  34.56 11.12  54.8 |34  2.72 10.15
Owen-VL-Chat
Greedy 1808 75.26 36.78 65.5 3.64
+VCD (Leng et al., 2024) 1860 T 52 75.14 J]0.12  38.00 71.22 563 | 92 349 |0.15
+VDD-None (Zhang et al., 2025) 1921 1113 7542 10.16  37.78 11.00  53.7 [11.8  3.49 [0.15
+PAI (Liu et al., 2024b) 1923 1115 75.54 10.28  37.44 10.66  62.7 | 2.8  3.48 [0.16
+SPIN (Sarkar et al., 2025) 1824 1 16 7422 [1.04 36.78 10.00  50.5 [15.0  3.47 ]0.17
+BRACS (Ours) 1882 1 74 75.12 []0.14  36.78 70.00 62.8 | 2.7  3.72 10.08

Table 3: Results on general multimodal benchmarks and MMHal. Best per column in bold.

near the selected hyperparameter values.

7.1 Choice of Steering Layers

We fix the upper steering layer for each backbone,
since steering beyond it hurts performance, and ab-
late only the lower bound. On LLaVA (Table 4(c)),
Adversarial F1 peaks at lower=12. Starting too
early (lower=0) reduces F1 to 59.24, while start-
ing too late (16, 20) lowers performance by 1.8-3.5
points. On Qwen (Table 5(c), Appendix C), the best
performance is obtained around the lower bound of
9, indicating that mid-layer intervention provides
the best balance between grounding and generation
quality.

7.2 Choice of o

The norm correction 6* already gives the minimum
correction needed to clear the barrier (Eq. 4), while
a controls its strength. On LLaVA (Table 4(a)),

Adv F1 peaks at a=1.0. Smaller values (0.3, 0.5)
reduce F1 by 0.75-0.88, while larger values (1.25,
1.5) reduce it by 0.53-1.33. On Qwen (Table 5(a),
Appendix C), the same trend appears, with Adv
F1 dropping to 81.81 at «=1.5. This indicates
that increasing the steering strength oversteers the
model and introduces potential semantic drift.

7.3 Threshold 7 sensitivity

The threshold 7 controls how often BRACS steers:
very small values rarely trigger corrections, while
very large values make correction always active.
On LLaVA (Table 4(b)), Adv F1 peaks at 7=—5,
dropping by 1.4 F1 at 7=—6 and by 0.8 at 7=—4.
On Qwen (Table 5(b), Appendix C), the same trend
appears around 7=—06, with Adv F1 decreasing by
0.48 at 7=—8 and 1.10 at T=—4.
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(a) Steering Strength «
fix T=—5, Lyeer={12,...,27}

(b) Threshold 7
fix @=1.0, Lyeer={12,...,27}

(¢) Lower Lsteer
fix a=1.0, T=—>5, upper= 27

« Adv. AcctT Adv.F11 T Adv. AccT Adv.F11 lower Adv. AccT Adv.F11
0.3 83.60 82.15 —o0 (greedy) 83.57 82.07 0 64.90 59.24
0.5 83.61 82.28 —6 83.23 81.64 6 73.53 77.37
1.0 83.67 83.03 -5 83.67 83.03 12 83.67 83.03
1.25 83.00 82.50 —4 81.23 82.26 16 82.93 81.21
1.5 82.40 81.70 -3 79.80 81.40 20 82.17 79.57

Table 4: POPE-Adversarial Accuracy and F1 for LLaVA-1.5-7B as each BRACS hyperparameter is varied around
its chosen value (a=1.0, 7=—5, Lgeer={12, ..., 27}); in each panel the other two are held at their defaults.

Unsteered
Yellow bus parked in a lot ...

right side of the bus.

Continuous Steer
Yellow bus ...

BRACS (Regulated Steer)

two cars visible, one on the a pink cup ...
left side and the other on the plants. ..

also be seen.

a picture of
two potted
a traffic light can

Yellow bus parked in a lot
with a colourful advertisement
showcasing a variety of peo-
ple.

Figure 3: Continuous steering over-corrects already-attended steps and injects spurious objects.

8 Analysis

8.1 Regulated vs Continuous Steering

We compare BRACS against a variant that applies
the same closed-form correction at every decod-
ing step, regardless of h;(z;) (the 7 — +oo limit).
This mimics the failure mode that several prior
methods exhibit (§6), where a correction that fires
unconditionally over-corrects steps that did not
need help. Fig. 3 shows the consequence: extra
objects (a pink cup, two potted plants, a traffic
light) are pushed into the caption even though the
corresponding decode steps already attended to the
image. BRACS’s regulated correction suppresses
these over-corrections. Appendix E quantifies this
on POPE-Adversarial: BRACS’s barrier stays off
on ~16% of layers, and on 28 questions, contin-
uous steering baseline flips a correctly grounded
“yes” to “no” while BRACS preserves the ground
truth.

8.2 Computational Complexity

BRACS is applied to L’ = | Lgeer| steered layers. It
adds per decoding step one matrix—vector product
per steered layer to evaluate h;(x;) and its closed-
form gradient (§4.2), an O(L’ H d,,, d) overhead
plus an O(L'd) scalar solve for #*. On LLaVA-1.5-
7B (| Lsteer|=16) this adds ~25% overhead per de-
coding step (0.80x end-to-end throughput; §8.3).

8.3 Decoding Throughput

Figure 4 reports decoding cost on LLaVA-1.5-7B
(single A100-80GB, batch size 1, greedy decoding,

Greedy NN 27 6 (1.00%)
+BRACS (Ours) NG 22 .1 (0.80%)
+SPIN I 20 .0 (0.76%)
+PAT I 17 .9 (0.65X%)
+VDD-None NG 15.1 (0.55X%)
+veD I 145 (0.53%)
0 10 20 30
Decoding throughput (tok/s, 1)

Figure 4: Decoding throughput on LLaVA-1.5-7B.

50 new tokens per caption averaged over 30 cap-
tions). BRACS runs at 22.1 tok/s, which is 0.80 x
the greedy throughput and about 1.3x faster on
average than the baselines. This speedup comes
from the closed-form correction (§4.2). BRACS
adds only a light per-step computation, whereas the
baselines (VCD, VDD-None and PAI) run a sec-
ond forward pass per decoding step, which roughly
halves throughput when run sequentially.

9 Conclusion

We introduced BRACS, a training-free, inference-
time steering framework for mitigating hallucina-
tion in LVLMs. Unlike prior training-free meth-
ods that rely on continuous intervention, multi-
ple forward passes, or learned networks, BRACS
performs barrier-regulated adaptive closed-form
steering. Extensive experiments on hallucination
benchmarks such as POPE, CHAIR, and MMHal
show that BRACS consistently reduces hallucina-
tion across multiple LVLM backbones while pre-
serving or improving performance on general multi-
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modal benchmarks. BRACS retains 80% of greedy
decoding throughput while being 1.3x faster on
average than the baselines.

Limitations

BRACS’s barrier h;(z;) enforces visual ground-
ing by encouraging attention toward image tokens,
but it does not explicitly control which specific im-
age regions or tokens the model should attend to.
Fine-grained hallucinations that depend on where
the model looks, spatial relations, counting, OCR,
may require a barrier with spatial structure, which
we leave to future work (see Appendix F for an
example of a spatial-relation failure). We evalu-
ate on LLaVA-1.5-7B and Qwen-VL-Chat. Ex-
tension to stronger backbones (LLaVA-NeXT, In-
ternVL, Qwen2-VL) is straightforward in principle
but may require re-selecting Ly if the distribu-
tion of image-attention sinks differs substantially.
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A Derivation of the Closed-Form
Correction

Setup. At decoding step ¢, a single steered layer

receives the residual state z; € R% and exposes the

scalar barrier h(x;) of Eq. 1. Because h is an inner

product of ¢, (z;) = Wém)xt with cached image

keys, none of which depend on x;, h is linear in xy:
h(xt) = ngb g = thha

with g given in closed form by Eq. 2. This linear

structure makes the first-order expansion h(z; +
0) = h(x¢) + g' 0 exact, not an approximation.

QP. We solve

mln%HQH% st. g0 > 7—h(x).

0cR4

The Lagrangian is L(60,A) = $[0[|> — A (g"0 —
(1 — h)) with A > 0. Stationarity gives § = Ag;
complementary slackness yields two regimes.

Case 1: h(x;) > 7. The constraint is inactive;
A = 0and 0* = 0. The step is grounded and is not
modified.

Case 2: h(x;) < 7. The constraint is active
at equality: g' (A\g) = 7 — h(xt), so A = (1 —
h(@1))/llg]13 giving

« T — h(.%‘t)
lgll3

Adding an ¢ to the denominator guards against
lgll = 0.

Unified form. The two cases compose into Eq. 4
via the positive-part operator:

(T — h(zt)) 4

0*(x;) =
() = g+ <

)

which is the formula used in Algorithm 1.

B Implementation Details

BRACS. LLaVA-1.5-7Buses 7 = —5, a = 1.0,
Leer = {12,...,27}, ¢ = 1075; the hyperparam-
eters are selected once on POPE Adversarial (Ta-
ble 4). Qwen-VL-Chat uses 7 = —6, a = 1.0,
Lseer = {9,...,30}, ¢ = 107°, selected on
POPE Adversarial (Appendix C). For CHAIR we
report three decoding regimes (greedy, nucleus
with T'=1.0 and top-p=0.95, and beam with k=5).
All other benchmarks use greedy decoding. Max
new tokens are 140 for CHAIR and benchmark
defaults elsewhere. The 500-image CHAIR sub-
set is randomly sampled from MS-COCO val2014,
following (Leng et al., 2024; Liu et al., 2024b).

Baselines. All baselines use their official hy-
perparameters from the respective code releases.
VCD (Leng et al., 2024): contrast scale a=1.0,
plausibility cutoff 5=0.2 on LLaVA-1.5-7B (offi-
cial VCD POPE script default); for Qwen-VL-Chat
5=0.1 (no official VCD eval script ships for Qwen-
VL); DDPM noise step = 500. VDD-None (Zhang
et al., 2025): contrast scale y=1.0, plausibility cut-
off 5=0.1; the uncond branch is text-only (blank
pixel values). PAI (Liu et al., 2024b): image-
attention amplification a=0.5 for LLaVA-1.5-7B
and a=0.2 for Qwen-VL-Chat (resampler default),
contrastive scale y=1.1, plausibility cutoff 5=0.1,
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intervention layers [2, 32), both attention amplifi-
cation and the text-only contrastive forward pass
enabled. SPIN (Sarkar et al., 2025): routed-head
fraction = 0.8, suppression mask = 0.1 for non-
routed heads, all 32 layers.

GPT-4 judge. MMHal-Bench and LLaVA-
Bench responses are scored by gpt-4o via the Ope-
nAl API with the judge’s default decoding parame-
ters.

Compute. All experiments run on a single
NVIDIA A100-80GB.

C POPE-Adversarial Hyperparameter
Ablation on Qwen-VL-Chat

Table 5 is the Qwen-VL-Chat counterpart of Ta-
ble 4: we vary each BRACS hyperparameter
around the Qwen selected points («=1.0, 7=—6,
Lgeer=19, ...,30}), holding the other two fixed,
and report POPE-Adversarial Accuracy and F1.
The same peak pattern transfers, Adv F1 peaks
at the chosen default in each panel and declines
smoothly to either side: 7=—4 lowers Adv F1 from
83.86 to 82.76, and the largest tested gain a=1.5
to 81.81. The decline is gentle rather than catas-
trophic, and the selected point sits at the maximum
of every panel.

Setting Adv. Acc? Adv. F11
(a) Gain o (fix T=—6, Lseer=19,...,30})
a=0.3 84.38 83.10
a=0.5 84.59 83.46
a=1.0 84.80 83.86
a=1.25 84.73 83.55
a=1.5 83.80 81.81

(b) Threshold T (fix a=1.0, Egm—{9 ,30})
T=—00 (greedy) 83.63 3
T=-—8 84.52 83 38
T=—6 84.80 83.86
T=-5 84.58 83.52
T=—4 84.36 82.76

(c) Lower Lgeer (fix a=1.0, 7=—6, upper=30)
lower=0 84.38 83.28
lower=>5 84.61 83.60
lower=9 84.80 83.86
lower=12 84.64 83.64
lower=15 84.45 83.40

Table 5: POPE-Adversarial Accuracy and F1 for
Qwen-VL-Chat as each BRACS hyperparameter is
varied around its chosen value (a=1.0, 7=-—6,
Leer=19, - .., 30}); same protocol as Table 4.

Variant CHAIRs | CHAIR; |
Unsteered 47.40 12.84
g-steering (prior) 45.60 12.13
x-steering (ours) 39.60 10.82

Table 6: Injection-point ablation on 500 MS-COCO
images (LLaVA-1.5-7B). All variants share «, 7, and
layer band; only the injection point differs.

D Hidden-state vs Query-only Steering

We apply the closed-form correction 6* to the resid-
ual stream z; instead of directly modifying the
query g; after the W, projection. Table 6 compares
these two choices on 500 MS-COCO val2014 im-
ages using the same «, 7, and steering layers. Steer-
ing z; greatly outperforms steering ¢;: it reduces
CHAIR; by 7.80 points vs 1.80, and CHAIR; by
2.02vs 0.71. As explained in Section 4.4, changing
x¢ updates (), K, and V' together, keeping the atten-
tion cache consistent across decoding steps, while
changing only ¢; leaves K and V unchanged. Ab-
solute CHAIR values differ slightly from Table 1
because this ablation uses a separate 500-image
subset.

E Barrier Selectivity

Q: Is there a dining table in the image?  GT: yes

Greedy / BRACS:  yes
VCD/SPIN: no

Figure 5: POPE-Adversarial example where two always-
on baselines (VCD, SPIN) flip a correctly grounded
“yes” to “no”, while BRACS preserves the ground truth
(MS-COCO 414516, LLaVA-1.5-7B).

Selectivity check. To verify that BRACS’s (7 —
hi)+ acts as a real switch rather than a continu-
ous correction, we measure its steering rate on
500 POPE-Adversarial questions (LLaVA-1.5-7B,
Lgeer={12,...,27}). At T=—5, the barrier steers
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on average 13.5 of 16 layers per question, leav-
ing about 16% of layer decisions unchanged. This
confirms that the barrier functions as a true switch,
consistent with design choice D2.

Ilustrative example. On the 3,000-question
POPE-Adversarial split (LLaVA-1.5-7B), we iden-
tify cases where the greedy baseline correctly an-
swers “yes” and BRACS preserves it, but at least
one continuous intervention method (VCD, VDD-
None, PAI, SPIN) flips the answer to “no”. We find
28 such cases. Figure 5 shows a representative ex-
ample (MS-COCO 414516, “Is there a dining table
in the image?”): the greedy baseline and BRACS
answer “yes”, while VCD and SPIN incorrectly
flip to “no” due to over-correction.

F Failure Case: Spatial Relations

BRACS caption (excerpt): “the desk has a mouse on the
right side of the keyboard, ..."”

In the image: the mouse sits to the left of the keyboard.

Figure 6: BRACS correctly grounds both objects
(mouse and keyboard), but the energy-only barrier
hi(z;) does not capture spatial relations, causing the
model to reverse the left/right positions. Image: MS-
COCO 3244, LLaVA-1.5-7B.

The grounding barrier h; encourages strong at-
tention to image tokens, but it does not control
which specific image regions the model attends
to. As a result, BRACS can still inherit spatial-
relation errors from the underlying LVLM, such as
confusing the left/right relation between the mouse
and keyboard. Extending the barrier with spatial
structure is a natural direction for future work.
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