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Abstract

Transformer language models have become es-
tablished tools for modeling human sentence
processing, with measures such as surprisal and
attention entropy serving as effective predictors
of reading difficulty that together capture com-
plementary aspects of processing load. Here,
we explore a related class of transformer mod-
els: energy-based transformers, which provide
a principled formal link to associative mem-
ory models, bringing processing research into
direct contact with the broader literature on
Hopfield networks and dense associative mem-
ory. To our knowledge, this is the first explo-
ration of an energy-based transformer measure
in computational psycholinguistics. Across
reading-time corpora (Natural Stories, UCL
eye-tracking, UCL self-paced reading), the en-
ergy measure is a robust predictor of reading
times, providing significant fit beyond surprisal
and entropy in all three. In a controlled ex-
periment on relative clause processing, energy
at a single layer captures the well-known ob-
ject/subject asymmetry. We find evidence that
it subsumes effects attributable to both attention
entropy and surprisal, suggesting that energy
may serve as a single unified predictor where
multiple complementary measures have previ-
ously been required.

1 Introduction

Transformers are dominant models not only in nat-
ural language processing and machine learning, but
also in computational psycholinguistics as models
of human sentence processing. The link to human
sentence processing literature has been established
in two main ways. First, the surprisal theory of
processing (Hale, 2001; Levy, 2008) made an argu-
ment that the surprisal (i.e., the log of the inverse
probability) of the next token can be used to predict
neurobehavioral data. Surprisal from transformer
models can be easily collected and used for this
prediction. Second, it has been noticed that the

attention mechanism in transformers conceptu-
ally resembles memory processing accounts like
cue-based memory (Lewis and Vasishth, 2005). In
support of that, some summarizing measures of at-
tention, like attention entropy, have been success-
fully used as a predictor of memory interference in
human processing (Ryu and Lewis, 2025).

There are currently at least two challenges for
the link between transformers and human sentence
processing. First, we do not have one overarch-
ing measure that would fit processing data such as
reading times. For instance, as we will see in Ex-
periment 1 below, attention entropy and surprisal
are both useful and needed for modeling reading-
time data. Finding a single measure that on its
own captures predictions of both of these measures
would substantially strengthen the link between the
models and sentence processing. Second, while
the conceptual link between memory-based mod-
els and attention is intuitively appealing, we lack a
clearer link between transformers and human mem-
ory (see also Oh and Linzen 2026). Having such a
link would allow us to investigate the connection
between memory and processing in transformers
beyond the appeal to just our conceptual under-
standing and intuitions.

In a different tradition, cognitive scientists and
machine learning researchers developed and imple-
mented models of associative memory called Hop-
field Networks (Hopfield, 1982). There are two
recent developments that should make computa-
tional psycholinguists consider such models. First,
while classical Hopfield networks had very limited
storage capacity, this issue has been overcome in
theoretical developments that led to so-called mod-
ern Hopfield networks or dense associative memory
(Krotov and Hopfield, 2016). These changes, we
believe, make the memory capacity of these mod-
els more realistically human-like, making them
more suitable for studying cognitive tasks that re-
quire rich memory representations, with human
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sentence processing being a prime example. Sec-
ond, very recent theoretical investigations showed
that dense associative memory is closely related to
transformer attention (Ramsauer et al., 2020) and
some versions of energy-based transformers can
in fact be seen as particular implementations of the
dense associative memory theoretical framework
(Hoover et al., 2023a; Krotov et al., 2025).

The last link is the starting point of this work. We
explore one particular implementation of energy-
based transformers, namely energy GPT (NRGPT,
Dehmamy et al. 2026) and study how it can be
linked to predicting processing. We show that the
scalar function that is at the core of NRGPT, en-
ergy, can naturally be connected to reading-time
data and we provide evidence that the energy of
NRGPT captures at least some processing diffi-
culties that currently require the combination of
surprisal and attention entropy, thus replacing a
mixture of measures with a single, straightforward
link between transformers and processing. Finally,
we fit NRGPT to a reading experiment on rela-
tive clauses and to several reading-time corpora to
show that the energy measure can capture read-
ing patterns beyond the surprisal and attention-
entropy measures alone.

2 Related work

Using transformers as models of human sentence
processing has been popular in recent years in psy-
cholinguistics, with the main focus on surprisal
(Hao et al., 2020; Merkx and Frank, 2021; Hahn
et al., 2022; Hoover et al., 2023b; Wilcox et al.,
2023). Beyond surprisal, a number of other mea-
sures have been considered for reading-time data,
often based on the attention mechanism, such as
attention entropy (Ryu and Lewis, 2021; Oh and
Schuler, 2022; Ryu and Lewis, 2025). A recur-
ring complication for the surprisal-based approach
is that, with increasing model size, transformers
actually get worse at predicting reading-time data
(Oh and Schuler, 2023; Kuribayashi et al., 2024;
Michaelov and Levy, 2026).

This scaling behavior has shaped which models
are used. GPT-2, and in particular GPT-2-small,
has become the standard choice for predicting hu-
man sentence processing, since it was found to sit
in the best spot: it fits the data better than other,
smaller models (Hao et al., 2020), while larger
models show a decrease in fit (Oh et al., 2022; Oh
and Schuler, 2023). Further, the decrease in fit

with the growth of model size led to investigations
into whether memory is at least partially respon-
sible here. There are various attempts to inhibit
the memory of transformers to make their next-
word predictions more human-like (Hahn et al.,
2022; Timkey and Linzen, 2023; Lesci et al., 2024;
Thamma and Heilbron, 2026; Michaelov and Levy,
2026). In contrast to that research, we use mod-
els that were inspired by the properties of human
associative memory from the start, and study how
versions of them adapted to the transformer archi-
tecture can be useful in predicting human process-
ing data. This potentially gives us a way to link, in
a principled way, modern research on associative
memory and sentence processing. If this research
line is successful, we should in the future be able
to translate findings on memory, formalized in the
models of dense associative memory, into research
on processing. Here, we establish the first step, by
showing that the energy-based models originating
from dense associative memory research can be
linked to and predict human reading-time data. To
the best of our knowledge, this article is the first
investigation of energy-based transformers in
computational psycholinguistics for the purpose
of fitting them to human sentence processing.

3 Theoretical background: NRGPT

NRGPT (Dehmamy et al., 2026) is a recent re-
formulation of the GPT architecture that recasts a
transformer’s forward pass as gradient descent on
a scalar energy function defined over token states.
At each step, the token representations are directed
downhill along the energy landscape, so running
the model can be understood as moving toward a
low-energy configuration for the input. Figure 1 il-
lustrates this: as layer iterations proceed, the energy
decreases and the predicted next token becomes
progressively more plausible.

Architecturally, NRGPT stays close to a standard
GPT: it operates on the same input embeddings,
uses multi-head causal attention, has a feedforward
sublayer, and produces next-token logits at the out-
put. There are, however, some structural changes.
We discuss the two significant differences from
conventional transformers: NRGPT uses a parallel
structure, and it applies the transformer block recur-
rently. In the discussion below, x ∈ RD×N is the
input sequence with N tokens and D dimensions
and x(t) represents the input sequence at the layer
t (for standard GPT) or the layer iteration t (for

39263



NRGPT).

Parallel-style transformer. A conventional
transformer is sequential: a layer-normed input
sequence is fed into an attention layer (AT);
the attention output is added back to the input,
re-normalized (LN), and fed into a feed-forward
layer (FF), whose output is added in turn:

x(t+1) = x(t) + AT(g(t))

+ FF(LN(x(t) + AT(g(t)))),
(1)

where g(t) = LN(x(t)) is the (layer-)normalized
hidden state. By contrast, NRGPT is a parallel-
style transformer, i.e., the attention and feed-
forward layer apply in parallel:

x(t+1) = x(t) + AT(g(t)) + FF(g(t)) (2)

The adherence to the parallel structure is strictly
speaking not necessary for energy-based transform-
ers, but this design choice makes it easier to im-
plement next-token prediction as a descent through
the energy landscape; see below.

Recurrence. A standard transformer applies a
stack of distinct layers in a single forward pass,
whereas NRGPT applies the transformer block re-
currently for k iterations. Each iteration corre-
sponds to one descent step on an energy landscape,
which we introduce next.

Energy. NRGPT associates a scalar energy EA

with each token position A, decomposed into the
attention energy EAT

A and the feedforward energy
EFF

A ,
EA(g) = EAT

A (g) + EFF
A (g). (3)

Intuitively, the energy can be seen as a processing
effort. It is low when the token at position A is easy
to integrate and fits the context and the past knowl-
edge, and high when it is difficult to integrate.

Inference as gradient descent. The generation
of tokens in NRGPT proceeds by minimizing each
per-token energy EA with respect to its own token
state. The update rule that replaces a conventional
transformer layer is

x
(t+1)
A = x

(t)
A − η(t)

∂EA

∂g
(t)
A

, (4)

where η(t) ∈ RD×D is an (optionally learnable)
inference-rate matrix and g

(t)
A is the normalized

state at position A. Applying (4) for k steps pro-
duces a trajectory x

(0)
A , x

(1)
A , . . . , x

(k)
A on token A’s

energy landscape. The final state x
(k)
A is then

mapped to next-token logits via the unembedding
language model head in the usual way.

Attention and feedforward components. The
two energy components, EAT

A (g) and EFF
A (g) are

built so that differentiating them recovers the or-
dinary attention and feedforward operations of
a transformer. Intuitively, one NRGPT iteration
behaves much like one parallel-style transformer
layer (with weights tied across iterations), except
that the layer is now obtained by descending an
energy landscape rather than being stipulated di-
rectly (see also Figure 1 for a concrete visualization
in a 2D PCA reduction, with a label that would
be obtained if the language model head was ap-
plied). We note that the first energy component,
EAT

A (g), is a negated log-sum-exp over the atten-
tion scores and corresponds to dense associative
memory with a log-sum-exp interaction function
(for details, see Ramsauer et al. 2020). The second
energy component, EFF

A (g), is dense associative
memory with another non-linear interaction func-
tion. Further details on these components and on
how their gradients reproduce the standard atten-
tion and feedforward sublayers are discussed in
(Dehmamy et al., 2026) and are briefly summa-
rized here in Appendix A.

Figure 1: Descent through the energy landscape.
L1. . . L6 - layer iterations at the word his in the sen-
tence prefix He unlocked the door with his . . . The
predicted words show the projection of LM head per
layer.
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Why energy is informative. Two properties of
this construction matter for our purposes. First,
energy is a single scalar summary of the network’s
state at each token and each iteration, well defined
for any model trained with the NRGPT objective.
Second, NRGPT can be shown to be asymptoti-
cally stable: under mild conditions, the energy of
each token decreases along the trajectory and con-
verges to a fixed value once the preceding tokens
have settled (Dehmamy et al., 2026). The trained
model used in practice is not constrained to satisfy
these mild conditions, so the descent is likely and
often observed, but not required, that is, individ-
ual iterations need not always lower EA, but they
often do so (e.g., from layer 1 onward in our rel-
ative clause experiments, see below). The energy
profile across iterations t = 1, . . . , k therefore can
be seen as a scalar summary of token’s process-
ing trajectory, providing a dynamical view of how
the model integrates each token into the ongoing
representation. In the experiments below, we use
NRGPT with k = 6 iterations and treat the energy
at intermediate iterations as a candidate predictor
of human reading times.

Energy and transition probability. A key inter-
pretive point connects NRGPT’s energy to the sur-
prisal literature. Within the energy-based modeling
framework, an energy function is intended by con-
vention to play the role of a negative log-likelihood,
so that low-energy configurations correspond to
high-probability ones. Dehmamy et al. (2026) ap-
peal to this convention for NRGPT: at each position
A, the state gA starts from the previous token’s em-
bedding and is moved by the dynamics in (4) to
a state of lower energy, and the per-token energy
EA at that position can be read as scoring the (neg-
ative log) transition probability for the upcoming
token given its preceding context. The interpre-
tation is most cleanly motivated in the simplified
regime where η = I . This does not hold in our
setup, where η is a learnable matrix. For the model
below, we thus treat the identification as an inter-
pretive frame rather than a strict equality. With that
caveat, energy is the natural analog of surprisal:
surprisal scores the lexical identity of the upcom-
ing word under a discrete softmax readout, while
energy scores the cost of the continuous-state inte-
gration trajectory that produces it. Both quantities
are tied to the same underlying conditional dynam-
ics, but they need not coincide. A predictable word
reached via a costly integration can have low sur-

prisal and high energy, and a surprising word that
fits readily into the parse can have high surprisal
and relatively low energy. This is the basis for our
hypothesis that energy captures integration-driven
difficulty that surprisal misses, while still tracking
the predictability-driven component that surprisal
is sensitive to.

Energy and attention entropy. The attention en-
ergy is also tied to attention entropy, the measure
that Ryu and Lewis (2025) use as a predictor of
integration difficulty. Let sB denote the per-head at-
tention score that position A assigns to a preceding
position B, scaled by the usual softmax tempera-
ture β (the explicit form for per-head attention is
given in Appendix A). Let p denote the resulting
attention distribution over preceding positions, i.e.
the causal softmax with entries pB ∝ exp(sB). As
we noted, one energy component, EAT

A (g), is the
negated log-sum-exp over the attention scores. Be-
cause p is the softmax of s, the log-sum-exp can be
decomposed (for a single head) into

LSE(s) = ⟨s⟩p +H(p), (5)

with the expected attention score ⟨s⟩p =∑
B pBsB and the attention entropy H(p) =

−∑
B pB log pB . Tying this to the attention en-

ergy, we thus see that EAT
A decomposes into two

pieces with distinct interpretations: the negative of
the expected score, −⟨s⟩p, capturing how well the
keys the model attends to match the query at A on
average, and a negated attention entropy, −H(p)
capturing how spread-out the attention is over the
preceding context. The attention-entropy predic-
tor of Ryu and Lewis (2025) is, up to a scaling
parameter, one of these two terms.

A subtlety must be flagged here. It is tempting to
read the decomposition as “energy contains, as one
addend, attention entropy, so naturally, it will track
its effects”. The situation is more complicated, be-
cause the two terms enter EAT

A with opposite signs
of contribution to difficulty. Ryu and Lewis (2025)
find that higher attention entropy predicts more
difficulty (longer reading times), but in the decom-
position higher attention entropy makes the atten-
tion energy, EAT

A more negative, i.e. lower. The
expected-score term, by contrast, has the intuitive
sign: when no preceding key matches the query
well, the expected score is low and the energy is
high. Because hard-to-integrate positions tend to
have both low expected scores and spread-out atten-
tion, the two terms are correlated across items, but
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they push energy in opposite directions. Energy can
therefore track difficulty effects via the expected-
score term, with the attention-entropy term partially
offsetting it; which term dominates an observed en-
ergy gap is an empirical question that we return to
when interpreting our experiments.

4 Experiments

4.1 Models
We consider one NRGPT model with two train-
ing regimes. The model had 6 layer iterations,
12 heads, context length 1,024 tokens, embedding
dimension 1,536. It was trained on OpenWeb-
Text (Gokaslan and Cohen, 2019). The parameters
used in the model were found using grid search
in (Dehmamy et al., 2026), which showed that the
trained model is competitive with GPT-2 and GPT-
recursive-parallel models. For more details on the
model parameters, see Appendix B.

We checked the model with two training regimes:
one model trained in (Dehmamy et al., 2026),
downloaded from Hugging Face,1 which was
trained for 500,000 iterations. Next to it, we also
trained our own model with the same parameters
but only for 100,000 iterations. The latter model
is tested for practical reasons. Its training required
around 60 hours on four H100s, which is within
reach of NLP and psycholinguistic researchers. We
wanted to see whether this amount of training is
already sufficient for a good fit to psycholinguistic
data. Such information is hopefully useful for re-
searchers who want to develop and test their own
energy-based models on human sentence process-
ing. The results of the 100,000-iteration model are
very similar to the model trained for 500,000 iter-
ations and we do not discuss them further in the
main text, but interested readers can find them in
Appendix G.2

4.2 Experiment 1: Relative Clause Processing
As we noted, surprisal theory and attention entropy
do not track the same effects in processing. If
we claim that energy in NRGPT can potentially
subsume both, we should look at instances where
one, but not the other, is the dominant explanation.

One such well-known case concerns relative
clauses. Consider the following pair of subject

1https://huggingface.co/bsaha205/
NRGPT-H-FF2W-128M-OWT

2Code for the experiments avail-
able at https://github.com/jakdot/
energy-transformers-reading-difficulty.

relative clause (SRC) and object relative clause
(ORC):

(1) a. The firemen that called the residents
attacked the house with high-powered
hoses. (SRC)

b. The firemen that the residents called
attacked the house with high-powered
hoses. (ORC)

It has been shown that the embedded verb is pro-
cessed slower in ORC, (1-b), compared to SRC,
(1-a) (Grodner and Gibson, 2005; Staub, 2010;
Levy and Gibson, 2013). Surprisal theory has
a hard time explaining this effect. Object rela-
tive clauses are less frequent than subject relative
clauses, but higher surprisal should be present al-
ready at the noun phrase, the residents, in (1-b),
since that already signals the ORC. At the verb,
(1-b) should be unambiguously ORC, so surprisal
should play little role there. Indeed, it has been
shown that the surprisal collected from GPT-2 does
not show a difference between the verbs in SRC
and ORC, contrary to human sentence processing.
This is a point made clearly in (Ryu and Lewis,
2025), who furthermore show that attention entropy
predicts processing difficulties for the embedded
verb in ORC compared to SRC. On the other hand,
Staub (2010) shows that the noun phrase the res-
idents is harder to process as the subject in ORC
than the object in SRC, in line with surprisal, but
not predicted by attention entropy (Ryu and Lewis,
2025). We explore how energy in NRGPT captures
the contrasts in SRC and ORC.

Materials. We used the 24 sentence pairs from
Staub (2010), which contrast SRCs and ORCs
matched for argument structure. To ensure equal to-
ken counts across conditions, we modified a subset
of items by adding tokens at the start of the sen-
tence, following the procedure of Ryu and Lewis
(2025). Representative examples are given in (2)
and (3).

(2) Embedded verb contrasts:
a. Yesterday at early afternoon, the fire-

men that called the residents attacked
the house with high-powered hoses.
(SRC)

b. Yesterday afternoon, the firemen that
the residents called attacked the house
with high-powered hoses. (ORC)

(3) Noun phrase contrasts:
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a. Yesterday early afternoon, the fire-
men that called the residents attacked
the house with high-powered hoses.
(SRC)

b. Yesterday very early afternoon, the
firemen that the residents called at-
tacked the house with high-powered
hoses. (ORC)

Analysis. While energies from various layers
might be informative, we want to use the one that is
close to converging, i.e., where the energy descent
is stabilizing. We explore relative-clause examples
and see that across words, the fifth layer iteration is
the one where energy descent flattens out, followed
by a bigger jump in the sixth iteration; see Fig. 2
and the top of Fig. 3. We therefore focus on the
last two layers: energy values in the fifth and the
sixth layer iterations.

Figure 2: Energy trajectories per word across layer iter-
ations in a relative clause.

We evaluate two contrasts: the embedded verb,
(2), and the in the embedded noun phrase, (3). For
each position, we compare surprisal, energy at the
two layers, and its decomposition into EFF, ex-
pected score and attention entropy between condi-
tions across the 24 items. Just like for surprisal,
which calculates, for the word at position n, the
predictive measure for the word n + 1, we think
of energy and derived measures causally: we study
whether energy for the word at position n is predic-
tive for the word n+ 1, i.e., the following word.

Results: embedded verb. For the embedded
verb, surprisal of NRGPT does not differentiate
the two conditions (t = 0.1), consistent with pre-
vious findings for GPT-2 (Ryu and Lewis, 2025).
Energy at layer 5 predicts the contrast in the ex-
pected direction: the mean energy difference (ORC
minus SRC) is 55 units, a highly significant effect
(t = 15.3, p ≪ .001). As shown in Figure 3, the

effect peaks at the fifth layer iteration and is nulli-
fied at the sixth. In fact, energy at layer 6 does not
reach significance.

We break down the possible cause of the highly
significant effect of energy in layer 5. Attention
entropy in that layer also predicts the effect (ORC
minus SRC: 3.9, t = 12.8, p ≪ .001), but recall
that attention entropy has the opposite sign in the
energy calculation. The effect in energy is instead
driven by the (opposite sign of the) expected score
in layer 5 (ORC minus SRC: -50.6, t = −9.3, p ≪
.001) and EFF (ORC minus SRC: 8.7, t = 2.7, p <
.01).

Results: embedded noun phrase onset. At the
embedded noun phrase onset (the), surprisal pre-
dicts ORC difficulty strongly (ORC minus SRC:
4.5 nats, t = 15.8). Energy at layer 5 also predicts
this contrast (ORC minus SRC: 16.7 units, t = 4.7,
p < .001). Just as in the previous case, energy at
layer 6 does not reach significance. Breaking down
the effect of layer 5 energy, we see that attention
entropy does not predict this effect (ORC minus
SRC: -0.06, t = −0.3, p > .1). The effect is driven
by the (opposite sign of the) expected score (ORC
minus SRC: -15.5, t = −2.8, p < .01).

Energy is thus a significant predictor at both
difficulty loci in relative-clause processing. Sur-
prisal predicts only the embedded-subject effect;
attention entropy predicts only the embedded-verb
effect. Energy predicts both.

4.3 Experiment 2: Reading-time corpora
We study whether the energy measure in NRGPT
can be used to predict reading times in psycholin-
guistic corpora. We compare the effect of energy
(collected again at the fifth and sixth layers) to sur-
prisal and attention entropy, collected from two
models: NRGPT (for the closest comparison to
energy) and GPT-2-small (Radford et al., 2019).
The latter is used for closer comparison with previ-
ous research. Various variants of attention-entropy
measures have been proposed in literature (see Ryu
and Lewis 2025; Oh and Schuler 2022). In the main
text, we focus on raw attention entropy. Other vari-
ants, discussed in detail in (Oh and Schuler, 2022),
are presented in Appendix F. Our conclusions and
support for energy are independent of the chosen
variant of attention-entropy measure.

Data. We use two corpora: the Natural Stories
(NSC) corpus (Futrell et al., 2021), which consists
of 10 texts read in a self-paced reading paradigm;
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Figure 3: Top: Gradient descent in the context of the 6th layer for one example of the subject relative (SR, left)
and the object relative (OR, right) clause. L1. . . L6 - layer iterations right before the critical word (the verb). The
predicted words next to the labels show the projection of LM head per layer. Middle and bottom: Energy trajectory
across layer iterations for the embedded verb (top) and noun phrase onset (bottom) in SRC vs. ORC conditions.
Each tick on the x-axis corresponds to one layer iteration in NRGPT.

and eye-tracking and self-paced reading data from
the UCL corpus (Frank et al., 2013). From both cor-
pora, we excluded reading times shorter than 100
ms and greater than 3,000 ms. We also excluded
reading times for an NSC story if the participant
answered 4 or fewer out of 6 comprehension ques-
tions correctly. From the UCL, we excluded read-
ing times for participants who answered less than
80 per cent of comprehension questions correctly.
We calculated energy and surprisal measures on the
corpora. The stories in the NSC range from 939 to
1,099 words, but the context window of NRGPT
is 1,024 tokens, which corresponds to 850 words
on average. We present the results for each story
up to the context size, starting from the first word.
In Appendix E, we show that a sliding window
approach yields the same results. For multi-token
words, we use the sum surprisal value and mean en-
ergy/entropy.3 We fit linear mixed-effects models

3To ensure the effects are not driven by this decision, we
also show results for single-token words in Appendix H. These

predicting log-transformed reading times, follow-
ing standard practice in the literature. The models
were constructed on the 704k observation points for
the NSC corpus, 37k for the UCL eye-tracking cor-
pus, and 218k observations for the UCL self-paced
reading corpus.

Models. We fit more than twenty linear mixed-
effects models. All models are compared to the
baseline model, which has fixed-effect covariates
for word position in the text, log unigram frequency,
log bigram frequency, and word length, and by-
participant and by-story (by-sentence in the case
of UCL) random intercepts. The models add to
the covariates fixed-effect predictors of main in-
terest, namely, surprisal (from NRGPT or GPT-2),
entropy (from NRGPT or GPT-2 and from the fifth
and sixth layer for NRGPT, and for all layers and
the last, twelfth layer, for GPT-2), and energy (from
the fifth or the sixth layer), and any combination

largely show the same pattern as the results reported here.
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of any two parameters. We are interested in the
predictive effect of energy especially in addition to
either surprisal and entropy. The dependent vari-
able was reading time based on key-press duration
(spr data) and go-past reading time (eye tracking),
both log-transformed. In Appendix C, we also
report results for other reading-time eye-tracking
measures, which are in line with the main findings
reported here.

Results. Results are summarized in Table 1. The
table shows the difference of log likelihoods of the
model of interest compared to the covariate-only
baseline. The higher the number, the more vari-
ance is captured by the model. They also include
the direction of the predictor effect, i.e., whether
it was positive (+) or negative (-). 0 indicates non-
significance. We expect surprisal, energy and en-
tropy to be positively correlated with reading times.
This is not always the case: surprisal of GPT-2 is
negative in the UCL self-paced reading data and
layer 6 energy appears as a negative predictor in
NSC and UCL (spr) data. Entropy has the wrong
(negative) sign in UCL (et) data and in some cases
of the NSC data. Layer 5 energy always goes in
the expected direction.

Surprisal provides a better fit than energies in
the NSC corpus, while energies provide a better
fit in the UCL (et) and UCL (spr) corpora. En-
ergies furthermore remain significant predictors
when combined with surprisal into one model. Sim-
ilar conclusions can be drawn for the comparison
between energy and entropy. Energy L5 shows
a greater increase in ∆LL than attention entropy
in NSC. Furthermore, energies remain significant
predictors when combined with attention entropy.
Energy thus accounts for substantial variance in
reading times over and above surprisal and over
and above attention entropy.

The winning models for NSC self-paced reading
and UCL self-paced reading are those that include
energy – which either combines with entropy, or
surprisal, to deliver the best fit. In case of the UCL
(et) corpus, the best model is Surprisal + Entropy-
GPT2 (all layers). However, importantly, entropy
has the wrong sign in this case, and thus, this find-
ing, if anything, is problematic for entropy-based
accounts of reading. The best model for UCL eye-
tracking in which the predictors have the expected
sign, is again the one with energy: Surprisal + En-
ergy (L6). In sum, energy seems to be the crucial
ingredient for the best models across all the consid-

ered datasets.
As we noted before, the energy consists of two

components, one of which, attention energy, con-
sists of two parts in turn: expected score and atten-
tion entropy. In Appendix D, we provide a detailed
breakdown of energy components to indicate which
of them play a crucial role in the model fit to the
data.

5 Discussion

Across the experiments, we see that the energy of
NRGPT is a robust predictor of reading difficulty.
Energy at the fifth layer is particularly predictive
of the reading-time patterns. In our experiments
on corpora, we see that energy is a strong predic-
tor of self-paced reading data. The models with
the fifth-layer energy are the winning ones, com-
bining either with surprisal or with entropy as the
second variable of interest. In our Experiment 1
on relative clauses, we see that energy can capture
two effects for which both surprisal and attention
entropy are normally necessary. The latter find-
ing provides empirical evidence that in addition
to predictive processing captured by surprisal, the
fifth-layer energy also captures memory-related as-
pects of processing. It remains to be seen whether
other attempts to limit transformer models with
human-like memory constraints to improve the fit
of surprisal to reading-time data, for instance, by us-
ing lossy-context surprisal (Futrell and Levy, 2017;
Futrell et al., 2020; Hahn et al., 2022), align with
our research.

Interestingly, the model with energy of the sixth
layer provides the best fit for the UCL eye-tracking
data. It might be tempting to assume that the fifth
layer energy is more representative for self-paced
reading data and the sixth layer energy is more
representative for eye-tracking data, but we have to
note that the UCL eye-tracking data have far fewer
observations than the self-paced reading data, so
one should be careful about the interpretation of
these differences.

In our studies, we mainly focused on the whole
energy of a layer. As we noted, the total energy that
we considered has two components: the feedfor-
ward energy, EFF, and the attention energy, EAT.
The latter, in turn, can be decomposed into (scaled)
expected attention score and attention entropy. We
saw that expected attention score was particularly
useful in fitting reading-time data. This result is rel-
evant also for researchers who work with classical
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Model with +/-/0? ∆LL +/-/0? ∆LL +/-/0? ∆LL
NSC NSC UCL UCL UCL UCL

(et) (et) (spr) (spr)
Surprisal + 552 + 155 0 1
Surprisal-GPT2 + 561 + 153 - 4
Energy (L5) + 203 + 8 + 28
Energy (L6) - 6 + 386 - 5
Surprisal + Energy (L5) + , + 687 + , + 166 0 , + 28
Surprisal + Energy (L6) + , - 557 + , + 487 0 , - 5
Surprisal-GPT-2 + Energy (L5) + , + 695 + , + 166 - , + 30
Surprisal-GPT-2 + Energy (L6) + , - 568 + , + 458 - , - 7
Entropy (L5) + 2 - 82 + 39
Entropy (L6) - 28 - 37 + 2
Surprisal + Entropy (L5) + , 0 553 + , - 246 0 , + 40
Surprisal + Entropy (L6) + , - 594 + , - 206 0 , + 3
Surprisal-GPT-2 + Entropy (L5) + , 0 562 + , - 234 - , + 43
Surprisal-GPT-2 + Entropy (L6) + , - 606 + , - 201 - , + 6
Entropy (L5) + Energy (L5) - , + 213 - , + 136 + , + 47
Entropy (L6) + Energy (L6) - , - 34 - , + 410 + , - 7
Entropy-GPT2 (L12) - 38 - 167 + 20
Surprisal + Entropy-GPT2 (L12) + , - 605 + , - 306 0 , + 21
Surprisal-GPT-2 + Entropy-GPT2 (L12) + , - 614 + , - 292 - , + 23
Entropy-GPT2 (all layers) - 90 - 421 + 18
Surprisal + Entropy-GPT2 (all layers) + , - 673 + , - 540 0 , + 18
Surprisal-GPT-2 + Entropy-GPT2 (all layers) + , - 686 + , - 514 0 , + 19
Entropy-GPT2 (all layers) + Energy (L5) - , + 350 - , + 464 + , + 36
Entropy-GPT2 (all layers) + Energy (L6) - , - 115 - , + 539 + , 0 18

Table 1: Mixed-effects model results for the Natural Stories (NSC) corpus and the self-paced reading (spr) and
eye-tracking (et) portions of the UCL corpus. ∆LL=difference between the log-likelihood of the models and the
covariate-only baseline. The higher the ∆LL value is, the better the fit of the model to the data. +/-/0: is the
estimate of the psycholinguistic parameter(s) in the model positive (+), negative (-), or non-significant (0)? Linear
mixed-effects models lack exact degrees of freedom to calculate precise p-values. As is common, we take values
|t| > 1.96 as significant.

transformers and are not interested in energy mod-
els. While researchers have proposed that there is
an intuitive link between cue-based retrieval mem-
ory and attention entropy (Ryu and Lewis, 2025),
expected attention score, to the best of our knowl-
edge, has not been studied in sentence process-
ing from this perspective. Based on our results, it
seems possible that the latter measure would be a
better proxy for reading-time data. It remains to
be seen whether this also holds for classical trans-
formers.

6 Conclusion

We investigated the energy function of NRGPT
as a predictor of human reading difficulty, to the
best of our knowledge the first such use of an
energy-based transformer in computational psy-

cholinguistics. The energy scalar provides a princi-
pled link to associative memory models and, as our
results show, a practically useful predictor of read-
ing times. Across three corpora, NRGPT energy
is a robust predictor that contributes significantly
over and above surprisal and attention entropy. Fur-
thermore, a focused case study on the processing
of relative clauses shows that NRGPT energy cap-
tures aspects of reading for which normally both
surprisal and attention entropy are necessary. We
hope this work encourages further exploration of
energy-based transformers in psycholinguistics and
motivates closer theoretical ties between sentence
processing research and computational research on
associative memory.
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Limitations

This study is a first exploration of energy-based
transformers as predictors of human sentence pro-
cessing, and its scope is correspondingly narrow
in several respects. First, we study a single model
in just one configuration and at two training check-
points. We do not know how our findings gener-
alize to other energy-based transformers, to other
architectural choices within NRGPT, or to other
model sizes. Given that classical transformers show
systematic shifts in reading-time fit as model size
and training change, similar dependencies are plau-
sible here and remain to be mapped out.

Second, our empirical base is limited. We eval-
uate on three reading-time corpora (Natural Sto-
ries, UCL eye-tracking, UCL self-paced reading)
and one controlled relative-clause manipulation.
Broader testing across languages, constructions,
and reading paradigms would be needed before
drawing strong conclusions about the generality of
energy as a processing predictor.

Third, we examine only selected measures de-
rived from the model: the total layer energy and its
decomposition into expected attention score and at-
tention entropy, compared against surprisal. Other
measures could be derived from the energy land-
scape (for example, the number of descent steps to
convergence, or properties of the trajectory), and
these may carry additional processing-relevant in-
formation that we have not explored.

Finally, we restrict the dependent measure to
reading times. Other behavioral and neural mea-
sures, such as brain activation from fMRI or EEG,
are an important target for future work and would
provide a stronger test of whether energy tracks
processing difficulty in general rather than reading
time specifically.
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A Energy, attention and feedforward
components

This appendix shows in more detail how the two
energy components of NRGPT are designed so that
their gradients reproduce, up to a reparametrization
of the weights, the standard attention and feedfor-
ward operations of transformer models. Through-
out, g denotes the normalized token states, i.e.
g = LN(x) where LN is a normalization operation
(LayerNorm or RMSNorm); we refer the reader to
Dehmamy et al. (2026) for the precise form and its
role in the stability of the dynamics. For multi-head
attention with H heads and hidden per-head dimen-
sion Y = D/H , with query and key projections
WQ,WK ∈ RH×Y×D, the per-token attention en-
ergy at position A takes the form

EAT
A (g) =

− 1

β

H∑

h=1

αh LSEB<A

(
β g⊤B(W

K
h )⊤WQ

h gA

)
,

(6)
with β = 1/

√
Y and a learnable per-head weight

αh. Here LSE(z) = log
∑

i exp(zi) is the log-
sum-exp, and LSEB<A restricts the sum to preced-
ing positions B < A. This restriction encodes the
causal mask, so EAT

A depends on gA (the query)
and on gB for B < A (the keys). Taking the gradi-
ent of EAT

A with respect to gA yields an expression
familiar as the standard attention operation in the

transformer block, namely,

AT(gA) = −η
∂EAT

A (g)

∂gA
=

H∑

h=1

αh η (W
Q
h )⊤WK

h g SM
(
g⊤(WK

h )⊤WQ
h gA

)
,

(7)
where SM

(
g⊤(WK

h )⊤WQ
h gA

)
is the softmax over

positions B < A, treated as a vector that multiplies
the projected token states η (WQ

h )⊤WK
h g in (7).

Its B-th entry is

SM
(
g⊤(WK

h )⊤WQ
h gA

)
B
=

exp
(
β g⊤B(W

K
h )⊤WQ

h gA

)

∑
C<A exp

(
β g⊤C(W

K
h )⊤WQ

h gA

) .
(8)

This has the same structure as a causal multi-
head attention layer, with the conventional value-
and-output projection [WP ]⊤W V replaced by
αh η (W

Q
h )⊤WK

h .
The feedforward energy is constructed analo-

gously. The feedforward energy is a sum of per-
token contributions in the dense associative mem-
ory form,

EFF(g) = −
N∑

A=1

1⊤F
(
W 1gA

)
, s.t. F ′ = σ,

(9)
where W 1 ∈ RM×D is the first feedforward weight
matrix mapping the per-token state gA into a hid-
den dimension M , 1 is an M -dimensional vector of
ones, and F is a scalar nonlinearity whose deriva-
tive is the activation σ. Because each EFF

A depends
only on gA, differentiating the total energy with
respect to gA picks out the A-th term and yields a
two-layer feedforward sublayer,

FF(gA) = −η
∂EFF

∂gA
= ηW 1⊤σ

(
W 1gA

)
. (10)

Both the standard MLP in transformers and the
update in (10) have the form ( · )σ(W 1gA). A
standard MLP applies an independently learned
second weight matrix W 2 ∈ RD×M , whereas in
(10) the effective second matrix is ηW 1⊤. η is it-
self learnable. More general feedforward energies
that retain a separate W 2 are also possible, and
are in fact what we use in our experiments; see
Dehmamy et al. (2026) for further details.

In short, taking gradients of EAT
A and EFF

A gives
back an attention sublayer and a feedforward sub-
layer, and one NRGPT iteration is therefore very
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close to one parallel-style transformer layer with
weights tied across iterations.

B Model parameters and packages

We use the NRGPT_H_FF2W variant of Dehmamy
et al. (2026) (energy attention combined with the
two-weight feedforward energy), trained on Open-
WebText. The architecture and training configu-
ration are summarized in Table 2; all values are
taken from Dehmamy et al. (2026) (their Table 5
for the model-specific settings and Table 7 for the
shared OpenWebText hyperparameters). The two
models in our experiments share this configuration
and differ only in the number of training iterations:
100,000 for the model we trained ourselves and
500,000 for the publicly released checkpoint.

Parameter Value
Architecture
Variant NRGPT_H_FF2W
Embedding dim. 1,536
Layer iterations 6
Attention heads 12
Context length 1,024
Feedforward hidden dim. 4× embed. (6,144)
Normalization LayerNorm
Tokenizer GPT-2 BPE (50,257)
Total parameters 128M
Training (OpenWebText)
Optimizer AdamW
(β1, β2) (0.9, 0.99)
Learning rate 3×10−5

LR schedule cos decay to 3×10−6

Weight decay 10−2

Batch size 12
Grad. accumulation steps 40
Warmup iterations 2,000
Dropout 0.0
Training iterations 100,000 / 500,000

Table 2: Architecture and training configuration of the
NRGPT model used in our experiments.

For all experiments, we used Python 3.12 with
PyTorch version 2.8.0 and transformers 4.46.3. For
the mixed-effects model analysis, we used R 4.3.3
with lme4 version 1.1.

C Other eye-tracking reading measures

Table 3 shows results for other reading-time mea-
sures from the UCL eye-tracking corpus. These are
first-fixation time (duration of only the first fixation

on the read word), first-pass time (also known as
gaze duration: summed duration of all fixations on
the read word before the first fixation on any other
word), right-bounded time (summed duration of
all fixations on the read word before the first fixa-
tion on a word further to the right). These results
replicate the main findings on the go-past reading,
reported in the main text: the model with Energy
(L6) has a better fit than the Surprisal model and
than the Entropy model. The best model is the one
combining Surprisal and Energy (L6).

D Breakdown of results per energy type

We present the breakdown of corpus results per
energy type for the winning models.

In case of the NSC data, the winning model
includes Surprisal and Energy (L5). The positive
energy effect is driven by both energy components:
the positive effect of EFF (t = 6.3) and the positive
effect of EAT (t = 13.5). Breaking down EAT

further, we see that this is due to the negative effect
of expected attention score (t = −14.3) and the
negative effect of attention entropy (t = −9.2).

The winning model for the UCL (et) data in-
cludes Surprisal and Energy (l6). The positive en-
ergy effect is driven by both energy components:
the positive effect of EFF (t = 16.8) and the posi-
tive effect of EAT (t = 14.3). Breaking down EAT

further, we see that this is due to the negative effect
of expected attention score (t = −15.1) and the
negative effect of attention entropy (t = −8.5).

In case of the UCL (spr) data, the winning model
includes Entropy (L5) and Energy (L5). The posi-
tive effect of Energy (L5) is driven by the positive
effect of EFF (t = 8.0) and the positive effect of
EAT (t = 2.9). Breaking down EAT further, we see
that its effect is due to the negative effect of ex-
pected attention score (t = −2.9), which, however,
is offset by the positive effect of attention entropy
(t = 7.1).

E NSC results with sliding window

The NSC data in the main text were cut off to fit the
context of the NRGPT model (1,024 tokens). For
completeness, we include modeling results using
the sliding window. We fit the second window so
that the end of each story would correspond to the
end of the context window. Each story was treated
as separate. The results for NSC are summarized
in Table 4. The best model is the same as the best
model without the sliding window: the model with
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First fixation First pass Right-bounded
Model with +/-/0? ∆LL +/-/0? ∆LL +/-/0? ∆LL
Surprisal + 38 + 132 + 177
Surprisal-GPT2 + 50 + 163 + 194
Energy (L5) - 14 - 42 - 23
Energy (L6) + 183 + 356 + 299
Surprisal + Energy (L5) + , - 51 + , - 169 + , - 196
Surprisal + Energy (L6) + , + 204 + , + 441 + , + 425
Surprisal + Entropy (L5) + , - 70 + , - 199 + , - 242
Surprisal + Entropy (L6) + , - 56 + , - 171 + , - 218
Surprisal-GPT-2 + Energy (L5) + , - 62 + , - 195 + , - 209
Surprisal-GPT-2 + Energy (L6) + , + 203 + , + 438 + , + 411
Entropy (L5) - 29 - 59 - 57
Entropy (L6) - 13 - 28 - 28
Surprisal-GPT-2 + Entropy (L5) + , - 79 + , - 222 + , - 251
Surprisal-GPT-2 + Entropy (L6) + , - 67 + , - 201 + , - 233
Entropy (L5) + Energy (L5) - , - 32 - , - 72 - , - 61
Entropy (L6) + Energy (L6) - , + 191 - , + 373 - , + 316
Entropy-GPT2 (L12) - 53 - 148 - 116
Surprisal + Entropy-GPT2 (L12) + , - 88 + , - 268 + , - 279
Surprisal-GPT-2 + Entropy-GPT2 (L12) + , - 95 + , - 285 + , - 284
Entropy-GPT2 (L12) + Energy (L6) 0 , + 184 - , + 367 - , + 305
Entropy-GPT2 (all layers) - 84 - 223 - 221
Surprisal + Entropy-GPT2 (all layers) + , - 115 + , - 331 + , - 369
Surprisal-GPT-2 + Entropy-GPT2 (all layers) + , - 119 + , - 341 + , - 365
Entropy-GPT2 (all layers) + Energy (L6) - , + 191 - , + 397 - , + 350

Table 3: Results using NRGPT and GPT-2 energy/entropy/surprisal values on other reading time measures from
UCL eye-tracking corpus: first fixation, first pass, right-bounded reading times. See the text for the explanation of
these reading measures. Format as in Table 1.

Surprisal-GPT-2 and Energy (L5).

F Variants on attention entropy

There are several variants on how to use attention
entropy in reading studies, discussed in (Ryu and
Lewis, 2025) and (Oh and Schuler, 2022). For
completeness, we consider them in our reading-
time corpus data, see Table 5. The abbreviations
in the table are spelled out in the caption. See (Oh
and Schuler, 2022) for further details.

The first three rows in the table are the best mod-
els per corpus, as discussed in the main text. Im-
portantly for us, these alternative attention-entropy
measures do not change our main results. Two
of the best models stay the best. Just as we ob-
served before, the best model for UCL et is mis-
leading, since the attention-entropy predictor car-
ries the wrong sign. If we restrict our attention
to only models in which the predictors of interest
have the correct, expected sign, the original model

(Surprisal + Energy (L6)) stays as the best here as
well.

G Results: the 100,000 model

G.1 Experiment 1: Relative Clause Processing

We repeat the relative-clause analysis of Experi-
ment 1 with the model trained for only 100,000 iter-
ations. The pattern of the main (500,000-iteration)
model replicates: energy at layer 5 significantly
predicts both difficulty contrasts in the expected di-
rection (ORC > SRC). At the embedded verb, the
mean energy difference (ORC minus SRC) is 290
units (t = 13.2); at the embedded noun-phrase on-
set (the), it is 69.2 units (t = 3.7). Both effects are
highly significant. This indicates that 100,000 train-
ing iterations already suffice for NRGPT energy to
capture the relative-clause processing contrasts.
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Model with +/-/0? ∆LL
NSC NSC

Surprisal + 642
Surprisal-GPT2 + 698
Energy (L5) + 459
Energy (L6) 0 1
Surprisal + Energy (L5) + , + 1,019
Surprisal + Energy (L6) + , + 644
Surprisal-GPT-2 + Energy (L5) + , + 1,067
Surprisal-GPT-2 + Energy (L6) + , 0 699
Entropy (L5) - 8
Entropy (L6) - 49
Surprisal + Entropy (L5) + , - 672
Surprisal + Entropy (L6) + , - 709
Surprisal-GPT-2 + Entropy (L5) + , - 727
Surprisal-GPT-2 + Entropy (L6) + , - 770
Entropy (L5) + Energy (L5) - , + 469
Entropy (L6) + Energy (L6) - , 0 50
Entropy-GPT2 (L12) - 106
Surprisal + Entropy-GPT2 (L12) + , - 780
Surprisal-GPT-2 + Entropy-GPT2 (L12) + , - 834
Entropy-GPT2 (all layers) - 270
Surprisal + Entropy-GPT2 (all layers) + , - 977
Surprisal-GPT-2 + Entropy-GPT2 (all layers) + , - 1,038
Entropy-GPT2 (all layers) + Energy (L5) - , + 658
Entropy-GPT2 (all layers) + Energy (L6) - , - 284

Table 4: Results using NRGPT and GPT-2 energy/entropy/surprisal values on NSC with the sliding window. See the
text for the explanation of how the sliding window was applied. Format as in Table 1.

G.2 Experiment 2: Reading-time corpora

Table 6 replicates Experiment 2 with the 100,000-
iteration model. The overall pattern largely mirrors
the results of the 500,000-iteration model. In the
NSC corpus, Surprisal + Energy (L5) is the best-
fitting model, and energy is a strong predictor over
and above surprisal. For UCL self-paced reading,
Energy (L6) provides the best single-predictor fit,
and Surprisal-GPT-2 + Energy (L6) is the best-
fitting combined model. However, note that the en-
ergy effect goes in the opposite direction from what
is theoretically predicted. One difference from the
main model is that Energy (L5) does not signifi-
cantly improve fit over surprisal alone in the UCL
spr corpus at this training stage. For UCL eye track-
ing, Surprisal + Entropy (L5) achieves the best fit,
but note that the effect of entropy is negative, i.e.,
the increase in entropy correlates with the decrease
in reading times, which goes in the opposite direc-
tion to what the theory predicts, and should not
be considered as a successful case of the entropy

account. If we limit ourselves to cases in which the
psycholinguistic predictors go in the theoretically
predicted direction, Surprisal + Energy (L6) is the
best model.

H Results: single token

See Table 7 for the results on the corpora limited
to single-token words. These results largely align
with the results that included multi-token words
(Table 1). One exception is UCL (spr). This dataset
shows the positive effect of Energy (L5), but in this
particular case, it also shows that the model with
Surprisal-GPT-2 and Entropy (L5) is better fitting
to the data. This is one instance in which the model
with surprisal and entropy better fits the data than
a model with energy and one of surprisal/entropy
and entropy goes in the expected direction.
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Model with +/-/0? ∆LL +/-/0? ∆LL +/-/0? ∆LL
NSC NSC UCL UCL UCL UCL

(et) (et) (spr) (spr)
Surprisal-GPT-2 + Energy (L5) + , + 695 + , + 166 - , + 30
Surprisal + Energy (L6) + , - 557 + , + 487 0 , - 5
Entropy (L5) + Energy (L5) - , + 213 - , + 136 + , + 47

NAE (L5) + 36 - 204 + 27
NAE (L6) - 14 - 86 0 1
Surprisal + NAE (L5) + , + 562 + , - 349 0 , + 28
Surprisal + NAE (L6) + , - 577 + , - 246 0 , 0 2
Surprisal-GPT-2 + NAE (L5) + , + 572 + , - 325 - , + 30
Surprisal-GPT-2 + NAE (L6) + , - 588 + , - 238 - , 0 4
NAE (L5) + Energy (L5) 0 , + 204 - , + 337 + , + 37
NAE (L6) + Energy (L6) - , - 19 - , + 417 0 , - 5
NAE (L12) - 6 - 349 + 15
Surprisal + NAE (L12) + , - 568 + , - 447 0 , + 15
Surprisal-GPT-2 + NAE (L12) + , - 577 + , - 423 0 , + 16
NAE (L12) + Energy (L6) - , - 15 - , + 429 + , 0 15
NAE (all layers) - 3 - 571 + 11
Surprisal + NAE (all layers) + , - 572 + , - 650 0 , + 12
Surprisal-GPT-2 + NAE (all layers) + , - 583 + , - 620 0 , + 13
NAE (all layers) + Energy (L5) - , + 250 - , + 677 + , + 31
NAE (all layers) + Energy (L6) - , - 12 - , + 588 + , 0 11
NAE-N (L12) - 12 - 280 + 16
Surprisal-GPT2 + NAE-N (L12) + , - 581 + , - 390 - , + 18
Energy (L5) + NAE-N (L12) + , - 229 + , - 296 + , + 36
Energy (L6) + NAE-N (L12) - , - 20 + , - 480 0 , + 16
dNAE (L12) + 35 - 78 + 4
Surprisal-GPT2 + dNAE (L12) + , + 612 + , - 209 - , + 7
Energy (L5) + dNAE (L12) + , + 230 + , - 112 + , + 32
Energy (L6) + dNAE (L12) - , + 41 + , - 397 - , + 7
MD (L12) 0 2 - 82 + 17
Surprisal-GPT2 + MD (L12) + , 0 561 + , - 196 0 , + 19
Energy (L5) + MD (L12) + , - 215 + , - 124 + , + 35
Energy (L6) + MD (L12) - , - 9 + , + 395 0 , + 18
dNAE-N (L12) + 66 - 78 + 4
Surprisal-GPT2 + dNAE-N (L12) + , + 649 + , - 209 - , + 7
Energy (L5) + dNAE-N (L12) + , + 253 + , - 88 + , + 31
Energy (L6) + dNAE-N (L12) - , + 72 + , - 397 - , + 7
MD-N (L12) + 4 - 108 + 14
Surprisal-GPT2 + MD-N (L12) + , + 573 + , - 210 0 , + 15
Energy (L5) + MD-N (L12) + , 0 203 + , - 153 + , + 33
Energy (L6) + MD-N (L12) - , + 9 + , + 391 0 , + 14

Table 5: Results of the corpus modeling with variants of attention-entropy measures. NAE=attention entropy
normalized to the highest entropy attainable per position; NAE-N=NAE weighted by the L2-norm of the output
vector; dNAE=difference in normalized attention entropy between consecutive words; MD=Manhattan (L1-norm)
distance of normalized attention entropy between consecutive words; MD-N= Manhattan (L1-norm) distance using
NAE-N, rather than NAE. L12 is the twelfth, i.e., the last layer of GPT-2, L5 and L6 are the fifth and sixth layer
of NRGPT. The first three rows are the best model presented in the main text. The rest of the formatting follows
Table 1.
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Model with +/-/0? ∆LL +/-/0? ∆LL +/-/0? ∆LL
NSC NSC UCL UCL UCL UCL

(et) (et) (spr) (spr)
Surprisal + 561 + 321 0 1
Surprisal-GPT2 + 561 + 153 - 4
Energy (L5) + 163 + 39 0 0
Energy (L6) 0 0 + 48 - 8
Surprisal + Energy (L5) + , + 674 + , + 342 0 , 0 1
Surprisal + Energy (L6) + , 0 562 + , + 348 0 , - 10
Surprisal-GPT-2 + Energy (L5) + , + 666 + , + 174 - , 0 4
Surprisal-GPT-2 + Energy (L6) + , - 563 + , + 183 - , - 11
Entropy (L5) + 4 - 44 + 6
Entropy (L6) - 7 - 28 0 2
Surprisal + Entropy (L5) + , 0 561 + , - 360 0 , + 6
Surprisal + Entropy (L6) + , - 571 + , - 352 0 , 0 3
Surprisal-GPT-2 + Entropy (L5) + , 0 562 + , - 198 - , + 9
Surprisal-GPT-2 + Entropy (L6) + , - 571 + , - 183 - , 0 5

Table 6: Mixed-effects model results for the 100,000-iteration model. Format as in Table 1.

Model with +/-/0? ∆LL +/-/0? ∆LL +/-/0? ∆LL
NSC NSC UCL UCL UCL UCL

(et) (et) (spr) (spr)
Surprisal + 305 + 60 0 1
Surprisal-GPT2 + 314 + 73 0 2
Energy (L5) + 208 - 53 + 6
Energy (L6) - 20 + 103 - 15
Surprisal + Energy (L5) + , + 458 + , - 114 0 , + 7
Surprisal + Energy (L6) + , - 326 + , + 139 0 , - 15
Surprisal-GPT-2 + Energy (L5) + , + 468 + , - 121 0 , + 7
Surprisal-GPT-2 + Energy (L6) + , - 337 + , + 139 0 , - 15
Entropy (L5) + 40 - 44 + 30
Entropy (L6) - 8 - 28 0 1
Surprisal + Entropy (L5) + , + 321 + , - 112 0 , + 32
Surprisal + Entropy (L6) + , - 320 + , - 92 0 , 0 2
Surprisal-GPT-2 + Entropy (L5) + , + 330 + , - 119 0 , + 32
Surprisal-GPT-2 + Entropy (L6) + , - 330 + , - 105 0 , 0 2
Entropy (L5) + Energy (L5) + , + 211 - , - 66 + , 0 30
Entropy (L6) + Energy (L6) - , - 27 - , + 125 0 , - 15
Entropy-GPT2 (L12) - 2 - 77 + 20
Surprisal + Entropy-GPT2 (L12) + , - 314 + , - 127 0 , + 21
Surprisal-GPT-2 + Entropy-GPT2 (L12) + , - 323 + , - 133 0 , + 21
Entropy-GPT2 (L11) + Energy (L5) - , + 254 - , - 90 + , 0 25
Entropy-GPT2 (L12) + Energy (L6) - , - 27 - , + 121 + , - 24
Entropy-GPT2 (all layers) - 9 - 149 + 14
Surprisal + Entropy-GPT2 (all layers) + , - 331 + , - 195 0 , + 15
Surprisal-GPT-2 + Entropy-GPT2 (all layers) + , - 340 + , - 195 0 , + 15
Entropy-GPT2 (all layers) + Energy (L5) - , + 241 - , - 167 + , + 16
Entropy-GPT2 (all layers) + Energy (L6) - , - 39 - , + 173 + , - 20

Table 7: Mixed-effects model results for the Natural Stories (NSC) corpus and the self-paced reading (spr) and
eye-tracking (et) portions of the UCL corpus filtered on single-token words. Format as in Table 1.
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