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Abstract

Deep research agents have shown remark-
able potential in handling long-horizon tasks.
However, state-of-the-art performance typi-
cally relies on online reinforcement learning
(RL), which is financially expensive due to ex-
tensive API calls. While offline training offers
a more efficient alternative, its progress is hin-
dered by the scarcity of high-quality research
trajectories. In this paper, we demonstrate
that expensive online reinforcement learning
is not all you need to build powerful research
agents. To bridge this gap, we introduce a
fully open-source suite designed for effective
offline training. Our core contributions in-
clude DeepForge, a ready-to-use task syn-
thesis framework that generates large-scale re-
search queries without heavy preprocessing;
and a curated collection of 66k QA pairs, 33k
SFT trajectories, and 21k DPO pairs. Lever-
aging these resources, we train OffSeeker
(8B), a model developed entirely offline. Ex-
tensive evaluations across six benchmarks
show that OffSeeker not only leads among
similar-sized agents but also remains compet-
itive with 30B-parameter systems trained via
heavy online RL. All code and data are pub-
licly available at https://github.com/
Ralph-Zhou/OffSeeker.

1 Introduction

Large language model (LLM)-based agents have
been widely applied to complex tasks involving
extended reasoning, multi-step decision-making,
and tool use (Gao et al., 2025a; Hu et al., 2025;
Team et al., 2025a; Fang et al., 2025; Chen et al.,
2025b). Among them, deep research agents spe-
cialize in long-horizon web information gather-
ing, iterative hypothesis refinement, and struc-
tured synthesis, and have achieved strong perfor-
mance on challenging benchmarks such as GAIA,

* Project Lead.
† Corresponding authors.

BrowseComp, Xbench, and HLE (Mialon et al.,
2023; Wei et al., 2025; Chen et al., 2025a; Phan
et al., 2025). Despite this progress, developing
deep research agents remains difficult in practice
due to (1) inefficient open-source data synthe-
sis frameworks, (2) limited availability of high-
quality training trajectories, and (3) the high cost
of online reinforcement learning, which together
hinder scalability, accessibility, and reproducibil-
ity in academic research.

Specifically, as summarized in Table 1, most
systems employ online RL with live web interac-
tions. This causes instability in non-stationary en-
vironments and incurs high API costs (over $350
for 50 GRPO steps), undermining research prior-
ities such as cost control, reproducibility, and ac-
cessibility, and confining large-scale experiments
to well-resourced industry labs.

In contrast, offline training is constrained by in-
adequate data synthesis frameworks and datasets.
A key bottleneck lies in obtaining diverse seed en-
tities, as most methods depend on well-cleaned
and well-structured Wikipedia resources (Liu
et al., 2025; Gao et al., 2025b; Li et al., 2025b;
Lu et al., 2025), which demand heavy human ef-
fort for preprocessing and yield limited timeliness
and diversity. Constrained by these frameworks,
high-quality trajectories and preference data re-
main scarce. Existing deep-research datasets lack
the complexity and diversity required for advanced
reasoning (Hu et al., 2025).

To solve this, our work systematically addresses
the three key challenges described above by pro-
viding a comprehensive, fully open-source deep
research agent training solution.

First, we introduce DeepForge, an end-to-
end pipeline for synthesizing deep research tasks
through real-world web interaction. It uses LLM-
based prompting and iterative expansion to con-
struct large collections of initial entities and URLs,
together with an entity graph. This lightweight de-
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Table 1: Comparison among recent deep research works. “Training Regime” indicates whether model training
follows an online (“On”) or offline (“Off”) procedure. “API Cost” denotes the estimated monetary cost (USD)
of additional search API calls made through interactions with external environments during model training; it
excludes the one-time cost of constructing training data. More details about our estimation method can be found
in Appendix A.1.

Current Works
Open Source Components Training

Regime
API
CostData Synthesis

Framework
Training

Script
Model
Weight

Deep Search
QA Data

High-Quality
Trajectories

Kimi-K2 (Team et al., 2025a) ✗ ✗ ✓ - - Off+On -
WebDancer (Wu et al., 2025a) ✗ ✗ ✓ 200 200 Off+On -
WebSailor (Li et al., 2025b) ✗ ✗ ✓ 20 - Off+On -
WebShaper (Tao et al., 2025) ✗ ✗ ✓ 500 - Off 0
WebExplorer (Liu et al., 2025) ✗ ✗ ✓ 100 - Off+On >$2,918
Tongyi DeepResearch (Team et al., 2025c) ✗ ✗ ✓ - - Off+On -
DeepDive (Lu et al., 2025) ✓ ✗ ✗ 3.2k 858 Off+On >$4,300
Asearcher-v1 (Gao et al., 2025b) ✓ ✓ ✓ 35k - On >$360
Ours ✓ ✓ ✓ 66k 33k Off 0

sign eliminates the need for heavy preprocessing
and enables the synthesis of dynamic and diverse
tasks beyond static resources such as Wikipedia.

Second, to address the scarcity of academic re-
sources, we release the first comprehensive large-
scale deep research dataset to the public, in-
cluding 66k challenging QA pairs generated by
DeepForge, 33k SFT trajectories, and 21k DPO
preference pairs. This dataset substantially lowers
the entry barrier for research in this area.

Third, we demonstrate that online reinforce-
ment learning is not all you need to de-
velop enterprise-level offline-trained deep re-
search agents. We present OffSeeker, an 8B-
parameter deep research agent based on Qwen3-
8B (Yang et al., 2025), trained entirely us-
ing offline supervised fine-tuning and DPO. Ex-
perimental results show that our offline ap-
proach matches or even exceeds the performance
of prominent online RL systems, for example,
26.6 on BrowseComp-ZH, compared with 25.5
for WebSailor-32B, while significantly reducing
training costs and providing better reproducibility.

Our contributions are as follows:
• We open-source DeepForge, an end-to-end

framework for synthesizing large-scale and di-
verse deep research tasks that require exten-
sive multi-step reasoning and exploration. The
framework is ready to use out of the box and
does not require heavy preprocessing.

• We release the first fully open deep-research
resource suite, including the full codebase and
dataset: 66k challenging deep research tasks,
33k high-quality SFT trajectories, and 21k
DPO preference data, substantially lowering
barriers to academic research.

• We release our offline-trained 8B model,
OffSeeker, via a fully offline training
recipe. It achieves strong deep-research capa-
bilities without online RL, reducing API costs
to near zero. Experiments show OffSeeker
ranks top-tier among comparable-scale agents
and rivals 30B systems trained with online RL.

2 DeepForge: Large Scale
Deep-Research Data Synthesis

Existing open-source data synthesis frameworks
require extensive preprocessing, such as down-
loading full Wikipedia dumps or querying the
Wikipedia SPARQL API (Liu et al., 2025; Gao
et al., 2025b; Lu et al., 2025; Tao et al., 2025;
Li et al., 2025b). These heavy requirements in-
crease implementation complexity and constrain
dataset diversity. Moreover, frameworks from
ASearcher and DeepDive rely primarily on fully
offline Wikipedia datasets, which cover only a
small fraction of real-world web sources. Con-
sequently, these approaches cannot generate dy-
namic, up-to-date high-quality data.

To address these limitations, we introduce
DeepForge, a simple yet highly effective
pipeline that synthesizes large-scale deep research
tasks and is ready to use immediately. We then
construct DeepForge-QA, a 66k challenging
deep search dataset for model training.

2.1 Scalable Entity Expansion

In contrast to existing approaches that rely
on extensive preprocessing infrastructures,
DeepForge initiates the process with a
lightweight and scalable entity expansion stage.
As illustrated in Figure 1, we first prompt an LLM
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(a) Scalable Entity Expansion (b) Complex Question Generation

Entity ExtractionWeb Expansion Multi-hop Complex Question

Question: I'm looking for a family 
name associated with the Parisian hotel 
industry.  My search begins with a 
boutique hotel located on a street whose 
name commemorates a former national 
theatre ... What is this family's name?

Answer: Teil family

Initial 
Entity

Entity Graph

INVENTION

NOVELSCIENTIST

WAR

CHEMICAL

RESEARCH

INNOVATIONBIOLOGY

Figure 1: Overview of our DeepForge data synthesis pipeline. DeepForge comprises two main stages: (a)
Scalable Entity Expansion and (b) Complex Question Generation. After synthesizing complex deep search tasks,
we further deploy an agent framework to collect high-quality trajectories.

to generate a broad pool of initial entities, typi-
cally simple nouns that collectively span a wide
range of domains. We then iteratively refine this
pool into a comprehensive seed entity set through
a two-step process: (1) For each initial entity,
we query a web search API to collect a set of
relevant URLs, thereby constructing a large-scale
seed URL corpus; (2) For each seed URL, we
extract clean textual content using html2text,
and prompt an LLM to identify additional entities
mentioned within the retrieved text. To ensure
that the generated questions encourage genuine
research, the LLM is instructed to prioritize the
extraction of long-tail and low-frequency entities.
Following deduplication and noise filtering,
this procedure results in a large, diverse, and
high-quality entity pool suitable for constructing
multi-hop knowledge graphs.

2.2 Complex Question Generation

Given the expanded entity set, DeepForge con-
structs an entity-centric knowledge graph through
multi-step traversal. Starting from each seed en-
tity, a lightweight search agent retrieves both in-
trinsic attributes and relational links to other enti-
ties. Recursively expanding along low-frequency
or sparsely documented relations yields an entity
graph with rich cross-entity dependencies.

Using this graph as context, we prompt
DeepSeek-v3.1 (Liu et al., 2024) to synthesize
questions that require multiple rounds of web
search, cross-entity reasoning, and ambiguity res-
olution. Each question is paired with a gold
answer grounded in the retrieved evidence. To
further enhance difficulty, we introduce a prun-
ing stage that removes overly specific clues
while preserving solvability, intentionally reduc-
ing surface-level cues and increasing the depth
of reasoning required. Using this pipeline, we

construct DeepForge-QA, which contains 66k
high-difficulty, multi-hop, and high-uncertainty
deep search questions. More details can be found
in Appendix A.2.

2.3 Analysis of Synthesized Tasks
High-quality deep research tasks require extensive
multi-step reasoning and exploration. To assess
the quality and difficulty of tasks generated by
DeepForge, we randomly sample 5,000 synthe-
sized queries. As all questions are solvable by our
research agent, DeepSeek-v3.1, we compare the
distribution of tool call counts as a difficulty met-
ric (Chen et al., 2024; Qu et al., 2025).

As illustrated in Table 2 and Figure 2, the
difficulty of DeepForge-QA substantially ex-
ceeds that of most existing open-source deep re-
search datasets, indicating greater suitability for
training models on complex tasks. Specifically,
the generated tasks demand sustained multi-step
exploration, with an average of 11.2 tool calls
per question, far surpassing comparable datasets
such as ASearcher. These results demonstrate
that DeepForge produces tasks that better cap-
ture the uncertainty and long-horizon reasoning
of real-world deep research problems, empha-
sizing long-term planning, information synthe-
sis, and iterative evidence gathering. A case
study of the generated tasks is provided in Ap-
pendix A.2.3. To assess potential benchmark leak-
age, we also compare DeepForge-QA, DeepForge-
SFT, and DeepForge-DPO against the six eval-
uation benchmarks; Appendix A.5 reports this
lexical-overlap analysis.

3 Methodology

3.1 Overall Agent Framework
We adopt a ReAct-style agent framework (Yao
et al., 2022), which explicitly interleaves reason-
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Table 2: Comparison of current open-source deep search datasets statistics. Statistics from other works are obtained
from Liu et al. (2025). For ASearcher, we report their LRM split results. For DeepDive, we calculate the average
turns based on their open-source SFT trajectories.

Dataset WebDancer SailorFog WebShaper ASearcher DeepDive WebExplorer Ours

Number of open-source samples 200 20 500 35k 3.2k 100 66k
Average Turns 5.4 8.2 8.4 6.5 9.9 10.6 11.2

0

0.02

0.04

0.06

0.08

0.1

0.12

DeepForge-QA

Browsecomp

Sa
m

pl
e 

Pr
op

or
ti

on
 (

%
)

Number of Tool Calls
0 4 8 12 16 20 24 28 32 36+

Figure 2: Comparison of tool calling turns dis-
tribution between DeepForge-generated tasks and
BrowseComp-en with DeepSeek-v3.1.

ing and action. The agent’s intermediate reason-
ing, tool invocations, and tool outputs are rep-
resented using <think>, <tool call>, and
<tool response> tags, respectively. Tool re-
sponses are appended to the interaction history and
fed back to the agent, enabling iterative interaction
with the environment.

Formally, given an initial task query q, we de-
note the agent’s internal reasoning at step t as τt,
the action (tool invocation) as αt, and the envi-
ronment feedback as ot. The agent iteratively rea-
sons and interacts until producing a final answer
enclosed by <answer>. A complete interaction
trajectory is:

T = (q, τ0, α0, o0, τ1, α1, o1, . . . , τt, ⟨ans⟩).

To support efficient deep-research behav-
ior, we equip the agent with four tools:
search, visit urls, search wiki,
and code execution. More details about the
agent framework can be found in Appendix A.3.

3.2 Supervised Fine-tuning
SFT Trajectory Construction. To obtain high-
quality step-by-step reasoning trajectories, we
built an agent framework with corresponding tools
and used proprietary models to sample and obtain
trajectories. For each question, the agent interacts
with real internet environment, performs multi-
step exploration, retrieves evidence, and produces
a final answer. Since our constructed data primar-
ily focuses on web search tasks, we include a small

portion of open-source datasets containing other
task types to mitigate catastrophic forgetting and
ensure the model maintains the ability to utilize
tools such as code execution.

To ensure the quality, the sampled trajecto-
ries are then filtered through a multi-stage quality
pipeline that checks for: (1) invalid tool results and
API errors; (2) format consistency and structural
validity; (3) answer correctness through semantic
equivalence evaluation; and (4) overall trajectory
quality using LLM-based assessment. After filter-
ing, we obtain 33k high-quality trajectories for
SFT training. Detailed filtering procedures can be
found in Appendix A.4.

Training Objective. We perform standard su-
pervised fine-tuning (SFT) on the curated trajecto-
ries. Formally, let (x, T ) ∼ DSFT denote a train-
ing example, where x is the initial task query and
T = (q, τ0, α0, o0, τ1, α1, o1, . . . , τt, ⟨ans⟩) is the
full interaction trajectory containing intermediate
reasoning, tool invocations, environment observa-
tions, and the final answer. We adopt the standard
autoregressive SFT objective, minimizing the neg-
ative log-likelihood of the ground-truth trajectory:

LSFT(θ) = E(x,T )∼DSFT

[
−∑|T |

t=1 log pθ(Tt | x, T<t)
]

(1)

3.3 Direct Preference Optimization
To reduce recurring environment-interaction costs
during policy optimization, we explore an of-
fline preference-learning alternative. Specifi-
cally, we adopt Direct Preference Optimization
(DPO) (Rafailov et al., 2023), which optimizes
the policy directly from offline preference pairs
without further interaction with the search envi-
ronment.

Preference Data Construction. We first deploy
the SFT-trained model to generate multiple can-
didate trajectories for each task. Subsequently, a
powerful LLM-based evaluator is utilized to assess
and assign scores to each trajectory across several
dimensions, such as logical consistency, factual
correctness, and overall solution quality.
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Figure 3: Analysis of GRPO training results. Left: Model performance (score) on BrowseComp-ZH during GRPO
training. Middle: Cumulative API expenditure (in USD) throughout training. Right: Time consumption (minutes)
of each training step.

For each task, we select the top two highest-
scoring trajectories and the bottom two lowest-
scoring trajectories, and pair them exhaustively to
form four preference pairs. To ensure high-quality
supervision, we further filter the data by retain-
ing only pairs in which the preferred trajectory re-
ceives a strictly higher evaluation score than the
rejected one. Following this procedure, we con-
struct approximately 21k high-quality preference
pairs for DPO training.

Training Objective. DPO encourages the
model to assign higher likelihood to preferred
trajectories while remaining close to the reference
SFT policy. Let (T+, T−) ∼ DDPO denote a
preference pair. We define the log-ratio

∆θ(T ) = log πθ(T )− log πref(T ), (2)

where πθ is the current policy and πref denotes the
frozen SFT reference model. The DPO objective
is then given by

LDPO(θ) = −E(T+,T−)

[
log σ

(
β(∆θ(T

+)−∆θ(T
−))

)]
, (3)

where β is the hyperparameter that controls the
strength of preference optimization.

4 Preliminary: Online RL Cost Analysis

To assess API overhead and time costs in online
RL for training deep research models, we experi-
mented with a SFT-warmup 8B model further re-
fined via online RL.

Experiment Setup We used the GRPO (Shao
et al., 2024) algorithm, implemented in the
rllm (Tan et al., 2025) framework, on a subset of
DeepForge-QA. We tracked (1) model perfor-
mance on a sampled BrowseComp-ZH subset, (2)
cumulative search API costs during training, and
(3) per-step training time. More details can be
found in Appendix A.7.

Online RL Incurs Recurring Search-API Costs.
As shown in Figure 3 (middle), GRPO training for
50 steps incurred ≈ $350 in API costs. Tool calls
and environment interactions per task also slowed
rollouts substantially; a single step took about 20–
30 minutes (Figure 3, right). Online RL further
introduces instability, as large-scale GRPO sam-
pling causes API call bursts that risk rate limits or
failures from external services.

After the offline datasets have been constructed,
SFT and DPO incur no additional search-API
costs during policy optimization.

5 Main Experiments

5.1 Experimental Setup

We use Qwen3-8B as the base model and per-
form supervised fine-tuning on high-quality SFT
data, followed by further optimization with con-
structed DPO preference pairs. Detailed train-
ing procedures and hyperparameter settings can be
found in Appendix A.6. During evaluation, we
use the Serper API* for web search and Jina† for
webpage content extraction. Retrieved webpages
are summarized using DeepSeek-V3.1. We use
DeepSeek-V3.1 as the LLM judge for answer cor-
rectness.

We evaluate our method on six challeng-
ing benchmarks: GAIA (Mialon et al., 2023),
BrowseComp-ZH (Zhou et al., 2025), BrowseC-
omp (Wei et al., 2025), HLE (Phan et al., 2025),
XBench-DeepSearch (Chen et al., 2025a), and
WebWalkerQA (Wu et al., 2025b). As in prior
deep research studies, we use the text subsets
for GAIA and HLE. We compare our approach
with foundation models and deep research agents.
Model performance is reported using the pass@1
metric.

*https://serper.dev
†https://jina.ai
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Table 3: Main results on deep research benchmarks. All scores of OffSeeker are computed as Pass@1 using
LLM-as-Judge. BC-zh and BC-en denote the BrowseComp-ZH and BrowseComp benchmarks, respectively, while
XBench-DS refers to XBench-DeepSearch. Scores marked with † are reported from our own tests, others are
reported from official reports or other deep research works. For GAIA and HLE, we use text-only subset of the
original benchmarks. Bold represents the best performance among Small Size Deep Research Agents on each
benchmark, while underlined values represent the second best performance.

Backbone GAIA BC-zh BC-en HLE XBench-DS WebWalkerQA

Large Size Foundation Models (> 100B)

OpenAI-o3 70.5 58.1 49.7 20.2 66.7 71.7
Claude-4-Sonnet 68.3 29.1 12.2 20.3 64.6 61.7
DeepSeek-V3.1 63.1 49.2 30.0 29.8 71.0 61.2
DeepSeek-V3.2 63.5 47.9 40.1 27.2 71.0 -
Kimi-K2 57.7 28.8 14.1 18.1 50.0 63.0

Medium Size Deep Research Agents (30B-72B)

MiroThinker-32B-DPO-v0.1 57.3 17.0 13.0 11.8 - 49.3
ASearcher-Web-QwQ 52.8 15.6 5.2 12.5 42.1 34.3
WebDancer-QwQ 51.5 18.0 3.8 - 39.0 47.9
WebSailor-32B 53.2 25.5 10.5 - 53.3 -
WebSailor-72B 55.4 30.1 12.0 - 55.0 -
WebSailor-v2-30B-A3B (SFT) 66.0 28.3 24.4 23.9 - -
WebSailor-v2-30B-A3B (RL) 74.1 44.1 35.3 30.6 - -
WebShaper-32B 52.4 - - - - 51.4
WebShaper-72B 60.0 - - - - 52.2
Tongyi-DeepResearch 70.9 46.7 43.4 32.9 - 72.2

Small Size Deep Research Agents (< 10B)

MiroThinker-8B-DPO-v0.1 46.6 13.6 8.7 - - 45.7
WebSailor-7B 33.0 14.2 6.7 - 34.3 -
DeepDive-9B (SFT) - 15.7 5.6 - 35.0 -
DeepDive-9B (RL) - 15.1 6.3 - 38.0 -
WebExplorer-8B (RL)† 47.6 31.8 14.6 12.4 53.0 58.0
OffSeeker-8B (SFT) 47.6 24.2 10.6 11.7 48.0 60.0
OffSeeker-8B (DPO) 51.5 26.6 12.8 13.8 49.0 61.7

5.2 Main Results

Table 3 summarizes the main evaluation results
of OffSeeker across six challenging deep-
research benchmarks.

Online RL is Not All You Need. OffSeeker
attains top-tier performance among agents of com-
parable scale and matches models with up to
30B parameters that are trained using online
RL. Across all benchmarks, it delivers consis-
tently strong results, indicating that advanced
deep-research capabilities can be realized solely
through offline training and online RL is not
all effective deep-research modeling need. On
BrowseComp-ZH, OffSeeker achieves a score
of 26.6, surpassing medium-scale systems such as
WebSailor-32B (25.5) and approaching the perfor-
mance of WebSailor-72B (30.1). On WebWalk-
erQA, it reaches 61.7, comparable to large founda-

tion models including Claude-4-Sonnet (61.7) and
DeepSeek-V3.1 (61.2). Importantly, these results
are obtained without any online RL, whereas many
competitors depend on extensive and costly online
fine-tuning. Among agents below 10B parameters,
OffSeeker consistently ranks at the top, signifi-
cantly outperforming open-source baselines such
as ASearcher and DeepDive on BrowseComp-
ZH, BrowseComp, and XBench-DS. All improve-
ments over baseline models are statistically signif-
icant (p < 0.05).

OffSeeker Can Generalize Effectively. Al-
though the training data primarily targets deep
search tasks, OffSeeker exhibits strong gener-
alization across diverse task categories. For exam-
ple, on the HLE benchmark, OffSeeker (DPO)
attains a score of 13.8, matching or surpassing
models trained with online reinforcement learn-
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ing, including WebExplorer-8B and ASearcher-
Web-QwQ. This result is particularly significant
because HLE involves reasoning patterns dis-
tinct from standard search tasks. We attribute
this success to the model’s ability to internal-
ize high-level complicated problem-solving strate-
gies, rather than merely memorizing search pat-
terns. The consistent performance beyond the
training domain underscores the effectiveness of
our offline preference-based approach, showing
that high-quality preference data can yield robust
and transferable reasoning capabilities.

Offline RL Training Achieves Competitive Re-
sults. The comparison between the SFT and
DPO variants highlights the benefits of our of-
fline DPO methodology. DPO consistently en-
hances performance across all benchmarks: +3.9
on GAIA, +2.4 on BrowseComp-ZH, +2.2 on
BrowseComp, +2.1 on HLE, +1.0 on XBench-
DeepSearch, and +1.7 on WebWalkerQA. These
consistent gains confirm that advanced deep-
research competency can be attained through of-
fline preference optimization. Moreover, once the
offline datasets are constructed, SFT and DPO re-
quire no additional search-API calls during pol-
icy optimization, providing a reusable training set-
ting for groups with limited recurring API budgets.
This approach advances our goal of enabling ac-
cessible development of deep-research agents.

6 Empirical Study

This section presents an empirical analysis ad-
dressing central aspects of our approach: the qual-
ity of generated training data, the impact of con-
text window size, and the effect of model scaling.

6.1 Quality Analysis of Synthesized Data

To rigorously evaluate the quality of data gen-
erated by DeepForge, we constructed multi-
ple SFT training sets with different sizes. These
datasets were used to train the Qwen3-8B model,
and model performance was evaluated on the
BrowseComp-ZH benchmark. For compari-
son, we use SFT-only versions of WebExplorer-
8B (trained on 13k samples) and DeepDive-9B
(trained on 858 samples) as our baselines.

Figure 4 shows that accuracy scales steadily
with dataset size. Notably, with only 2k sam-
ples, our model achieves 19.7% accuracy, substan-
tially outperforming DeepDive-9B (15.7% with

858 samples). This highlights the high quality and
efficiency of data generated by DeepForge.
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Figure 4: Pass@1 accuracy (%) on BrowseComp-ZH
for different SFT models and dataset sizes. For our
model, all tasks are generated by DeepForge.

6.2 Effect of Different Context Window Sizes
To assess how context length influences the per-
formance of deep research models, we system-
atically evaluate OffSeeker across GAIA and
BrowseComp-ZH, under context windows from
16k to 128k tokens. As illustrated in Figure 5,
accuracy increases consistently with larger con-
text windows. On GAIA, performance rises from
33.98% at 16k to 56.31% at 128k. The effect
is even more pronounced on the more demand-
ing BrowseComp-ZH benchmark, where accu-
racy improves from 3.48% to 29.97%. Notably,
a 32k context window yields only about 35%
of the performance achieved with the 128k set-
ting. These findings underscore the critical role
of extended context capacity in enabling com-
plex, multi-hop reasoning and the integration of
dispersed evidence, capabilities essential for ad-
vanced research-oriented tasks.

6.3 Effect of Model Scaling
To study model scaling, we train 4B,
8B, and 14B OffSeeker variants on
DeepForge-Dataset using the Qwen3
model family (Yang et al., 2025) and evaluate
them on GAIA and BrowseComp-ZH.

As shown in Table 4, accuracy improves con-
sistently as model size increases. The largest
model, OffSeeker-14B (SFT), achieves 51.4%
and 24.6% on GAIA and BrowseComp-ZH, re-
spectively. Applying DPO training yields addi-
tional gains across all sizes; OffSeeker-14B
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BrowseComp-ZH with different context window sizes.

Table 4: Pass@1 accuracy (%) of OffSeeker vari-
ants at different scales on GAIA and BrowseComp-ZH.

Model Size GAIA BrowseComp-
ZH

OffSeeker-4B (SFT) 37.8 18.3
+DPO 43.7 +5.9 18.7 +0.4
OffSeeker-8B (SFT) 47.6 24.2
+DPO 51.5 +3.9 26.6 +2.4
OffSeeker-14B (SFT) 51.4 24.6
+DPO 54.4 +3.0 27.0 +2.4

with DPO reaches 54.4% on GAIA and 27.0% on
BrowseComp-ZH, highlighting the effectiveness
of offline DPO.

7 Related Work

7.1 Deep Research Agents
Deep research agents have rapidly emerged as a
new frontier in LLMs (OpenAI, 2025; Team et al.,
2025a; Hu et al., 2025; Fang et al., 2025; Qiu et al.,
2025; Team et al., 2025b), delivering strong per-
formance on complex reasoning benchmarks such
as GAIA (Mialon et al., 2023). A growing body
of work focuses on large-scale web-based explo-
ration, exemplified by the Tongyi Deep Research
series (Wu et al., 2025a; Li et al., 2025b,a), We-
bExplorer (Liu et al., 2025), and ASearcher (Gao
et al., 2025b), which exhibit advanced browsing
and information synthesis capabilities on bench-
marks like BrowseComp (Wei et al., 2025).

Most advanced systems heavily rely on online
RL to achieve robust performance in deep research
tasks. However, these methods are computation-
ally expensive and resource-intensive. In contrast,
offline learning remains underexplored, largely
due to the limited availability of high-quality data.
To address this gap, we introduce the first large-
scale deep research SFT and DPO datasets de-

signed to support efficient offline training for deep
research agents.

7.2 Deep Search Task Synthesis

Deep search tasks differ fundamentally from stan-
dard web-based QA benchmarks such as Hot-
potQA (Yang et al., 2018) and 2WikiMulti-
hopQA (Ho et al., 2020). Unlike conventional
benchmarks, these tasks require reasoning under
high uncertainty and sustained interaction with
real-world search environments. However, high-
quality data for deep search is currently scarce.
Therefore, it is essential to automatically synthe-
size large-scale, diverse, and high-fidelity tasks to
develop models with advanced web-based reason-
ing capabilities. Several frameworks have been
proposed to support such automatic synthesis.
WebSailor (Li et al., 2025b) and WebShaper (Tao
et al., 2025) focus on enhancing question diversity
and uncertainty via fuzzing or set-theoretic com-
position. ASearcher (Gao et al., 2025b) and Deep-
Dive (Lu et al., 2025) both use offline Wikipedia
data to construct complex research tasks. They
employ techniques like LLM agents and knowl-
edge graph walks for complex query generation,
and have publicly released their code and synthe-
sized tasks.

Despite these advances, most existing frame-
works rely on intricate preprocessing workflows
and rarely release complete pipelines or datasets.
Here, we present a simple and efficient framework
that produces challenging deep search questions
directly, without extensive preprocessing. All
code and data are fully released to enable trans-
parent and reproducible research.

8 Conclusion

This work addresses three critical challenges in
deep research agent development: (1) the lack
of efficient open-source data synthesis frame-
works, (2) the shortage of high-quality trajectory
data, and (3) the prohibitive cost of online rein-
forcement learning. We show that high-quality,
reusable offline data combined with SFT and DPO
can reduce reliance on recurring online environ-
ment interaction while producing a strong deep re-
search agent. To alleviate data scarcity and train-
ing costs, we introduce a fully open-source re-
source suite: DeepForge, a simple yet effec-
tive framework for synthesizing large-scale and
diverse deep research tasks without heavy pre-
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processing; DeepForge-Dataset, which in-
cludes 66k QA pairs, 33k supervised fine-tuning
trajectories, and 21k DPO preference pairs; and
OffSeeker, an 8B-parameter agent trained en-
tirely offline. Experiments across six benchmarks
demonstrate that our offline approach matches
or outperforms online RL-based systems, signif-
icantly lowering the barrier to developing high-
quality deep research agents.

Limitations

Our offline approach achieves strong performance,
but some limitations remain. Even with a 128k
context window, certain complex queries (e.g., in
BrowseComp) may exceed token limits, hinder-
ing full evidence integration; external memory or
summarization may help. Additionally, our data
primarily targets web search scenarios and does
not yet cover domains like scientific literature or
multimodal tasks, which we plan to explore in fu-
ture work.
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A Appendix

A.1 Details of Estimating API Cost

Following the official pricing†, the cost of 1K
API calls is set to $1. In Table 1, the total API
cost is computed by assuming 15 search API calls
per deep search task and using officially reported
training steps and parameters, with the exception
of ASearcher-v1. For ASearcher-v1, the average
number of search queries during the initial train-
ing phase is set to 3.5. Some models lack re-
ported cost values due to the absence of detailed
training information, such as total steps or batch
size. The values presented here estimate only
the cost of training the primary model using on-
line reinforcement learning methods and exclude
any exploratory or analytical experiments. Conse-
quently, the actual API costs are likely to be con-
siderably higher than these estimates.

A.2 Details of Task Synthesis Pipeline

A.2.1 Full Pipeline
Algorithm 1 shows the pseudocode of the full
pipeline of the task synthesis process. It consists
of two main stages: (1) Scalable Entity Expansion
and (2) Complex Question Generation.

A.2.2 Prompts for Each Stage
Below is the prompt for generating initial noun
batch:

Prompt for GenerateRandomNouns

Please generate {batch size} diverse Chi-
nese or English nouns randomly, including
abstract and concrete nouns.
They should cover various fields such as
technology, geography, culture, art, nature,
brands, movies, plants, animals, and orga-
nizations.
Requirements:

• No duplicates allowed

• No numbering required

• Each noun should be on a separate line

• Only output the nouns themselves,
without any explanations

• Do not include any nouns that have al-
ready appeared.

†https://serper.dev/billing

Below is the prompt for exploration step when
generating entity graph:

Prompt for in ExploreEntityGraph-P1

You are an agent that can search the web for
information and crawl the webpage content
of a url.
Your task is to gather ample information
about the entity, including two core as-
pects:
1. The entity itself, such as its description,

properties, relevant events, etc.

2. The relationships between the entity
and other entities, such as its neighbors,
etc.

You can use the following tools to help
you:

• search google: to search the web for in-
formation

• crawl url content: to crawl the web-
page content of a url

• search wiki: to search the wikipedia for
information

Here are the tool schemas:
{tool schemas}

If you want to use tools, please out-
put in json format (with name and argu-
ments), enclosed by <function call>
</function call> tags.
Please output only one function call at a
time.

You should first leverage tools to gather in-
formation about the entity, and finally out-
put the final result in the following json for-
mat:
<result>
{{

"entity_self": [
"value1",
"value2",
"value3"

],
"entity_relations": {{

"entity1": "relation1",
"entity2": "relation2",
"entity3": "relation3"

}}
}}
</result>
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Algorithm 1: DeepForge Data Synthesis Pipeline
Input: seed noun batch size B, max workers W , entity exploration depth distribution Pdepth
Output: High-difficulty multi-hop QA dataset D
Stage 1: Scalable Entity Expansion
for batches until noun pool size target reached do
N ← GenerateRandomNouns(B) foreach n ∈ N in parallel with W workers do
Un ← SearchURLs(n) foreach u ∈ Un do

c← html2text(u) Eu ← ExtractEntitiesFromHTML(c) Keep only long-tail
entities; append to pool E

Deduplicate and noise-filter E to form seed entity set S
Stage 2: Complex Question Generation
foreach seed entity e ∈ S in parallel with W workers do

de ∼ Pdepth ; // Sample entity graph exploration depth from the
user-provided distribution

Ge ← ExploreEntityGraph(e, depth = de)
(q, a)← GenerateQAPair(Ge)
(q′, a′)← PruneClues(q, a,Ge)
Append (q′, a′) to set D

; // Prune removes overly specific clues while preserving
solvability

Return final dataset D of hard, multi-hop, high-uncertainty QA pairs

Prompt for in ExploreEntityGraph-P2

For example, if the entity is ”Nginx”, the
value in ”entity self” can be ”Nginx is an
HTTP web server, reverse proxy, content
cache, and load balancer.”, ”nginx-1.29.1
mainline has been released in 2025-08-
13”, ”nginx was publicly released in 2004”
”Nginx is free and open-source software,
released under the terms of the 2-clause
BSD license”
the value in ”entity relations” can be ”Igor
Sysoev”: ”Nginx was created by Russian
developer Igor Sysoev” Now please start to
gather information about the entity.
When generating properties and relations,
do not use high-frequency entities instead
of unpopular entities (such as low-profile
players, niche research institutions, non-
mainstream foundations, etc.)
Here is the entity you should explore:
{name} {description}

Below is the prompt for generating QA pairs
based on the entity graph:

Prompt for GenerateQAPair-P1

You are a helpful assistant that can generate
a question-answer pair based on the given
entity information.
I have already collected a bunch of entities
and their related information. For each en-
tity, I have collected its properties and rela-
tions.
The properties are used to describe the en-
tity itself, and the relations are used to de-
scribe the relationships between the entity
and other entities, which can be used to
generate multi-hop search questions.
Your task is to generate a challenging
question-answer pair to test a model’s
ability to perform deep, multi-hop searches
on the web. The question must force the
model to navigate through information
about obscure entities and cannot be
answered using common knowledge alone.

Core Principles:
1. Focus on Obscurity: The question

must be centered around unpopular or
lesser-known entities, rather than high-
frequency entities.
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Prompt for GenerateQAPair-P2

2. Promote Web Search: The question
must be constructed so that answer-
ing it requires iterative web searches to
verify relationships and properties. It
should not be solvable through guess-
work or general knowledge.

3. Embrace Ambiguity & Fuzziness: De-
scriptions must be vague and indirect.
Avoid precise identifiers that act as di-
rect lookup keys.

4. Use: Ranges (e.g., ”the 1970s,” ”a
budget between $10-20 million”), rel-
ative terms (e.g., ”a short-lived show,”
”a moderately successful album”), and
ambiguous descriptors (e.g., ”a politi-
cian involved in an early environmental
policy”).

5. Avoid: Exact dates (e.g. ”2008 year”),
specific numbers (e.g. ”83rd minute”),
well-known proper names (people,
places, awards), clues that are easy to
deduce, and unique superlatives (such
as ”the first,” ”the highest-grossing”,
”The city with the second highest
wind speed”), which can be directly
searched and found through search
engines.

Construction Guidelines:
1. Source Material: Use the provided in-

formation on an entity-including its
properties and its relations to other
entities-as the foundation for your
question.

2. Question Type: The final answer
should be the name of the target entity.

3. Language: The language of the gener-
ated question must match the language
of the provided entity information, ei-
ther Chinese or English.

4. Describing the Entity: Build the ques-
tion by weaving together vague de-
scriptions of the entity’s properties and
its relations to other obscure entities.
The path to the answer should require
multiple logical ”hops.” For example:

Prompt for GenerateQAPair-P3

Hop 1: Identify Entity A based on its
vague relation to a slightly more known
concept.

Hop 2: Discover that Entity A worked
on a project with Entity B.

Hop 3: Find a vague property of Entity
B that leads to the final target, Entity
C.

Example of a Good vs. Bad Question:

Bad (Too Direct): ”What is the name of
the player who died at the age of 44?” This
uses a unique, precise fact that can be di-
rectly searched.
Good (Vague & Multi-Hop): ”A support-
ing actor from a sci-fi film released in
the late 80s later directed a made-for-TV
movie that was nominated for a minor
industry award in the mid-1990s. What is
the name of this director?” This requires
finding the actor, then their directing
work, then filtering by a specific award
timeframe.

Your Output: Generate a single question-
answer pair that adheres to all the princi-
ples above.
Here are some examples for the ideal
question-answer pair:
{examples}

Now please generate a question-answer
pair based on the given entity graph.
Here is the entity graph:
{entity infos}

Your output should be in the following for-
mat:
<thinking>
[YOUR THINKING HERE, DESCRIBING
WHY YOU WANT TO GENERATE THIS
QUESTION-ANSWER PAIR]
</thinking>
<question>
[THE GENERATED QUESTION HERE]
</question>
<answer>
[THE GENERATED ANSWER HERE]
</answer>
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A.2.3 Question Example
Below is a question example synthesized by
DeepForge:

Example

Question:
A monster material, from the sequel to the
acclaimed open-world game, is dropped by
mummy-like enemies in the desert region.
It’s used to enhance clothing that glows in
the dark and serves a core creative game-
play element. The official name of this
element is used as the name of an explo-
ration achievement in another turn-based
RPG themed around interstellar travel. Un-
locking this achievement requires crafting
an item, including a consumable with a
name derived from European legend. The
recipe can be purchased in a spaceship set-
ting with an Eastern sci-fi feel. What item
does this consumable’s recipe correspond
to?

Answer:
Sword in the Stone

Here, the open-world game refers to “The Leg-
end of Zelda: Tears of the Kingdom” and the turn-
based RPG refers to “Honkai: Star Rail”. The
name of the exploration achievement is “Surplus
Construction” and the consumable’s name is de-
rived from the European legend of the “Sword
in the Stone”. This task cannot be synthesized
solely using offline Wikipedia page content, since
Wikipedia entries for these games do not pro-
vide detailed information, such as the specific
names and methods for obtaining certain in-game
achievements. Access to richer, real-time Internet
information is required to generate such tasks.

A.2.4 Details of Task Construction Cost
To report the one-time resource requirements and
direct search-API cost associated with construct-
ing the DeepForge dataset, we break down the
resource usage by each major pipeline stage and
compute the aggregate resource usage per synthe-
sized QA pair.

Overall Cost per QA Pair. The entire synthesis
pipeline, averaged across all QA pairs, uses 11.66
LLM calls, 89,406 prompt tokens, 1,669 comple-
tion tokens, and 2.68 Serper calls. At the Serper
API price adopted in our analysis ($1 per 1,000

calls), this results in a direct search API cost of
$2.68 per 1,000 QA pairs. Note that all LLM
calls are handled by a locally deployed DeepSeek-
V3.1 model, incurring only local computation cost
without external LLM API fees. The computa-
tional expense of local inference is not included
in the above monetary estimate.

Stage-wise Resource Usage. For greater gran-
ularity, Table 5 details the cost and resource usage
of each synthesis stage. For normalization, the re-
ported values are measured as follows: per initial
entity for URL Generation, per URL for Seed En-
tity Extraction, per seed entity for Entity Graph
Exploration, per QA pair for QA Generation, per
enhanced QA for Difficulty Enhancement, and per
QA checked for Quality Filtering.

Stage LLM Tokens Serper Calls

URL Generation 6 1.00
Seed Entity Extraction 1,121 0
Entity Graph Exploration 55,593 1.74
QA Generation 2,505 0
Difficulty Enhancement 2,567 0
Quality Filtering 1,060 0

Table 5: Stage-wise resource usage in the DeepForge
synthesis pipeline. Serper calls refer to external search
API calls. LLM inference is executed locally, and its
compute expense is not converted into a monetary API
cost.

A.3 Details of Agent Framework
This section provides detailed specifications for
each tool available to the agent. All tools follow
a function-calling interface where the agent in-
vokes tools using structured <tool call>
tags and receives responses wrapped in
<tool response> tags.

Search Tool. The search tool is used by the
agent to acquire search engine results.

Input: A single search query string or a list of
search query strings.

Output: Search results in JSON format, includ-
ing page titles, snippets, and URLs.

Usage: The agent uses this tool to retrieve rele-
vant webpages or information through web search.

Search Wiki Tool. The search wiki tool
provides Wikipedia content for given entities.

Input: A list of entity names.
Output: JSON-formatted Wikipedia article

contents, including titles and main text for each
entity.
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Usage: The agent uses this tool to obtain struc-
tured and authoritative background information
about entities from Wikipedia.

Visit URLs Tool. The visit urls tool ex-
tracts specific information from webpages by sum-
marizing their content according to a given query.

Input: A list of URLs and a query string speci-
fying the target information.

Output: For each URL, a summary of informa-
tion relevant to the query.

Usage: The agent uses this tool to focus on ex-
tracting query-relevant content from webpages.

Execute Code Tool. The execute code tool
allows the agent to run Python code for computa-
tion.

Input: A string containing Python code.
Output: The output of code execution, includ-

ing standard output, error messages, or return val-
ues.

Usage: The agent uses this tool for calculations,
data processing, or other tasks requiring program-
matic execution.

A.4 SFT Data Filtering Pipeline
To ensure high-quality training data, we adopt a
robust filtering pipeline that systematically eval-
uates each trajectory across five quality criteria.
These checks are applied sequentially, and a tra-
jectory is discarded immediately upon failing any
step:

Invalid Tool Result Check: This check iden-
tifies trajectories where the result of the current
tool call is empty or contains an error message.
Such issues are typically caused by external fac-
tors (e.g., network or server environment prob-
lems) rather than the agent’s use of the tool itself.

Format Error Check: We verify that every
assistant message conforms to the required out-
put format (e.g., all reasoning steps are wrapped
in <think> tags, tool calls are contained within
<tool call> tags with proper JSON format-
ting).

Token Length Check: For each trajectory gen-
erated by DeepForge, we ensure that the to-
kenized length is within the range of 8,192 to
131,072 tokens. Trajectories shorter than 8k to-
kens or longer than 128k tokens are filtered out.
Short trajectories usually correspond to overly
simple tasks that do not require deep research.

Answer Correctness Check: We utilize an
LLM-based evaluator to determine whether the

model’s final answer is semantically equivalent
to the ground truth. The evaluator is provided
with the question, ground truth, and model re-
sponse, and instructed to assess semantic equiva-
lence while allowing flexibility in terms of format-
ting, capitalization, word order, and minor linguis-
tic variations. Only trajectories with semantically
correct answers are retained.

Overall Quality Check: Finally, we perform
a comprehensive LLM-based quality assessment
that examines each trajectory for: (1) tool call hal-
lucinations (falsely claiming successful tool use);
(2) mismatches between search keywords and re-
turned results; (3) fabricated search results (claim-
ing retrieval of information that was not actu-
ally obtained); (4) process fabrication (present-
ing plausible reasoning with incorrect underlying
logic); (5) cognitive inconsistencies (persisting in
incorrect assumptions in the face of contradictory
evidence); and (6) logical errors within reasoning
chains. The evaluator produces a structured judg-
ment on whether the trajectory meets quality stan-
dards, and any trajectory failing this broad review
is removed.

For the overall quality check stage, the prompt
input to the LLM is as follows:

Quality Check Prompt-P1

You are a professional data quality
evaluation expert. Please carefully ana-
lyze the following SFT training data and
determine whether its quality is acceptable.

Data Content:
Question: {question}
Ground Truth Answer: {answer}
Model Response: {model response}

Conversation Trajectory:
{trajectory text}

Evaluation Criteria: Please evaluate the
data quality according to the following cri-
teria. If any of the issues below are present,
the data should be marked as “Unquali-
fied”:

• Tool Call Hallucination: The model
claims to have successfully invoked a
tool, but the tool did not actually return
any useful content.
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Quality Check Prompt-P2

• Keyword-Result Mismatch: The
search keywords do not align with the
actual content returned by the tool.

• Fabricated Search Results: The
model claims to have retrieved search
results when no such results were actu-
ally obtained.

• Process Fabrication: The model
presents a seemingly correct solution
process, but the underlying reasoning is
incorrect.

• Cognitive Inconsistency: The model
forms an incorrect initial assumption,
encounters contradictory information
during search, extracts the correct an-
swer, but fails to update or revise its er-
roneous belief.

• Logical Errors: There are clear logical
flaws in the reasoning process.

Evaluation Instructions:
• Carefully analyze each evaluation crite-

rion.

• If any quality issues are identified,
clearly explain the specific problems.

• If the data quality is acceptable, explain
why it passes the evaluation.

• If the ground truth answer is empty,
you do not need to evaluate whether
the model response matches the ground
truth; only consider the other evalua-
tion criteria.

Output Format:
Please strictly follow the JSON format be-
low:

‘‘‘json
{

"quality_score": "Qualified"
or "Unqualified",

"reason": "A detailed
explanation justifying why the
data passes or fails the
evaluation",

"issues": ["Issue 1", "Issue
2", ...] // If unqualified, list

specific issues; if qualified,
return an empty list

}
‘‘‘

Table 6: Number of exact text matches between each
evaluation benchmark and each DeepForge training
source.

Benchmark QA SFT DPO

GAIA 0 0 0
BrowseComp 0 0 0
BrowseComp-ZH 0 0 0
WebWalker-QA 0 0 0
HLE 0 0 0
XBench-DS 0 0 0

A.5 Data Contamination Analysis
We assess surface-form overlap between the
three DeepForge training sources (DeepForge-
QA, DeepForge-SFT, and DeepForge-DPO) and
the six evaluation benchmarks (GAIA, BrowseC-
omp, BrowseComp-ZH, WebWalker-QA, HLE,
and XBench-DS). For each dataset–benchmark
pair, we count exact text matches. We also com-
pute the maximum unigram Jaccard similarity for
each benchmark question over all examples in a
training source. Given the unigram sets U(x) and
U(y) of two texts, their Jaccard similarity is

J(x, y) =
|U(x) ∩ U(y)|
|U(x) ∪ U(y)| . (4)

Table 6 shows no exact matches for any dataset–
benchmark pair. Across the Jaccard distributions
in Table 7, all mean similarities are below 0.30,
all 95th-percentile similarities are below 0.31, and
the largest observed similarity is 0.532 for GAIA
against DeepForge-SFT. These lexical checks pro-
vide no evidence of direct textual duplication un-
der the selected metrics. The audit covers surface-
form overlap; semantic paraphrases, shared web
sources, and contamination inherited from base-
model pretraining remain outside its scope.

A.6 Model Training Details
For supervised fine-tuning, we set the maximum
sequence length to 128k tokens to accommodate
long-horizon reasoning and multi-step tool inter-
actions. To enable efficient long-context training,
we adopt 360-LLAMA-FACTORY (Zou et al.,
2025) with sequence parallelism. We use the
cosine with min lr learning rate scheduler,
with an initial learning rate of 3e-5, a minimum
learning rate of 1e-7, and a warmup ratio of 0.1.
The model is trained for 3 epochs, with global
training batch size of 512.

For DPO training, we set the maximum se-
quence length to 48k tokens. We employ the same
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Table 7: Distribution of per-question maximum unigram Jaccard similarity between each evaluation benchmark
and DeepForge training source.

Benchmark Source Mean Median P95 P99 Max

GAIA DeepForge-QA 0.160 0.159 0.206 0.239 0.266
DeepForge-SFT 0.202 0.191 0.263 0.475 0.532
DeepForge-DPO 0.187 0.186 0.250 0.273 0.280

BrowseComp DeepForge-QA 0.209 0.208 0.256 0.276 0.303
DeepForge-SFT 0.201 0.200 0.242 0.263 0.302
DeepForge-DPO 0.188 0.188 0.225 0.244 0.294

BrowseComp-ZH DeepForge-QA 0.254 0.253 0.305 0.334 0.365
DeepForge-SFT 0.234 0.235 0.286 0.307 0.336
DeepForge-DPO 0.203 0.202 0.258 0.267 0.305

HLE DeepForge-QA 0.137 0.137 0.179 0.197 0.205
DeepForge-SFT 0.175 0.167 0.243 0.296 0.368
DeepForge-DPO 0.157 0.149 0.218 0.289 0.438

WebWalker-QA DeepForge-QA 0.173 0.172 0.231 0.264 0.304
DeepForge-SFT 0.178 0.175 0.242 0.271 0.357
DeepForge-DPO 0.156 0.150 0.231 0.273 0.357

XBench-DS DeepForge-QA 0.189 0.186 0.268 0.281 0.285
DeepForge-SFT 0.166 0.169 0.240 0.254 0.263
DeepForge-DPO 0.141 0.140 0.207 0.222 0.273

cosine with min lr scheduler, with a learn-
ing rate of 1e-6, a minimum learning rate of 1e-
7, and a warmup ratio of 0.1. DPO training is
performed for 1 epoch, with global training batch
size of 512. We select the results after training 200
steps as the final DPO model.

We determine all hyperparameters by grid
search. All training experiments are conducted on
64 NVIDIA H20 GPUs, each with 80 GB of mem-
ory. Detailed training dynamics are shown in Fig-
ure 6.

A.7 Details about GRPO Training Efficiency

We set train batch size to 128, each group con-
sists of 8 rollouts. The experiments are conducted
on 64 NVIDIA H20 GPUs. For each task, we set
maximum processing time to 10 minutes. If timed
out, we mark the task as failed. For API cost es-
timation, we refer to the official pricing of Serper
API. The cost of 1K API calls is set to $1. We use
DeepSeek-V3.1 with temperature 0 as the LLM
judge for answer correctness. A fixed prompt
asks whether the predicted answer is semantically
equivalent to the gold answer and requires a binary
Yes/No output enclosed in <judge> tags.

A.8 Trajectory Example

To illustrate how our agent framework works, we
provide an example of a trajectory generated by
our agent framework. This example is sampled
from GAIA benchmark, which demonstrates the

agent’s multi-step reasoning process and how it in-
teracts with the environment with multiple tools to
generate a final answer. For readability, long tool
outputs are abridged with ellipses; the agent mes-
sages and tool-call order are preserved.

GAIA Trajectory (P1)

Question
Use density measures from the chemistry
materials licensed by Marisa Alviar-
Agnew & Henry Agnew under the CK-12
license in LibreText’s Introductory Chem-
istry materials as compiled 08/21/2023.

I have a gallon of honey and a gallon of
mayonnaise at 25C. I remove one cup of
honey at a time from the gallon of honey.
How many times will I need to remove a
cup to have the honey weigh less than the
mayonaise? Assume the containers them-
selves weigh the same.

Turn 1

Assistant Response:
<think>
I need to solve this problem by compar-
ing the weights of honey and mayonnaise
at 25◦C.
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Figure 6: Training dynamics for supervised fine-tuning and DPO training. Left: SFT training loss curve. Middle:
DPO training accuracy curve. Right: DPO training margin curve between positive and negative samples.

GAIA Trajectory (P2)

The key is to determine their densities and
calculate how many cups of honey need to
be removed to make the remaining honey
weigh less than the mayonnaise.

First, I need to find the densities of honey
and mayonnaise at 25◦C from the specified
chemistry materials. I’ll search for this in-
formation using the given context.
</think>
<tool call>

{"name": "search", "arguments": {"
query": ["density of honey at 25C
", "density of mayonnaise at 25C",
"honey mayonnaise density
comparison", "CK-12 chemistry
density measurements"]}}

</tool call>

Observation
{"tool": "search", "result": [

{"query": "CK-12 chemistry
density measurements", "result":
[{"link": "https://flexbooks.ck12.
org/cbook/ck-12-chemistry-flexbook
-2.0/section/3.11/primary/lesson/
density-chem/", "snippet": "The
relationship between the mass (m)
of a material, its volume (V), and
its density (D) is given by the
formula D = m/V. This means that
the density of a ...", "title": "
Density - Definition, Formula,
Units and Calculations | CK-12
..."}, ...]},

{"query": "honey mayonnaise
density comparison", "result": [{"
link": "https://www.quora.com/
Which-has-the-higher-viscosity-

GAIA Trajectory (P3)

Observation (continued)
mayonnaise-or-honey", "snippet

": "The mayo has a higher
viscosity. But when you drag a
spoon through, the honey clearly
offers more resistance. But the
spoon will sink in the honey and
not the ...", "title": "Which has
the higher viscosity, mayonnaise
or honey? - Quora"}, ...]},

{"query": "density of
mayonnaise at 25C", "result": [{"
link": "https://kg-m3.com/material
/mayonnaise-traditional", "
position": 1, "snippet": "Mass
density of Mayonnaise, traditional
is 910 kg/m3. Mayonnaise,

traditional specific gravity, mass
- and volume calculator.", "title
": "Mayonnaise, traditional
density"}, ...]},

{"query": "density of honey at
25C", "result": [{"link": "https
://kg-m3.com/material/honey", "
position": 1, "snippet": "Honey
density. Density of Honey is 1415
kg/m3 (between 1380 and 1450 kg/m$
ˆ{3}$ at 20 $\circ$C). *.
Volumetric mass density of Honey (
Food) in other popular units:.", "
title": "Honey density"},

...]}]}

Turn 2

Assistant Response:
<think>
I need to find the densities of honey and
mayonnaise at 25◦C. From the search re-
sults, I can see that:

• Honey density at 25◦C is approxi-
mately 1420 kg/m3 or 1.42 g/cm3

• Mayonnaise density at 25◦C is approx-
imately 910 kg/m3 or 910 g/L
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GAIA Trajectory (P4)

I should verify these values and make sure
they’re from the correct CK-12 materials.
Let me search more specifically for the
CK-12 density values.
</think>

<tool call>

{"name": "search", "arguments": {"
query": ["CK-12 Introductory
Chemistry density honey mayonnaise
", "LibreTexts CK-12 chemistry
density measurements", "honey
density 1.42 g/cm$ˆ{3}$ CK-12", "
mayonnaise density 910 kg/m$ˆ{3}$
CK-12"]}}

</tool call>

Observation
{"tool": "search", "result": [

{"query": "mayonnaise density
910 kg/m$ˆ{3}$ CK-12", "result":
[{"link": "https://kg-m3.com/
material/mayonnaise-traditional",
"position": 1, "snippet": "Mass
density of Mayonnaise, traditional
is 910 kg/m3. Mayonnaise,
traditional specific gravity, mass
- and volume calculator.", "title
": "Mayonnaise, traditional
density"}, ...]},

{"query": "LibreTexts CK-12
chemistry density measurements", "
result": [{"date": "Mar 20, 2025",
"link": "https://chem.libretexts.
org/Bookshelves/
Introductory_Chemistry/Book%3
A_Introductory_Chemistry_(CK-12)
/03%3A_Measurements/3.11%3
A_Density", "position": 1, "
snippet": "Density is the ratio of
the mass of an object to its
volume. - Gases are less dense
than either solids or liquids. -
Both liquid and solid ...", "title
": "3.11: Density - Chemistry
LibreTexts"}, ...]},

{"query": "CK-12 Introductory
Chemistry density honey mayonnaise
", "result": [{"date": "Jul 28,
2025", "link": "https://chem.
libretexts.org/Bookshelves/
Introductory_Chemistry/
Introductory_Chemistry_(LibreTexts
)/02%3
A_Measurement_and_Problem_Solving
/2.09

GAIA Trajectory (P5)

Observation (continued)
%3A_Density", "position": 1,

"snippet": "Density is a physical
property found by dividing the

mass of an object by its volume.
Regardless of the sample size,
density is always ...", "title":
"2.9: Density - Chemistry
LibreTexts"}, ...]},

{"query": "honey density
1.42 g/cm$ˆ{3}$ CK-12", "result":
[{"date": "Sep 19, 2023", "link":
"https://brainly.com/question
/38015440", "position": 1, "
snippet": "The volume of 12 grams
of honey, given its density of
1.42 g/cm$ˆ{3}$...", "title": "
What is the volume of 12 grams of
honey if its density is 1.42 g/cm$
ˆ{3}$?"},

...]}]}

Turn 3

Assistant Response:
<think>
I need to find the density of honey and
mayonnaise at 25◦C from the CK-12
licensed materials in LibreText’s Introduc-
tory Chemistry. The search results show
some promising leads, particularly the
”A Description of Matter - Introductory
Chemistry” page which appears to be from
a LibreTexts/CK-12 source and contains a
table with the densities I need.

Let me visit that specific URL to get the
exact density values from the licensed ma-
terials.
</think>

<tool call>

{"name": "visit_urls", "arguments
": {"urls": ["https://uen.
pressbooks.pub/
introductorychemistry/chapter/a-
description-of-matter/"], "query":
"density of honey and mayonnaise

at 25$\circ$C in g/cm$ˆ{3}$"}}

</tool call>
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GAIA Trajectory (P6)

Observation
{"tool": "visit_urls", "result":
{"url": "https://uen.pressbooks.
pub/introductorychemistry/chapter/
a-description-of-matter/", "report
": "Based on the webpage content,
the density of honey and
mayonnaise at 25$\circ$C is as
follows: Honey: 1.420 g/cm$ˆ{3}$;
Mayonnaise: 0.910 g/cm$ˆ{3}$.
Summary: The information was found
in Table 1.1 \"Densities of
Common Substances\" within the
webpage. The table explicitly
lists the densities for both honey
and mayonnaise at 25$\circ$C,
measured in grams per cubic
centimeter (g/cm$ˆ{3}$)."}}

Turn 4

Assistant Response:
<think>
I have successfully found the densities of
honey and mayonnaise from the specified
LibreText’s Introductory Chemistry mate-
rials. The density of honey is 1.420 g/cm3

and the density of mayonnaise is 0.910
g/cm3 at 25◦C.

Now I need to solve the problem:
• I have a gallon of honey and a gallon of

mayonnaise.

• I remove one cup of honey at a time.

• I need to find out how many times I
need to remove a cup of honey for the
remaining honey to weigh less than the
mayonnaise.

• The containers themselves weigh the
same, so I can ignore their weight in the
comparison.

First, I need to convert gallons to cups to
understand the volume relationship. 1 US
gallon = 16 US cups.

The initial weight of the honey is: 1 gallon
* density of honey = 16 cups * 1.420 g/cm3

The initial weight of the mayonnaise is: 1
gallon * density of mayonnaise = 16 cups *
0.910 g/cm3. Let x be the number of cups
of honey removed. The remaining volume
of honey is: 16 cups - x cups.

GAIA Trajectory (P7)

The remaining weight of honey is: (16 - x)
cups * 1.420 g/cm3.

I need to find the smallest x such that the
remaining honey weighs less than the may-
onnaise.
So, I need to solve the inequality: (16 - x)
* 1.420 < 16 * 0.910

Let me calculate this step by step.
(16 - x) * 1.420 < 16 * 0.910
16 * 1.420 - x * 1.420 < 16 * 0.910
x * 1.420 > 16 * 1.420 - 16 * 0.910
x * 1.420 > 16 * (1.420 - 0.910)
x * 1.420 > 16 * 0.510
x > (16 * 0.510) / 1.420
x > 8.16 / 1.420
x > 5.747...

Since x must be a whole number (number
of cups removed), I need to round up to the
next whole number. So x = 6.

Let me verify this:
• After removing 5 cups: (16 - 5) * 1.420

= 11 * 1.420 = 15.62 g

• After removing 6 cups: (16 - 6) * 1.420
= 10 * 1.420 = 14.20 g

• The mayonnaise weighs: 16 * 0.910 =
14.56 g

So, after removing 5 cups, the honey
weighs 15.62 g, which is still more than
the mayonnaise (14.56 g). After removing
6 cups, the honey weighs 14.20 g, which
is less than the mayonnaise. Therefore, I
need to remove 6 cups.

I will use the ‘execute code‘ tool to per-
form the calculation and verify.
</think>
<tool call>

{"name": "execute_code", "
arguments": {"code": "
density_honey = 1.420\
ndensity_mayo = 0.910\n\ngallons =
1\nvolume_in_cups = gallons * 16\

n\ninitial_weight_honey =
volume_in_cups *
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GAIA Trajectory (P8)

density_honey\ninitial_weight_mayo
= volume_in_cups * density_mayo\n
\nprint(f\"Initial weight of honey
: {initial_weight_honey} g\")\
nprint(f\"Initial weight of
mayonnaise: {initial_weight_mayo}
g\")\n\nx = (volume_in_cups * (
density_honey - density_mayo)) /
density_honey\n\nprint(f\"x = {x
}\")\n\nimport math\nx_rounded =
math.ceil(x)\nprint(f\"Number of
cups to remove (rounded up): {
x_rounded}\")\n\
nremaining_weight_honey = (
volume_in_cups - x_rounded) *
density_honey\nprint(f\"Remaining
weight of honey after removing {
x_rounded} cups: {
remaining_weight_honey} g\")\
nprint(f\"Is remaining honey less
than mayonnaise? {
remaining_weight_honey <
initial_weight_mayo}\")"}}

</tool call>

Observation
{"tool": "execute_code", "result":
"Initial weight of honey: 22.72 g
Initial weight of mayonnaise:
14.56 g x = 5.746478873239436
Number of cups to remove (rounded
up): 6 Remaining weight of honey
after removing 6 cups: 14.2 g Is
remaining honey less than
mayonnaise? True"}

Turn 5

Assistant Response:
<think>
I have successfully found the densities of
honey and mayonnaise from the specified
LibreText’s Introductory Chemistry mate-
rials: Density of honey at 25C: 1.420
g/cm3; Density of mayonnaise at 25C:
0.910 g/cm3.
I have also calculated the number of cups
of honey to remove to make its weight less
than the mayonnaise: I need to remove 6
cups of honey. The initial weight of honey
is 22.72 g (1.420 g/cm3 * 16 cups). The ini-
tial weight of mayonnaise is 14.56 g (0.910
g/cm3 * 16 cups). After removing 6 cups
of honey, the remaining weight is 14.2 g
(10 cups * 1.420 g/cm3). 14.2 g is less than
14.56 g, so the condition is met.

GAIA Trajectory (P9)

I have all the information needed to answer
the question.
</think>
<answer>
You will need to remove 6 cups of honey to
have the honey weigh less than the mayon-
naise. Here is the calculation:
1. Densities:

• Honey: 1.420 g/cm3

• Mayonnaise: 0.910 g/cm3

2. Initial Volumes:

• 1 gallon of honey = 16 cups
• 1 gallon of mayonnaise = 16 cups

3. Initial Weights:

• Weight of honey = 16 cups * 1.420
g/cm3 = 22.72 g

• Weight of mayonnaise = 16 cups *
0.910 g/cm3 = 14.56 g

4. Let x be the number of cups of honey
removed:

• The remaining volume of honey is
(16 - x) cups.

• The remaining weight of honey is
(16 - x) cups * 1.420 g/cm3.

• We want the remaining weight of
honey to be less than the weight of
mayonnaise:
(16− x) ∗ 1.420 < 14.56

5. Solve for x:

• 16 ∗ 1.420− x ∗ 1.420 < 14.56

• 22.72− 1.420x < 14.56

• −1.420x < 14.56− 22.72

• −1.420x < −8.16
• x > (−8.16)/(−1.420)
• x > 5.746...

6. Conclusion:

• Since x must be a whole number
(you can’t remove a fraction of a
cup), you need to remove 6 cups of
honey.

</answer>
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