Typological Feature Prediction with Large Language Models:
An In-Context Learning Approach

Qianwen Wang** York Hay Ng** Aditya Khan® En-Shiun Annie Lee**
YUniversity of Toronto, Canada *Ontario Tech University, Canada

viviangianwen.wang@mail .utoronto.ca,
york.ng@mila.quebec, aditya.khan@columbia.edu

Abstract

Typological features are widely used in mul-
tilingual NLP, and the prediction of such fea-
tures holds downstream utility. However, exist-
ing methods to predict missing values lack in-
terpretable justifications for predictions, while
their performance across resource levels and
feature types remains underexplored. Given
LLMs’ abilities in meta-linguistic reasoning
and in providing rationales, we investigate
LLMs’ performance in typological feature pre-
diction via an in-context learning approach with
linguistic data from URIEL+ and Glottolog.
We find that zero-shot prompting is insufficient,
but when given phylogenetic and geographic
neighbour evidence, LLMs substantially out-
perform all baselines without disadvantaging
low-resource languages. We further find that
most LLM rationales are consistent with the
provided evidence, offering a step toward ex-
plainable typological feature prediction.

1 Introduction

Typological features describe the structural prop-
erties of languages. They are widely used across
multilingual NLP for tasks including transfer lan-
guage selection (Lin et al., 2019), cross-lingual de-
pendency parsing (Naseem et al., 2012; Tackstrom
et al., 2013; de Lhoneux et al., 2018; Ustiin et al.,
2020), and performance prediction of multilingual
models (Hirak et al., 2026; Anugraha et al., 2025;
Xia et al., 2020). Surveys have confirmed that typo-
logical features benefit downstream performance
(Ponti et al., 2019; Bjerva, 2024).

The databases that house these features, how-
ever, are usually incomplete. URIEL+ (Khan
et al., 2025), the most recent typological knowl-
edge base, aggregates features from databases such
as WALS (Dryer and Haspelmath, 2013), Gram-
bank (Skirgérd et al., 2023) and PHOIBLE (Moran
and McCloy, 2019), yet 87% of its typological

*The authors contributed equally.

feature matrix remains empty (Ng et al., 2025).
Moreover, sparsity is worst precisely for the low-
resource languages (LRLs) that stand to benefit
most from methods using those typological fea-
tures (Shipton et al., 2026).

Typological feature prediction is a task aimed
at addressing this gap. Existing approaches use -
nearest-neighbour imputation (Littell et al., 2017),
low-rank matrix completion (Khan et al., 2025;
Ng et al., 2026), and random forests trained on
external features (Amirzadeh et al., 2025). How-
ever, inequalities in prediction performance across
resource levels and feature types remain underex-
plored, while output predictions are usually not
accompanied with interpretable justifications.

Recent work has shown that LLMs exhibit meta-
linguistic reasoning skills (Yang et al., 2025). Cou-
pled with their ability to output rationales, they are
a natural candidate for this task. In this work, we
ask: how well do pretrained LLMs reason over
linguistic evidence, and provide rationales, for ty-
pological feature prediction?

We propose an in-context learning approach,
constructing prompts with data from URIEL+
(Khan et al., 2025) and Glottolog (Hammarstrom
et al., 2025), a catalogue of the world’s languages
and families. Our exploration suggests that:

1. Zero-shot prompting, where only language
metadata is provided, is insufficient for this
task, but LLMs excel at reasoning over lin-
guistic evidence when evidence is provided.

2. LLMs, once given sufficient contextual infor-
mation, exhibit consistent performance across
language resource levels and typological prop-
erties, consistently exceeding non-LLM base-
lines on typological feature prediction.

3. Human annotators confirm that our prompt
design supplies sufficient evidence, and find
most LLM generated rationales to be consis-
tent with the evidence.
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2 Related Work

Typological Feature Prediction. The SIGTYP
2020 Shared Task (Bjerva et al., 2020) formal-
ized the task of typological feature prediction
over WALS. The winning system combined con-
ditional probabilities with language embeddings
(Vastl et al., 2020). Methods that operate on ty-
pological data alone include k-nearest-neighbour
imputation and SoftImpute, a low-rank matrix fac-
torization used in URIEL+ (Khan et al., 2025) that
remains a strong baseline.

A separate line of work incorporates external
data. Amirzadeh et al. (2025) proposed per-feature
random forests trained with POS-tag distributions
and Wikipedia statistics, while prior probing-based
approaches predict features from multilingual rep-
resentations trained on parallel text (Malaviya et al.,
2017, C)stling and Kurfali, 2023).

Bjerva (2024) critiques these methods as fun-
damentally correlation-based. Easy features are
trivially predicted while performance in atypical
cases, despite being the most typologically interest-
ing, remains poor. In a survey of linguists, explain-
ability was rated as the most important property
of prediction methods, which all existing methods
lack. Moreover, methods that rely on external data
sources or parallel text are inapplicable to the low-
resource languages with more missing features.

LLMs and Linguistic Reasoning. A growing
body of work demonstrates that LLMs can per-
form substantive linguistic analysis. Tanzer et al.
(2024) showed that prompting an LLM with a sin-
gle grammar book enables translation of unseen
low-resource languages, although Aycock et al.
(2025) found that performance mainly hinges on
the book’s parallel examples. Meanwhile, Yang
et al. (2025) found that linguistic cues (e.g. gram-
matical descriptions) consistently improve LLMs’
meta-linguistic reasoning across typologically di-
verse languages. In typological feature prediction,
Hus and Anastasopoulos (2026) applied retrieval-
augmented generation with grammar books to pre-
dict Grambank features, demonstrating that re-
trieval yielded substantial improvement.

Our work continues to investigate LLMs’ abil-
ity to reason over linguistic evidence. In contrast
to prior approaches, our method does not rely on
external resources where availability is limited for
low-resource languages, while aiding interpretabil-
ity by providing rationales of predictions.

3 Method

3.1 Task Formulation

We frame typological feature prediction as an im-
putation task over an existing knowledge base
against held-out observed values, following the
formulation identified in Bjerva (2024). We ap-
ply this task on the URIEL+ typological matrix
(Khan et al., 2025), given its comprehensive cov-
erage of typological features and languages. Let
M € {0, 1, L}V denote URIEL+, with N=4,555
languages and F=800 binary typological features,
where L indicates a missing entry. Given a query
(¢, f) over target language ¢ and typological fea-
ture f, where M[¢, f] = L, the task is to predict
v € {0, 1}. We use Glottolog (Hammarstrom et al.,
2025) as the sole source of metadata for ¢, as it pro-
vides data for all languages covered by URIEL+.

Data splits. We aim to preserve equal represen-
tation between typological feature types and lan-
guage resource levels in our data splits. URIEL+
documents four types of typological features: syn-
tactic, morphological, phonological and inventory.
Moreover, we categorise the resource level of lan-
guages by the number of features with an observed
value. The bottom 33% of languages form the
low-resource group (LRL), the middle 34% the
medium-resource group (MRL), and the top 33%
the high-resource group (HRL).

We then sample 100 (¢, f) observed pairs
for each resource level and feature type where
M(¢, ] # L, yielding 1,200 pairs as our test set !.
A separate validation set of equal size is held out
for hyperparameter tuning for baseline methods.
The remaining 888,741 observed entries form the
training matrix Migip.

3.2 Prompt Construction

For each query, we construct a prompt from four
content blocks drawn from URIEL+ and Glottolog.
The full prompt template is shown in Appendix A.

(1) Target language metadata. The language’s
name, Glottocode, ISO 639-3 code, language fam-
ily, and macroarea.

(2) Anchor features. For each target feature f,
we pre-compute the top 10 features most corre-
lated with f across Mypin, termed anchor features.
Given a query language ¢, we then provide the top

'Further statistics on the composition of the test set are
provided in Appendix B.
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Method Inputs LRL MRL HRL S P INV-M Overall
Random - 500 613 584 446 689  .696 402 .568
Majority - .637 .660 659 565 777 730 427 .653
kNN (cosine) (k = 3) (A) 754 741 817  .690 815 @ 927 .662 775
SoftImpute (A) .800  .817 841 721 | 907 908 715 821
kNN (phylogenetic) (k = 6) (A)+(B) 732 718 695 659 794 753 .600 714
kNN (geographic) (k = 6) (A)+(©) 720 773 710 689 795 774 646 733
Random Forest A)+B)+(©C) 739 719 734 663 852 743 595 731

Llama-3.1-70B in-context prompting
Base, zero-shot (metadata only) - 433 424 531 463 521 418 442 465
+ anchor features (A) 459 482 587 483 592 547 411 512
+ anchor + phylogenetic neighb. (A)+(B) 759 795 789 785 845 787  .690 182
+ anchor + geographic neighb. (A)+(C) 736 778 833 793 780 .867 .720 788
+all A)+®B)+(©C) | 919 895 914 914 917 933 .868 909

Gemma-4-31B in-context prompting

Base, zero-shot (metadata only) - 472
+ anchor features (A) .580
+ anchor + phylogenetic neighb. (A)+B) .828
+ anchor + geographic neighb. (A)+(C) .858

+all

GPT-5.5 in-context prompting

Base, zero-shot (metadata only) - .622
+ anchor features (A) .687
+ anchor + phylogenetic neighb. (A)+(B) .847
+ anchor + geographic neighb. (A)+(©C) .880

+all

(A)+(B)+(C) | .834

(A)+B)+(C) | 869

547 539 507 669 336 .450 521
.654 .629 508 777 .677 476 .622
.847 831 786 899 872 762 .835
.878 929 871 914 944 841 .893
.840 907 841 900 .909 .802 .865

.657 .693  .607 767 .653 .602 .661
107 754 600 851 816 .586 719
.872 .837 811 908 921 742 .851
.899 915 | 923 928 937 .800 900
905 881 872 917 930 .807 .885

Table 1: Macro F1 of feature prediction methods on URIEL+, grouped by language resource level (LRL/MRL/HRL)
and by feature type (S=syntax, P=phonology, INV=phonetic inventory, M=morphology). Inputs: (A)=typological
matrix, (B)=phylogenetic neighbours, (C)=geographic neighbours. Cell shading is column-wise (darker = higher

F1); per-column best is in bold.

5 anchor feature values that are observed for ¢ .
Additionally, for each observed anchor feature a
with value v,, we provide the global prevalence of
the feature P(f=1 | a=v,) over Min.

(3) Phylogenetic neighbours. We build a pool
of candidates by breadth-first search from ¢ in the
Glottolog family tree, selecting 5 languages greed-
ily to maximise coverage of the target and anchor
features. For each neighbour we include its value
for f (if observed), up to 3 observed anchor val-
ues, and its proximity rank. We further aggregate
yes/no/missing vote counts for f across the set of
neighbours, and provide details of the closest phy-
logenetic neighbour supporting both values of f as
contrastive evidence.

(4) Geographic neighbours. We construct this
pool identically as (3), with the candidate pool
ranked by Haversine distance over Glottolog coor-
dinates. We take the same per-neighbour data, vote
counts, and contrastive evidence as above.

3.3 Baselines

We compare against seven imputation methods, or-
ganized by the information they consume:

Trivial baselines. Random draws each prediction
from a Bernoulli distribution with the per-feature
positive rate over My.,in. Majority predicts the
more frequent value per feature.

Matrix-only methods. kNN-cosine (Littell
et al., 2017) performs k-nearest-neighbour im-
putation over My, using cosine similarity.
SoftImpute (Mazumder et al., 2010) completes
the matrix via iterative low-rank completion with
soft-thresholded SVD, and it was the strongest
baseline in URIEL+ (Khan et al., 2025).

Glottolog-based KkNN. To test the utility
of phylogenetic and geographic information,
we evaluate two variants of KkNN-cosine.
kNN-phylogenetic ranks neighbours by path
distance in the Glottolog tree. kNN-geographic
ranks them by Haversine distance over geographic
coordinates.

Random Forest. For a direct non-LLM compari-
son, we mirror Amirzadeh et al. (2025)’s architec-
ture but restrict the model to the data available to
the LLM. For each feature, we train a random for-
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est classifier” over target language metadata (fam-
ily, macroarea, coordinates), the values and global
prevalence of anchor features, as well as vote count
for phylogenetic and geographic neighbours. Since
this baseline is provided the same information from
Glottolog as the LLM, we aim to isolate the impact
of LLM reasoning abilities.

4 Results

We evaluate on two open-source models, Llama-
3.1-70B (Grattafiori et al., 2024) and Gemma-4-
31B (DeepMind, 2026), on their instruction-tuned
variants, alongside one proprietary model, GPT-5.5
(OpenAl, 2026). Table 1 reports macro F1 on the
test set across resource levels and feature types.

Zero-shot prompting underperforms baselines.
All three LLMs underperform the strongest base-
lines when given only language metadata (Llama:
F1 0.465, Gemma: F1 0.521, GPT-5.5: F1 0.661),
where they effectively perform zero-shot predic-
tion. Adding anchor features provides a moder-
ate improvement for all three models, reaching F1
0.512, 0.622, and 0.719 respectively. Nonetheless,
these configurations remain below kNN-cosine
(F10.775) and SoftImpute (F1 0.821). This high-
lights that metadata-only prompting, where LL.Ms
have little evidence to reason over, is insufficient,
therefore motivating the inclusion of typological
and neighbour evidence.

LLMs excel at reasoning over evidence. When
neighbour evidence is introduced, performance
improves substantially. The strongest neighbour-
based configuration of every LLM outperforms
SoftImpute, the best performing baseline (F1
0.821). Llama with all inputs achieves the high-
est overall performance (F1 0.909). On the other
hand, Gemma and GPT-5.5 instead perform best
when anchor features and geographic neighbour ev-
idence are included, reaching F1 0.893 and 0.900
respectively. This shows that providing linguistic
evidence improves LLMs’ prediction performance.

Random Forest receives the same Glottolog-
derived inputs as the LLMs, yet it scores be-
low even baselines such as SoftImpute and
kNN-cosine, which see only the typological ma-
trix. This suggests that reasoning ability is a key
source of the LLMs’ advantage. Appendix D fur-
ther demonstrates that LLMs’ reasoning exceeds

’Input features and hyperparameter choices are detailed in
Appendix H.

simply following the plurality, and that perfor-
mance is robust even when evidence disagrees.

With sufficient evidence, performance gaps nar-
row across resource levels and feature types.
With metadata alone, all three LLMs perform no-
ticeably worse on LRLs than HRLs. Conversely,
when given all inputs, Llama exhibits marginally
better performance on LRLs (F1 0.919) than HRLs
(F10.914). While the inequality persists in Gemma,
the performance gap between HRLs and LRLs re-
mains similar, from 0.067 (base) to 0.073 (all). For
GPT-5.5, this gap narrows substantially from 0.071
(base) to 0.012 (all).

Across feature types, most baseline methods
exhibit varying performance, generally favouring
phonological and phonetic inventory features above
syntactic and morphological features. By compar-
ison, the LLMs are more consistent across types:
when given all inputs, Llama and Gemma’s mean
performance across feature types ranges only 0.065
and 0.107 respectively. For GPT-5.5, the corre-
sponding range is 0.123.

S Annotation Study

To study whether the prompt provides sufficient
evidence, and whether LLLM generated rationales
are consistent with that evidence, we conducted a
human annotation study over a subset of 180 (¢, f)
pairs, collecting 15 pairs per resource level and fea-
ture type. Five annotators, given the same prompt
as the LLM, independently recorded their predic-
tion and confidence. Separately, they annotated
whether the LLM’s rationale contradicts the evi-
dence provided. The full protocol is described in
Appendix F.

Sufficiency of evidence in prompts. We ob-
served high inter-annotator agreement on predic-
tions, with Fleiss’ x = 0.888. Aggregated by ma-
jority vote, human predictions achieved F1 0.987,
with individual annotators averaging an F1 of 0.963.
This confirms that the prompt provides sufficient
evidence to perform feature prediction.

LLM-human comparison. On the same sub-
set, our best performing LLLM, Llama-3.1-70B,
achieves F1 0.915. While performance is below
that of humans, there is strong agreement between
Llama and aggregated human predictions, exhibit-
ing Cohen’s x = 0.831.
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Human LLM
Confidence Acc. % Acc. %0
Low 0.794 0.134 0.643 0.156
Medium 0963 0256 0.962 0.439
High 0.997 0.610 1.000 0.406

Table 2: Accuracy by self-reported confidence tier. %
indicates the proportion of predictions in each tier.

Confidence calibration. Table 2 reports the accu-
racy for humans and Llama, grouped by confidence.
We observe that for both humans and Llama, the
accuracy of predictions consistently increases with
confidence, with Llama achieving perfect accuracy
when high confidence is reported. While Llama
tends to report lower confidence compared to hu-
mans overall, this result highlights the validity of
Llama’s reported confidences.

Rationale quality. On average, annotators identi-
fied contradictions in 20.9% of Llama’s rationales,
though inter-annotator agreement on contradiction
judgments was moderate (Fleiss’ k = 0.415), which
reflects the subjective nature of evaluating ratio-
nales. While the fact that the majority of rationales
are consistent with the provided evidence does not
inherently imply the typological validity of the ra-
tionales, it nevertheless demonstrates that Llama
is moderately successful at generating consistent
rationales 3. This aids in the explainability of pre-
dictions.

6 Conclusion

We investigated whether LLMs can perform ty-
pological feature prediction through reasoning
over linguistic evidence. Our results suggest
that while metadata-only prompting underperforms
baselines, LLMs excel at integrating phylogenetic,
geographic and typological evidence in ways that
classical methods cannot. Simultaneously, provid-
ing more evidence helps LLMs perform more con-
sistently across language resource levels and typo-
logical feature types. We further conducted a hu-
man annotation study, which supports our prompt
design and finds that most LLM rationales are con-
sistent with the evidence given, offering a step to-
ward the explainable prediction systems called for
by Bjerva (2024).

3We highlight several failure cases in Appendix G.

Limitations

Task assumptions. Our evaluation tests predic-
tions only on entries that were already observed.
However, prediction of the 87% of entries that
are truly missing from URIEL+ might represent a
harder task, and may involve more atypical (lan-
guage, feature) pairs. Moreover, while many typo-
logical features lie on a gradient rather than being
categorical or even binary features (Levshina et al.,
2023), our task inherits the binary assumption of
knowledge bases such as URIEL and URIEL+. We
frame this work as an exploratory study of LLMs as
a prediction method, rather than a comprehensive
evaluation of their typological knowledge.

Furthermore, our proposed method relies on
evidence being available from neighbouring lan-
guages, and is thus tied to the data availability of
the knowledge base used. We acknowledge that
where no such evidence exists, our method is inap-
plicable; hence it should not be taken as a substitute
for field-linguistic documentation.

Evaluation scale. Due to the computational costs
of language model inference, we perform predic-
tion only on a limited subset of 1,200 examples.
While this may not be wholly representative of
performance on the whole dataset, and may be sub-
ject to noise, we mitigate this concern by ensuring
equal representation of language resource levels
and typological feature types in both test and val-
idation splits. We however acknowledge that the
aforementioned costs pose a substantial barrier to
large-scale typological feature prediction or even
database completion.

Explainability boundaries. While our method
generates rationales alongside predictions, we ac-
knowledge that this may not be a truthful repre-
sentation of the model’s internal reasoning process
(Turpin et al., 2023). Although the majority of ra-
tionales were found to be consistent, our failure
analysis (Appendix G) confirms that correct pre-
dictions can occasionally accompany flawed ratio-
nales. Therefore, rationales are better understood
as a plausible justification of the prediction only.

Model scope. Our experiments cover two open-
source model families alongside GPT-5.5, a pro-
prietary frontier model. Hence, our evaluation re-
mains limited to three model families. Nonetheless,
the substantial improvements from linguistic ev-
idence are observed across all three, suggesting

39693



that our findings are not necessarily tied to a sin-
gle architecture or model family. Generally, our
observed trends are stable across model families,
suggesting that the central conclusions are not tied
to a single architecture.

Data contamination. URIEL+ does not con-
tribute any novel typological data on its own, but
rather aggregates multiple typological knowledge
bases, which were released before the knowledge
cut-off for the models used in our study. Thus, there
is a minor risk that those models are relying only on
pretrained knowledge. However, the poor perfor-
mance under the base configuration across models,
and the fact that URIEL+ additionally preprocesses
the data in its constituent knowledge bases, sug-
gests that data contamination poses only a minimal
risk.

Ethical Considerations

The task of typological feature prediction involves
linguistic data from typological databases, which
is free from any personally identifiable data. We
source our data from URIEL+, which is publicly
available.

We collect only numeric annotations of feature
value predictions, confidences, and contradictions
from human annotators in a structured file format.
The data collected is thus free from personally iden-
tifiable information. All annotations are reported
in aggregate, without any personal nor sensitive
information.
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A ICL Prompt Template

This appendix provides the prompt template used
for in-context learning based on linguistic evi-
dence.

A.1 System Message

You are a linguist working with data from
a linguistic knowledge base.

Your task is to predict a target language’s
typological features given facts about the
target language, other observed typologi-
cal features, and evidence from phyloge-
netic and geographic neighbors.

A.2 User Prompt

The user prompt is assembled from multiple evi-
dence blocks, including metadata, anchor features,
phylogenetic and geographic neighbours, vote sum-
maries, contrastive nearest-neighbour evidence,
global anchor-feature clues, and final output in-
structions.

Metadata. We include the language’s name,
Glottocode, ISO 639-3 code, family lineage (writ-
ten as family > parent when both levels are dis-
tinct, as a single level otherwise, or as Isolate),
macro-area(s) from Glottolog, and the name of the
typological feature f to predict.

Anchor features. To identify anchor features rel-
evant to a target typological feature, we precompute
a pairwise feature-correlation matrix from My, us-
ing the Phi coefficient, following Ng et al. (2025):

n11100 — 110101
b
V(ny.np.n.1n0)

where n,, denotes the number of languages with
feature values a for f; and b for f;.

¢(fi fj) =
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For a query language ¢, we include up to 5 ob-
served anchor feature values. If fewer than 3 of the
top-10 anchors are observed for ¢, the candidate
pool is expanded to the top-15 correlated features
before selecting up to 5 observed values.

We additionally compute, for each observed an-
chor feature a with value v,, the conditional support
counts from M.,i,, defined as the number of lan-
guages with f=1 and with f =0 given a=v, respec-
tively. An aggregate tally then reports how many
anchor features generally favour value 1, value 0,
or are tied.

Phylogenetic neighbours. We retrieve 5 phylo-
genetic neighbours (i.e. languages with the exact
same, or similar, family lineage) for £. We first
build a candidate pool by breadth-first search over
the Glottolog family tree starting from ¢, up to a
limit of 400 languages. For language isolates, this
pool is padded with arbitrary languages in a fixed
order up to 400.

From this pool, neighbours are selected by a
greedy procedure maximising coverage over the
anchor and target features: at each step the can-
didate is chosen that covers the most anchor or
target features not yet observed among selected
neighbours, breaking ties by whether f is itself ob-
served, typological similarity to ¢, and proximity
(i.e. shortest-path distance to ¢) rank. The near-
est candidate in the full pool supporting f = 1
is included by default beforehand, ensuring that
contrastive evidence is always present.

For each selected neighbour, the prompt lists its
observed value for f, followed by up to 3 observed
anchor-feature values, together with its proximity
rank in the full candidate pool. The block also
includes:

e A vote summary: counts of selected neigh-
bours with f=1, f=0, and f unobserved.

o The closest language in the full candidate pool
(by genealogical proximity rank) supporting
f=1, and the closest supporting f=0.

Geographic neighbours. Geographic neigh-
bours are constructed identically, first construct-
ing a candidate pool by ranking languages on
Haversine distance from ¢’s Glottolog coordinates.
Neighbour headers in the prompt report Haversine
distance in km (rather than a proximity rank), as do
the entries for the closest-supporting neighbours.
The same greedy selection applies to geographic
neighbours.

Task and output. The prompt asks the model
to predict f € {0, 1} and appends four reason-
ing guidance instructions: compare support for
each value; weigh evidence holistically; note that
a smaller number of closer neighbours may out-
weigh a larger but weaker group; and note that
a minority value may be predicted if better sup-
ported. Output is constrained to one minified
JSON object with keys rationale (at most 2 sen-
tences), value ("0" or "1"), and confidence
(lowlmediumhigh). Three example outputs are
appended in-prompt.

A.3 Full Prompt Template

Target language:

- Name: {lang_name}

- Glottocode: {glottocode}
- IS0639-3: {iso}

- Family lineage: {lineage}
- Macro-area: {macroarea}

Typological feature to predict:
{feature}

[Optional: anchor features]

The following are {lang_name}'s observed
typological features that correlate with
the target feature:

- {anchor_feature_1}: {0]|1}

- {anchor_feature_2}: {0|1}

[Optional: phylogenetic evidence]

The following languages are {lang_name}'s

phylogenetic neighbours (observations for

anchor features and the target feature,

when available, are listed):

1) {neighbor_name} (proximity rank={rank}):
- {feature_or_anchor}: {0|1}

2 ...

[Optional: geographic evidence]
The following languages are {lang_name}'s
geographic neighbours (observations for
anchor features and the targetfeature,
when available, are listed):
1) {neighbor_name} (km={distance_km}):

- {feature_or_anchor}: {0|1}

2 ...

[Optional: vote summaries]
Phylogenetic neighbour votes:
- yes: {n_yes}

- no: {n_no}

- missing: {n_missing}

Geographic neighbour votes:
- yes: {n_yes}

- no: {n_no}

- missing: {n_missing}

[Optional: contrastive evidence]
The closest neighbours (by phylogeny and
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B Test Set Composition

geography) supporting each possible value:
- Closest phylogenetic neighbour supporting

wElEE fe Table 3 provides additional statistics on the linguis-
{label or none observed} tic composition of the 1,200 test pairs. In addition

- Closest phylogenetic neighbour supporting .

value 0: to the balanced sampling across resource levels and
{label or none observed} feature types described in Section 3, the test set

- glos‘i“ geographic neighbour supporting covers 171 distinct language families and a broad

value 1: .

{label or none observed} range of geographic macroareas.
- Closest geographic neighbour supporting
value 0:
{label or none observed} Category Coverage
Resource levels 400 pairs each for LRL / MRL / HRL

[Optional: global anchor-feature clue Feature types 300 pairs each for S/P/INV /M

summary] Distinct families 171

Across the knowledge base, when languages Largest families ~ Austronesian 15.6%, Atlantic-Congo

exhibit the same anchor feature values: 15.0%, Indo-European 9.1%

1) {clue_feature}={0|1} -> Macroareas Africa 26.1%, Eurasia 23.0%, Papune-
{yes_count} languages support {feature}=1 sia 22.4%, North America 10.6%,
/{no_count} languages support {feature}=0 South America 10.2%, Australia 4.0%

Overall: Table 3: Composition of the 1,200-pair test set. Family

{n_support_1} features support value 1 / and macroarea percentages denote the proportion of test

{n_support_0} features support value 0 / pairs belonging to each group.

{n_tied} features are tied

Task:

Predict the missing value for C Evaluation Metrics for Imbalanced

feature {feature} (allowed values: ® or 1). Data

Reasoning guidance: . . .
- Compare support for value ® versus value 1. Typological features can be highly imbalanced,

- Weigh all evidence holistically. with some features predominantly taking value O or
- A smaller number of closer or more 1. Our main experiments therefore report macro-F1
relevant neighbours may outweigh a larger . o
but weaker group. rather than accuracy and include a majority base-
N A minority Vaéuf, -5 be pr e‘liiCte‘_idif line. The majority baseline achieves a macro-F1
etter supporte the overa evidence. .

PP y of 0.653, compared with 0.909 for the best LLM

Output: configuration, suggesting that the observed gains

Return exactly one valid minified JSON

object on one line with keys: cannot be explained by majority-label prediction

- rationale alone.

- value To further evaluate performance under label im-

- confidence .. C. . .
balance, we additionally report sensitivity, speci-

Constraints: ficity, and balanced accuracy. Sensitivity measures

i} ‘I;zﬁgr_‘a}gf, 2; I,r,lcl’ft 2isentences recall on positive labels, specificity measures recall

- confidence: "low", "medium", or "high" on negative labels, and balanced accuracy averages
the two:

Example outputs:

{"rationale":"While the majority of Sensitivity + Speciﬁcity

neighbours support 0, the closest BalAcc = .

phylogenetic neighbours support 1.", 2

"value":"1","confidence": "medium"} . . .
The imbalance-aware metrics preserve the main

{"rationale”:"Observed anchor features trend observed with macro-F1. Metadata-only
and phylogenetic evidence strongly . .
support value 1.","value":"1", and anchor-only prompting show substantial asym-
"confidence":"high"} metry between positive- and negative-label per-
{"rationale":"Evidence is mixed, but anchor formance, partlcularl?/ for Llama-3.1-70B. Perfor-
statistics slightly favor value 0.", mance becomes considerably more balanced once
“value”:"8","confidence”:"low"} neighbour evidence is introduced.

Among the non-LLM baselines, Random For-
est and Softlmpute achieve balanced accuracies
of 0.876 and 0.873, respectively. In comparison,
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Method Inputs Sens. Spec. Bal.

Acc.
Random - .600 .785 .692
Majority - .617 885 .751
kNN (cosine) (k = 3) (A) 786 .898 .842
SoftImpute (A) 823 924 873

kNN (phylogenetic) (k = (A)+(B) 775 882 .828
6)

kNN (geographic) (k = 6) (A)+(C) 746 876 811
Random Forest (A)+(B)+(C).792 961 .876

Llama-3.1-70B in-context prompting
Base, zero-shot

(metadata only) - 792 322 557
+ anchor features (A) 907 311 .609
+ anchor + phylogenetic (A)+(B) 955 795 .875
+ anchor + geographic  (A)+(C) .839 .878 .859
+ all (A)+(B)+(C)[.961 936 .948

Gemma-4-31B in-context prompting
Base, zero-shot

(metadata only) - 521 799 .660
+ anchor features (A) 589 .872 .730
+ anchor + phylogenetic (A)+(B) 921 .880 .901
+ anchor + geographic  (A)+(C) 986 .907 .946
+ all (A)+(B)+(C) 980 .879 .930

Table 4: Sensitivity, specificity, and balanced accuracy
for the feature-prediction methods. Inputs follow Ta-
ble 1: (A)=typological matrix, (B)=phylogenetic neigh-
bours, and (C)=geographic neighbours. Cell shading
is column-wise (darker = higher performance); per-
column best is in bold.

Llama-3.1-70B with all evidence achieves the high-
est balanced accuracy of 0.948, with sensitivity
0.961 and specificity 0.936. Gemma-4-31B with
anchor and geographic evidence performs similarly,
reaching balanced accuracy 0.946 with sensitivity
0.986 and specificity 0.907. These results indicate
that the strongest evidence-grounded LLM config-
urations perform well on both labels rather than
obtaining their gains primarily from dominant fea-
ture values.

D Comparison Against a Plurality Voting
Heuristic

A reasonable concern about the performance of
LLMs is whether they are applying any reason-
ing beyond the heuristic of simply following the
plurality vote from neighbours or anchor features.
The random forest baseline partly addresses this,
as it is trained over the same evidence the LLM
sees, and would capture such a rule if one sufficed
for the task; yet the random forest model reaches
only 0.731 macro F1, falling far short of Llama-
3.1-70B’s 0.909.

To more rigorously test how far the support

Method Full  Non-trivial
Llama-3.1-70B 909 893
Phylogenetic neighbours, plurality  .770 .538
Geographic neighbours, plurality 759 459
Anchor features, plurality 735 518

Table 5: Macro F1 of Llama-3.1-70B under the all-
inputs configuration against plurality voting over indi-
vidual evidence blocks, both on the full test set and on
the non-trivial subset.

counts alone determine the gold value, we evalu-
ate plurality voting over each evidence block on its
own, predicting the value supported by the majority
of observed phylogenetic neighbours, geographic
neighbours, or anchor features respectively. Where
there is a tie, a value of 1 is predicted. We addi-
tionally test these methods on a non-trivial subset
of test examples, comprising 10.2% of the test set,
where phylogenetic and geographic plurality votes
disagree.

Table 5 shows the performance of plurality vot-
ing compared to Llama-3.1-70B on both the full
test set and the non-trivial subset. We observe that
under all evidence blocks, simply predicting based
on the plurality vote yields a performance substan-
tially lower than the LLM. This gap is particularly
stark on the non-trivial subset, where plurality vot-
ing underperforms even further, whereas LLM pre-
diction retains a respectable macro F1 of 0.893.
This therefore shows that the LLMs’ aggregation
of evidence is not reducible to simply counting
votes, and in fact LLMs hold an advantage where
the evidence conflicts.

E Within-Family Model Size Comparison

Config Llama 8B Llama 70B
Base (metadata only) 147 465
+ anchor features 425 512
+ anchor + phylogenetic 480 782
+ anchor + geographic 661 788
+all .535 909

Table 6: Overall macro F1 for Llama-3.1 at two model
sizes. Cell shading is column-wise (darker = higher F1).

To study the effect of model size on imputation
performance, Table 6 shows the macro F1 scores
for Llama-3.1 at 8B and 70B sizes. Across con-
figurations, we find that performance increases as
model size increases, with a particularly substan-
tial increase at the base configuration (F1 0.147
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vs 0.465). This is consistent with our expectation
that larger models have more intrinsic knowledge
(limited as it is) and better reasoning abilities. In-
terestingly, the 8B model exhibits a similar trend
to Gemma-4-31B, with performance greater under
geographic evidence than under the configuration
containing all inputs. GPT-5.5 exhibits the same
pattern in Table 1. This suggests that the effect is
not explained by simply the model size. It is the
case that heterogeneous evidence can sometimes
reduce performance.

F Annotation Details and Protocol

Five annotators were recruited for the annotation
task described in Section 5. Annotators were under-
graduate students with backgrounds in computer
science or linguistics, from the authors’ institution.
They were informed that their annotation would
be used for a research context (along with contex-
tual information about what the task would entail),
and that they would participate voluntarily without
monetary compensation, to which they provided
their explicit consent.

For each of the 180 (¢, f) cases collected accord-
ing to the rule stated in Section 5, the annotation
task proceeded in two stages.

1. Stage 1: Given the same typological facts
given to the LLM (namely, all four context
blocks described in Section 3.2), the anno-
tator was asked to decide whether the target
language has the typological feature stated or
not (1/0). In addition, they were asked to state
their confidence level on the same scale as
the LLM (High/Medium/Low). They were
also told to mark their absolute confidence
in their prediction, rather than their relative
confidence between cases.

2. Stage 2: Given the exact same set of cases
as in Stage 1, the annotator is now presented
with what Llama-3.1-70B predicted, as well
as their rationale. Their job was to determine
whether the rationale of given by the LLM is
consistent with the information provided to
them, and the prediction they made (Yes/No).
Note that Llama-3.1-70b was chosen, due to
its superior performance in Table 1.

Each annotator completed the task independently
of each other. These cases were presented to an-
notators in a well-designed web app for ease of
annotation. Within a particular stage, annotators

completed each case sequentially, with the option
to go back to a previous case if desired. However,
annotators were instructed to only start Stage 2
once they completed Stage 1. This was to avoid
their decision making in Stage 1 from being in-
fluenced by the LLM’s reasoning process (which
Stage 2 exposes).

To aid in their decision-making, we provided
two aid sheets: 1) an IPA chart*, and 2) a two-page
reference sheet on linguistics concepts containing
information on phonetics, phonology, morphology,
and syntax, and how to read the IPA chart. Anno-
tators were strictly forbidden from using LLMs or
Al tools for this task, or on any material related to
this task.

Annotators were allowed as much time as de-
sired to complete this task, but we informed them
that we expect each case per stage, to take roughly
three minutes. Annotators shared their results with
the investigators independently of each other.

G Qualitative Analysis of LLM
Rationales

In this section, we provide a qualitative analysis
of Llama-3.1-70B rationales to understand what
evidence the model appears to use, when this ev-
idence use leads to correct predictions, and when
it produces incomplete or misleading explanations.
In particular, from the 180 cases used in the anno-
tation study, we construct two subsets of rationales
to analyse.

The first subset consists of all cases where a ma-
jority of annotators (i.e. three) agreed that the LLM
provided a flawed rationale. There were 30 such
majority-contradiction cases. On this restricted
subset, the LLM still achieved accuracy 0.867 (F1
0.464), while the human plurality achieved accu-
racy 0.967 (F1 0.492). The low F1 values mainly
reflect the strong class imbalance in this subset,
where almost all gold labels are 0. Only four cases
combined a majority-marked inconsistent rationale
with an incorrect LLM prediction. We call this the
contradiction subset.

To match this subset, we also randomly sampled
another 30 cases where no annotator marked it as
having a reasoning error. On this subset, the LLM
predicted 29 of 30 cases correctly. We call this the
non-contradiction subset.

Of note, in none of the cases studied, do the ra-
tionales mention the target language’s metadata, or

4IPA Kiel, revised to 2015
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any external fact about the language not provided
by the prompt. Instead, the rationales overwhelm-
ingly cite evidence explicitly present in the prompt
(or no evidence at all). Thus, the model’s success-
ful explanations are best understood as prompt-
grounded evidence summaries, not as demonstra-
tions of innate typological knowledge.

Pattern 1: Cross-source agreement produces
the clearest successes. The clearest successful
rationales occur when phylogenetic neighbours, ge-
ographic neighbours, and anchor-feature statistics
all suggest the same label. For example, dalo1238
(Daloa Bété), a medium-resource language with tar-
get feature P_BILABTALS, had unanimous neigh-
bour support for value 1: 5/5 phylogenetic neigh-
bours and 5/5 geographic neighbours supported
1, and both available anchor clues also supported
1. The LLM predicted the gold value 1 with high
confidence and gave the rationale: “The observed
anchor features are known to support 1 when they
are 0. Furthermore, both phylogenetic and geo-
graphic neighbours align strongly with value I,
with all observed neighbours supporting 1.” This
is a faithful summary of the prompt evidence.

With that said, the contradiction subset shows
that even when all the evidence in the prompt is
aligned, the model can still fail to report it. For
shan1277 (Shan), a low-resource language with
target feature P_LATERAL_OBSTRUENTS, both phy-
logenetic and geographic neighbours gave majority
support for value 0, and the anchor clue also sup-
ported value 0. The model nevertheless predicted
1 and gave only the rationale “Insufficient direct
evidence”. Even if the evidence was given to the
model, it failed to interpret it, and provided an in-
correct prediction.

Pattern 2: Neighbour evidence is usually pri-
mary, while anchor evidence is usually sec-
ondary. Another observation is that the LLM usu-
ally follows neighbour evidence, especially when
phylogenetic and geographic neighbours agree. A
successful example from the non-contradiction set
is awad1243 (Awadhi), a high-resource language
with target feature M_PRESENT_MARK. The single
anchor clue supported value 0, but neighbour evi-
dence strongly supported value 1: four of five phy-
logenetic neighbours and all five geographic neigh-
bours supported 1. The LLM predicted the gold
value 1 with high confidence, stating that “the ma-
Jjority of phylogenetic and geographic neighbours

support value 1 and that the closest neighbours
also supported 1, “outweighing the general trend”
from languages with the same anchor value. Hence
it prioritised local neighbour evidence over a global
anchor trend, rather than a prediction based on in-
dependent knowledge about Awadhi’s family or
typological profile.

Even if the model appears to favour neigh-
bour evidence, it does not always make it clear
how it weighs differing neighbour information.
Indeed, from the contradiction subset, we may
consider the case of dural244 (Dura). This is
a medium resource language with target feature
S_POLARQ_MARK_SECOND. The majority of neigh-
bours supported 0, but the closest phylogenetic
and geographic neighbours both supported 1. The
model predicted correctly, but its rationale only be-
gan to describe the conflict: “Although the majority
of both phylogenetic and geographic neighbours
support 0, the closest neighbour in both categories,
Bujhyal, supports 1”. It did not give an explanation
of how it weighed the neighbour evidence given.

A similar, but distinct observation is that for
low-resource cases, the LLM had a reliance on us-
ing neighbour evidence, according to its rationale.
This is generally because these cases often pro-
vided fewer target-language anchor features, which
when combined with the fact that the LLM nat-
urally seems to disfavour anchor information, re-
sulted in this reliance.

Pattern 3: Proximity and contrastive evidence
are useful, but can be incorrectly interpreted.
Recall that the prompt asks the model to consider
whether a smaller number of closer neighbours may
outweigh a larger but weaker group. From the non-
contradiction subset, we see that the LLM can use
this instruction sensibly. For example, chak1270
(Chak), a medium-resource language with target
feature M_COME_VERB_SUPPLETION, had four of
five phylogenetic neighbours and four of five geo-
graphic neighbours supporting 0. The closest geo-
graphic neighbour supporting 0 was Anu-Hkongso
at 48.0 km, while the closest geographic neighbour
supporting 1 was Zeme Naga at 450.7 km. The
LLM predicted the gold value 0 with medium con-
fidence and explained: “The majority of both phylo-
genetic and geographic neighbours support value
0, and the closest geographic neighbour support-
ing value 0 is significantly closer than the closest
geographic neighbour supporting value 1.”

The contradiction cases show that proximity
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evidence can be misinterpreted or even omitted
from reasoning though. In anutl237 (Anuta),
a low-resource language with target feature
M_UNPREDICTABLE_GENDER_CLASS, the prompt
gave no target-language anchor features, so the
model had to rely on neighbour evidence. The ra-
tionale stated that “the majority of phylogenetic
and geographic neighbours support value 0” and
noted that the closest phylogenetic neighbour sup-
porting O was more proximal than the closest phy-
logenetic neighbour supporting 1. This correctly
described part of the evidence, and the model pre-
dicted the gold value. However, the rationale
omitted the countervailing geographic informa-
tion: the closest geographic neighbour supporting
1 was closer than the closest geographic neigh-
bour supporting 0. In natal254 (Northern Amis),
a medium-resource language with target feature
M_PROD_PLURAL_MARK, the model similarly cited
closest-neighbour support for value 0, saying that
“the closest phylogenetic neighbour Sirayaic and ge-
ographic neighbour Atayal support value 0”, but
then added that “the observed anchor features do
not provide strong evidence for value”, even though
the prompt did not provide target-language anchor
features. These are not necessarily prediction fail-
ures, but they are rationale-faithfulness failures:
the model gives a simplified proximity account that
omits or misstates part of the prompt evidence.

Proximity can also be overweighted. The one
incorrect prediction in the no-contradiction subset
was garol247 (Garo), a high-resource language
with target feature P_IMPLOSIVES. The gold la-
bel and human majority were 0. Both neighbour
blocks supported 0 by a 4-to-1 majority, and both
anchor clues supported 0. The LLM nevertheless
predicted 1 with medium confidence. Its rationale
began: “Although the majority of phylogenetic and
geographic neighbours support 0, the closest phy-
logenetic and geographic neighbours supporting
value 1 are relatively closer than those supporting
value 0.” This rationale overstates the importance
of proximity. Indeed, the positive phylogenetic
supporter was only slightly closer than the nearest
negative supporter, while the nearest geographic
supporter of 0, Assamese at 121.2 km, was much
closer than the nearest geographic supporter of 1,
Nepali Kurux at 473.0 km. Thus, proximity is
useful when it reinforces broader evidence, but it
can become misleading if the evidence is not given
appropriate weight.

Pattern 4: Generic rationales often mark un-
certainty. One fallback phrase that the LLM pro-
vided in both non-contradiction and contradiction
subsets was: “Insufficient direct evidence”. In the
no-contradiction subset, four of the 30 rationales
used exactly this phrase; all four predictions were
correct and low-confidence. Hence, it seems to be
an indicator for a lack of confidence on the model’s
part.

In the contradiction subset, the phrase occurred
in 8 of the 30 majority-contradiction cases, and
all four cases that combined a majority-marked
inconsistent rationale with an incorrect LLM pre-
diction used this fallback rationale. One can re-
call a case with Shan, where it ignored aligned
support throughout the prompt for 0, accompa-
nied by rationale. Another case is eweel241
(Ewe), a high-resource language with target fea-
ture M_PROD_AUGMENTATIVE_NOUN, the same ra-
tionale was given in a conflicted case: phylogenetic
neighbours and anchor clues supported 0, while ge-
ographic neighbours strongly supported 1. The
gold label was 1, but both the LLM and the human
majority predicted 0. Here the problem was that the
rationale failed to describe the conflict that made
the case difficult.

Pattern 5: Phonological and inventory cases are
hard with conflicting evidence. The model can
handle phonological and inventory features when
evidence is clear. An example is dalo1238 (Daloa
Bété) for P_BILABTALS. However, the majority-
contradiction subset suggests that fine-grained seg-
mental features are a common source of actual
errors when evidence conflicts. Of the four cases
where a majority-marked inconsistent rationale co-
incided with an incorrect prediction, three involved
phonological or inventory features. In nort2921
(North Wahgi), a low-resource language with tar-
get feature P_FRICATIVES, the neighbour majority
supported value 0, but the anchor clue supported 1;
the model gave the generic rationale “Insufficient
direct evidence” and predicted 1, while both the
gold label and human majority were 0. The afore-
mentioned Shan and Garo cases are similar. These
cases suggest that the model’s evidence weighting
for these kinds of cases is brittle, when the evidence
given can be difficult to interpret.

The takeaway. While the rationales given by the
LLM is a step towards explainable typological pre-
diction, they are best understood as a method to
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interpret evidence given to it. From the rationales
analysed, we do not have any reason to say that
the LLM uses any innate typological knowledge,
or knowledge about the language outside of the
prompt (despite given metadata) to reason in this
task. Furthermore, the LLM appears to have innate
biases in how it prioritises certain information over
others. Nonetheless, even if the rationale the LLM
provides sometimes does not provide a full account
of its behaviour, it does offer (often strong) clues
towards its prediction.

H Baseline Architectures

H.1 Kk-Nearest Neighbours

We chose k = 3 for kNN-cosine and k£ = 6 for
kNN-phylogenetic and geographic. This was
determined following a search over k, evaluating
each model on macro F1 on the validation split.
We then choose the value of & where performance
begins to plateau or decrease. Where a tie occurs,
a value of 1 is predicted.

H.2 Random Forest Classifier

Following Amirzadeh et al. (2025), we train a ran-
dom forest classifier for each typological feature
f. To best match the inputs visible to the LLM, we
train the classifier on the following features given
some language ¢ (totalling 42 features):

Metadata
e P(f = 1|top-level family)
e P(f = 1| macroarea)

Anchor features For each of the top 5 correlated
anchor features a which are observed for ¢:

e {’s value of feature a, v, = Mipinl€, al
e Global anchor feature clue, P(f = 1|a = v,)

Phylogenetic neighbours For each of the 5 near-
est phylogenetic neighbours £),:

o (,’s value of f, Minl€)p, f1
e Whether f is missing in £,
Supplemented by the following aggregate features:

e Number of phylogenetic neighbours vot-
ing yes (i.e. where Myinl€p, f1 = 1 A
Mtrain[fp, f] # J—)

e Number of phylogenetic neighbours voting no
(i.e. where Mipain [gp, f1=0 A Mgain [fp’ fl1#
a0

e Number of phylogenetic neighbours with
missing f

e The rank of the closest phylogenetic neigh-
bour voting yes

e The rank of the closest phylogenetic neigh-
bour voting no

Geographic neighbours For each of the 5 near-
est geographic neighbours £,:

e {;’s value of f, Mipin[lg, 1
e Whether f is missing in £,
Supplemented by the following aggregate features:

e Number of geographic neighbours voting yes
(i-e- where Mtrain [fg, f 1= LA Mtrain [[gy f ]#
1)

e Number of geographic neighbours voting no
(i.e. where Mipin [fg, S1=0 A Mipain [gg’ f1#
L

e Number of geographic neighbours with miss-
ing f

e The rank of the closest geographic neighbour
voting yes

e The rank of the closest geographic neighbour
voting no

Following a grid search over the number of es-
timators n_estimators and maximum tree depth
max_depth, evaluating macro F1 performance on
the validation split, we choose n_estimators=
500 and max_depth= 8, with the remaining hy-
perparameters set to scikit-learn (Pedregosa et al.,
2011) defaults.

I Computing Infrastructure

Computational experiments on all three open-
source models (Llama-3.1-8B, Llama-3.1-70B,
Gemma-4-31B) across all five configurations were
run on a single Nvidia H100 GPU, totalling 25
compute hours. GPT-5.5 experiments were con-
ducted through inference on Azure OpenAl. All
other experiments were run on CPU.
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Artifact License

Packages

URIEL+ (Khan et al., 2025) CCBY-SA 4.0
scikit-learn (v1.8) (Pedregosa et al., 2011) BSD-3-Clause
Transformers (v5.1) (Wolf et al., 2020) Apache 2.0
Datasets

Glottolog (v5.2) (Hammarstrom et al., 2025) CCBY 4.0
Models

Llama-3.1-8B-Instruct (Grattafiori et al., 2024)  Llama 3.1 Community License Agreement
Llama-3.1-70B-Instruct (Grattafiori et al., 2024) Llama 3.1 Community License Agreement
Gemma-4-31B-IT (DeepMind, 2026) Apache 2.0

GPT-5.5 (OpenAl, 2026) Azure OpenAl (Microsoft Product Terms)

Table 7: Artifacts used in this study, and their licenses.

J Use of Generative Al

We used generative Al only in a limited capacity.
Namely, generating auto-code completions (which
were verified) and checking the grammar and struc-
ture of our text.

K Licenses for Artifacts

We present the licenses for this study in Table 7.
Our usage of these artifacts is in line with the li-
censes these artifacts were released under.
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