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Abstract

Multilingual deployment often requires estimat-
ing how well a model will perform on a task
in a target language when direct benchmark re-
sults are unavailable and published evidence
is incomplete. We study whether structured
agentic reasoning can support this predictive
multilingual evaluation task. We introduce a
controlled benchmark of 1,500 questions span-
ning six tasks and five evidence scenarios. The
benchmark separates accessible evidence from
ground truth, enabling evaluation of systems
that must infer missing results from incomplete
literature evidence. We also present LITMUS
(RE)AGENT,! a DAG-orchestrated agentic sys-
tem that decomposes queries into hypotheses,
retrieves evidence, and synthesises predictions
through feature-aware aggregation. Across six
systems, LITMUS (RE)AGENT achieves the
best overall performance, with the largest gains
in transfer-heavy scenarios where direct evi-
dence is weak or absent. These results show
that structured agentic reasoning is a promising
approach to multilingual performance estima-
tion under incomplete evidence.

1 Introduction

Large Language Models (LLMs) are increasingly
expected to operate across many tasks and many
languages, yet multilingual evaluation remains
highly incomplete (Achiam et al., 2023; Costa-
Jussa et al., 2022). For many task-model-language
combinations, especially in low-resource settings,
direct benchmark results are unavailable, scattered
across papers, reported under inconsistent condi-
tions, or too expensive to reproduce. As a result,
practitioners often need to make deployment and
model-selection decisions without the exact evi-
dence they would ideally want. This creates a prac-
tical question: how will a model perform on a task
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in a target language when direct evaluation results
are missing ? We refer to this as the Task—Model—
Language (TML) prediction problem.

Existing approaches address this problem only
partially. Multilingual benchmark suites expand
evaluation coverage, but still leave large portions
of the TML space unobserved (Ruder et al., 2021;
Liang et al., 2022; Costa-Jussa et al., 2022). Be-
yond benchmark coverage, TML prediction is an
established research problem. LangRank (Lin et al.,
2019), LITMUS (Srinivasan et al., 2022), Infor-
mation Parity (Tsvetkov and Kipnis, 2024), the
Bayesian matrix-factorisation approach of Schram
et al. (2023), and LanguageRanker (Li et al., 2025)
estimate or rank multilingual performance using
predefined signals or representations. LLM-as-
judge methods scale evaluation, but do not directly
address missing-result prediction from incomplete
literature evidence and raise concerns about bias
and reproducibility (Tan et al., 2025). Agentic sys-
tems can retrieve and synthesise information from
research papers (Mittal et al., 2025), yet predictive
reasoning under systematically restricted evidence
remains underexplored. We develop a more general
agentic solution that retrieves and reasons over sci-
entific evidence without depending on a fixed pre-
defined feature set, and evaluate it in a controlled
incomplete-evidence setting.

To address this gap, we introduce both a bench-
mark and a system. First, we construct a controlled
benchmark for predictive multilingual evaluation.
The benchmark contains 1,500 questions spanning
six tasks and five evidence scenarios, and separates
accessible evidence at inference time from ground
truth. Systems are evaluated using only a reduced
paper corpus, while answers are defined from a
larger combined curated corpus. This enables con-
trolled study of predictive reasoning under varying
evidence conditions. The benchmark covers two
complementary capabilities: numeric performance
prediction and comparative multilingual reasoning.

40255

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 40255-40282
October 24-29, 2026 ©2026 Association for Computational Linguistics


https://github.com/AvniMittal13/Litmus_ReAgent
https://github.com/AvniMittal13/Litmus_ReAgent

( Section 1: Benchmark Details (Evaluation Framework) )

Evaluation Tasks ) ( Controlled Scenarios (S1-S5) N Evaluation Sets & Constraints

; $1: Same Lang + Same Model (High
( CodelGeneration ) [ Rosource) e ] - PredSet QnASet

" >2 (Predictive Analysis (Comparative/Factoid
[ Mathificasoning J [ S2: Same Lang + Diff Model ] 3 % Questions) Questions)
[ Question Answering J |:> E 3 |::>

[ S3: Similar Lang + Same Model ] =] - A = .
[ Text Classification ] £5 g it
i © 0
[ Text Summarization } S4: Distant Lang + Same Model ea Restricted to Fixed Corpus of Research Papers
c

[ Section 2: Iterative Loop (Dynamic DAG Management) J

Expand DAG Spawn New Agents
/ Hypotheses
Refine / Prune
DAG Discard Irrelevant
Branches
Manage

Progression Mark Completed
Agents

New Evidence Emerges

User Query /
New
Information

ThoughtAnalyzer
Agent (Orchestrator,

Active & Completed Agents
(Evidence & Results)

Individual ThoughtAgent Loop

Response 3
Sub 1t AnalyzerAgent IFEL
ub-agents S Response
R;)Isearch (Web Search, Expert (Aggregation) P
anner Knowledge, Coder)

Iterative Refinement Process |
;

Figure 1: Overview of the benchmark and LITMUS (RE)AGENT. Top: six tasks, five controlled scenarios (S1-S5),
two query types, and restricted paper-corpus access. Bottom: dynamic DAG orchestration in which specialised
agents spawn and prune hypotheses, gather evidence, and aggregate results into the final response.

Second, we present LITMUS (RE)AGENT, a
DAG-orchestrated agentic system for this setting.
The system decomposes a query into hypotheses,
retrieves citation-grounded evidence, extracts lin-
guistic and task-level signals, and aggregates them
into a final prediction. Relative to the earlier DAG-
based system of Mittal et al. (2025), our version
strengthens expert-knowledge retrieval, expands
coder support with linguistic feature libraries, and
improves prompting for more stable, expert-aligned
reasoning.

We evaluate LITMUS (RE)AGENT against five
baselines, including the prior DAG-based system,
single-agent and non-DAG agentic variants, a di-
rect GPT-4.1 baseline, and a general-purpose multi-
agent framework. Across the full benchmark, LI1T-
MUS (RE)AGENT achieves the strongest overall
performance, with the largest gains in transfer-
heavy settings where direct evidence is weak or ab-
sent. We further provide analysis across tasks, evi-
dence scenarios, metric types, and internal agent be-
haviours, together with a human evaluation study.

Our contributions are threefold: (i) we intro-
duce a controlled benchmark for predictive mul-
tilingual evaluation under incomplete evidence,
spanning six tasks, five evidence scenarios, and
both numeric prediction and comparative reason-
ing; (ii) we present LITMUS (RE)AGENT, a DAG-

orchestrated, citation-grounded system for estimat-
ing multilingual performance from incomplete lit-
erature evidence; and (iii) we provide a compre-
hensive empirical analysis, including comparisons
against five baselines, breakdowns by task and evi-
dence scenario, internal agent-behaviour diagnos-
tics, and a human evaluation study.

2 Related Work

2.1 Multilingual Evaluation and Benchmarks

Multilingual evaluation has been studied through
benchmark suites and task-specific datasets. Re-
sources such as XTREME, XTREME-R, and
XGLUE evaluate cross-lingual transfer across mul-
tiple languages and tasks (Hu et al., 2020; Ruder
et al., 2021; Liang et al., 2020), while broader plat-
forms such as HELM and BIG-Bench extend evalu-
ation across diverse capabilities and models (Liang
et al., 2022; Srivastava et al., 2022). Task-specific
benchmarks further cover program synthesis, math-
ematical reasoning, and summarisation (Chen et al.,
2021; Cobbe et al., 2021; Narayan et al., 2018).
These resources provide valuable multilingual evi-
dence, but they do not address the problem of pre-
dicting missing results under incomplete coverage.
Community-grounded perspectives further stress
that empirically valid language evaluation requires
resources designed with and for the speaker com-
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munity (Bird, 2020). Predictive systems should
therefore complement, rather than substitute for,
community-led benchmarking.

2.2 Predictive Multilingual Analysis

A separate line of work estimates or ranks perfor-
mance for unobserved TML combinations with-
out running full evaluations. LangRank uses ty-
pological and corpus-based signals (Lin et al.,
2019), while representation-based and transferabil-
ity methods include Task2Vec, LEEP, and LogME
(Achille et al., 2019; Nguyen et al., 2020; You et al.,
2021). Later work introduced meta-predictors and
multilingual deployment frameworks, including
LITMUS (Ahuja et al., 2022a; Srinivasan et al.,
2022). Information Parity applies information-
theoretic modelling (Tsvetkov and Kipnis, 2024),
Schram et al. (2023) use Bayesian matrix factorisa-
tion, and LanguageRanker quantifies performance
across high- and low-resource languages (Li et al.,
2025). Together, this literature establishes multi-
lingual performance prediction and ranking as a
research problem. Our setting instead studies an
agentic workflow that retrieves literature evidence
and selects task- and language-relevant analyses
dynamically rather than fixing the feature set in
advance.

2.3 Agentic and Literature-Grounded
Systems

Agentic systems augment language models with
planning, tool use, and structured reasoning. Re-
Act and Toolformer introduced interleaved reason-
ing and tool invocation (Yao et al., 2022; Schick
et al., 2023), while graph- and multi-agent frame-
works support more structured workflows (Zhuge
et al., 2024; Liu et al., 2026). Retrieval-augmented
systems and scientific assistants, including Pa-
perQA and related research agents, support citation-
grounded reasoning over documents (Lewis et al.,
2020; Léla et al., 2023; Zhang et al., 2025). Most
of this work focuses on literature exploration or
question answering rather than multilingual perfor-
mance prediction. The closest prior work is Mittal
et al. (2025), which introduced a DAG-based pre-
dictive analysis system but did not provide a large,
scenario-controlled benchmark for studying perfor-
mance under systematically incomplete evidence.

3 Benchmark Details

We construct a controlled benchmark for multi-
lingual predictive evaluation under incomplete evi-

dence. Each instance corresponds to a Task—Model—
Language query and is assigned to one of five sce-
narios that vary the evidence available at inference
time. The key design is to separate accessible evi-
dence from ground truth: systems retrieve from a
reduced paper corpus, while answers are defined
from a larger combined curated corpus.

3.1 Benchmark Scope

The benchmark spans six tasks: code genera-
tion, mathematical reasoning, question answer-
ing (QA/VQA), text classification (including NLI),
text summarisation, and machine translation. We
curate multilingual evaluation papers and extract
language-to-model-family mappings, which we ag-
gregate into a task-specific combined mapping that
represents the curated answer space. To simulate
incomplete evidence, we construct a reduced map-
ping by removing a subset of papers from the com-
bined curated corpus. Systems access only the
reduced corpus during evaluation, while ground-
truth values are taken from the combined curated
corpus, enabling controlled analysis under partial
evidence.

3.2 Query Types: Numeric Prediction and
Comparative Reasoning

The benchmark evaluates two complementary ca-
pabilities: numeric performance prediction and
comparative multilingual reasoning. PREDSET re-
quires predicting a scalar score for a given task,
model family, and language, while QNASET re-
quires comparing candidate models or languages
to identify the best-performing option. This dis-
tinction reflects practical usage: users ask both
“What score should I expect?” and “Which model
is likely to be best?”, so the benchmark covers
both regression and comparative reasoning. Each
QNASET question is evaluated against a single
ground-truth model or language using strict exact
match; near-correct or partially correct answers
receive no credit.

3.3 Scenario Design

Table 1 summarises the five evidence scenarios
used in the benchmark. Throughout, same model
refers to the same model family, rather than the
exact checkpoint identifier. S1 is the strongest-
evidence setting, where both the target language
and target model family are observed in the reduced
corpus, allowing direct retrieval for the exact Task—
Model-Language combination. S2 keeps the target
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Scenario Target language Target model Available evidence source

S1: Same L + Same M Observed Observed Direct evidence

S2: Same L + Diff M Observed Missing Same language, other models
S3: Similar L + Same M Missing Observed Typologically close language
S4: Distant L + Same M Missing Observed Typologically distant language
S5: Diff L + Diff M Missing Missing Other languages and model families

Table 1: Summary of the five benchmark scenarios. “Observed” means directly available in the reduced evidence

corpus at inference time.

Numeric Prediction (Code Generation):

Q1: What is the performance of DeepSeek-Coder-V2 on
Code Generation for Nepali?

Answer: 1.5 (pass@1)

Numeric Prediction (Classification/NLI):

Q2: What score does GPT-4-Turbo achieve for Classifi-
cation NLI in Oromo?

Answer: 10.7

Numeric Prediction (Machine Translation):

Q3: How well does IndicTrans2 perform on Machine
Translation for Sanskrit?

Answer: 51.6 (chrF++)

Comparative Reasoning (Text Summarisation):
Q4: Which model achieves the highest score for Text Sum-
marization in Kirundi?
Answer: Qwen2-7B
Comparative Reasoning (QA/VQA):
Q5: What is the top-performing model for QA VQA in
Tigrinya?
L Answer: TiRoBERTa

J

Figure 2: Illustrative questions from the two benchmark
subsets: PREDSET for numeric prediction and QNASET
for comparative reasoning.

language observed but removes the target model
family, so prediction must transfer across models
within the same language. S3 and S4 both remove
the target language while retaining evidence for
the same model family: S3 allows transfer from a
typologically close language, whereas S4 allows
only distant-language evidence. S5 is the weakest-
evidence setting, where both the target language
and target model family are absent, requiring trans-
fer across both languages and model families.

3.4 Question Construction

Questions are generated for each task—scenario
block from language-to-model-family mappings.
Prompts are constrained to use only languages and
model families present in the mapping, and ex-
clude programming languages for code generation.
Each block includes both numeric-prediction and
comparative-reasoning questions. The full prompt
template is provided in Appendix H (Figure 21).

3.5 Ground-Truth Provenance, Metric
Normalisation, and Scoring

Ground-truth values are automatically extracted
from the combined curated paper corpus and man-
ually validated. For each PREDSET question g,
we retain the set G, of eligible values reported
in that corpus for the corresponding Task—Model—
Language tuple. Each value remains linked to its
source paper and metric and, where available, its
benchmark or dataset. We normalise all values to a
common 0-100 scale: values in [0, 1] are multiplied
by 100, while other metrics undergo task-specific
linear scaling. Evaluation is restricted to compati-
ble metric families within each task to ensure valid
comparisons.

When multiple values are available, we retain
them rather than averaging or selecting a canonical
benchmark. For a normalised prediction g, the
per-question absolute error is the minimum error
over the eligible published values; PREDSET MAE
is the mean of these errors across the question set

Q:

A 1

¢g=min[jg—gl,  MAE= al > eq (1)
gclq )

Thus, the metric measures consistency with the

closest compatible result in the combined curated

corpus rather than deviation from a single canonical

value.

3.6 Language Similarity for Transfer
Scenarios

For Scenarios 3 and 4, language similarity is de-
fined using cosine distance over lang2vec features,
with language pairs split into close and distant
groups via a percentile-based threshold. Full de-
tails are provided in Appendix H.4.

3.7 Dataset Statistics

The benchmark contains 1,500 questions across six
tasks and five scenarios, with 50 questions per task—
scenario block (25 PREDSET and 25 QNASET).
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Figure 3: Combined versus reduced corpus statistics per
task.

The reduced evidence set is constructed to ensure
all scenarios remain instantiable for every task. Fig-
ure 3 compares the combined and reduced paper
collections. The reduced set has lower language
and model-family coverage, creating controlled ev-
idence scarcity while retaining ground truth in the
combined curated corpus. Additional statistics are
provided in Appendix H.

4 LiTMUS (RE)AGENT

We build on a DAG-based multi-agent architec-
ture originally proposed for multilingual perfor-
mance prediction (Mittal et al., 2025). That sys-
tem showed that decomposing evaluation queries
into parallel hypothesis threads handled by spe-
cialised Thought Agents yields more grounded pre-
dictions than monolithic prompting. We retain
the core DAG structure but introduce targeted im-
provements to expert-knowledge retrieval, code
execution with linguistic features, and prompt
design. These modifications produce LITMUS
(RE)AGENT, enabling reliable predictive analysis
under restricted evidence by aligning system be-
haviour with expert multilingual evaluation work-
flows. Implementation details are provided in Ap-
pendix C.

4.1 Base Architecture

The system follows a DAG-based orchestration
pattern (Zhang et al., 2024). A natural-language
query (e.g., “How will GPT-4o perform on ma-
chine translation in Nepali?”) is processed by a
MainAgent, which determines whether it is new or
a follow-up. For new queries, a ThoughtCreator-
Agent decomposes the problem into hypotheses
and spawns one ThoughtAgent per hypothesis as
a node in the DAG. Each ThoughtAgent operates
as a coordinated group of specialised sub-agents:
Research Planner (plans evidence acquisition and
coordinates analysis), Web Search and Crawl (re-
trieves and parses documents), Expert Knowledge
(queries a curated multilingual knowledge base),

Coder (writes and executes analysis scripts, includ-
ing regression models), and Reporter (summarises
the hypothesis outcome).

A ThoughtAnalyzerAgent monitors active hy-
potheses, spawning new ones when gaps appear
and pruning redundant branches. Once all hypothe-
ses are resolved, a ResponseAnalyzerAgent aggre-
gates the results into a final response containing
the predicted outcome, supporting citations, and
a structured rationale. This modular design limits
context-window saturation while preserving inter-
pretable reasoning, as each hypothesis maintains
an independent evidence trail.

4.2 Improvements in LITMUS (RE)AGENT

Relative to the base system, we introduce three
improvements that enhance planning, retrieval, and
validation in line with expert workflows.

Enriched Expert Knowledge. The base system
relied on a small set of task-specific papers. We
expand this to a broader corpus of multi-task cross-
lingual evaluation studies, reflecting the transfer-
ability of predictive signals (Ahuja et al., 2022b;
Srinivasan et al., 2022). The knowledge base en-
codes multilingual evaluation strategies, including
language—task—model observations, failure modes,
and expert analysis patterns, enabling more in-
formed prediction planning.

Enhanced Code Execution with Linguistic Fea-
ture Libraries. The Coder agent previously had
limited library access and lacked structured linguis-
tic resources. We extend it with 1lang2vec and the
URIEL typological database (Littell et al., 2017),
providing syntactic, phonological, geographic, and
family-level features for over 7,000 languages.
These enable language distance computation, fea-
ture extraction, and feature-informed regression
models used in multilingual research.

Prompt Stabilisation and Expert-Aligned Rea-
soning. Prompts are redesigned to reinforce the
analysis process and effective use of system ca-
pabilities. Instructions guide agents to follow
expert-style workflows, including hypothesis gen-
eration, evidence retrieval, and feature-based analy-
sis, while requiring cited evidence and careful tool
usage. This reduces failure modes such as invalid
tool calls, brittle code execution, and hallucinated
citations.
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PREDSET MAE (]) QNASET Accuracy (%) (1)
Task LRA L++ TA SA GPT Ml | LRA L+ TA SA GPT M1
Code Gen. 142 211 189 178 398 270 | 553 254 395 518 272 412
Math Reas. 200 288 275 296 182 2638 154 106 13.0 9.8 18.7 7.3
QA/VQA 9.5 8.7 147 124 9.6 14.1 8.0 224 8.0 16.8 16.0 5.6
Class./NLI 7.9 9.6 11.6 119 9.9 12.0 16.0 7.2 6.4 13.6 9.6 24
Text Sum. 6.5 12.6 9.8 7.1 9.6 9.2 21.0 134 109 21.8 15.1 1.7
Machine Tr. 6.2 6.4 9.9 7.5 8.3 10.0 16.8 120 192 96 9.6 4.0
Overall 104 127 151 145 16.5 17.2 | 21.6 151 159 20.1 159 10.0

Table 2: Task-level results on the benchmark. Left: PREDSET mean absolute error (MAE; lower is better). Right:
QNASET accuracy (higher is better). LRA = Litmus (Re)Agent, L++ = LITMUS++, TA = ThoughtAgent, SA =

Single Agent, GPT = GPT-4.1, and M1 = Magentic-One.

4.3 Evaluation Setup

We evaluate all methods on the benchmark de-
scribed in Section 3. During evaluation, all meth-
ods are restricted to the same reduced paper corpus,
while ground truth is computed from the combined
curated corpus (Section 3.5). Depending on the sce-
nario, the resulting evidence may be direct, partial,
or indirect, enabling controlled study of predictive
reasoning under incomplete evidence.

We compare LITMUS (RE)AGENT against five
baselines: (i) LITMUS++, the prior DAG-based
system without the improvements introduced in
this work; (ii) ThoughtAgent, a single multi-agent
group chat without DAG decomposition; (iii) Sin-
gle Agent, a ReAct-style agent with direct tool
access but no multi-agent coordination; (iv) a GPT-
4.1 direct baseline with no agentic scaffolding;
and (v) Magentic-One (Fourney et al., 2024), a
general-purpose multi-agent framework. We hold
GPT-4.1 fixed across this primary six-system com-
parison so that differences reflect system design
rather than backbone choice; Section 5.5 evaluates
sensitivity to this default. All reported computa-
tional results are based on a single run of each
system configuration. Additional implementation
details are provided in Appendix B.

5 Results

We evaluate LITMUS (RE)AGENT on the full
1,500-question benchmark and compare it against
five baselines: LITMUS++, ThoughtAgent, Single
Agent, GPT-4.1 direct, and Magentic-One. In this
primary six-system comparison, all systems use
GPT-4.1 as the underlying LLM.

5.1 Overall Performance

Table 2 summarises the main findings. On PRED-
SET, LITMUS (RE)AGENT achieves an overall
MAE of 10.4, followed by LITMUS++ (12.7), Sin-
gle Agent (14.5), ThoughtAgent (15.1), GPT-4.1

(16.5), and Magentic-One (17.2). On QNASET,
LitMUS (RE)AGENT reaches 21.6% accuracy,
compared to 20.1% for the Single Agent, 15.9%
for both ThoughtAgent and GPT-4.1, 15.1% for
LITMUS++, and 10.0% for Magentic-One. These
results show that LITMUS (RE)AGENT improves
both numeric prediction and comparative reason-
ing over all baselines, and that the three targeted
improvements introduced in this work account for
the gain over LITMUS++ (2.3 MAE reduction).
Notably, the Single Agent (14.5) outperforms the
ThoughtAgent (15.1) on MAE, suggesting that the
multi-agent group chat overhead does not always
help without DAG-level decomposition.

5.2 Per-Task Analysis

Table 2 presents the per-task results. On PREDSET,
L1TMUS (RE)AGENT achieves the lowest MAE
on four of six tasks, with the largest gain in code
generation (14.2 vs. 39.8 for GPT-4.1), where evi-
dence decomposition and feature-informed analy-
sis are particularly effective. Both the ThoughtA-
gent (18.9) and Single Agent (17.8) substantially
outperform GPT-4.1 on this task, indicating that
tool use alone provides benefits even without DAG
structure. Text summarisation has lower errors
than most other tasks (MAE 6.5-12.6), with L1T-
MUS (RE)AGENT achieving the best result (6.5).
Mathematical reasoning remains challenging, and
is the only task where GPT-4.1 performs best (18.2),
likely reflecting weaker dependence on external evi-
dence. Magentic-One consistently performs poorly
across tasks, suggesting that general-purpose or-
chestration does not transfer well without task-
specific design.

On QNASET, LITMUS (RE)AGENT achieves
the highest overall accuracy (21.6%) and leads
on code generation (55.3%) and classification/NLI
(16.0%). Other systems achieve the best perfor-
mance on individual tasks (e.g., ThoughtAgent on
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machine translation, LITMUS++ on QA/VQA, Sin-
gle Agent on summarisation), but overall accuracy
remains low across tasks. One relevant factor is the
strict single-answer exact-match scoring used for
QNASET, which awards no partial credit; by con-
trast, PREDSET uses graded absolute error. All sys-
tems are evaluated under the same reduced-corpus
evidence constraint. A full task—scenario break-
down is provided in Appendix Table 6.

5.3 Per-Scenario Analysis

Table 3 shows results across the five evidence sce-
narios. LITMUS (RE)AGENT achieves the lowest
MAE in all scenarios. The largest improvement ap-
pears in S1, where direct evidence must be correctly
retrieved and synthesised (9.4 vs. 17.9 for Though-
tAgent). In transfer-heavy settings, performance
differences widen: in S4, LITMUS (RE)AGENT
maintains a low MAE (11.7) while Magentic-One
degrades sharply (23.5), and the ThoughtAgent
and Single Agent perform similarly (16.3 vs. 15.0),
indicating limited benefit from multi-agent group
chat without DAG decomposition.

On QNASET, LITMUS (RE)AGENT achieves the
highest overall accuracy (21.6%) and leads in four
of five scenarios. Gains are most pronounced in S3
(33.3%), suggesting that hypothesis decomposition
is particularly effective for transfer from related
languages. In S2, the Single Agent achieves the
highest accuracy (22.0%), while the ThoughtAgent
lags (9.3%), indicating that group chat overhead
can be counterproductive for simpler cross-model
transfer. Magentic-One shows a sharp drop in S4
and S5 (2.1% and 3.6%), highlighting the impor-
tance of domain-specific design in low-evidence
settings. As in the per-task results, PREDSET MAE
is lowest in S3 rather than S1, indicating that the
scenarios do not form a strict difficulty ordering.
Instead, they represent different evidence configu-
rations, where close-language transfer can provide
cleaner signals than noisy direct evidence.

5.4 Agent Reasoning Quality

We analyse the internal behaviour of LITMUS
(RE)AGENT using five diagnostic metrics over
1,730 conversations (Table 4): hypothesis align-
ment with expert guidance (thought faithfulness),
adherence to tool capabilities (capability com-
pliance), relevance of retrieved documents (web
search relevance), validity of selected features (fea-
ture correctness), and successful code execution.
The system performs strongly on thought faithful-

Top Features Usage Across Scenarios
(% of files using feature)

lang2vec_syntax 35
lang2vec_features

typological_features
ypological_ 30

script
family =~ 13.9 8.1 172 1.2

25
fertility 12.5 9.3 14.2 17.6

model 7.6 9.6 10.1 7.0 10.5

lang2vec_phonology 86 87 80 67 88 20

tokens_per_word ~ 10.2 7.0 6.6 6.4 7.7
corpus_size 7.0 7.6 5.2 5.8 10.1 15
params 5.8 8.7 3.6 7.0 6.7
morphology 4.0 29 9.1 4.7 3.0
lang2vec_geo 6.2 5.8 4.5 4.7 4.7
language 6.4 3.8 5.7 41 4.3
tokenizer_fertility 5.0 4.9 4.6 5.2 41

S1 S2 S3 S4 S5
Scenario

Figure 4: Feature usage across evidence scenarios.
Rows list the most frequently used features, columns
represent S1-S5, and cell values show the percentage
of files using each feature. Darker cells indicate higher
usage.

ness, web search relevance, and feature correctness,
but more weakly on code execution (30.6%). This
suggests that hypothesis generation and evidence
grounding are generally reliable, while program
execution remains a bottleneck. Allowing retries
raises execution success to 54.6%, but substantial
room for improvement remains.

Appendix Figure 15 shows that the Coder agent
primarily uses Random Forest, Ridge Regression,
and XGBoost across tasks, while Figure 4 high-
lights extensive use of typological and phylogenetic
features from lang2vec alongside preprocessing
and model-based signals. Additional feature-usage
breakdowns are reported in Appendix G.

We further assess output quality using an LLM-
judge framework that scores each system’s re-
sponses on four dimensions (1-5 scale): predictive
plausibility, feature selection, coherence, and cita-
tion emphasis. Figure 5 shows the overall averages
across all tasks. LITMUS (RE)AGENT achieves the
highest scores on predictive plausibility (4.6) and
feature selection (4.8), reflecting effective hypothe-
sis formation and linguistic feature usage. GPT-4.1
scores highest on coherence (5.0) and citation em-
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MAE ({) Accuracy % (1)
Scenario LRA L++ TA SA GPT Ml | LRA L++ TA SA GPT Ml
S1: Same L+M 94 135 179 146 145 151 | 293 173 267 227 120 227
S2: Same L, Diff M 10.3 128 157 157 160 169 | 147 120 93 220 127 6.7
S3: Similar L+M 9.0 103 112 125 154 147 | 333 21.1 197 279 299 143
S4: Distant L+M 11.7 122 163 150 191 235 | 138 13.1 11.7 138 11.0 2.1
S5: Diff L+M 11.9 157 147 156 177 16.7 16.6 11.5 115 137 13.7 3.6
Overall 10.4 12.7 15.1 145 16.5 17.2 | 21.6 15.1 159 20.1 159 10.0

Table 3: PREDSET MAE and QNASET accuracy by scenario. Abbreviations as in Table 2. Best per row in bold.

Metric Value
Thought faithfulness 93.9%
Capability compliance ~ 70.0%
Web search relevance 83.5%
Feature correctness 91.6%
Code execution success 30.6%

Table 4: Agent reasoning quality metrics for LITMUS
(RE)AGENT, computed over 1,730 conversations and
5,184 generated hypotheses.

Predictive
Plausibility

—e— Litmus (Re)Agent

== LITMUS++
ThoughtAgent

== Single Agent
GPT-4.1

=%- Magentic-One

Coherence

Figure 5: LLM-judge quality metrics (1-5) averaged
across all tasks for each system. LITMUS (RE)AGENT
leads on predictive plausibility and feature selection;
GPT-4.1 leads on coherence and citation emphasis.

phasis (4.3), likely because its single-pass output
is more consistently formatted. The ThoughtAgent
closely tracks LITMUS (RE)AGENT on plausibil-
ity and feature selection, while LITMUS++ shows
markedly lower scores across all dimensions, con-
firming the impact of the three proposed improve-
ments. A detailed per-task breakdown is provided
in Appendix Table 6.

5.5 Ablation Study: Backbone LLM

We evaluate the sensitivity of LITMUS (RE)AGENT
to the backbone LLM by replacing GPT-4.1 with
GPT-5.4, 04-mini, DeepSeek-V3, and Llama-3.3-
70B-Instruct. All variants use the same work-

flow and are evaluated on shared code-generation
queries from S1, S3, and S5.

Table 5 reports both PREDSET MAE and the
four LLM-judge quality dimensions. No backbone
dominates across all metrics or scenarios. GPT-4.1
achieves the lowest MAE in S1, 0o4-mini in S3, and
DeepSeek-V3 in S5. Relative to GPT-4.1, GPT-
5.4 reduces MAE in S3 and S5 but increases it in
S1, while leading most quality dimensions in S3.
DeepSeek-V3 is competitive in S3 and achieves the
best S5 MAE, showing that an open-source back-
bone can be used without redesigning the workflow
in this evaluated setting. Llama-3.3-70B performs
less strongly, particularly on citation emphasis.

These results also provide two diagnostics
against memorisation as the sole explanation for
performance. In the primary comparison, GPT-
4.1 Direct uses the same backbone and restricted
evidence as LITMUS (RE)AGENT, but without iter-
ative retrieval, tool use, or agentic decomposition,
and performs less strongly. Moreover, the newer
GPT-5.4 backbone does not uniformly reduce MAE
relative to GPT-4.1. These observations do not rule
out pretraining contamination, but are consistent
with gains from structured retrieval and reasoning
rather than the backbone alone.

5.6 Human Evaluation Study

We conduct a within-subjects study with 8 partici-
pants (4 novice, 4 expert), each answering 10 code-
generation prediction questions: 5 using general
LLM tools (ChatGPT, Gemini, Claude) and 5 using
Li1TMUS (RE)AGENT, under the same constrained
paper corpus. Experts have 1-5+ years of NLP ex-
perience; novices are undergraduate students. For
each question, participants report predictions, rea-
soning, confidence, and rate five Likert dimensions:
confidence (0-5), and interpretability, explainabil-
ity, justification, and actionability (1-5). Time per
question is recorded.

Table 8 summarises results. Participants con-
sistently rate predictions higher with LITMUS
(RE)AGENT, with the largest gains in justification
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Quality (1-5) (1)

MAE (0-100) (})

Backbone Scen. Pred. Feat. Coh. Cite.
S1 4.8 4.9 49 3.2 7.87
GPT-4.1 S3 4.7 4.7 49 2.9 8.53
S5 4.5 4.9 5.0 3.0 20.39
S1 4.6 4.1 5.0 3.1 13.16
GPT-5.4 S3 4.9 4.6 5.0 3.6 7.08
S5 4.6 4.7 5.0 3.0 17.28
S1 4.0 44 5.0 2.8 12.19
04-mini S3 4.2 4.7 4.8 2.7 3.81
S5 44 4.8 5.0 2.6 23.87
S1 3.6 3.7 4.6 2.0 11.11
DeepSeek-V3 S3 4.3 4.3 4.9 2.3 7.70
S5 4.0 3.8 4.9 2.4 9.72
S1 34 3.8 4.2 1.1 38.32
Llama-3.3-70B S3 3.6 33 4.1 1.1 25.82
S5 3.9 3.6 4.4 1.3 21.77

Table 5: Backbone LLM ablation for LITMUS (RE)AGENT on shared code-generation questions from S1, S3, and
S5. Quality metrics use a 1-5 scale; MAE uses the normalised 0-100 scale. Pred. = Predictive Plausibility, Feat. =
Feature Selection, Coh. = Coherence, Cite. = Citation Emphasis. Best values within each scenario are in bold.

Explainability

Interpretability

& Confidence

Actionability

Effort
Saved

Tool
Usefulness

~@- Novice — Baseline
=~ Novice — LITMUS++

Expert — Baseline
Expert — LITMUS++

Figure 6: Human evaluation quality metrics by partic-
ipant type (novice vs. expert) and phase (baseline vs.
LiTMUS (RE)AGENT).

(+1.0) and actionability (+0.9), reflecting improved
reasoning and evidence grounding. Novices benefit
more overall (e.g., confidence +1.0, actionability
+1.0), while experts show the largest gain in justi-
fication (+1.1). Time increases for novices (13.7
vs. 5.9 min) but remains stable for experts (10.3 vs.
10.7 min). In a final survey, 5 of 7 participants re-
port improved prediction accuracy. Figure 6 shows
quality profiles by participant type; full results are
in Appendix F.

6 Conclusion

We presented LITMUS (RE)AGENT and a con-
trolled benchmark for multilingual performance
prediction under incomplete evidence, spanning

six tasks and diverse evidence scenarios. LITMUS
(RE)AGENT combines DAG-based agent orches-
tration with citation-grounded retrieval, linguistic
feature modelling, and regression-based validation
to enable structured predictive analysis. Our results
show that structured, hypothesis-driven workflows
consistently improve performance, particularly in
transfer-heavy settings where direct evidence is lim-
ited. We further find that multi-agent group chat
alone is insufficient without DAG-level decomposi-
tion, highlighting the importance of explicit reason-
ing structure. Overall, this work demonstrates that
agentic systems can support reliable and transpar-
ent multilingual performance estimation under real-
istic evidence constraints, and provides a reusable
benchmark for future research in predictive evalua-
tion.

7 Limitations

This work has three main limitations. System:
backbone sensitivity is evaluated only for code gen-
eration in S1, S3, and S5, so robustness across the
remaining tasks and scenarios is unverified; Coder-
agent execution success is moderate (30.6% at the
conversation level), and end-to-end latency remains
higher than that of direct prompting. Benchmark:
coverage spans six tasks but not multimodal rea-
soning, dialogue, or safety; predictions depend on
a fixed, curated corpus; and paper-reported ground
truth may include measurement noise and cross-
study inconsistency. In S5, where the exact tar-
get tuple is absent from the reduced inference cor-
pus, predictions are not conditioned on a directly
observed target benchmark; the realism of these
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predictions therefore depends on the stability of
the tuple’s performance across benchmarks and
experimental settings. Comparison: while the six-
system evaluation provides a broad comparison,
LITMUS++, Magentic-One, and the ThoughtA-
gent use different internal coordination strategies,
so gains over them reflect both architectural and
prompt-level differences that are not fully disentan-
gled.

Ethical Considerations

The benchmark is curated exclusively from pub-
licly available papers and datasets. LITMUS
(RE)AGENT is intended to support multilin-
gual evaluation planning, not to replace direct
benchmarking when high-stakes decisions require
ground-truth measurement. Predictive estimates
can be useful for prioritisation and early-stage anal-
ysis, but they may inherit biases from the published
literature, including uneven language coverage, in-
consistent reporting standards, and systematic un-
derrepresentation of low-resource settings. To miti-
gate these risks, we evaluate under controlled evi-
dence restriction, retain explicit citations to accessi-
ble evidence, and emphasise that predictions should
be treated as decision-support signals rather than
authoritative substitutes for benchmark results.

Predictive evaluation systems should be under-
stood as triage tools that complement, not substitute
for, community-grounded evaluation. Following
Bird (2020), we acknowledge that empirically valid
scores for a language ultimately require evaluation
resources designed with and for the speaker com-
munity. We position LITMUS (RE)AGENT as a
means of identifying which task-model-language
combinations are under-evaluated and therefore
most worth investing community-led benchmark-
ing effort in, rather than as a replacement for such
evaluation.
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A Agent Lifecycle Details

Each ThoughtAgent transitions between three core
states: Active: investigating a hypothesis with
assigned tools; Completed: finished investiga-
tion and returned validated evidence; Discarded:
pruned when deemed irrelevant, redundant, or di-
vergent. State transitions are managed by the
ThoughtAnalyzerAgent, which monitors progress
and determines whether to continue, complete, or
discard a branch. This lifecycle ensures that only
relevant outputs contribute to the final analysis
while preserving an auditable trace of reasoning
paths.

B Systems Compared

We compare the reported systems under the same
reduced-corpus evidence restriction. The primary
six-system comparison holds GPT-4.1 fixed as the
underlying LLM; Section 5.5 evaluates alternative
backbones for LITMUS (RE)AGENT.

LiTMUS (RE)AGENT (ours). Our full system
answers each query using a dynamic DAG of spe-
cialised Thought Agents together with the three
improvements introduced in Section 4.2: enriched
expert knowledge, enhanced code execution with
linguistic feature libraries, and prompt stabilisation.

Queries are decomposed into hypothesis-specific
branches that are investigated in parallel and then
aggregated.

LITMUS++ (prior DAG system). The predeces-
sor system (Mittal et al., 2025) uses the same DAG-
based architecture with multiple Thought Agents,
but without the three improvements introduced
in this work: the knowledge base is smaller, the
Coder agent lacks access to lang2vec and URIEL
features, and prompts follow the original design.
Comparing LITMUS++ to LITMUS (RE)AGENT
isolates the effect of the three proposed changes.

ThoughtAgent (single multi-agent group chat,
no DAG). A single ThoughtAgent that operates
as a multi-agent group chat of specialised sub-
agents—Research Planner, Web Search and Crawl,
Expert Knowledge, Coder, and Reporter—but with-
out DAG-level decomposition into parallel hypothe-
ses. It processes the full query in one thread
through coordinated sub-agent interaction. This
baseline isolates the contribution of the multi-agent
group chat architecture when hypothesis paral-
lelism is absent.

Single Agent (ReAct loop, no group chat). A
single ReAct agent with direct access to code ex-
ecution, web search, and expert knowledge base
tools in one agent loop, without the multi-agent
group chat or DAG decomposition. This is the
simplest agentic baseline and isolates the value of
tool-augmented reasoning without any multi-agent
coordination.

GPT-4.1 Direct Baseline. This baseline answers
each query in a single GPT-4.1 call using the avail-
able evidence provided in-context, without iterative
tool use or agentic decomposition. It measures the
value added by agentic scaffolding beyond direct
prompting with access to the same restricted evi-
dence.

Magentic-One (Fourney et al., 2024). A
general-purpose multi-agent framework that coor-
dinates multiple agents through a lead orchestra-
tor agent. Unlike LITMUS (RE)AGENT, it is not
designed specifically for multilingual evaluation
and does not include domain-specific tools, linguis-
tic feature libraries, or a curated knowledge base.
Including Magentic-One tests whether a general-
purpose multi-agent approach can match domain-
specific design on this task.
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B.1 LLM Hyperparameters

In the primary comparison, all systems use
GPT-4.1 via the Azure OpenAl API (version
2025-01-01-preview). The main agentic systems
(LrtMUS (RE)AGENT, LITMUS++, ThoughtA-
gent, and Single Agent) use a default configuration
with temperature 1.0 and top-p 1.0. The GPT-4.1 di-
rect baseline uses temperature 0.7 with a maximum
output length of 2,000 tokens. In the backbone
ablation, only the underlying model is varied while
the LITMUS (RE)AGENT workflow is retained.

The Expert Knowledge (Expert KB) agent oper-
ates with temperature O for deterministic retrieval
and is augmented with a web search database. Re-
trieved documents are filtered using cosine similar-
ity with a threshold of 0.90, and the top-k results
(k = 2) are selected. A caching mechanism is used
across experiments for efficiency. For structured
output parsing, a separate LLM call with higher
token limits and fallback handling is used. All
evaluation is performed using GPT-4.1 as the LLM
judge.

C Implementation Details

Tooling. The backend orchestration uses Autogen
for multi-agent coordination, ChromaDB as the
vector store for the curated knowledge base, and
the Firecrawl API for web search and scraping.
ThoughtAgents invoke modular tools for search,
scraping, PDF/JSON parsing, knowledge-base re-
trieval, and lightweight regression.

Deployment. The system runs locally or via
a hosted interface, including a Dockerised setup
for reproducibility. External search requires a user-
provided API key, while other components operate
over the benchmark corpus.

Outputs. Final predictions are returned together
with supporting citations and structured reasoning
traces, including the benchmark or dataset used
to ground the estimate. Users can follow the ci-
tation trail to assess whether the supporting evi-
dence matches their target setting and reinterpret
the estimate when it does not. When the exact Task—
Model-Language combination is absent from the
accessible evidence, the system draws on indirect
evidence from other languages, model families, or
benchmarks and reports the resulting estimate with
its supporting evidence. When applicable, the sys-
tem also returns an uncertainty estimate produced
during the aggregation stage.

Extensibility. The DAG orchestration is model-

and task-agnostic: adding new tools or agents re-
quires registration in the orchestration graph with-
out changing the overall control flow. Related de-
tails on agent lifecycle and knowledge-base cura-
tion are provided in Appendices A and D.

D Knowledge Base Curation

A curated multilingual knowledge base supports
LitMUS (RE)AGENT during hypothesis forma-
tion and feature-informed analysis. It integrates (i)
literature-derived resources from peer-reviewed
papers, benchmarks, and typological databases
(Lauscher et al., 2020; Dolicki and Spanakis, 2021;
Srinivasan et al., 2022; Ahuja et al., 2022a; Kumar
et al., 2023), and (ii) structured expert-oriented
notes used to guide analysis strategies in sparse-
evidence settings. The knowledge base is organised
around language—task—model relations together
with reusable analytical patterns, such as common
transfer assumptions, feature types, and failure
modes encountered in multilingual evaluation. In
the current version, the knowledge base is used
as structured guidance rather than as ground truth
itself.

E Detailed Task—Scenario Results

Table 6 reports PREDSET MAE, QNASET accu-
racy, and LLM-judge quality scores for each task
across all six systems.

E.1 Per-Metric MAE Analysis

Figure 7 shows the mean absolute error of LITMUS
(RE)AGENT broken down by evaluation metric
type. Accuracy-based metrics (used primarily in
code generation, classification/NLI, and mathemat-
ical reasoning) exhibit the highest MAE (12.7),
reflecting the wider score ranges and greater pre-
diction difficulty in these tasks. In contrast, text-
overlap metrics like ROUGE (6.5), BLEU (5.0),
and chrF (7.5), show substantially lower MAE.
This pattern is consistent with the per-task results in
Table 2: tasks evaluated with accuracy metrics tend
to produce more variable scores, while summari-
sation and translation metrics operate on narrower,
more predictable ranges. These results suggest that
metric-aware normalisation or task-specific calibra-
tion may further improve prediction quality.

E.2 Per-Scenario MAE Trends

Figure 8 presents the per-scenario MAE as a line
chart, showing how each system’s prediction er-
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Task

Sys

PREDSET MAE (|)
S1 S2 S3 S4 S5 Avg

QNASET Accuracy % (1)
S1 S2 S3 S4 S5 Avg

Quality (1-5) (1)
Pr Ft Co Ci Avg

Code Gen.

LRA
L++
TA
SA
GPT
M1

7.9 14.4 8.520.2204 14.2
10.5 29.9 22.7 18.4 24.6 21.1
16.8 23.6 12.0 24.7 18.6 18.9
12.0 23.5 12.0 21.8 21.1 17.8
28.4 43.7 39.5 47.7 39.8 39.8
17.8 30.9 22.4 38.7 26.0 27.0

88.0 32.0 73.9 38.1 40.0 55.3
32.0 16.0 34.8 19.0 25.0 25.4
60.0 20.0 43.5 42.9 30.0 39.5
76.0 48.0 65.2 47.6 15.0 51.8
24.0 20.0 43.5 23.8 25.0 27.2
84.0 24.0 69.6 9.5 10.0 41.2

47494930
31334621
46474830
44394942
4.4 3.3 5.0 4.6
38304942

44
33
4.3
4.4
4.3
4.0

Math Reas.

LRA
L++
TA
SA
GPT
M1

14.0 17.6 26.2 26.6 14.8 20.0
28.0 23.7 31.7 26.7 32.5 28.8
25.525.027241.419.6 27.5
30.0 22.8 29.0 29.8 36.4 29.6
18.0 6.7 23.3 20.8 12.3 18.2
23.0 15.4 28.5 37.9 22.1 26.8

12.0 24.0 25.0 12.5 4.0 154
16.0 8.0 12.512.5 4.0 10.6
32.0 8.016.7 83 0.013.0
4.012.0 16.7 42 12.0 9.8
12.0 24.0 29.2 16.7 12.0 18.7
120 4.0125 42 4.0 73

46494930
32354722
45464728
43394942
4.1 2.8 5.0 4.0
37284839

4.3
34
4.2
4.3
4.0
3.8

QA/VQA

LRA
L++
TA

GPT
Ml

134117 72 5.7 87 95
149 6.7 3.6 4.7 14.7 8.7
23.3 14.6 12.3 10.9 10.9 14.7
12.0 182 11.6 9.011.6 124
13.0 88 84 6911.1 9.6
17.8 13.7 12.0 12.3 13.7 14.1

0.0 0.028.0 40 8.0 8.0
20.0 16.0 24.0 32.0 20.0 22.4
20.0 4.012.0 40 00 8.0
24.0 20.0 8.0 12.0 20.0 16.8
20.0 16.0 24.0 4.0 16.0 16.0
20.0 40 40 0.0 0.0 5.6

45484829
42464927
41424327
42384740
4.12.75.041
37314736

4.2
4.1
3.8
4.2
4.0
3.8

Class./NLI

LRA
L++

SA
GPT
M1

87 86 32 48135 79
14.1 88 55123 83 9.6
150 7.9 55 7917.711.6
147149 5.8103 104 119
122 88 34109135 99
14.8 149 5.7 12.511.0 12.0

36.0 8.0 16.0 12.0 8.0 16.0
8.016.0 0.012.0 0.0 7.2
80 4.012.0 40 40 64
8.0 20.0 20.0 16.0 4.0 13.6
8.0 8.020.012.0 0.0 9.6
80 0.0 40 00 0.0 24

4.6 4749 3.0
31344624
42424328
43364742
43255.045
39324839

4.3
34
39
4.2
4.1
4.0

Text Sum.

LRA
L++
TA
SA
GPT
M1

25 6.1 2.7 84142 6.5

8.0 16.0 36.0 16.0 31.6 21.0

4.7 18.1
4.7 14.8
22 23
29140
37122

3.111.323312.6

2.0 124 15.8
3.8 6.7 20.1
1.9 156 17.0
2.8159 14.2

9.8
7.1
9.6
9.2

4.0 8.044.0
0.0 12.0 20.0
12.0 28.0 44.0
4.0 8.040.0
4.0 4.0 0.0

0.0 10.5 134
8.0 15.8 10.9
8.0 15.8 21.8
4.021.1 15.1
0.0 00 1.7

45464929
33344625
44444629
4.0354538
4.2 2.8 5.0 4.6
3.83.04.84.0

4.2
34
4.1
4.0
4.1
39

Machine Tr.

LRA
L++
TA
SA
GPT
M1

94 5.6
44 69

14.2 10.2 10.6

82 73
95 89
9.8 838

85 5.1 41
58 72 6.6
82 79
92 69 6.7
93 73 74
8.0 13.7

6.2
6.4
9.9
7.5
8.3

9.1 10.0

32.0 8.024.0
24.0 8.012.0
40.0 8.0 16.0
12.0 4.0 16.0
4.0 0.0 24.0
80 4.0 00

4.0 16.0 16.8
4.0 12.0 12.0
8.0 24.0 19.2
0.0 16.0 9.6
8.012.0 9.6
0.0 80 4.0

4.7 48493.1
32344626
46464832
40344640
4.12.75.043
393.14945

44
35
4.3
4.0
4.0
4.1

Table 6: Detailed results by task: PREDSET MAE ({), QNASET accuracy % (1), and LLM-judge quality (1-5, 1).
Quality: Pr = Predictive Plausibility, Ft = Feature Selection, Co = Coherence, Ci = Citation Emphasis. Abbreviations

as in Table 2.
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Figure 7: Per-metric MAE for LITMUS (RE)AGENT.
Accuracy-based metrics show higher prediction error
than text-overlap metrics such as ROUGE, BLEU, and
chrF.

ror evolves across the five evidence configura-
tions. Several patterns are visible. First, LITMUS
(RE)AGENT maintains the lowest MAE across all
scenarios, with a relatively flat trajectory (range
9.0-11.9). Second, all systems show increased
MAE in S4 (distant language transfer), but this ef-
fect is most pronounced for Magentic-One (23.5),
which lacks the linguistic feature tools needed for
cross-lingual reasoning. Third, S3 (similar lan-
guage transfer) often yields lower MAE than S1
(direct evidence), confirming the non-monotonic
difficulty pattern discussed in Section 5. Fourth, the
gap between LITMUS (RE)AGENT and the other
systems widens in S4, indicating that the system’s
typological feature extraction and regression ca-
pabilities provide the largest benefit under distant
transfer.

Per-Scenario MAE Comparison
—e— Litmus (Re)Agent
—=— LITMUS++
ThoughtAgent

—— Single Agent
GPT-4.1 A
-*- Magentic-One /’ N
2

N
v

N
o

Mean Absolute Error
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o w

w

S1 S2 S3 sS4 S5

Figure 8: Per-scenario MAE trends across all six
systems. LITMUS (RE)AGENT maintains the lowest
and most stable MAE, while Magentic-One degrades
sharply in S4 (distant language transfer).

E.3 Detailed Error Analysis by Task and
Scenario

Figures 9 and 10 provide a finer-grained analysis
of LITMUS (RE)AGENT’s prediction errors across
task—scenario combinations.

Figure 9 shows the mean MAE broken down by

scenario (x-axis) with each task as a separate bar.
Code generation and mathematical reasoning ex-
hibit notably higher MAE than other tasks across
most scenarios, consistent with the per-task results
in Table 2. Within code generation, S2 and S5
show elevated error, suggesting that cross-model
and combined cross-lingual/cross-model transfer
are particularly challenging for this task. In con-
trast, text summarisation and machine translation
maintain consistently low MAE across all scenar-
ios, indicating that the system’s predictions are
more stable for tasks evaluated with text-overlap
metrics.

Figure 10 shows the full distribution of per-
question absolute errors using box plots on a log
scale. The distributions reveal that median errors
are often low even when mean MAE is high, indi-
cating that a small number of high-error predictions
drive up the mean. This is most visible in code gen-
eration and mathematical reasoning under S4 and
S5, where the interquartile range is wide and out-
liers are frequent. QA/VQA, classification/NLI,
and machine translation show tighter distributions
with fewer extreme errors. These patterns suggest
that targeted improvements in high-error cases—
particularly for code generation in distant-transfer
scenarios—could yield substantial gains in overall
MAE.

F Human Evaluation Details

This appendix provides additional analysis from the
human evaluation study described in Section 5.6.

F.1 Participant Demographics

The 8 participants comprise two groups. The
novice group (4 participants) consists of undergrad-
uate students in computer science or AI/ML pro-
grammes with less than one year of NLP evaluation
experience and no prior exposure to multilingual
benchmarking. The expert group (4 participants)
includes a faculty member with a PhD in AI/NLP
and 5+ years of experience, two researchers with
1-3 years of experience in code generation and
speech/Al agents respectively, and a PhD student
in NLP with 3-5 years of experience. Participants
were recruited through direct invitation and pro-
vided informed consent before taking part in the
study. Participation was voluntary and no monetary
compensation was provided. All participants com-
pleted the baseline phase (5 questions each); most
completed the LITMUS (RE)AGENT phase, though
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Figure 9: Litmus (Re)Agent: mean MAE by scenario and task. Each group of bars corresponds to one scenario
(S1-S5), with tasks shown as different colours. Code generation and mathematical reasoning show higher and more

variable error than other tasks.

two experts answered fewer than 5 questions due
to time constraints.

F.2 Study Interface and Evaluation Form

The human evaluation was conducted using LIT-
MUS (RE)AGENT, an interactive tool built on top
of the LITMUS++ benchmark. Figures 11 and 12
show representative screenshots of the tool inter-
face. The system presents each prediction ques-
tion along with a constrained set of accessible pa-
pers, and provides structured outputs including re-
trieved evidence, linguistic feature analysis, and
regression-based predictions. Participants interact
with the system in a conversational format and can
request additional analysis or clarification.

After each question, participants completed a
structured evaluation form (Figure 13). The form
captures the predicted value, confidence interval,
reasoning strategy, challenges encountered, and
Likert-scale ratings on five quality dimensions (con-
fidence, interpretability, explainability, justification,
and actionability). Tool usefulness and effort saved
ratings are also collected. This form was identical
across both the baseline and LITMUS (RE)AGENT
phases to ensure comparability. The complete list
of evaluation questions, detailed metric rubrics, and
per-section form structure are provided in the sub-
sections below.

F.3 Evaluation Questions

Table 7 lists the 10 prediction questions used in the
human evaluation study. All questions target code
generation for low-resource or mid-resource lan-
guages, requiring participants to predict a numeric
performance score (pass@1).

Phase Model Language
Baseline GPT4 Hindi
Baseline GPT-40 QOdia
Baseline GPT-3.5 Romanian

Baseline DeepSeek-Coder-V2 Shona
Claude-3.5-Opus Bosnian
LITMUS++ CodeT5+-2B Malay
LITMUS++ Claude-3.5-Opus Macedonian
LITMUS++ GPT-40 Bengali
LITMUS++ GPT-3.5 Dari

#
1
2
3
4
5 Baseline
6
7
8
9
10

LITMUS++ DeepSeek-Coder-V2 Swahili

Table 7: The 10 code generation prediction questions
used in the human evaluation.

F.4 Per-Question Form Structure

For each question, participants completed a struc-
tured form (Figure 13) with six sections:

Section A: Prediction. A numeric predicted
value (required) and an optional 80% confidence
interval (low—high range).

Section B: Reasoning Process. Strategy used
(multi-select from: direct lookup, interpolation,
cross-paper synthesis, analogical reasoning, tool
output, domain knowledge, educated guess, other),
step-by-step reasoning (free text), papers refer-
enced, and number of papers searched.

Section C: Challenges. Multi-select from: miss-
ing data, inconsistent papers, too many papers,
complex metric, tool limitation, unfamiliar lan-
guage/model, no significant challenge.

Section D: Confidence and Interpretability.
Four Likert-scale ratings with detailed rubrics:

¢ Confidence (0-5): 0 = no basis, random esti-
mate; 1 = vague intuition; 2 = partially rele-
vant info, significant uncertainty; 3 = relevant
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Figure 10: Distribution of per-question absolute errors for LITMUS (RE)AGENT, grouped by scenario—task pairs
(log scale). Diamonds indicate means; horizontal lines indicate medians. Wider boxes and more outliers appear in
code generation and math reasoning, especially in transfer-heavy scenarios.

LITMUS
Welcome to the

Evaluation Study

& ChatIntertace

@ rericipan: Deils

Participant ID *

Participant type *

Expert — MS/ PhD / Res

Novice

Years of NLP / multilingual model experience

— Select —

Prior experience with code generation benchmarks

—Select—

Figure 13: Screenshot of the human evaluation form

Figure 11: Sample screenshot of the LiTMus  used after each prediction question. Participants rate
quality dimensions on Likert scales and report their

(RE)AGENT interface showing the conversational in-
reasoning strategies and challenges.

teraction, structured evidence retrieval, and prediction
output presented to participants during the LITMUS

(RE)AGENT phase.
patterns, not directly reported; 4 = closely

matching data, minor extrapolation; 5 = exact
or near-exact data point found.

vvvvvvv - = * Interpretability (1-5): 1 = gut feeling, can-
e not articulate steps; 3 = general approach clear,
some steps fuzzy; 5 = every step explicit and
traceable.

Explainability (1-5): 1 = cannot give coher-
ent explanation; 3 = broad strokes OK, cannot
justify specifics; 5 = fully transparent with
paper references.

Figure 12: Sample screenshot of the LITMUS
(RE)AGENT interface showing the final prediction sum-
mary with confidence intervals, reasoning trace, and
supporting evidence.

Justification (1-5): 1 = raw numbers, zero
explanation; 3 = some factors explained, gaps
remain; 5 = thorough, well-evidenced expla-
nation.
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Section E: Tool Experience. Tool usefulness (1-
5: 1 = no relevant info; 3 = useful direction, verifi-
cation needed; 5 = directly provided the answer),
effort saved (1-5: 1 = no savings or wasted time; 5
= tool essentially answered it), better/worse predic-
tion vs. unaided (5-point scale from “much worse”
to “much better”), and optional free-text feedback.

Section F: Decision Quality. Actionability (1-
5: 1 = too uncertain for any decision; 3 = one
input among many; 5 = sufficient for deployment
decisions) and calibration surprise (how surprised
if prediction wrong by +5 points, from “not at all”
to “extremely”).

F.5 Mid-Survey and Final Survey

Between phases, participants completed a mid-
survey assessing Phase 1 cognitive load (mental
demand, physical effort, frustration, success feel-
ing) and tool experience (overall utility, ease of
use). After Phase 2, a final survey collected: overall
cognitive load for both phases, phase comparison
(which produced better predictions, ease compar-
ison, confidence comparison), LITMUS++ evalu-
ation (utility, ease, transparency, trust, future use,
comparison rank vs. other tools), highlights and
failures (easiest/hardest questions, specific tool fail-
ures), and open feedback (most valuable aspect,
most limiting, feature request).

F.6 Quality Metric Profiles

Table 8 provides the full numeric breakdown of
human evaluation results, including novice—expert
subgroup analysis.

Overall Novice Expert
Metric B L A B L A B L A
Confidence 26 34 +8 24 33 +10 28 35 +7

Interpretability 3.1 3.7 +7 3.1 40 +.8 3.0 35 +.5
Explainability 3.2 3.9 +7 32 40 +.8 34 39 +.5
Justification 28 38 +10 3.0 38 +9 28 38  +1.1
Actionability 26 35 +9 28 37 410 25 33 +.8

Tool Useful. 35 38 +3 39 44 +5 3.1 3.1 0
Effort Saved 37 39 +2 42 44 +.2 33 3.1 —.1
Time (min) 86 120 +35 59 137 +7.7 107 103 -3

Table 8: Human evaluation: baseline (B) vs. LITMUS
(RE)AGENT (L). Higher is better except for time.

Figure 6 shows the radar chart of all seven qual-
ity metrics broken down by participant type and
phase. Novices show larger gains across most di-
mensions when moving from baseline to LITMUS
(RE)AGENT, particularly in interpretability and ac-
tionability. Experts start from a higher baseline
on confidence and explainability but show a pro-
nounced improvement in justification quality. Tool
usefulness and effort saved ratings remain relatively

flat for experts, suggesting they derive value from
the system’s reasoning traces rather than from re-
duced manual effort.

F.7 Self-Assessed Prediction Quality

Figure 14 shows quality dimensions and self-
assessed prediction quality across the two phases.
In the baseline phase, 60.0% of responses were
rated “slightly better”” or “much better” than what
participants felt they could achieve unaided; in the
LiTMUS (RE)AGENT phase, this proportion rose to
65.7%. The distribution also shifted: “much better”
responses increased from 15.0% to 22.9%, while
“same” responses dropped from 22.5% to 11.4%.
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Figure 14: Human evaluation results: (a) mean quality
dimension ratings (baseline vs. LITMUS (RE)AGENT)
across all participants, (b) self-assessed prediction qual-
ity distribution showing the proportion of responses
rated from “much worse” to “much better” relative to
unaided prediction.

F.8 Strategy Shifts

In the baseline phase, participants relied on diverse
strategies: interpolation (18), cross-paper search
(14), tool output (14), analogical reasoning (11),
and guessing (4). In the LITMUS++ phase, tool-
output became the dominant strategy (23 uses),
while guessing nearly disappeared (4—1). This
shift reflects participants’ reliance on the system’s
structured outputs rather than manual heuristics.

F.9 Challenge Distribution

The most common challenge across both phases
was missing-data (31 baseline, 27 LITMUS++).
LITMUS++ reduced the prevalence of too-many
papers to process (10—5) and tool-limitation chal-
lenges (5—1), suggesting that the system’s auto-
mated retrieval and synthesis pipeline alleviates
manual search burden.

F.10 Calibration Confidence

Participants were asked how surprised they would
be if the true answer differed from their prediction
by +£5 percentage points. In the baseline phase,
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25.0% reported “not at all” surprised, indicating
low confidence in their predictions. In the LIT-
MUS-++ phase, this dropped to 8.6%, while “very”
surprised rose from 7.5% to 25.7%, indicating that
the system improved participants’ calibration con-
fidence.

F.11 Workload and Final Survey

A mid-survey (after baseline) and final survey (af-
ter LITMUS++) collected NASA-TLX-style work-
load ratings. Mental demand (3.4 vs. 3.4), frus-
tration (3.5 vs. 3.6), and success feeling (2.8 vs.
2.7) remained similar across phases, while physical
effort increased slightly (3.2—3.6). In the final sur-
vey, participants rated the system on transparency
(4.3/5), overall utility (3.9/5), ease of use (3.9/5),
trust (3.7/5), and future use (3.7/5). Five partic-
ipants indicated that LITMUS++ improved accu-
racy (3 “clearly,” 2 “slightly”), while two rated it
as equivalent.

F.12 Qualitative Feedback

The most valued aspects were deeper analysis with
predictive models, use of linguistic features for re-
gression, and clearer justification of predictions.
The most common criticism was response latency
(mentioned by 4 participants). One expert noted
that LITMUS++ sometimes produced outputs that
differed from other tools, requiring additional pa-
per verification. Feature requests included faster
response times, source hyperlinks, and broader gen-
eral knowledge.

G Coder Agent Analysis

Figure 15 shows the regression algorithms selected
by the Coder agent across tasks. The dominant
algorithms are Random Forest, Ridge Regression,
and XGBoost, which together account for the ma-
jority of model-fitting attempts. The algorithm mix
varies by task: code generation and math reasoning
favour ensemble methods, while text summarisa-
tion and machine translation show higher usage
of linear models. This variation reflects the Coder
agent’s ability to adapt its modelling strategy to the
characteristics of each task.

Figure 16 shows how lang2vec feature usage
varies across scenarios. Usage is highest in Scenar-
ios 3 and 4 (similar and distant language transfer),
where typological features are most informative
for cross-lingual regression. In Scenario 1, where
direct evidence is available, the agent relies less on
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Figure 15: Regression algorithms selected by the Coder
agent, broken down by task. Darker cells indicate higher
usage frequency.

typological features and more on retrieved numeric
results.
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Figure 16: Usage of 1ang2vec typological features by
scenario. Cross-lingual scenarios (S3, S4) show the
highest feature utilisation.

Figure 17 provides a finer breakdown of
lang2vec feature categories used by the Coder
agent across tasks. Syntactic and geographic fea-
tures are selected most frequently, with moder-
ate use of phonological and genealogical signals.
This pattern is consistent with feature-selection be-
haviour observed in cross-lingual transfer settings,
where structural and areal similarity often provide
stronger predictive cues than lexical overlap alone.

H Benchmark Creation

H.1 Scenario-wise Coverage

Figure 18 reports scenario-wise benchmark cover-
age used for question construction. The left panel
shows the number of unique languages represented
in each task—scenario block, while the right panel
shows the number of unique model families. As ex-
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Figure 17: Breakdown of lang2vec feature categories
used by the Coder agent. Syntactic and geographic
features dominate across all tasks.

pected, direct-evidence scenarios provide broader
coverage, while transfer-based scenarios operate
under narrower and more selective support.

H.2 Language Distribution Across Questions

Figure 19 reports language frequency across all
benchmark questions. The distribution is strongly
long-tailed: a small set of languages appears fre-
quently, while many languages appear compara-
tively rarely. This reflects the benchmark design
goal of preserving multilingual breadth while re-
taining sparse-evidence conditions common in low-
resource evaluation.

H.3 Model Family Distribution Across
Questions

Figure 20 reports model-family frequency across
all benchmark questions. Similar to the language
distribution (Figure 19), model-family coverage is
long-tailed: a few widely benchmarked families
dominate, while many others appear infrequently.
This imbalance mirrors real-world evaluation prac-
tice, where popular model families receive dispro-
portionate attention, and reinforces the need for
transfer-based prediction in under-evaluated set-
tings.

H.4 Language Similarity Computation Details

We determine whether two languages are similar
using language feature vectors from the lang2vec
library with feature set syntax_knn+fam+geo,
which combines syntactic nearest-neighbour fea-
tures, language family features, and geographic
features. For languages with available vectors, we
compute cosine distance between L2-normalised
vectors, defined as 1 — cos(u, v).

We set the close-language threshold dynami-
cally using the empirical distribution of pairwise
distances. Specifically, we compute all pairwise
cosine distances among languages with vectors
and set the threshold to the 10th percentile, which
yields 0.1069 in our benchmark construction. Lan-
guage pairs at or below this threshold are treated as
close, and pairs above this threshold are treated as
distant. Scenario 3 selects close languages, while
Scenario 4 explicitly excludes them.

H.5 Prompt Template for Question
Generation

The prompt for question generation for PREDSET
and QNASET is shown below.

H.6 LILM-as-Judge Prompt for Quality
Metrics

The following prompt is used to evaluate system
responses on four quality dimensions: predictive
plausibility, feature selection, coherence, and cita-
tion emphasis. Each response report is scored on a
1-5 scale by GPT-4.1 acting as an automated judge.

H.7 Prediction Extraction Prompt

After each system generates a response report, pre-
dictions are extracted using the following LLM
prompt. This prompt parses the agent’s report to
produce structured predictions in a format compati-
ble with ground-truth evaluation (MAE for numeric
predictions, accuracy for comparative questions).

H.8 Thought Creator Evaluation Prompt

The following prompt evaluates whether hypothe-
ses generated by the ThoughtCreatorAgent faith-
fully reflect expert guidance and stay within system
capabilities. This produces the thought faithfulness
and capability compliance metrics reported in Ta-
ble 4.

H.9 Generated Code Evaluation Prompt

The following prompt evaluates the quality of
Python code generated by the Coder agent. It as-
sesses algorithm appropriateness, feature engineer-
ing, methodology rigor, code quality, and research
alignment, producing the metrics reported in the
Coder Agent Analysis appendix.

H.10 Tool Call Relevance Evaluation Prompt

The following prompt evaluates whether web
search and crawl tool calls are relevant to the active
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(b) Number of unique model families used for question con-
struction per task and scenario.

Figure 18: Unique language and model-family coverage by task and scenario.
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Figure 19: Language frequency across all benchmark questions. Left: top 20 languages by question frequency.
Right: the same distribution with remaining languages grouped as Others.
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Figure 20: Model-family frequency across all benchmark questions. Left: top model families by question frequency.
Right: the same distribution with remaining families grouped as Others.
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You are given a language-to-models mapping for a specific NLP task where ground truth (GT)
data is available.

Task: {task_name}
Language-Model Mappings: {mappings}

The mappings show which models have been benchmarked on which languages for this task.
Each language maps to a list of models that have been evaluated on it.

### Goal

Generate natural, varied evaluation questions for this task using the language-model
combinations from the mapping.
Generate questions of the following types:

1. *xTask + Model + Languagex*: Questions about specific model performance on specific language
2. **Task + Languagex*: Questions about how different models perform on a specific language

3. *xTask + Model**: Questions about how a specific model performs across languages

4. xxModel + Languagex*: Questions about model performance on language (task implied)

5. **Task only*x: Questions about overall task performance across languages/models

### Question Templates (adapt and vary phrasing):

1. *What is the performance of {{model}} on {{task}} for {{language}}?*

2. *How does {{model}} perform on {{task}} in {{language}}?*

3. *Compare {{model1}} and {{model2}} performance for {{language}} on {{task}}.*
4. xWhich model performs best for {{task}} in {{language}}?x

5. *What are the {{task}} results for {{model}} across all languages?x*

6. *How does {{language}} performance vary across models for {{task}}?*

7. *What languages show the best performance for {{task}}?*

8. *Which models have been evaluated for {{task}} in {{language}}?x

9. *What is the cross-lingual performance of {{model}} on {{task}}?*

10. *How do low-resource languages perform on {{task}}?x

### Rules

1. *%Only use languages and models from the provided mapping** - do not invent new ones.
Generate questions only for natural languages. For tasks like code generation, programming
languages might be present as well. DO NOT generate questions for programming languages.

2. Use the exact task name provided.

If multiple models/languages appear in a question, list them alphabetically,

comma-separated (no spaces).

If task, model, or language is not present in a question, set it as

Questions must be clear, end with *?°, and avoid hallucinations.

Generate diverse questions; avoid repetitive phrasing.

Focus on realistic evaluation scenarios where GT data would be available.

w

~nns

in the output.

~N o o1~

### OQutput Format
Return #xonly JSON*x in this structure:

class QuestionsGenerated(BaseModel):
class Question(BaseModel):
complete_question: str
task: str
models: str
languages: str

questions: list[Question]

Generate {num_questions} diverse questions covering different question types and
language-model combinations.

- J

Figure 21: Prompt template used to generate illustrative questions for PREDSET (numeric prediction) and QNASET
(comparative reasoning).
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You are an expert reviewer: a senior multilingual-NLP researcher and applied statistician.

Your job: take a single input -- a research report -- and produce an automatic, objective
evaluation along four axes:

Predictive plausibility, Feature selection, Coherence, and Citation emphasis.

For each axis return an integer score 1-5 plus a short rationale and up to 3 concrete
indicators.

Scoring rubric (1-5):

1) Predictive plausibility:
5: Clear assumptions; modeling choices justified; uncertainty quantified; sanity checks
present.
4: Good justification; minor gaps (e.g., limited uncertainty discussion).
3: Some plausible ideas but notable missing justifications or contradictory reasoning.
2: Weak or ad-hoc predictive reasoning; unexplained leaps.
1: Implausible claims, contradictory or absent reasoning.

2) Feature selection:
5: Expert-level: linguistically justified features, selection method described, interaction
effects explored.
4. Strong feature list with reasonable justifications; some missing depth.
3: Useful features but shallow rationale; key multilingual features missing.
2: Generic or ill-suited features; little reasoning.
1: No coherent feature rationale; features absent or irrelevant.

3) Coherence:
5: Logical flow; claims follow from premises; clear definitions; few language errors.
: Mostly coherent; minor organizational or phrasing issues.
Fragmented arguments or occasional contradictions; several clarity issues.
: Disorganized, hard to follow, or contradictory statements.
Incoherent, contradictory, or unintelligible.

_= N W b

4) Citation emphasis:

5: Key claims tied to relevant citations; literature justifies design choices.
4: Many claims cited, but a few unsupported assertions remain.

3: Some grounding, but important claims lack citations.

2: Sparse citation support; many claims unsupported.

1: Virtually no citation grounding; unusual claims without references.

Output format (strict JSON only):

{
"metrics”: [
{"metric_name": "predictive_plausibility”, "score": 5,
"rationale”: "...", "indicators”: ["...", "...", "..."13},
{"metric_name": "feature_selection”, "score": 4,
"rationale”: " ", "indicators”: ["..."1},
{"metric_name": "coherence”, "score": 3,
"rationale”: "...", "indicators”: ["..."]},
{"metric_name": "citation_emphasis"”, "score": 2,
"rationale”: "...", "indicators”: ["..."]}
]!
"overall_recommendation”: {
"average_score”: 3.50,
"verdict”: "Minor revision”,
"top_actionable_improvements”: ["...", "...", "..."]
}
3

Verdict mapping: >=4.25 Accept, 3.25-4.24 Minor revision,

2.5-3.24 Major revision, <2.5 Reject.

Rationales max 50 words. Indicators max 20 words each, up to 3 per metric.
If a metric cannot be assessed, set score to null with one-line rationale.

Report: {report}
_ J

Figure 22: LLM-as-judge prompt for evaluating system responses on four quality dimensions (predictive plausibility,
feature selection, coherence, citation emphasis). Each metric is scored 1-5 with structured rationale and indicators.
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Extract agent's predicted answer from research report.

USER QUERY: {user_query}
QUERY TYPE: {predictive_or_qgna}

AGENT RESEARCH REPORT:
{agent_report}

INSTRUCTIONS:

1. DETERMINE is_answer_present:
- Set to true ONLY if agent's report contains a relevant, clear answer
- Set to false if no answer found or report is unclear/irrelevant

2. FOR PREDICTIVE QUERIES:
- Extract ALL performance metrics mentioned (e.g., accuracy, pass@l, BLEU, ROUGE, F1)
- For EACH metric found, create an object with:
* metric_name: exact name of the metric (string)
* value: original value AS STATED in the report (string)
* value_in_100_range: numeric value scaled to 0-100 range (float)
- Scaling rules for value_in_100_range:
* If value is percentage (e.g., "61.25%"): extract number -> 61.25
* If value is decimal 0-1 (e.g., "0.85"): multiply by 100 -> 85.0
* If value already 0-100 (e.g., "85.5"): use as-is -> 85.5

3. FOR QNA QUERIES:
- Extract CONCISE answer value(s) from agent's report:
* For model questions: extract model name ONLY (e.g., "GPT-4")
* For language questions: extract language name(s) ONLY
* For numeric questions: extract number(s) ONLY
- NEVER include full sentences or explanations

4. BOTH PREDICTIVE AND QNA:
- If the question can be answered BOTH ways (metrics AND concise answer):
* Provide BOTH predicted_metrics_and_values_for_predictive AND answer_text_for_gna

OUTPUT FORMAT (strict JSON, no markdown):

For PREDICTIVE:

{
"is_answer_present”: true,
"predicted_metrics_and_values_for_predictive”: [

{"metric_name"”: "pass@1"”, "value"”: "61.25", "value_in_100_range": 61.25}

:l;
"answer_text_for_gna": ""

}

For QNA:

{
"is_answer_present”: true,
"predicted_metrics_and_values_for_predictive”: [],
"answer_text_for_qgna": "GPT-4"

}

CRITICAL RULES:

- Use ONLY information from agent's report

- value_in_100_range must be NUMERIC ONLY (float, no % or strings)

- answer_text_for_gna must be CONCISE - NO full sentences

- predicted_metrics_and_values_for_predictive is always a LIST ([] if empty)
- answer_text_for_gna is always a STRING ("" if empty)

- Output valid JSON only

& J

Figure 23: Prompt used to extract structured predictions from system response reports. The extracted predictions
are compared against ground truth to compute PREDSET MAE (numeric prediction) and QNASET accuracy
(comparative reasoning).
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--- Faithfulness Reflection ---
You are evaluating whether thought hypotheses correctly reflect reasoning guidance.

Expert Knowledge/Guidance (from user_proxy message):
{user_proxy_message}

Generated Thoughts:
{thought_paths}

For EACH thought, determine:

- Does the thought's method/approach align with the reasoning steps suggested in the expert
knowledge?

- Does it follow the strategic guidance provided?

Respond with JSON:
{"evaluations”: [{"thought_name": "<name>", "is_faithful”: true/false, "explanation”: "<brief
reason>"}1}

Be strict: mark false if the thought significantly deviates from suggested approaches or
ignores key guidance.

--- System Capability Adherence ---

PROHIBITED suggestions (mark as non-compliant if suggested):
- Fine-tuning models

- Creating new datasets

- Downloading models locally

- Training new models from scratch

- Accessing external APIs not already available

For EACH thought, check the "method” field:
- Does it suggest any PROHIBITED operations?

Respond with JSON:
{"evaluations”: [{"thought_name": "<name>", "is_compliant”: true/false, "violations”:
["violation1”, ...13}1}

- J

Figure 24: Prompts used to evaluate ThoughtCreatorAgent output: faithfulness reflection (alignment with expert
guidance) and system capability adherence (avoidance of prohibited operations).
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You are an expert code reviewer specializing in data science, ML, and research methodology.
Context:

- Task Domain: {task_context}

- User Question: {user_question}

Python Code to Analyze:
{code_content}

Assess the following dimensions:

TASK-QUERY ALIGNMENT: Does the code address the user's research question?

ALGORITHMS & MODELS: Identify all algorithms; assess appropriateness and correctness.
FEATURES & VARIABLES: List features; assess engineering sophistication and validity.
METHODOLOGY: Identify approach; assess statistical rigor and evaluation strategy.
CODE QUALITY: Assess organization, error handling, and best practices.

RESEARCH APPROPRIATENESS: Is the methodology scientifically sound?

SOPHISTICATION: Rate as Basic, Intermediate, or Advanced.

Output JSON:

{
"algorithms_used”: ["..."], "algorithm_appropriateness”:
"appropriate|questionable|inappropriate”,
"features_used”: ["..."], "feature_engineering_level”: "none|basic|moderate|advanced”,
"methodology_type": "regression|classification|..."”, "methodology_rigor":
"high|moderate|low",
"code_quality”: "excellent|good|fair|poor”,
"task_query_alignment”: "well_aligned|moderately_aligned|poorly_aligned”,
"sophistication_level”: "basic|intermediate|advanced”,
"overall_assessment”: "excellent|good|fair|poor",
"strengths”: ["..."], "weaknesses”: ["..."], "summary”: "1-2 sentences”
3

J

Figure 25: Prompt used to evaluate generated Python code quality across seven dimensions:

algorithms, features, methodology, code quality, research soundness, and sophistication.
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hypothesis. This produces the web search relevance
metric reported in Table 4.

I Use of AI Assistants

Al writing assistants were used during the prepara-
tion of this manuscript for paraphrasing and gram-
mar correction. All scientific content, experimental
design, analysis, and conclusions are the sole work
of the authors.
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You are evaluating whether a web search/crawl tool call query is relevant
for answering a specific research thought/hypothesis.

Thought Name: {thought_name}

Thought Context:
Hypothesis: {hypothesis}
Method: {method?}
Background: {background}

Tool Call Query: {tool_query}

A query is RELEVANT if:

- It directly searches for information needed to test the hypothesis

- It seeks data, benchmarks, or evidence mentioned in the thought's method

- It looks for papers, documentation, or results that would help answer the thought
- It searches for related concepts, models, or comparisons needed for analysis

A query is NOT RELEVANT if:

- It searches for completely unrelated topics

- It duplicates information already available in the thought context
- It's too vague or generic to be useful

- It searches for information not needed for this specific thought

Return JSON:

{
"query"”: "{tool_query}",
"thought_name"”: "{thought_name}",
"is_relevant”: true/false,
"reasoning”: "Brief explanation (1-2 sentences)”
3
\ Y,

Figure 26: Prompt used to evaluate web search and crawl tool call relevance against the active hypothesis context.
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