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Abstract

Spoken bilingual conversations pose substan-
tial challenges for syntactic parsing because
they often include disfluencies and discourse-
driven structures that complicate dependency
parsing under standard Universal Dependen-
cies (UD) assumptions and evaluation practices.
To systematically study these challenges, in
this work, we first introduce a linguistically
grounded taxonomy of conversational bilingual
phenomena, together with SpokeBench, an
expert-annotated English-Spanish benchmark
for structurally complex speech. To address
the limitations of existing evaluation practices,
we propose Flex-UD, an ambiguity-aware eval-
uation metric that distinguishes catastrophic
structural failures from linguistically accept-
able variations. Finally, we introduce DECAP,
a decoupled agentic parsing framework that
separates spoken-phenomena handling from
core syntactic analysis, enabling robust and
interpretable dependency parsing without re-
training. Experiments across both proprietary
and open-weight LLMs show that DECAP sub-
stantially improves performance on complex
conversational phenomena and achieves over
60% improvements in UPOS-F1 Score over
baselines, while Flex-UD evaluations reveal
gains that otherwise remain partially hidden
under standard attachment-based metrics'.

1 Introduction

Unlike written text, conversational speech fre-
quently contains disfluencies and discourse-driven
structures that violate many of the assumptions un-
derlying canonical annotation frameworks such as
Universal Dependencies (UD). These phenomena
are particularly common in bilingual interaction,
where speakers dynamically negotiate structure
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Figure 1: Illustration of the modality gap motivating this
work. Parsers and LLMs typically produce well-formed
dependency analyses for written text (left), but the same
systems often misparse spoken bilingual conversational
utterances (right) due to disfluencies, repetition, and dis-
course phenomena that violate written-text assumptions.

across languages during code-switching. As illus-
trated in Figure 1, models that perform well on writ-
ten text often fail on conversational bilingual tran-
scripts, producing brittle or linguistically implau-
sible analyses when faced with spoken-language
variability and structural ambiguity.

Recent work has shown that large language mod-
els (LLMs) can serve as effective tools for syn-
tactic annotation and parsing in multilingual and
low-resource contexts, particularly for written text
(Tian et al., 2024; Kellert et al., 2025; James et al.,
2022; Huzaifah et al., 2024). However, their perfor-
mance remains understudied and inconsistent for
conversational bilingual transcripts, particularly in
spoken-language contexts, which introduce ambi-
guity that is often poorly captured by standard pars-
ing evaluation practices. This degradation cannot
be explained by bilingualism or data scarcity alone.
Rather, it reflects a mismatch between written-
language annotation conventions, rigid evaluation
practices, and the incremental, interactional nature
of conversational speech (Kahane et al., 2021; Do-
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brovoljc, 2022). As a result, structurally plausible
analyses are often penalized as outright parsing
failures. Many parsing failures arise from limited
spoken training data and structural assumptions,
including non-canonical roots and discourse-level
attachments, embedded within existing annotation
schemes and evaluation metrics. This suggests that
improvements in model scale alone are unlikely to
provide a robust or language-agnostic solution.

In this work, we argue that progress in parsing
spoken bilingual conversational language requires
jointly rethinking annotation, evaluation, and pars-
ing abstractions rather than treating conversational
phenomena as noise around written-language syn-
tax. We adopt a systems-oriented perspective that
explicitly separates spoken-language phenomena
from core syntactic analysis, grounding this design
in an empirical study of the structures that consis-
tently undermine canonical parsing assumptions.
Building on this analysis, we introduce new re-
sources, evaluation strategies, and parsing abstrac-
tions designed specifically for structurally variable
conversational English-Spanish speech. Our contri-
butions are:

* We design a linguistically grounded taxon-
omy of spoken bilingual conversational phe-
nomena, distinguishing spoken-specific struc-
tures from broader non-canonical construc-
tions and analyzing their structural and cog-
nitive complexity through a human annota-
tion survey measuring annotation difficulty,
ambiguity, and cognitive load. These human
judgments provide an empirical basis for eval-
uating and interpreting automatic parsing per-
formance.

We present SpokeBench, an expert-annotated
and adjudicated gold benchmark for evaluat-
ing dependency parsing on structurally com-
plex bilingual conversational transcripts.

We introduce DECAP, a decoupled agen-
tic parsing framework that improves robust-
ness and interpretability by isolating spoken-
language handling from core syntax.

L]

We propose Flex-UD, a weighted, ambiguity-
aware evaluation metric that penalizes struc-
turally catastrophic errors more than accept-
able variation.

Together, these contributions provide a founda-
tion for studying and evaluating syntactic parsing
beyond written-language assumptions, highlight-
ing the importance of ambiguity-aware evaluation

and speech-informed parsing abstractions for con-
versational bilingual language.

2 Related Work

UD Parsing for Non-Canonical and Code-
Switched Text. UD is a widely adopted frame-
work for cross-linguistic syntactic annotation
(de Marneffe et al., 2021; Nivre et al., 2016), but
its application to non-canonical data such as con-
versational speech and intra-sentential bilingual
code-switching remains problematic (Kellert et al.,
2025). Spoken and code-switched utterances fre-
quently violate core UD assumptions, including
clause completeness and canonical head selec-
tion, leading to substantial annotation ambiguity
(Cetinoglu and Coltekin, 2019; Kellert et al., 2025;
Bhat et al., 2018). To address these challenges, re-
searchers have developed dedicated bilingual tree-
banks (Cetinoglu and Coltekin, 2023; Kyle et al.,
2022; Pulido et al., 2025; Sanguinetti et al., 2023)
and explored alternative dependency formalisms
such as Surface-Syntactic Universal Dependencies
(SUD), which modify head assignment to better re-
flect spoken structure (Kahane et al., 2021; Gerdes
et al., 2019). Pannitto et al. (2026) extend this line
of work to cross-speaker co-constructions in spo-
ken interaction. Despite these efforts, prior work
has largely focused on documenting annotation dif-
ficulties and representations rather than enabling
robust, scalable parsing or evaluation of spoken
bilingual data. As a result, current models remain
limited in their ability to support accurate syntactic
analysis, large-scale computational processing, and
systematic evaluation of spoken bilingual language.

LLMs for Annotation and Parsing. Large Lan-
guage Models (LLMs) have recently been explored
as parsers and annotation tools, showing that they
can produce syntactic analyses for written text in
zero-shot or few-shot settings (Zhang et al., 2025),
and achieve competitive performance when fine-
tuned (Bai et al., 2025). These capabilities motivate
their use in bootstrapping annotations and gener-
ating synthetic treebanks, even for low-resource
languages. However, consistent limitations remain.
Beyond the well-documented challenges in written
language, studies indicate that LLM performance
degrades significantly with flexible, noisy, or con-
versational input, including spoken and CSW data
(Laureano De Leon et al., 2024). Prior works have
explored alternative parsing architectures, such as
sequence-labeling approaches (Gémez-Rodriguez
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Category

Category Definition

Example

Phenomena Shared Across Written and Spoken Conversation

we’re [we are], al [to the]
F_bat, spring_break
shit, papi [daddy]

fijate [(you) look], convir-
tiéndose [making itself]

Contractions Tokens encoding multiple syntactic units, such as English contractions or Spanish merged forms, which
require explicit segmentation during dependency annotation.

Compound / MWE Multi-word expressions and conventionalized compounds functioning as a single syntactic unit that may
obscure internal dependency relations when treated compositionally.

Slang / Curses Pragmatically dependent expressions whose syntactic interpretation varies substantially across discourse
and cultural context, often resulting in inconsistent annotation and parser behavior.

Enclisis Spanish verbal constructions containing attached clitic pronouns that require morpheme-level decompo-
sition for accurate dependency assignment.

Spoken-Specific Conversational Phenomena
Repetition Recurrence of words or phrases during incremental speech production, often used to maintain the

Discourse Elements

conversational floor while planning upcoming material. We observe (a.) single-token repetition, (b.)
token-separated repetition, and (c.) code-switched repetition across languages.

Pragmatic markers, interjections, and conversational connectives whose syntactic integration varies
across contexts. We distinguish between syntactically integrated discourse elements and pragmatically
motivated insertions with weak structural attachment.

(a.) eses [it’s it’s], (b.) casa
uh casa [house uh house],
(c.) short cortos [short
short]
I mean yo tengo [I mean I
have]

ah before we; yeah ella se
[yeah she]

pero I'lo T use it [but I it I
use it]

Ellipsis Structurally incomplete utterances arising from interruption, abandonment, or incremental production.
Elliptical constructions frequently omit expected syntactic arguments, complicating dependency assign-
ment and recoverability.

False Start Mid-utterance reformulations in which a speaker abandons an initiated structure and replaces it with a
revised continuation, often reflecting online adjustment of bilingual grammatical planning and requiring
inference over partially realized syntactic structure and speaker intent.

Filler Words

Floor-holding vocalizations carrying minimal semantic content but remaining interactionally important

uh, um, eh

in conversational speech, often with weak syntactic integration.

Table 1: Taxonomy of conversational bilingual phenomena identified in the Miami Corpus and used to guide the
construction and analysis of SpokeBench. Phenomena are grouped according to whether they occur across both
written and spoken discourse or are primarily associated with spontaneous conversational speech.

et al., 2024; Imran et al., 2026a) or incorporating
syntactic information into downstream tasks (Imran
et al., 2026b). While these models show promise
for certain spoken-language tasks (e.g., detection,
translation or variation) (James et al., 2022; Huza-
ifah et al., 2024; Tyagi et al., 2026), the ability to
robustly parse fragmented or ambiguous syntax of
real speech remains inconsistent.

Evaluation Limitations. Standard dependency
parsing metrics such as Labeled and Unlabeled
Attachment Score (LAS and UAS) rely on strict
matching against a single gold tree, making them
poorly suited to conversational and structurally am-
biguous language where multiple analyses may
be linguistically plausible. Prior work has shown
that these metrics often conflate genuine pars-
ing failures with acceptable structural variation
(Sterner and Teufel, 2025b,a), motivating the need
for ambiguity-aware evaluation.

3 Spoken Bilingual Conversation: A
Non-Canonical Parsing Domain

In this section, we examine spoken bilingual con-
versational text as a complex parsing domain.
First, we develop a linguistically grounded taxon-
omy of conversational phenomena, followed by a
human-perception survey investigating their struc-
tural and cognitive complexity. We then introduce

SpokeBench, a gold benchmark for evaluating
parsing performance under spoken-text conditions.

3.1 Taxonomy of Spoken Bilingual
Conversational Phenomena

To identify the primary sources of parsing diffi-
culty in conversational bilingual language, we con-
ducted a data-driven analysis of English-Spanish
utterances from the Miami Corpus (Webb-Davies
et al., 2014), a widely used English-Spanish bilin-
gual conversational dataset. Approximately 2,800
sentences were independently examined by trained
linguists, who analyzed and identified conversa-
tional phenomena that complicate non-canonical
dependency parsing. The consolidation of these
observations yielded a linguistically grounded tax-
onomy, motivated by recurrent parser failures and
annotation difficulties. Many of these phenom-
ena can in principle be represented within existing
UD and SUD frameworks, but conversational bilin-
gual speech substantially increases annotation am-
biguity and structural variability in practice. Our
goal is therefore not to replace existing annotation
schemes, but to systematically analyze how these
conversational phenomena interact with bilingual
speech and affect parser behavior, annotation con-
sistency, and evaluation.

We organize the identified phenomena into two
groups: (i) phenomena occurring in both written
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and spoken discourse but becoming structurally
more challenging in bilingual conversational set-
tings, and (ii) phenomena strongly associated with
spontaneous conversational speech and incremen-
tal language production. The detailed definitions
of these categories and relevant examples are pro-
vided in Table 1.

3.2 SpokeBench: A Gold Benchmark for
Spoken Conversational Parsing

Subset Selection Strategy. Based on the conver-
sational phenomena identified in the Miami Cor-
pus, we construct SpokeBench, a gold benchmark
for evaluating dependency parsers on structurally
complex bilingual conversational transcripts. Since
annotating the full set of over 2,800 sentences was
infeasible due to the cost and ambiguity of conver-
sational speech annotation, we selected a curated
subset balancing coverage of spoken phenomena
and structural complexity. Most of the sentences
have overlapping phenomena and some categories
are extremely rare, making it hard to strictly isolate
sentences for each category in the taxonomy. There-
fore, we constructed SpokeBench with a balance
of isolated dominant categories (Repetition, Con-
traction [EN & ES], Ellipsis, Discourse, Fillers)
and categories (denoted with ‘+”) that consist of a
dominant phenomenon along with 1 or 2 rare phe-
nomena, such as compound, slang, or false start.
The category “Complex” refers to the sentences
that have 3+ phenomena and “Others” refer to sen-
tences unique in their presentation but do not fit
in the above categories. The resulting benchmark
contains 160 sentences spanning ten categories; its
composition is summarized in Appendix A. Un-
like most existing UD treebanks, which primarily
focus on annotation coverage or multilingual rep-
resentation, SpokeBench is explicitly designed to
evaluate parser robustness under structurally am-
biguous conversational conditions.

Annotation Procedure. The Annotations in
SpokeBench follow a modified version of UD
guidelines adapted for spoken bilingual conversa-
tional data. Standard UD conventions were applied
where possible, with additional rules introduced for
repetitions, contractions, discourse markers, fillers,
and ellipsis. Each sentence was independently an-
notated by at least two linguistically trained an-
notators (seven in total), and disagreements were
evaluated using a graded acceptability protocol dis-
tinguishing acceptable variation from substantive

Human Annotation Survey: Spoken and Written Conver | Speech Pl

== Annotation Time == Cognitive Complexity Ambiguity / Variability == Cross-Linguistic Interaction

=

»

Relative Difficulty Rating (1-5)

Figure 2: Average Likert-scale ratings from expert
annotators across four dimensions: annotation time,
cognitive complexity, ambiguity/variability, and cross-
linguistic interaction. (where, 1 - least difficult and 5 -
most difficult)

annotation errors. Borderline or unacceptable cases
were resolved through expert adjudication, yield-
ing a consensus gold annotation for each sentence.
To evaluate annotation consistency, we calculated
Cohen’s Kappa score for a randomized subset of 50
annotated sentences conducted by two independent
annotators, which resulted in 0.798. Appendix D
contains the detailed annotation guidelines and re-
view procedures.

3.3 Human Perception Survey

Following the annotation process, we conducted a
human perception survey involving the expert an-
notators who participated in the construction and
adjudication of SpokeBench. Annotators evalu-
ated each conversational phenomenon on a five-
point Likert scale (1 = least difficult, 5 = most
difficult) across four dimensions: annotation time,
cognitive complexity, ambiguity/variability, and
cross-linguistic interaction. As shown in Figure 2,
contractions, filler words, and localized repetitions
were generally perceived as less difficult to anno-
tate, while ellipsis, discourse elements, and false-
start constructions received the highest difficulty
ratings across nearly all dimensions due to their
reliance on contextual interpretation, structural re-
coverability, and speaker-intent inference. These
findings suggest that conversational phenomena in-
volving greater ambiguity and discourse-level rea-
soning present substantially greater challenges for
human annotators. We hypothesize that the same
phenomena will also present systematic challenges
for automatic parsers, particularly for dependency
attachment and structural recoverability. This hy-
pothesis is tested experimentally in Section 5.
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QSpoken-Phenomena Handler (SPH) {& Language-Specific Resolver (LSR)J Lg'

Core UD Assigner

« Detect disfluencies * Repetition / ellipsis
« Discourse & fillers « Tokenization hints

« Lang. normalization « Conservative edits
« Contractions & enclisis * MWEs & lemmas

« UPOS / HEAD / DEPREL - Single root
» Annotate MWEs only * Respect constraints

’ Entonces then | won't | won't buy anything uh ]

’ Entonces then | won't | won't buy anything uh ]

’ Entonces then | won't | won't buy anything uh ]

Discourse marker: Entonces / then — mark as
discourse candidates.

Repetition / repair: two occurrences of I won't
— mark first span as reparandum and second
span as repair/intent.

Filler: uh — mark as filler / discourse filler.
Tokenization hints: leave contraction won't for
downstream splitting (flag split_candidate).

0.95), then (EN, 0.90),

index).

original token

Language IDs & confidences: Entonces (ES,

Contraction handling: expand won't — will +
not (map components back to original token

Mark mapping: won't — [will, not] with tie to

Lemma suggestions: will — will, not — not, ..

Constraint use: treat tokens labeled REPARDUM
as reparandum (deprel = rep); do not remove
them - attach per special reparandum rules.
Root selection: choose the verb expressing
semantic intent buy as ROOT.

Sample UPOS + HEAD + DEPREL (token
index — word : UPOS — head_idx (deprel))

« Enforce UD validity « Resolve conflicts « Break
cycles « Score and log Confidence

Example resolution:
« Select ROOT = buy
« Attach reparandum span (I will not) — rep

Entonces — DISC E 1 Entonces (ES) E 1 Entonces : ADV — 9 (discourse) E
4 then — DISC { 1 then (EN) ! _I\ 1 then : ADV — 9 (discourse) !
1 I won't (first) - REPARDUM { >, I (EN) :E—‘/ 3 | (1st): PRON — 6 (rep) !
1 | won't (second) — REPAIR ! 1 will (EN) «— split from won't ! 1 will (1st): AUX — 6 (rep) !
4 uh — FILLER........ ! 1 not (EN) « split from won't......... ! 1 not (1st): PART — 6 (rep).......... !
_______________________________________ ;
: Final UD Annotati confidence & penal

DEPREL

Entonces  buy ADV disc 0.82

« Validate heads; no cycles
« Confidence = 0.9

;then buy ADV  disc 047

1

1

1 | buy PRON nsubj 0.67
1 will buy AUX aux 0.88
1 not buy PART  neg.

Figure 3: Overview of the DECAP framework for spoken code-switching parsing, illustrated with a running example.
The input utterance (“Entonces [so] then I won’t I won’t buy anything uh”) is processed. The Spoken-Phenomena
Handler (SPH) detects disfluencies (e.g., repetition, discourse markers, fillers) and provides tokenization hints. The
Language-Specific Resolver (LSR) applies conservative, language-aware normalization, and contraction splitting.
The Core UD Assigner constructs a dependency parse under these constraints, preserving reparanda and enforcing
a single root. Finally, the Verifier and Ranker (V/R) enforces global UD validity and outputs a final annotation
with confidence and penalty scores, demonstrating incremental resolution of ambiguity.

4 DECAP: A Decoupled Agentic
Framework for Spoken Bilingual
Conversation Parsing

In this section, we introduce DECAP (DECou-
pled Agentic Parser), a modular framework for
parsing conversational bilingual transcripts. Rather
than treating conversational variability within a sin-
gle monolithic parser, DECAP separates spoken-
phenomena handling, language-specific normaliza-
tion, syntactic structure assignment, and global val-
idation into specialized stages. The framework is
guided by three principles: (i) instruction ground-
ing, leveraging LLMs’ ability to follow explicit
linguistic constraints; (ii) modularity, isolating dis-
tinct sources of conversational complexity; and (iii)
extensibility, enabling adaptation across languages,
phenomena, and LLM families without retraining.
Figure 3 illustrates the overall architecture.

Spoken-Phenomena Handler (SPH). The SPH
agent identifies conversational phenomena prior
to syntactic parsing, including repetitions, ellipsis,
discourse markers, fillers, contractions, and MWEs,
and proposes minimal tokenization edits where re-
quired. Rather than directly assigning dependency

relations, SPH provides lightweight structural guid-
ance and tokenization hints that constrain down-
stream parsing decisions and reduce error propaga-
tion across later stages.

Language-Specific Resolver (LSR). This agent
applies conservative language-aware normalization
to the output of SPH, including contraction expan-
sion, multiword-expression validation, and lemma
normalization. The agent is designed to minimize
unnecessary structural repairs while preserving con-
versational structure and English-Spanish language
variations. By isolating language-dependent opera-
tions, LSR improves robustness across multilingual
and code-switched input.

Core UD Structure Assigner. The Core UD As-
signer produces dependency annotations over the
normalized representation generated by previous
agents. It assigns UPOS tags, dependency heads,
and dependency relations while enforcing standard
UD structural constraints such as single-root valid-
ity. Conversational phenomena identified by earlier
stages are preserved rather than reconstructed into
canonical written-language forms. This stage fo-
cuses exclusively on syntactic structure, deferring
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validation and correction to the final agent.

Verifier and Ranker (V/R). The V/R agent in-
tegrates the outputs of all previous stages and per-
forms global structural validation, resolving is-
sues such as invalid heads, dependency cycles,
and conflicting annotations. In addition to pro-
ducing sheet-ready annotations, V/R assigns per-
token confidence and penalty scores, yielding an
interpretable record of uncertainty and intervention.
This final stage guarantees that DECAP outputs
are structurally valid, auditable, and suitable for
downstream evaluation.

Interaction protocol. DECAP applies a fixed,
deterministic sequence of agents to each sentence,
with each stage consuming the structured output of
the previous one and enforcing increasingly global
constraints, as detailed in the Appendix. E.

5 Experiments

5.1 Experimental Setup

Dataset. All experiments are conducted on
SpokeBench, the benchmark introduced in Sec-
tion 3. We evaluate systems on a curated subset of
160 sentences selected to balance conversational
phenomena and structural complexity. Gold Uni-
versal Dependency annotations are used across all
experiments to ensure controlled and directly com-
parable evaluation.

Models. We evaluate four parser configurations
spanning both traditional and LLM-based ap-
proaches. As a traditional baseline, we use
the Trankit parser, a transformer-based multilin-
gual dependency parsing toolkit built on XILL.M-
RoBERTa (Nguyen et al., 2021). It supports
multilingual UD parsing through contextualized
transformer representations and automatic lan-
guage identification, but is trained on monolin-
gual treebanks only. We then evaluate the pro-
posed DECAP framework instantiated with three
different LLM families: GPT-4.1 (version 2025-
04-14), meta-llama/Llama-3.1-8B-Instruct,
and meta-1lama/Llama-3.1-70B-Instruct. All
models are evaluated in a zero-shot setting with
deterministic decoding (temperature = (), and none
are fine-tuned on SpokeBench or Miami Corpus.
This setup allows us to evaluate the extent to which
the DECAP framework generalizes across both pro-
prietary and open-weight LLM architectures.

5.2 Evaluation Metrics

Standard UD Metrics and Limitations. We
evaluate parser performance using four standard de-
pendency parsing metrics: Unlabeled Attachment
Score (UAS), Labeled Attachment Score (LAS),
Content-Labeled Attachment Score (CLAS), and
UPOS-F1 Score (UP-F1). UAS measures unla-
beled head attachment accuracy, LAS addition-
ally requires correct dependency labels, and CLAS
evaluates labeled dependency accuracy over core
content relations only. We additionally report
UPOS-F1 to evaluate morphosyntactic tagging in-
dependently from dependency structure assign-
ment. While these metrics are effective for canon-
ical written text, they are less well suited to con-
versational bilingual speech, where disfluencies,
ellipsis, discourse markers, and structurally incom-
plete utterances often permit multiple linguistically
plausible analyses. As a result, strict gold-tree
matching may penalize acceptable structural varia-
tion alongside genuine parsing errors.

Flex-UD Metric. To better account for structural
ambiguity in conversational speech, we introduce
Flex-UD (Flexible Evaluation for Universal De-
pendencies), a composite severity-aware evalua-
tion metric designed for spoken bilingual pars-
ing. Rather than relying exclusively on exact tree
matching, Flex-UD evaluates parses across mul-
tiple complementary dimensions, including accu-
rate tokenization, ID assignments, UPOS assign-
ments, dependency heads, and dependency rela-
tions. Flex-UD is implemented using a determin-
istic LLM-based scoring procedure supplied with
explicit alignment rules, error severity criteria, and
UPOS/DEPREL closeness classes. The metric is
designed to: (i) tolerate linguistically acceptable
variation, (ii) distinguish catastrophic structural er-
rors from minor deviations, and (iii) provide inter-
pretable diagnostics for qualitative error analysis.
Ilustrative examples of error severity and penalty
assignment are provided in Appendix F.

Formal Definition. The Flex-UD metric evalu-
ates parses across five component scores :

S = {SSplih SID; SUPOSs SHEAD, SDEPREL}

corresponding respectively to tokenization accu-
racy, ID assignment, UPOS agreement, depen-
dency head assignment, and dependency relation
assignment. Each score is normalized to the range
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Category TRANKIT Bilingual DECAP Llama 3 8B DECAP Llama 3 70B DECAP GPT-4.1
LAS UAS CLAS UP-FI LAS UAS CLAS UP-F1 LAS UAS CLAS UP-FI LAS UAS CLAS UP-FI

Repetition 53 7.7 33 124 98 152 178 240 259 482 188 658 425 647 267 847
Repetition+ 3.9 6.1 2.1 103 84 133 59 214 213 416 156 583 389 493 293 81.6
Contr. (EN) 42 74 1.3 8.7 1.6 46 0.3 28.6 215 377 11.8 573 31.7 482 255 835
Contr. (ES) 34 83 1.2 9.4 0.8 37 0.1 18.8 284 463 205 63.1 428 51.7 338 826
Ellipsis 1.7 43 0.3 137 104 146 75 293 348 50.1 229 61.8 33.6 43.6 27.1 81.4
Ellipsis+ 04 2.1 0.0 106 73 115 3.1 179 315 483 179 558 457 594 265 819
Discourse 1.1 4.1 0.1 112 59 89 1.9 255 257 389 193 587 312 40.1 212 86.2
Discourse+ 0.2 1.7 0.0 7.8 6.8 7.6 1.6 206 31.6 408 21.0 516 354 539 30.1 78.7
Complex 1.8 48 1.3 9.1 36 52 0.3 189 281 433 21.6 531 329 418 273 805
Fillers 00 03 0.0 2.3 1.6 34 1.2 158 303 479 269 592 316 387 178 778
Others 76 106 63 8.7 87 149 153 162 328 417 243 588 20.1 31.6 159 628
Overall 27 52 1.6 9.4 62 9.7 4.5 208 28.6 438 20.1 576 350 474 256 792

Table 2: Performance of parsers tested across spoken bilingual conversational categories under standard UD metrics.

UP-F1 denotes UPOS-F1 Score

Category TRANKIT Bilingual DECAP Llama 3 8B DECAP Llama 3 70B DECAP GPT-4.1
UPOS HEAD DEP Flex-UD UPOS HEAD DEP Flex-UD UPOS HEAD DEP Flex-UD UPOS HEAD DEP Flex-UD

Repetition 18.9 142 113 13.4 38.1 21.4 238 25.6 70.8 51.3 576 60.2 869 682 756 783
Repetition+  12.3 103 89 11.6 29.4 174 193 23.8 672 494 541 57.1 88.5 60.1 689 71.4
Contr. (EN) 13.8 8.3 10.7 12.3 38.6 8.3 10.3 16.4 68.1 427 489 53.8 842 66.1 712 73.7
Contr. (ES) 15.6 7.1 11.4 12.7 30.2 7.9 8.5 15.1 73.4 465 537 56.4 87.1 709 771 81.2
Ellipsis 21.0 146 7.6 14.4 37.4 17.6 209 24.7 72.8 483 519 559 84.0 59.8 734 75.6
Ellipsis+ 16.2 7.8 5.4 9.2 26.8 134 183 19.5 69.2 4211 482 52.7 83.6 616 68.1 73.2
Discourse 16.3 12.1 8.0 11.1 34.1 17.0 174 21.3 64.3 50.6 534 54.8 894 575 70.6 73.9
Discourse+  11.7 8.2 6.2 8.5 30.5 11.3 141 17.7 62.8 431 521 54.6 81.7 582 689 70.6
Complex 14.9 129 93 12.3 27.6 8.2 9.3 12.8 663 457 51.0 53.1 84.1 59.8 637 66.2
Fillers 4.5 2.3 3.1 3.6 8.6 0.6 2.6 3.1 72.5 345 536 577 824 531 725 75.1
Others 10.6 13.8 138 15.7 24.7 21.5 234 23.8 70.6 436 55.1 58.3 787 571 1701 72.3
Overall 13.8 10.3 8.7 114 29.1 135 158 18.8 684 451 525 55.7 842  60.6 70.0 72.8

Table 3: Component-wise evaluation of the linguistically central Flex-UD components (UPOS, HEAD, and
DEPREL) together with the aggregate Flex-UD score across spoken bilingual categories for four parser settings.

[1,100] and assigned an weight:
w = {0.10,0.05,0.15,0.25,0.45},

placing greater emphasis on dependency structure
and relation accuracy. To calculate the scores, gold
and predicted tokens are aligned using a fixed pri-
ority order: exact case-insensitive token matching,
followed by lemma/substring matching, and near-
est unmatched positional alignment. The scoring
rubric then distinguishes minor and severe mis-
matches using predefined closeness classes. For
example, VERB<+AUX receives substantially more
tolerance than an unrelated POS substitution, while
obj<+obl receives partial credit as a nearby depen-
dency relation. Severe structural inconsistencies,
including missing required MWE representations
or substantially incorrect reparandum structure, re-
ceive correspondingly larger reductions.

The scoring model returns the five component
scores together with a final Flex-UD score, the to-
ken alignment used, component-wise explanations,

and diagnostic notes. The final goal of creating
Flex-UD is not to conflate model performance by
using more tolerant annotations, but to capture how
structurally and linguistically reasonable the pro-
duced parse is overall.

6 Results and Discussion

6.1 Opverall Parsing Performance

The combined results from Tables 2 and 3 reveal
a consistent pattern across all evaluated systems
and linguistic categories. Overall, the stronger
systems, especially the DECAP GPT-4.1 and DE-
CAP Llama-3-70B models, substantially outper-
form the weaker systems across all parsing and
tagging metrics, indicating major improvements in
robustness to non-canonical and discourse-rich lan-
guage. However, even the best-performing systems
continue to struggle with informal conversational
phenomena such as fillers, contractions, ellipsis,
and discourse-level structures, demonstrating that
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syntactic analysis of interactional language remains
a difficult problem.

Across both tables, lexical and morphosyntac-
tic recognition is consistently more robust than
full syntactic parsing. UPOS tagging and Flex-
UD achieve substantially higher scores than strict
dependency metrics such as LAS and UAS, sug-
gesting that the systems can often recognize word
categories and recover partial local structure even
when they fail to reconstruct full hierarchical de-
pendency relations. This difference is especially
visible in Table 3, where Flex-UD scores remain
relatively high despite lower head and dependency
attachment scores, indicating latent structural ro-
bustness not captured by strict UD evaluation alone.
These findings replicate the general tendency ob-
served in (Kellert et al., 2025), while extending the
analysis to different parser architectures and LLM
families. We additionally estimated uncertainty
given the relatively small benchmark size using
paired bootstrap resampling over SpokeBench. The
observed improvements remained stable across re-
samples, with 95% bootstrap confidence intervals
for the performance differences excluding zero for
the principal system comparisons.

6.2 Human vs Parser Difficulty

The survey results shown in Figure 2 strongly sup-
port the interpretation that human annotation dif-
ficulty and parser difficulty do not always align.
Human annotators rated ellipsis and highly com-
plex constructions as the most cognitively demand-
ing categories, with these phenomena receiving the
highest scores across annotation time, ambiguity,
and cognitive complexity. By contrast, fillers and
contractions were rated as comparatively easier and
faster to annotate despite their non-canonical spo-
ken character. This pattern differs substantially
from the parser evaluation results in Tables 2 and 3,
where fillers and contractions produced some of the
lowest parsing scores across systems, while several
elliptical constructions were handled comparatively
better by the stronger models.

This discrepancy suggests an important distinc-
tion between human linguistic processing and au-
tomatic dependency parsing. Human annotators
appear to rely heavily on discourse-pragmatic ex-
pectations and interactional competence when in-
terpreting fillers and contractions, making these
phenomena relatively easy to process despite their
reduced or fragmented form. Current parsing
systems, however, may lack sufficient exposure

to such interactional phenomena during training,
since fillers and spoken disfluencies remain rela-
tively underrepresented in standard treebanks and
written corpora. Elliptical constructions, by con-
trast, seem to pose slightly fewer difficulties for
parsers, possibly because certain analogous forms
of ellipsis or omission are also attested in written
language and therefore occur more frequently in
training data. This partial overlap may allow mod-
els to generalize somewhat more effectively to ellip-
tical structures than to highly interactional spoken
phenomena such as fillers and contractions. The
results therefore point to a broader cognitive and
annotation-level mismatch between human depen-
dency parsing strategies and the statistical learning
biases of contemporary NLP systems.

6.3 Implications for UD Annotation and
Evaluation.

Even though parsers show slightly greater robust-
ness to certain elliptical constructions than to fillers,
ellipsis and discourse-level phenomena continue
to produce substantial degradation across systems.
Our findings expose a tension between surface-
oriented approaches such as Surface-Syntactic Uni-
versal Dependencies (SUD), which avoid aggres-
sive reconstruction of omitted structure (Gerdes
et al., 2019), and inference-based approaches that
posit unpronounced but structurally recoverable
material (Merchant, 2001; Hardt and Romero,
2004). In spontaneous bilingual conversation, con-
structions that represent disfluencies such as repeti-
tion and ellipsis are frequently discourse-dependent
and structurally underspecified, leading to high an-
notation cost and lower attachment accuracy even
for strong parsers. The continued degradation ob-
served across systems therefore suggests that the
challenge lies not only in model capacity or mul-
tilingual representation, but also in the representa-
tional assumptions underlying dependency annota-
tion itself. Spoken conversational language often
contains structures that are interactionally inter-
pretable but only partially specified syntactically,
making dependency reconstruction substantially
more difficult than in canonical written language.

7 Conclusion

Spoken bilingual conversational language exposes
a persistent mismatch between written-language
parsing assumptions and the structural variability
of interactional speech. To address these chal-
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lenges, we introduced a linguistically grounded
taxonomy of conversational bilingual phenom-
ena, SpokeBench, an expert-annotated benchmark
for spoken conversational parsing, Flex-UD, an
ambiguity-aware evaluation metric designed for
structurally variable conversational language, and
DECAP, a modular agentic parsing framework that
separates spoken-phenomena handling from core
syntactic analysis. Experiments across both pro-
prietary and open-weight LLMs demonstrate sub-
stantial improvements in robustness to conversa-
tional phenomena, while Flex-UD reveals mean-
ingful structural consistency and parser differences
that remain partially hidden under strict attachment-
based evaluation. Together, these findings sug-
gest that progress in conversational bilingual pars-
ing depends not only on stronger models but also
on evaluation and annotation frameworks that bet-
ter account for ambiguity, recoverability, and the
discourse-driven nature of spontaneous speech.

Limitations

This work focuses on depth and linguistic com-
plexity rather than scale. SpokeBench is inten-
tionally small and curated, prioritizing expert an-
notation and challenging Spoken Bilingual Con-
versation phenomena over broad coverage across
speakers, dialects, or interactional contexts. While
this design enables detailed analysis, extending the
benchmark to larger and more diverse spoken cor-
pora would strengthen generalizability. In addition,
our experiments focus on English-Spanish code-
switching; although the identified phenomena are
common in many bilingual settings, their distribu-
tion and interaction may vary across language pairs
and sociolinguistic environments. Finally, we pro-
posed an instruction-grounded framework rather
than a trained parser, which enables extensibility
without retraining, but is comparatively slower and
depends on the quality of prompts and the underly-
ing language models. Exploring hybrid approaches
that combine spoken-aware system design with
learned representations remains an important av-
enue for future research. It should also be noted
that both proprietary and open-weight LLMs may
have been exposed to publicly available conversa-
tional corpora or UD resources during pretraining,
complete exclusion of data contamination cannot
be guaranteed. However, SpokeBench uses newly
curated expert dependency annotations that were
not used for model training, and all systems are

evaluated on identical benchmark instances.

Ethical Considerations

This work uses data from the Miami Corpus
of English-Spanish code-switching (Webb-Davies
et al., 2014), which was collected and released
for research purposes; no new data were collected
and no personally identifiable information was ac-
cessed. While our methods aim to improve pars-
ing and evaluation of spoken bilingual language,
LLM-based annotation may propagate biases or
misrepresent code-switching practices if applied
without linguistic oversight, and should therefore
be used cautiously outside research settings. We
used Al-assisted tools (e.g., ChatGPT and Gram-
marly) solely for grammatical refinement and clar-
ity of presentation.
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A Distribution of SpokeBench

Table 4 reports the distribution of sentences in
SpokeBench by Spoken Bilingual Conversation
phenomenon. The benchmark was designed to bal-
ance coverage of frequent spoken phenomena with
a controlled set of highly complex constructions,
enabling systematic evaluation of parsers under
varied spoken-language conditions.

Category # Sentences
Repetition 10
Repetition+ 20
Contractions English (EN) 10
Contractions Spanish (ES) 10
Ellipsis 10
Ellipsis+ 20
Discourse 10
Discourse+ 20
Fillers 10
Complex (3+ phenomena) 20
Others 20
Total 160

Table 4: Composition of the SpokeBench benchmark by
Spoken Bilingual Conversation phenomenon.

B Computational Trade-offs

Table 5 summarizes the computational character-
istics of the evaluated systems. DECAP requires
no task-specific training or fine-tuning, but its four-
stage architecture incurs substantially higher infer-
ence latency than the single-pass Trankit baseline.

C Examples of Spoken Bilingual
Conversation Phenomena

Table 6 provides representative examples of the
spoken code-switching phenomena included in our
taxonomy, drawn from the Miami Corpus. Each
example illustrates a characteristic non-canonical
structure encountered in conversational bilingual
speech, along with an English translation to support
interpretability for non-Spanish speakers.

D Condensed Annotation Guidelines

D.1 General Annotation Principles

Annotations in SpokeBench follow UD conven-

tions with targeted extensions for spoken, disfluent,

and code-switched data, guided by the principles
below:

e UD-first consistency: Annotators adhered

to standard UD conventions unless a spoken-

language phenomenon required an explicit,
documented deviation.

* Single-root constraint: Every sentence was
required to contain exactly one syntactic root,
including minimal, elliptical, or fragmentary
utterances (e.g., si mmh). The root was as-
signed to the lexical item carrying the greatest
semantic weight.

* Ambiguity tolerance: Structural ambiguity
was treated as an inherent property of spoken
conversational bilingual data rather than as an
annotation error. Annotators were instructed
to prefer linguistically plausible analyses over
maximally specific ones.

* Internal consistency: All annotations were
reviewed for internal consistency, with par-
ticular attention to agreement between UPOS
tags and dependency relations.

» Conservative tokenization: Original corpus
tokenization was preserved whenever possible.
Token splitting or insertion of additional rows
was permitted only when necessary to support
accurate syntactic analysis.

D.2 Treatment of Spoken-Language
Phenomena

This subsection summarizes the core annotation
rules applied to recurring spoken-language phe-
nomena in SpokeBench. These rules were designed
to minimize speculative reconstruction while en-
suring consistent and transparent treatment across
annotators.

Repetition and Repairs Repeated tokens that
function as speech repairs or disfluencies were an-
notated using the dependency relation reparandum.
Annotators were instructed to identify the intended
syntactic structure and attach repeated or overrid-
den material as dependents of the corresponding
head in the corrected structure. This procedure
was applied uniformly to both monolingual and
code-switched repetitions.

Contractions English and Spanish contractions
(e.g., wasn’t, del) were split into their component
morphemes by inserting additional tokens imme-
diately following the original form. The expanded
tokens were then annotated according to standard
UD conventions. This approach preserves mor-
phological transparency while enabling accurate
dependency assignment.
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System Parameters Avg. Time/Sent. Stages Architecture
Trankit N/A ~0.1s 1 Single-pass
DECAP + Llama-3.1-8B 8B ~10s 4 Modular
DECAP + Llama-3.1-70B 70B ~45's 4 Modular
DECAP + GPT-4.1 Proprietary ~25s 4 Modular

Table 5: Computational trade-offs of the evaluated systems. Inference times are measured over 20 randomly
selected SpokeBench sentences. Actual latency varies with sentence length, output complexity, hardware, and API

conditions.
Category Example (Miami Corpus) English Translation
Repetition entonces then I will I will I will not be buying  So then I will, I will, I will not be buying any

any stuff for you this weekend .

Discourse Elements uhhuh bueno es verdad .

Ellipsis pero si they are covered from .

Contractions and td sabes it wasn’t the same .

Compound Words cuando uno va al swimming pool ahf no me
gusta .

False Start you have you gotta show tu tia .

Filler Words fijate que they gave them an honorary uh
diploma .

Slang / Curse Words I mean I'm thinking cofio if I'm not here what
the hell would happen to me ?

Enclisis more jugo dile a Carla que te dé more jugo

stuff for you this weekend.
Uh-huh, well, it’s true.

But if they are covered from [it].
And you know it wasn’t the same.

When one goes to the swimming pool, I don’t
like it there.

You have.. you gotta show your aunt.

Look, they gave them an honorary, uh,
diploma.

I mean, I’m thinking, damn, if I’'m not here,
what the hell would happen to me?

More juice, tell Carla to give you more juice.

Table 6: Representative examples of some spoken bilingual conversational language phenomena from the Miami

Corpus, with English translations.

Multiword Expressions and Compounds Fixed
expressions and conventionalized compounds (e.g.,
you know, a lot) were treated as single syntactic
units rather than annotated compositionally. Anno-
tators combined such expressions using underscore-
separated tokens and assigned UPOS and depen-
dency relations corresponding to their discourse or
syntactic function.

Ellipsis and Fragmented Utterances Elliptical
or truncated constructions were handled according
to the recoverability of the intended meaning. To-
kens that could be removed without altering the
core interpretation of the utterance were labeled as
reparandum. Tokens whose syntactic heads were
missing and could not be confidently reconstructed
were assigned the relation dep and attached to the
sentence root. In fragmentary utterances lacking
an explicit predicate, the most semantically salient
token was designated as the root.

Discourse Markers and Fillers Discourse mark-
ers, interjections, and hesitation sounds (e.g., uh,
mmh) were annotated with UPOS=INTJ and as-
signed the dependency relation discourse. Fillers
were treated as a distinct subclass to facilitate later
analysis but followed the same structural annota-
tion principles.

D.3 Review and Adjudication Procedure

Each sentence in SpokeBench was independently
annotated by at least two annotators. Annotations
were subsequently reviewed using a graded accept-
ability scale that distinguished between acceptable
variation and substantive errors. Reviewers were in-
structed to assess whether an analysis was linguis-
tically defensible under UD rather than whether
it matched their personal preference. Sentences
flagged as borderline or unacceptable were esca-
lated for expert discussion. Final annotations were
determined through deliberation involving senior
linguists on the project, ensuring consistency across
the benchmark. This process resulted in a gold-
standard dataset that reflects informed consensus
while acknowledging the inherent ambiguity of
spoken bilingual conversations.

E DECAP Interaction Protocol

The details of the DECAP agent workflow are
shown below, in Algorithm 1.

F Flex-UD Scoring and Implementation
Details

Flex-UD uses a fixed evaluation rubric to compare
each predicted parse against its gold annotation.
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Algorithm 1 DECAP per-sentence interaction rule

Require: Tokenized sentence S = {(t;,lang,)}i—
Ensure: UD parse with validated structure and confidence
annotations
1: § < SPH(S) {Detect spoken phenomena; propose tok-
enization edits}
2: L «+ LSR(S) {Apply language-specific normalization
and MWEs}
3: C + CORE(L) {Assign UPOS, heads, and dependency
relations}
4: F < VIR(S, L, C) {Enforce single root, acyclicity, and
consistency }
5: F includes confidence scores and logs any structural re-
pair
6: return F

The LLLM evaluator operates deterministically and
returns five component scores (SPLITTOKEN, ID,
UPOS, HEAD, and DEPREL), together with the
token alignment, a final score, and brief diagnostic
explanations. Below, we summarize the alignment
and severity rules.

F.1 Token Alignment

Gold and predicted tokens are aligned before mor-
phosyntactic and dependency-level comparison.
Alignment follows a fixed priority order: (i) ex-
act case-insensitive matching of SPLITTOKEN;
(i1) lemma or substring matching when an exact
match is unavailable; and (iii) nearest unmatched
tokens by relative position when no lexical corre-
spondence can be established. The resulting gold-
prediction alignment is retained in the metric output
and used for component-level evaluation.

F.2 Treatment of Tokenization Differences

Tokenization and ID consistency are evaluated ex-
plicitly through the SPLITTOKEN and ID compo-
nents. A tokenization mismatch does not automati-
cally make the corresponding UPOS, HEAD, and
DEPREL scores incorrect. Instead, these compo-
nents are evaluated over the token alignment estab-
lished above. Consequently, morphosyntactic or
dependency information can receive credit when a
corresponding token can still be identified despite
a different surface segmentation.

Multiword expressions receive additional treat-
ment. When the gold annotation requires a dotted
MWE node and the prediction represents the same
span using the corresponding dotted node, full to-
kenization and ID credit can be assigned. If the
prediction instead annotates only the individual
components where the gold analysis requires the
MWE node, the SPLITTOKEN and ID components
are penalized.

F.3 Error Severity

Catastrophic Errors. Catastrophic errors corre-
spond to violations that undermine the global struc-
tural validity or interpretability of a parse. These
include cases where a dotted multiword expression
(MWE) is required by the gold annotation but omit-
ted by the system; reparandum tokens attached to
unrelated subtrees, resulting in incorrect root se-
lection or major structural distortion; and invalid
head references that persist after canonicalization.
Such errors receive large penalty contributions in
Flex-UD, typically in the range of P = 0.25 to 0.6
per issue (clipped), reflecting their disproportionate
impact on parse quality.

Minor Errors. Minor errors correspond to lin-
guistically plausible deviations that do not com-
promise the overall structure of the parse. Ex-
amples include tolerant POS substitutions (e.g.,
VERB<+>AUX), near-miss dependency relations
(e.g., obj<«»obl), and other UPOS or DEPREL
mismatches that fall within predefined closeness
classes. These errors incur small penalty contribu-
tions, typically in the range of P = 0.01 to 0.05 per
issue, allowing Flex-UD to distinguish acceptable
variation from substantive failure.

G Prompts Used for DECAP

The prompt structures for the 4 agents used in
the DECAP pipeline are described below. Each
prompt corresponds to a dedicated agent with a
narrowly scoped responsibility in the annotation
process, progressing from spoken-phenomena de-
tection to language-specific normalization, core
UD assignment, and final verification and ranking.
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Prompt for Spoken-Phenomena Handler (SPH)

System Prompt (SPH).

You are the Spoken-Phenomena Handler (SPH) for Spanish-English conversational data. Your
responsibility is to detect spoken-language phenomena, propose minimal tokenization edits (e.g.,
contraction splits and multiword expressions), and produce a single structured JSON object for
downstream agents. Return only valid JSON and behave deterministically.

User Prompt (SPH).
Input: A JSON array of tokens representing one sentence, including sentence ID, token index, surface
form, and language tag.
Goal: Produce a validated SPH JSON object that:
* identifies spoken-language phenomena (e.g., repetition, ellipsis, discourse, fillers),

* proposes necessary tokenization edits (contractions, enclisis, MWEs),
* constructs a complete and consistent proposed ID mapping, and
* reports a brief summary and confidence score.

Key Rules (excerpt):
* Contractions and enclitic forms are split only when they correspond to multiple UD nodes.

* Fixed multiword expressions are collapsed into dotted nodes when they function as a single
syntactic unit.

* Repetitions and repairs are marked as reparandum and linked to the intended head.

* Elliptical or stranded tokens are labeled conservatively and anchored to the root when necessary.
Additional rules governing ID assignment, mandatory MWEs, validation checks, and output schema
are provided in the full prompt specification in the GitHub (...).

Output: A single JSON object containing normalized tokens, spoken-phenomena labels, a proposed
ID map, confidence scores, and brief summary notes. No explanatory text is permitted.
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Prompt for Language-Specific Resolver (LSR)

System Prompt (LSR).

You are the Language-Specific Resolver (LSR) for Spanish—English code-switched conversational
data. Your single responsibility is to accept the SPH JSON and apply conservative language-specific
normalization (contraction/enclisis expansion, MWE confirmation/creation, lemma suggestions,
and language-confidence scores). Respect SPH edits; return only one JSON object and behave
deterministically.

Input: The SPH JSON object with keys including sentence_id, original_tokens, tokens, and
proposed_id_map.
Goal: Produce an updated JSON that:

* confirms or conservatively expands standard contractions/enclitics INTEGER-SHIFT),

* confirms or (rarely) creates high-precision MWEs as dotted nodes (whitelist + conservative rule),
* supplies lowercase lemma suggestions and 1sr_confidence per token,
* updates proposed_id_map consistently for any insertions.

Key Rules (excerpt):
* Respect SPH authority: do not undo SPH tokenization edits; only add splits when SPH omitted a
clear, standard contraction/enclitic.

* Contraction handling (INTEGER-SHIFT): expand only standard contractions that map to
separate UD nodes; insert new integer proposed_IDs and shift subsequent IDs +1, reflecting
changes in proposed_id_map.

* MWE creation (DOTTED IDs): auto-combine mandatory whitelist MWEs (case-insensitive).
Create other MWESs only under conservative, high-confidence criteria; add dotted node <start>. 1
placed after the span.

* Lemmas & language confidence: provide best-effort lemmas (verbs — infinitive, nouns —
singular) or null; set 1sr_confidence in [0.0,1.0] and one-line 1sr_notes for nontrivial edits.

* IDs and validation: do not change original token_index; ensure unique proposed_IDs, complete
proposed_id_map, and consistency after integer-shifts.

Examples (excerpt):
* Contraction split: "don’t" — "do" (orig id) + inserted "not” (new id); update map so orig id
maps tO [”5” , 1!6”].

* MWE (whitelist): "pitta bread” — keep 6,7 integer rows and add dotted 6.1 with
split_token="pitta_bread"”; reflect in map.
Additional details on whitelist entries, edge cases, full schema, and validations are available in the
full prompt spec on the project repository (... ).

Output: A single JSON object with keys "sentence_id"”, "tokens” (including proposed_ID,
split_token, lang_tag, lemma, 1sr_notes, 1sr_confidence, mwe), "proposed_id_map”, and
"summary_notes". No additional text is permitted.
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Prompt for Core UD Assigner (Core)

System Prompt (Core).

You are the Core UD Assigner for Spanish-English conversational data. Your task is to assign UD-
style annotations (UPOS, HEAD_ID, DEPREL) following the Miami Gold Subset spoken-language
rules. Respect tokenization and proposed_IDs from upstream (SPH + LSR) and spoken-language
directives (spoken_label / spoken_anchor). Annotate only dotted MWE nodes (n.1); leave MWE
component integer rows unannotated. Ensure exactly one root. Return only a single JSON object (no
commentary).

User Prompt (Core).

Input: LSR JSON object with keys: sentence_id, tokens (proposed_ID, split_token,
lang_tag, lemma, 1sr_confidence, mwe, spoken_label, spoken_anchor), and
proposed_id_map.

Goal: Produce an annotated JSON with UD fields for every annotatable node, obeying spoken-label
mappings and UD constraints.

Key Principles (high-level):
* Respect upstream: follow SPH/LSR spoken_label and recommended head (spoken_anchor) when
provided.

* Spoken-label — UD mapping: e.g., reparandum — DEPREL=rep; dep — DEPREL=dep;
discourse/filler — UPOS=INTJ and DEPREL=discourse (attach to root unless syntactically
integrated).

* Single root: exactly one token with HEAD_ID="0" and DEPREL="root"; prefer finite VERB, else
central NOUN/PRON, else communicative token.

* Allowed tag sets: UPOS and DEPREL must be chosen from the Miami-approved lists (use only
allowed values).

Output Schema (required, single JSON object):
{

"sentence_id": "<id>",
"annotated_tokens”: [
{
"proposed_ID": "<str>",
"FORM": "<split_token or empty>",
"LEMMA": "<lemma or empty>",
"UPOS": "<allowed UPOS or empty>",
"HEAD_ID": "<proposed_ID or '@' or empty>",
"HEAD_FORM": "<FORM of head or 'root' or empty>",
"DEPREL": "<allowed DEPREL or empty>",
"core_confidence"”: 0.0-1.0,
"core_notes"”: "<one-line justification>"
},
1,
"summary_notes"”: "<one-line summary>"

b

Essential validations (must pass): ...

Return: exactly one JSON object following the schema above. Do not include any additional text.

40964



Prompt for Verifier & Ranker (V/R)

System Prompt (V/R).

You are the Verifier & Ranker. Merge SPH, LSR and Core outputs for one sentence; enforce ID/HEAD consistency; repair
structural issues (single root, cycles); compute per-token final_confidence and penalty; remap proposed_IDs to sheet
integers when requested; and emit sheet-ready rows plus an adjudication log. Respect authoritative ordering: Core > LSR
> SPH. Return only the JSON described below. User Prompt (v/R).

Input & Goal.
Input: JSON bundle with keys "sph”, "1sr", "core". Goal: produce validated final token table (all integer rows, inserted
integers, dotted MWE nodes), mapping to sheet IDs, plus adjudication_log and a one-line final_summary.

Condensed procedure (deterministic):
» Canonicalize nodes from SPH original order, inserting LSR/SPH-added integers and dotted MWE:s.

* Merge annotations (prefer Core; fill from LSR then SPH).

* Validate/remap HEADs (HEAD_FORM match, then SPH spoken_anchor, else attach to root) and log.

» Enforce single root by priority (finite VERB, AUX, central NOUN/PRON, else highest confidence) and log.

* Detect & repair cycles using combined_conf; reattach lowest node(s) to root until acyclic; log numeric rationale.
* Compute final_confidence and penalty (per rules) and add adjudication notes.

¢ Remap to sheet_IDs (1..N) and produce sheet_ HEAD_ID mapping.

¢ Emit final JSON and validate

Required output shape (exact):

{

"sentence_id":"<id>",
"final_tokens": [
{

"sentence_id":<id>,
"orig_token_index":<int>,
"split_token":"<str>",
"ID":"<proposed_ID>",
"sheet_ID":<int>,
"FORM":"<str or blank>",
"LEMMA":"<str or blank>",
"UPQOS":"<or blank>",
"HEAD_ID": "<proposed_ID or 'Q'>",
"sheet_HEAD_ID":<int or 0>,
"HEAD" : "<HEAD_FORM or blank>",
"DEPREL":"<or blank>",
"final_confidence”:0.0-1.0,
"penalty”:0.0-1.0,
"adjudication_note":"<short>"

1
i
v

"adjudication_log":[ "...", "..." 1,

"final_summary”:"<one-line>"

}

Determinism & logging: use deterministic tie-breakers (prefer lower sheet_ID). Each structural fix must add one bullet to
adjudication_log stating what changed, why (include numeric confidences), and which signals supported the decision.
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