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Abstract

Mixture-of-Experts (MoE) architectures enable
scalable and efficient large language models
(LLMs) by selectively activating expert sub-
networks through a routing mechanism. How-
ever, this adaptive design introduces a new at-
tack surface: specific experts become dispro-
portionately correlated with certain tokens (e.g.,
end-of-sequence), allowing adversaries to ma-
nipulate model behavior via lightweight per-
turbations. In this work, we present Ground-
hog Bit-Flip Attack (GBFA), the first bit-
flip-based Denial-of-Wallet availability attack
against MoE-based LLMs. By identifying and
flipping routing-layer bits associated with re-
lated expert activations, we demonstrate that
GBFA substantially extends the decoding token
usage across three different LLM modes: con-
versational, reasoning, and agentic tasks, while
largely preserving semantic fidelity. Across
four main real-world MoE-based LLMs, man-
ually deactivating on average fewer than 4 ex-
perts drives average output inflation to 5912%,
with the majority of test samples reaching max
tokens. These results reveal a robustness vul-
nerability of MoE architectures to bit flip, and
highlight the potential of GBFA as an availabil-
ity attack against LLMs.

1 Introduction

To reduce the inference cost of Large Language
Models (LLMs), service providers have increas-
ingly adopted Mixture-of-Experts (MoE) architec-
tures, which expand model capacity while acti-
vating only a small subset of specialized experts
for each token. Recent models such as Mix-
tral (Jiang et al., 2024), DeepSeek (DeepSeek-Al,
2024), Qwen3-MoE (Qwen Team, 2025), and GPT-
OSS (OpenAl, 2025) demonstrate the effectiveness
of this design in supporting concurrent inference.
However, such sparse architecture also introduces
new attack surfaces.
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Figure 1: Groundhog Bit Flip Attack on MoE LLMs.

Prior works have focused on exploiting MoE-
specific architectural vulnerabilities to attack LLM
models. MoEcho (Ding et al., 2025b) exploits
temporal and spatial traces of expert execution as
side channels to infer user prompts and outputs.
SAFEx (Lai et al., 2025) reveals that the intrin-
sic safety-aligned behaviors of MoE-based LLMs
strongly depend on specific positional experts. In
this work, we observe that the generation of termi-
nation tokens (e.g., end of sequence) is governed
by a dedicated subset of experts. As a result, the
same routing mechanism designed to improve in-
ference efficiency can become an availability vul-
nerability: by disrupting these termination-related
experts, an attacker can delay or suppress termina-
tion token generation. This threat is especially se-
vere in rapidly growing agentic applications, where
inflated outputs directly translate into Denial-of-
Wallet (DoW) risk.

MOoE sparsity makes bit-flip attacks a natural
tool for availability attacks, as termination behav-
ior can be concentrated in a small set of routing
parameters. A few targeted bit flips can disrupt
termination-related expert activations and induce
excessive generation. However, existing BFA stud-
ies mainly focus on model integrity (Rakin et al.,
2022b), such as accuracy degradation or output
corruption, while DoW attacks against MoE-based
LLMs remain unexplored. To fill these gaps, we
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introduce Groundhog Bit-Flip Attack (GBFA)',
the first bit-flip DoW attack on MoE-based LLMs.
GBFA treats MoE routing as a structural attack sur-
face: as illustrated in Figure 1, targeted bit flips
in router parameters can reroute tokens away from
termination-related experts, thereby delaying se-
quence termination. This causes substantial output
inflation and increased inference cost while largely
preserving semantic fidelity.

Our analysis shows that MoE experts exhibit
strong specialization for termination-related to-
kens, including end-of-sequence (EOS) and end-of-
thinking (EOT) tokens. A small set of termination-
related experts disproportionately governs the gen-
eration of stops, making MoE routing a localized
attack surface for availability manipulation. By ap-
plying router-level bit flips to disrupt these experts,
an attacker can delay termination and induce exces-
sive generation. This reframes bit-flip attacks from
integrity-oriented attacks that degrade model accu-
racy or corrupt outputs into availability-oriented
attacks that maximize output length while preserv-
ing apparent utility, directly leading to increased
inference cost and Denial-of-Wallet risk.

This paper makes the following contributions:

» Expert-Token Specialization. We discover spe-
cialization patterns in MoE experts, showing that
a small set of experts dominate EOS or EOT han-
dling and therefore govern termination behavior.

* Systematic Detection Methodology. We intro-
duce Global and Local Expert Detection that use
activation-difference metrics to efficiently iden-
tify target-related experts that are consistently
activated when specific tokens generating.

* Identify Vulnerable Bits. We show that a small
number of router-weight or bias bits exert dis-
proportionate control over target-related experts.
By analyzing expert-activation sensitivity under
bit-level perturbations, we identify Vulnerable
Bits for GBFA.

* Structural DoW Attack Demonstration. We
demonstrate structural DoW attacks on six MoE
models under three LLM modes: conversational,
reasoning, and agentic tasks. We further realize
them with GBFA bit flips on four of these mod-
els. With only minimal parameter changes, our

"Named after the film Groundhog Day. Throughout the paper,

“infinite” denotes generation that exhausts the allocated to-

ken budget (max_new_tokens) rather than literally unbounded
generation.

attacks consistently induce dramatic output in-
flation across all three modes, amplifying output
token counts by up to 873 x in the most severe
cases.

2 Background

2.1 Mixture-of-Experts

MOoE architectures scale language models effi-
ciently by activating only a small subset of parame-
ters per token, enabling trillion-parameter capaci-
ties at inference costs comparable to much smaller
dense models. An MoE layer replaces the dense
feed-forward block with a set of expert networks
and a router that selects k& experts per token. Given
a hidden state h € R?, the router computes
z=h'W,, g = Softmax(TopK(z, k)),

ey
where W, € RN is the router matrix. The layer
output aggregates the selected experts:

N
y =Y g Eih). )
=1

Several recent MoE designs (e.g., DeepSeek-V3,
Qwen3-MoE) further introduce shared experts that
are always activated for every token alongside the
top-k routed ones, capturing common knowledge
while routed experts specialize.

MOoE has become the dominant approach for
scaling LLMs: Switch Transformer (Fedus et al.,
2022) first pushed parameter counts to the trillion
scale, Mixtral-8x7B (Jiang et al., 2024) reached
GPT-3.5-level performance with far fewer active
parameters, and recent systems such as DeepSeek-
V2 (DeepSeek-Al, 2024), Qwen3 (Qwen Team,
2025), and GPT-OSS-20B (OpenAl, 2025) con-
tinue to refine the architecture across reasoning,
coding, and agentic workloads. Their growing
adoption highlights the importance of understand-
ing MoE-specific security vulnerabilities.

2.2 Bit Flip Attacks

Bit flip attacks (BFAs) exploit the fact that small,
carefully chosen changes at the bit level of stored
weights can cause disproportionately large shifts in
model behavior while modifying only a tiny frac-
tion of parameters (Rakin et al., 2019; Liu et al.,
2017; Ghavami et al., 2022; Rakin et al., 2022b).
This sensitivity stems from the underlying numeri-
cal representation. In IEEE 754 FP32, each value
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consists of 1 sign bit, 8 exponent bits, and 23 man-
tissa bits, and flipping bits in different fields pro-
duces qualitatively different perturbation scales: a
sign-bit flip on 1.5 yields —1.5, flipping the high-
est exponent bit turns 1.5 into ~3.1 x 103, while
flipping the lowest mantissa bit changes it by only
~10~7. Quantized INT8 weights show analogous
behavior, where MSB flips cause large sign or mag-
nitude jumps and LSB flips induce only marginal
adjustments.

Rowhammer is the most widely studied
software-based fault injection primitive for realiz-
ing such bit flips on commodity hardware (Kim
et al., 2014): by repeatedly accessing selected
DRAM rows, an attacker induces flips in adjacent
rows without physical access to the victim machine.
End-to-end Rowhammer exploits have been demon-
strated on both CPUs (Kwong et al., 2020; Seaborn
and Dullien, 2015; Jattke et al., 2024; Frigo et al.,
2020; Jattke et al., 2022; Kogler et al., 2022; Has-
san et al., 2022; Olgun et al., 2024) and GPUs (Lin
et al., 2025), and have been used against neural net-
works for accuracy degradation (Rakin et al., 2019;
Yao et al., 2020), targeted misclassification (Rakin
et al., 2022b; Bai et al., 2023; Cai et al., 2021),
backdoor insertion (Rakin et al., 2020; Zheng et al.,
2023; Kunbei et al., 2024; Chen et al., 2021; Tol
et al., 2023; Li et al., 2025), and model extrac-
tion (Rakin et al., 2022a), establishing it as a mature
and realistic threat vector. We analyze the router
layers of various MoE-based LLMs and develop
corresponding bit-flip strategies in Section 3.4.

3 Groundhog Bit-Flip Attack

Figure 2 illustrates our attack pipeline, which ad-
dresses each research question in three steps. Full
algorithm details are provided in Appendix A.

To conduct GBFA against MoE LLMs, we raise
three research questions:

* RQ1: Do MoE-based LLMs exhibit expert spe-
cialization for termination-related tokens, such
as EOS and EOT?

* RQ2: Can we identify termination-related ex-
perts whose activation strongly influences re-
sponse length?

* RQ3: Can targeted bit flip attacks on vulnera-
ble experts effectively induce output inflation in
MoE-based LLMs?

3.1 Threat Model

Attack Scenarios. We consider an on-cloud in-
ference scenario where a service provider deploys
an open-source MoE LLM for pay-per-token in-
ference (DeepSeek, 2025). Users submit queries
and are charged based on both input and output
tokens. The adversary is hereby modeled as an un-
privileged tenant co-located with the victim LLM
on a shared physical server (e.g., in a public MLaaS
environment), where workloads from multiple ten-
ants share GPU resources in a time-sliced manner,
consistent with prior work (Lin et al., 2025). The
adversary exploits hardware vulnerabilities (e.g.,
Rowhammer (Kim et al., 2014) or voltage glitch-
ing (Moro et al., 2013)) to inject bit flips into the
victim’s model parameters, requiring no elevated
privileges or physical access. The attacker aims to
inflate output token consumption through strategic
bit flips in the MoE router, causing a DoW attack,
while maintaining semantic coherence to avoid de-
tection.

Attacker Capabilities.

We assume white-box access to the victim MoE
model, including the model hyper-parameters (e.g.,
number of experts) and parameters (e.g., router
weights). This is realistic because many MoE
LLMs are released as public checkpoints with open
weights, so the attacker can obtain the parameters
directly. We also assume the attacker is a co-located
tenant that shares hardware with the victim (e.g., in
multi-tenant MLaaS). The attacker can thus inject
targeted bit flips into the victim LLM through fault
injection techniques during model inference.
Attack Objectives.

The adversary aims to conduct a DoW attack

(increased user’s query cost to the LLM API) by
controlling target token generation to: (1) suppress
target token for long outputs, or (2) alter targeted
token frequencies.
Stealthiness Constraints. To ensure the stealthi-
ness of GBFA, the attacker maintains task perfor-
mance within acceptable thresholds, keeping orig-
inal semantic coherence (e.g., perplexity, bench-
mark scores) largely unaffected.

3.2 Target-related Expert Activation
Probability Modeling

As shown in Step 1 in Figure 2, we analyze the
model’s Expert Activation Frequency (EAF) at
target versus non-target token positions.

Notation. Consider an MoE model with L MoE-
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Figure 2: Overview of our three-step GBFA pipeline. Step 1: Identify target-related experts by comparing target-
token EAF with non-target EAF and selecting experts above a threshold. Step 2: Search for vulnerable router bits
by evaluating whether flipping each candidate bit suppresses the scores of the selected target-related experts using
cached hidden states. Step 3: Execute the online bit-flip attack to suppress EOS generation and produce very long

outputs.

FFN layers indexed by | € {1,..., L}, each con-
taining K experts. Let S = {s1,...,sn} be asam-
ple set in which the last token of every sequence
is the target token , and let |s| denote the length of
sequence s. At token position j of sequence s, let
177 € {0,1} indicate whether expert i in layer /
is activated. For models with shared experts, let
g7 € R>o denote the gate value of shared expert i
in layer [ at position j of sequence s.

Objective. Our hypothesis is that if certain experts
are responsible for sequence termination, then their
activation patterns should differ sharply when gen-
erating the target token. To quantify this effect, we
aim to measure each expert’s preference for target
token decoding over standard-token decoding.
Estimator. For expert ¢ in layer [, we define the
Target Activation Shift 7, ; as the difference be-
tween its EAF at target-token positions and its EAF
at non-target positions:

1 AL D> SIFIRE by
=N W S O
s —

non-target EAF
target EAF

A high 7 ; identifies an expert that rarely fires on
standard tokens but frequently fires when emitting
the target token. Since shared experts are always
activated, the binary indicator 1;/ is uninformative

for them. We instead track the shift in their gate
magnitude. For shared expert ¢ in layer [, we define
the Target Gate Shift Ag; ; analogously to 7 ;:

AN, sl S
Agl,i—ﬁzgl,i - ZS(J@‘_‘DZ - @
s —

—_—
target gate

non-target gate

Ahigh Ag; ; identifies a shared expert whose contri-
bution is sharply elevated when emitting the target
token, marking it as a target-related shared expert.

We refer to such experts as target-related ex-
perts (e.g., EOS-related experts when the target is
EOS), as their activation patterns directly encode
termination behavior.

These findings answer RQ1: MoE LLMs exhibit
strong expert specialization for target token gener-
ation, with a small subset of experts disproportion-
ately responsible for sequence termination.

3.3 Target Expert Detection

To identify such experts efficiently, we introduce
two complementary detection methods—Global
Experts Detection and Local Experts Detec-
tion—corresponding to Step 1 in Figure 2 and ad-
dressing RQ2.

Global Experts Detection (GLOBAL). Global
ranks all experts across all layers by 7;; and Agy ;.
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Instead of selecting a fixed top-k, we label as target-
related those experts whose scores exceed a thresh-
old, ensuring the selected set corresponds to mean-
ingful target token specialization. These experts are
subsequently deactivated to suppress target token
routing and extend output length.
Local Experts Detection (LOCAL). Local evalu-
ates each layer independently to identify the layer
that contributes most strongly to target-tokens con-
trol. For each layer [, we: (1) select the top-k
experts within that layer according to 7;; and Ag; ;,
where k equals the model’s native MoE routing top-
k; (2) deactivate only these experts in layer [; (3)
measure the resulting change in output length. The
layer producing the largest increase is denoted as [*,
indicating that it contains the most influential target-
related experts. This procedure corresponds to the
layer-level search illustrated in Figure 2-Step 2.
Comparing GLOBAL and LOCAL. GLOBAL
incurs minimal computation but may modify more
experts to achieve desired behavior manipulation.
LOCAL is more precise, often leveraging fewer ex-
pert modifications and thus preserving good model
utility, but requires O(L) evaluations. Additionally,
some MoE architectures (e.g., GPT-OSS (OpenAl,
2025)) distribute EOS behavior across multiple lay-
ers, making LOCAL less effective on those models.
Both GLOBAL and LOCAL remain stable even
with very small sample sizes in the detection pro-
cess (e.g., N = 10), consistently identifying target-
related experts. Together, they offer flexible trade-
offs between stealthiness and computational cost.

3.4 Bit-Flip Attack on MoE Router

Building on the identified target-related experts,
we design a router-level bit-flip attack that directly
alters their activation patterns (Step 3 in Figure 2),
addressing RQ3. A standard MoE router computes
logits as

s=h'W+b, 6))

where h € RP, W € RP*E_ and b is optional.
Among the evaluated models, Mixtral-8x7B, Phi-
3.5-MoE, DeepSeek-V2-Lite, and Qwen3 use bias-
free routers, so we flip bits in the expert columns
v; of W; GPT-OSS-20B includes non-zero biases,
so we flip bits in b; instead. Both strategies sup-
press target-related experts analogously to manual
deactivation.

Full-model BFA (Rakin et al., 2019) is infeasi-
ble at billion-parameter MoE scale, as every candi-
date bit requires a full forward pass. To avoid this

cost, we propose an inference-free router-centric bit
search. We run the model once on N queries, cache
the hidden states at target layer £* as an [M, D] ten-
sor, and reuse them for all bit evaluations. For each
target-related expert ¢ with routing vector v;, we
flip every bit once, recompute routing logits from
cached states, and measure the resulting expert ac-
tivation frequency (EAF). We define the bit-flip
effectiveness as

EAF%¢ _ AR®
BF-eff (b) = : —_—, (6)
EAF

and select the top- B bits per expert. Flipping these
bits produces a perturbed routing vector v; that
reliably suppresses expert ¢ from the router’s top-%,
realizing GBFA without repeated inference.

3.5 Online BFA Execution

With the target bits identified, the attacker flips
them in the deployed model’s DRAM via Rowham-
mer (Kim et al., 2014; Lin et al., 2025) (Step 3
in Figure 2). Since the perturbation modifies per-
sistent router weights, a single successful attack
suppresses target-related experts across all subse-
quent queries without further interaction.

4 Experiment

4.1 Experiment Setup

Models. We evaluate six open-source MOoE-
based LLMs with diverse architectures (see Ta-
ble 1 for specifications): Mixtral-8x7B-Instruct-
v0.1 (Jiang et al.,, 2024) (Mixtral), Phi-3.5-
MoE-Instruct (Abdin, 2024) (Phi-3.5), DeepSeek-
V2-Lite-Chat (DeepSeek-Al, 2024) (DeepSeek),
Qwen3-30B-A3B (Qwen Team, 2025) (Qwen3),
Qwen3-Coder-Next (Qwen Team, 2026) (Qwen3-
Coder), and GPT-OSS-20B (OpenAl, 2025) (GPT-
OSS). These models represent different design
philosophies in MoE architectures, from efficient
small-scale routing to fine-grained expert decom-
position.

Metrics. We use two metrics. For attack effec-
tiveness, we compute the Percentage of Token
Generation Change (P):

(i) (i)
™) —T
P, = % x 100%. (7)

base

T(i) and T(i) denote baseline and attacked token

base deact N
counts, and the mean P measures overall length
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Table 1: Overview of evaluated MoE architectures,
showing total parameters, activated parameters per to-
ken, number of experts per layer, activated experts, and
model depth.

Model #Params (B) Active (B) #Experts #Active #Layers
Mixtral 46.7 12.9 8 2 32
Phi-3.5 419 6.6 16 2 32
DeepSeek 15.7 2.4 64 6 27
Qwen3 30.5 33 128 8 48
Qwen3-Coder 80.0 3.0 512 10 48
GPT-0SS 20.0 4.0 32 4 40

increase. Figure 3 reports the underlying absolute
token counts and their spread across blocked-expert
counts. For model utility, we report Clean Accu-
racy (CA) on classification datasets, ROUGE-1 on
Samsum, F1 on SQuAD, and plan steps on agent
coding tasks.

Datasets. We use the Stanford Alpaca instruction-
tuning dataset (Taori et al., 2023) as the source of
sample sequences for identifying target-related ex-
perts. To evaluate our attack, we use four represen-
tative datasets: AGNews (Zhang et al., 2015) and
SST-2 (Socher et al., 2013) for classification, and
Samsum (Gliwa et al., 2019) and SQuAD 2.0 (Ra-
jpurkar et al., 2018) for generation. We follow prior
work (Wang et al., 2025) to adopt system prompts
for all downstream tasks. All models and datasets
used in our experiments are publicly available. We
use them for research purposes in accordance with
their corresponding licenses and terms of use.
Configuration. We target EOS. GLOBAL se-
lects the top-k, EOS-related experts ranked by fre-
quency difference, where k, varies per model to
balance attack effectiveness and efficiency: 37 for
Mixtral, 16 for Phi-3.5, 40 for DeepSeek, and 25
for GPT-OSS. LOCAL follows each model’s de-
fault router top-k (Table 1). We use greedy decod-
ing and set max tokens to 1024. The attack does
not depend on the decoding strategy: Appendix E
shows that the length inflation persists under tem-
perature and nucleus sampling and under a repe-
tition penalty, and Appendix F reports the effect
of the token budget and motivates our moderate
choice of 1024.

Platform. Experiments were conducted on three
NVIDIA A100 80GB GPUs. For Section 3.2,
we computed the 7;; or Ag; ; over 1,000 samples.
For identifying attacked bits in the bit-flip attack
pipeline, the average cost was 16.4 s per expert.

4.2 Manual EOS-related Experts Deactivation

To validate that EOQS-related experts control out-
put length, we manually deactivate the identified ex-

perts by setting their logits to -inf, establishing up-
per bounds for bit-flip attack effectiveness. Table 2
reports P across 100 samples per dataset under
LOCAL, GLOBAL, and a Random-deactivation
baseline (50 random experts).

Both LOCAL and GLOBAL substantially am-
plify output, consistently outperforming Random
by orders of magnitude, validating our expert-
detection procedure. The relative strength of LO-
CAL vs. GLOBAL reveals how termination is im-
plemented in each model. When EOS is controlled
by a few concentrated experts, LOCAL suffices
and can even exceed GLOBAL (e.g., DeepSeek
AGNews: 3.81 x 10°% vs. 226%). When termi-
nation relies on an inter-layer path, GLOBAL be-
comes necessary (e.g., GPT-OSS AGNews: 556%
vs. 15.9%). Classification tasks yield larger P than
generation tasks, as short baseline outputs amplify
into thousand-fold increases.

Figure 3 shows that output token count generally
increases with more blocked experts. GPT-OSS
and Phi-3.5 quickly saturate max_new_tokens and
plateau. DeepSeek shows irregular behavior on
Samsum, likely due to the model’s strong prior on
short responses for this dataset.

Without EOS-related experts, models generate
repetitive but coherent text loops that preserve lin-
guistic quality while losing termination control
(qualitative examples on Mixtral in Appendix B).
This output amplification potential motivates our
bit-flip targets.

Table 2: P across all samples for manual expert deac-
tivation (LOCAL vs. GLOBAL), compared against a
random-deactivation baseline.

Model | Method (#exp) | AGNews (%) | SST-2(%) | Samsum (%) | SQUAD (%)
Random (50) 685 188 149 -9.28
Mixtral LOCAL (2) | 2.18 x 10% | 2.23 x 10® | 2.19 x 10® | 3.64 x 10°
GLOBAL (37) | 2.74 x 10® | 3.41 x 10® 389 52.9
Random (50) 215 1.14 30.1 155
Phi-3.5 LOCAL (2) | 2.82 x 10* | 1.83 x 10° 20.5 217
GLOBAL (16) | 2.99 x 10% | 1.74 x 10® | 1.27 x 10® | 1.89 x 10®
Random (50) 67.9 125 5.97 18.8
DeepSeek | LOCAL (6) | 3.81 x 10% | 5.82 x 10°® 78.6 1.00 x 10*
GLOBAL (40) 226 2.81 x 10® 14 140
Random (50) 343 10.3 1.6 2.29
GPT-0SS | LOCAL (4) 15.9 17.3 36.7 9.30
GLOBAL (25) 556 468 177 445

4.3 Groundhog Bit-Flip Attack

We implement GBFA targeting router weights to
manipulate EOS-related expert activation. For each
EOS-related expert, we identified three critical
router weights using the method described in Sec-
tion 3.4, with each weight requiring only a single
bit, resulting in three total bit modifications per
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Figure 3: Average output token count under GLOBAL manual deactivation as a function of blocked experts. The
dashed line marks max_new_tokens; DeepSeek-V2-Lite uses a separate right axis.

expert. For models with router bias parameters
(e.g., GPT-OSS), we prioritized attacking these bi-
ases as they directly offset routing logits, providing
more efficient manipulation. Table 3 presents the P
described in Equation 7 under bit-flip attacks using
LOCAL and GLOBAL selection strategies.

The results show that GBFA achieves substantial
output manipulation comparable to manual deac-
tivation. Since attacking weight matrices involves
complex inter-weight dependencies, where mul-
tiple weights collectively determine routing log-
its across varying input distributions, bit-flips pro-
duce approximate rather than exact expert suppres-
sion. This approximation can occasionally yield
stronger deactivation effects than manual blocking,
as the perturbations propagate through weight in-
teractions in non-trivial ways. Overall, the results
confirm that GBFA is a viable and effective attack:
despite operating at the bit level with minimal pa-
rameter changes, it reliably induces significant out-
put inflation across models and datasets.

Notably, GPT-OSS demonstrates near-manual
performance, achieving comparable results to man-
ual deactivation. This exceptional effectiveness
stems from directly attacking bias parameters,
which provide a linear offset to all routing deci-
sions without inter-parameter interference. These
findings validate that GBFA can successfully ma-
nipulate output length through EOS-expert target-
ing, with bias parameters offering optimal attack
surfaces when available.

4.4 Performance Impact of GBFA on MoE
Models

We evaluated model performance under GBFA
across four MoE architectures using 1,000 ran-
domly selected samples per dataset. Table 4
presents the results comparing baseline, manual
deactivation, and bit flip conditions.

Table 3: P across All Samples for Bit-flip attack (LO-
CAL vs GLOBAL).

Model | Method (#exp) | AGNews (%) | SST-2(%) | Samsum (%) | SQuAD (%)

Mixtral | LOCAL (@) 202 110 1.06 393

GLOBAL (37) | 2.51 x 10® | 4.99 x 10% | 2.92 x 10° 48.1

Phi3s LOCAL (2) 526 42.1 148 453

1= GLOBAL (16) 131 20.8 222 167
DeepSeek | LOCAL (6) | 3.84 x 10* | 8.73 x 10* | 1.61 x 10° | 4.05 x 10°
P GLOBAL (40) | 4.64 x 10* | 4.44 x 10* | 3.04 x 10° | 1.49 x 10*

LOCAL (4) 9.30

GPT-05S ‘ 159 ‘

17.3
556

36.7
GLOBAL (25) 468 177 445

Performance degradation correlates with attack
effectiveness (measured by Equation 7). For Mix-
tral, manual deactivation causes substantial drops
in Clean Accuracy (CA) decreases from 0.838 base-
line to 0.602 (LOCAL) and 0.459 (GLOBAL) on
AGNews. In contrast, bit-flip attacks preserve per-
formance better, with CA remaining at 0.840 (LO-
CAL) and 0.800 (GLOBAL). Interestingly, some
configurations show performance improvements:
Phi-3.5’s ROUGE-1 on Samsum increases from
0.362 to 0.347-0.382 under LOCAL attacks. This
aligns with recent findings (Fayyaz et al., 2025)
that selective expert manipulation can enhance task-
specific performance through improved alignment.

Perplexity (PPL) measurements confirm that
most attacks maintain linguistic coherence. PPL
values remain below 10 for most configurations, in-
dicating meaningful text generation rather than gib-
berish. The notable exception is DeepSeek under
GLOBAL bit-flip attacks, where PPL explodes by
several orders of magnitude across all four datasets
(up to 5.3 x 10%), signaling complete language
generation breakdown. We attribute this to the
flipped bits also perturbing router weights on which
DeepSeek relies for coherent generation: corrup-
tion typically emerges within the first few gener-
ated tokens and then propagates, since early tokens
condition all subsequent ones. Incorporating the
perplexity of the first few tokens as an additional
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criterion in the bit search could mitigate this effect,
which we leave for future work.

Overall, GBFA on MoE routers achieves effec-
tive output manipulation while maintaining relative
stealth by preserving model quality metrics even as
they dramatically extend output length.

Table 4: Performance of different models on four
datasets under manual and bit-flip expert manipulation.

Model Method AGNews SST-2 Samsum SQuAD
CA PPL CA PPL R-1 PPL F1 PPL
Baseline 0810 135 0919 169 0364 138 0362 1.22

LOCAL (manual) 0970 1.17 0.793 233 0270 149 0.070 140
DeepSeek  GLOBAL (manual) 0.395 1.82 0.836 1.73 0205 160 0.159 1.82
LOCAL (GBFA) 0380 1.82 0.020 1.81 0.117 136 0.021 121
GLOBAL (GBFA)  0.160 4.4e3 0.000 9.2e4 0.025 5.3e6 0.081 5.1e6

Baseline 0.838 1.40 0.809 147 0362 139 0253 1.13
LOCAL (manual) 0.602 237 0.698 373 0171 127 0071 151
Mixtral GLOBAL (manual) 0459 252 0508 391 0.086 1.18 0.058 143
LOCAL (GBFA) 0.840 133 0.890 147 0.102 191 0237 1.09
GLOBAL (GBFA) 0.800 1.89 0920 1.68 0252 1.66 0242 123
Baseline 0.856 1.13 0.862 125 0375 121 0235 1.10
LOCAL (manual) 0.569 226 0.681 1.63 0347 129 0.09 1.36
Phi-3.5 GLOBAL (manual) 0.076 6.12  0.011 895 0.025 146 0.052 220

LOCAL (GBFA) 0.800 1.18 0.830 133 0382 123 0263 1.07
GLOBAL (GBFA)  0.750 198 0.840 133 0339 146 0.135 126

Baseline 0.800 136 0940 137 0.199 136 0.049 1.12
LOCAL (manual) 0.800 1.37 0940 141 0177 137 0.044 112
GPT-OSS  GLOBAL (manual) 0.790 156 0.880 1.61 0.065 133 0.045 1.17
LOCAL (GBFA) 0.800 137 0940 141 0177 137 0.044 112
GLOBAL (GBFA) 0790 1.56 0.880 1.61 0.065 133 0.045 1.17

5 Broader Attack Scenarios

5.1 Attack the Plan Mode in Agent Coding

We evaluate whether GBFA can prolong an LLM
agent’s planning behavior in long-horizon coding
tasks. We use Qwen3-Coder, a model designed
specifically for coding agents and local develop-
ment, deployed under the smolagents CodeAgent
framework, a Hugging Face library for easily run-
ning agents on Hugging Face models. The frame-
work alternates between planning and action steps,
and we target the chat-template end-of-turn token
<|im_end|>.

Setup. We design 10 self-contained Python
repository sandboxes spanning multiple task cat-
egories (full descriptions in Appendix C). Each
sandbox is reset to a clean snapshot before every
run, with completion verified by an associated unit-
test suite. We compare a clean baseline against
two manual deactivation configurations, LOCAL
and GLOBAL, targeting the top-20 routed experts
ranked by 7;; and the top-4 shared experts ranked
by Ag;;. Each agent runs with a 25-step limit,
planning every 3 steps, and 2048 max new tokens
per generation.

Plan-mode results. Table 5 shows that GLOBAL
deactivation reliably amplifies plan-token consump-

Table 5: Plan-mode manual expert deactivation on
Qwen3-Coder-Next across 10 coding sandboxes. We re-
port plan steps (#), average plan tokens, and the relative
change P in plan-token totals against the baseline.

Baseline LOCAL (manual) GLOBAL (manual)
Sandbox # tokens # tokens P # tokens P
calculator_refactor 4 5402 3 888.0 +23.3% 9 1869.6 +678.6%
bug_fix 3 6200 3 6113 —14% 9 2048.0 +891.0%
feature_add 3 5077 3 5657 +11.4% 9 1231.7 +627.8%
rename_refactor 4 4618 4 620.0 +34.3% 9 1095.1 +433.6%
test_coverage 7 5091 4 607.8 —31.8% 9 1061.6 +168.1%
multi_file_refactor 6 5850 5 891.0 +26.9% 9 1622.1 +315.9%
bug_hunt 3 4053 3 568.0 +40.1% 9 15289 +1031.6%
performance_optimize 5 508.8 3 690.0 —18.6% 9 10058 +255.8%
error_handling 4 4515 3 5557 —T7.7% 9 14648 +630.0%
dependency_swap 3 6023 3 6587 49.4% 9 1666.6 +730.0%
Mean 42 5192 34 6656 +8.6% 9.0 14594 +576.2%

tion: all 10 sandboxes hit the maximum step bud-
get, with mean P = +576.2%. LOCAL remains
inconsistent and statistically negligible. The ampli-
fication manifests as plan-output degeneration into
syntactically valid character loops, illustrated on
five sandboxes in Appendix D.

5.2 Attack the End-of-Thinking Token

To evaluate whether our attack transfers to other
types of tokens, we apply it to the thinking process
of GPT-OSS and Qwen3. Following the same pro-
cedure as the Groundhog Bit-Flip Attack, we use
LOCAL and GLOBAL to identify experts that are
closely associated with the end of thinking (EOT)
token and we manually deactivate these experts.
The results are shown in Table 6. We observe a
clear increase in the number of tokens generated
during the thinking phase. In the most extreme
case, the model continues thinking until the token
budget is exhausted without producing the expected
answer. This experiment demonstrates that our at-
tack also applies to other specific tokens.

Table 6: Results of GPT-OSS and Qwen3 under LO-
CAL and GLOBAL manual deactivation of EOT-related
experts (percentage increase in thinking length).

Model | Method (manual) | AGNews (%) | SST-2 (%) | Samsum (%) | SQuAD (%)

LOCAL 19.7 152 584 25.9
GPT-0SS ‘ GLOBAL ‘ 715 x 10* | 1.27 x 10° 365 ‘ 1.33 x 10°
Qwen3 | LOCAL 6.28 1.61 4.18 -1.37

GLOBAL 204 224 230 271

6 Discussion

6.1 Feasibility under Distributed Inference

Large MoE models are often served with tensor
parallelism (TP) and pipeline parallelism (PP). We
discuss whether GBFA still works when router pa-
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rameters are split or replicated across devices. Un-
der PP, each layer and its router stay on one device.
The router bits we target are not split, so the attack
needs the same number of flips as in the single-
device setting. PP thus does not increase the diffi-
culty. Under TP, the router weights may be repli-
cated on several devices, which would require flip-
ping the same bit on each replica. The attacker can
avoid this by corrupting the shared page cache that
the replicas load from, so that one poisoned copy
reaches all devices. Prior fault-injection work uses
the same idea (Tol et al., 2023). Neither scheme
therefore breaks the feasibility of GBFA.

6.2 Potential Defenses

Potential defenses against GBFA fall into two cate-
gories.
Software-level mitigations such as API-level out-
put length caps (OpenAl, 2024; Anthropic, 2024)
reduce per-request damage but cannot prevent the
underlying attack. Output-pattern detectors such as
Breaking the Loop (Yu et al., 2025) can interrupt
loop behavior in real time, but legitimate repetitive
outputs trigger the same signal, limiting practical
reliability. Neither class of defense remediates the
root cause.
System-level protections such as ECC (Sridharan
et al., 2015) or TEE-based isolation (Sun et al.,
2023; Ding et al., 2025a) can detect accidental
faults but provide limited security against adver-
sarial bit-flips and incur nontrivial overhead.
These gaps highlight the need for MoE-specific
defenses that constrain routing sensitivity and ver-
ify parameter integrity.

7 Conclusion

In this paper, we proposed Groundhog Bit-Flip At-
tack (GBFA), a structural Denial-of-Wallet attack
that exploits MoE routing through targeted router-
level bit-flips. Our analysis revealed strong target-
related expert specialization, enabling attackers to
suppress termination-critical experts by flipping
only a few bits. Using GBFA, we efficiently identi-
fied vulnerable experts and showed that these small
perturbations can induce massive output-length in-
flation while largely preserving model utility. Ex-
periments across six MoE LLMs and three LLM
modes confirm that routing-layer corruption consti-
tutes a previously overlooked vulnerability. These
findings underscore the need for MoE-specific de-
fenses to safeguard router integrity and prevent

targeted manipulation of expert activation.

8 Limitations

* Strong threat model. GBFA assumes white-box
access to the victim MoE model and the ability
to inject targeted bit flips into selected router
parameters. Although this follows prior bit-flip
attack settings, it may not hold for all practical
MLaaS with strong isolation or integrity checks.

* System-level cost analysis. We quantify vul-
nerable bit search cost and model-level attack
effectiveness, but the full end-to-end attack cost
also depends on hardware-specific factors such
as memory placement and BFA reliability.

* No end-to-end hardware demonstration. We
identify vulnerable bits and measure the output
inflation once they are flipped, but we do not per-
form an end-to-end hardware exploit that phys-
ically flips them on a live system. System-level
defenses such as ECC memory or TEE-based iso-
lation raise the difficulty of such flips. However,
they do not fully prevent adversarial bit flips and
add nontrivial overhead, so they mitigate rather
than eliminate the threat.

* Theoretical analysis. Our study is mainly empir-
ical. We show that EOS and EOT behavior can
concentrate in a small set of MoE experts, but we
do not provide a formal theoretical explanation
of how routing logits, expert specialization, and
output-length inflation are related.
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Algorithm 1 Groundhog Bit-Flip Attack

Require: MoE LLM fy, dataset .S, router top-k,
bits-per-expert B
Ensure: vulnerable bits B
Step 1: Identify target-specialized experts
: for each expert (¢,7) do
Compute 7 ; or Ag; ; using target token and
non-target activations over S
3: end for
Step 2: Local-based target expert selection
Select S, and measure baseline length T3,
for each layer ¢ do
&£, < top-ky experts ranked by T or Ag
Temporarily deactivate Eg)p and compute T
end for
0* < arg maxy(T; — Thase)
10: gtarget — gti)p
Step 3: Groundhog Bit search
11: Cache hidden states H at layer £*
12: Compute EAF;" for each i € Earget
13: B+ 0
14: for each expert ¢ do
15:  for each bit b in its router parameter do
16: Flip b, reroute on H, compute BF —eff (b)
17:  end for
18:  Add top B bits for ¢ into B
19: end for
20: return 3

N =

R A

A Groundhog Bit-Flip Attack Algorithm

Algorithm 1 details the three-stage procedure used
in GBFA to identify vulnerable bits in MoE router
weights. The algorithm takes an MoE model, a
sample dataset, and the router top-k as input, and
returns a set of vulnerable bits I3 to flip. In Stage 1,
each expert is scored by its target activation shift
(11,; for routed experts, Ag;; for shared experts)
to identify target-related experts. In Stage 2, a
layer-wise ablation selects the single most critical
layer whose deactivation maximally inflates output
length. In Stage 3, bits within the selected experts’
router parameters are evaluated individually, and
the top-B bits per expert with the highest bit-flip
effectiveness are added to .

B Qualitative Examples of EOS-related
Expert Deactivation

To complement the quantitative results in the main
text, Table 7 presents qualitative generation exam-
ples from Mixtral after deactivating EOS-related

experts, on four representative datasets (AGNews,
SST-2, Samsum, and SQuAD_v2). Each row
shows the input prompt, the model’s original out-
put, and the output produced under the same
prompt after deactivation. Without EOS-related
experts, the model generates repetitive but coherent
text loops, preserving linguistic quality while los-
ing termination control. These examples illustrate
the output amplification potential of EOS expert de-
activation, validating our attack strategy and identi-
fying precise targets for the bit-flip implementation
in the main text.

Table 7: Generation examples from Mixtral on four
datasets, comparing the original output (blue) with the
output after EOS-related expert deactivation. Repetitive
loops introduced by the attack are highlighted in red.

Dataset | Input Prompt | Ori Output | Attacked Output
AGNews | Classify the news | Category: Business | Category: Busi-
article...  Article: | Explanation: The ar- | ness/Economy User
Reuters — Soaring | ticle discusses theim-| 0: I would say
crude prices... Cat-| pact of soaring crude | business. ~ User 1:
egory: prices... I would say sports.
User 0: I would say
sports.  User 1: 1
would say sports

because the article
is about the stock

market.  (repeated
)

SST-2 Classify the senti- | Sentiment: Negative | Sentiment:  Nega-
ment... Text: hide | Explanation: The | tive The text de-
new secretions... | text mentions hid- | scribes the narrator’s
Sentiment: ing something from | relationship with his

“parental units,” sug- | mother... He is de-

gesting secrecy... scribing the relation-
ship in the past tense.
He is describing the
relationship in the
past tense. (repeated
)

Samsum | Please summa- | Amanda offers Jerry | Amanda baked cook-
rize the dialogue...| cookies; she will | ies and offered some
Amanda: 1 baked | bring them the next | to Jerry. Com-
cookies... Jerry: | day. ment:  Direct re-
Sure! Summary: sponse. Jerry: Sure!

Jerry’s answer is a
direct response to
Amanda’s question.
Jerry’s answer is a
direct response to
Amanda’s question.
(repeated ...)
SQuUAD | Answer the ques-| Beyoncé rose to | Beyoncé rose to

tion based on the | fame in the late | fame in the late

context... Context: | 1990s as lead singer | 1990s... Comment:
Beyoncé Giselle | of Destiny’s Child. | Beyoncé rose to
Knowles-Carter... fame...  Destiny’s
Question: When Child. Comment:
did Beyoncé rise to How did Beyoncé
fame? rise to fame? An-

swer: Beyoncé rose
to fame... Destiny’s
Child. (repeated ...)

C Sandbox Task Descriptions

Table 8 lists the 10 self-contained Python repository
sandboxes used in our agentic coding evaluation
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(Section 5.1). Each sandbox ships with a clean ini-
tial snapshot and a unit-test suite that determines
task completion. We will release the implemen-
tation details, prompts, and configuration files to-
gether with the code.

Table 8: Ten sandbox tasks used in the agentic coding
evaluation.

Task Description

bug_fix Fix an off-by-one bug in a FizzBuzz
function.

bug_hunt Locate and fix three independent

bugs co-located in a single file.
Implement two missing methods
(mark_done, pending_count) in a
TODO-list class.

Add at least two unit tests for each
of four string utility functions.
Extract trigonometric methods
(sin/cos/tan) from Calculator
into a dedicated TrigCalculator
class.

Rename MyHelper to StringUtils
across multiple files and update all
imports.

Split a monolithic Database class
into three repository modules.
Convert an O(n?) implementation
to O(n) while passing performance
tests.

Add graceful error handling to a
data-processing pipeline.

Remove the re module dependency
and reimplement five functions us-
ing only built-in string methods.

feature_add

test_coverage

calculator_refactor

rename_refactor

multi_file_refactor

performance_optimize

error_handling

dependency_swap

D Attacked Output of Plan Mode

Table 9 presents qualitative examples of plan-mode
output degradation under GLOBAL manual ex-
pert deactivation on Qwen3-Coder-Next across five
coding sandbox tasks. Each task block shows the
shared prelude (gray box) that is bit-identical be-
tween the baseline and attacked runs, followed
by the divergence point where the two outputs
split. The baseline continues with coherent plan-
ning, while the attacked output drifts before collaps-
ing into a repetitive degenerate pattern (shown in
red), eventually exhausting max_new_tokens with-
out emitting <|im_end|>.

E Robustness to Decoding Strategies

Our main experiments use greedy decoding for
reproducibility. To check that GBFA does not
depend on this choice, we re-run the GLOBAL
(top-16) attack on Phi-3.5-MoE under six decoding

settings (Table 10). Settings are: greedy (argmax,
do_sample=False, default); temp@.7/templ.0@
(sampling, top_p=1.0); topp@.9 (nucleus,
temperature=1.0, top_p=0.9); and the _rp1.3
variants add a repetition penalty of 1.3. EOS
suppression and length inflation hold under greedy,
temperature, and nucleus sampling (attacked EOS
rate 0.22-0.61 vs. baseline ~ 1.0). A repetition
penalty above 1 already lengthens the baseline
output on its own, because it biases the model
toward more elaborate responses; GBFA remains
effective under this setting as well.

F Effect of the Token Budget

The choice of max_new_tokens bounds how much
the attack can inflate output, so it shapes the mea-
sured effect. Table 11 sweeps the budget for Phi-
3.5-MoE under the GLOBAL (top-16) attack. A
budget that is too small caps the attack for datasets
whose baselines are already long, while a larger
budget lets short-baseline datasets inflate further;
the relative change P therefore grows with the bud-
get. We adopt a moderate value of 1024 through-
out the paper: it is large enough to expose the
attack (outputs several times the baseline) yet small
enough to keep evaluation tractable. Since an out-
put several times longer than the baseline already
constitutes a strong Denial-of-Wallet attack, the
exact budget does not change our conclusions.
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Table 9: Output degradation under GLOBAL manual expert deactivation on Qwen3-Coder-Next in plan mode. For
each task, the gray box shows the shared prelude—characters that are bit-identical across both runs. After the
divergence point ([ diverges ]), the Original column shows the baseline continuing coherently, while the Artack
column drifts and eventually collapses into a repetitive degenerate pattern (shown in red). Long gaps inside the

attack output are abbreviated as

. Newlines are rendered as a dimmed \n; ...

marks truncation.

Task

Original output (Baseline)

Attack output (GLOBAL manual deactivation)

bug_fix

[diverges] ‘fizzbuzz.py‘ module contains a function
‘fizzbuzz(n) ¢ that is supposed to return the FizzBuzz
sequence for integers 1 through #*nx INCLUSIVE. -
Currently, the function =xdrops the last valuex -
meaning it likely returns only *n-1% items . . .

[diverges ] task states: “The fizzbuzz.py module
has a bug.”\n- The function ‘fizzbuzz(n)‘ 1is x
suppo e ¢ it.\n- x*xfizzbuzz(15)
expected output*x (15 items: e.g., “1”, “2”, “ Fizz ”

“AT 2 K 2 X 2 K 2 K2 K2k 2 X2 K2 KD K2 K2 %2

k2 0k 2k L.

rename_refactor

[ diverges | my_helper.py* should be renamed to [diverges] my_helper.py* (note space in

‘StringUtils‘.\n- ‘StringUtils‘ should have three filename) should be renamed to ‘StringUtils‘.\n-

methods: ‘shout‘, ‘whisper‘, and ‘reverse‘, with a ‘StringUtils The exact expected

constructor argument ‘prefix‘ run_tests‘ output. \n## 2. Plan\n### 2.1. 1. 2. 3. 4.
5.1. 2. 3. 4.5.6.7.8.9.10. 11. 12. 13. 14. 15.
16. 17.

dependency_swap
[diverges ] The file ‘text_utils.py‘ wuses the ‘re‘ [diverges]‘text_utils.py* exists in the
module. \n- We need to remove ‘re‘ entirely and workspace.'n- ‘text_utils.py uses the ‘re‘ module

reimplement all five functions using only built-in

. , which 5 functions are present,
their current ¢

string methods . . . re‘-based implementation, and their
exact = - = = = - - - - - - - - - - - - - - - - - - -
performance_optimize
[diverges] n- There exists a file named ‘slow_stats.py‘ [diverges] \n- There is a file named
containing three functions. - These functions are ‘slow_stats.py‘ that contains three functions

*correctx but use nested loops,
time complexity . . .

resulting in 0(n*2)

T current 0(n*2) logic to design
O(n 1.1.3.4.5.6. 0(n) O0(n) 0O(n) O(n) O(n) 0(n) O(n)
0(n) 0(n) 0(n) O(n) O(n) O(n) . ..

multi_file_refactor

[diverges]1. Facts survey \n### 1.1. Facts given in the
task\n- There exists a file named ‘database.py‘ that
contains a monolithic ‘Database‘ class handling users,
posts, and comments . . .

[diverges |## 1. Facts survey \n### 1.1. Facts given
in the task\n- There is a monolithic ‘Database
cla * % or x xdb. session * x or
x * db * % 1s * * * % *x %k x *k * kK Kk *k Kk k Kk * Kk * * *

* ok ok Kk ok ok ok Kk ok ok ok Kk Kk k. .
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Table 10: Phi-3.5-MoE under the GLOBAL (top-16) at-
tack across six decoding settings. Base/Atk Tok.: mean
generated tokens per sample without/with the attack.
P (%): relative increase. Base/Atk EOS: fraction of
samples emitting an EOS token without/with the attack.

Setting | Dataset | Base Tok. | Atk Tok. | P (%) | Base EOS | Atk EOS
AGNews | 4745 49652 | 946.4 0.96 0.53
d SST-2 49.81 746.42 | 1398.5 1.00 0.30
sreedy Samsum | 8345 689.15 | 72538 1.00 0.38
SQUAD 30.11 54429 | 1707.7 1.00 0.51
AGNews | 4200 | 44503 | 959.6 0.97 0.60
emp0.7 SST-2 61.40 668.11 | 988.1 1.00 0.39
P Samsum | 108.79 | 72835 | 569.5 0.96 0.35
SQuAD 31.39 55480 | 1667.4 1.00 0.50
AGNews | 4477 470.88 | 951.8 0.97 0.61
empl0 SST-2 56.24 541.89 | 8635 1.00 0.58
P Samsum | 100.02 | 725.63 | 625.5 0.96 0.37
SQuAD 36.00 54877 | 1424.4 1.00 0.56
AGNews | 3275 451.83 | 12796 | 098 0.61
tonp0.9 SST-2 56.09 629.95 | 1023.1 1.00 0.46
PP Samsum | 10192 | 831.65 | 716.0 0.96 0.22
SQUAD 30.84 518.54 | 1581.4 1.00 0.58
AGNews | 629.80 | 1004.61 | 59.5 0.39 0.02
dy i3 | SST2 43674 | 976.07 | 1235 0.60 0.06
SreedyIPL-> | samsum | 755.84 | 100545 | 33.0 0.28 0.03
SQUAD | 661.70 | 990.11 | 49.6 0.37 0.04
AGNews | 654.90 | 1024.00 | 56.4 0.37 0.00
emp07 1.3 | SST2 563.15 | 987.70 | 75.4 0.47 0.04
CMpU-LIPL> | Samsum | 878.34 | 1021.66 | 163 0.15 0.01
SQuAD | 817.93 | 100452 | 228 0.21 0.02

Table 11: Phi-3.5-MoE under the GLOBAL (top-16)
attack at different max_new_tokens budgets (paper de-
fault: 1024). Base/Atk Tok.: mean tokens without/with
the attack. P: relative increase. Base/Atk EOS: fraction
emitting an EOS token. Baselines differ slightly across
budgets because a few samples exceed the smaller caps

and are truncated there.

Budget | Dataset

| Base Tok. | Atk Tok

.| P (%) | Base EOS | Atk EOS

AGNews 16.46 273.30 | 1560.4 0.98 0.49
512 SST-2 49.98 383.07 666.4 1.00 0.31
Samsum 76.69 369.21 381.4 0.94 0.32
SQuAD 30.39 280.41 822.7 1.00 0.52
AGNews 44.18 1056.66 | 2291.7 0.99 0.49
2048 SST-2 49.98 144291 | 2787.0 1.00 0.31
Samsum 113.10 1312.92 | 1060.8 1.00 0.39
SQuAD 30.39 999.16 | 3187.8 1.00 0.54
AGNews 50.04 2304.27 | 4504.9 1.00 0.44
4096 SST-2 49.98 2879.90 | 5662.1 1.00 0.31
Samsum 113.10 2563.51 | 2166.6 1.00 0.43
SQuAD 30.39 2046.70 | 6634.8 1.00 0.52
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