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Abstract

A prominent research direction in mechanistic
interpretability is learning sparse circuits over
LLM components to reveal how they jointly
produce model behavior. However, raw neu-
rons are polysemantic, making learned circuits
hard to interpret. Sparse autoencoder (SAE)
features alleviate this, but their high dimension-
ality makes existing intervention-based circuit
learning methods computationally prohibitive.
We propose CircuitLasso, a scalable circuit
learning approach based on sparse linear regres-
sion. CircuitLasso recovers circuits whose
structural accuracy matches that of state-of-the-
art intervention-based methods on the bench-
mark data, at a fraction of the computational
cost. For interpretability, CircuitLasso effi-
ciently uncovers relationships among SAE fea-
tures, showing how human-interpretable seman-
tic features propagate through the model and
influence its predictions. Finally, we validate
the utility of our learned circuits by leverag-
ing their insights to achieve comparable perfor-
mance at substantially lower cost on a domain-
generalization task.

1 Introduction

The fundamental challenge of mechanistic inter-
pretability is to understand the “why” behind the
behaviors of large language models (LLMs). A
key technique involves discovering circuits, which
are compact subgraphs connecting key compo-
nents within the model (such as attention heads
and neurons) that drive a specific behavior or capa-
bility (Meng et al., 2022; Geva et al., 2023; Nanda,
2023). However, existing methods for circuit learn-
ing often face a bottleneck. The raw components
of an LLM, such as individual neurons, are known
to be polysemantic (Elhage et al., 2022), meaning
that a single neuron can be activated by and con-
tribute to multiple, seemingly unrelated concepts.
This polysemanticity renders the learned circuits

dense, noisy, and challenging for humans to in-
terpret, undermining the very goal of mechanistic
interpretability.

The limitations of using raw, polysemantic neu-
rons have motivated a shift toward a more promis-
ing foundation for circuit analysis based on Sparse
Autoencoders (SAEs) and related tools (Bricken
et al., 2023; Huben et al., 2024). SAEs are neural
networks trained to reconstruct the activations of an
LLM’s raw components using a high-dimensional
but sparse set of “features”. Remarkably, these
SAE features tend to be monosemantic, i.e., each
feature consistently activates for a single, human-
interpretable concept, such as “related to sports,”
“a specific emotion,” or “a particular grammatical
structure.” The monosemanticity of SAE features
has the potential not only to enhance interpretabil-
ity in itself but also to yield sparser, cleaner struc-
tural graphs, and, we conjecture, more faithful rep-
resentations of the model’s internal processing.

Our work is motivated by the above potential
of SAE features to achieve greater interpretabil-
ity in LLM circuit analysis. However, existing
circuit learning methods (Vig et al., 2020; Meng
et al., 2022; Nanda, 2023; Syed et al., 2024; Kramár
et al., 2024; Hanna et al., 2024), many of which are
designed for the lower-dimensional space of raw
neurons, struggle to scale to the high-dimensional
feature space of SAEs. The computational com-
plexity and the risk of finding spurious correlations
increase dramatically. To address this, we introduce
a novel approach to handle the high dimensional-
ity. Our method, CircuitLasso, utilizes the Lasso
(i.e., ℓ1-penalized linear regression) to find a sparse
set of connections between features that explains
the model’s behavior. Sparse linear regression is
well-suited for high-dimensional data, as it is com-
putationally efficient and the sparsity translates to
more interpretable circuits.

An advantage of our approach is its use of obser-
vational data only. This broadens its applicability,
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Figure 1: An illustration of our model neuron activation and SAE feature collection procedure, learned circuits, and
potential downstream tasks.

and addresses the scalability issue of the existing
intervention-based approaches, whose cost scales
with LLM size. We quantify the efficiency advan-
tage of our regression-based method through a theo-
retical analysis of its computational cost compared
to state-of-the-art intervention-based approaches,
establishing conditions under which our method
guarantees greater efficiency.

We empirically evaluate CircuitLasso against
state-of-the-art baselines on a circuit learning
benchmark, demonstrating substantial improve-
ments in efficiency while accurately capturing cir-
cuits involving LLM components. Leveraging its
scalability, we then apply our method to SAE fea-
tures and obtain human-interpretable circuits in a
qualitative case study on the CoLA dataset. Finally,
leveraging insights from the learned circuits, we
achieve comparable accuracy at substantially lower
cost on a downstream domain-generalization task.

Our primary contributions are as follows: 1) In-
spired by the continuous formulation of causal
discovery, we propose a sparse regression sur-
rogate for circuit discovery, CircuitLasso, and
theoretically analyze its computational cost com-
pared to intervention-intensive approaches. 2)
CircuitLasso facilitates operating on monose-
mantic but high-dimensional SAE features, poten-
tially offering clearer explanations of how human-
interpretable concepts propagate through LLMs.
3) Extensive experiments across LLMs (up to 9B
parameters), SAEs, and datasets demonstrate that
CircuitLasso achieves efficiency at parity of ac-
curacy on circuit discovery benchmarks and yields
useful insights for a downstream generalization
task.

2 Related Work

Mechanistic Interpretability. Mechanistic in-
terpretability has largely explained behavior in
terms of raw or coarse-grained components: induc-
tion heads for in-context learning (Olsson et al.,
2022), MLP modules for factual recall (Meng
et al., 2022; Geva et al., 2023; Nanda et al., 2023).
Because such components are polysemantic (El-
hage et al., 2022), the resulting circuits are dense
and hard to read, and hypothesis-driven alterna-
tives (Geiger et al., 2025; Zou et al., 2023) re-
quire knowing in advance what to look for. Sparse
autoencoders (Bricken et al., 2023; Huben et al.,
2024) instead recover monosemantic features by
dictionary learning, with many training variants
since (Rajamanoharan et al., 2024; Gao et al., 2025;
Bussmann et al., 2024; Dunefsky et al., 2024). The
resulting dictionaries are large, and scaling to them
is the obstacle this paper addresses.

Intervention and Attribution. Most circuit dis-
covery estimates influence by intervening: causal
mediation (Vig et al., 2020; Geva et al., 2023;
Hanna et al., 2024), causal tracing (Meng et al.,
2022), and activation patching (Nanda, 2023; Syed
et al., 2024) substitute a counterfactual activation
and measure the effect on the output. One interven-
tion per candidate edge makes cost grow with the
component set. Gradient approximations, attribu-
tion patching (Syed et al., 2024), its integrated-
gradient variant (Hanna et al., 2024), and the
relevance-propagation refinement of Jafari et al.
(2025), lower the constant but keep forward and
backward passes in the inner loop. Marks et al.
(2025) reach SAE features only with heuristic pre-
processing such as clustering.

Subgraph Search. A second family searches
over subgraphs. Conmy et al. (2023) prune edges
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iteratively, echoing constraint-based causal dis-
covery such as the PC algorithm (Pearl, 2000);
Bhaskar et al. (2024) make the search continu-
ous, learning gates by gradient descent and scaling
to CodeLlama-13B; Yu et al. (2025) prune edges
and weights jointly in DiscoGP. These share our
premise that per-edge interventions dominate cost,
but mask learning is non-convex, keeps backpropa-
gation in the inner loop, and needs one parameter
per candidate edge, quadratic in dictionary size
over SAE features.

Structure from Observation. Furthest from
intervention, Laptev et al. (2025) build graphs data-
free from SAE decoder weights. CircuitLasso
instead estimates structure from observational ac-
tivations: one forward pass to cache them, then a
convex Lasso, with no backward pass. It draws
on the continuous formulation of causal discovery,
largely unexplored here, and optimizes a structural
rather than behavioral criterion. Masking maxi-
mizes faithfulness directly, so it offers guarantees
we do not, and an empirical comparison is left
to future work. Like other data-driven methods,
CircuitLasso returns one population-level circuit
per task, complementary to per-prompt attribution
graphs (Ameisen et al., 2025; Lindsey et al., 2025).

3 Circuit Learning Framework and
Methodology

3.1 Circuit Discovery via Sparse Linear
Regression

State-of-the-art approaches quantify the impor-
tance of hidden representations or computational
graph edges by estimating their causal effects, par-
ticularly indirect effects, using techniques such
as causal mediation analysis (Vig et al., 2020),
causal tracing (Meng et al., 2022), attribution
patching (Nanda, 2023; Syed et al., 2024), and
related variants (Kramár et al., 2024; Hanna et al.,
2024). These approaches share some similarities
with constraint-based causal discovery, which as-
sesses potential edges among variables via indepen-
dence tests and retains those with strong dependen-
cies. However, constraint-based causal discovery
methods are known to face scalability challenges,
and circuit discovery methods share this limitation
since they must separately quantify the importance
of every hidden representation and edge in the com-
putational graph, which can quickly become infea-
sible with larger models.

We adopt a sparse linear regression framework,

structurally analogous to a linear SEM in the con-
tinuous causal discovery literature, as a tractable
surrogate for the LLM’s nonlinear computational
graph. The goal of this surrogate is not to re-
cover fine-grained per-edge causal effects of the
underlying nonlinear computation, but to iden-
tify, at scale, the dependency skeleton of the
circuit, i.e., which components influence which
others. Assume we extract N components (which
may be MLP neurons, attention heads, or SAE fea-
tures) from all the desired locations in the LLMs
and concatenate their activations to form a vector
x = [x1, x2, · · · , xN ] ∈ RN . Our goal is to learn
the DAG G with the N components as its nodes.
The structural equation models (SEMs) model the
structural relations between a component xi and its
parents PaG(xi): xi = fi(PaG(xi)) + εi, where
fi(·) is the structural function and εi is the residual.
In this work, we assume the structural relations
between components are linear. Given M obser-
vations of the N components, i.e., input matrix
X ∈ RN×M , we can then obtain the linear SEM
in its matrix form:

X = A⊤X + ε, (1)

with continuous parameters A ∈ RN×N , a
weighted adjacency matrix; ε ∈ RN×M is a matrix
of linearization errors. A[i, j] ̸= 0 indicates the
directed dependency xi → xj . We aim to learn A
by minimizing the reconstruction error between X
and A⊤X subject to sparsity and acyclicity con-
straints:

Â =argmin
A

∥X −A⊤X∥2F + λ∥A∥1,

subject to G(A) ∈ D
(2)

where ∥ · ∥F denotes Frobenius norm; ∥A∥1 is the
sparsity penalty with tuning coefficient λ; G(A) is
the circuit structure inferred from A; and D is the
space of acyclic graphs with N nodes.

Discussion of Assumptions. We use Eq. (1) as
a sparse-regression surrogate for the LLM’s non-
linear computational graph, not as a strict SEM.
Accordingly, we do not appeal to identifiability the-
orems that would require causal sufficiency, inde-
pendent noise, or a correctly specified linear func-
tional form: all three hold only approximately in
transformer LLMs given the residual stream, SAE
reconstruction error, and the inherent nonlinear-
ity of attention, LayerNorm, and MLP layers. In
particular, ε should be interpreted as linearization
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error rather than exogenous noise, since LLM ac-
tivations are deterministic. Our goal is to recover
the dependency skeleton over modeled components
efficiently. The dependency skeleton is a sparse
summary of the linear-projection structure among
the modeled components, with unmodeled contri-
butions absorbed into the residual term. The ℓ1
penalty filters out weak dependencies regardless
of whether they originate from omitted parents or
from genuine but small effects, so the recovered
skeleton remains a useful and conservative map
of the strongest dependencies that exist among
the components included in the model. We also
provide a nonlinear extension of CircuitLasso,
which empirically yields similar topological skele-
tons at higher computational cost. Please refer to
Appendix B for a detailed discussion.

The main computational challenge of the opti-
mization in Eq. (2), as in many continuous causal
discovery approaches, lies in enforcing the acyclic-
ity constraint. Such a constraint is essential to pre-
vent self-loops and cycles, which are unsuitable for
interpreting the transmission, aggregation, and evo-
lution of model components. To address this, we
make simplifying assumptions that bypass the ex-
plicit enforcement of this constraint and reduce the
optimization to sparse linear regression problems
(i.e., Lasso), enabling a scalable solution.

3.2 Circuit Discovery on Neurons
To better understand how models encode and pro-
cess information, mechanistic interpretability re-
search (Conmy et al., 2023; Cao et al., 2021; Syed
et al., 2024) has focused on identifying graphi-
cal structures (circuits) connecting pre-trained lan-
guage model neurons, including outputs from at-
tention and MLP modules. To evaluate the effec-
tiveness of our proposed method in Section 3.1, we
follow the same setting as these prior works and
treat model neurons as the components of interest.
We first collect neuron activations [h1,h2, . . . ,hL]
from L target locations, each with dimension d,
and for M LLM inputs (observations), resulting in
H ∈ RL×d×M . Existing circuit discovery meth-
ods typically assume that circuit structures respect
the model locations’ computation order, meaning
that neurons from layer i precede those from layer
j if i < j, and within each layer, attention activa-
tions come before MLP activations. We adopt this
assumption to simplify the acyclicity constraint in
Eq. (2). Accordingly, we reorder H according to
the computational graph and reshape it to obtain

H̃ ∈ RN×M , whereby N = Ld. Substitute X in
Eq. (2) with H̃ to estimate the weighted adjacency
matrix A as

Â = argmin
A

∥H̃ −A⊤H̃∥2F + λ∥A∥1,

subject to A being block upper triangular.
(3)

Specifically, each block A[i, j] is now a d×d square
matrix, and A[i, j] = 0d×d whenever i ≥ j, so that
each block of variables depends only on preceding
blocks and later layers cannot influence earlier ones.
The constraints this imposes, and why they are justi-
fied for transformer architectures, are discussed to-
gether with the rest of the surrogate’s assumptions
in Appendix B. In practice, we enforce this con-
straint by initializing the lower-triangular blocks to
zero matrices and keeping them fixed throughout
optimization. The resulting circuit structure G is
then inferred from Â.

We now provide complexity analysis of our pro-
posed circuit discovery approach on model neurons
versus the existing intervention-based approaches.
For our optimization problem in Eq. (3), we have:

Proposition 3.1. Computational complexity of
CircuitLasso on model neurons. Consider the
block upper-triangular Lasso problem in Eq. (3),
with H̃ ∈ RN×M containing M observations of
N = Ld neuron activations from L positions of
width d. The objective is the sum of a smooth
quadratic data-fit term and a non-smooth ℓ1 regu-
larizer; on this composite objective, FISTA (Beck
and Teboulle, 2009) reaches ϵ-suboptimality in
O(1/

√
ϵ) iterations, matching the optimal rate of

Nesterov’s accelerated gradient method on smooth
convex problems. The total computational cost is
therefore O

(
M L(L−1) d2

2
√
ϵ

)
.

Please refer to the detailed proof in
Appendix A.1. We compare the cost of
CircuitLasso against EAP-ig1 (Hanna et al.,
2024), the state-of-the-art intervention-based
circuit discovery method. EAP-ig estimates
indirect effects (IEs) over L component locations
of dimension d via attribution patching, which
linearizes and parallelizes the computation so its
additional bookkeeping scales only as O(MLd).
The dominant cost is therefore the two forward
and one backward passes through the LLM that

1We omit the theoretical and empirical comparison to
RelP (Jafari et al., 2025), as it inherits the runtime of EAP-ig
and our reported efficiency advantage over EAP-ig already
characterizes the expected gap against RelP.
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EAP-ig requires per observation. CircuitLasso,
by contrast, runs no backward passes and shares
only the initial forward pass (used for activation
collection) with EAP-ig. We next quantify this gap
on the same problem (Eq. 3) and identify regimes
in which CircuitLasso is provably faster.

Proposition 3.2. Consider a transformer-based
large language model with S blocks and model
neuron dimension d. ntoken is the token sequence
length, h is the number of attention heads, and f
is the feedforward expansion factor. Beyond the
shared cost, EAP-ig requires an additional cost of
O
(
12MSntokend

2(2 + f) + 12MSn2
tokend+MLd

)
,

while CircuitLasso with computational com-
plexity O

(
ML(L− 1)d2 / 2

√
ϵ
)

has guaran-
teed better efficiency compared to EAP-ig if
one of the following conditions holds: (1)
L(L − 1) / 24S(2 + f)

√
ϵ < ntoken ≪ d; (2)

ntoken ≫ d and ntoken >
√

L(L− 1) d / 24S
√
ϵ.

Please refer to the detailed proof in Ap-
pendix A.2. Intuitively, Proposition 3.2 provides a
guideline for selecting the number of component
locations of interest (L) and determining which
circuit discovery approach is more efficient.

3.3 Circuit Discovery on Sparse Features
Recent work (Marks et al., 2025; Laptev et al.,
2025) has shifted circuit discovery from raw neu-
rons to monosemantic SAE features, which yield
cleaner, more human-interpretable circuits. How-
ever, high SAE dimensions push the cost of
intervention-based methods beyond practical limits.
We address this by extending our sparse-regression
formulation to operate directly on SAE features.

3.3.1 Preliminaries on Sparse Autoencoders
Given a model with d-dimensional latent space and
neuron activations h ∈ Rd, an SAE can represent
h as a linear combination of sparse features z ∈
RD, D ≫ d:

z = σ(Wench+ benc), ĥ = Wdecz + bdec,

where Wenc, benc are encoder parameters and
Wdec, bdec are decoder parameters; σ(·) is a non-
linear activation function. The SAEs are usually
trained by minimizing the reconstruction error be-
tween model activations h and reconstructed acti-
vations ĥ subject to a sparsity regularizer:

LSAE := ∥h− ĥ∥22 + αLreg(z).

Recent work on SAEs explores various methods
to achieve a better trade-off between fidelity and

sparsity. However, our focus is to uncover the
structural dependencies among learned sparse
SAE features, rather than to develop new SAE
training methods. We directly employ pre-trained
SAEs on LLMs of various sizes. Details can be
found in Appendix D.1.

3.3.2 Layer-wise Sparse Feature Circuit
Discovery

We follow our formulation on neurons and still
assume that structural relations follow the compu-
tation order of the underlying model neurons. To be
specific, consider two model neurons of dimension
d and their activations at locations i and j, denoted
by hi,hj ∈ Rd, where computation at i precedes
computation at j. We obtain the corresponding
SAE features zi, zj ∈ RD using trained SAEs:

zi = σ(Ŵenc,ihi + b̂enc,i), zj = σ(Ŵenc,jhj + b̂enc,j). (4)

If a dependency exists between variables in zi and
zj , we constrain its direction to be from i to j.
Given M observations of zi and zj , we obtain
input data Zi ∈ RD×M and Zj ∈ RD×M . We
estimate these relations by solving:

Âi,j = argmin
Ai,j

∥Zj −A⊤
i,jZi∥2F +λ∥Ai,j∥1, (5)

where Ai,j ∈ RD×D. This procedure is repeated
for every pair (i, j) where i precedes j in the com-
putation order. In particular, learning Ai,j for
all transformer block outputs in consecutive lay-
ers provides insight into how semantic concepts
are transferred and propagated, and how they
evolve, across the model. The computational cost
of the learning problem in Eq. (5) is O(MD2√

ϵ
).

We also incorporate the downstream prediction
target into circuit discovery to enable explanation
of the model’s predictive behavior. We formu-
late the following optimization problem to learn
a model for predicting the downstream target y us-
ing SAE features zi, derived from model neuron
activations at location i:

Âi,y = argmin
Ai,y

Lpred(y,A
⊤
i,yZi)+λ∥Ai,y∥1, (6)

where Ai,y ∈ RD and Lpred(·, ·) denotes the pre-
diction loss2. In practice, with the learned Ai,y and
interpretable sparse features z, we can not only
explain the model’s predictive behavior, but also
rectify the prediction model to mitigate spurious or
biased behavior. The computational cost of Eq. (6)
is O(MD√

ϵ
).

2Mean squared error for regression tasks and cross-entropy
loss for classification tasks.
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Figure 2: Circuit discovery accuracy and efficiency on InterpBench. We compare our CircuitLasso against the
SOTA circuit learning baselines (EAP, EAP-ig) across 16 synthetic cases and the real IOI task. Left: SHD between
recovered and ground-truth circuits (lower is better); Right: wall-clock runtime in seconds (lower is better).

4 Experiments

We evaluate CircuitLasso on both model neu-
rons (Section 4.1) and sparse autoencoder features
(Section 4.2). Our central claim is efficiency at par-
ity of accuracy: CircuitLasso recovers circuits
whose structural accuracy matches state-of-the-art
intervention-based methods, at a fraction of the
computational cost. We then apply CircuitLasso
to a setting whose inner workings have not pre-
viously been studied in mechanistic interpretabil-
ity, and show that the recovered SAE-feature cir-
cuits yield interpretable insights. Finally, we ap-
ply our learned circuits to a benchmark domain-
generalization (DG) task, achieving comparable,
and in some cases slightly better, performance at
substantially lower cost.

4.1 Circuit Discovery on Model Neurons

Setup. We evaluate CircuitLasso on INTERP-
BENCH (Gupta et al., 2024), a collection of 86
semi-synthetic transformers with known ground-
truth circuits, against the state-of-the-art Edge At-
tribution Patching (EAP) (Syed et al., 2024) and
EAP with integrated gradients (EAP-ig) (Hanna
et al., 2024). Following the protocol of Gupta et al.
(2024), we evaluate on the 16 main synthetic cases
and the real Indirect Object Identification (IOI)
case. Accuracy is measured by Structural Ham-
ming Distance (SHD) and efficiency by runtime
in seconds, averaged over three trials on a single
NVIDIA A100. The full learning procedure is in
Appendix C.2.
Results (Figure 2). (i) Comparable accuracy at
substantially lower cost. Across the 17 tasks,
CircuitLasso-linear attains a mean SHD of 3.16,
on par with EAP-ig (2.98) and below EAP (3.61),
at a mean runtime of 16.3 s per case, 3.0 times
faster than EAP-ig (49.1 s) and 2.1 times faster than
EAP (33.7 s). In short, CircuitLasso recovers
circuits as accurately as the strongest intervention-
based baseline at a fraction of the cost, directly

supporting our “efficiency at parity of accuracy”
claim. (ii) The nonlinear variant brings diminish-
ing returns. CircuitLasso-nonlinear achieves the
lowest mean SHD (2.84), only marginally below
CircuitLasso-linear, but at 3.7 times the runtime,
even slower than EAP-ig in most cases. This is con-
sistent with the intuition that the extra nonlinear ca-
pacity is wasted when the dependency structure is
already well-captured by a linear edge-importance
score. (iii) The comparison is descriptive, not a
significance test. Run-to-run variation on INTERP-
BENCH’s fixed synthetic transformers is small:
SHD has zero standard deviation for all three meth-
ods on 11 of the 16 cases. CircuitLasso-linear
matches EAP-ig exactly, in mean and standard devi-
ation, on 11 cases and differs by at most 1 SHD on
the remaining 5 (Table 3); we claim comparability,
not statistical equivalence. (iv) Errors are mostly
missed edges. According to Table 4, false nega-
tives account for 81% of CircuitLasso-linear’s
errors, 75% of EAP-ig’s and 72% of EAP’s, and
CircuitLasso-linear has the lowest false-positive
rate (0.44 versus 0.54 and 0.85), at a slightly higher
false-negative rate than EAP-ig (1.90 versus 1.65).

4.2 Circuit Discovery on SAE Features

We adapt CircuitLasso to learn structural circuits
on SAE features (as described in Section 3.3.2),
revealing model behaviors in terms of human-
interpretable concepts (Section 4.2.1). Follow-
ing Marks et al. (2025), we also leverage insights
from learned circuits for downstream domain gen-
eralization (Section 4.2.2).

4.2.1 Interpretability Case Studies
Data and Model. We demonstrate our approach
on the Corpus of Linguistic Acceptability (CoLA)
task (Warstadt et al., 2019) from the GLUE bench-
mark (Wang et al., 2018), aiming to reveal the in-
ner workings of GPT-2 small (Radford et al., 2019)
through interpretable features derived from Ope-
nAI’s pre-trained sparse autoencoders (Gao et al.,

41301



2025) for GPT-2 small. We present this section as a
qualitative case study of feature-level circuit inter-
pretability on GPT-2 small3. We chose CoLA for
its linguistic-acceptability structure and the abun-
dance of monosemantic SAE features it elicits,
rather than as a dataset contribution. It contains
10,657 sentences from 23 linguistics publications,
annotated for grammaticality by the original au-
thors. We conduct our interpretability experiments
on the 8,551 training sentences in the public re-
lease.

Sparse Feature Interpretation within Learned
Circuits. We extract GPT-2 small’s neuron activa-
tions and the corresponding SAE features on the
M training sentences (Appendix C.4).

We construct circuits at two granularities, con-
trolled by how the importance score is computed.
For the dataset-level interpretability case study re-
ported below (Figure 3 and Appendix D.4), we rank
features at the prediction layer by the dataset-level
coefficient |AL,y| obtained from the regression fit
jointly on all M training prompts, yielding a sin-
gle circuit that summarizes the model’s behavior
across the dataset. When the goal is to explain a
single decision, we instead use the prompt-specific
Hadamard product s = |AL,y| ⊙ |zL| ∈ RD

for the prompt of interest, which preserves the
learned linear coefficients but reweights them by
that prompt’s activation pattern. Prompt averag-
ing is appropriate when the target object of study
is a population-level dependency, e.g., the mecha-
nism by which the model generally distinguishes
grammatical from ungrammatical sentences, while
the prompt-specific score is appropriate when the
target is per-instance mechanism. All circuits
shown in the main paper use prompt averaging; per-
prompt analyses are illustrated in Appendix C.4.

For each important feature, we label its seman-
tic concept using two complementary procedures:
a multi-prompt approach that aggregates tokens
which strongly activate the feature across many
prompts, and a single-prompt approach that per-
turbs targeted tokens in a single prompt and ver-
ifies that the activation changes accordingly. We
then trace each important feature backward through
earlier layers via the learned adjacency Ai−1,i and
label its parents with the same procedures, yielding
tree-shaped circuit paths across transformer blocks.
Full procedure, worked examples (e.g., feature

3The observations below characterize this model and SAE
dictionary, and we do not claim that they transfer unchanged
to larger or more modern architectures.

z12,20726 for “-self,” z12,776 for “thirst/hunger”),
and per-feature tables are deferred to Tables 5, 6, 7,
and 8 in the same section of Appendix.

Figure 3 presents such a tree-shaped circuit, con-
sisting of sparse features with human-interpretable
meanings across 5 layers. More examples are pro-
vided in Appendix D.4. From the circuits in Fig-
ure 3, we make the following observations:

Persistence. Certain semantic concepts persist
along circuit paths across multiple layers, particu-
larly in the later layers. For example, the concept
of “-self” is present in the 20726th feature of layer
12, the 6368th feature of layer 11, the 2985th fea-
ture of layer 10, the 9592th feature of layer 9, and
the 15186th feature of layer 8. We highlight circuit
paths that capture persistence relations between
consecutive layer features in black.

Merging and Dropping. We also observe that
sparse features in later layers can merge seman-
tic concepts from multiple parent features in the
preceding layer, or disregard (i.e., drop) certain
concepts contributed by those parent features. For
instance, the 10609th feature of layer 9 merges con-
cepts from both the 15186th and 27170th features
of layer 8. In contrast, the 6368th feature of layer 11
retains only the concept “himself” and disregards
all other forms of “-self” from the 2985th feature
of layer 10. We highlight circuit paths representing
propagation in blue and decomposition in orange.

Cause-Effect and Spurious Correlations. Our
circuits can capture causal relations between fea-
tures that encode cause–effect semantic concepts.
For example, the 22314th feature of layer 9 rep-
resents the concept of “hunger/thirst,” which can
be considered a cause of the action “ate/eat,” en-
coded in the 5574th feature of layer 10. However,
our assumption that causal orientations align with
the computation order results in some circuit paths
appearing anti-causal. From a human perspective,
one typically feels hungry before taking actions
such as “eat food/meals/gourmet,” yet our circuit
includes a path from the 1988th feature of layer
8 to the 22314th feature of layer 9, which implies
the reverse. Moreover, our circuits also capture
spurious correlations. For example, the 20726th

feature of layer 12, which represents “-self,” is spu-
riously correlated with the “hunger/thirst” concept
encoded in the 29041th feature of layer 11. Such
correlations are likely introduced by biases in the
training data, such as the frequent co-occurrence
of these two semantic concepts within the same
sentence. By analyzing these circuit paths, we can
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Figure 3: The learned circuits over SAE features on GPT-2 small model. Different colors represent different types of
edges in the computation graph. The figure illustrates one example of a valid circuit path traced through the learned adjacency
matrices: starting from four interpretable final-layer features (z12,20726, z12,776, z12,19322, z12,3092 labeled “-self,” “hunger/thirst,”
“tired/weary,” and “ending punctuation”), we recurse backward through Ai−1,i to surface their most influential parents at each
preceding layer. We do not impose a fixed cap on the number of features per layer or a global coefficient threshold; rather, the
figure shows a representative traversal whose roots and parents are chosen for human-interpretable illustration, and an additional
traversal starting from a different root is reported in Appendix D.4.

infer the nature of dataset biases and potentially
mitigate them through targeted model editing. We
next show how such insights from a learned circuit
can be leveraged to improve downstream domain
generalization in Section 4.2.2.

Faithfulness and Completeness. We evaluate
the learned SAE-feature circuits on CoLA using
the faithfulness and completeness metrics of Marks
et al. (2025). As Figure 4 shows, our circuits
match the intervention-based SHIFT baseline un-
der standard node ablation, while requiring no per-
edge interventions. Because our sparse-regression
framework learns explicit edge coefficients, we ad-
ditionally introduce edge ablation, a capability that
SHIFT does not support, and confirm that a small
subset of essential edges (together with their con-
nected SAE features) governs the model’s predic-
tion behavior. Full methodology and per-quartile
results are in Appendix D.5.

4.2.2 Downstream Domain Generalization: A
Utility Demonstration

We treat this section as a utility demonstration of
the insights from our learned circuits, not as a multi-
layer circuit learning experiment. Our central claim
remains efficiency improvements and any accuracy
advantage is interpreted as a side benefit of operat-
ing on disentangled SAE features, not as a contri-

Figure 4: Faithfulness and completeness scores for the
learned circuits on the CoLA training set, under node
ablation (top) and edge ablation (bottom). Ideal faithful-
ness is 1, ideal completeness is 0.

bution per se.
Setup. We evaluate on the Bias-in-Bios dataset

(BiB) (De-Arteaga et al., 2019) on Pythia-70M (Bi-
derman et al., 2023), Gemma-2-2B and Gemma-
2-9B (Team et al., 2024), using the pre-trained
SAEs from Marks et al. (2025) for Pythia-70M
and Lieberum et al. (2024) for Gemma-2-2B and
Gemma-2-9B. The task is to predict profession
from a biography under a gender-spurious training
set and evaluate on a balanced test set in which
profession and gender are independent. We com-
pare against the following baselines. ORIGINAL is
a predictor trained directly on the gender-spurious
set, and ORACLE is a predictor trained on the bal-
anced set, included as a non-comparable upper
bound. CBP (concept bottleneck probing) (Yan
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Table 1: Runtime and numbers of selected features for SHIFT versus our CircuitLasso method. The runtime does
not include manual interpretation time.

Method Pythia-70M Gemma-2-2b Gemma-2-9b
# of features Runtime (s) ↓ # of features Runtime (s) ↓ # of features Runtime (s) ↓

SHIFT
49

257.6
65

371.2
71

908.4
SHIFT-retrain 356.3 476.8 1056.0

CircuitLasso
41

36.5
55

47.2
59

107.4
CircuitLasso-retrain 61.9 (17.37%↑) 72.5 (15.20%↑) 125.2 (11.98% ↑)

Table 2: Prediction accuracy (%) on the Bias-in-Bios dataset across three LLMs and debiasing methods. For
Prof. (profession-prediction accuracy on the balanced test set) and Worst (accuracy on the worst-performing
demographic subgroup), higher is better. For Gender (how predictable gender is from the predictor’s representation),
values close to 50% are better, indicating that the predictor does not rely on the spurious gender signal; values much
above 50% indicate residual gender leakage, while values much below 50% indicate over-correction. ORACLE is
trained on the balanced set and shown as a non-comparable upper bound; bold marks the best non-ORACLE entry
per column.

Method Pythia-70M Gemma-2-2B Gemma-2-9B

Profession (↑) Gender Worst group(↑) Profession(↑) Gender Worst group(↑) Profession(↑) Gender Worst group(↑)

ORIGINAL 61.9 87.4 24.4 69.6 79.5 4.1 70.8 78.2 23.4
CBP 83.3 60.1 67.7 90.1 50.2 86.8 94.7 50.0 91.5
ORACLE 93.0 49.4 91.4 95.1 50.2 91.7 95.7 50.0 90.5
LINEAR PROBING 84.0 58.0 70.0 90.5 51.5 87.5 95.0 50.5 91.0
SHIFT 88.5 54.0 76.0 72.8 51.6 43.7 77.1 52.8 67.9
SHIFT-retrain 93.1 52.0 89.0 94.2 52.4 92.4 96.0 51.3 90.3

CircuitLasso 90.5 50.1 75.8 77.5 50.7 50.5 81.5 50.3 69.8
CircuitLasso-retrain 94.2 50.6 88.7 95.1 52.8 92.9 96.9 50.5 91.5

et al., 2023) is a supervised feature-filtering ap-
proach that routes the prediction through a bot-
tleneck layer. SHIFT (Marks et al., 2025) is the
intervention-based counterpart to our method: it
identifies causally relevant SAE features by activa-
tion patching and ablates the spurious ones. LIN-
EAR PROBING (Gurnee et al., 2023) is k-sparse
probing on SAE features. Throughout, the “-retrain”
suffix (as in SHIFT-retrain and CircuitLasso-
retrain) denotes retraining the downstream linear
classifier on the ablated features; it does not alter
the circuit-discovery step itself.

Method. We rank SAE features at a single
layer by |Âi,y|, manually identify gender-correlated
features, zero them, and feed the result either di-
rectly into the trained classifier (CircuitLasso) or
into a freshly retrained classifier (CircuitLasso-
retrain). Full setup, gender-leakage, and worst-
group columns are in Appendix D.6.

Results. The central efficiency claim is in
Table 1: CircuitLasso matches the strongest
baseline at substantially lower cost, with the gap
widening as model size grows. Table 2 then re-
ports profession accuracy across the three LLMs.
CircuitLasso and CircuitLasso-retrain achieve

performance comparable to, and in some cases
slightly better than, the strongest non-ORACLE

baseline; we attribute the small accuracy advan-
tage to finer-grained manipulation of disentangled
SAE features rather than to a circuit learning effect.

5 Conclusion and Discussion

In this work, we presented a new circuit learn-
ing method, CircuitLasso, based on Lasso re-
gression. Our work offers a novel and effective
solution to the challenges of polysemanticity and
high dimensionality in LLM circuit learning. By
replacing computationally intensive intervention-
based approaches with a sparse-linear-regression-
based method, CircuitLasso achieves efficiency
at parity of accuracy, enabling scaling to high-
dimensional SAE feature spaces. Empirical studies
show that the circuits discovered on SAE features
are interpretable and useful for downstream tasks.
Our method’s ability to handle high-dimensional
data, its reliance on observational data alone, and
the sparsity of its learned circuits represent signifi-
cant advantages over existing baselines.
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Limitations

This work has limitations that we hope future re-
search can address. First, our linear structural-
equation formulation is a deliberate first-order sur-
rogate; while it recovers the topological skeleton
accurately and efficiently, edge weights should not
be over-interpreted as exact causal effects of the
underlying nonlinear computation. Second, the
acyclicity constraint we use is supplied by the
LLM’s feed-forward computation order, a faith-
ful constraint for transformer architectures but one
that does not consider within-layer feedback, which
may be relevant for nuanced architectures. Third,
the residual stream and SAE reconstruction error
mean that causal sufficiency only holds approxi-
mately. Fourth, our qualitative feature-level cir-
cuit analysis is conducted on GPT-2 small and its
SAE dictionary. The labelling procedure is not
model-specific and is also applied to Pythia-70M
and Gemma-2 in Section 4.2.2, but a full traced cir-
cuit on a modern model family is left to future work.
The propagation patterns reported in Section 4.2.1
should therefore be read as characterising GPT-2
small; whether they hold where SAE features are
more entangled remains open.
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A Theoretical Proofs

A.1 Proof of Proposition 3.1
Proof. The block upper-triangular structure of A
decouples Eq. (3) into L independent multi-output
Lasso subproblems, one per output neural activa-
tions. Specifically, the ℓ-th subproblem predicts
the d-dimensional ℓ-th neuron activations from the
pℓ = (ℓ− 1) d coordinates of all preceding (earlier-
indexed) layer blocks; in particular p1 = 0, since
the first layer has no preceding blocks.

Per-iteration cost. Let hℓ ∈ Rd×M denote the
ℓ-th neuron activation block and h<ℓ ∈ Rpℓ×M de-
note the stacked activations of all preceding blocks.
Each FISTA iteration on the ℓ-th subproblem eval-
uates the gradient of the quadratic data-fit term,
dominated by the matrix product h<ℓ h

⊤
<ℓAℓ with

Aℓ ∈ Rpℓ×d, at cost O(pℓ dM). The subsequent
soft-thresholding (proximal) step is O(pℓ d) and is
dominated. Summing across the L subproblems,

L∑

ℓ=1

pℓ d = d2
L∑

ℓ=1

(ℓ− 1) =
d2 L(L− 1)

2
,

so a single outer iteration across all L subproblems

costs O
(
M L(L− 1) d2

2

)
.

Iteration complexity. The objective of each
subproblem is the sum of a smooth quadratic
with Lipschitz-continuous gradient (with constant
L
(ℓ)
f = λmax

(
h<ℓ h

⊤
<ℓ

)
) and a non-smooth ℓ1 regu-

larizer. FISTA on this composite objective satisfies
the accelerated rate (Beck and Teboulle, 2009)

F (A
(k)
ℓ )− F (Âℓ) ≤

2L
(ℓ)
f ∥A(0)

ℓ − Âℓ∥2F
(k + 1)2

,

matching the optimal rate of Nesterov’s acceler-
ated gradient method on smooth convex problems.
Reaching ϵ-suboptimality therefore requires only
O(1/

√
ϵ) outer iterations.

Combining the per-iteration and iteration-
complexity bounds gives the total cost

O
(
M L(L− 1) d2

2
√
ϵ

)
.

A.2 Proof for Proposition 3.2
Proof. Let d be the model hidden dimension,
ntoken the sequence length, h the number of at-
tention heads (so the head dimension is k =
d/h), and f the feedforward expansion fac-
tor. Per transformer block, the dominant FLOP
costs come from the Q/K/V projections (≈
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6ntoken d
2), the QK⊤ products across all heads

(≈ 2n2
token d), the attention-weighted V across

heads (≈ 2n2
token d), the output projection (≈

2ntoken d
2), and the two-layer feed-forward net-

work of widths d → fd → d (≈ 4f ntoken d
2).

Summing, one forward pass per block costs
O
(
ntoken d

2(8 + 4f) + 4n2
token d

)
. A backward

pass costs approximately twice the corresponding
forward pass, O

(
ntoken d

2(16 + 8f) + 8n2
token d

)
.

Shared activation-collection cost. Both
CircuitLasso and EAP-ig must perform one
forward pass per observation in order to ob-
tain the per-location activations on which their
respective methods operate. For M obser-
vations across S blocks, this shared cost
is O

(
4MS ntoken d

2(2 + f) + 4MS n2
token d

)
, and

we subtract it from both sides of the comparison
below.

EAP-ig additional cost. Beyond activation
collection, EAP-ig requires one further forward
pass and one backward pass per observation in
order to compute the attribution-patching gradients.
Across S blocks and M observations this is
O
(
12MS ntoken d

2(2 + f) + 12MS n2
token d

)
.

The subsequent linear attribution-patching step
over L component locations contributes an
additional O(MLd), which is dominated by the
forward/backward terms. EAP-ig’s total additional
cost is therefore

O
(
12MS ntoken d

2(2 + f) + 12MS n2
token d+MLd

)
.

CircuitLasso additional cost. Beyond activa-
tion collection, CircuitLasso runs FISTA on the
block upper-triangular Lasso problem of Eq. (3),

with total cost O
(
ML(L− 1) d2

2
√
ϵ

)
by Proposi-

tion 3.1.
Efficiency conditions. For CircuitLasso to

have strictly lower additional cost than EAP-ig,
the dominant EAP-ig term must exceed the FISTA
cost. We consider the two regimes.

• Case 1: d ≫ ntoken. The dominant EAP-ig
term is 12MS ntoken d

2(2+f). Requiring this
to exceed the FISTA cost gives

12MS ntoken d
2(2 + f) >

ML(L− 1) d2

2
√
ϵ

=⇒ ntoken >
L(L− 1)

24S(2 + f)
√
ϵ
.

• Case 2: ntoken ≫ d. The dominant EAP-
ig term is 12MS n2

token d. Requiring this to

exceed the FISTA cost gives

12MS n2
token d >

ML(L− 1) d2

2
√
ϵ

=⇒ n2
token >

L(L− 1) d

24S
√
ϵ

,

=⇒ ntoken >

√
L (L− 1) d

24S
√
ϵ

.

Combining the two regimes gives the stated con-
ditions.

B Discussion of Assumptions

Treating Eq. (1) as a strict linear structural equa-
tion model (SEM) would, following the continu-
ous causal discovery literature (Peters et al., 2014;
Zheng et al., 2018; Park, 2020), require causal suffi-
ciency, a noise model that is either non-Gaussian or
Gaussian with equal variance, and a correctly speci-
fied linear functional form. All three of these are at
best approximations in transformer LLMs, and we
explicitly do not appeal to identifiability theorems
that depend on them. Instead, we use Eq. (1) as
a sparse regression surrogate whose purpose is to
recover the dependency skeleton over the modeled
components, which features influence which others,
at a fraction of the cost of intervention-based circuit
discovery. We outline below how each assumption
is violated in our setting and why the skeleton-level
conclusions of our method are nonetheless mean-
ingful.

On Causal Sufficiency. The residual stream of
a transformer carries every preceding layer’s con-
tribution forward in parallel with the attention and
MLP outputs we explicitly model, and the SAE re-
construction error introduces additional latent vari-
ation that is not captured by the recovered sparse
features. Causal sufficiency therefore holds only
approximately: activations at one location are not
generated solely from the parents we include in
A. We do not claim to recover a complete causal
graph of the LLM. Rather, the dependency skeleton
estimated by Eq. (2) is a sparse summary of the
linear-projection structure among the modeled com-
ponents, with unmodeled contributions absorbed
into the residual term. The ℓ1 penalty filters out
weak dependencies regardless of whether they orig-
inate from omitted parents or from genuine but
small effects, so the recovered skeleton remains
a useful and conservative map of the components
included in the model.
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On the Noise Model. LLM activations are deter-
ministic functions of the input prompt: the same
prompt, evaluated twice, produces identical activa-
tions. The residual ε in Eq. (1) is therefore best
understood as linearization error, the deviation
between the LLM’s true nonlinear computation
at each modeled component and the best linear
projection of that component onto its predeces-
sors over the observed prompts, rather than ex-
ogenous stochastic noise. In particular, we do not
assume that ε is independent of the parents, and we
do not invoke noise distribution conditions (non-
Gaussianity, equal variance) that the deterministic
generative process would not satisfy in any case.
The linear regression in Eq. (2) is justified as a
projection of the activation matrix onto the sparse
linear hypothesis class, not as inference of an un-
derlying stochastic SEM.

Linearity vs. Nonlinearity. The transformer’s
true computational graph is globally nonlinear: at-
tention, LayerNorm, and the activation functions
inside MLP and SAE encoders all but guarantee
that exact functional relationships between layer
activations are not linear. We adopt the linear for-
mulation as a deliberate first-order surrogate. Two
observations justify its use for skeleton recovery.
First, where a true nonzero dependency exists in
the nonlinear computation, the corresponding lin-
ear regression coefficient is generically nonzero,
Lasso under moderate model misspecification pre-
serves support recovery up to constants, and edge
presence (not exact edge weight) is what we use
downstream. Second, we introduce the nonlinear
(kernel/MLP) extension of CircuitLasso: The lin-
ear formulation can be naturally extended to model
nonlinear dependencies by representing the rela-
tionships between a variable and its parents through
kernel functions or multi-layer perceptrons. The re-
covered topological skeleton is essentially the same
as in the linear case, at substantially higher com-
putational cost. We therefore treat the linear sur-
rogate as the operational definition of the method.
One can always employ the nonlinear formulation
when finer-grained edge attribution is needed. Edge
weights in Â should not be interpreted as exact
causal effects of the underlying nonlinear computa-
tion; their role is to rank dependencies for selection,
not to quantify them.

On Acyclicity. The block upper-triangular mask
introduced in Section 3.2 is the one structural
constraint we impose, and it exploits the known,

human-engineered computation order of the LLM
rather than anything estimated from data. It aligns
with the feed-forward nature of the network: ac-
tivations in later layers are computed after, and
depend on, those in earlier layers, so preserving
that order requires no explicit acyclicity penalty.
Supplying the ordering architecturally rather than
learning it is what makes the recovered structure
well-posed, and it is reflected in the empirical re-
sults of Figure 2. Reisach et al. (2021) showed that
continuous formulation of causal discovery meth-
ods, such as NOTEARS (Zheng et al., 2018), can
succeed on synthetic benchmarks for the wrong
reason, by exploiting marginal variances to recover
the topological ordering, and that simply sorting
variables by variance often matches their structural
recovery. This critique does not apply to our set-
ting because the topological ordering is supplied
externally, by the LLM’s feed-forward computa-
tion order, rather than learned from the data. Con-
cretely, our acyclicity constraint is implemented as
a fixed block triangular mask on A that respects
the architectural layer order and the within-layer
attention-then-MLP order; the optimizer never has
access to a degree of freedom that could be co-
opted by variance-based reordering. The Lasso
step in Eq. (3) only selects which entries within the
legal triangular pattern are nonzero. We therefore
inherit none of the NOTEARS pathologies that the
Reisach critique targets, and the acyclicity of the
recovered circuit is a property of the architecture,
not of an identifiability argument.

C Experiment Details

C.1 CircuitLasso Optimization with FISTA

All instances of the CircuitLasso optimization in
Eqs. (3), (5), and (6) decompose into multi-output
Lasso subproblems of the form minA

1
2∥X −

A⊤X∥2F + λ∥A∥1. We solve each subproblem
with FISTA (Beck and Teboulle, 2009) with back-
tracking line search, warm-started across both the
neuron activations dimension and the regulariza-
tion path. Predictor columns are standardized to
unit ℓ2 norm before solving, and coefficients are
rescaled afterward. We terminate when the relative
objective decrease falls below 10−6. Our solver
is implemented in PyTorch on a single NVIDIA
A100 GPU.
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C.2 CircuitLasso on Neurons

We begin by collecting activations from the model
neurons. To ensure fairness, we use the same set
of input prompts as the baselines. For example, in
each case, EAP and EAP-ig employ two sets of
data inputs: a clean run with M input prompts,
each with ntoken tokens, i.e., an M × ntoken ar-
ray of tokens Tclean, and a corrupted run of the
same dimensionality, an M ×ntoken array Tcorrupted.
Our approach combines these two runs into a sin-
gle dataset, an array T = (Tclean,Tcorrupted) of
2M × ntoken tokens, which is then used to gen-
erate neuron activations at various locations in the
LLM. Given T and a pre-trained model, we ob-
tain neuron activations at a location i with shape
d×2M×ntoken and average over tokens to produce
activations Hi ∈ Rd×2M . Repeating this process
across all L locations and sorting them according
to the computation order yields H̃ ∈ RLd×2M .
Substituting H̃ , the collected data matrix with
N = Ld dimensions and 2M observations into
Eq. (3), we aim to learn a weighted adjacency ma-
trix A ∈ RN×N that encodes the causal relations
between neuron locations. Finally, we infer the
causal circuit.

C.3 Per-Case Results on INTERPBENCH

Table 3 reports the per-case mean and standard de-
viation of SHD over the three trials summarized
in Section 4.1. Because INTERPBENCH uses fixed
synthetic transformers with known ground-truth cir-
cuits, variation between trials arises only from ran-
dom seed and prompt sampling, and the run-to-run
standard deviation is correspondingly small (0.00
for all three methods on 11 of the 16 cases). The
reported means therefore support a reliable descrip-
tive comparison: CircuitLasso-linear matches
EAP-ig exactly, in both mean and standard devia-
tion, on 11 of the 16 cases, and differs by at most 1
SHD on the remaining 5, supporting the “efficiency
at parity of accuracy” framing as a descriptive com-
parability claim rather than a claim of statistical
equivalence.

Table 4 decomposes SHD into false positives
(spurious edges) and false negatives (missed edges).
False negatives dominate the total error for all
three methods, accounting for approximately 81%
of CircuitLasso-linear’s total errors, 75% of
EAP-ig’s, and 72% of EAP’s, meaning that all
three methods primarily fail by missing ground-
truth edges rather than by adding spurious ones.

CircuitLasso-linear has the lowest per-case false-
positive rate overall (0.44, versus 0.54 for EAP-
ig and 0.85 for EAP), consistent with its ℓ1 spar-
sity constraint, which discourages spurious edges
even in cases where intervention-based baselines
occasionally add them; adding spurious edges is
generally more problematic in practice than miss-
ing edges. The trade-off is a slightly higher false-
negative rate than EAP-ig (1.90 versus 1.65 per
case): CircuitLasso-linear misses one or more
edges in a few cases (Cases 19, 29, and 35) where
EAP-ig recovers them.

C.4 CircuitLasso on Sparse Autoencoder
Features

We extract GPT-2 small’s neuron activations on
the M training sentences. We select the final out-
puts from each transformer block (layer) as our
locations of interest. Given a prompt with ntoken
tokens, we obtain transformer outputs at the ith

layer with shape d× ntoken and the corresponding
sparse autoencoder features with shape D × ntoken.
We then collect sparse autoencoder features for
all M prompts and average across tokens to pro-
duce sparse feature activations Zi ∈ RD×M . Re-
peating this across all L layers yields our dataset
{Z1,Z2, . . . ,ZL}. In our setting, L = 12, d =
768, D = 32,768, and M = 8,551. For the CoLA
task, the prediction target y indicates whether a
sentence is linguistically acceptable. Substituting
{Zi}Li=1 and y into Eq. (5) and Eq. (6), we learn
weighted adjacency matrices between consecutive
layers, {Ai,i+1}L−1

i=1 , and the weighted adjacency
matrix between the final layer sparse autoencoder
features zL and the prediction target y, i.e., AL,y.

We expand on the procedure summarised in Sec-
tion 4.2.1.

Identifying essential features. Starting with
the final-layer adjacency AL,y, we select features
in zL ∈ RD that are important for predicting y.
The measure of importance can be either the abso-
lute coefficients |AL,y|, or, when prompt-specific
analysis is desired, the Hadamard product s =
|AL,y| ⊙ |zL| ∈ RD between the absolute coeffi-
cients and the absolute activations of zL for the
chosen prompt.

Multi-prompt approach. Given an important
feature zL,k, we collect multiple prompts together
with the tokens that strongly activate the feature,
then infer the encoded semantic concept by inspect-
ing the collected tokens. For example, words end-
ing in “-self” consistently activate z12,20726, sug-
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Case |E| EAP EAP-ig CircuitLasso-linear CircuitLasso-nonlinear

3 4 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

4 8 4.00±1.41 2.00±0.00 2.33±0.47 2.00±0.00

8 2 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

11 3 2.33±0.94 1.00±0.00 1.00±0.00 1.00±0.00

13 3 5.00±0.00 5.00±0.00 5.00±0.00 4.00±0.82

18 6 5.00±0.00 3.00±0.82 3.00±0.00 3.00±0.00

19 3 5.00±0.00 3.00±0.00 3.33±0.47 3.00±0.00

20 2 2.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

21 8 13.00±0.82 11.00±0.00 11.00±0.00 10.00±0.00

26 2 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

29 2 2.00±0.00 1.00±0.00 2.00±0.00 1.00±0.00

33 2 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

34 2 2.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

35 2 3.00±0.00 1.00±0.00 2.00±0.00 1.00±0.00

36 2 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

37 2 1.00±0.00 1.00±0.00 1.00±0.00 1.00±0.00

Table 3: Per-case SHD (mean ± standard deviation over three trials) on the 16 main INTERPBENCH synthetic cases.
|E| is the number of ground-truth edges. Lower is better.

EAP EAP-ig CircuitLasso-linear

Case |E| FP FN Prec. Rec. FP FN Prec. Rec. FP FN Prec. Rec.

3 4 0.00 1.00 1.000 0.750 0.00 1.00 1.000 0.750 0.00 1.00 1.000 0.750
4 8 1.33 2.67 0.794 0.667 0.00 2.00 1.000 0.750 0.00 2.33 1.000 0.708
8 2 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
11 3 0.67 1.67 0.667 0.444 0.00 1.00 1.000 0.667 0.00 1.00 1.000 0.667
13 3 2.00 3.00 0.000 0.000 2.00 3.00 0.000 0.000 2.00 3.00 0.000 0.000
18 6 1.00 4.00 0.667 0.333 0.67 2.33 0.850 0.611 0.00 3.00 1.000 0.500
19 3 2.00 3.00 0.000 0.000 1.00 2.00 0.500 0.333 0.00 3.00 0.000 0.000
20 2 0.00 2.00 0.000 0.000 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
21 8 5.67 7.33 0.103 0.083 5.00 6.00 0.286 0.250 5.00 6.00 0.286 0.250
26 2 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
29 2 0.00 2.00 0.000 0.000 0.00 1.00 1.000 0.500 0.00 2.00 0.000 0.000
33 2 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
34 2 0.00 2.00 0.000 0.000 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
35 2 1.00 2.00 0.000 0.000 0.00 1.00 1.000 0.500 0.00 2.00 0.000 0.000
36 2 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500
37 2 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500 0.00 1.00 1.000 0.500

Overall 0.85 2.23 0.514 0.299 0.54 1.65 0.852 0.491 0.44 1.90 0.705 0.398

Table 4: Per-case error breakdown on the 16 main INTERPBENCH synthetic cases, averaged over three trials. FP and
FN are the per-case counts of spurious and missed edges; |E| is the number of ground-truth edges. False negatives
dominate the total error for all three methods, and CircuitLasso-linear has the lowest false-positive rate.
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gesting that this feature captures the presence of
such words. Tables 5, 6, and 7 provide additional
examples.

Single-prompt approach. To validate the plau-
sibility of the inferred semantic concept, we choose
a single prompt, systematically perturb one or more
tokens consistent with that concept, and observe the
change in zL,k. If the perturbation deactivates the
feature, the concept is considered reasonable. For
example, in the prompt “He said that himself was
hungry,” the word “himself” (the fifth token) acti-
vates z12,20726 to 1.3509; replacing it with “him,”
“he,” or other alternatives that lack the “-self” suf-
fix drops the activation to 0. Table 8 provides an
additional example.

Backward tracing across layers. Applying
the above to the final layer yields semantic labels
for the most important features (z12,20726 for “-
self,” z12,3092 for “ending punctuation,” z12,776 for
“thirst/hunger,” z12,19322 for “tired/weary,” etc.).
For each important final-layer feature zL,k, we
trace its most influential parents in layer L−1 using
the learned adjacency AL−1,L; as in the final layer,
we may instead use the prompt-specific importance
s = |∂zL,k/∂zL−1| ⊙ |zL−1| ∈ RD. The top par-
ents (e.g. z11,6368, z11,29778, z11,29041, z11,21518)
are then labelled by the same multi- and single-
prompt procedures. Repeating this across consec-
utive layer pairs yields tree-shaped circuit paths
spanning the transformer blocks.

C.5 CircuitLasso for Domain Generalization
We select SAE features from a specific location
of a pre-trained LLM, such as the transformer out-
put at layer 22 in Gemma-2-2B. For each prompt,
we average the D-dimensional SAE features at
this location over tokens and collect them across
all M prompts in the training data, producing
Zs ∈ RD×M . Substituting Zs and the target
observations y = (y1, y2, · · · , yM ) ∈ RM into
Eq. (6), we estimate the weighted adjacency matrix
As,y ∈ RD and identify important features with
large absolute coefficients. This process is equiv-
alent to training a sparse linear classifier on the
SAE features, which we later exploit for profes-
sion prediction. From As,y, we further interpret the
semantics of the important features using our pro-
posed multi-prompt and single-prompt approaches
(Section 4.2.1) and manually identify spurious fea-
tures associated with gender. Unlike the SHIFT

method of Marks et al. (2025), which decodes SAE
features into neuron activations after ablation, we

ablate spurious features by setting their values to
zero and directly feed the resulting SAE feature
values into our trained linear classifier. In addition,
similar to SHIFT, we also investigate retraining the
linear classifier on the ablated SAE features.

D Interpretability on Sparse Features
Circuits

D.1 Preliminary of Sparse Autoencoders

Huben et al. (2024) uses a ReLU activation with L1

sparsity regularization. Subsequent work explores
alternative activation functions σ(·) to extract de-
sired SAE features. Rajamanoharan et al. (2024)
introduces a threshold to determine the minimum
pre-activation for feature activation, while Gao et al.
(2025) and Bussmann et al. (2024) enforce sparsity
by selecting the top K features. Dunefsky et al.
(2024) proposes Transcoders, which are similar to
SAEs, but focusing on training interpretable ap-
proximations of MLPs. In this work, we employ
the following pre-trained LLMs and SAEs:

• The open-source GPT-2 small SAEs (Gao
et al., 2025) for all sublayers of the open-
weights GPT-2 small model (Radford et al.,
2019). These SAEs use a ReLU-linear en-
coder with D = 32768 and L1 sparsity regu-
larization.

• The open-source Pythia-70M SAEs (Marks
et al., 2025) for all sublayers of the open-
weight Pythia-70M (Biderman et al., 2023).
These SAEs use a ReLU-linear encoder with
D = 64× d and L1 sparsity regularization.

• The open-source Gemma Scope
SAEs (Lieberum et al., 2024) for all
sublayers of the open-weights Gemma-2-2B,
Gemma-2-9B models (Team et al., 2024).
These SAEs use the JumpReLU linear
encoder and set D = 8× d.

D.2 Ablation Study of Sparsity Constraint

Table 9 presents an ablation study on the sparsity
coefficient λ for circuit discovery between the last
layer sparse features and prediction target. When
λ = 0, the model achieves the highest training ac-
curacy (99.36%) but suffers severe overfitting, as
reflected in a large performance drop on the test set
(71.10%). Introducing a small sparsity constraint
(λ = 10−5) improves test accuracy to 72.77%, the
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Prompts Values of z12,20726 Per-token values

Kiss himself. 0.3051 (0, 0, 0, 1.5254, 0)
This movie just watches itself. 0.1861 (0, 0, 0, 0, 0, 1.3027, 0)
This window just opens itself. 0.1759 (0, 0, 0, 0, 0, 1.2311, 0)
This list includes my name on itself. 0.1697 (0, 0, 0, 0, 0, 0, 0, 1.5277, 0)
This silver polishes itself. 0.1692 (0, 0, 0, 0, 0, 1.1844, 0)
He said that himself was hungry. 0.1689 (0, 0, 0, 0, 1.3509, 0, 0, 0)
Every picture of itself arrived. 0.1665 (0, 0, 0, 0, 1.1652, 0, 0)
Bill understands Mary and himself. 0.1638 (0, 0, 0, 0, 0, 1.1467, 0)
Myself saw me. 0.1602 (0, 0, 0.8009, 0, 0)

Table 5: Multi-prompt approach for identifying semantic concepts for sparse feature z12,20726.

Prompts Per-token values of z12,776

Hunger fainted Sharon. (0, 0.9980, 3.3986, 0, 0, 0, 0)
Many people were dying of thirst. (0, 0, 0, 0, 0, 0, 2.0910, 0)
One people was dying of thirst. (0, 0, 0, 0, 0, 0, 1.8140, 0)
John whined that he was hungry. (0, 0, 0, 0, 0, 0, 0, 0, 1.9004, 0)
Many soldiers have claimed bottled water satisfies thirst best. (0, 0, 0, 0, 0, 0, 0, 0, 1.9243, 0, 0)

Table 6: Multi-prompt approach for identifying semantic concepts for sparse feature z12,776.

Prompts Per-token values of z12,19322

The teacher became tired of the students. (0, 0, 0, 0, 2.7252, 1.0383, 0, 0, 0)
The president looked weary. (0, 0, 0, 0, 2.1888, 0)
Genie intoned that she was tired. (0, 0, 0, 0, 0, 0, 0, 0, 2.6658)
John placed him busy. (0, 0, 0, 0, 1.5510, 0)
Visiting relatives can be boring. (0, 0, 0, 0, 0, 0, 1.8287, 0)

Table 7: Multi-prompt approach for identifying semantic concepts for sparse feature z12,19322.

Prompts Per-token values of z12,3092

He said that himself was hungry. (0, 0, 0, 0, 0, 0, 0, 6.0688)
He said that himself was hungryyet (0, 0, 0, 0, 0, 0, 0, 0)
He said that himself was hungry, (0, 0, 0, 0, 0, 0, 0, 0)
He said that himself was hungry? (0, 0, 0, 0, 0, 0, 0, 3.4722)
He said that himself was hungry! (0, 0, 0, 0, 0, 0, 0, 3.7391)

Table 8: Single-prompt approach for identifying semantic concepts for sparse feature z12,3092.
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best among all settings, indicating enhanced gener-
alization. Larger values of λ further enforce spar-
sity but lead to higher training loss and a notable
decline in both training and test accuracy, suggest-
ing that excessive sparsity harms the model’s ca-
pacity to capture meaningful circuit structure. We
therefore select λ = 10−5 as the optimal setting,
as it achieves the best test accuracy and generaliza-
tion ability while preserving a sparse, interpretable
circuit structure.

λ
Training Set Test Set

Pred. Loss L1 Loss Pred. Acc. (%) Pred. Loss Pred. Acc. (%)

0 0.0612 - 99.36 0.9977 71.10
10−5 0.1741 9257.6 95.70 0.6684 72.77

5 × 10−5 0.3498 1898.7 85.44 0.5566 72.48
5 × 10−4 0.5535 45.3 72.14 0.5566 70.28
10−4 0.6143 0.5 70.44 0.6283 69.14

Table 9: Ablation study of sparsity constraint coefficient
λ for circuit discovery between last layer zL and predic-
tion target y.

D.3 Statistics of Learned Circuit Weighted
Adjacency Matrices

Figure 5 examines the coefficient distribution
|AL,y| under the best setting (λ = 10−5). We ob-
serve that most coefficient values are extremely
small, with 82.2% below 0.01, 83.3% below 0.10,
86% below 0.41, suggesting that only a small sub-
set of features contribute substantially to the predic-
tion. The top 5 essential features clearly dominate
the distribution, highlighting the effectiveness of
the sparsity constraint in filtering out irrelevant fea-
tures and isolating semantically interpretable ones.

Absolute CoefficientsIndices
12.313820726
10.89143908
10.69463261
10.58804628
10.48701168

Top 5 Sparse Features IndicesDistribution of Absolute Coefficients

≈ 82.2% < 0.01
≈ 83.3% < 0.10
≈ 86% < 0.41
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Figure 5: The distribution of |AL,y| and the selected top
5 essential features.

D.4 More Examples of Sparse Feature
Circuits

D.5 Faithfulness and Completeness

We expand on the summary in Section 4.2.1.
Setup. To more comprehensively evaluate

the quality of our learned SAE-feature circuits

on CoLA, we use the faithfulness and com-
pleteness metrics, following the standard proto-
col of Marks et al. (2025). Let the learned
circuit be C, and define the model output as
m = p(Y = grammatically correct) − p(Y =
grammatically wrong).

Node ablation (standard, comparable to
SHIFT). We first apply the standard feature-
ablation protocol of Marks et al. (2025) and com-
pare against the intervention-based circuit learn-
ing method SHIFT. To ensure fairness, we ex-
clude SAE reconstruction errors and attention/MLP
SAEs from the SHIFT setting. For CircuitLasso,
we focus only on SAE features within the learned
circuit and still ablate features in the original LLM.
The top two plots of Figure 4 show the node-
ablation results: our learned circuit achieves per-
formance comparable to SHIFT, consistent with the
finding of Marks et al. (2025) that relatively small
feature circuits can explain a substantial portion of
a model’s behavior.

Edge ablation (novel, not supported by
SHIFT). Because our sparse-regression framework
explicitly learns edge coefficients Âi,j , each rep-
resenting the direct influence of a parent SAE fea-
ture on a child node, we can ablate a specific edge
by setting its coefficient to zero, thereby remov-
ing that dependence within our linear surrogate
m̂ = Â⊤

L,yzL.4 The bottom two plots of Figure 4
report these results. The conclusions mirror those
of node ablation: a small subset of essential edges,
together with their corresponding SAE features,
governs the model’s prediction behavior.

D.6 Bias-in-Bios: Full Setup and Results

We expand on the summary in Section 4.2.2.
Data and task. The Bias-in-Bios dataset

(BiB) (De-Arteaga et al., 2019) consists of pro-
fessional biographies with the task of classifying
an individual’s profession. The dataset encodes a
spurious semantic concept, gender, based on which
two subsets are constructed: an ambiguous set,
where profession and gender are strongly correlated
(e.g., all professors are assumed to be male, while
nurses are assumed to be female), and a balanced
set, where profession and gender are independent
(equal numbers of male professors, male nurses,
female professors, and female nurses). The goal
is to produce a profession classifier that performs

4We do not apply edge ablation to SHIFT, which does not
provide edge-level correlations between SAE features and the
output.

41314



Layer 8

No. 3092

./!/?

No. 29070

./!

No. 4212

./!/?

No. 27814

himself

No. 11452
,/!/? & 

/endoftext/

No. 9297

./!/?

No. 2985  

-self  

No. 11753

./!/?

No. 3919

Said that

No. 10609

-self/-self be

No. 9592

-self

No. 19514

.\?\!

No. 10314

./!/?

No. 10272

Said

No. 27170
Be(was/was 

going to)

No. 19514

.\!

No. 12631

./!/?

No. 1988
Eat/meals/go

urmet

No. 31180

Said

No. 15186

-self

Layer 9

Layer 10

Layer 11

Layer 12

Persistence.
Merging
Dropping
Causal
Spurious

No. 8142

./!

Figure 6: The learned circuit over SAE features on GPT-2 small model. Starting with feature No. 3092 in layer 12.

accurately on the balanced set but is not biased
by the spurious gender signal in the ambiguous
set. While Marks et al. (2025) demonstrate their
approach on Pythia-70M and Gemma-2-2B, we
extend their evaluation to Gemma-2-9B.

Baselines. We compare against: (i) ORIGINAL,
a predictor trained directly on the ambiguous set;
(ii) ORACLE, a predictor trained on the balanced
set, included as a (non-comparable) upper bound;
(iii) CBP, concept bottleneck probing (Yan et al.,
2023); (iv) SHIFT, spurious human-interpretable
feature trimming (Marks et al., 2025); (v) SHIFT-
retrain, the variant in which the linear classifier is
retrained on the ablated features; and (vi) a linear
probing (Gurnee et al., 2023) trained directly on the
same SAE features with zero ablation to eliminate
the irrelevant features. For SHIFT, we use the SAE-
feature variant with manual inspection and exclude
the neuron-level and unsupervised variants due to
their consistently inferior performance reported in
the original paper.

CircuitLasso for domain generalization. We
select SAE features from a single layer of each
LLM (e.g., the transformer output at layer 22 of
Gemma-2-2B). For each prompt we average the
D-dimensional SAE features over tokens, produc-
ing Zs ∈ RD×M . Substituting Zs and the target
y ∈ RM into Eq. (6) estimates the weighted im-
portance vector Âs,y ∈ RD, which is equivalent to

training a sparse linear classifier on the SAE fea-
tures. We rank features by |Âs,y|, manually iden-
tify gender-correlated features via the multi-prompt
and single-prompt procedures, set their values to
zero, and feed the result either directly into the
trained classifier (CircuitLasso) or into a freshly
retrained linear classifier (CircuitLasso-retrain).

Full results. Table 2 reports profession ac-
curacy, gender leakage (closer to 50 is better),
and worst-group accuracy across the three LLMs.
CircuitLasso and CircuitLasso-retrain achieve
profession accuracies comparable to, and in some
cases slightly better than, SHIFT and SHIFT-retrain;
gender-leakage values stay near the 50% balanced
target; and worst-group accuracies match or exceed
the strongest non-ORACLE baseline. Efficiency re-
sults (Table 1) further underscore the strengths of
CircuitLasso: it requires fewer features and sub-
stantially less runtime than SHIFT, particularly for
large models.
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