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Abstract

We show that sequence-level distillation from
a capable long-context teacher model is a sim-
ple, annotation-free, and data-efficient strategy
for improving argument saliency coverage in
long legal opinion summarization, where small
LLMs often struggle to retain the most salient
argumentative content. Across student model
sizes, distillation consistently surpasses tun-
ing on expert-written summaries in our legal-
opinion setting. We further demonstrate that
most gains are achieved with as few as ∼10
training summaries, highlighting the strong
data efficiency of teacher-generated supervi-
sion. Finally, we find that summary distillation
is sufficient for improvements: reasoning-chain
distillation remains competitive with summary-
only distillation, but provides marginal benefit
when combined with summary supervision.

1 Introduction

Summarizing long legal opinions requires preserv-
ing salient argument roles that are sparse across
long inputs yet critical to include in the final sum-
mary (Xu et al., 2021; Elaraby and Litman, 2022).
Recent work shows that LLMs still struggle to pri-
oritize the same salient information as humans in
summarization tasks (Trienes et al., 2025), a chal-
lenge that becomes especially apparent in legal
opinion summarization, where important argumen-
tative content is dispersed across thousands of to-
kens (Elaraby and Litman, 2026). This problem is
further amplified in smaller models, which limits
the development of efficient and reliable summa-
rization systems for high-stakes legal settings.

While tuning models on expert-written sum-
maries is a plausible solution, obtaining domain-
expert annotations remains costly and difficult to
scale. Sequence-level distillation (Kim and Rush,
2016), which transfers generation behavior from
a stronger teacher through teacher-generated se-
quences, offers an annotation-free alternative. Re-
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Figure 1: Distillation strategies from proprietary (�)
and open-weight (�) teacher models to student models
of various sizes.

cent work has explored related forms of summariza-
tion distillation by training smaller models on LLM-
generated summaries (Liu et al., 2024; Zhu et al.,
2025) or prompted structured rationales (Jiang
et al., 2024; Wang et al., 2025). However, prior
work has largely focused on news-style bench-
marks, such as CNN/DailyMail (Hermann et al.,
2015) and XSum (Narayan et al., 2018), empha-
sizing faithfulness, fluency, or generic summary
quality rather than saliency coverage in long, high-
stakes domains. We therefore ask: To what ex-
tent can sequence-level distillation improve argu-
ment saliency coverage in long legal opinion sum-
marization? We empirically study this question
using small long-context LLMs (< 10B parame-
ters) from the Qwen3 family. Motivated by recent
advances in reasoning-capable LLMs, we exam-
ine whether native reasoning traces provide useful
supervision beyond teacher-generated summaries.
While intermediate reasoning supervision has been
shown to improve smaller models on reasoning-
intensive tasks (Guo et al., 2025), its value for long-
context summarization remains unclear.

We compare three supervision strategies (Fig-
ure 1): (1) summary-only, trained on teacher-
generated summaries; (2) reasoning-trace-only,
trained only on the teacher’s native reasoning trace;
and (3) reasoning-trace + summary, trained on
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both signals. We evaluate proprietary and open-
weight teachers, comparing distillation against
expert-summary tuning and structured inference-
time planning baselines. Finally, we vary the num-
ber of distillation examples to study data efficiency,
a question largely unexplored in prior summariza-
tion distillation work, which typically relies on
thousands of generated summaries.

Our findings are twofold. First, sequence-level
distillation is an effective annotation-free strategy
for improving argument saliency coverage in long
legal summarization: it consistently surpasses both
tuning on expert-written summaries and structured
inference-time planning baselines. Second, dis-
tillation is simple and data-efficient: most gains
emerge with as few as ∼ 10 training documents,
and teacher-generated summaries alone are suffi-
cient, with reasoning-trace supervision providing
only marginal additional benefit.

2 Related Work

Legal Opinion Summarization and Saliency
Coverage. While prior work on LLM-based legal
opinion summarization has identified faithfulness
as a persistent issue (Heddaya et al., 2025; Zhong
and Litman, 2025), recent work shows that cov-
erage gaps of salient argumentative content can
be even larger (Elaraby and Litman, 2026). Exist-
ing approaches to legal coverage rely on external
argument labeling (Elaraby and Litman, 2022) or
reranking pipelines (Elaraby et al., 2023); in news,
coverage is improved through structured planning
over entities (Adams et al., 2023) or events (Gantt
et al., 2024; Walden et al., 2025), which we adapt
as a baseline. Unlike the news domain, which of-
ten involves short-context, entity-focused settings,
we study sequence-level distillation for argument
saliency coverage in long legal opinions, where
salient content is sparse across thousands of to-
kens.
Distillation from LLMs for Summarization. Se-
quence distillation has long been used to transfer
generation behavior from larger models to smaller
ones (Kim and Rush, 2016). Recent work applies
this idea to summarization by training smaller mod-
els on LLM-generated summaries (Liu et al., 2024),
as well as using richer intermediate supervision
signals such as structured rationales (Jiang et al.,
2024; Wang et al., 2025). However, prior work has
largely focused on general-domain or news-style
benchmarks, emphasizing fluency, faithfulness, or

generic summary quality. Long legal opinions pose
a different challenge: salient argumentative content
is sparse and dispersed across thousands of input to-
kens, making content selection and omission errors
central to summary quality. We extend distillation
work to empirically study its effect in improving
argument saliency in small LLMs.

3 Distillation Setup

Given a prompt P and a legal opinion L, a teacher
model M generates a native reasoning trace τ
followed by a summary S, denoted (τ, S) ∼
M(P,L). We empirically study sequence distil-
lation under three supervision settings differing
only in the supervision sequence G. Student mod-
els m are trained using supervised fine-tuning
(SFT) (Ouyang et al., 2022):

LSFT = − 1

|G|

|G|∑︂

t=1

logPm(gt | g<t, P, L), (1)

where G denotes the supervised target sequence.
We use these settings to test whether the teacher’s
native reasoning trace provides supervision beyond
the final summary. In particular, while standard
rationale-distillation setups often supervise both
reasoning and the final answer, our reasoning-only
setting optimizes only over τ , masking the final
summary from the loss. This tests whether the
reasoning trace alone can transfer the teacher’s in-
termediate saliency-selection process, rather than
simply teaching the student to imitate summary
outputs. This yields three settings: (1) summary-
only distillation, G = S; (2) reasoning distillation,
G = τ ; and (3) reasoning + summary distillation,
G = τ ⊕ S.

4 Experimental Setup

4.1 Dataset
We use the Canadian Legal Information Institute
(CANLII) dataset, which contains long legal opin-
ions paired with expert annotations of argumen-
tative roles relevant for summarization (Xu et al.,
2021). Argument roles are annotated using the IRC
scheme (Xu et al., 2021), consisting of Issues (legal
questions raised in a case), Reasons (legal princi-
ples and justifications underlying decisions), and
Conclusions (final rulings resolving the issues).1

The full dataset contains approximately 28k legal
1Appendix A shows examples of argument roles.
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opinion–summary pairs. A subset of 1,049 CANLII
opinions is annotated at the sentence level with ar-
gumentative roles for both source documents and
summaries (Xu et al., 2021),2 enabling evaluation
of argument saliency coverage; we use these as our
test split. For training, we sample 1,000 unanno-
tated legal opinions that do not overlap with the
annotated test set, truncating inputs to 4,096 to-
kens. This is motivated by prior work showing
that supervised fine-tuning on shorter contexts can
generalize to longer-context settings (Gao et al.,
2025; Grattafiori et al., 2024). Training documents
average 2,990 words, compared to 4,382 words in
the test split.

4.2 Models

We use two teacher models representing com-
plementary settings: the proprietary GPT-5-mini
and the open-weight Qwen3-14B. Since proprietary
models do not expose reasoning traces, reasoning-
trace distillation is applied only with Qwen3-14B.
As student models, we use the Qwen3 family rang-
ing from 0.6B to 8B parameters, allowing con-
trolled comparison across model sizes under a
shared architecture. Qwen3 additionally supports
reasoning-enabled and reasoning-disabled infer-
ence3 using the same underlying weights, enabling
us to separate the effect of test-time reasoning from
distillation itself. For each of the 1,000 training
documents, teachers generate summaries of approx-
imately 250 words, matching the average expert
summary length in the test split (270 words), using
temperature 0.7 and nucleus sampling (p = 0.95).4

4.3 Baselines and Evaluation

We compare distillation against three baselines.
The zero-shot (B) baseline generates summaries
from each student in thinking and non-thinking
modes. The expert tuning (E) baseline fine-tunes
each student on expert-written summaries from
the same 1,000 documents, enabling direct com-
parison between teacher-generated and expert su-
pervision. Motivated by prior structured planning
work (Adams et al., 2023; Wang et al., 2025), the
Chain-of-Arguments (CoA) baseline disables na-
tive thinking and prompts the student to generate an
argument plan before the final summary,5 isolating
inference-time planning from fine-tuning.

2Data obtained under a license agreement with CANLII.
3via the /no_think prompt suffix.
4Training details and prompts are in Appendix B.
5Prompt in Appendix C.

Setup Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B

Teacher baseline

GPT-5-mini .742±.166
Qwen3-14B .738±.172

Baselines

B .408±.219 .522±.218 .631±.188 .658±.184
.514±.222 .530±.209 .635±.187 .654±.186

E .599±.176 .599±.176 .571±.206 .526±.235‡

.600±.175 .618±.210 .613±.197 .510±.229‡

CoA .578±.219 .624±.203 .679±.171 .698±.169

Distillation (GPT-5-mini Teacher)

S .553∗±.213 .652∗±.196 .712∗±.175 .741∗±.168
.554∗±.210 .658∗±.193 .714∗±.172 .735∗±.170

Distillation (Qwen3-14B Teacher)

S .621∗±.209 .717∗±.177 .744∗±.160 .781∗±.150
.628∗±.204 .723∗±.177 .741∗±.165 .784∗±.151

R .622∗±.200 .718∗±.175 .742∗±.163 .779∗±.154
.632∗±.200 .716∗±.179 .745∗±.165 .774∗±.161

SR .630∗±.210 .722∗±.177 .751∗±.162 .777∗±.154
.632∗±.199 .733∗±.169 .753∗±.161 .785∗±.154

Table 1: ARCscore (mean±std.). Italicized Teacher base-
line rows report each teacher’s standalone ARCscore on
the test set (a single value per teacher, spanning the
student columns), serving as a reference point for the
distilled students below. B=zero-shot; E=expert-tuning;
CoA=Chain-of-Arguments prompting; S=summary-
only; R=reasoning-only; SR=summary+reasoning.
Shaded rows use thinking inference. ∗/‡ denote sig-

nificantly above / below B using Mann–Whitney U test
(p < 0.05). Bold = best.

We evaluate argument saliency coverage us-
ing ARCscore (Elaraby and Litman, 2026), which
compares generated summaries S against the
set of expert-annotated argumentative roles A.
The metric computes the proportion of argu-
ments in A supported by S using an LLM-
based atomic verifier, and has been shown to
achieve the strongest correlation with expert cov-
erage judgments (Elaraby and Litman, 2026) on
the expert-annotated legal summaries of Elaraby
et al. (2024). Unlike decomposition-based metrics
such as FactScore (Min et al., 2023) or claim-
verification approaches such as MiniCheck (Tang
et al., 2024), ARCscore distinguishes between Miss-
ing Errors (ME), where salient arguments are omit-
ted, and Factual Errors (FE), where generated sum-
maries contradict one or more salient arguments,
enabling finer-grained analysis of whether gains
stem from improved coverage or factual consis-
tency. 6
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Setup Qwen3-0.6B Qwen3-1.7B Qwen3-4B Qwen3-8B
FE ME FE ME FE ME FE ME

Baselines

B 10.20 55.87 11.82 43.65 12.22 31.76 11.86 30.01
10.85 47.28 11.84 42.78 12.37 31.49 12.17 29.84

Distillation (GPT-5-mini Teacher)

S 14.40 36.31 13.77 28.33 12.15 22.48 10.87 21.12
14.22 36.71 13.96 27.20 11.91 22.40 10.89 20.56

Distillation (Qwen3-14B Teacher)

S 12.22 31.31 10.89 22.42 10.37 19.78 9.05 17.40
12.59 29.87 10.82 22.36 10.39 20.24 8.38 17.74

R 12.02 31.20 10.20 22.78 10.42 19.88 8.28 18.57
12.66 30.69 10.24 23.46 10.48 19.79 8.75 18.68

SR 12.23 30.31 11.06 22.36 9.72 19.71 8.31 17.75
12.55 30.67 10.21 22.33 9.59 19.56 8.23 17.53

Table 2: Factual Errors (FE) and Missing Errors (ME)
in % per distillation setup from ARCscore diagnostic eval-
uation. Setup abbreviations and row shading follow
Table 1.

5 Results and Discussion

5.1 Distillation Findings

Table 1 presents our main results using 1,000 train-
ing documents capped at 4,096 tokens.7 (1) Dis-
tillation significantly improves saliency coverage.
Across all student model sizes, distillation yields
statistically significant improvements over the zero-
shot baseline (B; p < 0.05). It also consistently out-
performs both expert-summary tuning (E) and the
Chain-of-Arguments (CoA) inference-time plan-
ning baseline, suggesting that sequence-level distil-
lation is more effective for transferring argument
saliency behavior than either limited expert super-
vision or structured prompting alone. 8 (2) Distil-
lation performance is teacher-dependent. While
both GPT-5-mini and Qwen3-14B improve cover-
age, Qwen3-14B consistently achieves the strongest
downstream results. Notably, this gap does not re-
flect a difference in teacher summarization qual-
ity: on the test set, the two teachers achieve
nearly identical standalone ARCscore (GPT-5-mini:
0.742±0.166; Qwen3-14B:0.738±0.172), yet pro-
duce substantially different downstream distillation
performance. We hypothesize that this partly re-
flects closer distributional alignment between the
open-weight teacher and the Qwen3 student fam-
ily, rather than teacher output quality alone.9 By

6ARCscore details in Appendix D
7Increasing training context length yields only marginal

additional gains; see Appendix E.
8Paired Wilcoxon signed-rank tests against E and CoA

confirm these differences for Qwen3-1.7B and larger; at
Qwen3-0.6B, distillation from Qwen3-14B is statistically com-
parable to expert tuning (full results in Appendix F).

9Appendix G analyzes teacher and expert-summary per-
plexity, while Appendix H covers expert-tuned students and
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Figure 2: Few-shot distillation averaged across students.

contrast, GPT-5-mini yields smaller gains and un-
derperforms CoA for the smallest 0.6B student.
(3) Summary-only supervision is sufficient. Native-
reasoning distillation (R) remains competitive with
summary-only distillation (S), while combining
reasoning traces and summaries (SR) yields only
marginal gains over S (+0.001–+0.011). This sug-
gests that, for argument saliency coverage, teacher-
generated summaries already encode much of the
useful supervision signal. This contrasts with
reasoning-intensive settings, where intermediate
rationale or reasoning supervision can substantially
improve smaller models (Hsieh et al., 2023; Guo
et al., 2025; Muennighoff et al., 2025).

Table 2 provides a diagnostic view of how distil-
lation affects different error types. We observe that
Missing Errors (ME) — the dominant error type
in the zero-shot baseline — decrease consistently
across student sizes, whereas Factual Errors (FE)
decrease only for larger students (≥ 4B). We fo-
cus this breakdown on distillation settings, as the
central diagnostic question is whether distillation
gains stem from improved coverage or improved
faithfulness. For example, Qwen3-14B summary
distillation reduces ME from 55.87% to 31.31% for
the 0.6B student, while FE slightly increases from
10.20% to 12.22%. In contrast, the 8B student
shows reductions in both ME (30.01% → 17.40%)
and FE (11.86% → 9.05%).10

5.2 Effect of Scaling Distillation Samples

Figure 2 shows that argument coverage improves
significantly with as few as 10 training documents
across both proprietary and open-weight teach-
ers (Mann-Whitney U test, p < 0.05). Scaling
data further yields diminishing returns: Qwen3-14B
shows only marginal gains beyond 100 documents

their common failures.
10Appendix I visualizes the relative change in FE and ME.
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and near-saturation at 1000.11 GPT-5-mini, how-
ever, follows a less stable trajectory—coverage
drops at 100 documents before partially recovering
at 1,000—further confirming that scaling training
data yields diminishing returns regardless of the
teacher. To ensure these few-shot gains are not an
artifact of which documents are sampled, we re-ran
the 10- and 100-document settings with a second
random seed for Qwen3-1.7B and Qwen3-4B; the
trend is stable across seeds, differing by at most
0.031 ARCscore. 12

6 Conclusion and Future Work

We show that sequence-level distillation is a sim-
ple, data-efficient strategy for improving argument
saliency in long legal summarization, outperform-
ing expert-supervised tuning with as few as 10
training examples on the CANLII benchmark. Our
results demonstrate that, in this setting, summary-
only supervision is sufficient, as reasoning-chain
distillation provides only marginal gains. We note
that these findings are established on a single le-
gal dataset, one primary coverage metric, and the
Qwen3 student family, and assume access to unla-
beled in-domain opinions; establishing their gen-
erality across datasets, metrics, and model fami-
lies is an important direction. Future work will
explore alternative distillation objectives and ex-
tend this framework to additional long-context do-
mains and evaluation metrics beyond argument
saliency. Two further directions follow from our
analysis: replacing the human-annotated atomic
facts in ARCscore with LLM-extracted facts, which
would relax the dependence on annotated corpora
and allow both the evaluation and the distillation
pipeline to scale to larger, unannotated legal collec-
tions; and a curriculum-style adaptation that distills
toward the more on-distribution teacher summaries
before a harder second-stage adaptation on expert
data, potentially making the expert signal more
learnable than direct expert tuning.

Limitations

Distillation and Learning Strategy. This work
focuses on simple sequence-level distillation us-
ing standard supervised fine-tuning (SFT), moti-
vated by isolating the effect of distillation itself.
While effective, prior work suggests that alterna-
tive objectives such as contrastive learning or pref-

11Higher LoRA ranks do not help; see Appendix J.
12Detailed breakdowns are in Appendix K.

erence optimization may provide stronger supervi-
sion signals than standard SFT. Additionally, all
experiments employ parameter-efficient LoRA tun-
ing rather than full-parameter fine-tuning, largely
due to GPU constraints. Exploring whether the
observed trends persist under stronger optimization
strategies remains an important direction for future
work.
Limited Domain and Evaluation Scope. Our con-
clusions are established on a single legal-domain
dataset (CANLII), one primary evaluation metric
(ARCscore), one student model family (Qwen3), and
two teacher models, and should be read as scoped
to this setting rather than as general claims about
long-document summarization. While argument
coverage is particularly important in legal reason-
ing, coverage-related failures also arise in other
domains, and we do not test whether our find-
ings transfer across legal subdomains, jurisdic-
tions, alternative metrics, or other model families.
Our setup further assumes access to unlabeled in-
domain legal opinions for teacher distillation, an
assumption that may not hold in specialized high-
stakes settings. Future work should explore out-
of-distribution adaptation and broader validation
across datasets, metrics, and model families.
Subjectivity of Saliency. Our evaluation fol-
lows the ARCscore decomposition of arguments into
atomic facts, treating all atomic facts as equally
important. However, in practice, some legal ar-
guments or supporting facts may carry greater
saliency than others depending on the downstream
use case. Future work should explore learning
saliency weighting schemes from domain-expert
feedback, although obtaining such annotations re-
mains costly in domains such as law.

Ethical Statement

While our approach improves argument saliency
coverage, generated summaries may still omit im-
portant details or contain unsupported claims, and
therefore should not be used as a substitute for pro-
fessional legal analysis. Our distillation approach
may also inherit biases or systematic preferences
from teacher models. Finally, our experiments
rely on publicly available legal documents from
the CANLII dataset and do not involve private or
personally identifiable information. Our approach
is not intended for legal decision-making or au-
tonomous legal advice.
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A Argument Roles in CANLII

Figure 3 illustrates an example of argumentative
roles within an annotated legal opinion. The orig-
inal annotations from Xu et al. (2021) include
only role labels, while the argumentative relations
shown in the figure are added for illustration pur-
poses.
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Issue: Damage to both vehi-
cles exceeded the insurance
deductibles and both parties
claim damages against each
other.

Conclusion: Fault for this
accident was attributed 10%
to the defendant and 90% to
the plaintiff.

Reason: The plaintiful should have
taken more appropriate measures to
avoid the accident.

What did the court decide?

Why this decision was reached?

Figure 3: Example argument graph from a long legal opinion (CANLII): issue, conclusion, and supporting reason
connected with labeled relations.

B Student Training and Summarization
Prompting

B.1 Student Model Training

Training Setup. We fine-tune all student models
using QLoRA (Dettmers et al., 2023) with 4-bit quan-
tization, applying LoRA adapters to both attention
and linear layers which shows comparable perfor-
mance to full-finetuning across downstream appli-
cations (Schulman and Lab, 2025). We use LoRA
rank r = 32 and scaling factor α = 64, selected via
grid search on Qwen3-1.7B over r ∈ {4, . . . , 32}
and α ∈ {8, . . . , 64}. All models are trained for 3
epochs using the AdamW optimizer (Loshchilov and
Hutter, 2019).

B.2 Reasoning-Trace-Only Distillation

In the reasoning-trace-only setting (R), the student
is trained on teacher-generated reasoning traces
without access to the final summary. To obtain
these traces, we replace the standard summariza-
tion prompt (Table 4) with the prompt shown in
Table 3.

“Think through how you would summarize the following
text in {word_count} words. Output only your reasoning
process, and do not provide the final summary.”

Table 3: Prompt used for reasoning-trace-only distilla-
tion.

Naively training only on reasoning traces caused
degeneration at inference time: when prompted to
summarize, the model often continued generating
reasoning traces instead of summaries. To avoid
this behavior, we retain the standard summarization
prompt during training while computing the SFT
loss only over reasoning-trace tokens.

B.3 Summarization Prompt
Table 4 shows the prompt used for teacher sum-
mary generation and supervised fine-tuning of stu-
dent models. The prompt is adapted from prior
work on instruction-following summarization mod-
els (Ravaut et al., 2024; Elaraby and Litman, 2026).

Summarization Prompt

Read the following text and summarize it: {input}.
Summarize the above text in {length} words.
Summary:

Table 4: Prompt used for summary generation.

C Chain-of-Arguments Prompting

Table 5 shows the prompt used for generating a
structured rationale grounded in argumentative def-
initions. Unlike distillation, this approach avoids
fine-tuning by relying on inference-time argument
planning. However, it requires domain-specific
argument definitions and prior task knowledge,
which may not generalize across domains. Ad-
ditionally, inference-time planning introduces ad-
ditional token generation overhead that standard
fine-tuning avoids.

D ARCscore Details

Given a generated summary S and a set of expert-
annotated salient argument roles R, ARCscore mea-
sures the extent to which S covers the argumenta-
tive content in R (Elaraby and Litman, 2026). Each
role r ∈ R is decomposed into atomic facts Fr. An
LLM-based verifier assigns each fact a coverage
label:

δ(fi, S) =

{︄
1 if fi is correctly covered in S,

0 otherwise.
(2)
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Role-level coverage is computed as the propor-
tion of facts in r covered by S:

ARCrole(r, S) =
1

|Fr|
∑︂

fi∈Fr

δ(fi, S). (3)

The final score averages role-level coverage
across all annotated roles:

ARCscore(S) =
1

|R|
∑︂

r∈R
ARCrole(r, S). (4)

In addition to the binary coverage la-
bel, the verifier assigns an error type
e ∈ {MISSING ERROR, FACTUAL ERROR}
for uncovered facts. Missing Errors (ME) indicate
salient content omitted from the summary, while
Factual Errors (FE) indicate contradictions or
unsupported renderings of salient content. This
allows us to distinguish whether improvements
come primarily from better saliency coverage or
reduced factual inconsistency.
ARCscore ranges from 0 to 1, with higher val-

ues indicating greater coverage of salient argu-
ment roles. Elaraby and Litman (2026) report
that ARCscore achieves the strongest correlation
with expert coverage judgments among lexical,
semantic, entailment-based, and decomposition-
based metrics: using a GPT-4o verifier, it reaches
Kendall’s τ = 0.465 and Pearson’s ρ = 0.593
against expert ratings on 87 annotated legal sum-
maries, outperforming ROUGE (τ ≤ 0.391),
BERTScore (τ = 0.354), all SummaC variants
(τ ≤ 0.387), and FactScore (τ = 0.405). Corre-
lations are further improved when an open-weight
DeepSeek-R1-Distill-Qwen-14B verifier is used
(τ = 0.509, ρ = 0.638).

E Scaling Training Context Length

We investigate whether exposing student models
to longer training documents improves argument
saliency coverage. Using the same 1,000 train-
ing documents, we resample inputs to include con-
texts up to 8k and 16k tokens while maintaining
a balanced length distribution across groups using
2k-token bins. We evaluate summary-only distilla-
tion from Qwen3-14B on two representative student
sizes: Qwen3-1.7B and Qwen3-4B. Figure 4 shows
that the dominant improvement comes from distil-
lation itself, with the jump from zero-shot to 4k
training contexts substantially outweighing gains

0-shot baseline
4k context

8k context
16k context

Condition

0.6

0.7

M
ea

n 
AR

Cs
co

re

Color = inference, marker/style = model
Non-thinking
Thinking

Qwen3-1.7B
Qwen3-4B

Figure 4: Context-length distillation across student mod-
els and inference strategies

from further context scaling. Beyond 4k, longer
training contexts provide only marginal additional
improvements, particularly in non-thinking infer-
ence mode in the 4B student model. These findings
suggest that while longer contexts can modestly im-
prove argument coverage, their effect is secondary
to distillation itself, consistent with our broader
data-efficiency results.

F Significance Testing

To complement the Mann–Whitney U tests re-
ported in Table 1, we conduct paired Wilcoxon
signed-rank tests over the same test documents,
comparing each distillation setting against the zero-
shot baseline (B), expert tuning (E), and the Chain-
of-Arguments baseline (CoA). Table 6 reports
1,000-example summary distillation (non-thinking
inference); each cell gives the comparison base-
line’s mean, the difference, and the Wilcoxon p-
value.

Distillation improves significantly over the zero-
shot baseline for every student under both teachers
(all p < 0.001). Against expert tuning, distilla-
tion from the stronger Qwen3-14B teacher is signif-
icantly better for Qwen3-1.7B and larger, and sta-
tistically comparable at Qwen3-0.6B (+0.022, p =
0.09); with the weaker GPT-5-mini teacher, dis-
tillation exceeds expert tuning from Qwen3-1.7B
upward but is slightly below it at Qwen3-0.6B
(−0.046, p = 0.01). A similar pattern holds
against CoA: the Qwen3-14B teacher is signifi-
cantly better for all students, while GPT-5-mini
exceeds CoA for the larger students but not for
Qwen3-0.6B, where CoA remains competitive.
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Figure 5: Perplexity distributions of teacher-generated and expert-written summaries under each base student model
(before fine-tuning). Dashed lines indicate medians.

G Perplexity Analysis: Explaining
Teacher Impact

To investigate why Qwen3-14B summaries yield
stronger distillation signal than GPT-5-mini or
expert-written summaries, we analyze the perplex-
ity of each summary type under the base student
models prior to fine-tuning. Since autoregressive
language models are trained to minimize the neg-
ative log-likelihood of their training data (Brown
et al., 2020), perplexity directly reflects how com-
patible a given text is with the student’s learned
distribution. Summaries with lower perplexity un-
der the student are closer to its pretraining distribu-
tion, providing a more on-policy supervision sig-
nal (Agarwal et al., 2024) and reducing the distribu-
tion mismatch that standard off-policy fine-tuning
must overcome (Ross et al., 2011).

Figure 5 shows that Qwen3-14B summaries con-
sistently yield the lowest median perplexity across
all student sizes (median: 9.7–19.3), followed
by GPT-5-mini (median: 13.6–28.8), with expert-
written summaries exhibiting substantially higher
and more variable perplexity (median: 34.1–76.5,
with a heavy tail extending to thousands). This
ordering is consistent across all four student model

sizes and directly mirrors the distillation perfor-
mance ranking in Table 1: the teacher whose sum-
maries are most compatible with the student’s distri-
bution produces the strongest coverage gains. No-
tably, as student model size increases, perplexity
under Qwen3-14B summaries decreases (from 19.3
at 0.6B to 9.7 at 8B), suggesting that larger students
within the same model family are increasingly well-
aligned with the teacher’s output distribution. This
distributional alignment may partly explain why
expert fine-tuning degrades most severely at 8B,
where the gap between expert and teacher outputs
is largest relative to the student’s strong zero-shot
prior.

We emphasize that this analysis is correlational
and offered as a partial diagnostic of distributional
alignment between teachers and students, not as
a complete causal account of teacher impact. A
rigorous explanation would additionally need to
control for teacher quality on the summarization
task itself and for surface-level features such as
lexical and semantic similarity between teacher
outputs and expert references. We leave a fuller
analysis spanning multiple student–teacher pairs
along these axes to future work.
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H Analysis of Expert-Tuning
Underperformance

To better understand why fine-tuning on expert-
written summaries (E) underperforms teacher dis-
tillation, we conduct two additional analyses.
Controlling for the student model family. A nat-
ural concern is that distillation benefits simply be-
cause the open-weight teacher (Qwen3-14B) shares
an architecture and tokenizer with the Qwen3 stu-
dents. To test this, we tune two additional stu-
dents from different families—Qwen2.5-3B and
Llama-3.2-3B—on Qwen3-14B summaries versus
expert summaries. The pattern is consistent with
our main results: expert tuning reduces ARCscore
below the zero-shot baseline for both Qwen2.5-3B
(0.680 → 0.241) and Llama-3.2-3B (0.691 →
0.482), whereas Qwen3-14B distillation improves
them to 0.767 and 0.746, respectively. This indi-
cates that the gains arise from the teacher-generated
targets rather than merely from fine-tuning on in-
domain documents or from shared model family.
Failure modes of expert tuning. Inspecting
expert-tuned generations reveals scale-dependent
failure modes. For smaller students, low-scoring
outputs often collapse into a single sentence—for
example, a Qwen3-0.6B summary states only that
the plaintiff was awarded a fixed sum in costs while
omitting the underlying dispute and legal holding
entirely (ARCscore 0). Larger students generally re-
main fluent and produce longer summaries, but may
focus on procedural background or one party’s al-
legations while missing the court’s decision; one
265-word Qwen3-4B summary received an ARCscore
of 0 despite being well formed. A minority of
larger-model outputs also exhibit repetitive loop-
ing, restating the same proposition until truncation.
These failures are consistent with teacher-generated
summaries providing more learnable supervision
under our training setup, and with the high expert-
target perplexity reported in Appendix G, suggest-
ing that 1,000 examples are insufficient for stable
adaptation to the expert distribution.

I Relative Change in Factual and Missing
Errors

Figure 6 reveals two patterns. Coverage gains are
immediate: ME drops at every student size for both
teachers, with the 1.7B student showing the largest
relative reduction (−48% with Qwen3-14B). Factu-
ality gains, in contrast, require a capacity threshold:
FE increases at 0.6B for both teachers and only
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Figure 6: Relative change in Factual Errors (FE, solid)
and Missing Errors (ME, hatched) under summary-only
distillation relative to the zero-shot baseline, grouped by
student size and teacher ( Qwen3-14B, GPT-5-mini).
Results are shown under thinking-mode inference; neg-
ative values indicate fewer errors.

begins decreasing once the student is large enough
to absorb the factuality signal – between 0.6B and
1.7B for Qwen3-14B, and between 1.7B and 4B
for GPT-5-mini. Across every size, Qwen3-14B
dominates GPT-5-mini on both metrics, with the
FE gap widening as the student grows.

Table 7 shows the atomic facts decomposed from
salient rhetorical roles and the per-fact verifier ver-
dicts for summaries generated by the baseline and
the two fine-tuned models. The ARCscore gains over
the baseline come primarily from a reduction in
Missing Errors (ME: 10 → 5 → 3), while Fac-
tual Errors remain low and roughly constant (FE:
1 → 2 → 1).

J Impact of LoRA Rank on Distillation
Performance

To verify that the observed saturation in distil-
lation performance is not an artifact of limited
model capacity, we increase the LoRA rank be-
yond the default r = 32 to r ∈ {64, 128}, where
r = 128 approaches the capacity of full-parameter
tuning (Schulman and Lab, 2025). Figure 7 shows
that increasing the rank yields no significant im-
provement (p > 0.05 in all cases), and in most
settings performance remains flat or slightly de-
grades when thinking mode is enabled at inference.
These results confirm that the saturation pattern
reported in 5.2 reflects a genuine property of the
distillation signal rather than a capacity bottleneck
in the student model.
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Figure 7: Impact of increasing LoRA rank on
Qwen3-1.7B student.

K Few-shot Distillation by Student Model

Figure 8 disaggregates few-shot distillation by
student model size and inference mode. The
main trend is consistent with Figure 2: most of
the improvement occurs with only 10 training
documents, and scaling to 100 or 1,000 docu-
ments provides diminishing and sometimes incon-
sistent gains. This pattern holds across student
sizes, suggesting that argument-saliency distilla-
tion is highly data-efficient rather than primarily
data-scale driven. Moreover, reasoning-chain-only
(R) and summary+reasoning-chain (SR) supervi-
sion closely follow summary-only distillation from
Qwen3-14B, suggesting that reasoning traces do
not provide a consistently stronger supervision sig-
nal than summaries alone. Finally, GPT-5-mini
exhibits a distinct instability, with performance of-
ten decreasing at 100 documents before recover-
ing at 1,000, although this effect is weaker for the
Qwen3-8B student.
Fewshot sampling sensitivity to randomization
To confirm that the few-shot trend is not sensi-
tive to the particular documents sampled, Table 8
reports the 10- and 100-document settings under
two random seeds for Qwen3-1.7B and Qwen3-4B
(summary-only distillation from Qwen3-14B, non-
thinking inference). Across both seeds, most of
the gain over the zero-shot baseline is already re-
alized at 10 documents and saturates by 100; the
two seeds agree closely, differing by at most 0.031
ARCscore at the 10-document setting and by ≤ 0.015
at 100 documents.

Chain-of-Arguments (CoA) Prompt

You will read a legal opinion and produce a
coherent {length}-word summary
of its most salient legal arguments.

DEFINITIONS
A legal argument has three components:
- Issue: a legal question the court addressed.
- Reasoning: the court’s basis for its conclusion — statutes
cited,
precedents applied, factual findings relied on.
- Conclusion: how the court resolved that issue.

PROCEDURE
Step 1 — Extract. Identify every distinct argument in the
opinion.
Order them by how decisive they are to the outcome (most
decisive first).
Keep each component to a single line.

Step 2 — Summarize in {length} words. The summary
must:
- cover every argument from Step 1, weighted by impor-
tance;
- contain only information present in the opinion — do not
introduce
facts, parties, statutes, holdings, or inferences from outside
the
document;
- name parties, statutes, and courts exactly as the document
does.

OPINION
<opinion>
{input}
</opinion>

OUTPUT FORMAT
<arguments>
1. Issue: ...
Reasoning: ...
Conclusion: ...
2. Issue: ...
Reasoning: ...
Conclusion: ...
</arguments>
<summary>
exactly {length} words
</summary>

Table 5: Prompt used for the Chain-of-Arguments
(CoA) baseline.
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Student Teacher ARC vs B vs E vs CoA
(∆/p) (∆/p) (∆/p)

Qwen3-0.6B Qwen3-14B .621 +.213/<.001 +.022/.09 +.044/<.001
GPT-5-mini .553 +.145/<.001 −.046/.011 −.025/.020

Qwen3-1.7B Qwen3-14B .717 +.195/<.001 +.118/<.001 +.093/<.001
GPT-5-mini .651 +.129/<.001 +.052/.002 +.027/.010

Qwen3-4B Qwen3-14B .744 +.112/<.001 +.173/<.001 +.065/<.001
GPT-5-mini .712 +.081/<.001 +.141/<.001 +.034/<.001

Qwen3-8B Qwen3-14B .781 +.123/<.001 +.255/<.001 +.083/<.001
GPT-5-mini .741 +.083/<.001 +.215/<.001 +.043/<.001

Table 6: Paired Wilcoxon signed-rank tests for 1,000-example summary distillation (non-thinking inference). Each
cell reports the difference (∆) in ARCscore and the p-value against the zero-shot baseline (B), expert tuning (E),
and Chain-of-Arguments (CoA). Baseline means: B = .408/.522/.631/.658; E = .599/.599/.571/.526; CoA
= .578/.624/.679/.698 for the four student sizes.
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Figure 8: Few-shot distillation across models and inference strategies
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# Atomic fact (rhetorical role) (a) (b) (c)

1 Custodial arrangements for the parties’ two youngest children were at issue. (Issue) – – –
2 The two youngest children are aged 15 and 13. (Issue) – ✗ –
3 The two youngest children currently lived with the father the majority of the time. (Issue) – ✗ –
4 Children are placed in the custody of the mother. (Conclusion) ✓ ✓ ✓
5 Children are placed in the primary care of the mother. (Conclusion) ✓ ✓ ✓

6 Until the separation, the mother had been the primary caretaker of the children. (Reason 1) – ✓ ✓
7 The mother appeared to have a stronger emotional bond with the children. (Reason 1) – ✓ ✓
8 The father had been physically, emotionally, and verbally abusive to the wife throughout the

marriage. (Reason 1)
– – ✗

9 The father seemed incapable of putting the children’s needs above his own. (Reason 1) – ✓ ✓
10 The mother was much more likely than the father to encourage the children to have contact with

the other parent. (Reason 1)
– ✓ ✓

11 The father was retired. (Reason 2) – – ✓
12 The father might have more time to spend with the children. (Reason 2) ✗ – ✓
13 Having more time to spend with the children did not outweigh all of the other factors. (Reason 2) – – ✓

✓ Supported (of 13) 2 6 9
– Missing (of 13) 10 5 3

✗ Contradicted (of 13) 1 2 1

(a) Qwen3-0.6B (baseline) (b) + GPT-5-mini teacher (c) + Qwen3-14B teacher
302 words 321 words 327 words

The case between Christie Chika
Ezurike and Levi Chucks Ezurike,
which resulted in a divorce, was
brought to the Supreme Court of Nova
Scotia (Family Division) in 2006.
[. . . ] The parents were unable to agree
on custody arrangements or the divi-
sion of assets or child support. [. . . ]
The marriage lasted over 20 years,
and the Respondent worked in the fed-
eral government and maintained a taxi
driver’s license. [. . . ] The court ruled
that the Petitioner should have custody
of the children and primary care 4, 5,
despite the Respondent’s financial dif-
ficulties. The Petitioner emphasized
her commitment to the children’s
well-being, while the Respondent was
unable to provide adequate care. The
case highlighted the importance of the
children’s best interests [. . . ] and the
need for the children to have a posi-
tive relationship with both parents.

This is a divorce judgment from
the Nova Scotia Family Division,
issued by Justice Leslie J. Dellap-
inna. Christie Ezurike, the Petitioner,
sought divorce and custody of her two
older children [. . . ]; the Respondent,
Levi Ezurike, opposed [her] applica-
tion and sought custody of Nneka and
access to Abuchi. [. . . ] The Petitioner
testified she is the primary caregiver
to both children and that she has made
effort to provide for them 5, 6, though
the Respondent contested that effort.
[. . . ] Christie also expressed concern
about the Respondent’s treatment of
the children and his belief that they
should not be left unsupervised for
extended periods. 7, 9, 10 [. . . ] The court
concluded Christie has the better
interests of the children and granted
her divorce application, with custody
of Abuchi and Nneka determined by
the trial judge. 4

In Ezurike v. Ezurike, the Supreme
Court of Nova Scotia ruled on custody
and access arrangements for four
children of the divorcing couple.
[. . . ] The Respondent, now retired
from federal service 11, resides in a
reconstructed home with the children
[. . . ]. He has spent considerable time
with the children 12 [. . . ]. The Peti-
tioner, a successful social worker, has
focused on providing emotional and
practical care for the children 6, 7 [. . . ].
[. . . ] The Respondent’s emotional
detachment and lack of understanding
of the children’s challenges 9, 10 [. . . ]
raised concerns.
Ultimately, the court concluded that
the Petitioner should have custody and
primary care of the children 4, 5, with
the Respondent sharing reasonable
access on alternate weekends 13. [. . . ]

ARCScore: 0.250 ARCScore: 0.450 ARCScore: 0.700

Table 7: Legal opinion: Ezurike v. Ezurike (d_2006nssc73.txt). Per-fact coverage (top) and generated summaries
(bottom) for three systems: non-tuned Qwen3-0.6B (a), and the same model tuned with a GPT-5-mini teacher (b)
or a Qwen3-14B teacher (c). Each cell shows the verifier’s verdict: ✓ supported, – missing (fact absent from the
summary), ✗ contradicted (summary asserts something inconsistent with the fact). Highlighted spans were accepted
by the verifier as supporting an atomic fact; the superscript indicates which fact (e.g. 4). ARCscore is the mean recall
across the four rhetorical components; passages of the summaries not bearing on any atomic fact have been elided
as [. . . ].
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Model Seed B (0) 10 100 1000

Qwen3-1.7B seed 42 .522 .683 .734 .717
seed 123 .522 .652 .749 .717

Qwen3-4B seed 42 .631 .720 .756 .744
seed 123 .631 .735 .757 .744

Table 8: Few-shot distillation across two random
seeds (summary-only distillation from Qwen3-14B, non-
thinking inference). The trend is consistent across seeds:
gains are largely realized by 10 documents and saturate
by 100.
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