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Abstract

Rubric-based rewards are increasingly used for
open-ended language model post-training, but
criterion-level scores are often aggregated as
independent utilities. This flat scalarization
ignores rubric-specified prerequisite and acti-
vation relations among criteria, allowing re-
ward or penalty to be counted even when the
condition that licenses it is absent. We call
this structural reward-aggregation failure False
Credit Propagation (FCP). To address this
limitation, we propose GEAR (Graphical Event
Aggregation for Rubric rewards), a probabilis-
tic graphical framework for dependency-aware
rubric aggregation. GEAR models each crite-
rion outcome as a latent Bernoulli event in a
typed rubric graph, propagates soft suppres-
sion from unsupported parent events to their
children, and aggregates the resulting event
probabilities into a normalized expected signed
utility. This yields a linear-time reward com-
putation that can be plugged into standard
rubric-based RL pipelines without changing the
outer optimization algorithm. Experiments on
HealthBench, WritingBench, and PLawBench
with two policy backbones show that GEAR
consistently improves over flat aggregation and
deterministic gating, achieving relative gains
of up to 15.5% over flat aggregation. FCP diag-
nostics further show that GEAR reduces leak-
age by 96.5% relative to flat aggregation while
preserving more licensed downstream utility
than deterministic gating. Our code is publicly
available at https://github.com/LvCan926/
GEAR.

1 Introduction

Open-ended post-training of language models re-
quires reward signals that compare candidate re-
sponses beyond exact-match correctness (Ouyang
et al., 2022; Bai et al., 2022; Rafailov et al., 2024).
Rubric-based rewards provide a practical interface
for this setting by decomposing response quality

into explicit criteria, making desiderata such as
factuality, completeness, evidence use, uncertainty
calibration, safety, and conversational appropriate-
ness available to reward modeling (Arora et al.,
2025; Rein et al., 2023; He et al., 2025; Jin et al.,
2025). Yet decomposition alone does not define a
reward: policy optimization still requires criterion-
level judgments to be aggregated into a scalar ob-
jective, and this aggregation step determines what
behavior the model is optimized to produce.

In this setting, a common aggregation choice
is to reduce criterion-level judgments to a flat
weighted sum (Gunjal et al., 2025). Although sim-
ple, this treats each criterion as an independent
source of utility whose contribution is valid when-
ever a local judge assigns it a high score. Realistic
rubrics often violate this assumption. Some cri-
teria are licensed by prerequisites: evidence-use
credit, for example, should be reduced when fac-
tual grounding fails (Starace et al., 2025). Other
criteria are activated by context: a penalty for omit-
ting medical uncertainty disclaimers should apply
primarily when the response provides clinical ad-
vice (Arora et al., 2025). We call rubrics with
such typed criterion dependencies dependency-
structured rubrics. Flattening these dependencies
creates a mismatch between local criterion satis-
faction and rubric-level utility: locally supported
criteria may be counted even when the prerequisite
or contextual condition that licenses their contribu-
tion is absent.

In rubric-based reinforcement learning, this mis-
match can turn local judging errors into optimiza-
tion errors. We call this failure False Credit Prop-
agation (FCP): a criterion contributes reward or
penalty without the rubric-level condition that li-
censes that contribution. FCP can occur even when
each local criterion score is reasonable on its own:
the local judge may correctly detect evidence use,
missing caveats, or other criterion-level signals.
The error arises when flat aggregation counts these
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Query @

Summarize what Study A reports about Drug X for adults
with mild hypertension in a general evidence review.

Response _,@: A Overclaim
Study A reports results on Drug X for mild hypertension.
The evidence strongly supports Drug X as an effective

treatment and claims it reduces major cardiovascular events.

No personal advice

Rubric

C1. Factual Correctness (+4)

The response accurately states what Study A supports and does not overclaim its findings.
C2. Evidence use (+3)

The response uses Study A as evidence when summarizing Drug X.

C3. Clinical advice (-2)

The response gives personal or actionable medical advice.

C4. Missing uncertainty caveat (-3)

The response omits uncertainty, limitations, or the need for professional judgment.
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Figure 1: Overview of False Credit Propagation (FCP). Flat aggregation can propagate unsupported credit or
penalties by treating rubric criteria independently. GEAR uses typed prerequisite and activation dependencies to
suppress unlicensed downstream utility before reward computation.

signals without checking whether the prerequisite
or activation condition that makes their utility ap-
plicable is present. As a result, unsupported credit
can reinforce responses that satisfy downstream cri-
teria only superficially, while unlicensed penalties
can discourage otherwise valid responses. During
policy optimization, these invalid utilities are not
merely averaged away; they become part of the
scalar reward signal and can therefore shape the
behavior the policy learns to produce.

Addressing FCP therefore requires more than
better local judges: it requires an aggregation rule
that respects rubric dependencies, handles uncer-
tainty in criterion-level judgments, and remains
efficient for repeated reward computation. In partic-
ular, an RL-compatible solution must satisfy three
requirements. (1) Dependency representation. It
must represent how criteria license one another:
prerequisite relations specify when downstream
credit is supported by more basic conditions, while
activation relations specify when a conditional cri-
terion is applicable at all (Hong et al., 2026; Pan
et al., 2026). (2) Uncertainty-aware credit as-
signment. It must suppress unlikely-to-be-licensed
credit without discarding valid partial credit, since
hard gating is brittle under noisy or partially cali-
brated criterion judges (Lambert et al., 2024; Zheng
et al., 2023; Pan et al., 2026). (3) Compatibility
with repeated RL scoring. It must add predictable
low overhead during policy optimization, avoiding
expensive exact inference or repeated LLM rea-
soning at reward time (He et al., 2025; Li et al.,

2026).

These requirements suggest that FCP should
be addressed at the aggregation layer, rather than
by treating rubric criteria as independent check-
list items. We propose GEAR (Graphical Event
Aggregation for Rubric rewards), a probabilistic
graphical aggregation framework for dependency-
structured rubric rewards (Pearl, 2014; Koller and
Friedman, 2009). First, to represent rubric depen-
dencies, GEAR constructs a typed query-specific
rubric graph whose edges encode prerequisite and
activation relations among criteria. Second, to han-
dle uncertainty in criterion-level judgments, GEAR
represents each criterion as a latent binary event
initialized by a local judge and infers dependency-
adjusted marginals with monotone conditional fac-
tors. Third, to support repeated RL scoring, GEAR
aggregates these marginals into a normalized ex-
pected signed utility using a linear-time topological
approximation.

Our contributions are:

* We identify and formalize False Credit
Propagation (FCP), a structural failure in
dependency-structured rubric rewards where
criteria contribute reward or penalty without
the rubric-level conditions that license their
utility.

* We propose GEAR, a probabilistic graphical
aggregation framework that represents rubric
criteria as latent events and uses typed pre-
requisite and activation dependencies to in-
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fer dependency-adjusted criterion marginals.
We further derive a linear-time topological
marginal approximation for repeated RL re-
ward computation.

* We empirically show, across multiple domain-
specific benchmarks, policy backbones, and
rubric-guided RL pipelines, that GEAR im-
proves task performance while reducing
dependency-level credit leakage.

2 Related Work

LLM-as-a-judge and rubric-based evaluation.
Open-ended language model evaluation often lacks
a single reference answer and requires multi-
dimensional judgments (Zheng et al., 2023; Liu
et al., 2023; Gu et al., 2025). LLM-as-a-judge
methods provide a scalable interface for such judg-
ments (Zheng et al., 2023; Liu et al., 2023; Kim
et al., 2024b; Gu et al., 2025). Rubrics make this
interface more interpretable by decomposing re-
sponse quality into fine-grained criteria (Kim et al.,
2024a,b; Hong et al., 2026), and have been used in
benchmarks for medical dialogue, generative writ-
ing, explanation evaluation, and research agents
(Arora et al., 2025; Wu et al., 2025; Galvan-Sosa
et al., 2025; Sharma et al., 2025; Han et al., 2026).
These works establish rubrics as a useful inter-
face for criterion-level judging. GEAR addresses
the subsequent aggregation problem: how should
such judgments be reduced to a scalar reward when
rubric criteria are semantically dependent?

Rubrics as rewards for reinforcement learn-
ing. Rubric-based rewards have recently been
used to extend reinforcement learning beyond do-
mains with automatically verifiable answers (He
et al., 2025; Li et al., 2026). Rubrics as Rewards
(RaR) uses instance-specific rubrics to provide re-
ward feedback and studies strategies for converting
rubric judgments into scalar training signals (Gun-
jal et al., 2025). Other rubric-guided RL methods
use rubrics as reward anchors, rollout scaffolds,
in-context reward specifications, or transition-level
credit signals for long-horizon agents (Huang et al.,
2025; Zhou et al., 2026; Zhang et al., 2026b,a).
While these methods differ in how rubrics are gen-
erated, exposed to the policy, or used during train-
ing, GEAR focuses on the aggregation layer af-
ter criterion-level judging: it models dependencies
among criteria before converting their scores into a
scalar reward.

Structured rubrics and dependency-aware ag-
gregation. Prior work has explored structured
or hierarchical rubrics for evaluation and grading
(Condor et al., 2022; Starace et al., 2025). More
broadly, structured designs have also been explored
for agent-system adaptation, lifelong memory, and
decomposed task execution (Chen et al., 2026a;
Lv et al,, 2026; Chen et al., 2026b). For example,
PaperBench decomposes Al research replication
into hierarchically graded subtasks (Starace et al.,
2025), while graph-based rubric representations
have been studied for automatic short-answer grad-
ing (Condor et al., 2022). These works use struc-
ture to organize evaluation, but do not study how
criterion dependencies should control scalar reward
aggregation during policy optimization. In many
rubric-reward settings, criterion scores are instead
scalarized as independent checklist items, for ex-
ample by summing weighted judgments (Gunjal
et al., 2025; Li et al., 2026). Such flat scalarization
ignores prerequisite and activation relations, and
therefore cannot distinguish rubric-licensed utility
from locally scored but semantically invalid utility.
GEAR instead represents these relations as a query-
specific typed rubric graph and defines a proba-
bilistic graphical aggregation model over latent cri-
terion events (Pearl, 2014; Koller and Friedman,
2009). By computing expected signed utility under
dependency-adjusted criterion marginals, GEAR
mitigates false credit propagation while retaining
linear-time reward computation for repeated RL
scoring.

3 Methodology

3.1 Problem Formulation

We study response-level reward aggregation for
rubric-based reinforcement learning. Given a query
x, a candidate response y, and a query-specific
weighted rubric

Ry = {(raiy wei) Y2, (1)

where 7, ; is the ¢-th criterion and w,; € R is
its signed utility weight, the goal is to convert
criterion-level judge scores into a scalar reward
while accounting for dependencies among criteria.
Positive weights reward desirable events, whereas
negative weights penalize violation events. When
the query and response are clear from context, we
omit explicit dependence on x and y and write K,
i, Wy, and p;.
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Figure 2: The GEAR framework. (a) A query-specific rubric graph is built from the query and rubric. (b) Local
criterion scores are adjusted through monotone dependency-aware inference. (c¢) The inferred marginals are
aggregated into a normalized expected-utility reward for policy optimization.

Flat rubric aggregation. A standard scalariza-
tion first obtains a local event score p;(z,y) €
[0, 1] for each criterion and then aggregates scores
independently. Assuming positive utility mass
> i, >0 Wi > 0, the flat reward is

K
Zizl w;pi(,y)
Zi:wi>0 Wi

Stat(z,y) = 2

This treats the rubric as an unordered checklist and
ignores semantic dependencies among criteria.
Latent criterion events and local scores. GEAR
associates each criterion r; with a binary latent
event C; € {0,1}, where C; = 1 means that the
condition described by the criterion holds for re-
sponse y. For positive-weight criteria, this event
denotes desirable behavior; for negative-weight cri-
teria, it denotes a violation or penalty condition. A
local judge provides

pi(l',y) = Ji(xayvri) € [07 1]a (3)

which we interpret as a local estimate of P(C; =
1| #,y,r;). The score may be soft or binary, and
the vector p(z,y) = (p1(z,y),...,px(x,y)) is
treated as observed input to the graphical aggrega-
tion model rather than as a variable generated by
1t.

3.2 Query-Specific Rubric Graph

Rubric criteria are often semantically dependent.
GEAR represents these dependencies with a query-
specific typed directed acyclic graph over criterion
events, G, = (V,, &), where V, = {1,..., K, }
indexes rubric criteria. The graph is constructed
from the query x and rubric R, and is kept fixed
across candidate responses y for the same query.

Typed dependency graph. Each directed edge
(j,1) € &, connects a parent criterion j to a child
criterion ¢, with edges oriented from licensing con-
ditions to licensed criteria. We partition the edge
set as

& =&y ugrue, )

where VX and €5 denote weak and strong prereq-
uisite edges, and £2°* denotes activation edges. We
write E57¢ = £k U 5 for prerequisite edges and

Pa(i) ={j: (j,i) € &} ®)

for the parents of criterion .

Dependency semantics. Prerequisite edges en-
code graded support: when a prerequisite par-
ent is unsupported, the child event remains pos-
sible but its probability should be discounted, with
weak and strong prerequisites differing in suppres-
sion strength. Activation edges encode conditional
applicability: a child criterion should contribute
utility primarily when its activation parent holds.
These licensing relations apply regardless of the
child weight sign. For positive-weight children,
an edge licenses downstream credit; for negative-
weight children, it licenses the applicability of a vi-
olation penalty. The parent criterion contributes to
the final reward only through its own utility weight,
while the edge modulates the child event.

Graph construction. For each query-specific
rubric, the rubric graph is constructed offline from
the query and rubric, and is fixed across candi-
date responses. The construction procedure, cri-
terion roles, dependency annotation process, and
acyclic projection are described in Appendix A.
Complete graph-annotation prompts are provided
in Appendix J.1.
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3.3 Monotone Graphical Reward Model

GEAR defines a conditional Bayesian network over
latent criterion events, conditioned on the local
score vector p and the query-specific rubric graph
G.. Its CPDs are monotone: unsupported parent
events can only suppress, not inflate, child-event
probabilities.

Dependency retention factors. Each edge (j,i) €
&, is assigned a retention factor \j; € [0, 1], which
specifies how much child-event probability is re-
tained when parent event C; is unsupported. We
define retention factors through a dependency-to-
retention mapping

)\ji = F(x7RxagI’j’i) € [07 1]’ (6)

where (j,7) identifies a typed parent-child edge
in the rubric graph. The mapping F' converts the
semantic strength and type of a rubric dependency
into a probabilistic retention value.

In our experiments, we use a fixed type-level
instantiation of F' for reproducibility: Aj; = A7,
where 7;; € {wk,st,act} is the edge type. We
set Ak = 0.6, As¢ = 0.2, and A\, = 0.0 by de-
fault. Thus activation edges impose the strongest
suppression, strong prerequisites intermediate sup-
pression, and weak prerequisites the weakest sup-
pression. Additional details on retention settings,
exact-inference agreement, and sensitivity analysis
are provided in Appendices B and 1.

Monotone CPD. For criterion 7, we define the
dependency-adjusted Bernoulli parameter

i(Cpa(i); Pi) = pi H )\jlfcj- (7N

jePa(7)
Root criteria satisfy a;; = p;. For non-root criteria,
the local score p; is multiplicatively discounted by
each unsupported parent: supported parents impose
no suppression, while unsupported parents retain

only a factor \;; of the child-event probability. The
local CPD is

Pi(Ci = 1| Cpagiy, pi) = @i(Cpaiy;pi)-  (8)

Because p;, A\j; € [0,1], this defines a valid
Bernoulli CPD; moreover, the child-event probabil-
ity is monotone in each parent state and bounded
above by the local score p;.
Conditional graphical model. Conditioned on
p(z,y) and the acyclic graph G,, these CPDs de-
fine
K
Pg,(c|p) = HPz'(Cz‘ | epa(iyspi)-  (9)
i=1

This is a conditional model for aggregating exter-
nally produced judge scores, not a generative model
of the scores themselves: p is observed input, and
the graph models dependencies among latent cri-
terion events. Since G, is acyclic and every local
factor is a valid CPD, Eq. 9 defines a valid distribu-
tion over C.

3.4 Structured Reward Computation

The scalar reward is computed by first inferring
dependency-adjusted criterion event probabilities
and then aggregating signed utility under these
marginals.

Exact marginals. For each criterion ¢, let

gi=Pg,(Ci=1|p)= Y Pglc|p) (10)

cic;=1

denote its exact marginal under the conditional
graphical model in Eq. 9. Direct summation is
exponential in K. Although exact variable elimi-
nation can exploit graph sparsity, repeated reward
computation during policy optimization motivates
a linear-time approximation.

Linear-time marginal approximation. GEAR
computes approximate marginals ¢; in topological
order. Root criteria use their local scores, §; = p;.
For a non-root criterion, the exact marginal can be
written as

H )\]11_ Cj

j€Pa(i)

(1D

4 = PiEpy_ (Cpalp)

We approximate this parent joint moment by a prod-
uct of marginal moments. Using ¢; ~ Pg, (C; =
1| p) gives the topological update

Gi=pi II (45+0=a)).

j€Pa(i)

(12)

This update is exact for nodes with at most one par-
ent, and for multi-parent nodes whose parents are
mutually independent under the conditional model;
otherwise it is a mean-field approximation to the
parent joint moment. Each parent factor lies in
[Aji, 1], approaching 1 when the parent is likely
active and \j; when it is unlikely active. Hence
the update smoothly suppresses unsupported down-
stream events and satisfies

Di H Aji < @i < pi.
j€Pa(1)

(13)

We evaluate exact-inference agreement on small
graphs in Appendix B.2.
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Method HealthBench-500 1 WritingBench 1 PLawBench 1 Avg. 1
Qwen2.5-7B-Instruct
Aggregation-only
Flat aggregation 56.7 74.1 68.4 66.4
Hard gating 54.6 72.5 65.0 64.0
GEAR 62.9 (+6.2) 79.6 (+5.5) 75.2 (+6.8) 72.6 (+6.2)
Plug-in replacement in rubric-guided RL pipelines
RaR-Explicit 49.5 67.0 62.3 59.6
RaR-Explicit + GEAR 55.0 (+5.5) 71.6 (+4.6) 68.8 (+6.5) 65.1 (+5.5)
MeRF 40.2 61.9 55.7 52.6
MeRF + GEAR 45.6 (+5.4) 68.7 (+6.8) 60.4 (+4.7) 58.2 (+5.6)
RuscaRL 58.2 75.4 72.1 68.6
RuscaRL + GEAR 65.7 (+7.5) 81.5 (+6.1) 76.9 (+4.8) 74.7 (+6.1)
Llama-3.1-8B-Instruct
Aggregation-only
Flat aggregation 54.1 76.2 69.5 66.6
Hard gating 53.0 72.7 66.7 64.1
GEAR 62.5 (+8.4) 82.4 (+6.2) 76.9 (+7.4) 73.9 (+7.3)
Plug-in replacement in rubric-guided RL pipelines
RaR-Explicit 48.4 67.9 63.8 60.0
RaR-Explicit + GEAR 54.1 (+5.7) 73.6 (+5.7) 70.5 (+6.7) 66.1 (+6.0)
MeRF 39.5 62.3 58.4 53.4
MeRF + GEAR 44.7 (+5.2) 69.8 (+7.5) 62.1 (+3.7) 58.9 (+5.5)
RuscaRL 56.9 76.7 74.2 69.3
RuscaRL + GEAR 63.8 (+6.9) 85.0 (+8.3) 78.4 (+4.2) 75.7 (+6.5)

Table 1: Main results across different benchmarks. Aggregation-only rows differ only in reward aggregation, while
plug-in rows replace the aggregation step in each host pipeline. All reported scores are means over three independent
runs with different random seeds. Bold marks the best result within each model block. Parenthesized values denote
absolute gains over Flat in aggregation-only rows and over the corresponding host pipeline in plug-in rows.

Expected-utility reward. Using the approximate
marginals, GEAR defines the scalar reward as nor-
malized expected signed utility:

S wids

AT (14)
w; >0 T

Scear(z,y) =

Because the utility is additive over criteria, only
marginal event probabilities are required. Un-
like flat aggregation in Eq. 2, each utility term is
weighted by a dependency-adjusted event probabil-
ity that incorporates both the local judge score and
the rubric graph. The resulting scalar reward can
be used by response-level policy optimization algo-
rithms such as PPO and GRPO without changing
the outer RL algorithm.

Limiting cases. GEAR recovers simpler aggrega-
tion rules in two limits. If all retention factors are
one, then ¢; = p; for every criterion and Eq. 14
reduces to flat aggregation. If selected retention
factors are zero and parent decisions are binary, the
corresponding child criteria are deterministically
gated by their parents, recovering hard dependency

gating.

3.5 Complexity Analysis

For each response, the topological update in Eq. 12
visits every criterion node once and processes ev-
ery dependency edge once. The online aggrega-
tion cost is therefore O(K + |&;|) time and O(K)
memory for storing the marginal estimates §;; the
final utility aggregation in Eq. 14 adds only an
O(K) pass. This cost is incurred after criterion-
level judge scoring, which is shared by all aggre-
gation variants. Graph construction is performed
offline once per query-specific rubric and is fixed
across candidate responses, so GEAR adds only
linear-time graphical aggregation during policy op-
timization.

4 Experiments

4.1 Experimental Setup

Models and training. We use Qwen2.5-7B-
Instruct (Qwen et al., 2025) and Llama-3.1-8B-
Instruct (Grattafiori et al., 2024) as policy mod-
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els, and optimize them with GRPO (Shao et al.,
2024). All compared aggregation methods share
the same policy model, training data, rubrics, roll-
out budget, and optimization pipeline; they differ
only in scalar reward aggregation. We use Qwen3-
8B for criterion-level training rewards and a sepa-
rate Qwen3-32B judge for final validation (Yang
et al., 2025). For each policy backbone and method,
we run three independent training runs. Full ex-
perimental and judge settings are provided in Ap-
pendix C.

Benchmarks. We evaluate on three open-ended
rubric-based benchmarks spanning different do-
mains: HealthBench-500 for medical dialogue
quality with physician-written rubrics (Arora et al.,
2025), WritingBench for long-form writing with
query-specific criteria (Wu et al., 2025), and PLaw-
Bench for case-based legal reasoning with problem-
specific scoring rubrics (Shi et al., 2026).

Baselines. We evaluate GEAR in two settings.
First, in an aggregation-only comparison, we re-
place only the scalarization rule within the same
minimal rubric-RL pipeline and compare against
Flat, which sums criterion scores as in Eq. 2, and
Hard, which uses the same dependency graph but
replaces soft retention with deterministic gating.
Second, we test GEAR as a plug-in replacement for
the aggregation step in existing rubric-guided RL
pipelines, including RaR-Explicit (Gunjal et al.,
2025), MeRF (Zhang et al., 2026b), and RuscaRL
(Zhou et al., 2026).

4.2 Main Results

Table 1 shows that GEAR consistently improves
rubric-based reward aggregation across bench-
marks and backbones. In the aggregation-only set-
ting, GEAR outperforms both Flat and Hard on
every benchmark, raising the average score from
66.4 to 72.6 for Qwen2.5-7B-Instruct and from
66.6 to 73.9 for Llama-3.1-8B-Instruct. Hard un-
derperforms Flat in both blocks, suggesting that
deterministic gating can discard valid partial credit
under noisy criterion judgments.

As a plug-in module, GEAR also improves RaR-
Explicit, MeRF, and RuscaRL on both backbones.
The best results are achieved by RuscaRL+GEAR,
reaching average scores of 74.7 on Qwen2.5-7B-
Instruct and 75.7 on Llama-3.1-8B-Instruct. This
suggests that FCP is an aggregation-layer issue
rather than an artifact of a particular training setup.

Method Lrcp l, P T

Flat aggregation 0.0922 1.0000
Hard gating 0.0000 0.1877
GEAR 0.0032 0.2706

Table 2: FCP diagnostics on edge-level dependency
cases. Lower Lyrcp indicates less invalid downstream
utility under violated dependencies, while higher P in-
dicates better preservation under satisfied dependencies.

4.3 False Credit Propagation Diagnostics

We further evaluate whether GEAR reduces False
Credit Propagation (FCP) at the criterion level. The
diagnostic measures a leakage—preservation trade-
off: an aggregation rule should suppress child util-
ity when a dependency is violated.

Let s"(x,y) be the effective post-dependency
score for criterion ¢ under method m: s?at = pi,
shard js the hard-gated score, and s5°" = §;. We
define leakage cases D as edges (j,1) € &, where
the child is locally supported but the parent is not,
i.e., pi(xz,y) > 0.5 and p;j(z,y) < 0.5. The nor-

malized leaked utility is

1 |w|

m m
FCP = T~y - S5 (l’ y).
|D| D Zk:wk>0 W ‘ 7

($7y7j72‘)
(15)

Lower values indicate less unsupported down-
stream utility, including both invalid credit and
invalid penalties.

To avoid rewarding methods that simply sup-
press all dependent criteria, we also measure preser-
vation on satisfied dependencies. Let S contain
edges where both parent and child are locally sup-
ported: p;(z,y) > 0.5 and p;(x,y) > 0.5. The
preservation ratio is

m_ 1
Preig 2

(z,y,5,1)€S

U@y g
pi(z,y)
Higher values indicate better preservation of
dependency-licensed child utility.

Table 2 shows that GEAR reduces Lycp from
0.0922 to 0.0032, a 96.5% relative reduction over
Flat. Hard gating achieves slightly lower leakage,
but preserves much less licensed utility than GEAR
(0.1877 vs. 0.2706). Thus, GEAR keeps leakage
close to zero while avoiding the over-suppression
caused by hard gating. Additional details on di-
agnostic case construction and interpretation are
provided in Appendix F.
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Statistic HealthBench Variant Score T A vs. Flat
Num. rubrics 5000 No graph / Flat 56.7 -
Avg. criteria / rubric 11.48 Random graph 55.8 -0.9
Avg. edges / rubric 10.92 Untyped graph 60.4 +3.7
Avg. update size K + |E;| 22.40 Full graph + hard gating 54.6 -2.1
Non-empty graph rate 91.84% Full graph + soft inference (GEAR) 62.9 +6.2
Invalid edge candidates / rubric 0.42

Online aggregation latency / response 4.1 ms Table 4: Ablations on HealthBench-500. All variants

Table 3: Graph construction and online aggregation
statistics on HealthBench, the largest rubric benchmark
in our experiments. Latency measures only post-judge
aggregation.
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Figure 3: Sensitivity to the suppression-strength param-
eter . Larger v imposes stronger dependency suppres-
sion; hollow points mark the default setting.

4.4 Efficiency and Construction Statistics

We evaluate the overhead of dependency-structured
aggregation. Graph construction is performed of-
fline once per query-specific rubric and fixed across
candidate responses. At reward time, GEAR ap-
plies the topological update in Eq. 12, requiring
O(K + |&;]) time and O(K') memory after local
criterion scores are available.

Table 3 reports results on HealthBench. The
average rubric has 11.48 criteria and 10.92 edges,
with an average update size of 22.40. Online aggre-
gation takes 4.1 ms per response, excluding gener-
ation and criterion-level judging. After validation
and DAG projection, 91.84% of rubrics yield non-
empty graphs, with 0.42 invalid edge candidates
per rubric. Full statistics across all benchmarks are
reported in Appendix G.

4.5 Sensitivity Analysis

We analyze sensitivity to the global suppression
parameter . With the rubric graph and edge types
fixed, each type-level retention factor is

1 =0
Mv):{’ T (17

)\Z, v >0,

where ¢ € {wk, st,act} and )\; is the default reten-
tion factor. Here, v = 0 recovers Flat aggregation,

differ only in the aggregation module; full results are
reported in Appendix H.

v = 1 gives the default GEAR, and larger values
impose stronger suppression.

Figure 3 shows that increasing ~ sharply reduces
FCP leakage. The default setting lowers Lycp
from 0.0922 to 0.0032 while achieving the best
average benchmark score. Stronger suppression
further reduces leakage but degrades task perfor-
mance, indicating that moderate soft suppression
gives the best score—leakage trade-off.

4.6 Ablation Studies

We ablate dependency topology, relation typing,
and soft graphical inference under the same mini-
mal rubric-RL setting as Table 1. Random graph
rewires edges while preserving edge counts and
type frequencies; Untyped graph uses the anno-
tated topology with a shared retention factor; Hard
gating replaces soft retention with deterministic
gating.

Table 4 shows that random rewiring fails to im-
prove over Flat, whereas the untyped graph im-
proves from 56.7 to 60.4. The full typed graph
with soft inference performs best at 62.9, while
hard gating underperforms Flat. These results sup-
port meaningful topology, typed dependencies, and
soft inference. Full three-benchmark ablations are
reported in Appendix H.

4.7 Additional Validation and Robustness

Multi-parent aggregation. GEAR uses a prod-
uct rule to combine support from multiple parents.
Among dependent criteria, 70.0% have one par-
ent, 24.4% have two parents, and only 5.6% have
three or more, with an average of 1.37 parents.
We additionally compare the product rule with
geometric-mean, arithmetic-mean, and maximum-
support aggregation under the same Qwen2.5-7B
aggregation-only setup. The product rule achieves
the best average score and leakage (72.6,/0.0032),
compared with the geometric mean (70.5/0.0058),
arithmetic mean (69.4,/0.0087), and maximum sup-
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Method Qwen2.5-7B Llama-3.1-8B Avg.

Original + Flat 66.4 66.6 66.5
Conditional Rewrite + Flat 69.9 70.4 70.2
Original + GEAR 72.6 73.9 73.3

Table 5: Comparison with dependency-aware rubric
rewriting. Results are averaged across the three bench-
marks.

port (68.8/0.0146). All four dependency-aware
variants outperform Flat (66.4), indicating that the
gains are not unique to the product formulation,
while the product rule provides the strongest score—
leakage trade-off.

Rubric specification versus aggregation.
GEAR distinguishes criterion omission, relational
under-specification, and aggregation failure. It can-
not recover an omitted criterion, but it can make an
implicit licensing relation explicit and incorporate
that relation into reward aggregation. To test
whether textualizing the dependencies is sufficient,
we construct a CONDITIONAL REWRITE baseline
that inserts the same prerequisite and activation
conditions into each child criterion before applying
Flat aggregation. All variants use the same
dependency annotations, criterion weights, judges,
training budgets, and random seeds.

As shown in Table 5, conditional rewriting re-
covers part of the gap, confirming that rubric speci-
fication matters. GEAR provides a further improve-
ment by retaining decomposed parent and child
judgments and explicitly aggregating their depen-
dency support.

Graph quality and human validation. We man-
ually audit 180 retained dependency edges, with
60 edges sampled from each benchmark and all
relation types represented. Two annotators inde-
pendently label each edge before adjudication. The
audit yields 91.7% valid-edge precision, 87.3%
relation-type accuracy among valid edges, and a
pooled Cohen’s « of 0.80. This audit evaluates the
precision of retained edges rather than the recall of
omitted dependencies.

We further annotate 300 dependency cases using
human labels determined before inspecting method
outputs. On these human-defined subsets, GEAR
reduces violated-dependency leakage from 0.082
for Flat to 0.010, while preserving 0.648 licensed
downstream utility, compared with 0.231 for Hard
gating. This human-grounded audit complements
the scalable mechanism-level diagnostic in Sec-
tion 4.3. Finally, in a blind evaluation of 250

Benchmark Flat Hard GEAR
HealthBench 552 53.6 61.5
WritingBench 744 720  79.8
PLawBench 68.1 655 744

Table 6: Evaluation with benchmark-specific protocols.
Results are averaged over both policy backbones and
three seeds.

matched Flat—-GEAR response pairs, GEAR is pre-
ferred in 72.9% of non-tied comparisons (95% Wil-
son CI: 66.7-78.3%), with inter-annotator agree-
ment Kk = 0.72.

Independent and cross-family evaluation. We
re-evaluate the aggregation-only policies using
benchmark-specific protocols: the official Health-
Bench setup with GPT-4.1, the released Writing-
Bench critic, and the released PLawBench evalua-
tion prompt with Gemini. As shown in Table 6,
GEAR consistently outperforms Flat and Hard,
with gains of 5.4-6.3 points over Flat.

To test model-family dependence, we also jointly
replace the graph builder, training-time reward
judge, and final evaluator with non-Qwen mod-
els while keeping the policy, training protocol, and
random seeds fixed. GEAR retains a 5.9-point
improvement over its matched Flat baseline, sug-
gesting that the observed gains are not specific to a
Qwen-centric annotation and evaluation pipeline.

5 Conclusion

We introduced False Credit Propagation (FCP), a
structural failure in flat rubric aggregation where
criteria contribute reward or penalty without de-
pendencies licensing their utility. To address FCP,
we proposed GEAR, a graphical aggregation frame-
work that models criteria as latent events and uses
typed prerequisite and activation relations to in-
fer dependency-adjusted marginals. This yields
linear-time reward computation for rubric-based
reinforcement learning pipelines without changing
the outer optimization algorithm. Across bench-
marks, backbones, and rubric-guided RL pipelines,
GEAR improves task performance over flat aggre-
gation and hard gating while reducing invalid down-
stream utility. The results suggest that the aggre-
gation layer itself is an important part of reward-
model design, especially when rubric criteria are
semantically dependent. Overall, rubric depen-
dencies are not merely annotation structure: they
should be part of the reward model, not flattened
into independent checklist items.
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6 Limitations

GEAR focuses on reward aggregation given
criterion-level scores and a dependency-structured
rubric. It models monotone prerequisite and ac-
tivation relations, where an unsupported parent
can only suppress a child’s contribution. It does
not cover compensatory, alternative, mutually ex-
clusive, non-monotonic, or cyclic relations, nor
can it recover criteria omitted from the rubric.
Rubric generation and dependency-aware aggre-
gation therefore remain complementary.

The quality of the resulting reward still depends
on the local criterion judgments and the constructed
graph. Incorrect or missing edges may suppress
valid utility or leave false credit uncorrected. Our
human audit evaluates the precision and type accu-
racy of retained edges, but does not measure the
recall of omitted dependencies. Likewise, the scal-
able FCP diagnostic is based on local judge scores;
the human-grounded audit provides complemen-
tary evidence but covers only a limited subset of
cases.

GEAR uses fixed type-level retention factors
and bounded soft judge scores, which need not
be calibrated probabilities. These choices make the
method simple and reproducible, but may not cap-
ture fine-grained variation across tasks or edges. In
addition, the topological update becomes a mean-
field approximation when multiple parent events
are correlated. Learning edge-specific retention fac-
tors and using more accurate inference for dense
subgraphs are promising extensions.

Finally, our experiments cover three open-ended
domains, multiple policy backbones, independent
evaluators, and human preference judgments, but
do not exhaust possible rubric structures or deploy-
ment settings. The human evaluation measures per-
ceived rubric alignment rather than domain-expert
factual correctness. Broader expert validation and
richer dependency types remain important direc-
tions for future work.
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Appendix

A Rubric Graph Construction

This appendix describes how query-specific rubric
graphs are constructed for GEAR. The graph con-
struction procedure instantiates the typed depen-
dency graph introduced in Section 3.2. For each
query-specific rubric, the graph builder receives
the query, optional source metadata, and the list
of rubric criteria with their signed point values. It
outputs a directed acyclic graph whose nodes are
rubric criteria and whose edges represent depen-
dency relations among them.

Graph construction is performed offline before
reinforcement-learning training. For all bench-
marks, we use Qwen3-8B as the graph annotation
model. The same construction pipeline is applied
to HealthBench, WritingBench, and PLawBench.
The benchmarks use domain-specific annotation in-
structions, but share the same criterion roles, depen-
dency types, validation constraints, and acyclicity
requirement.

The graph is constructed only from the query
and the rubric, not from any candidate response.
Therefore, the resulting graph is fixed across all
candidate responses for the same query and can-
not leak response-specific information into reward
computation. Complete graph-annotation prompts
are provided in Appendix J.1.

A.1 Construction Overview

Graph construction proceeds in four stages. First,
each rubric criterion is assigned a coarse func-
tional role. Second, these roles are used to form
arestricted set of candidate directed parent—child
pairs. Third, the graph annotation model deter-
mines whether each candidate pair expresses a de-
pendency relation. Finally, the resulting graph is
validated and projected to a directed acyclic graph
before reward aggregation.

The final reward model uses only the typed de-
pendency edges. The criterion roles are used to
guide candidate generation and to prevent implau-
sible dependencies, such as treating an optional
refinement as a prerequisite for core task correct-
ness.

A.2 Criterion Roles

Each rubric criterion is assigned one of four func-
tional roles: core criterion, additional criterion,
penalty criterion, or applicability criterion.

A core criterion captures a primary requirement
of the response, such as correctness, safety, respon-
siveness, completeness, task fulfillment, legal rea-
soning, or factual grounding. An additional crite-
rion captures a helpful refinement that can improve
the response but is not central to satisfying the task.
A penalty criterion captures an undesirable error,
omission, violation, or unsafe statement that should
reduce reward when present. An applicability cri-
terion captures a context-specific condition that
determines whether another criterion is relevant.

The role annotation is intended to capture the
functional role of a criterion within the rubric,
rather than its surface wording. For example, a cri-
terion requiring accurate use of evidence is usually
a core criterion. A criterion penalizing an unsafe
recommendation is a penalty criterion. A criterion
indicating that the user is asking for personal medi-
cal advice may serve as an applicability criterion
for downstream safety penalties.

A.3 Candidate Dependency Generation

After assigning criterion roles, we generate candi-
date directed dependencies using simple role-based
constraints. Self-dependencies are excluded.

Core criteria may serve as prerequisites for other
core criteria, additional criteria, or penalty criteria.
This captures cases where a downstream criterion
is meaningful only after a more basic requirement
has been satisfied. For example, credit for nuanced
evidence use may depend on the response first stat-
ing the relevant evidence correctly.

Applicability criteria may activate additional cri-
teria or penalty criteria. This captures conditional
rubric items whose relevance depends on the con-
text. For example, a medical uncertainty disclaimer
may be especially relevant when the response pro-
vides actionable clinical advice.

Other role combinations are not proposed as can-
didate dependencies. In particular, additional crite-
ria and penalty criteria are not used as prerequisites
for core criteria. This keeps the candidate graph
aligned with the intended direction of rubric licens-
ing, from more basic or contextual conditions to
criteria whose utility depends on those conditions.

A.4 Dependency Annotation

For each candidate directed pair, the graph annota-
tion model determines whether the parent criterion
licenses the child criterion. When a dependency is
present, it is assigned one of three relation types.
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A weak prerequisite relation means that the child
criterion is supported by the parent, but can still
receive partial credit or penalty independently. A
strong prerequisite relation means that the child
criterion depends substantially on the parent and
should contribute little utility when the parent is
unsupported. An activation relation means that
the parent controls whether a context-specific child
criterion is applicable.

If the two criteria are independent or merely top-
ically related, no dependency is added. The anno-
tator is instructed not to add edges solely because
two criteria discuss similar content. A dependency
is added only when the child criterion clearly de-
pends on, specializes, or is activated by the parent
criterion.

A.5 Graph Validation and Acyclic Projection

After dependency annotation, the graph is validated
before being used for reward aggregation. The val-
idation step ensures that all edges connect valid
rubric criteria, obey the role-based candidate con-
straints, and do not contain self-dependencies or
duplicates.

The validated graph is then projected to a di-
rected acyclic graph. This is necessary because
the inference procedure in Section 3.4 processes
criteria in topological order. If the annotated de-
pendencies contain cycles, the graph builder re-
moves redundant or lower-priority dependencies
until the graph becomes acyclic. This projection
is performed once before training, and the result-
ing graph is kept fixed for all candidate responses
associated with the same query.

A.6 Benchmark-Specific Annotation Profiles

We use benchmark-specific annotation profiles to
adapt the same graph construction procedure to
different domains. The profiles differ only in the
natural-language instructions given to the graph
annotation model. They share the same criterion
roles, dependency types, validation constraints, and
acyclicity requirement.

For HealthBench, the annotation profile empha-
sizes medical correctness, safety, responsiveness,
and context-specific clinical conditions. For Writ-
ingBench, it emphasizes task fulfillment, content
coverage, factual grounding, structure, format com-
pliance, audience fit, style compliance, and length
compliance. For PLawBench, it emphasizes legal
conclusions, fact summaries, legal reasoning, statu-
tory basis, legal authorities, and undesirable legal

Relation type Retention factor  Interpretation
Weak prerequisite Awk = 0.6 Mild suppression
Strong prerequisite Ast = 0.2 Strong suppression
Activation Aact = 0.0 Full deactivation

Table 7: Default retention factors used by GEAR. A
lower value means that the child criterion is more
strongly suppressed when the parent criterion is un-
supported.

erTors.

Across all benchmarks, the annotator is in-
structed to avoid dependencies based on mere topi-
cal overlap. A dependency is included only when
it reflects a clear licensing relation between rubric
criteria. Complete benchmark-specific graph anno-
tation prompts are listed in Appendix J.1.

B Inference Approximation and
Retention Settings

This appendix reports additional details for the in-
ference approximation used by GEAR. The main
text defines the exact graphical marginal and the
linear-time topological approximation. Here, we
specify the default retention factors and report an
exact-inference agreement check on small rubric
graphs.

B.1 Default Retention Factors

GEAR uses fixed type-level retention factors in the
main experiments. The same values are used across
benchmarks, policy backbones, and aggregation
settings. Table 7 reports the default values.

These values encode the intended ordering
among dependency types. Weak prerequisites al-
low substantial downstream utility to remain when
the parent is uncertain or unsupported. Strong pre-
requisites retain only a small fraction of the child
utility when the parent is unsupported. Activa-
tion edges fully deactivate conditional child criteria
when the activating condition is absent.

The retention factors are not tuned separately
for each benchmark. This fixed setting isolates
the effect of dependency-aware aggregation from
learning or selecting edge-specific strengths. Sensi-
tivity to the global suppression-strength parameter
is reported in Appendix L.

B.2 Exact-Inference Agreement

The topological update used by GEAR is a linear-
time approximation to the exact graphical marginal.
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Benchmark Graph-response pairs  Avg. criteria

Marginal MAE Reward MAE Reward correlation

HealthBench 5,000 11.48
WritingBench 1,000 5.00
PLawBench 250 4.00

0.0068 0.0042 0.9968
0.0027 0.0018 0.9992
0.0019 0.0013 0.9995

Table 8: Agreement between exact graphical inference and the linear-time topological approximation. Lower
marginal and reward errors indicate closer agreement; higher reward correlation indicates closer ranking agreement

across graph-response pairs.

To check whether this approximation changes the
reward substantially in the small-graph regime, we
compare approximate inference against exact enu-
meration on the rubric graphs used in our experi-
ments.

For each evaluated graph-response pair, we com-
pute both exact criterion marginals and topological
approximate marginals using the same local crite-
rion scores, signed rubric weights, graph structure,
and retention factors. We then compare the two in-
ference modes at both the criterion-marginal level
and the final scalar-reward level.

Table 8 reports the agreement results. The
marginal error measures the average absolute dif-
ference between exact and approximate criterion
marginals. The reward error measures the absolute
difference between the scalar rewards computed
from exact and approximate marginals. The reward
correlation measures agreement across evaluated
graph-response pairs.

The agreement check shows that the topologi-
cal approximation closely matches exact inference
in the evaluated rubric graphs. The approxima-
tion error is largest on HealthBench, which has
larger rubrics and denser dependency graphs, but
the scalar reward remains highly correlated with the
exact-inference reward. The smaller WritingBench
and PLawBench graphs show lower marginal and
reward errors.

This check is used only to validate the approxi-
mation. The main reinforcement-learning experi-
ments use the linear-time topological update so that
reward aggregation remains efficient for repeated
policy optimization.

C Experimental Protocol

This appendix provides the experimental details
needed to reproduce the main results. Across
aggregation-only experiments, all methods use
the same policy backbone, training data, rubrics,
criterion-level reward judge, rollout budget, and
reinforcement-learning hyperparameters. They dif-

Benchmark Train  Validation  Total
HealthBench 4,500 500 5,000
WritingBench 900 100 1,000
PLawBench 200 50 250

Table 9: Dataset splits used in the experiments.

fer only in the scalar reward used for policy op-
timization. In the plug-in experiments, GEAR re-
places the reward aggregation component of each
host rubric-guided reinforcement-learning pipeline,
while the remaining training and evaluation setup
is kept unchanged.

C.1 Datasets and Splits

We evaluate on three rubric-based open-ended
benchmarks. For HealthBench, we use 4,500 ex-
amples for training and HealthBench-500 as the
held-out validation set. For WritingBench, we use
900 examples for training and 100 examples for
validation. For PLawBench, we use the practical
case analysis subset, which contains case-analysis
questions together with reference answers, scoring
rubrics, and score sheets. We split this subset into
200 training examples and 50 validation examples.

All rubrics are provided by the corresponding
benchmark datasets. We do not generate additional
rubrics for the main experiments. For each query-
specific rubric, the dependency graph is constructed
once before training and is kept fixed across all
candidate responses for the same query.

C.2  Policy Models

We use Qwen2.5-7B-Instruct and Llama-3.1-8B-
Instruct as policy backbones. Both backbones are
trained under the same reinforcement-learning con-
figuration. Unless otherwise specified, all aggrega-
tion variants for the same backbone share the same
training data, rollout procedure, judge configura-
tion, and optimization hyperparameters.
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Configuration Value Configuration Value
RL algorithm GRPO Training framework VERL
Training hardware 7 x 8 Ascend 910B NPUs  Training batch size 112

PPO mini-batch size 56 Rollout samples per prompt 8
Responses per training step 896 Total training steps 350

Total epochs 5 Learning rate 1x10°°
Maximum prompt length 4096 Maximum response length 4096
Rollout maximum model length 8192 Rollout maximum batched tokens 16384
Warmup schedule Constant KL loss coefficient 1x1073
KL loss type Low-variance KL Entropy coefficient 0

Tensor parallel size 4 Rollout memory utilization 0.6
Sampling temperature 0.7 Top-p 0.8
Top-k 20 Fine-tuning type LoRA
LoRA rank 16 LoRA alpha 32

Table 10: Main GRPO training configuration. All aggregation variants use the same configuration; only the reward

signal differs.

C.3 Training Configuration

All policies are optimized with GRPO using the
VERL training framework. Training is performed
on Ascend 910B NPUs. The main hyperparameters
are reported in Table 10.

C.4 Repeated Runs

Each main result is averaged over three indepen-
dent runs. The repeated runs account for stochas-
ticity in rollout sampling, data ordering, and policy
optimization. We do not tune aggregation-specific
hyperparameters separately for different runs.

The main text reports mean scores for readability.
Standard deviations and additional result tables are
reported in Appendix E.

C.5 Plug-in Replacement Protocol

For plug-in experiments, we evaluate GEAR as a re-
placement for the reward aggregation step in exist-
ing rubric-guided reinforcement-learning pipelines.
Specifically, for RaR-Explicit, MeRF, and Rus-
caRL, we keep the host pipeline unchanged and
replace only the scalar reward construction from
criterion-level rubric scores.

For each host pipeline and its corresponding
GEAR variant, the policy backbone, training split,
rubric set, criterion-level reward judge, rollout bud-
get, and optimization hyperparameters are kept
the same. This comparison isolates the effect of
dependency-aware reward aggregation from other
aspects of the training pipeline.

C.6 Implementation and Compute

During training, one worker node is used to serve
the reward judge, and seven worker nodes are

Benchmark Local criterion score

HealthBench Satisfaction probability from the bi-
nary/probability rubric judge.

WritingBench Normalized score from the scale-based
rubric-scoring wrapper.

PLawBench Normalized score from the partial-

credit or subitem-level scoring wrapper.

Table 11: Benchmark-specific criterion-level scoring.
All scores are normalized to [0, 1] before reward aggre-
gation.

used for reinforcement-learning optimization. Each
reinforcement-learning worker uses eight Ascend
910B NPUs. The maximum number of concurrent
reward-judge workers is set to 32.

Criterion-level judge calls are batched over
rubric items for efficiency. Each judge call evalu-
ates at most four rubric criteria for one candidate
response. The maximum judge output length is
1024 tokens, and the request timeout is 300 sec-
onds.

Graph construction is performed offline once for
each query-specific rubric. During policy optimiza-
tion, the trained policy only uses the fixed graph
and the criterion-level judge scores associated with
each candidate response.

D Judge Models and Evaluation Protocol

This appendix describes the criterion-level judging
and final evaluation protocol used in our experi-
ments. The purpose of this protocol is to separate
three components: criterion-level judging, reward
aggregation, and final evaluation. All compared
aggregation methods receive the same criterion-
level judge outputs for a given query-response pair.
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Setting Value
Reward judge Qwen3-8B
Evaluation judge Qwen3-32B
Temperature 0.0

Top-p 0.8

Top-k 20
Maximum output length 1024 tokens
Request timeout 300 seconds

Maximum concurrent workers 32
Maximum rubric items per request 4

Table 12: Judge inference configuration used for reward
judging and final evaluation.

Therefore, differences among Flat aggregation, de-
terministic gating, and GEAR are attributable to
the reward signal used during policy optimization,
rather than to different judge calls.

D.1 Criterion-Level Reward Judge

During reinforcement-learning training, we use
Qwen3-8B as the criterion-level reward judge. For
each candidate response, the judge receives the in-
put conversation, the candidate assistant response,
and the rubric items associated with the query. It
then evaluates the candidate response against the
rubric criteria.

For positive-weight criteria, a high local score
indicates that the response satisfies the desirable
criterion. For negative-weight criteria, a high lo-
cal score indicates that the undesirable condition
described by the criterion is present. Thus, all
criterion-level scores are interpreted as event prob-
abilities: they estimate whether the event described
by the rubric item holds for the candidate response.

Each judge request evaluates one candidate re-
sponse against a small batch of rubric items. In the
main experiments, each request contains at most
four rubric items. This batching is used only for
efficiency; all aggregation methods consume the
same resulting criterion-level scores.

D.2 Local Criterion Scores

All local criterion scores are normalized to the inter-
val [0, 1] before reward aggregation. The normal-
ization procedure depends on the scoring format of
the benchmark.

For HealthBench, the reward judge produces
both a binary decision and a satisfaction probabil-
ity for each rubric item. We use the satisfaction
probability as the local criterion score. The binary
decision is used for validation and for deterministic
gating baselines.

For WritingBench, rubric items are scored with
a normalized scale-based scoring wrapper. The raw
score assigned by the judge is converted to a value
in [0, 1] before aggregation.

For PLawBench, rubric items are scored with
a partial-credit scoring wrapper. When a rubric
item contains explicit subitems, the judge evaluates
the relevant subitems and the wrapper converts the
awarded credit into a normalized criterion-level
score.

D.3 Final Evaluation Judge

For final validation, we use Qwen3-32B as the eval-
uation judge. The evaluation judge is separate from
the Qwen3-8B reward judge used during training.
It is queried only after policy optimization and is
never used for reward computation, rollout selec-
tion, or gradient updates.

For each trained policy, we generate responses
on the validation split and evaluate them with
Qwen3-32B under the corresponding benchmark
rubric. The evaluator is not given the identity of the
training method. The reported benchmark score is
the mean normalized rubric score over validation
examples. All scores in the main text are reported
on a percentage scale.

This separation reduces the risk that the policy
is evaluated by the exact same model that produced
the training reward. It also makes the comparison
more conservative: the policies are optimized using
Qwen3-8B reward signals, while final reported per-
formance is measured by a stronger and separate
evaluator.

D.4 Judge Decoding and Batching

Both reward judging and final evaluation use de-
terministic decoding for rubric scoring. The judge
is instructed to return compact machine-readable
judgments without free-form explanations. The
same decoding and batching configuration is used
across aggregation variants.

D.5 Parsing and Failure Handling

The judge output is parsed into criterion-level deci-
sions and scores. Parsed scores are clipped to the
valid scoring range and then normalized to [0, 1]
when necessary. For binary fields, common affirma-
tive and negative variants are mapped to Boolean
decisions.

Malformed or incomplete judge outputs are not
treated as successful positive judgments. When
strict failure handling is enabled, invalid outputs
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Method HealthBench-500 1 WritingBench 1 PLawBench 1 Avg. T
Qwen2.5-7B-Instruct
Flat aggregation 56.7 £ 0.6 74.1+04 68.4+0.7 66.4 £ 0.5
Hard gating 54.6 +£0.8 72.5+0.5 65.0+0.9 64.0 £ 0.6
GEAR 62.9+0.5 79.6 04 75.21+0.6 726+ 04
Llama-3.1-8B-Instruct
Flat aggregation 54.1 £ 0.7 76.2+0.6 69.5+0.8 66.6 + 0.6
Hard gating 53.0 £ 0.6 72.7+0.7 66.7 £ 0.9 64.1£0.7
GEAR 62.5 1+ 0.6 82.44+0.5 76.9 £0.7 73.9+£0.5

Table 13: Aggregation-only validation results with standard deviations over three independent runs. All rows within
each model block share the same training and evaluation setup and differ only in reward aggregation. Bold marks

the best result within each model block.

Method HealthBench-500 1 WritingBench 1 PLawBench 1 Avg. 1
Qwen2.5-7B-Instruct
RaR-Explicit 49.5 + 0.7 67.0+0.5 62.3+0.8 59.6 + 0.6
RaR-Explicit + GEAR 55.0 £ 0.6 71.6 £ 0.5 68.8 + 0.7 65.1 +0.5
MeRF 40.24+0.9 61.9+0.7 55.7+ 0.8 52.6 £ 0.7
MeRF + GEAR 45.6 £ 0.8 68.7 + 0.6 60.4 +0.9 58.2 + 0.6
RuscaRL 58.2+ 0.6 754+ 0.5 72.14+0.7 68.6 + 0.5
RuscaRL + GEAR 65.7+ 0.5 81.5+04 76.9+ 0.6 74.7+0.4
Llama-3.1-8B-Instruct
RaR-Explicit 48.4+0.8 67.9+0.6 63.8+0.8 60.0 £ 0.6
RaR-Explicit + GEAR 54.1+ 0.6 73.6 0.5 70.5+0.7 66.1 + 0.5
MeRF 395+ 1.0 62.3+0.8 58.4+0.9 53.4 +0.8
MeRF + GEAR 44.7+ 0.8 69.8 + 0.6 62.1+0.9 58.9 4+ 0.7
RuscaRL 56.9+ 0.7 76.7 £ 0.6 74.2+0.7 69.3 £ 0.6
RuscaRL + GEAR 63.8+0.6 85.0+ 0.5 78.4+ 0.6 75.7+ 0.5

Table 14: Plug-in replacement validation results with standard deviations over three independent runs. For each host
pipeline, GEAR replaces only the reward aggregation step. Bold marks the best result within each model block.

stop the run for debugging. For scale-based and
partial-credit scoring wrappers, missing judgments
are assigned conservative zero-score fallbacks un-
less strict failure handling is enabled. This prevents
parsing failures from being converted into unsup-
ported positive reward.

D.6 Reward-Evaluation Separation

The reward judge and evaluation judge play dis-
tinct roles. Qwen3-8B provides criterion-level re-
ward signals during reinforcement-learning train-
ing. Qwen3-32B evaluates the final trained policies
on held-out validation examples.

The evaluation judge is not used during train-
ing. Its scores do not affect reward computation,
candidate response selection, or policy updates.
Consequently, the final validation scores measure
generalization to a separate judge rather than di-
rect optimization against the training-time reward
judge.

Complete judge prompt templates are provided
in Appendix J.2.

E Additional Results and Statistical
Reporting

This appendix reports additional numerical results
omitted from the main text for space. The main re-
sult table reports mean validation scores over three
independent runs. Here, we provide the correspond-
ing standard deviations for both the aggregation-
only comparison and the plug-in replacement com-
parison.

E.1 Aggregation-Only Results with Standard
Deviations

Table 13 reports aggregation-only validation results
with standard deviations over three independent
runs. Within each policy backbone, all methods
use the same training and evaluation setup; only
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Method Health. T Writingt PLaw T Avg. 1
Flat 58.4 77.8 71.2 69.1
Hard 56.5 75.4 68.1 66.7
GEAR 65.1 +67) 84.0(+62) 783 +7.1) 75.8 (+6.7)

Table 15: Additional aggregation-only results with
Qwen3-30B-A3B-Instruct as the policy backbone.
Scores are from a single training run. Parenthesized
values denote absolute gains over Flat aggregation.

the reward aggregation rule differs.

E.2 Plug-in Replacement Results with
Standard Deviations

Table 14 reports plug-in replacement results with
standard deviations over three independent runs.
For each host pipeline, GEAR replaces only the re-
ward aggregation step. The policy backbone, train-
ing split, rubric set, criterion-level reward judge,
rollout budget, and optimization hyperparameters
are kept fixed between the host pipeline and its
corresponding GEAR variant.

E.3 Additional Backbone Results

Table 15 reports additional aggregation-only re-
sults with Qwen3-30B-A3B-Instruct as the pol-
icy backbone. The experimental setup follows the
aggregation-only protocol in Appendix C. All meth-
ods use the same training data, rubrics, criterion-
level reward judge, rollout budget, and optimiza-
tion hyperparameters; only the reward aggregation
rule differs. Since these experiments are intended
as an additional backbone check, we report single-
run validation scores.

F Additional Details for FCP Diagnostics

This appendix provides implementation details
for the false credit propagation diagnostic in Sec-
tion 4.3. The leakage and preservation metrics are
defined in the main text.

For each validation response, we evaluate depen-
dency cases over the query-specific rubric graph
used by the reward aggregator. A directed depen-
dency from parent criterion j to child criterion ¢
is treated as violated when the child is locally sup-
ported but the parent is not, i.e., p; > 0.5 and
pj < 0.5. Itis treated as satisfied when both the
parent and child are locally supported, i.e., p; > 0.5
and p; > 0.5. We use the same threshold of 0.5
across all benchmarks. The threshold is used to
construct the diagnostic subsets, while the aggrega-
tion methods operate on the original local criterion

scores.

The diagnostic includes both prerequisite and
activation relations. Prerequisite relations test
whether downstream utility is suppressed when a
supporting condition is absent. Activation relations
test whether conditional bonuses or penalties are
suppressed when the condition that makes them
applicable is absent. For negative-weight child cri-
teria, remaining downstream utility is counted as
leakage in the same way as for positive-weight cri-
teria, because an unlicensed penalty can also distort
the scalar reward.

We report both leakage under violated dependen-
cies and preservation under satisfied dependencies.
This prevents an aggregation rule from appearing
effective merely by suppressing all dependent crite-
ria. In particular, deterministic gating can eliminate
threshold-defined leakage by construction while
preserving substantially less licensed downstream
utility.

The diagnostic should be interpreted as an
aggregation-level probe rather than a human seman-
tic audit. It relies on the same local judge scores
and rubric graphs used for reward computation.
Therefore, it measures how an aggregation rule be-
haves under the provided criterion-level evidence,
rather than whether every dependency annotation
or criterion judgment is semantically correct.

G Efficiency and Graph Statistics

This appendix provides additional graph-
construction and aggregation-efficiency statistics.
The main text reports the HealthBench statistics
because it is the largest benchmark in our experi-
ments. Here, we report the corresponding statistics
for all three benchmarks.

Graph construction is performed offline once
for each query-specific rubric. The online cost
reported here refers only to the post-judge aggrega-
tion step: local criterion scores have already been
produced by the reward judge. Therefore, the la-
tency numbers do not include model generation or
criterion-level judge inference.

G.1 Graph Construction Statistics

Table 16 reports graph statistics over the full train-
ing and validation splits. HealthBench has the
largest rubrics and the densest dependency graphs,
with an average of 11.48 criteria and 10.92 retained
edges per rubric. WritingBench and PLawBench
have smaller rubrics and correspondingly smaller
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Statistic HealthBench ~ WritingBench PLawBench
Number of rubrics 5,000 1,000 250
Average criteria per rubric 11.48 5.00 4.00
Average candidate edges per rubric 21.36 5.74 3.82
Average retained edges per rubric 10.92 2.86 1.94
Average update size 22.40 7.86 5.94
Non-empty graph rate 91.84% 78.60% 71.20%
Invalid edge candidates per rubric 0.42 0.18 0.11
Post-judge aggregation latency 4.1 ms 1.7 ms 1.3 ms

Table 16: Graph construction and online aggregation statistics over the full training and validation splits. The update
size is the number of criteria plus the number of retained dependency edges. Latency measures only post-judge

aggregation and excludes criterion-level judge inference.

Variant HealthBench-500  WritingBench PLawBench  Avg. A vs. Flat
Flat aggregation 56.7 74.1 68.4 66.4 -
Random graph 55.8 73.4 67.6 65.6 -0.8
Untyped graph 60.4 77.5 72.0 70.0 +3.6
Typed graph + deterministic gating 54.6 72.5 65.0 64.0 —24
Typed graph + soft inference (GEAR) 62.9 79.6 75.2 72.6 +6.2

Table 17: Full ablation results across all benchmarks. All variants use the same training and evaluation setup and

differ only in the aggregation module.

graphs.

The non-empty graph rate measures the fraction
of rubrics for which at least one dependency edge
remains after validation and acyclic projection. In-
valid edge candidates are edge proposals removed
by the validation procedure, for example because
they violate the role-based candidate constraints or
do not connect valid rubric criteria.

G.2 Online Aggregation Overhead

The online aggregation step is small relative to re-
sponse generation and criterion-level judging. For
each response, the aggregator processes the rubric
criteria and retained dependency edges once. The
resulting latency is 4.1 ms per response on Health-
Bench, 1.7 ms on WritingBench, and 1.3 ms on
PLawBench.

These results indicate that dependency-aware
aggregation adds negligible post-judge overhead
in the evaluated settings. The main computa-
tional cost remains criterion-level judging, which
is shared by all compared aggregation methods.

H Ablation Studies

This appendix provides the full ablation results for
the components of GEAR. The goal is to isolate
the contribution of dependency topology, relation
typing, and soft dependency-aware inference. All
variants use the same policy backbone, training

data, rubrics, criterion-level reward judge, rollout
budget, and optimization configuration. They differ
only in the graph structure or dependency-handling
mechanism used during reward aggregation.

H.1 Graph Structure and Dependency
Handling

Table 17 reports ablation results across all three
benchmarks. The flat variant removes the rubric
graph and treats all criteria as independent. The
random-graph variant preserves the number of
edges and relation-type frequencies, but rewires
dependencies between criteria. The untyped-graph
variant keeps the annotated graph topology but
replaces relation-specific retention factors with a
shared retention factor. The deterministic-gating
variant keeps the full typed graph but applies depen-
dencies as all-or-nothing masks. The full GEAR
variant uses the annotated typed graph with soft
dependency-aware inference.

The random-graph variant tests whether the gain
comes merely from suppressing some downstream
criteria. If random rewiring fails to improve over
flat aggregation, the result indicates that arbitrary
suppression is not sufficient. The untyped-graph
variant tests whether annotated topology alone is
useful. The comparison between the untyped graph
and the full typed graph measures the effect of
relation typing. The deterministic-gating variant
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~y Avg. score Lrcp
0 66.4 0.0922
0.5 70.7 0.0158
1 72.6 0.0032
2 71.6 0.0011
4 68.0 0.0005

Table 18: Sensitivity to the suppression-strength parame-
ter. The average score is computed across the evaluated
benchmarks. Lower Lycp indicates less false credit
propagation.

tests whether hard dependency enforcement is suffi-
cient. The full model performs best when meaning-
ful topology, relation typing, and soft dependency-
aware inference are used together.

I Sensitivity Analysis

This appendix provides additional details for the
sensitivity analysis in Section 4.5. The goal is to
test whether GEAR depends heavily on a particular
suppression strength. We keep the rubric graph
and relation types fixed, and vary only the global
suppression-strength parameter used to adjust re-
tention factors.

L1 Retention Strength

Table 18 reports the sensitivity results. The setting
v = 0 corresponds to flat aggregation because
dependency suppression is removed. The setting
~v = 1 is the default configuration. Larger values
impose stronger dependency suppression.

The results show a score—leakage trade-off. In-
creasing suppression strength consistently reduces
false credit propagation, but overly strong suppres-
sion lowers validation performance. The default
setting achieves the best average score while sub-
stantially reducing leakage relative to flat aggrega-
tion.

J Prompt Templates

This appendix provides the prompt templates used
for graph annotation and rubric-level judging. The
templates are included for reproducibility. Dur-
ing experiments, benchmark-specific information,
rubric items, candidate pairs, and candidate re-
sponses are inserted into these templates.

J.1 Graph Annotation Prompts

Graph annotation uses two types of prompts. The
node prompt assigns a functional role to each rubric
criterion. The edge prompt determines whether a

directed candidate pair expresses a dependency re-
lation. All graph annotation prompts require com-
pact JSON output so that the resulting annotations
can be validated before reward aggregation.

" HealthBench Node Annotation Prompt

You are annotating HealthBench rubrics for structured
reward aggregation.

Task:
Classify each rubric item into exactly one criterion role.

Allowed criterion roles:
- foundation

- bonus

- penalty

- activation

Definitions:
- foundation: a core criterion for whether the answer is
basically correct,
safe, responsive, or complete.
- bonus: a helpful extra detail that improves the answer
but is not the main
requirement.
- penalty: an undesirable mistake, omission, or unsafe
statement that should
subtract credit when present.
activation: a context condition whose main role is to
determine whether
another rubric item is applicable.

Few-shot examples:

- "States that potassium 3.9 mmol/L is normal.” ->
foundation

- "Adds that warm compresses may help a likely muscle
strain.” -> bonus

- "Incorrectly says the symptoms are definitely from low
potassium.” -> penalty
- "Notes that the patient is pregnant, which would activate
pregnancy-specific
safety rubrics.” -> activation

Return JSON only with this schema:

"nodes”: [
{"id": "r1”, "role"”: "foundation”}
]
3

Rules:

- Use only the provided rubric ids.

- Do not modify rubric text.

- Every rubric id must appear exactly once.

- Prefer foundation over bonus only when the criterion is
truly core.

- Use activation only when the rubric mainly serves as an
applicability

condition for another rubric item.

" HealthBench Edge Annotation Prompt

You are annotating directed rubric dependencies for
structured reward
aggregation.

Task:

For each candidate directed pair, decide whether the parent
criterion licenses

the child criterion.

Allowed labels:

- none

- weak prerequisite

- strong prerequisite
- activation

Definitions:

44000



weak prerequisite: the child is meaningfully supported by
the parent and

usually makes more sense if the parent is satisfied, but
the dependency is not

absolute.

strong prerequisite: the child strongly depends on the
parent; if the parent

is absent, the child should usually receive little or no
credit or penalty.

activation: the parent determines whether a context-
specific child bonus or

child penalty is applicable.

none: the two rubrics are largely independent.

Few-shot examples:

Parent: "Explains that potassium 3.9 mmol/L is normal.”

Child: "Concludes that low potassium is unlikely to be
the main cause.”

Label: strong prerequisite

Parent: "Suggests a likely muscle strain from frequent
soccer.”

Child: "Adds that warm compresses may help."”

Label: weak prerequisite

Parent: "Mentions the patient is pregnant.”

Child: "Incorrectly recommends a pregnancy-
contraindicated medication.”

Label: activation

Parent: "Recommends colon cancer screening starting now.”

Child: "Mentions using warm compresses for leg cramps.”

Label: none

Return JSON only with this schema:

"edges”: [
{"parent”: "r1", "child”: "r2", "relation”: "weak
prerequisite”}
]
3
Rules:

- Use only the provided candidate pairs.
- Return exactly one decision for each candidate pair.
- Use "none” only when there is no meaningful dependency.
- Add a dependency only when the child clearly depends on,
specializes, or is
activated by the parent.

Return JSON only with this schema:
{
"nodes”: [
{"id": "r1", "role": "foundation"}
]
3

Rules:

- Use only the provided rubric ids.

Every rubric id must appear exactly once.

Most WritingBench checklist items are foundation criteria

Prefer foundation for style, format, length, and content
requirements when

they are explicitly requested by the user

Use bonus only for nonessential polish beyond the user's
stated requirements.

Use penalty only for criteria that explicitly describe an
undesirable error or

violation.

WritingBench Edge Annotation Prompt

| WritingBench Node Annotation Prompt

You are annotating WritingBench rubrics for structured
reward aggregation.

Task:
Classify each writing-evaluation rubric item into exactly
one criterion role.

Allowed criterion roles:
- foundation

- bonus

- penalty

- activation

Definitions for WritingBench:

foundation: a core writing criterion needed for a high-
quality answer, such

as task fulfillment, content coverage, factual grounding,

structure, format

compliance, audience fit, style compliance, or length
compliance.

bonus: an extra refinement that improves polish,
creativity, nuance, or

expressiveness but is not central to satisfying the user'
s writing request.

penalty: an explicitly undesirable failure mode that
should subtract credit

when present. Do not use penalty merely because a
criterion has low score

bands.

activation: a context condition whose main role is to
determine whether

another criterion is applicable. Use this rarely for
conditional

requirements.

You are annotating directed dependencies among WritingBench
rubric criteria for
structured reward aggregation.

Task:

For each candidate directed pair, decide whether the parent
criterion licenses

the child criterion.

Allowed labels:

none

weak prerequisite
strong prerequisite
activation

Definitions for WritingBench:
- weak prerequisite: the child criterion is easier or more
meaningful to
satisfy when the parent is satisfied, but the child can
still receive partial
credit independently.
- strong prerequisite: the child strongly depends on the
parent; without the
parent, the child should usually receive little or no
credit.
- activation: the parent determines whether a conditional
child bonus or penalty
is applicable.
- none: the two writing criteria are independent dimensions

Writing-specific guidance:

Content correctness, task fulfillment, and required
source or material

coverage can be prerequisites for deeper analysis,
persuasiveness, or

domain-specific quality.

Format, style, and length constraints are often
independent unless one

criterion explicitly builds on another.

Do not add dependencies just because two criteria are
both important.

Keep the graph sparse and only add dependencies that are
semantically clear.

Return JSON only with this schema:

"edges": [
{"parent”: "r1", "child"”: "r2", "relation”: "weak
prerequisite”}
]
3
Rules:

- Use only the provided candidate pairs.

- Return exactly one decision for each candidate pair.

- Use "none"” when the relationship is only topical overlap,
not a dependency.
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" PLawBench Node Annotation Prompt

You are annotating PLawBench legal-practice rubrics for
structured reward
aggregation.

Task:
Classify each legal-evaluation rubric item into exactly one
criterion role.

Allowed criterion roles:
- foundation

- bonus

- penalty

- activation

Definitions for PLawBench:
- foundation: a core legal-answer criterion such as
conclusion, fact summary,
legal reasoning, statutory basis, or legal authorities.
- bonus: optional extra legal nuance that is helpful but
not required by the
scoring rubric.
- penalty: an explicitly undesirable legal error or unsafe
statement that should
subtract credit when present.
- activation: a context condition whose main role is to
determine whether
another criterion is applicable. Use rarely.

Return JSON only with this schema:

"nodes”: [
{"id": "r1”, "role”: "foundation"”}
]
3}

Rules:
- Use only the provided rubric ids.
- Every rubric id must appear exactly once.
- In PLawBench practical case analysis, conclusion, facts,
reasoning, and
statutory basis are normally foundation nodes.
- Do not mark a rubric as penalty unless it explicitly
describes an undesirable
error.

PLawBench Edge Annotation Prompt

You are annotating directed dependencies among PLawBench
legal-practice rubrics
for structured reward aggregation.

Task:

For each candidate directed pair, decide whether the parent
criterion licenses

the child criterion.

Allowed labels:

- none

- weak prerequisite

- strong prerequisite
- activation

Definitions for PLawBench:
- weak prerequisite: the child criterion is meaningfully
supported by the
parent, but can still receive partial credit
independently.
- strong prerequisite: the child strongly depends on the
parent; without the
parent, the child should usually receive little or no
credit.
- activation: the parent determines whether a conditional
child criterion is
applicable.
- none: the criteria are independent.

Legal-reasoning guidance:

- Fact summary is often a prerequisite for legal reasoning.

- Statutory or legal-authority identification often
supports legal reasoning.

- Legal reasoning often supports the final conclusion, but
a conclusion can
still be partly correct without complete reasoning.
- Do not create reverse dependencies from conclusion to
facts, reasoning, or
statutes.
Keep the graph sparse and avoid redundant dependencies.

Return JSON only with this schema:

{
"edges": [
{"parent”: "r1", "child": "r2", "relation”: "weak
prerequisite”}
]
3
Rules:

- Use only the provided candidate pairs.
- Return exactly one decision for each candidate pair.
- Use "none"” when the pair is only part of the same answer
structure but not a
dependency.

The user prompt supplied to the graph annota-
tor contains the benchmark profile, optional source
metadata, the conversation or task prompt, and ei-
ther the rubric list for role annotation or the can-
didate directed rubric pairs for dependency anno-
tation. For role annotation, the rubric list contains
entries with an id, criterion text, and signed point
value. For dependency annotation, each candidate
pair contains the parent id, child id, parent role,
child role, parent criterion, child criterion, and
the dependency labels allowed by the candidate-
generation procedure.

J.2  Judge Prompt Templates

Reward judging and final evaluation use the
same rubric-level prompt templates. During
reinforcement-learning training, the template is in-
stantiated with Qwen3-8B. During final evaluation,
the same template is instantiated with Qwen3-32B.
The prompt contains the conversation, the candi-
date assistant response, and the rubric items to be
judged. The judge is instructed to return compact
machine-readable output only, without explana-
tions, markdown fences, or hidden reasoning.

" HealthBench J udge Prompt

Your job is to evaluate the last assistant response in a
conversation against
multiple rubric items.

Input:
- Conversation, including the candidate assistant response.
- A batch of rubric items with signed point values.

Instructions:

- Return exactly one compact machine-readable object and
nothing else.

- Do not output markdown fences.

- Do not output hidden reasoning or explanations.

- Return one judgment for every required rubric item.

- Do not use rubric ids such as "r1"; use the provided
numeric rubric keys.
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- The output is invalid if any required rubric item is
missing.

For each rubric item, report:
- whether the candidate response satisfies the criterion;
- the probability that the criterion is satisfied.

For negative-point rubrics, a satisfied criterion means
that the undesirable

condition is present.

If the undesirable condition is absent, mark the criterion
as not satisfied and

assign a probability close to zero.

| WritingBench and PLawBench Judge Prompt

Your job is to evaluate the last assistant response in a
conversation against
multiple rubric items.

Input:

- Conversation, including the candidate assistant response.

- A batch of rubric items with scoring instructions.

Instructions:

- Return exactly one compact machine-readable object and
nothing else.

- Do not output markdown fences.

- Do not output hidden reasoning or explanations.

- Return one judgment for every required rubric item.

- Do not use rubric ids such as "r1"; use the provided
numeric rubric keys.

- The output is invalid if any required rubric item is
missing.

For each rubric item:
- If the item uses a 1--10 scale, assign a numeric score
from 1 to 10 according
to the rubric.
- If the item uses partial points, assign the number of
awarded points from @ to
the maximum points.
- If the item contains explicit scoring subitems, judge
each subitem
independently and return either its satisfaction
probability or its awarded
points, depending on the scoring mode.

The reward code normalizes the resulting score to the
interval \([@,1]\) before
aggregation.
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