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Abstract

Reliable set-valued prediction provides a prin-
cipled way to mitigate hallucinations in open-
ended question answering (QA), yet existing
conformal approaches typically rely on a re-
strictive premise: finite sampling must produce
at least one admissible candidate, or calibration
examples violating this condition are discarded.
In this paper, we introduce MiRD, a two-stage
framework that decomposes overall miscover-
age into sampling failure and conditional se-
lection failure. In Stage I, MiRD establishes
an expectation-level marginal upper bound on
the probability that finite sampling produces
no admissible answer under a fixed sampling
budget. In Stage II, conditioned on sampling
success, MiRD calibrates a conformal selection
threshold using admission-correlated noncon-
formity scores constructed from the full cali-
bration set, thereby preserving calibration-set
integrity. Across three open-ended QA datasets
and eight models, MiRD controls sampling risk,
conditional selection risk, and overall miscover-
age, while providing tighter first-stage bounds
than PAC-style alternatives and more adaptive
prediction sets than successful-only calibration.

1 Introduction

Large language models (LLMs) have become a
central component of open-ended question answer-
ing (QA) systems (Sui et al., 2025; Duan et al.,
2025), yet their generated answers remain unreli-
able (Wang et al., 2025d; Huang et al., 2024): even
strong LLMs can produce hallucinated or seman-
tically misaligned responses. A natural route to-
ward reliability is split conformal prediction (SCP),
which replaces a single answer with a prediction
set designed to contain at least one admissible can-
didate with high probability (Campos et al., 2024;
Zhou et al., 2025). However, such guarantees im-
plicitly presume that the candidate pool to be fil-
tered already contains an admissible answer. This
premise is restrictive in open-ended QA, where the

output space is unbounded, correctness must be de-
fined semantically, and a finite number of stochastic
samples may fail to produce any admissible answer
at all (Wang et al., 2025a, 2026a).

This observation suggests that reliability in open-
ended QA should not be viewed merely as a post-
hoc filtering problem over a pre-existing candidate
set. Even when an admissible answer exists in prin-
ciple, finite sampling may fail to generate it (Wang
et al., 2025b); even when such an answer is sam-
pled, subsequent conformalized selection may re-
move it. Existing conformal methods typically fo-
cus only on the latter source of error: they either
assume that every sampled candidate set contains
at least one admissible answer (Wang et al., 2024b,
2025a), or discard calibration examples that violate
this condition (Kaur et al., 2024), thereby restrict-
ing calibration to a success-conditioned subset of
the data distribution. More recent sample-then-
filter approaches relax this assumption through
confidence-interval-based procedures (Wang et al.,
2026a), but establish PAC-style guarantees with an
additional confidence parameter rather than a direct
marginal guarantee in expectation. These limita-
tions motivate a framework that explicitly separates
finite-sampling uncertainty from conditional post-
selection uncertainty, while preserving the integrity
of the full calibration set (Wang et al., 2025e).

In this work, we propose MiRD!, a Miscoverage
Risk Decomposition framework for reliable set-
valued prediction in open-ended QA. The key idea
is to decompose overall miscoverage into two sta-
tistically distinct sources: (1) a marginal sampling-
failure risk, where finite stochastic sampling fails
to produce any admissible answer, and (ii) a condi-
tional selection-failure risk, where conformalized
filtering removes all admissible answers despite
their presence in the sampled candidate set. This
decomposition naturally leads to a two-stage pro-

LCode available at https://github.com/Jzjbuaa/MIRD.
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Figure 1: Overview of two-stage miscoverage risk decomposition.
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cedure. In Stage I, we derive an expectation-level
marginal upper bound on the finite-sampling fail-
ure risk under a fixed sampling budget. In Stage
II, conditioned on sampling success, we calibrate
a conformal selection threshold using admission-
correlated nonconformity scores constructed from
the full calibration set. Crucially, MiRD does not
discard calibration examples whose sampled candi-
date sets contain no admissible answer. Instead, it
leverages the availability of ground-truth answers
during calibration to construct score information
for all calibration examples, thereby preserving
calibration-set integrity while enabling valid thresh-
old calibration. An overview of MiRD is illustrated
in Figure 1.

This decomposition offers both conceptual and
practical benefits. Conceptually, it separates open-
ended miscoverage into finite-sampling failure and
post-selection failure. Practically, it explicitly ac-
counts for sampling failure and avoids the distri-
butional distortion introduced by successful-only
calibration. Although the selection stage relies
on a score-level conditional compatibility assump-
tion, we further show that, under our uncertainty
construction, full-calibration thresholding induces
a monotone enlargement of successful-only cali-
bration: retaining sampling-failed calibration ex-
amples yields a weakly more conservative thresh-
old and thus a superset predictor on sampling-
successful test data. Under the stated compatibil-
ity condition, this monotone relationship explains
why full-calibration thresholding remains coverage-
valid.

We evaluate MiRD on three QA datasets with
eight LLMs from four widely used model fami-
lies. MiRD consistently controls finite-sampling

risk, conditional selection risk, and overall mis-
coverage. Compared with PAC-style confidence
bounds (Bates et al., 2021), MiRD provides sub-
stantially tighter first-stage bounds while maintain-
ing empirical validity. Compared with successful-
only calibration (Wang et al., 2024b, 2025a; Kaur
etal., 2024), MiRD yields prediction sets that better
adapt to example difficulty. Overall, these results
show that miscoverage risk decomposition benefits
both statistical validity and the practical utility of
set-valued prediction in open-ended generation.
In summary, our contributions are threefold:

* We reframe reliable open-ended QA as a mis-
coverage risk decomposition problem, sepa-
rating overall failure into marginal sampling
failure and conditional selection failure.

* We introduce MiRD, a two-stage calibration
framework that combines an expectation-level
marginal upper bound for finite-sampling risk
with full-calibration conformalized selection
for conditional post-selection risk control.

* We validate MiRD across multiple LLM fam-
ilies and QA benchmarks, achieving tighter
sampling-risk bounds, more adaptive predic-
tion sets, and competitive end-to-end miscov-
erage compared with prior alternatives.

2 Related Work

Split Conformal Prediction. SCP converts arbi-
trary nonconformity scores into prediction sets with
finite-sample marginal coverage guarantees under
exchangeability (Papadopoulos, 2008; Angelopou-
los and Bates, 2023; Tan et al., 2025). Given a
held-out calibration set, SCP calibrates a threshold
from empirical nonconformity scores and applies it
to future test examples according to a user-specified
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risk level. Recent work has adapted SCP to LLMs,
but largely focuses on closed-ended scenarios (Ku-
mar et al., 2023; Cresswell et al., 2024; Ye et al.,
2024) or output modification (Cherian et al., 2024).
Reliable set-valued prediction for open-ended QA
remains less settled, because admissible answers
must be obtained from a finite sampled candidate
pool rather than selected from a fixed label space.

SCP in Open-Ended QA. For open-ended gener-
ation, Kaur et al. (2024) defines nonconformity
as the uncertainty of admissible semantics within
sampled answers (Kuhn et al., 2023). ConU targets
API-only settings and constructs self-consistency-
based nonconformity, but assumes that every sam-
pled set contains admissible answers (Wang et al.,
2024b). TRON further develops a two-stage risk
control framework that combines sampling-size cal-
ibration with conformal selection, while relying on
the same sampling-success premise for both cali-
bration and test data (Wang et al., 2025a). Quach
et al. (2024) and SAFER (Wang et al., 2026a) re-
lax this premise through confidence-interval-based
sample-then-filter procedures, but offer PAC-style
guarantees with an additional confidence parameter
d. In contrast, MiRD explicitly decomposes overall
miscoverage into marginal finite-sampling failure
and conditional post-selection failure, and performs
full-calibration conformalized filtering without dis-
carding sampling-failed calibration points.

See additional related work in Appendix B.

3 Methodology

3.1 Notation and Problem Formulation

Let G : X — ) be a pretrained LLM that maps
an input prompt x € X to a textual answer §j € V.
Following standard split conformal protocols (An-
gelopoulos et al., 2024), we hold out a calibration
set Deal = { (w4, y7)}Y |, where z; € X is the i-th
prompt and y;° € ) is its corresponding ground-
truth answer. We consider a future test example
(TN+1,YN,1)> Where y}  is unavailable at pre-
diction time. We assume that the calibration exam-
ples and the future test example are exchangeable.

For each input x, we draw M stochastic answers
from G to form a finite candidate set Gys(x) =
{9m }M_,. For calibration and test examples, we
write Gy (x;) = {@T(ﬁ) M_ forie {l,...,N+1}.
To evaluate answer correctness, let A : ) X
Y — {0,1} be a binary admission function,
where A(y*,y) = 1 indicates that g is admissi-
ble with respect to the ground-truth answer y*, and

A(y*,9) = 0 otherwise. The admission function
may be instantiated by any task-specific semantic
equivalence criterion (e.g., bi-entailment), and our
framework is agnostic to its specific form.

A central challenge in open-ended generation
is that finite sampling does not guarantee that an
admissible answer appears in the candidate set. To
capture this source of error, we define the sampling-
failure indicator for the test example as

Zny1=1(VjeGu(zni1), AlYn11,8)=0),
ey
which equals 1 if none of the M sampled candi-
dates is admissible for the future test input x 1,
and 0 otherwise. We denote the corresponding
sampling-failure probability by

Dhail := Pr(Zny41 =1). 2

Our first objective is to characterize this quan-
tity through an expectation-level marginal upper
bound.

Conditioned on the event {Zx 41 = 0}, i.e., the
sampled candidate set containing at least one ad-
missible answer, we then perform conformalized
selection. Let Ug(y | =) € R denote an uncertainty
score assigned to candidate ¢ under input x. Given
a threshold A, we define the filtered prediction set
as

Ca(@zni1) ={9€Gm(@n+1):Ug(§lzn41) <A}

3
We define the corresponding miscoverage indicator
as

Ryn1(N)=1(VgeCr(zn+1), A(Yn41,9) =0) -

4)
Our second objective is to calibrate a threshold A
such that

Pr(RNH(X) = 1| Znsr = o) <a, (5

for a user-specified risk level a € (0,1).

Because the event {Zx 41 = 0} is unobservable
at prediction time, controlling only the conditional
risk in Eq. (5) is insufficient to characterize the reli-
ability of the final prediction set. Our overall goal
is therefore to construct coverage-valid set-valued
predictions by explicitly decomposing overall mis-
coverage into two sources: (i) the marginal risk that
finite sampling produces no admissible answer, and
(i1) the conditional risk that conformalized selec-
tion removes all admissible answers when at least
one has been sampled.
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Specifically,

Pr(Rys1(\)=1) = Pr(Zy41 = 1)+
PT(RN+1(>\) =1 | ZN+1 :0) PI‘(ZN+1:O).
(6)

Eq. (6) motivates our two-stage framework: Stage
I upper-bounds the marginal sampling-failure risk
induced by finite generation, while Stage II cali-
brates \ to control the conditional selection risk
given Zn41 = 0.

3.2 Bounding Sampling-Failure Probability

The conditional guarantee in Eq. (5) applies only
to test instances for which finite sampling has al-
ready produced at least one admissible answer. We
therefore first quantify the marginal probability that
a fixed sampling budget M fails to generate any
admissible answer. Because our objective is to char-
acterize the average failure probability over future
test examples rather than identify which particular
examples will fail, we target a marginal guarantee
in expectation.

To make the dependence on the sampling budget
explicit, for each example (x;, y), define

Zi(M) = 1(Vy € Gu (i), A(y;,9) =0). (7)

Thus, Z;(M) = 1 indicates that no admissible an-
swer is observed among the first M stochastic sam-
ples. We assume that candidate sets are generated
sequentially, such that Gys, () C Gay, (z) when-
ever M7 < Ms. Under this construction, Z;(M) is
non-increasing in M and takes values in {0, 1}.

For a fixed sampling budget M, define the em-
pirical sampling-failure rate over the calibration set
as

N 1 X
Ry (M) = > Zi(M). ®)
i=1

Since Z;(M) € {0, 1}, the sampling-failure proba-
bility for a future test example satisfies

Prait(M) =Pr(Zy1 (M) =1) = E[Zn41(M)],
©))
so for this binary loss, failure probability and ex-
pected loss coincide (Angelopoulos and Bates,
2023; Angelopoulos et al., 2024).
The following proposition relates the future
sampling-failure probability to the empirical failure
rate on the calibration set.

Proposition 1 (Marginal upper bound for a fixed
sampling budget). Assume that the N calibration

examples and one future test example are exchange-
able. Then, for any fixed sampling budget M,

pfail(M) = PT(ZN+1(M) = 1)
N =~
<Rl
<E| 5 Ry () +

1 (10)
N+1]

See the proof of Proposition 1 in Appendix A.

Proposition 1 establishes an expectation-level
marginal upper bound on the sampling-failure risk
under a fixed budget M. Define

~ N = 1
B(M) = THRN(M) YN
Unlike a PAC-style upper confidence bound (Wang
et al., 2026a), B(M) is not guaranteed to upper-
bound pg;(M) for every realized calibration
set. Instead, it is a calibration-dependent random
quantity whose expectation satisfies pg,j (M) <
E[3(M)]. This differs from a high-probability
statement that upper-bounds a fixed but unknown
risk parameter with probability at least 1 — § over
the calibration data (Clopper and Pearson, 1934).

Thus, although we cannot determine at test
time whether a particular future example satis-
fies Zn4+1(M) = 0, Proposition 1 controls the
marginal finite-sampling failure probability in ex-
pectation. Conditioned on the complementary
event Zy+1 = 0, we next calibrate the conformal-
ized selection threshold to control the second-stage
risk.

(11)

3.3 Conformalized Selection

Even when finite sampling fails to produce an ad-
missible answer, the ground-truth answer remains
available for every calibration example. We there-
fore use the uncertainty associated with the ground
truth to construct a nonconformity score (NS) for
every calibration example. Specifically, for each
(xi,y)), define

wi = Ug(y] | zi), t=1,...,N. (12)

This construction provides an admission-correlated
nonconformity score for all calibration examples,
including those whose sampled candidate sets con-
tain no admissible answer. Consequently, MiRD
avoids discarding sampling-failed calibration exam-
ples (Wang et al., 2024b, 2025a; Kaur et al., 2024)
and preserves the full calibration distribution.

Let {u(;) < -+ < u(y)} denote the ordered
calibration scores, and define

ko :=[(N+1)(1-a)]. (13)

44303



We calibrate the selection threshold using the con-
formal quantile

A= Uy, (14)

with the standard convention u(y 1) := +00.

Now consider a future test example x 1 satis-
fying Zn4+1 = 0, so its candidate set contains at
least one admissible answer. Among its admissible
candidates, define the reference answer as the one
with the smallest uncertainty score:

. (ref)

Unyi1 € arg min

9€GM (n+1): Ay 1 1,9)=1

Ug(@ | zn+1),
(15)

and define its associated admission-correlated NS
as

(ref
un 1= Ug(iN) | onyn). (16)
By construction, on the event { Zy 11 = 0},
Jgels(x Ay, 9) =1
{FeCi(eni1), AlYny1,0) = 1} an

= {un41 < AL

For Stage II, we additionally assume con-
ditional score exchangeability: conditioned on
Zn+1 = 0, the augmented score sequence
{u1,...,un,un4+1} is exchangeable. In other
words, conditional on sampling success, the
admission-correlated score of the reference ad-
missible test answer is exchangeable with the
calibration-side ground-truth scores. We discuss
this assumption and its relation to our uncertainty
construction in Appendix A.3.

Under this assumption, the standard split confor-
mal rank argument gives

PI'(UN+1 S 5\ | ZN+1 = 0)

=Pr(uns1 < up,) | Zvg1 =0) (18)

>_"C >1_q.
“ N+1— @

Combining Eqgs. (17) and (18), we obtain
Pr(3geC(zn+1), AWng1,9) = 1|Zn41 = 0)

>1—aq,
19)

or equivalently,
Pr(RNH(X) =1|Zys1 = o) <a.  (20)

Thus, under the conditional score-exchangeability
assumption, the calibrated threshold A satisfies the
Stage-II objective in Eq. (5).

3.4 Opverall Coverage Guarantee

We finally combine the marginal sampling-failure
bound in Proposition 1 with the conditional selec-
tion guarantee in Eq. (20). Using the decomposi-
tion in Eq. (6),

Pr (RN+1(5\) - 1)
—Pr(Zy 1 (M) = 1) +

. 2D
Pr(RN+ﬂA)::1|ZN+ﬂA4):(0-
Pr(Zn+1 (M) =0).

Applying Proposition 1 and Eq. (20) yields
Pr(RNHO\) = 1) < prait(M) + «
(22)

< E[E(M)] + .

Therefore, MiRD provides an expectation-level
marginal miscoverage bound for open-ended set-
valued prediction. Eq. (22) is conservative because
it drops the factor Pr(Zy41(M) = 0) multiply-
ing the conditional selection risk. Appendix A.4
provides a tighter population-level refinement that
retains this complementarity between sampling fail-
ure and conditional selection failure.

4 Experiments

4.1 Experimental Setup

Datasets. We evaluate MiRD on three open-ended
QA benchmarks. We use TriviaQA (Joshi et al.,
2017) in a closed-book setting and CoQA (Reddy
etal., 2019) in an open-book, context-supported set-
ting, covering complementary generation scenarios.
We further include the more challenging Natural
Questions (NQ) dataset (Kwiatkowski et al., 2019).
See Appendix C for details.

Models. We evaluate eight open-weight
LLMs from four widely used model fami-
lies: LLaMA (Touvron et al., 2023) (LLaMA-
3.1-8B-Instruct and LLaMA-3.1-70B-Instruct),
Qwen (Bai et al., 2023) (Qwen2.5-3B-Instruct,
Qwen2.5-7B-Instruct, and Qwen2.5-14B-Instruct),
Vicuna (Zheng et al., 2023) (Vicuna-7B-Instruct
and Vicuna-13B-Instruct), and OpenChat (Wang
et al., 2024a) (OpenChat-3.5).

Baselines. For Stage I, prior sample-then-filter
methods typically construct a (1 — §)-level upper
confidence bound (UCB) on the sampling-failure
rate (Wang et al., 2026a). We compare the marginal
upper bound in Proposition 1 against both Clopper—
Pearson-style (Clopper and Pearson, 1934) and
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Figure 2: Sampling-failure risk and corresponding upper bounds across sampling budgets M on TriviaQA with

eight LLMs.

Table 1: Sampling risk vs. bound on TriviaQA with the
LLaMA-3.1-8B-Instruct model, using sentence similar-
ity for correctness evaluation across various thresholds.

Table 2: Sampling risk vs. bound on TriviaQA with the
LLaMA-3.1-Instruct family of two model sizes, using
bi-entailment for correctness evaluation.

Threshold / M 5 10 15 20 Model Size / M 5 10 15 20
05 Risk 0.0107 0.0067 0.0058 0.0044 3B Risk 0.1779 0.1381 0.1196 0.1073

’ Bound  0.0110 0.0069 0.0061 0.0047 Bound 0.1782 0.1383 0.1198 0.1074
055 Risk 0.0249 0.0165 0.0138 0.0112 70B Risk 0.0693 0.0557 0.0475 0.0450

’ Bound 0.0252 0.0167 0.0141 0.0114 Bound 0.0696 0.0560 0.0479 0.0454
0.6 Risk 0.0486 0.0340 0.0279 0.0235

’ Bound 0.0491 0.0344 0.0282 0.0239
0.65 Blzlsrlid 88%3 832;? 88222 ggigi its semantic cluster. This yields a normalized score

Risk  0.1349 0.1006 0.0855 0.0757 U(-) € [0, 1], where larger values indicate weaker

07 Bound 0.1355 0.1010 0.0858 0.0760 semantic self-consistency and hence greater uncer-

Hoeffding-style (Hoeffding, 1963) UCBs, denoted
by UCB-CLP and UCB-HFD, respectively. For
Stage II, we compare against ConU (Wang et al.,
2024b), which discards calibration examples whose
sampled candidate sets contain no admissible an-
swer and calibrates the selection threshold using
only the remaining sampling-successful examples.
This comparison directly evaluates the effect of
retaining the full calibration set in MiRD.

Correctness Criteria. We use sentence-level se-
mantic similarity as the default admission criterion.
To evaluate sensitivity to the definition of admissi-
bility, we additionally consider bi-entailment. Im-
plementation details are provided in Appendix C.

Uncertainty Measure. Following previous stud-
ies (Wang et al., 2024b, 2025a, 2026a), we perform
semantic clustering over the sampled candidate
set (Kuhn et al., 2023) and define the uncertainty
of each candidate as one minus the frequency of

tainty.

Evaluation Protocol. Because our theory targets
marginal quantities, we evaluate empirical risks
through repeated random calibration-test splits (An-
gelopoulos and Bates, 2023; Quach et al., 2024;
Wang et al., 2025a, 2026a). We repeat the split
500 times and report the mean test-time risk across
splits as a Monte Carlo estimate of the correspond-
ing theoretical quantity.

We evaluate the three risks induced by our de-
composition. For Stage I, the sampling-failure risk
is the proportion of test examples for which no
admissible answer is obtained within a fixed sam-
pling budget. For Stage II, the conditional selection
risk is the miscoverage rate among test examples
satisfying Zn11(M) = 0. Finally, the overall mis-
coverage risk is the proportion of all test examples
whose final prediction sets contain no admissible
answer. We regard a theoretical bound as empir-
ically supported when the corresponding Monte
Carlo risk estimate does not exceed that bound.
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Figure 3: Conditional selection risk across target risk levels on TriviaQA with eight LLMs (M = 5).
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Figure 4: Difficulty-stratified deduplicated prediction-
set size on TriviaQA with Vicuna-7B-Instruct.
Sampling-successful test examples are partitioned into
easy and hard groups according to whether the top-1
candidate is admissible.

4.2 Statistical Validity of the Marginal Upper
Bound for Finite-Sampling Risk Control

We first evaluate the empirical behavior of the
marginal upper bound in Proposition 1. Be-
cause the Stage-I guarantee is an expectation-level
marginal bound, rather than a high-probability con-
fidence bound on a fixed parameter, we use re-
peated calibration-test splits to approximate both
sides of the guarantee.

For each of the 500 random splits and each fixed
sampling budget M, we compute the test-time pro-
portion of examples whose sampled candidate sets
contain no admissible answer, together with the
calibration-dependent proxy 3 (M). We then aver-
age these quantities across splits to obtain Monte
Carlo estimates of py (M) and E[B(M )], respec-
tively.

As shown in Figure 2, across all eight LLMs
and all sampling budgets considered, the esti-

Adaptiveness Gap of Prediction Set Size (M=5)
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Figure 5: Adaptiveness gap in prediction-set size on
TriviaQA with Vicuna-7B-Instruct, defined as the differ-
ence between the average deduplicated prediction-set
sizes of hard and easy examples.

mated MiRD bound remains above the empirical
sampling-failure risk on TriviaQA. This empiri-
cally supports the marginal guarantee in Propo-
sition 1. At the same time, the MiRD bound is
consistently tighter than both UCB-CLP and UCB-
HFD. This illustrates the practical advantage of the
expectation-level formulation: it provides a sharp
characterization of marginal finite-sampling risk
without introducing an additional confidence pa-
rameter 9.

Tables 1 and 2 further show that this behavior
is robust to the admissibility criterion. Under sen-
tence similarity, the bound closely tracks empirical
sampling-failure risk across a range of semantic
thresholds. Under bi-entailment, the same pattern
holds for both the 8B and 70B LLaMA models. To-
gether, these results indicate that the Stage-I bound
remains empirically stable across model families,
sampling budgets, and alternative definitions of
answer admissibility.
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Figure 6: Overall miscoverage risk and corresponding upper bounds across target risk levels on TriviaQA with eight

LLMs (M = 5).

4.3 Conditional Selection Risk Control under
Full-Calibration Thresholding

We next evaluate Stage 11, fixing the sampling bud-
get to M = 5 on TriviaQA. As shown in Figure 3,
MiRD keeps the conditional selection risk below
the target level a across all eight LLMs, empiri-
cally supporting the Stage-II guarantee. MiRD also
yields consistently lower conditional miscoverage
than ConU across the evaluated risk levels.

This behavior follows from the full-calibration
construction. Under our admission-correlated score
construction, retaining sampling-failed calibration
examples induces a weakly larger conformal thresh-
old than successful-only calibration, and there-
fore a weakly larger prediction set on sampling-
successful test examples. As discussed in Ap-
pendix A.3, this monotone enlargement is consis-
tent with the conditional coverage guarantee and
explains the more conservative selection behavior
of MiRD.

Lower conditional miscoverage, however, does
not by itself characterize the utility of a set-valued
predictor, since a larger threshold generally pro-
duces a larger prediction set. Prediction-set size
should therefore not be minimized uniformly; ide-
ally, it should remain sensitive to example difficulty
and model uncertainty.

To examine this behavior, we analyze dedupli-
cated prediction-set size using Vicuna-7B-Instruct
on TriviaQA. We partition sampling-successful
test examples into easy and hard groups accord-
ing to whether the top-1 candidate is admissible.
As shown in Figure 4, MiRD produces larger and
more stable prediction sets than ConU across both

groups, avoiding the rapid shrinkage induced by
successful-only calibration. More importantly, Fig-
ure 5 shows that MiRD retains a larger hard—easy
set-size gap across target risk levels. Thus, the
additional set size introduced by MiRD does not
simply correspond to uniform enlargement; instead,
it preserves stronger difficulty-dependent variation
in the resulting prediction sets.

Taken together, these results show that full-
calibration thresholding provides valid conditional
risk control while retaining greater adaptiveness to
example difficulty than successful-only calibration.

4.4 Overall Miscoverage Risk Control

Finally, we evaluate the end-to-end miscoverage
of the resulting prediction sets. Combining the
marginal sampling-failure risk in Stage I with the
conditional selection risk in Stage II yields the
overall guarantees derived in Section 3.4 and Ap-
pendix A.4.

As shown in Figure 6, across all eight LLMs
and all target risk levels considered, the empirical
overall miscoverage of MiRD remains below both
the conservative main-text bound and the tighter
refinement in Appendix A.4. The tighter bound
also tracks the empirical miscoverage more closely,
showing that explicitly retaining the interaction be-
tween sampling success and conditional selection
produces a practically meaningful improvement
over the conservative additive bound.

In comparison, UCB-CLP and UCB-HFD yield
substantially looser end-to-end bounds, reflecting
the additional conservativeness introduced by prop-
agating PAC-style confidence bounds through the
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two-stage pipeline. Compared with ConU, MiRD
achieves competitive or lower overall miscover-
age while explicitly accounting for finite-sampling
failure. These results indicate that preserving the
full calibration set improves end-to-end reliability
rather than merely enlarging intermediate predic-
tion sets.

Additional results on CoQA, NQ, and broader
experimental settings are provided in Appendix D.

5 Conclusion

We present MiRD, a two-stage framework for re-
liable set-valued prediction in open-ended QA.
MiRD explicitly decomposes overall miscoverage
into two sources: marginal sampling failure and
conditional selection failure. Based on this decom-
position, Stage I establishes an expectation-level
marginal upper bound on finite-sampling failure
risk, while Stage II calibrates a conformalized se-
lection threshold using admission-correlated non-
conformity scores constructed from the full calibra-
tion set. Across multiple QA benchmarks and LLM
families, MiRD empirically controls sampling risk,
conditional selection risk, and overall miscoverage,
while providing tighter first-stage bounds than PAC-
style confidence bounds and more adaptive predic-
tion sets than successful-only calibration. Overall,
our results demonstrate the value of explicitly ac-
counting for finite-sampling failure and preserving
calibration-set integrity when constructing reliable
set-valued predictions for open-ended generation.
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Limitations

MiRD inherits several assumptions and limita-
tions from conformal prediction and open-ended
generation. First, the proposed guarantees rely
on exchangeability between calibration and test
examples, as in standard split conformal predic-
tion. While this assumption is appropriate for the
marginal validity studied in this work, substantial
distribution shifts may violate exchangeability and
require additional adaptation or recalibration.
Second, the Stage-II guarantee relies on a con-
ditional score-exchangeability assumption: con-
ditioned on sampling success, the admission-
correlated score of a reference admissible test

answer is assumed to be exchangeable with the
calibration-side ground-truth scores. We make
this assumption explicit and discuss its connec-
tion to our uncertainty construction in the ap-
pendix. Developing weaker, empirically testable,
or distribution-shift-robust alternatives to this as-
sumption remains an important direction for future
work.

Third, MiRD considers a fixed finite sampling
budget. This setting enables a clean decomposition
between sampling failure and post-selection fail-
ure, but does not adapt the number of samples to
individual example difficulty. Adaptive sampling
or budget-allocation strategies could potentially im-
prove the trade-off between computational cost and
miscoverage risk.

Finally, the empirical performance of MiRD de-
pends on the choice of admission criterion and un-
certainty score. Although our experiments consider
multiple admissibility criteria and diverse LLM
families, extending the framework to broader gen-
eration tasks and alternative score constructions
would further clarify its generality.
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A Proofs and Discussions

A.1 Proof of Eq. (6)
By the law of total probability,

Pr(Ry1(N) = 1) =
Pl“(RNJr ()\) =1 | ZNy1 = 1)P1"(ZN+1 = 1)+
Pr(Rys1(A) = 1| Zys1 = 0)Pr(Zns1 = 0).

When Z 41 = 1, no admissible answer appears in
the candidate set Gps(xn+1). Since Cy(xn4+1) C
Gr(xn41), it follows that Ry 41(A) = 1 almost
surely, so

PY(RN+1()\) =1 ‘ ZN+1 = 1) =1.
This yields Eq. (6).

A.2  Proof of Proposition 1

Proof. By exchangeability, the random variables

Zl(M)7’ . '7ZN(M)7ZN+1(M)
have the same marginal distribution. Hence,
| N+l
E[Z M)]=—— E[Z;(M
Zn (M) N+1; (M)
N+1 (23)
Zi(
pEsPd
Using ZN+1( ) < 1, we obtain
i
N
Z 1 Zn(M)
N

- N +1 N +1°
Taking expectations on both sides and using Eq. (8)
gives
N = 1
E[Z M) <E|——R —_—
Zxa(M0)] < B B0 + 5

Combining this with Eq. (9) proves the statistical
validity of Proposition 1. O

A.3 Conditional Exchangeability Assumption

The second-stage guarantee in Section 3.3 requires
that, conditional on {Zy 1 = 0}, the augmented
admission-correlated score sequence

{ul, e ,uN,uN+1}

is exchangeable, a score-level assumption tailored
to our construction and stronger than the exchange-
ability of the underlying data points alone.

The requirement for this assumption arises from
an intrinsic asymmetry in our two-stage framework.
In Stage I, the sampling failure is defined with re-
spect to the finite candidate set generated by the
model. In Stage II, however, conformalized selec-
tion is only meaningful on test data points for which
sampling has already succeeded (i.e., Zy+1 = 0).
By contrast, at calibration time, the ground-truth
answer is always available, which allows us to de-
fine an admission-correlated score for every calibra-
tion data point, regardless of whether its sampled
candidate set contains an admissible answer. Con-
sequently, the calibration-side score distribution is
constructed on the full calibration set, while the
test-side score is only employed on the sampling-
successful subset of the test distribution.

This asymmetry is inherent to the proposed risk
decomposition, but rather a direct consequence of
the risk decomposition in Eq. (6): the first-stage
term accounts for whether an admissible answer
appears at all, while the second-stage term only
concerns whether such an answer is retained after
conformalized filtering. Since Stage II is condi-
tioned on { Zn 1 = 0}, its theoretical validity does
not require the calibration and test candidate sets
themselves to be symmetric in a pointwise sense.
Instead, what is required is that the calibration-time
ground truth scores provide a valid surrogate for
the test-time admission-correlated reference (ad-
missible) score under the same conditional regime.

More concretely, the calibration scores are de-
fined as

u; = Ug(y; | 7)),

whereas the test score is defined using the lowest-
uncertainty admissible sampled answer,

UN41 = UG(yN+1 | TN 1),
where
ygif)l S arg min Uc(y | xn41)-

9EGM (zn+1): Alyp 4 1,9)=1

Therefore, exchangeability required in Section 3.3
is not implied automatically by the exchangeability
of the raw data points (x;, y;). Rather, it is a com-
patibility assumption asserting that, conditional on
sampling success, ground truth score distribution
on calibration data is symmetric with reference
admissible-score distribution on the future test data.
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Thus, the assumption formalizes the precise role
of ground-truth answers: they are not injected into
the candidate sets, nor do they alter the first-stage
sampling event. Instead, they are used only to con-
struct admission-correlated NSs on the calibration
side, so as to retain all calibration examples while
avoiding the exchangeability mismatch induced by
augmentation-based designs. The validity of Stage
II therefore hinges on score-level conditional com-
patibility, rather than candidate-set-level identity
between calibration and test examples.

Then, we note that this assumption is empirically
testable in a limited but informative sense. On cali-
bration examples with Z;(M) = 0, one may com-
pare the ground truth score Ug(y; | x;) against
the corresponding admissible sampled-answer ref-
erence score

min

UG ] Z;),
9€Gp (x4): Ay} ,9)=1 (y ‘ )

to evaluate whether the two scores are well aligned
in distribution or rank. Such analyses do not prove
the assumption, but they offer evidence for the plau-
sibility of using ground truth scores as surrogates
for test-time admission-correlated sampled-answer
scores.
A simpler interpretation based on nested con-
formal sets. For the specific nonconformity con-
struction considered here, the Stage-II validity of
MiRD also admits a simpler interpretation through
threshold monotonicity. Previous methods such
as ConU (Wang et al., 2024b) assume that both
calibration and test sampling sets contain at least
one admissible candidate. Under this assumption,
the admission-correlated NSs on calibration and
test examples are exchangeable, and the resulting
conformal threshold is therefore statistically valid.
MiRD differs from this successful-only calibra-
tion view only in that it retains the full calibration
set. Concretely, for calibration data points whose
sampling sets already contain admissible answers,
MiRD uses the same admission-correlated noncon-
formity scores as ConU; for calibration examples
whose sampling sets fail, MiRD effectively adds
additional maximal scores equal to 1 (let U (-) < 1).
Therefore, under the same target risk level o, the
empirical score distribution used by MiRD is ob-
tained by augmenting the successful-only score
distribution with extra values at the upper endpoint.
As aresult, the calibrated quantile cannot decrease:

AMIRD = AConU-

Since the conformal prediction sets are nested in
the threshold,

AM< )y — C)\l(x) - C,\2(:U),

we further have

C‘S‘ConU (.'1:') g CS\MiRD (ﬂf) for every x.

Hence, whenever the successful-only conformal
predictor achieves coverage, the MiRD prediction
set, being a superset under the same «, also pre-
serves that coverage. In this sense, for the present
nonconformity design, MiRD can be viewed as a
monotone enlargement of the successful-only con-
formal predictor, which offers an intuitive explana-
tion for its Stage-II statistical validity.

This interpretation is specific to the current non-
conformity construction, where failed calibration
examples contribute maximal scores, and should be
understood as a complementary justification rather
than a replacement for the more general score-level
conditional exchangeability formulation above.

A.4 A Tighter Population-Level Miscoverage
Bound

In the main text, we present a conservative marginal
guarantee

Pr(Ryi(A) =1) <a+E[FM)|, @4

where

~ N 5 1
PO = o v+ oy

is the exchangeability-corrected empirical proxy
introduced in Section 3.2. This bound is simple
and sufficient for our main result, but it is conser-
vative because it upper-bounds the second-stage
contribution by o (Pr(Zn41(M) = 0) < 1) with-
out exploiting the fact that selection failure can only
occur when finite sampling has already succeeded.
To sharpen this characterization, let

Prait (M) == Pr(Zy1 (M) = 1),
Psel ‘= Pr(RN-i-l(j\) =1 | ZN+1(M) = O) .
(25)

Then the decomposition in Section 3.4 can be writ-
ten as

Pr(RN+1(5\) - 1) = prain(M)
+ Psel (1 — prait(M)).

(26)
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This formulation makes explicit that the second-
stage risk is incurred only on the subset of test data
for which the first-stage finite-sampling step has
already produced at least one admissible answer.

Proposition 2 (A tighter population-level miscover-
age bound). Under the assumptions of Sections 3.2—
34,

I%(RN+ﬂX):1)g(y+(r—amhﬂﬂﬂ

<a+(1- a)E[g(M)} .
(27)

Proof. Starting from Eq. (26), we have

Pr (RN+1 (A= 1) = Ptail (M )+psel (1—prait (M)).

By Eq. (23) in the main text, pse) < «. Therefore,

Pr (RN+1(5\) = 1) < ptait (M) + (1 — prain(M))
:a—l—(l—a)pfaﬂ(M).

Finally, Proposition 1 in the main text gives

pfail(M) < E |:§(M)i| )
which yields the second inequality in Eq. (27). [

Compared with the conservative upper bound in
Eq. (24), the improvement is

(@ +E[B(M)]) = (a+ (1 - )E[B(M)])

= aE[B(M)].

Hence, the gap is exactly the overlap that is double-
counted by the loose upper bound. Importantly,
this tightening is obtained by coupling the two error
terms through the exact decomposition in Eq. (26);
it does not follow from independently replacing
Pr(Zy1(M) = 0) by 1 — E[3(M)].

As an immediate corollary, we obtain a tighter
population-level coverage guarantee

Pr(3g € Ci(xn+1), Alyn41,9) = 1)

~ (28)
>1-a-(1-a)E[F(M)|.

Eq. (27) is viewed as a tighter population-level re-
finement of the main-text guarantee, while Eq. (24)
remains the simpler and more transparent statement
in the main development.

B Additional Related Work

Necessity of Calibration Set Integrity. Previous
SCP methods for open-ended QA typically discard
calibration data points whose sampling sets fail to
cover admissible candidates (Wang et al., 2024b,
2025a; Kaur et al., 2024). Under the i.i.d. assump-
tion, however, this pruning contracts the empirical
uncertainty distribution and restricts conformal va-
lidity to a smaller subset of test distribution (Wang
et al., 2025e). Moreover, both TRON (Wang et al.,
2025a) and SConU (Wang et al., 2025¢e) suggest,
through the calibration of sampling budget, that if
every calibration instance contains admissible an-
swers within the sampling set, then test points are
guaranteed to produce admissible candidates via
finite sampling. Such a premise conflicts with the
model-agnostic nature of SCP (Angelopoulos and
Bates, 2023): for any deployed generative model,
it is generally impossible to ensure that every input
query is answerable or that an admissible answer
lies within the model’s finite-sample output space.
Uncertainty Estimation for LLM Generation. Un-
certainty estimation for free-form generation has
been widely investigated as a way to detect halluci-
nations and unreliable model responses. Early ap-
proaches often exploit sampling-based consistency:
if multiple stochastic generations are semantically
consistent, the model is considered more reliable;
otherwise, disagreement among generations can in-
dicate uncertainty (Manakul et al., 2023). Because
natural language admits many surface forms with
the same meaning, later work proposes semantic-
level uncertainty measures, such as semantic en-
tropy (Kuhn et al., 2023), relevance-aware token or
sentence weighting (Duan et al., 2024), and word-
sequence-level uncertainty (Wang et al., 2025d),
to better capture uncertainty in free-form answers.
These methods provide useful uncertainty scores
for open-ended QA, but they are typically heuris-
tic and do not by themselves provide finite-sample
risk guarantees. MiRD is complementary to this
line of work: it can use such uncertainty measures
as candidate scores, while calibrating them into
risk-controlled set-valued predictions through the
proposed miscoverage decomposition.

Risk-Controlling Prediction and Conformal Gen-
eration. Beyond SCP, risk-controlling prediction
frameworks calibrate prediction sets to satisfy user-
specified loss constraints under distribution-free or
finite-sample guarantees (Bates et al., 2021; Jin and
Candes, 2023; Angelopoulos et al., 2025). Recent
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work has also adapted conformal ideas to language
generation, including conformal language model-
ing, conformal factuality guarantees, and surveys
of SCP for NLP (Quach et al., 2024; Mohri and
Hashimoto, 2024; Campos et al., 2024; Li et al.,
2026). These studies indicate the promise of con-
formal methods for reliable generation, but many
of them either focus on controlling the final gen-
erated output, calibrating a sampling or rejection
rule, or constructing guarantees without explicitly
separating the risk caused by finite sampling from
the risk caused by post-hoc filtering. MiRD differs
by decomposing overall miscoverage into marginal
sampling failure and conditional selection failure,
which makes the role of finite sampling explicit and
enables full-calibration conformalized selection.

Selective Prediction and Abstention. Selective
prediction studies the problem of abstaining from
uncertain predictions to trade coverage for reliabil-
ity (Geifman and El-Yaniv, 2017, 2019). This idea
has also influenced LLM reliability, where systems
may abstain, defer, or filter outputs when uncer-
tainty is high (Jia et al., 2026; Wang et al., 2026b,
2025c¢). However, selective prediction usually fo-
cuses on deciding whether to output a prediction,
while MiRD focuses on producing a set-valued an-
swer for open-ended QA. Moreover, MiRD distin-
guishes two different reasons why a set-valued pre-
dictor may fail: the admissible answer may never
appear in the sampled candidate pool, or it may
appear but be removed by the selection rule. This
distinction is essential in open-ended generation,
where the candidate space is not fixed and must be
approximated by finite stochastic sampling.

C Details of Experimental Setup

Details of utilized Datasets. TriviaQA (Joshi et al.,
2017) is a reading comprehension benchmark con-
taining over 650K samples, which are authored by
trivia enthusiasts and independently gathered evi-
dence documents. CoQA (Reddy et al., 2019) is
a large-scale dataset for building Conversational
QA systems, with 127k questions with free-form
answers, and each question is equipped with con-
textual information. Following Lin et al. (2024), we
use the validation split of the rc. nocontext subset
of TriviaQA, the development split of CoQA. We
employ 8,000 question-answer pairs of TriviaQA
(total 9,960 de-duplicated questions), and the full
7,983 questions of CoQA. For each sample, we
adopt a one-shot prompt, as illustrated as follows:

### System:
This is a
questions.

bot that correctly answers

### User:

In 1968, who did radical feminist Valerie
Solanas shoot and wound as he entered his
New York studio?

### Assistant:
Andy Warhol

#4## User:
Who was the man behind The Chipmunks?

#+#F Assistant:

### System:
This is a
questions.
Once upon a time, in a barn near a farm
house, there lived a little white kitten
named Cotton. Cotton lived high up in a
nice warm place above the barn ...

### User:

What color was Cotton?

### Assistant:

white

bot that correctly answers

### User:

Where did she live?

##H# Assistant:

. v

NQ (Kwiatkowski et al., 2019) is a more realis-
tic and challenging closed-book dataset, containing
questions from real users, and it requires QA sys-
tems to read and comprehend an entire Wikipedia
article that may or may not contain the answer to
the question. We utilize 2,000 QA samples from
the validation split with a total of 3,610 questions.
The prompt adopted in NQ is illustrated as follows:

### System:
This is a
questions.
##H# User:

who breaks a tie in the us senate?

### Assistant:
The Vice President of the United States

bot that correctly answers

#4## User:

which domain of 1life are humans members
of?

### Assistant:

\.

Details of Correctness Criteria. Following previ-
ous research (Duan et al., 2024; Wang et al., 2024b,
2025d, 2026a), similarity is measured by the stsb-
roberta-large (Reimers and Gurevych, 2019) model.
We set the threshold as 0.6 by default, i.e., candi-
date answers having above 0.6 semantic similarities
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with the ground truth are deemed correct. For the
bi-entailment criterion, we leverage a natural lan-
guage inference (NLI) model with DeBERTa-v3-
large-mnli-fever-anli-ling-wanli (He et al., 2023)
as the backbone. Here, given a QA pair, the NLI
classifier predicts scores (logits) for three distinct
classes: entailment, neutral, and contradiction. See
Section 4.1 in Lin et al. (2024) for more details. If
and only if neither direction is labeled as contradic-
tion and one direction is entailment, we consider
the two QA instances to be equivalent.
Hyperparameters. We fix the calibration-test split
ratio at 0.5 by default. Following prior work (Duan
et al., 2024; Wang et al., 2024b, 2025c¢), we use
multinominal sampling for candidates with the gen-
eration temperature of 1.0 and top-p of 0.9.

D Additional Experimental Results

Robustness of conditional selection risk across
sampling budgets. Figure 7 further evaluates the
conditional selection risk of MiRD under different
sampling budgets on TriviaQA, using Vicuna-7B-
Instruct as the backbone. Across all sampling bud-
gets from M = 4 to M = 20 and all target risk
levels, MiRD consistently keeps the empirical con-
ditional selection risk below the target level o.. This
confirms that the Stage-II calibration remains valid
not only at the default sampling budget used in the
main experiments, but also across a broad range
of finite-sampling regimes. As « increases, the
empirical risk also increases smoothly, reflecting
the expected coverage—set-size trade-off induced
by conformal thresholding.

Compared with ConU, MiRD generally yields
lower or comparable conditional selection risk
across sampling budgets. This is consistent
with our theoretical interpretation: by retaining
sampling-failed calibration examples rather than
discarding them, MiRD calibrates a weakly more
conservative threshold over the full calibration dis-
tribution. The results show that this conservative-
ness is stable with respect to the sampling budget,
suggesting that the benefit of full-calibration thresh-
olding is not tied to a particular choice of M.

Overall miscoverage control under a larger sam-
pling budget. Figure 8 reports the end-to-end
overall miscoverage risk on TriviaQA when the
sampling budget is increased to M = 20. Across
all eight LLMs, the empirical overall miscover-
age of MiRD remains below the theoretical up-
per bounds over the full range of target risk levels.

Moreover, the tighter MiRD bound tracks the em-
pirical miscoverage more closely than the conserva-
tive main-text bound, while both Clopper—Pearson
and Hoeffding-style UCB bounds remain substan-
tially looser. This further supports the usefulness of
the refined decomposition bound in Appendix A.4.

The comparison with ConU also shows that
MiRD maintains competitive or lower end-to-end
miscoverage while explicitly accounting for finite-
sampling failure. This is important because in-
creasing the sampling budget reduces, but does not
conceptually remove, the possibility of sampling
failure in open-ended QA. Therefore, even under a
relatively large sampling budget, explicitly decom-
posing overall miscoverage into sampling failure
and conditional selection failure remains beneficial
for reliable set-valued prediction.

We further evaluate MiRD on CoQA, a context-

supported open-ended QA benchmark. Compared
with TriviaQA, CoQA provides supporting pas-
sages and therefore represents a complementary
setting where answer generation is conditioned on
explicit context rather than relying purely on para-
metric knowledge. The results show that the pro-
posed miscoverage decomposition remains effec-
tive in this setting.
Sampling-failure risk control on CoQA. Figure 9
illustrates the sampling-failure risk and its upper
bounds on CoQA across six LLMs and multiple
sampling budgets. Across all models and budgets
considered, the MiRD bound consistently stays
above the empirical test-time sampling-failure risk,
validating the expectation-level marginal guarantee
of Stage I. At the same time, the MiRD bound is
uniformly tighter than both Clopper—Pearson and
Hoeffding-style UCB bounds. This confirms that
the advantage of the proposed expectation-level
formulation is not specific to TriviaQA: even in
a context-supported QA setting, MiRD provides a
non-vacuous and empirically sharp characterization
of finite-sampling failure.

As expected, the sampling-failure risk decreases
as the sampling budget M increases. However, the
risk remains non-negligible even at larger budgets
for several backbones, showing that finite sampling
cannot be ignored simply by increasing M. This
supports the central motivation of MiRD: reliable
open-ended set-valued prediction should explicitly
account for the possibility that no admissible an-
swer is sampled, rather than treating reliability only
as a post-hoc filtering problem.

Prediction-set adaptiveness on CoQA. Figures 10
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Figure 8: Overall miscoverage risk vs. upper bound at various risk levels () on TriviaQA with eight LLMs. Here,

we set the sampling budget to 20.

and 11 analyze the deduplicated prediction set size
on CoQA using LLaMA-3.1-8B-Instruct. We again
divide sampling-successful test examples into easy
and hard groups according to whether the top-1
candidate is admissible. MiRD produces larger
prediction sets for hard examples than for easy ex-
amples over a broad range of risk levels, indicating
that its set size reflects example difficulty. By con-
trast, ConU tends to shrink prediction sets more
aggressively, especially on hard examples.

The adaptiveness-gap plot further highlights this
difference. MiRD maintains a positive hard—easy
set-size gap at stricter risk levels, while ConU ex-
hibits a much smaller or negative gap across most

risk levels. This suggests that successful-only cal-
ibration may distort the relationship between set
size and sample difficulty, whereas MiRD better
preserves uncertainty-dependent variation by re-
taining the full calibration set. Thus, the addi-
tional prediction-set size introduced by MiRD is
not merely uniform inflation; it is more aligned
with the ambiguity of the test example.

Overall miscoverage risk control on CoQA. Fig-
ure 12 evaluates the end-to-end overall miscover-
age risk on CoQA with M = 5. Across all six
LLMs, the empirical overall miscoverage of MiRD
remains below the proposed upper bounds over
the full range of target risk levels. Moreover, the
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Figure 10: Difficulty-stratified deduplicated prediction
set size on CoQA with LLaMA-3.1-8B-Instruct. Test
samples are partitioned into easy and hard groups ac-
cording to whether the top-1 candidate is admissible.
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Figure 11: Adaptiveness gap of prediction set size on
CoQA with LLaMA-3.1-8B-Instruct, defined as the dif-
ference between the average deduplicated prediction set
sizes of hard and easy examples.

tighter MiRD bound tracks the empirical risk more
closely than the conservative bound, while the PAC-
style UCB bounds remain substantially looser. This
again confirms the practical value of the refined de-

composition bound.

Compared with ConU, MiRD achieves compet-
itive or lower overall miscoverage while explic-
itly accounting for finite-sampling failure. This re-
sult is particularly important on CoQA because the
presence of supporting context does not eliminate
sampling uncertainty: a model may still fail to gen-
erate an admissible answer within a finite budget,
or may generate one but remove it during filter-
ing. The CoQA results therefore reinforce the main
conclusion that reliable open-ended QA requires
separating finite-sampling failure from conditional
post-selection failure, rather than collapsing both
into a single filtering-stage error.

We finally evaluate MiRD on Natural Questions
(NQ), a more challenging open-domain QA bench-
mark with real user questions. Compared with Triv-
iaQA and CoQA, NQ poses a harder generation set-
ting, making it a useful stress test for whether the
proposed decomposition remains valid when finite
sampling is more likely to fail. We report results
under both sentence-similarity and bi-entailment
correctness criteria.

Sampling-failure risk control on NQ. Figure 13
reports the sampling-failure risk and its upper
bounds on NQ using two representative LLMs.
Across both models, both correctness criteria, and
all sampling budgets considered, the MiRD bound
remains above the empirical test-time sampling-
failure risk. This validates the expectation-level
marginal guarantee of Stage I in a substantially
more challenging QA setting. Moreover, MiRD
continues to provide tighter bounds than both
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Figure 12: Overall miscoverage risk vs. upper bound at various risk levels on CoQA with six LLMs (M = 5).
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Figure 13: Sampling risk vs. three upper bounds at various sampling budgets (A/) on NQ with two LLM:s.

Clopper—Pearson and Hoeffding-style UCBs, show-
ing that the advantage of the proposed marginal for-
mulation is robust beyond the TriviaQA and CoQA
settings.

The results also reveal that the choice of admis-
sibility criterion substantially affects the magni-
tude of sampling failure. Under the stricter bi-

entailment criterion, the empirical sampling-failure
risk is noticeably higher than under sentence sim-
ilarity, especially for weaker backbones. This ob-
servation further supports the need to treat finite-
sampling failure as an explicit component of the
reliability objective: when correctness is evaluated
more conservatively, simply increasing the sam-
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ples are partitioned into easy and hard groups according
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Figure 15: Adaptiveness gap of prediction set size on
NQ with LLaMA-3.1-8B-Instruct, defined as the differ-
ence between the average deduplicated prediction set
sizes of hard and easy examples.

pling budget may reduce but does not eliminate
the risk that no admissible answer appears in the
candidate set.

Prediction-set adaptiveness on NQ. Figures 14
and 15 analyze the deduplicated prediction set size
on NQ using LLaMA-3.1-8B-Instruct. As in the
main experiments, we divide sampling-successful
test examples into easy and hard groups according
to whether the top-1 candidate is admissible. MiRD
assigns larger prediction sets to hard examples than
to easy examples across most risk levels, indicating
that its prediction sets remain sensitive to example
difficulty even on NQ.

The adaptiveness-gap plot further confirms this
behavior. MiRD maintains a consistently larger
hard—easy set-size gap than ConU, while ConU
exhibits a much smaller gap and may even under-
allocate set size to hard examples. This suggests
that successful-only calibration can weaken the
relationship between set size and sample diffi-
culty, whereas MiRD better preserves uncertainty-
dependent variation by calibrating over the full
calibration distribution.

Overall miscoverage risk control on NQ. Fig-
ure 16 evaluates the end-to-end overall miscov-
erage risk on NQ. Across both LLMs and both
correctness criteria, the empirical overall miscov-
erage of MiRD remains below the proposed upper
bounds over the range of target risk levels. The
tighter MiRD bound again tracks the empirical
miscoverage more closely than the conservative
bound, while PAC-style UCB bounds remain looser.
These results confirm that the refined decomposi-
tion bound remains useful even when the underly-
ing sampling-failure risk is relatively high.

Compared with ConU, MiRD achieves competi-
tive or lower overall miscoverage while explicitly
accounting for finite-sampling failure. This is par-
ticularly important on NQ, where the harder ques-
tion distribution and stricter admissibility criteria
make sampling failure more pronounced. Together
with the TriviaQA and CoQA results, the NQ exper-
iments demonstrate that MiRD provides consistent
risk control across knowledge-intensive, context-
supported, and more challenging open-domain QA
settings.
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Figure 16: Overall miscoverage risk vs. upper bound at various risk levels on NQ with two LLMs (M = 5).
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