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Abstract

We apply survival analysis to study how the
probability of reasoning error evolves across
steps in LLM chain-of-thought inference. An-
alyzing 18,969 chains across five benchmarks
and seven models (3B–70B) under greedy de-
coding, we discover a near-universal aging
effect—the conditional probability of reasoning
error increasing with step depth—as measured
by the Weibull shape parameter 𝜌 > 1 (indi-
cating increasing hazard) in 34 of 35 dataset–
model cells (binomial 𝑝 = 10−9), with task-
dependent magnitude ranging from 𝜌 = 1.35
(multi-domain QA) to 𝜌 = 2.36 (logical de-
duction). This finding is robust to informa-
tive censoring (IPCW adjustment: 34/35 cells
retain 𝜌 > 1) and unobserved problem-level
heterogeneity (shared frailty 𝜃 ≈ 0: 34/35
cells retain 𝜌 > 1). Compositional fan-in—
the number of prior-step outputs consumed per
step—shows a large but statistically suggestive
rank correlation with aging magnitude (Spear-
man 𝜌𝑠 = 0.90, exact permutation 𝑝 = 0.083,
𝑁 = 5). We show that a survivorship bias
masks these dynamics when raw error rates
are used instead of the conditional hazard func-
tion. Held-out verification experiments con-
firm that late-weighted allocation (motivated
by the aging finding) catches 94% of errors
vs. 23% uniform on the strongest-aging task at
budget 𝐾=1, while hazard-proportional alloca-
tion outperforms both baselines on moderately
aging tasks (GSM8K, MathQA) at all budget
levels. Our framework requires no training and
provides actionable diagnostics for verification
allocation.

1 Introduction

Chain-of-thought (CoT) reasoning has become the
dominant paradigm for complex problem-solving
in LLMs (Wei et al., 2022), with extensions to tree-
structured (Yao et al., 2023) and self-consistent
(Wang et al., 2023) reasoning. Yet a fundamen-
tal question remains open: does the probability

of error increase, decrease, or stay constant as a
reasoning chain progresses?

This question cannot be answered by aggregate
accuracy. Consider two models achieving 80% ac-
curacy: one fails early and uniformly; the other sur-
vives its first steps reliably but becomes error-prone
deeper in the chain. These models have identical
accuracy but require different verification strate-
gies.

Process reward models (PRMs) (Lightman et al.,
2024; Uesato et al., 2022; Setlur et al., 2025) evalu-
ate individual steps but do not characterize the tra-
jectory of failure risk. Theoretical work shows that
compositional reasoning degrades with depth (Feng
et al., 2023; Dziri et al., 2023), and Saparov and He
(2023) demonstrate that LLMs reason “greedily”
on logical tasks—but these analyses use uncondi-
tional accuracy, which conflates surviving chains
with already-failed ones. No prior work studies the
conditional probability of error given survival.

We bridge this gap by importing survival analy-
sis (Kaplan and Meier, 1958; Cox, 1972)—the stan-
dard framework for time-to-event data in medicine
and reliability engineering (Nelson, 1982; Klein-
baum and Klein, 2012; Hosmer et al., 2008)—into
LLM reasoning evaluation. Our contributions:

1. Near-universal increasing-hazard trend:
Weibull analysis reveals 𝜌 > 1 in 34 of 35
dataset–model cells (𝑝 = 10−9) under greedy
decoding, robust to IPCW adjustment and
shared frailty correction (§5, §6).

2. Task-dependent magnitude: aging ranges
from mild (𝜌 = 1.35, multi-domain QA) to
severe (𝜌 = 2.36, logical deduction). We op-
erationalize compositional fan-in and show
it exhibits a large but statistically suggestive
rank correlation with aging magnitude (Spear-
man 𝜌𝑠 = 0.90, exact permutation 𝑝 = 0.083,
𝑁 = 5; §5).
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3. Survivorship bias: raw error rates mask in-
creasing conditional hazard—a bias we for-
malize and demonstrate (§7).

4. Held-out validation: on a 70/30 train/test
split, late-weighted verification (checking last
𝐾 steps, motivated by the aging finding)
catches 4× more errors than uniform allo-
cation on strongly aging tasks at 𝐾=1; at
𝐾 ≥ 3, the hazard-proportional strategy out-
performs by distributing effort across the full
hazard profile (§8).

2 Related Work

Step-Level Error Analysis. ProcessBench
(Zheng et al., 2025) and Math-Shepherd (Wang
et al., 2024a) provide step-level labels. PRM800K
(Lightman et al., 2024) and automated verifiers
(Setlur et al., 2025) train step-level reward
models. Recent work has also explored step-level
verification conditioned on prior correctness (Byun
et al., 2024), entropy-based step-level diagnosis
(Zhu et al., 2026), ROSCOE metrics for scoring
reasoning chains (Golovneva et al., 2023), and
deductive verification of chain-of-thought (Ling
et al., 2023). These detect errors but do not study
how conditional error probability evolves across
steps.

Compositional Reasoning Degradation. Dziri
et al. (2023) show transformer accuracy degrades
with compositional depth. Saparov and He
(2023) demonstrate “greedy reasoning” failures on
ProofWriter-like tasks. Press et al. (2023) mea-
sure a “compositionality gap” that widens with
hops. Merrill and Sabharwal (2024) provide theo-
retical foundations showing that chain-of-thought
extends the expressive power of transformers, but
this added power depends on chain integrity. Re-
cent work has identified “late-stage fragility” where
errors near the end of a chain are more damaging
(Zhang et al., 2025). Our work differs in a key
way: these analyses report unconditional accuracy
at each depth, which conflates chains that already
failed with those that survived. Our hazard function
conditions on survival, revealing dynamics invisi-
ble to accuracy-vs-depth curves—most notably, the
Simpson’s Paradox where accuracy appears con-
stant while conditional hazard increases (§7).

Chain-of-Thought Faithfulness. A related con-
cern is whether CoT reasoning reflects the model’s
actual computation. Lanham et al. (2023) measure

faithfulness in chain-of-thought, finding that CoT
is often unfaithful to the model’s internal process,
and Turpin et al. (2023) show that models don’t al-
ways say what they think. Our work is orthogonal:
we study when errors occur (the trajectory), not
why they occur (faithfulness). However, unfaith-
ful reasoning could contribute to the aging pattern
if later steps are more likely to deviate from the
model’s internal state. Reasoning-specialized mod-
els trained with reinforcement learning (Guo et al.,
2025) may exhibit different dynamics by internal-
izing verification.

Survival Analysis. Kaplan-Meier estimation
(Kaplan and Meier, 1958) and Cox regression (Cox,
1972) are standard in biostatistics (Kleinbaum and
Klein, 2012; Hosmer et al., 2008) and reliability en-
gineering (Nelson, 1982). The shared frailty model
(Vaupel et al., 1979; Hougaard, 2000) accounts for
unobserved heterogeneity, and the Andersen-Gill
counting process (Andersen and Gill, 1982) han-
dles recurrent events—both of which we employ.
IPCW (Robins and Rotnitzky, 1992) addresses in-
formative censoring. While concurrent work ap-
plies survival analysis to multi-turn agent consis-
tency (Manakina et al., 2025) and adversarial ro-
bustness (Li et al., 2026), we are the first to apply
it to step-level reasoning error dynamics within
individual CoT chains, revealing task-dependent
hazard profiles invisible to aggregate metrics.

Scaling and Evaluation. Scaling laws (Kaplan
et al., 2020) predict aggregate accuracy improve-
ments; emergent abilities remain debated (Schaef-
fer et al., 2023). Standard evaluation (Chang et al.,
2024) reports aggregate metrics. Our framework
provides a complementary step-level view.

3 Framework: Reasoning as Survival

3.1 Definitions
Given a chain of 𝑇 steps with binary correctness
labels 𝑐𝑡 ∈ {0, 1} from programmatic verification:

Event Time. 𝜏 = min{𝑡 : 𝑐𝑡 = 0} (first error),
or 𝜏 = ∞ for error-free chains.

Right-Censoring. Error-free chains are censored
at 𝑇 : we know 𝜏 > 𝑇 but not the exact failure
time.

Survival and Hazard Functions.

𝑆(𝑡) = 𝑃 (𝜏 > 𝑡) =
𝑡∏︁

𝑗=1

(1− ℎ(𝑗)) (1)
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ℎ(𝑡) = 𝑃 (𝜏 = 𝑡 | 𝜏 ≥ 𝑡) =
𝑑(𝑡)

𝑛(𝑡)
(2)

where 𝑑(𝑡) counts first errors at step 𝑡 and 𝑛(𝑡) is
the at-risk population.

3.2 Why Hazard, Not Error Rate?

The hazard ℎ(𝑡) differs from the raw error rate
𝑃 (𝐸𝑡). The raw rate counts errors among all chains
at step 𝑡; the hazard conditions on survival:

𝑃 (𝐸𝑡) = ℎ(𝑡) · 𝑆(𝑡−1)

+ 𝑃 (𝑐𝑡=0 | 𝜏<𝑡) · (1−𝑆(𝑡−1)) (3)

When many chains fail early, the surviving popu-
lation at late steps is small and selected, creating
a Simpson’s Paradox (§7). This distinction is why
our framework differs from prior depth-accuracy
analyses (Dziri et al., 2023; Saparov and He, 2023):
conditioning on survival reveals dynamics that un-
conditional metrics miss.

3.3 Estimation and Testing

We estimate 𝑆(𝑡) via Kaplan-Meier (Kaplan
and Meier, 1958) with Greenwood CIs, using
lifelines (Davidson-Pilon, 2019). Hazard es-
timates are restricted to 𝑛(𝑡) ≥ 20. We test for ag-
ing using two complementary approaches: (1) the
parametric Weibull model, which estimates the
shape parameter 𝜌 (𝜌 > 1 indicates aging); and
(2) the non-parametric Mann-Kendall test on dis-
crete hazard bins, with Benjamini-Hochberg FDR
correction across all 35 tests. We control for
confounds with Cox PH regression (Cox, 1972),
testing the proportional hazards assumption via
Schoenfeld residuals.

4 Experimental Setup

4.1 Data

We analyze 18,969 reasoning chains with pro-
grammatic step-level verification across five bench-
marks (Table 1): GSM8K (Cobbe et al., 2021),
MathQA (Amini et al., 2019), BBH Tracking (Suz-
gun et al., 2023), ProofWriter (Tafjord et al., 2021),
and MMLU-Pro (Wang et al., 2024b).

4.2 Models

Seven models from four architecture families (Ta-
ble 2): four local open-weight models and three
frontier API models. All use temperature 0.

Dataset Chains Avg Steps Type

GSM8K 5,412 5.9 Math
MathQA 4,729 8.4 Math
BBH Tracking 3,342 6.0 State track.
ProofWriter 3,185 7.8 Logic
MMLU-Pro 2,301 8.2 Multi

Total 18,969

Table 1: Datasets. All chains have programmatic step-
level correctness labels (not LLM-as-judge). Step verifi-
cation uses reference solution trajectories (math), deriv-
able facts (logic), and ground-truth states (tracking).

Model Family Size Access

Llama-3.2-3B Llama 3B Local
Qwen2.5-7B Qwen 7B Local
Gemma2-9B Gemma 9B Local
Qwen2.5-14B Qwen 14B Local

Gemini-2.5-Flash Gemini — API
Claude-Haiku-4.5 Claude — API
Llama-3.3-70B Llama 70B API

Table 2: Models. Four architecture families, three scale
tiers.

4.3 Step Definition

To apply survival analysis, we must define dis-
crete “steps” within continuous text generation. Ta-
ble 3 details the boundary definitions used for each
dataset.

4.4 Step-Level Verification

All labels are programmatic: math steps verified
against reference trajectories; logic steps against
provably derivable facts; state-tracking steps
against ground-truth states; and multi-domain QA
(MMLU-Pro) via answer-letter tracking against
gold answers at each reasoning step. For math,
each chain step is parsed for numerical values,
which are compared to a reference solution trajec-
tory computed from the gold answer. For logic
(ProofWriter), each derivation step is checked
against facts derivable from the given theory us-
ing rule application. This avoids LLM-as-judge
circularity (Tyen et al., 2024).

Verifier validation. A potential confound is step-
position-dependent verifier error: if programmatic
verifiers systematically assign more false positives
at late steps, the increasing hazard could be an ar-
tifact. We conduct a five-pronged audit across all
18,969 chains: (i) Step-1 anchoring confirms low er-
ror rates at chain origins for datasets with structured
verification (GSM8K: 0.6%, ProofWriter: 0.9%,
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Dataset Step Boundary

GSM8K Newline between computation sen-
tences

MathQA Operation boundaries from program
BBH Tracking Swap operation
ProofWriter Derivation rule application
MMLU-Pro Reasoning sentence boundaries

Table 3: Step boundary definitions by dataset.

MathQA: 4.1%), indicating well-calibrated veri-
fiers. (ii) End-of-chain tests find no significant posi-
tional bias for GSM8K or MMLU-Pro; ProofWriter
and BBH show end-of-chain effects attributable
to task structure (conclusions require deriving the
final target fact), not measurement error. (iii) Same-
length positional tests show a modest +1.5% in-
crease at the last step on GSM8K, consistent with
harder arithmetic, not verifier artifact. (iv) 43%
of chains with errors exhibit error→correct recov-
ery transitions overall (ranging from 8% on BBH
Tracking to 69% on MathQA), confirming inde-
pendent step evaluation. Across all 18,969 chains,
only 13 (0.07%) have a wrong final answer with
zero step-level errors flagged; on GSM8K, 87.3%
of chains with any step error produce a wrong final
answer, while 99.7% of zero-error chains reach the
correct answer—confirming step errors reflect gen-
uine reasoning failures, not path-divergence arte-
facts. (v) No dataset is classified as having concern-
ing verifier bias (overall verdict: likely unbiased).
Moreover, MMLU-Pro uses the most aggressive
verifier (answer-letter tracking at every step) yet
shows the weakest aging (𝜌 = 1.35): if verifier ag-
gressiveness inflated the hazard, MMLU-Pro would
show the strongest aging—the opposite of what is
observed.

5 Results

5.1 Near-Universal Increasing Hazard:
Weibull Analysis

The Weibull survival model provides a parametric
test for aging. The Weibull hazard function ℎ(𝑡) =
𝜌𝜆−𝜌𝑡𝜌−1 has a single shape parameter 𝜌: 𝜌 > 1
indicates increasing hazard (aging), 𝜌 = 1 constant
hazard, and 𝜌 < 1 decreasing hazard (the Lindy
effect, where chains that have survived many steps
become less likely to fail; Hougaard, 2000).

Figure 1 presents our central finding: 34 of 35
dataset–model cells show significant aging (𝜌 >
1 with 95% CI entirely above 1.0; binomial test
𝑝 = 10−9). The sole exception is BBH Tracking

Dataset 𝜌 Range Aging Type

ProofWriter 2.36 1.56–2.85 7/7 Logic
BBH Tracking 1.68 0.77–3.76 6/7 State
MathQA 1.63 1.40–1.81 7/7 Math
GSM8K 1.49 1.29–1.85 7/7 Math
MMLU-Pro 1.35 1.18–1.68 7/7 Multi

Table 4: Weibull shape parameter 𝜌 by dataset. All
datasets show 𝜌 > 1 (aging). “Aging” column: cells
with 𝜌 > 1 and CI excluding 1.

× Llama-70B (𝜌 = 0.77). Aging is universal but
varies in magnitude:

5.2 Task-Dependent Magnitude

Table 4 reveals a clear spectrum: logical deduc-
tion (ProofWriter, 𝜌 = 2.36) ages most severely,
followed by mathematical reasoning (MathQA
1.63, GSM8K 1.49), and finally multi-domain QA
(MMLU-Pro, 𝜌 = 1.35).

We hypothesize that aging magnitude corre-
lates with compositional fan-in—the number of
prior-step outputs consumed per reasoning step.
ProofWriter requires deriving new facts from com-
binations of prior derived facts (fan-in ≈ 2.5),
with intermediate conclusions held in implicit state.
GSM8K steps are largely sequential (fan-in ≈ 1.2),
producing moderate aging. MMLU-Pro steps are
largely independent (fan-in ≈ 1.0), yielding the
weakest aging. We operationalize and test this hy-
pothesis in §9.

Weibull adequacy. We validate the Weibull
assumption via log-log linearity: plotting
log(− log𝑆(𝑡)) vs. log 𝑡 yields 𝑅2 = 0.85 on av-
erage across 35 cells, confirming that the Weibull
provides a reasonable parametric summary. While
Weibull is AIC-preferred in only 4/35 cells, com-
parison against LogNormal and LogLogistic alter-
natives shows that the monotonically increasing
hazard finding is robust: 34/35 cells show increas-
ing hazard under Weibull; under LogNormal and
LogLogistic, fewer cells exhibit monotone increase,
but the task-level ranking (logic > state tracking >
math > multi-domain) is broadly preserved. We re-
tain the Weibull parameterization for interpretabil-
ity (𝜌 provides a natural aging metric), while noting
that our central conclusion does not depend on this
distributional choice.

5.3 Non-Parametric Confirmation

Mann-Kendall trend tests on discrete hazard bins
(Figure 3) provide non-parametric confirmation:
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Figure 1: Weibull shape parameter 𝜌 across all 35 dataset–model cells (greedy decoding). 𝜌 > 1 indicates increasing
hazard (aging). 34 of 35 cells show significant aging (𝜌 > 1, 95% CI excludes 1; binomial 𝑝 = 10−9). This finding
is robust to IPCW adjustment (34/35) and shared frailty correction (34/35, 𝜃 ≈ 0). Asterisks mark significance.
ProofWriter shows the strongest aging (𝜌 = 2.36); MMLU-Pro the weakest (𝜌 = 1.35).
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GSM8K ∞ ∞ 19 ∞ ∞ 5 ∞
MathQA 3 3 5 3 3 3 3
BBH 4 1 ∞ 1 5 1 5
ProofW. 10 9 11 6 ∞ 7 10
MMLU 4 3 5 3 4 5 3

Table 5: Weibull median time-to-first-error (𝜆(ln 2)1/𝜌,
rounded). All finite values are parametric estimates
from fitted Weibull models; values exceeding mean
chain length (e.g., 19 on GSM8K with mean 5.9) re-
flect extrapolation into the tail. ∞: empirical survival
never crosses 0.5. Bold: models with shorter half-lives
than smaller models, revealing an “ambition penalty.”

5/7 ProofWriter models show significant increas-
ing trends after BH-FDR correction (𝑝BH < 0.04).
Non-ProofWriter pairs are non-significant due to
limited Mann-Kendall power on short, heavily cen-
sored chains—the parametric Weibull pools greater
power by fitting the hazard function directly.

5.4 Half-Life

On ProofWriter, Qwen-14B has the shortest half-
life (6 steps) despite higher accuracy than Llama-
3B (HL=10). Within the Qwen family, the 14B
model has a shorter half-life and stronger aging

(1.3×) than the 7B—suggesting that aging may
intensify with scale within the same architecture,
though this is based on a single family comparison
and we do not claim generalizability.

5.5 Robustness Under Sampling

Our main analysis uses greedy decoding (tempera-
ture 0). To test whether the aging finding is specific
to deterministic generation, we ran 1,000 chains
on Qwen2.5-14B × ProofWriter at 𝑇 ∈ {0.3, 0.7},
alongside the greedy baseline. Full results appear
in Table 15 (Appendix H); we report the key esti-
mates here. At 𝑇=0.3: 𝜌 = 1.24 [1.14, 1.34]. At
𝑇=0.7: 𝜌 = 1.40 [1.29, 1.51]. Both 95% confi-
dence intervals exclude 1.0.

Two effects are apparent. First, aging persists
at all tested temperatures—ruling out greedy de-
coding as the sole driver of the increasing-hazard
pattern. Second, aging attenuates with tempera-
ture: the shape parameter drops from 𝜌 = 2.70
under greedy decoding to 1.24–1.40 under sam-
pling. This is consistent with stochastic decoding
distributing first errors more uniformly across step
positions, reducing late-step hazard concentration
without eliminating it. The aging signal is a real
feature of LLM reasoning trajectories, not an arte-
fact of temperature-zero evaluation.
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Kaplan-Meier Survival Curves of Reasoning Chains

Figure 2: Kaplan-Meier survival curves across 35 dataset–model pairs. Shaded: 95% Greenwood CIs. Dashed: 50%
survival.

𝐾=1 𝐾=2 𝐾=3 𝐾=5

Dataset Unif. Late Haz-P Unif. Late Haz-P Unif. Late Haz-P Unif. Late Haz-P

ProofWriter .23 .94 .42 .40 .99 .66 .57 .99 .79 .77 1.0 .90
BBH Tracking .71 .94 .81 .79 .96 .92 .86 .96 .97 .96 .99 1.0
MMLU-Pro .55 .67 .56 .75 .85 .76 .85 .96 .86 .95 .99 .94
GSM8K .36 .40 .44 .58 .66 .67 .74 .81 .82 .93 .94 .95
MathQA .40 .40 .46 .62 .68 .69 .76 .80 .81 .90 .91 .93

Table 6: Held-out error detection rate at 𝐾 = 1, 2, 3, 5 (70/30 split, 100 repeats). Bold: best per dataset per 𝐾. On
strongly aging tasks, late-weighted dominates at low 𝐾; hazard-proportional becomes competitive at 𝐾 ≥ 3.

6 Cox Regression

We fit Cox PH regression (Eq. 4) across all 18,969
chains with covariates for log chain length (diffi-
culty proxy), model identity, and dataset identity.

ℎ(𝑡 | x) = ℎ0(𝑡) · exp(𝛽⊤x) (4)

PH Assumption. Schoenfeld residual tests indi-
cate violation of the proportional hazards assump-
tion (𝑝 < 0.01 for dataset covariates), which is
expected since our main finding is that hazard dy-
namics differ across tasks—the very phenomenon
the PH model cannot accommodate. We there-
fore report the standard Cox model for descriptive
covariate effect estimation (concordance = 0.76)
and emphasize that hazard ratios should be inter-
preted as average effects, not time-invariant multi-
pliers. The Weibull analysis (§5), which does not
assume proportional hazards, provides the primary

evidence for task-specific aging patterns.

Architecture matters more than scale.
Gemma2-9B achieves the lowest per-step
hazard (HR = 0.40), outperforming Llama-70B
(HR = 0.57) and Qwen-14B (HR = 0.84).

6.1 Informative Censoring and Shared Frailty
A key alternative explanation: if harder problems
produce longer chains, the at-risk population at
late steps is enriched for harder problems, produc-
ing apparent aging even with constant true haz-
ard (the “frailty” confound; Vaupel et al., 1979;
Hougaard, 2000). We address this through four
complementary analyses: (i) censoring correlation
(significant in 3/5 datasets); (ii) sensitivity analysis
across truncation horizons 𝑇 ∈ {5, 8, 10, 15, 20}
(aging persists at all levels); (iii) IPCW adjust-
ment (Robins and Rotnitzky, 1992) (mean |Δ𝜌| =
6.2%; 34/35 cells retain 𝜌 > 1); and (iv) shared
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Figure 3: Discrete hazard rate ℎ(𝑡). Smoothed (Savitzky-Golay, clamped ≥ 0) with raw values as scatter.
ProofWriter shows clear upward trends. Points restricted to 𝑛(𝑡) ≥ 20.

Covariate 𝛽 HR 𝑝

Difficulty (log steps) −0.95 0.39 <10−200

Gemma2-9B −0.92 0.40 <10−150

Llama-3.3-70B −0.57 0.57 <10−60

Gemini-2.5-Flash −0.53 0.59 <10−35

Qwen2.5-7B −0.20 0.82 <10−9

Qwen2.5-14B −0.18 0.84 <10−7

Llama-3.2-3B −0.18 0.84 <10−7

GSM8K −1.98 0.14 <10−300

ProofWriter −1.53 0.22 <10−300

MMLU-Pro −0.44 0.64 <10−40

MathQA −0.04 0.96 .146

Table 7: [Descriptive] Cox PH (ref: Claude-Haiku-4.5,
BBH). PH assumption violated for dataset covariates
(Schoenfeld 𝑝 < 0.01); hazard ratios report average
effects only. See §6.

frailty with Gamma-distributed problem-level het-
erogeneity (𝜃 ≈ 0, 34/35 cells retain 𝜌 > 1, un-
changed from standard estimation). An Andersen-
Gill recurrent-event model (Andersen and Gill,
1982) confirms that the increasing hazard trajec-
tory is consistent across both first-error and all-
error analyses (42.9% of erroneous chains show
error→correct recovery).

7 Survivorship Bias in Error Rates

Figure 4 demonstrates the key conceptual distinc-
tion. The hazard rises while the raw rate stays
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Figure 4: Survivorship bias. Hazard ℎ(𝑡) (red) increases
while raw error rate 𝑃 (𝐸𝑡) (blue) stays flat. At late steps,
only surviving chains remain, masking their increasing
error-proneness. This is formally a Simpson’s Paradox:
the trend reverses upon conditioning on survival status.

constant—because at late steps, only error-free
chains remain. This is formally a Simpson’s Para-
dox: conditioning on survival reverses the apparent
trend, making late-surviving chains appear safer
than they are. Prior depth-accuracy analyses (Dziri
et al., 2023; Saparov and He, 2023; Press et al.,
2023) report 𝑃 (𝐸𝑡), which conflates survivors with
failed chains, and thus cannot detect this dynamic.

44978



0 10 20 30 40
Verification Budget K

0.0

0.2

0.4

0.6

0.8

1.0

E
rr

or
 D

et
ec

tio
n 

R
at

e

Llama-3.2-3B

Uniform
Late-weighted
Hazard-prop.

0 5 10 15 20
Verification Budget K

Qwen2.5-7B

Uniform
Late-weighted
Hazard-prop.

0 5 10 15 20
Verification Budget K

Gemma2-9B

Uniform
Late-weighted
Hazard-prop.

2 4 6 8 10 12
Verification Budget K

Qwen2.5-14B

Uniform
Late-weighted
Hazard-prop.

Verification Allocation: Survival-Aware vs. Uniform (ProofWriter)

Figure 5: Error detection rate vs. verification budget 𝐾
on ProofWriter (𝐾=1 shown). Late-weighted (check-
ing last 𝐾 steps) consistently outperforms uniform (ran-
dom 𝐾 steps). See Table 6 for extended results at
𝐾=1, 2, 3, 5 across all datasets.

8 Downstream Validation

The sampling unit is a single reasoning step; given
a chain of 𝐿 steps and budget 𝐾, each strategy
selects 𝐾 steps to evaluate. All strategies face
the same 𝐾 regardless of chain length, making
the comparison fair. We simulate this budget to
test whether survival-derived strategies outperform
naïve baselines. Given 𝐾 steps per chain, we com-
pare:

• Uniform: check 𝐾 random steps.

• Late-weighted: check the last 𝐾 steps (trivial
heuristic).

• Hazard-proportional: sample 𝐾 steps pro-
portional to the fitted hazard profile ℎ̂(𝑡) from
training data—the strategy that directly uses
the survival model.

Held-out evaluation. We estimate the hazard
profile on a 70% training split and evaluate on the
held-out 30% (100 random splits). Table 6 reports
detection rates.

Two patterns emerge. On strongly aging tasks
(ProofWriter, BBH: 𝜌 > 1.5), late-weighted
catches 94% of errors at 𝐾=1 vs. 23–71% uniform.
On moderately aging tasks (GSM8K, MathQA:
𝜌 ≈ 1.5), hazard-proportional outperforms both
baselines at every budget level (GSM8K 𝐾=1: .44
vs. .40 vs. .36). At 𝐾 ≥ 3, hazard-proportional
becomes competitive even on strongly aging tasks
(BBH: .97 vs. .96 for late-weighted), as the larger
budget spans the high-hazard tail.

9 Discussion

Near-Universal Increasing-Hazard Trend with
Task-Dependent Magnitude. The primary con-
tribution of this work is a diagnostic evaluation
framework: survival analysis applied to step-level
error dynamics, the survivorship-bias demonstra-
tion, and hazard-based verification allocation. The

aging trajectory is what this framework reveals—
a descriptive characterisation of the conditional-
hazard trend (under Weibull parameterization), not
a causal claim. The Weibull finding (§5) establishes
that the conditional hazard of error increases with
step depth under greedy decoding. We term this
“aging” while noting an important caveat: the in-
creasing hazard is consistent with both cumulative
model degradation and later steps being structurally
harder (higher compositional demand). Our frame-
work does not disentangle these mechanisms—
rather, it quantifies the composite trajectory and
shows it varies systematically across task types.
A held-out temperature ablation (Qwen2.5-14B
× ProofWriter) confirms that aging attenuates un-
der sampling but persists at all tested temperatures
(𝜌 = 1.24 at 𝑇=0.3, 𝜌 = 1.40 at 𝑇=0.7; §5.5).

Fan-In Operationalization. To move beyond
post-hoc speculation, we operationalize composi-
tional fan-in as the mean number of prior-step out-
puts consumed by each reasoning step: ProofWriter
(derivation rule arity ≈ 2.5), BBH Tracking (full
state recall ≈ 3.0), MathQA (operand count ≈ 1.5),
GSM8K (sequential ≈ 1.2), MMLU-Pro (inde-
pendent ≈ 1.0). Fan-in shows a large but sta-
tistically suggestive rank correlation with mean
Weibull 𝜌 (Spearman 𝜌𝑠 = 0.90, exact permutation
𝑝 = 0.083, 𝑁 = 5): with only 5 benchmarks, the
permutation test cannot reach 𝛼 = 0.05 even under
a perfect monotonic ordering. The effect size is
large and the monotonic relationship is consistent
with the hypothesis that compositional dependency
drives aging magnitude. Confirming this with ad-
ditional benchmarks is a key direction for future
work.

BBH Tracking Instability. BBH Tracking
shows the widest 𝜌 range (0.77–3.76), with the sole
anti-aging case (Llama-70B, 𝜌 = 0.77) showing
front-loaded errors attributable to the short chain
length (mean 6.0 steps, max 7).

Error Patterns. ProofWriter errors are late-
concentrated (89% in the last third) and isolated
(89%), consistent with fan-in. Other datasets show
earlier first-errors with higher cascade rates (44–
79%), supporting task type as a key moderator.

Practical Guidance. On strongly aging tasks
(𝜌 > 1.5): check later steps. On moderately ag-
ing tasks (𝜌 ≈ 1.3–1.5): use hazard-proportional
allocation. This framework is diagnostic: it iden-
tifies where errors concentrate independently of
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per-step verification cost. Under expensive verifica-
tion (e.g., LLM-as-judge), concentrating checks at
high-hazard steps amplifies the efficiency benefit,
since each avoided low-hazard-step check saves
more in absolute terms.

10 Conclusion

We introduced survival analysis for LLM reason-
ing errors and analyzed 18,969 chains across seven
models and five benchmarks under greedy decod-
ing. Weibull analysis reveals a near-universal
increasing-hazard trend (aging, Weibull 𝜌 > 1):
34 of 35 dataset–model cells show increasing haz-
ard (𝜌 > 1; binomial 𝑝 = 10−9), robust to IPCW
correction and shared frailty adjustment. Aging
magnitude ranges from 𝜌 = 1.35 (multi-domain
QA) to 𝜌 = 2.36 (logical deduction) and shows a
large but statistically suggestive rank correlation
with compositional fan-in (Spearman 𝜌𝑠 = 0.90,
exact permutation 𝑝 = 0.083, 𝑁 = 5). This
aging is invisible to raw error rates due to sur-
vivorship bias. Held-out verification experiments
confirm that late-weighted allocation catches 4×
more errors than uniform on strongly aging tasks at
𝐾=1, while hazard-proportional allocation outper-
forms on moderately aging tasks at all budget levels.
Code and data are available at https://github.
com/rajfirke/survival-llm-reasoning.

Limitations

(1) Seven models from four families under greedy
decoding (temperature 0). A temperature ablation
(Qwen2.5-14B × ProofWriter, 𝑁=1,000 chains
per condition) confirms that aging persists under
sampling: 𝜌 = 1.24 [1.14, 1.34] at 𝑇=0.3 and
𝜌 = 1.40 [1.29, 1.51] at 𝑇=0.7, with all CIs
excluding 1.0, though aging attenuates relative
to the greedy baseline (𝜌 = 2.70 [2.46, 2.94];
see §5.5). The extent to which sampling gener-
alises across other model–dataset cells remains
an open direction. Reasoning-specialized models
(e.g., DeepSeek-R1 (Guo et al., 2025), o1) with
internalized verification may exhibit different dy-
namics. (2) The fan-in correlation (𝜌𝑠 = 0.90,
exact permutation 𝑝 = 0.083, 𝑁 = 5) does not
reach conventional significance at 𝛼 = 0.05; the
effect size is large but additional benchmarks are
needed to confirm the mechanistic link statistically.
(3) Programmatic verification is precise but lim-
ited to tasks with verifiable intermediate states.
Our verifier audit finds no concerning positional

bias, but edge cases (unparseable steps coded as
correct by default) may affect individual chains.
The verifier applies identical parsing logic at ev-
ery step position with no position-awareness in the
exception-catch path, so parse-failure rates cannot
be systematically position-dependent by construc-
tion; this conservative coding therefore cannot ac-
count for the late-step hazard increases observed.
(4) The proportional hazards assumption is vio-
lated for dataset covariates (Schoenfeld 𝑝 < 0.01);
we report Cox results as descriptive, not causal.
(5) While the Weibull is AIC-preferred in only 4/35
cells (LogNormal: 21, LogLogistic: 10), the in-
creasing hazard finding is robust across all three
distributional families tested, and log-log linear-
ity (𝑅2 mean 0.85) confirms adequate Weibull fit.
However, the LogNormal and LogLogistic hazard
functions are non-monotonic (inverted-U shaped),
suggesting a possible late-stage stabilization phase
where chains surviving initial steps become less
failure-prone. We use the Weibull 𝜌 as a simple,
interpretable summary of the dominant increasing-
hazard trend, while acknowledging that the true
hazard trajectory may plateau or decline at very
late steps. (6) IPCW adjustment shows that cen-
soring effects are modest (mean |Δ𝜌| = 6.2%), and
shared frailty yields 𝜃 ≈ 0 (negligible heterogene-
ity); however, more sophisticated censoring models
(e.g., time-varying IPCW) could provide additional
control. (7) BBH Tracking has short chains (mean
6, max 7 steps) that limit Weibull fitting reliabil-
ity, producing the widest 𝜌 range (0.77–3.76) and
the sole anti-aging cell. (8) The increasing haz-
ard function is consistent with two interpretations:
(A) cumulative model degradation over the chain,
or (B) later steps being structurally harder in the
task design (e.g., ProofWriter’s final step requires
integrating all derived facts). Our verifier audit (§3)
rules out measurement artifact but cannot disentan-
gle these hypotheses. The fan-in operationaliza-
tion treats (B) as the mechanism—compositional
demands increase with depth—rather than as a con-
found. Isolating pure model degradation from task-
structural difficulty would require benchmarks with
homogeneous per-step difficulty, which we leave
to future work.

Ethical Considerations

This work analyzes reasoning errors in LLMs us-
ing publicly available benchmarks. No human sub-
jects or personal data were involved. All datasets
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(GSM8K, MathQA, BBH, ProofWriter, MMLU-
Pro) are publicly released for research use, and all
models were accessed via official APIs or publicly
available weights under their respective licenses.
Computational costs are modest (single worksta-
tion, approximately 48 hours total inference). We
acknowledge a dual-use consideration: survival-
derived hazard profiles could theoretically help ad-
versaries target vulnerable reasoning steps, but the
same diagnostics more directly benefit defenders
by enabling efficient verification allocation. We
believe the net impact is positive, as the framework
promotes transparency in understanding LLM fail-
ure modes and supports safer deployment of rea-
soning systems.
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A Complete Weibull Parameters

Table 8 reports the Weibull shape (𝜌) and scale
(𝜆̂) parameters for all 35 dataset–model cells. A
shape parameter 𝜌 > 1 indicates increasing haz-
ard (aging), 𝜌 = 1 constant hazard, and 𝜌 < 1
decreasing hazard (Lindy effect). Confidence inter-
vals are profile-likelihood 95% CIs; 𝑧-tests evaluate
𝐻0 : 𝜌 = 1.

B Distribution Robustness

Table 9 compares AIC across three survival dis-
tributions: Weibull, LogNormal, and LogLogistic.
While the Weibull is AIC-preferred in only 4/35
cells (LogNormal: 21, LogLogistic: 10), the key
finding—increasing hazard—is robust across distri-
butional choices. The Weibull predicts increasing
hazard in 34/35 cells; all three distributions agree
on increasing hazard in 9/35 cells, concentrated
in the two strongest-aging tasks (ProofWriter: 5/7,
GSM8K: 2/7). The ranking of tasks by aging mag-
nitude is consistent across distributions: logic >
state tracking > math > multi-domain.

C Censoring and Frailty Controls

Censoring Diagnostics. Table 10 reports the
Spearman correlation between chain length and
censoring status for each dataset. Three datasets
(BBH Tracking, MMLU-Pro, ProofWriter) exhibit
statistically significant informative censoring, mo-
tivating the IPCW correction.

IPCW Adjustment. We apply inverse probabil-
ity of censoring weighting to correct for informa-
tive censoring. Across all 35 cells, the mean abso-
lute change in 𝜌 is 6.2% (max 34.1%). 22/35 cells
change by <5%, and 27/35 by <10%. Critically,
all 34 cells with 𝜌 > 1 under standard estimation
retain 𝜌 > 1 after IPCW correction. The qualitative
aging finding is unaffected.

Shared Frailty. Table 11 reports the EM algo-
rithm estimates for a gamma shared frailty model
at the dataset level. The frailty variance 𝜃 con-
verges to zero for all five datasets, indicating neg-
ligible unobserved problem-level heterogeneity in
the marginal model. The shape parameter 𝜌 re-
mains virtually unchanged after frailty correction
(|Δ𝜌| < 0.1% in all cases), and all datasets retain
𝜌 > 1.

D Verifier Audit

We conduct a five-pronged audit of our program-
matic step-level verifier to assess potential posi-
tional bias.

Step-1 Anchoring. A biased verifier might sys-
tematically flag step 1 as erroneous. Table 12
shows that step-1 error rates are low for 3/5 datasets
(0.6%–4.1%), supporting verifier validity. BBH
Tracking (52.7%) and MMLU-Pro (13.8%) show
elevated rates attributable to task structure rather
than verifier artifact.

End-of-Chain and Same-Length Positional.
We compare the error rate at the final step with
pass-through (non-terminal) steps. End-of-chain
bias is absent for GSM8K and MMLU-Pro. BBH
Tracking and ProofWriter show elevated end-step
error rates, consistent with genuine task difficulty
at chain termination rather than verifier artifact:
ProofWriter chains must combine all accumulated
derivations at the final step, and BBH requires full-
state recall. Same-length positional matching (re-
stricting comparisons to chains of equal length)
shows a modest +1.5% elevation at the final step
on GSM8K, consistent with harder arithmetic at
the answer step—not verifier artifact.

Error Recovery. If the verifier were simply prop-
agating errors from the first mistake, we would
observe zero recovery. Instead, GSM8K (62.3%
chain-level recovery) and MathQA (68.9%) show
substantial recovery rates, confirming that the veri-
fier evaluates each step independently.

Overall Assessment. 2/5 datasets (GSM8K,
MMLU-Pro) show no verifier-level positional bias.
3/5 datasets show end-of-chain effects attributable
to task structure. No dataset shows patterns consis-
tent with verifier artifact, and recovery rates con-
firm step-independent evaluation.

E Error Pattern Analysis

Table 13 reports the error type taxonomy across
datasets. We classify errors as: terminal (no correct
steps after the error), cascade (error propagates
to subsequent steps), and isolated (surrounded by
correct steps). The late/early density ratio measures
whether errors concentrate in the second half of
chains relative to the first.

ProofWriter stands apart: errors are overwhelm-
ingly late-concentrated (L/E = 7.37), isolated
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Dataset Model 𝑛 Events 𝜌 95% CI 𝜆̂ 𝑧 Status

BBH Track.

Haiku 500 465 1.391 [1.308, 1.474] 1.51 9.21 Aging
Gemini Flash 342 323 1.833 [1.664, 2.002] 4.58 9.67 Aging
Gemma 9B 500 186 3.762 [3.287, 4.237] 7.95 11.40 Aging
Llama 3B 500 456 1.664 [1.537, 1.791] 4.16 10.22 Aging
Llama 70B 500 258 0.772 [0.690, 0.855] 7.27 −5.41 Lindy
Qwen 14B 500 458 1.224 [1.146, 1.302] 1.81 5.63 Aging
Qwen 7B 500 445 1.085 [1.011, 1.158] 2.21 2.26 Aging

GSM8K

Haiku 796 462 1.854 [1.726, 1.982] 6.89 13.03 Aging
Gemini Flash 752 127 1.293 [1.089, 1.498] 20.40 2.81 Aging
Gemma 9B 750 132 1.307 [1.119, 1.494] 22.68 3.20 Aging
Llama 3B 882 348 1.315 [1.206, 1.424] 9.92 5.65 Aging
Llama 70B 708 93 1.376 [1.120, 1.632] 24.74 2.88 Aging
Qwen 14B 844 94 1.589 [1.319, 1.860] 23.96 4.27 Aging
Qwen 7B 680 111 1.711 [1.432, 1.990] 14.78 5.00 Aging

MathQA

Haiku 769 700 1.395 [1.323, 1.468] 4.47 10.64 Aging
Gemini Flash 230 208 1.743 [1.567, 1.918] 3.75 8.30 Aging
Gemma 9B 765 700 1.776 [1.676, 1.875] 6.47 15.24 Aging
Llama 3B 763 756 1.460 [1.394, 1.526] 4.39 13.66 Aging
Llama 70B 755 698 1.566 [1.483, 1.648] 4.74 13.38 Aging
Qwen 14B 724 715 1.665 [1.580, 1.751] 4.41 15.27 Aging
Qwen 7B 723 717 1.813 [1.718, 1.907] 4.12 16.87 Aging

MMLU-Pro

Haiku 376 243 1.300 [1.168, 1.432] 6.92 4.45 Aging
Gemini Flash 164 132 1.684 [1.454, 1.914] 4.76 5.82 Aging
Gemma 9B 350 272 1.428 [1.292, 1.565] 7.35 6.16 Aging
Llama 3B 349 307 1.181 [1.092, 1.270] 5.32 4.01 Aging
Llama 70B 357 294 1.319 [1.203, 1.434] 4.48 5.40 Aging
Qwen 14B 357 278 1.255 [1.142, 1.368] 4.68 4.43 Aging
Qwen 7B 348 272 1.292 [1.175, 1.409] 5.11 4.90 Aging

ProofWriter

Haiku 500 247 2.850 [2.580, 3.119] 8.25 13.44 Aging
Gemini Flash 195 29 2.591 [1.922, 3.260] 7.56 4.66 Aging
Gemma 9B 499 269 2.153 [1.960, 2.345] 13.45 11.74 Aging
Llama 3B 497 338 1.558 [1.436, 1.681] 15.30 8.93 Aging
Llama 70B 494 187 2.633 [2.349, 2.916] 12.10 11.28 Aging
Qwen 14B 500 255 2.697 [2.456, 2.939] 7.49 13.78 Aging
Qwen 7B 500 288 2.018 [1.852, 2.185] 11.03 12.00 Aging

Table 8: Weibull parameters for all 35 dataset–model cells. All 𝑧-tests significant at 𝑝 < 0.05; all 𝑝 < 0.025 except
Qwen 7B on BBH (𝑝 = 0.024). 34/35 cells show 𝜌 > 1 (aging); the sole exception is Llama 70B on BBH Tracking
(𝜌 = 0.77, Lindy effect).

(89.2%), and terminal (95.0%), with minimal cas-
cading (9.9%). This is consistent with the fan-in
hypothesis: errors arise at the compositional inte-
gration point rather than propagating from earlier
mistakes. In contrast, BBH Tracking and MMLU-
Pro show high cascade rates (75–79%), indicating
error propagation as the dominant failure mode.

F Mann-Kendall Trend Tests

Table 14 reports non-parametric Mann-Kendall
tests for monotonic trend in the empirical hazard
rate ℎ̂(𝑡) across step positions, with Benjamini-
Hochberg FDR correction at 𝛼 = 0.05.

G Experimental Details

Models. We evaluate seven models from four
families: Claude Haiku 4.5 (Anthropic), Gem-
ini 2.5 Flash (Google), Gemma 2 9B (Google),
Llama 3.2 3B and Llama 3.3 70B (Meta),
Qwen 2.5 7B and Qwen 2.5 14B (Alibaba). All in-

ference uses greedy decoding (temperature 0) with
structured chain-of-thought prompting. The same
structured CoT prompt template is used for all mod-
els within each dataset; step-boundary parsing is
applied post-hoc with identical rules independent
of model identity.

Benchmarks. Five benchmarks spanning four
reasoning categories: GSM8K (Cobbe et al., 2021)
and MathQA (Amini et al., 2019) (mathematical),
ProofWriter (Tafjord et al., 2021) (logical deduc-
tion), BBH Tracking (Srivastava et al., 2023) (state
tracking), and MMLU-Pro (Wang et al., 2024b)
(multi-domain knowledge).

Step-Level Verification. Each reasoning step is
verified programmatically against ground-truth in-
termediate states. For mathematical benchmarks,
we check numerical equivalence at each step. For
ProofWriter, we verify logical derivation validity.
For BBH Tracking, we compare predicted state
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Dataset Model AICW AICLN AICLL Best ΔAIC All ↑

BBH Track.

Haiku 1159.7 731.4 323.2 LL 836.5
Gemini Flash 1446.0 1501.8 1524.8 W 0.0 ✓
Gemma 9B 1139.0 1245.9 1169.7 W 0.0 ✓
Llama 3B 2017.9 2046.4 2085.5 W 0.0
Llama 70B 1452.3 1361.1 1395.9 LN 91.2
Qwen 14B 1379.7 1059.1 876.6 LL 503.1
Qwen 7B 1574.9 1321.5 1246.3 LL 328.6

GSM8K

Haiku 2653.4 2558.0 2566.3 LN 95.4
Gemini Flash 1112.4 1094.6 1107.4 LN 17.8
Gemma 9B 1178.7 1151.0 1170.3 LN 27.7
Llama 3B 2385.1 2278.9 2319.8 LN 106.2
Llama 70B 876.0 863.9 873.8 LN 12.1
Qwen 14B 911.3 898.3 908.2 LN 13.0 ✓
Qwen 7B 950.1 939.2 947.0 LN 10.9 ✓

MathQA

Haiku 3281.4 3035.8 3025.8 LL 255.6
Gemini Flash 859.1 808.4 808.6 LN 50.7
Gemma 9B 3618.2 3509.1 3529.9 LN 109.1
Llama 3B 3393.8 3030.3 3018.4 LL 375.4
Llama 70B 3256.8 3049.7 3064.6 LN 207.1
Qwen 14B 3117.3 2944.0 2951.5 LN 173.3
Qwen 7B 2944.6 2794.4 2817.0 LN 150.2

MMLU-Pro

Haiku 1429.3 1394.6 1407.3 LN 34.7
Gemini Flash 634.8 627.7 634.0 LN 7.1
Gemma 9B 1585.3 1575.7 1586.8 LN 9.6
Llama 3B 1601.1 1489.5 1489.6 LN 111.6
Llama 70B 1426.0 1358.6 1370.5 LN 67.4
Qwen 14B 1390.0 1325.3 1341.4 LN 64.7
Qwen 7B 1401.6 1341.0 1354.5 LN 60.6

ProofWriter

Haiku 1437.5 1573.3 1486.5 W 0.0 ✓
Gemini Flash 214.5 202.6 209.0 LN 11.9 ✓
Gemma 9B 1867.8 1849.4 1849.3 LL 18.5 ✓
Llama 3B 2444.5 2414.8 2412.9 LL 31.6
Llama 70B 1314.6 1336.3 1311.8 LL 2.8 ✓
Qwen 14B 1432.9 1420.8 1412.1 LL 20.8 ✓
Qwen 7B 1878.0 1850.6 1841.7 LL 36.3

Table 9: AIC comparison across Weibull (W), LogNormal (LN), and LogLogistic (LL) distributions. ΔAIC:
difference between Weibull AIC and best-fitting AIC. “All ↑”: all three distributions agree on increasing hazard.
Summary: W best in 4/35, LN in 21/35, LL in 10/35. Despite distributional preference, increasing hazard is detected
by the Weibull in 34/35 cells.

Dataset 𝑛 Cens.% 𝜌𝑠 Inform.

BBH Track. 3,342 22.5 −0.155 Yes
GSM8K 5,412 74.7 −0.038 No
MathQA 4,729 5.0 0.017 No
MMLU-Pro 2,301 21.9 −0.163 Yes
ProofWriter 3,185 49.4 −0.183 Yes

Table 10: Censoring diagnostics per dataset. 𝜌𝑠: Spear-
man correlation between chain length and censoring
indicator. “Inform.”: informative censoring detected
(|𝜌𝑠| > 0.10 and 𝑝 < 0.001).

against the ground-truth state table. For MMLU-
Pro, we use structured answer extraction with se-
mantic matching. Steps that cannot be parsed are
coded as correct (conservative), ensuring that any
detected errors reflect genuine reasoning failures.
The event variable is time-to-first-error; the termi-
nal answer step is treated identically to all other
steps and contributes to the event count only when
it constitutes the chain’s first erroneous step.

Dataset 𝜌marg 𝜌frailty 𝜃 Aging

BBH Track. 1.057 1.057 0.0 Yes
GSM8K 1.470 1.472 0.0 Yes
MathQA 1.549 1.549 0.0 Yes
MMLU-Pro 1.269 1.269 0.0 Yes
ProofWriter 1.801 1.801 0.0 Yes

Table 11: EM gamma shared frailty results per dataset.
𝜃: estimated frailty variance (0.0 = negligible hetero-
geneity). Aging is preserved in all cases.

Survival Analysis Setup. We model “time” as
the discrete step index within a chain. An “event”
(failure) is the first step at which a verified error
occurs. Chains completing without error are right-
censored at their terminal step. Weibull parameters
are estimated via maximum likelihood with profile-
likelihood confidence intervals. IPCW weights
are computed using a logistic regression model
for the censoring probability, conditioned on chain
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Dataset Step-1 % End Bias Recov. %

BBH Track. 52.7 Yes 8.4
GSM8K 0.6 No 62.3
MathQA 4.1 Yes* 68.9
MMLU-Pro 13.8 No 43.4
ProofWriter 0.9 Yes 8.6

Table 12: Verifier audit summary. Step-1 %: fraction
of chains with step-1 error. End Bias: significant end-
of-chain error elevation (*mild, 𝑧 = 3.3). Recov. %:
fraction of error chains showing at least one error-to-
correct recovery.

Dataset Term.% Casc.% Isol.% L/E

BBH Track. 94.7 78.8 20.3 1.28
GSM8K 42.4 43.7 48.6 1.55
MathQA 39.3 54.5 26.3 1.47
MMLU-Pro 66.7 75.3 23.8 1.58
ProofWriter 95.0 9.9 89.2 7.37

Table 13: Error type analysis per dataset. Term.: termi-
nal errors (no recovery). Casc.: cascade errors (propaga-
tion to subsequent steps). Isol.: isolated errors (correct
neighbors). L/E: late-half to early-half error density
ratio. ProofWriter’s extreme L/E ratio (7.37) reflects the
fan-in hypothesis: errors concentrate at steps requiring
compositional integration.

length and dataset difficulty proxies. Shared frailty
models use EM estimation with gamma-distributed
frailty.

Software. All analyses use Python 3.11 with
lifelines 0.28 for survival analysis, scipy 1.12
for statistical tests (including Kendall’s 𝜏 for Mann-
Kendall trend tests), and matplotlib/seaborn for
visualization. Benjamini-Hochberg correction fol-
lows the standard step-up procedure at 𝛼 = 0.05.

Computation. All experiments run on a single
workstation. Inference for all 18,969 chains com-
pletes in approximately 48 hours across all models.
Statistical analyses (Weibull fitting, IPCW, frailty,
Cox regression) complete in under 2 hours total.

Dataset Model 𝜏 𝑝 𝑝BH Dir. Sig.

BBH Track.

Haiku −0.120 .782 .943 ↓
Gemini Flash 0.048 1.00 1.00 ↑
Gemma 9B 0.238 .562 .907 ↑
Llama 3B 0.429 .239 .550 ↑
Llama 70B 0.056 .867 .979 ↑
Qwen 14B −0.200 .817 .953 ↓
Qwen 7B 0.048 1.00 1.00 ↑

GSM8K

Haiku −0.156 .601 .907 ↓
Gemini Flash −0.592 .028 .097 ↓
Gemma 9B −0.478 .021 .083 ↓
Llama 3B −0.555 .009 .043 ↓ *
Llama 70B −0.022 1.00 1.00 ↓
Qwen 14B −0.295 .189 .508 ↓
Qwen 7B −0.111 .761 .943 ↓

MathQA

Haiku −0.128 .590 .907 ↓
Gemini Flash 0.067 1.00 1.00 ↑
Gemma 9B 0.410 .057 .182 ↑
Llama 3B −0.273 .283 .550 ↓
Llama 70B −0.127 .648 .907 ↓
Qwen 14B −0.127 .648 .907 ↓
Qwen 7B 0.333 .260 .550 ↑

MMLU-Pro

Haiku −0.091 .761 .943 ↓
Gemini Flash 0.467 .272 .550 ↑
Gemma 9B 0.152 .545 .907 ↑
Llama 3B −0.346 .165 .480 ↓
Llama 70B −0.761 .005 .033 ↓ *
Qwen 14B −0.714 .014 .062 ↓
Qwen 7B 0.222 .477 .878 ↑

ProofWriter

Haiku 0.833 .001 .010 ↑ **
Gemini Flash 0.183 .718 .943 ↑
Gemma 9B 0.647 <.001 .002 ↑ **
Llama 3B 0.167 .213 .533 ↑
Llama 70B 0.564 .007 .039 ↑ *
Qwen 14B 0.833 .001 .010 ↑ **
Qwen 7B 0.626 .001 .011 ↑ **

Table 14: Mann-Kendall trend tests on empirical haz-
ard rates. 𝜏 : Kendall’s tau statistic. 𝑝BH: Benjamini-
Hochberg corrected 𝑝-value. *: significant at BH-FDR
𝛼 = 0.05; **: significant at 𝛼 = 0.01. ProofWriter
shows the strongest and most consistent increasing trend
(5/7 models significant after correction), consistent with
its high Weibull 𝜌. Two decreasing trends survive correc-
tion (GSM8K Llama 3B, MMLU-Pro Llama 70B), re-
flecting non-monotonic empirical hazards that the para-
metric Weibull nonetheless fits as aging.
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H Temperature Ablation

To assess whether the aging pattern persists un-
der stochastic sampling, we ran 1,000 chains on
Qwen2.5-14B × ProofWriter at temperatures 𝑇 ∈
{0.3, 0.7} alongside the greedy baseline (𝑇 = 0)
from the main analysis. Table 15 shows MLE
Weibull shape estimates with profile-likelihood
95% confidence intervals.

Aging attenuates under sampling—higher tem-
perature distributes errors more uniformly across
step positions—but the increasing-hazard charac-
terization persists at all tested temperatures: all
confidence intervals exclude 1.0. This rules out
greedy decoding as the sole source of the aging
signal.

Temperature 𝑁 𝜌 95% CI

𝑇 = 0 (greedy) 1,000 2.70 [2.46, 2.94]
𝑇 = 0.3 1,000 1.24 [1.14, 1.34]
𝑇 = 0.7 1,000 1.40 [1.29, 1.51]

Table 15: Temperature ablation: Weibull shape 𝜌 for
Qwen2.5-14B on ProofWriter. All CIs exclude 1.0; ag-
ing persists under sampling, though attenuated relative
to the greedy baseline.
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