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Abstract

Recent Multimodal Large Language Models
(MLLMs) have achieved remarkable progress
across diverse vision-language tasks, creating
an urgent need for more challenging bench-
marks. Yet existing evaluations still provide
limited insight into whether these models can
truly reason over structured visual informa-
tion. Visual Graph Reasoning (VGR) offers
a compelling testbed for this challenge, re-
quiring models to integrate perception, struc-
tural understanding, and multi-step reasoning
over graph-based visual inputs. However, prior
VGR benchmarks often reduce the task to vi-
sual perception followed by text-based reason-
ing, restrict evaluation to single-image settings,
rely on answer-only metrics, and underrepre-
sent realistic graph-centric scenarios. To bridge
the gap, we introduce GraphVerse, a unified
benchmark that jointly evaluates perception,
visual reasoning, and text-based graph reason-
ing in MLLMs under both single-image and
paired-image settings. At its core is a suite
of Graph-centric Image Editing (GIE) strate-
gies that modify graph images while preserv-
ing their semantics, turning them into active
tests of visual reasoning. We further pro-
pose VGR-Score, a process-sensitive metric
that evaluates reasoning quality beyond final-
answer accuracy. Extensive experiments re-
veal several key limitations of current MLLMs
in VGR, while also validating the effective-
ness of GIE strategies and the transferability of
GraphVerse to broader multimodal reasoning
capabilities. The code is available at https:
//github.com/sunyuanfu/GraphVerse.

1 Introduction

The recent advancement of Multimodal Large
Language Models (MLLMs) (Team et al., 2025;
Bai et al., 2025b) has been accompanied by a
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surge of benchmarks designed to evaluate multi-
modal understanding and reasoning at scale, from
broad expert-domain exams (Yue et al., 2024) to
capability-focused stress tests (Yu et al., 2023).
Among these, multimodal mathematical reason-
ing has become a key paradigm, requiring both
visual grounding and multi-step inference, while of-
ten enabling automatic answer verification (Zhang
et al., 2024). However, this paradigm still faces
several limitations: high-quality data curation is
costly, many benchmarks emphasize basic percep-
tion or language-based reasoning rather than gen-
uine visual cognition (Xu et al., 2025), and recur-
ring formats increasingly blur genuine reasoning
with learned priors (Tang et al., 2025).

To address these limitations, we seek an eval-
uation substrate that is scalable, easily verifiable,
resistant to shortcut, and capable of rewarding rea-
soning that remains faithful to the underlying struc-
ture. Graphs provide a natural foundation: they
serve as a universal representation of relational sys-
tems, such as E-commerce (Shchur et al., 2018),
molecules (Hu et al., 2020) and social interactions
(Hamilton et al., 2017). Importantly, these systems
often contain rich visual signals rather than sym-
bolic edge lists. This motivates the task of visual
graph understanding and reasoning: an MLLM
must perceive nodes, edges, and attributes from the
diagram, internalize the latent topology, and solve
graph-based problems via structure-consistent in-
ference (Zhu et al., 2025b).

However, existing benchmarks for visual graph
reasoning (VGR) exhibit several key limitations.
First, they reduce visual graph reasoning to vi-
sual perception plus text-based graph reasoning:
models transcribe diagrams into symbolic graphs,
and then solve the task in the text domain (Wei
et al., 2024; Li et al., 2024; Zhu et al., 2025b;
Babaiee et al., 2025). This “vision-to-text” de-
sign weakens the very challenge that visual graph
reasoning is meant to capture—it allows the prob-
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lem to collapse into text-based graph QA, and it
fails to stress whether a model can truly reason
in the vision domain to perform multi-step, rela-
tional/logical inference grounded in different or
noisy visual evidence. Second, they focus only
on single-image reasoning and overlook a more
realistic setting in which evidence is distributed
across multiple images, requiring models to per-
form cross-image reasoning. Third, evaluation is
often answer-only: these benchmarks typically
judge a single final output and ignore interme-
diate reasoning behaviors, making failures non-
diagnostic, and making successes hard to interpret.
Finally, questions are often posed as context-free
algorithmic templates rather than situated prob-
lems, even when real-world graphs are used (Zhu
et al., 2025b), weakening ecological validity and
reducing our ability to study how MLLMs reason
about graphs as they appear in practice. These lim-
itations motivate the following research question:

4 N
(RQ) Can we build a solver-verifiable bench-

mark that evaluates visual graph understand-
ing and reasoning end-to-end, moving from vi-
sual perception to both vision-based and text-
based reasoning, while providing diagnostic
signals beyond final accuracy and spanning
difficulty from tractable to combinatorial-
hard problems in realistic scenarios?
o J
We take a step toward this goal with Graph-
Verse, a benchmark for comprehensively evaluating
MLLMs’ robust and in-depth visual graph under-
standing and reasoning. Grounded in real-world
graph-centric scenarios, GraphVerse spans diverse
multimodal graph problems across a wide range
of complexity. We organize these tasks by visual
context cardinality into single-image VGR, which
reasons over one rendered graph, and paired-image
VGR, which requires cross-image structural align-
ment. To place greater emphasis on vision-based
reasoning, we further introduce a suite of graph-
centric image editing strategies that push models
beyond one-shot perception toward genuine rea-
soning. In addition, we propose VGR-Score, an
evaluation protocol that goes beyond final accu-
racy and provides more diagnostic and fine-grained
assessment of graph understanding and reasoning.
Extensive experiments systematically reveal the
limitations and failure modes of current MLLMs on
VGR, offer practical insights for improving their ca-
pabilities, validate the effectiveness of our editing

strategies, and show that reasoning skills learned
on GraphVerse can transfer beyond the benchmark
to improve performance on other domains. Our key
contributions can be summarized as follows.

* We introduce GraphVerse, the first bench-
mark to jointly evaluate perception, visual
reasoning, and text-based graph reasoning in
MLLMs under a unified visual graph reason-
ing setting, together with VGR-Score, a task-
specific process-sensitive metric that mea-
sures reasoning quality beyond final answers.

* We propose graph-centric image editing strate-
gies, a new structure-aware editing framework
that transforms graph images into active tests
of visual reasoning for MLLMSs. Our strategy
is broadly applicable across diverse, realistic
visual graph reasoning tasks.

* We systematically evaluate several state-of-
the-art MLLMs on GraphVerse across di-
verse tasks and reasoning patterns, establish-
ing strong baselines and highlighting substan-
tial opportunities for future research.

2 Related Work

Visual Reasoning. Recent works increasingly view
visual reasoning as structured inference over visu-
ally grounded entities and relations, rather than
isolated cue recognition (Yue et al., 2025; Xu et al.,
2025; Yuan et al., 2025; Yue et al., 2024). A com-
mon formulation separates it into perception and
reasoning: perception extracts task-relevant enti-
ties, attributes, and relations from images, while
reasoning composes them into multi-step inference
such as comparison, relational chaining, and rule-
based deduction to answer a query (Johnson et al.,
2017; Hudson and Manning, 2019; Zhang et al.,
2019; Huang et al., 2021; Mao et al., 2022; Li et al.,
2025). Crucially, both intermediate conclusions
and final answers must be grounded in visual rea-
soning rather than textual paraphrases or language
shortcuts (Xu et al., 2025; Liu et al., 2025).

Benchmarking Algorithmic Reasoning on
Graphs. Beyond traditional graph learning tasks
(Sun et al., 2025, 2026a,b; Yang et al., 2026; Zhang
et al., 2025), graph computational problems have
increasingly emerged as an important research fo-
cus. Recent work has positioned graph computa-
tional problems as a crucial testbed for LLM and
MLLM reasoning, posing greater challenges than
standard graph learning and conventional reasoning
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Traditional Visual Graph Reasoning Benchmark
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Figure 1: Design overview of GraphVerse. All tasks are grounded in real-world scenarios and span a broad range of
complexity (bottom left). Unlike traditional VGR benchmarks (top), which collapse visual graph reasoning into
perception followed by text-based inference, GraphVerse promotes vision-based reasoning through four graph-
centric image editing strategies: (a) Image-Graph Patch Perturbation, (b) Cross-Graph Composition, (¢) Graph
Attentional Focusing, and (d) Spatially-Conditioned Recoloring. These strategies are applied across two settings,
single-image and paired-image (bottom right). A scoring agent evaluates both reasoning process and final answer.

problems (Chen et al., 2025; Fan et al., 2026; Liu
et al., 2026) due to their demands for structural
understanding and multi-step, long-range infer-
ence. Early text-only benchmarks evaluate graph
problem solving from symbolic graph descriptions
(Wang et al., 2023; Fatemi et al., 2023; Wu et al.,
2025). More recent efforts (Li et al., 2024; Wei
et al., 2024; Zhu et al., 2025b) extend this line to
visual graphs. However, these benchmarks still fall
short in evaluating broad and robust visual graph
reasoning. Some work focuses on layout-induced
perception challenges and answer-only evaluation,
overlooking richer visually grounded reasoning
processes (Babaiee et al., 2025).

3 Preliminaries

Notations. Real-world structured data can often
be modeled as graphs. We denote a graph by
G = (V,E, Ay, Ag), where V is the node set,
E CV x Visthe edge set, and Ay / Ag are op-
tional node/edge attributes. Here, we only consider
textual attributes. The adjacency matrix A encodes
connectivity with A;; = 1iff (v;,v;) € E. We
provide the problem definition as follows:

Problem 3.1 (Visual Graph Reasoning with
MLLMs). Let I = Render(G) be a graph image
that depicts a graph G = (V, E, Ay, Ag), includ-
ing its connectivity and (optional) node/edge at-
tributes. Given I and a text-specified graph reason-
ing task 7" grounded in I, an MLLM fj produces a
reasoning trace R and a final answer g. Evaluation
uses metrics computed from R and ¢. The ground-
truth y is produced by a pre-defined programmatic
solver S executed on G, i.e., y = S(G).

4 GraphVerse Benchmark

In this section, we present GraphVerse, a bench-
mark for comprehensively evaluating visual graph
reasoning in MLLMs. We first describe the data cu-
ration process (Sec. 4.1), then present the task tax-
onomy (Sec. 4.2) and four proposed Graph-Centric
Image Editing strategies (Sec. 4.3), and finally out-
line the evaluation protocol (Sec. 4.4). For addi-
tional design rationale, please refer to Sec. C.2.

4.1 Graph Data Collection and Visualization

Principle of Real-World Grounding. To ensure
that GraphVerse reflects real-world problem set-

45261



tings, we curate each datapoint according to three
principles: (a) the underlying graph structure is
derived from naturally occurring graphs; (b) the
visualization is information-complete with respect
to the graph, i.e., graph-relevant cues are conveyed
primarily through the image rather than being dis-
closed in the accompanying text and (c) each ques-
tion is contextualized within a realistic scenario.

Graph Sources (Principle a). Following prior
work (Tang et al., 2025), we construct Graph-
Verse from diverse real-world graph sources, in-
cluding citation networks (DBLP (Ley, 2002)), so-
cial networks (Digg, Flixster, Lastfm, Pokec (Rossi
and Ahmed, 2015)), knowledge graphs (DBpe-
dialM (Bizer et al., 2009)), transportation graphs
(OpenFlights (Tang et al., 2025)), and molecu-
lar graphs (PubChemQC (Nakata and Shimazaki,
2017), PCQM4Mv2 (Hu et al., 2021)). Table 15
details the semantics of nodes and edges for each
graph type. Except for the thousand-scale Open-
Flights graph, all sources are million-scale, en-
abling sufficient per-instance sampling. We further
use random walk with restart (Tang et al., 2025) to
extract compact, well-connected local subgraphs.

Graph Visualization (Principle b). We visual-
ize each sampled subgraph using GraphViz (Ellson
et al., 2001). To encourage evidence-seeking from
the image, we disentangle modalities between ev-
idence and query: all graph-relevant information
required to solve the task (e.g., structure, node/edge
attributes, when available) is rendered directly in
the visualization, while the question itself is pro-
vided only in the text prompt. To reduce shortcuts,
we follow a consistent and well-suited visualization
protocol (layout, styling, and legends) and avoid
duplicating any graph evidence in the prompt.

Question Design (Principle ¢). Given each sam-
pled subgraph, we assign a suitable graph-theoretic
task and apply various graph-centric image edit-
ing strategies (Section 4.3) to its visualization. In
addition, we curate a large set of graph problems
grounded in the corresponding real-world scenar-
ios and make minimal adaptations (e.g., adding
constraints and standardizing answer formats) to fit
the task or image editing strategies and to facilitate
automatic answer extraction. We solve each instan-
tiated problem with rule-based algorithms to obtain
verifiable ground-truth. The detailed prompts can
be found in Appendix G (hereafter § G).

4.2 Task Definition

We instantiate GraphVerse with classic graph the-
ory problems because they offer well-defined, veri-
fiable solutions and naturally elicit relational, multi-
hop reasoning that transfers across domains. We
organize tasks according to the number of input
graph images: (1) Single-image VGR, where the
model solves a graph problem from a single graph
image, and (2) Paired-image comparative VGR,
where the model jointly analyzes two graph images
to infer their correspondences and/or differences.
We place greater emphasis on the single-image set-
ting, as most existing MLLM evaluations assume a
single-visual-context input. Overall, our tasks span
polynomial-time and NP-hard problems.
For NP-hard tasks, we use optimization variants
that require models to produce optimal solutions
rather than binary yes/no answers, enabling a more
thorough evaluation of MLLM reasoning.

Single-image VGR Tasks. Given a graph image
I, an MLLM must first obtain the underlying graph
structure from I through visual understanding and
reasoning and then solve one of the tasks:
Shortest Distance (SD). Given u,v € V,
compute the shortest-path distance dg(u,v), and
output one shortest path if required.

Diameter. Compute the maximum shortest-
path distance over all node pairs in the graph
diam(G) = max, yev dg(u,v), Vu,v € V.
Common Neighbors (CN). Given u,v €
V, return the common neighbor set I'(u) N I'(v),
explicitly listing all shared neighbors.

Traveling Salesman (TSP). Given a weighted
graph with edge weights w, find a Hamiltonian tour
of minimum total cost that visits each node exactly
once and returns to the starting node.

Maximum Clique Problem (MCP). Find a
maximum-size clique C' C V such that every pair
of distinct nodes in C' is connected by an edge, i.e.,
Vu,v e C, u#v=(u,v) € E.

Minimum Vertex Cover (MVC): find a
minimum-size set S C V covering all edges, i.e.,
V(u,v) € E,u € Sorv € S.

Maximum Independent Set (MIS). Find a
maximum-size set S C V' with no internal edges,
ie,Vu#veS, (u,v) ¢ E.

Cycle. Decide whether G contains a cycle; if
so, return any longest cycle C’. Otherwise, report
that no cycle exists in G.

Graph Coloring. Find a proper vertex color-
ing ¢ : V' — [k] that minimizes k, where adjacent

45262



vertices receive different colors.

Paired-image Comparative VGR Tasks. Given
a paired input (I3, I) that renders two graphs Gy
and G, an MLLM is required to establish cross-
image correspondences and perform pairwise struc-
tural reasoning to solve one of the following tasks:
Graph Edit Distance (GED). Compute the
minimum number (or cost) of edit operations re-
quired to transform (1 into G2, including node and
edge insertions, deletions, and substitutions.
Maximum Common Subgraph (MCS). Find
a largest subgraph H that is isomorphic to sub-
graphs of both G; and G2, and output the corre-
sponding node mapping.

4.3 Graph-Centric Image Editing

We introduce four Graph-centric Image Editing
(GIE) strategies, each targeting a core facet of vi-
sual reasoning. By altering the visual realization
of the underlying graph structure, these strategies
discourage shortcut exploitation and push models
to perform vision-based reasoning rather than rely
on shallow perception. See § C for detailed GIE al-
gorithms in both single- and paired-image settings.
Image-Graph Patch Perturbation. This edit
manipulates image patches to disrupt the visual
realization of graph patches (local edges/nodes),
thereby probing robust reasoning under disrupted
visual continuity, staying faithful to the underly-
ing structure despite local corruption (Shen et al.,
2025). Specifically, we partition an input im-
age [ into an r x r grid of patches {P;;}, and
apply one of two perturbations: (i) a random
patch flip PZ’J < Flip(P;;), or (ii) a random
patch swap (P;;, Pr) < (P, Pij), producing
I' = Editpatch (). We operate only on non-empty
patches. Solving tasks on I’ requires the model
to reconstruct the intended visual structure in the
image space, recover the correct graph topology,
and then carry out visually grounded reasoning on
the recovered structure.

Cross-Graph Composition. To mirror composi-
tional visual reasoning (Johnson et al., 2017) over
multiple objects, where the model must combine
evidence across separate entities and their relations,
we treat each “object” as a subgraph rendered in its
own image. Given a sampled graph G = (V, E),
we partition V into two disjoint, balanced sub-
sets V(1) and V®), inducing G = (V1 (1)
and G = (V2 E®?)). We render them as two
views I; and I5. The prompt provides cross-graph

links EC) € V) x V() which specify how
the two “objects” should be connected, forming
G=wOuv® EOyUE®UEX). The
model must bind nodes across (I1, I2), apply the
cross-links to compose G, enabling compositional
reasoning by integrating multiple visual evidence.
Graph Attentional Focusing. This edit targets
selective visual attention (Anderson et al., 2018) in
the presence of distractors. We assign node colors
via col : V' — C and choose a target connected
subgraph M = (Vi, Ejr), setting col(v) = ¢* for
all v € V). For any u ¢ V) adjacent to V) (i.e.,
Jv € Vi : (u,v) € E), we enforce col(u) # c*;
other nodes may also take c¢*, creating additional
monochromatic components. Let G[c¢*] be the in-
duced subgraph on {v € V : col(v) = ¢*} with
connected components C(G[c*]). We guarantee
that M is the largest component in C(G|c*]); the
model is instructed to find and recover M and solve
the downstream task on M (discarding edges out-
side F/j; and any other smaller induced subgraphs).
Spatially-Conditioned Recoloring. Unlike naive
color swapping which can be resolved by text-
based reasoning, we enforce recoloring by spatial
relations to trigger the model to re-examine the
image and perform visual spatial reasoning (Liu
et al., 2023). Formally, let each node v have a
2D center p(v) = (xy,yy) in the image. Given
a sampled anchor ¢ € V and direction § €
{left, right, above, below}, we define the set of
spatially selected nodes as:

Ss(a) = {v € V| coord(v) = coord(a) w.r.t. }.

The model is then instructed to recolor all nodes
in S5(a) to a target color ¢!, producing a modified
image I’, and must perform this spatially grounded
update before solving the task. The question further
requires identifying the colors of the nodes along
the answer path to ensure the update is assessed.

4.4 Evaluation

To obtain finer-grained evaluation signals, a natural
choice, as in many existing benchmarks (Zhang
et al., 2024), is to use a stronger MLLM given the
ground-truth answer to assess intermediate reason-
ing steps. However, for VGR, this is both costly
and unnecessary. Because the underlying graph
structure is fully preserved prior to visualization,
the graph evidence needed to verify reasoning can
be programmatically recovered and verbalized ex-
actly, removing the need for a vision-capable eval-
uator. We therefore verbalize the structure-aware
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Table 1: Overall performance of each MLLM across all tasks. Two evaluation metrics are reported: Acc (%) and
VGR-Score (VGR-S). + indicates that VGR-S is higher than Acc, | indicates that VGR-S is lower than Acc, and the
absence of an arrow indicates equality. - and - highlight the best score in each task.

Settings Single-image Paired-image
Tasks Diameter | SD CN [ Cyde ] [ Coloring | MVC [ MCP MIS GED | MCS
Metrics Acc_VGR-S| Acc VGR-S| Acc VGR-S| Acc VGR-S| Acc VGR-S| Acc VGR-S[ Acc VGR-S| Acc VGR-S[Acc VGR-S[[Acc VGR-S[Acc VGR-S
Reference
Human ]]100.0 ]100.0 ]100.0 ]100.0 [832 1735 [78.0 [76.0 [85.0 - [[640 [84.0
MLLM Description => LLMs
DeepSeek-V4-Pro 29.0 464, [43.0 441, [42.0 398, |43.0 678 39 342 |21.0 37.8; [27.0 3124 [30.0 388 [28.0 30.2; 40 326+ |00 3438,
Qwen2.5-72B-Instruct [| 4.0 20.9; | 140 412, [33.0 408, | 28.0 346, | 0.0 315, | 3.0 194, |21.0 239, |120 238; | 9.0 404, 00 80, [00 199
QwQ-32B 1.0 16.5¢ 120 32.64 16.0 37.1, 140 289, | 00 158 1.2 161, | 40 188, 3.0 109+ 1.0 304, 1.0 22.1 0.0 12.64
Close Source MLLMs
Gemini-3-Pro 640 634, 650 557, [86.0 762, | 940 89.7, |562 42.1, |40.0 729 |51.0 59.6; |550 559, |55.0 56.7; |[30.0 35.1 6.0 343,
Gemini-3-flash 60.0 588, [69.0 555, |89.0 788, |77.0 792, |588 485, [37.5 66.1; |44.0 443, |41.0 40.6, [440 445. |[27.0 322, |40 23.04
GPT-5.2 570 60.6; | 580 559, |87.0 88.1: |93.0 918, |325 33.0 [362 435, |40.0 450, |39.0 434, [39.0 449 23.0 305 20 203,
GPT-o0l 41.0 504, | 540 572, 640 66.1, | 67.0 702 | 0.0 98, [33.8 479, |250 345 |240 335, [27.0 36.0, |[240 252, |10 133
Qwen-VL-Max 38.0 4534 | 530 488, | 760 708, | 760 745, |62 30.0; [41.2 58.6, [350 37.9; [29.0 33.6; [37.0 38.7; ||28.0 358, | 0.0 30.3,
Qwen3-VL-Plus 450 4924 | 61.0 542, 750 753, |81.0 785, |12.5 454, [412 5874 |32.0 329, |29.0 36.8; |30.0 31.1 440 433, |70 3744
Qwen3-VL-Flash 150 3464 | 450 465, | 640 626, | 71.0 675, | 0.0 22.1; |50.0 60.6; [21.0 284, [21.0 30.8; [25.0 31.3: [|21.0 29.1; | 3.0 29.8;
Grok4-Fast 15.0 2694 | 33.0 392, | 47.0 472+ | 31.0 399 0.0 1294 |27.5 4084 |26.0 344, |320 42.64 |[27.0 37.6 250 245, | 0.0 14.14
Open Source MLLMs
Kimi-K2.5 30.0 4814 | 460 525, | 660 703 |41.0 67.7, |88 41.7; |37.5 62.1. |26.0 309 [28.0 35.1; |31.0 31.8: [[10.0 345, | 1.0 39.5;
GLM-4.6V 240 3634 520 493, | 660 684, | 720 727 6.2 338 |41.2 57.5; |29.0 29.64 [22.0 33.1; |21.0 285 18.0 26.2; 20 26.04
GLM-4.6-flashx 19.0 421, | 450 532 | 570 664, [10.0 49.0. | 0.0 259, |188 487, [ 9.0 419, [120 47.6, | 7.0 43.9; 1.0 2614 [0.0 258,
Phi-3.5-Vision-Instruct || 0.0 13.24 4.0 263, 0.0 8.0+ 50 183 00 554 262 262 1.0 264, 1.0 20.04 1.0 21.6 0.0 6.04 0.0 7.64
QvQ-72B-Preview 30 417, [ 100 36.8; [ 180 542 |31.0 444 0.0 37.3; | 1.2 442, [ 2.0 42.8; [ 0.0 47.14 | 0.0 453 0.0 32.7; [0.0 399
Qwen3.5-35B-A3B 9.0 19.04 | 270 230, | 190 143, | 180 207, [ 50 85; |[100 164, [180 253, [8.0 117, | 6.0 32.1; 4.0 386+ | 0.0 29.6
InternVL2.5-8B 00 1524 | 50 2724 | 170 31.6+ | 200 307 | 0.0 27.6; [200 362, [ 1.0 240, | 6.0 282, | 6.0 273, 50 108 | 1.0 16.64
InternVL3-8B 0.0 17.04 | 13.0 40.6; | 140 45.1, | 180 31.7, [ 0.0 165, |[10.0 472, [ 7.0 32.0, | 9.0 40.8; | 6.0 284, 1.0 68 |00 117,
InternVL3.5-8B 100 30.64 | 150 37.3; | 190 359, [ 140 335, |00 29.14 (112 265, [ 40 207, | 1.0 169, [ 7.0 351, 60 170+ | 1.0 229,
InternVL3-38B 0.0 4414 | 11.0 304; | 7.0 40.6, 1.0 297, | 00 284, [250 414, [ 1.0 29.1, | 50 459, [ 0.0 39.8; 0.0 286+ [0.0 359
Qwen3.5-4B 11.0 399, | 23.0 484, | 150 52.0, |[33.0 448, | 00 315, [100 148, [140 208, | 40 143, [ 6.0 27.1, 20 251 |00 147,

evidence required for correct reasoning and use an
LLM for verification. This design mitigates hal-
lucinated reasoning and inconsistencies between
the reasoning process and the final answer, while
substantially reducing overall evaluation cost.

Graph Evidence Verbalization. For each in-
stance, we retain the original adjacency matrix of
the source graph and instantiate predefined tem-
plates to verbalize its relational structure in natural
language. In addition, we programmatically ex-
tract the structural changes associated with each
GIE operation, such as the set of nodes recolored
in spatially-conditioned recoloring. These editing-
derived signals are likewise verbalized through ded-
icated templates and, together with the original rela-
tional structure, form the graph evidence Eg used
as the basis for subsequent scoring (details in § C).

LLM-based Scoring Agent. We use GPT-5.1 as
the scoring agent. For each response, the agent is
given the model’s full output, the graph evidence
FEg, the ground-truth answer set, and task-specific
scoring instructions. It is first asked to extract the
key reasoning steps from the response, then evalu-
ate each step against Eg to determine whether the
perception and reasoning reflected in that step are
correct, and finally assess whether the predicted
final answer matches any valid gold answer. To
avoid introducing additional bias, we do not pro-
vide gold reasoning traces during scoring.

Formally, let S = {s1,..., sy} denote the ex-

tracted key steps, and define the step-level score:

m

Z I[s; is consistent with E¢].
i=1

1
Rstep = E

The overall Visual Graph Reasoning Score (VGR-
Score) is then formulated as:

Score = ARyep + (1 — M)y € A",

where 7 is the predicted final answer, A* is the set
of valid gold answers, and A\ € [0, 1] controls the
trade-off between process correctness and answer
correctness. Following prior work (Zhang et al.,
2024) that places greater emphasis on the reasoning
process, we set A = (.7 in our experiments.

S Experiments

5.1 Experimental Setup

Dataset Split. GraphVerse contains 11,000 sam-
ples. For more efficient evaluation, we constructed
a smaller subset, testmini, by sampling from the full
dataset for our experiments and it contains 1,060
samples in total. The samples are drawn to closely
match the distribution of the full test set, so as to
preserve distributional consistency. This subset
covers all tasks and all GIE strategies. Please refer
to § A for dataset statistics and additional details.

Evaluation Models. We evaluate a total of 19
MLLMs, including 11 open-source models—Kimi-
K2.5 (thinking) (2026), GLM-4.6V (2025), GLM-
4.6-flashx (2025), Phi-3.5-Vision-Instruct (2024),
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QvQ-72B-Preview (2024b), Qwen3.5-35B-A3B
(2026), InternVL2.5-8B (2024), InternVL3-8B
(2025a), InternVL3.5-8B (2025), InternVL3-38B
(2024), and Qwen3.5-4B (2026)—and 8 closed-
source models—Gemini (2023) (3-flash, 3-pro),
GPT (2023)(o1, 5.2), Qwen (2025a) (VL-Max, 3-
VL-Plus, 3-VL-Flash), and Grok4-Fast. Moreover,
we add a text-only baseline: An MLLM (GPT-5.2)
first captions the edited image, and a text-only LLM
then solves the task. We test three LLMs under this
setting: DeepSeek-V4-Pro (2026), Qwen2.5-72B-
Instruct (2024), and QwQ-32B (2025). We further
analyze the robustness of VGR-S in § D.
GPrs2 Qnen-VL-Max  —— Grokd-Fast

S-Patch S-Patch
1.0 1.0

—— Gemini 3-Pro Kimi-k2.5

P-Recptor

06
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\

I'—Ku'))ikn'

0.85.¢ ‘orgposition

P-, \l‘#n
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T P-Patch

VGR-Score

“P-Patch

Accuracy

Figure 2: Radar chart of model performance on VGR
under different GIE operations. P- and S- denote Paired-
Image and Single-Image VGR, respectively.

5.2 Overall Results

» Visual graph reasoning remains a major chal-
lenge for MLLMs. Even the strongest current
models, including Gemini-3-Pro and GPT-5.2, still
leave substantial room for improvement on many
VGR tasks. For example, on MCS, their accuracy
remains below 10%, and they trail the human base-
line by an average of 35% across all tasks. More-
over, the text-only pipeline performs poorly, espe-
cially on hard single- and paired-image tasks, show-
ing that direct visual access is crucial for Graph-
Verse. Meanwhile, open-source models perform
markedly worse than closed-source ones, likely
reflecting differences in model scale and design.

» Different MLLLMs specialize in different VGR
tasks, yet all struggle much more with paired-
image reasoning. As shown in Figure 2, all mod-
els perform substantially worse on paired-image
VGR than in the single-image setting. For instance,
Kimi-K2.5 trails by 34% on Acc and about 20%
on VGR-S on average, while the gap becomes even
larger for stronger models: Gemini-3-Pro drops by
more than 50% in Acc and over 30% in VGR-S.
A closer look at the specific GIE settings, which
reflect different types of VGR demands, further

Table 2: Results of different MLLM families on Polyno-
mial and NP-Hard tasks. Each family’s score is averaged
over its corresponding models in Table 1, and | denotes
the relative drop from Polynomial to NP-Hard tasks.

Models Polynomial NP-Hard
Acc VGR-S Acc VGR-S
GPT Family 60.17 63.05 31.66 | 47.38 38.92 |35.27
Qwen Family 33.72 45.37 19.03 43.56 35.68 |21.36
Gemini Family 72.17 64.73 45.03 |37.61 51.54 |50.38
GLM Family 43.83 52.62 16.82 161.62 38.52 126.80

shows that models exhibit distinct strengths. For
example, Grok4 remains behind on nearly all other
dimensions in VGR-S, yet still outperforms GPT-
5.2 on paired-image patch perturbation setting.

» Visual reasoning complexity matters more
than theoretical task complexity. In text-only
graph problem benchmarks (Tang et al., 2025), a
common finding is that tasks are generally
more challenging than tasks because of their
greater intrinsic complexity. After introducing vi-
sual reasoning, this trend still holds on average: as
shown in Table 2, MLLMs struggle more with
tasks overall. That said, an important exception
emerges. For tasks that require limited visual
reasoning, such as Cycle, nearly 95% of models
achieve higher accuracy than on at least one
task. For closed-source models, the average accu-
racy on Cycle even exceeds that on tasks by
17.04% in Acc and 16.94% in VGR-S. This sug-
gests that in VGR, task difficulty is shaped not only
by theoretical complexity, but even more strongly
by the complexity of the required visual reasoning.
» Final-answer accuracy can mask deficiencies
in the reasoning process. Table 1 clearly reveals
a substantial mismatch between reasoning qual-
ity and accuracy. On harder tasks, models may
achieve near-zero accuracy while still obtaining
much higher VGR-S, suggesting partially correct
reasoning despite incorrect final answers. In many
cases, VGR-S exceeds accuracy by 30%—40%, im-
plying that errors may arise from only a few critical
reasoning steps. Conversely, for stronger models
like Gemini-3-Pro, VGR-S can also fall more than
10% below accuracy on some tasks, indicating that
even powerful models do not always reason in a
stable or faithful manner.

5.3 Improving MLLMs’ VGR Capabilities

The findings reveal several limitations of MLLMs
on VGR. We therefore explore how to improve their
VGR from two complementary directions: training-
based and training-free methods. For training-free
methods, we employ Program-of-Thoughts (PoT)
prompting (Chen et al., 2022) to enhance the pro-
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Table 3: Performance comparison under training-free and training-based settings across four task categories. ;
indicates absolute improvements over direct inference. The table reports acc only; VGR-S results are deferred to
§ E. For Gemini-3-Pro, we apply PoT and denote the variant as Coder. For GPT-5.2, we use Codex with PoT.

Training-Free
. \ GPT-5.2 I ) \ Gemini-3-Pro
Setting Setting
‘ Single-Image Paired Image Polynomial NP-Hard  Average H ‘ Single-Image Paired Image Polynomial NP-Hard Average
Direct Inference 535 12.5 67.3 383 43.6 Direct Inference 62.9 18.0 71.6 48.9 50.2
GPT-5.2-Codex 59.9 17.5 71.1 45.1 482 Gemini-3-Pro-Coder 66.1 225 74.1 52.2 533

Training-based

. ‘ Qwen3-VL-8B-Instruct H . ‘ Qwen3-VL-2B-Instruct
Setting Setting
‘ Single-Image  Paired Image Polynomial NP-Hard  Average H ‘ Single-Image Paired Image Polynomial NP-Hard Average
Direct Inference 17.1 0.0 30.5 7.8 13.8 Direct Inference 3.1 1.5 3.1 2.7 23
SFT w/o GIE 19.3 0.7 33.3 9.4 15.6 SFT w/o GIE 7.0 2.0 9.0 5.0 5.7
SFT 20.6 29 36.0 10.4 17.5 SFT 8.4 4.1 8.2 74 6.9
RL w/o GIE 335 17.5 359 28.6 28.8 RL w/o GIE 39 22 57 2.8 2.6
RL 38.9 16.1 373 33.8 31.1 RL 7.1 1.8 73 57 53

cedural graph reasoning ability of MLLMs and im-
prove their VGR performance. For training-based
methods, we additionally construct 3,500 samples
as the training set, with no overlap with the test
set. We train (details in § E) and evaluate on these
datasets to measure in-domain gains.

» Multiple paths to better VGR. As shown in Ta-
ble 3, both PoT prompting and post-training consis-
tently improve MLLMs’ VGR performance. Post-
training with GIE-augmented data yields larger
gains than a matched no-GIE training set, demon-
strating the value of GIE for in-domain VGR. More-
over, RL brings a 13.6% gain over SFT on Qwen3-
8B, but underperforms SFT by 1.6% on the 2B
model, suggesting that larger models can better un-
lock their VGR potential through RL, while smaller
models benefit more from the stronger behavioral
regularization and imitation-style supervision pro-
vided by SFT. Moreover, in § E.3, we further
demonstrate the effectiveness of GIE through a
training-based ablation of direct visual access.

Perception Error (6%)

IR TR Error '
Error
37%) (48%)

VR Error VR Error
(57%) (48%)

Perception Error (12%) Perception Error (23%)

TR Error‘
(32%)

VR Error
(45%)

Gemini3-Pro Qwen-VL-Max Kimi-K2.5

Figure 3: Pie Chart of Failure Mode Analysis for Rep-
resentative MLLMs. TR and VR denote text-based and
vision-based reasoning, respectively.

5.4 In-Depth Failure Mode Analysis

To better understand where MLLMs fall short in
VGR, we manually categorize incorrect responses
from three representative models into text-based
reasoning (TR), vision-based reasoning (VR), or
perception errors, as shown in Figure 3.

» Vision-based reasoning is the dominant fail-
ure mode of MLLMs. Across all three models,

visual reasoning errors account for the largest share,
with an average of 50%. As model reasoning abil-
ity improves, from Kimi-K2.5 to Gemini-3-Pro,
perception errors decrease while visual reasoning
errors become increasingly dominant. This sug-
gests that, for current frontier models, the main
bottleneck lies in visual reasoning rather than per-
ception, which further justifies our benchmark’s
emphasis on vision-based reasoning.

5.5 Transferability Analysis

To examine whether GraphVerse improves trans-
ferable reasoning beyond VGR, we evaluate RL-
trained Qwen3-VL-8B on the out-of-domain Math-
Vista benchmark (2023). We follow the training
setup in Section 5.3, with the reward design de-
tailed in Section E; results are reported in Table 4.

Table 4: Category-wise accuracy (%) comparison across
different settings in MathVista. Overall denotes overall
accuracy, MC denotes multiple-choice, and Math de-
notes math-targeted VQA. + arrow denotes the relative
improvement. RL-Base refers to RL w/o GIE (Table 3).

| Question Type | VQA Category |
Method [ MC Free Form | General Math | Overall
DI 79.07 65.65 73.04 72.78 72.90
RL-Base [ 79.26 10.24 66.09 1+0.67 [ 73.48 10.60 72.96 +0.25|73.20 +0.41
RL 80.56 1 25 66.30 1 90 | 7413 1 49 73.89 1153|7400 11 51

» What transfers from GraphVerse is not graph
knowledge, but reasoning itself. Compared with
direct inference, both RL paradigms improve math-
ematical and general reasoning, with larger gains
when trained on GIE-augmented data, achieving
an overall relative improvement of 1.51%, further
demonstrating the effectiveness of our proposed
GIE strategy. This nontrivial transfer beyond the
original domain underscores the strength of Graph-
Verse as a source of broadly useful supervision.
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6 Conclusion

We identify key limitations of existing VGR bench-
marks and introduce GraphVerse to address them.
With broader task types, GIE strategies that en-
force genuine visual reasoning, diverse difficulty,
realistic grounding, and fine-grained evaluation,
GraphVerse enables a more faithful and comprehen-
sive assessment of MLLM visual graph reasoning.
Extensive experiments not only validate the effec-
tiveness of GIE, but also reveal major weaknesses
of current MLLMs, provide insights for improve-
ment, and further show that VGR-acquired abilities
can transfer beyond the original domain. We hope
GraphVerse can serve as a strong benchmark for
future visual graph reasoning research.

7 Limitations

Due to space limitations, we are unable to include
more qualitative cases in the experimental section
to further support our conclusions. Although these
examples are provided in the appendix, presenting
more of them in the main text could have made
our findings clearer. Moreover, this paper does not
extensively explore broader multi-image VGR set-
tings, as multi-image reasoning is often treated as
a separate research direction. Instead, we focus on
first establishing a systematic VGR benchmark and
an initial diagnostic probe for paired-image reason-
ing. We will continue maintaining GraphVerse and
extend it to richer multi-image VGR scenarios in
future releases, while encouraging further research
on broader multi-image visual graph reasoning.
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A Dataset Details

A.1 Statistics

In this section, we provide detailed statistics of
GraphVerse. As shown in Table 5, we report the
number of instances for each task under each graph-
centric image editing (GIE) operation, offering a
comprehensive view of the benchmark composi-
tion and data distribution. It can be seen that, dur-
ing dataset construction, we carefully ensured that
the data generated by different GIE operations are
distributed as evenly as possible within each task,

rather than being dominated by any single opera-
tion. At the same time, some task—operation pairs
contain no data. These are highly exceptional cases
where the corresponding GIE operation is simply
not suitable for that task.

A.2 Special Case

For example, the coloring task does not include
data generated by the Recolor operation. This is
because constructing Recolor examples requires as-
signing initial colors to nodes in the original graph,
whereas for graph coloring, such a setting with pre-
defined initial colors is not a common or natural
formulation of the problem. We therefore discard
this setting. Similarly, for the TSP task, we do
not include the other three operations. This is be-
cause solving TSP requires starting from a com-
plete graph and explicitly representing the pairwise
distances between nodes in the image. Under such
a setup, after applying Patch, Composition, or Attn
operations, we would still need to ensure that the
resulting graph remains complete. However, since
all distance information is already provided in the
image at the outset, these operations would allow
models to exploit shortcuts: instead of reasoning
over graph connectivity, a model could simply iden-
tify the nodes and read distances directly from the
distance table to make predictions. This would de-
viate from our goal of emphasizing genuine visual
reasoning. We therefore exclude these three oper-
ations. In contrast, the Recolor operation remains
feasible for TSP, since one can determine whether
correct visual reasoning has been performed by
examining the colors of the nodes along the corre-
sponding Hamiltonian tour.

A.3 Testmini

We note in the main text, for efficiency, we con-
struct TestMini by sampling from the full test set
during evaluation. This sampling procedure does
not substantially alter the original data distribution.
As shown in Table 6, the task—GIE pairs remain
evenly distributed, thereby avoiding biases caused
by highly uneven or skewed distributions.

A.4 Graph Sampling

The node range used for graph sampling is deter-
mined based on the intrinsic characteristics of each
task. In addition, these ranges are chosen with ref-
erence to commonly used settings in existing text-
based graph reasoning benchmarks (Tang et al.,
2025), ensuring that the sampled graphs remain
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Task Recolor Patch Composition Attn | Total
Cycle 250 250 250 250 | 1000
Diameter 250 250 250 250 [ 1000
Distance 250 250 250 250 | 1000
GED 250 250 250 250 | 1000
Coloring - 333 333 334 | 1000
MCP 250 250 250 250 | 1000
MCS 250 250 250 250 | 1000
MIS 250 250 250 250 [ 1000
MVC 250 250 250 250 | 1000
Neighbor 250 250 250 250 | 1000
TSP 1000 - - - 1000
Total 3250 2583 2583 2584 | 11000
Table 5: Statistics of GraphVerse.

Task Recolor Patch Composition Attn | Total
Cycle 25 25 25 25 100
Diameter 25 25 25 25 100
Distance 25 25 25 25 100
GED 25 25 25 25 100
Coloring - 27 27 26 80
MCP 25 25 25 25 100
MCS 25 25 25 25 100
MIS 25 25 25 25 100
MVC 25 25 25 25 100
Neighbor 25 25 25 25 100
TSP 80 - - - 80
Total 305 252 252 251 | 1060

Table 6: Statistics of GraphVerse testmini.

both computationally tractable and comparable to
prior evaluations.

B Further Analysis of Related Work

Multi-graph content does not imply multi-image
reasoning. A representative line of prior work,
such as Visual Graph Arena (Babaiee et al., 2025),
may appear to involve multiple graphs or richer
cross-graph structural information. However, this
should not be conflated with the paired-image set-
ting studied in GraphVerse. In those benchmarks,
multiple graph components are typically presented
within a single visual canvas, so the model still
operates over one jointly rendered image. This
setting is closer in spirit to our Cross-Graph Com-
position strategy, where distinct graph structures
are composed into one image and reasoning re-
mains grounded in a unified visual field. By con-
trast, our paired-image setting requires the model
to reason across two separate images, each with
its own spatial layout, visual grouping, and local
context. Paired-image reasoning introduces an ad-

Task Min Nodes Max Nodes
TSP 7 9
Cycle 6 10
Coloring 8 15
Neighbor 10 16
Distance 8 15
Diameter 8 15
MIS 8 15
MVC 8 15
MCP 8 15
GED 4 8
MCS 8 15

Table 7: Node range for graph sampling.

ditional layer of visual context integration and re-
quires more sophisticated reasoning than single-
image settings (Wang et al., 2024a) that cannot be
reduced to simply placing multiple graphs in one
figure. Therefore, although some existing visual
graph reasoning benchmarks include multi-graph
content, they do not explicitly evaluate genuine
multi-image visual reasoning, which is a key capa-
bility targeted by GraphVerse.

C Additional Method Details
C.1 Algorithmic Workflow

In this section, we provide the detailed algorithmic
descriptions of the four graph-centric image editing
(GIE) operations, namely Image-Graph Patch Per-
turbation (Algorithm 2), Cross-Graph Composition
(Algorithm 3), Graph Attentional Focusing (Al-
gorithm 1), and Spatially-Conditioned Recoloring
(Algorithm 4), together with the evaluation proce-
dure for computing VGR-Score (Algorithm 5).
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Algorithm 1 Graph Attentional Focusing

Require: Graph G = (V, E), color set C, target color ¢*
Ensure: Edited image I’, target subgraph M = (Vj, Epy), edit metadata M oeys
1: Sample a connected subgraph M = (Vi Eyy) from G

—_— = =

13:
14:

15:

16:
17:

R A A S

Initialize a color assignment col : V — C

for allv € V); do
col(v) « c*

end for

for all u € V' \ V) such that Jv € Vi, (u,v) € E do
Sample col(u) € C \ {c¢*}

end for

for all remaining nodes u € V' \ V), without assigned color do
Sample col(u) € C

: end for
: Let

Gl = G[{v e V | col(v) = ¢*}]

be the induced subgraph on all nodes colored ¢*
Compute the connected components CC(G[c*])
Re-sample non-target colors if necessary until

M = V(C
arg 5??5([0*})’ (@]

Render the recolored graph image:
I' = Render(G; col)

Mfocus — {0*7 VM7 EM}
return I, M, Miocus

Algorithm 2 Image-Graph Patch Perturbation

Require: Graph image I, grid size r, perturbation type 7 € {FLIP, SWAP}
Ensure: Edited image I’, edit metadata M paich

1:
2:

Partition image into patches: IL,.(I) = {Pw}f =1
Construct the non-empty patch set We define the set of non-empty patches as

Q={(i.j) | Py # 2},

where P;; # @ indicates that patch P;; contains at least one graph-relevant visual element.
if 7 = FLIP then

Sample one patch (i, j) ~ Unif(12)

Pyj; + Flip(P;j)

I' + I with Pij'repljclc'ed by P;;

Mpaten <= {(flip, (i, 7))}
else if 7 = SWAP then

Sample two distinct patches (1, 7), (k, £) ~ Unif(2)
Swap patches: (P, Py,) < (P, Pij)
I' « I with P, Py replaced by P;;, P,
Mpatch — {(5W3p7 (ivj)u (k, 6))}

. end if
. return ', Mpacn
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Algorithm 3 Cross-Graph Composition

Require: Source graph G = (V, E) N
Ensure: Paired images ([, I2), cross-graph links £ (), composed graph G
1: Partition V into two disjoint subsets V(1) and V(?) such that
vOnv@ =9  vOyuv® =y
2: Induce two subgraphs

¢ = (v, EW), G® = (@ po)

where E) = EN (V) x VW) and E®) = En (V) x V()
3: Render two views:
I = Render(GW), I = Render(G®)

4: Sample or instantiate a set of cross-graph links
EX cy® «y®
5: Form the composed graph
G = (V(l) uv® EOyE@ Yy E(X))

6: return (.ﬁ,Ig),E(X),C:Y

Algorithm 4 Spatially-Conditioned Recoloring

Require: Graph G = (V, E), rendered image coordinates {p(v) = (,,¥,) }vev, target color cf
Ensure: Edited image I’, recolored node set S5(a), edit metadata M pagial
1: Sample an anchor node a € V
Sample a direction 0 € {LEFT, RIGHT, ABOVE, BELOW }
if 6 = LEFT then
Ss(a) «—{veV |z, <4}
else if 0 = RIGHT then
Ss(a) «—{veV |z, >}
else if ) = ABOVE then
Ss(a) «—{v eV |y <wa}
else if = BELOW then
Ss(a) «={v eV |y >ya}
: end if
. Initialize or inherit the original color assignment col
: for all v € Ss(a) do
col(v) + cf
: end for
: Render the recolored image:

A A O Rl

e e e e e

I' = Render(G; col)

17 Mspatial + {a, 9, Ss(a), CT}
18: return I’ S5(a), Mspatial
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Algorithm 5 VGR-Score Computation

Require: Response R, graph G, answer set A*, edit metadata M, coefficient
Ensure: Rgep, Rans, VGR-Score

1. E* < Verbalize(G) U Verbalize(M)
S ={s1,...,8m} < ExtractSteps(R)
fori =1tomdo

z; + JudgeLLM (s;, E*)

end for
Ryep ¢ =5 2 if m > 0, else 0
y < Extract Answer(R)
Rans < [y € A*]
VGR-Score <= ARgep + (1 — A) Rans
return Rep, Rans, VGR-Score

R A O S i

,_
@

Table 8: Performance comparison under training-free and training-based settings across four task categories. ;
indicates absolute improvements over direct inference. The table reports VGR-S only, while Acc results are listed in
the main text. For Gemini-3-Pro, we apply PoT and denote the variant as Coder. For GPT-5.2, we use Codex with
PoT.

Training Free
GPT-5.2 |

‘ Gemini-3-Pro

Setting Setting
‘ Single-Image Paired Image Polynomial NP-Hard  Average H ‘ Single-Image Paired Image Polynomial NP-Hard  Average
Direct Inference 56.2 25.4 68.2 44.0 50.6 Direct Inference 63.5 347 65.1 55.7 583
GPT-5.2-Codex 63.7 28.8 71.9 51.9 57.4 Gemini-3-Pro-Coder 67.6 477 72.2 60.9 64.0
Training-based
Setting “ Qwen3-VL-8B-Instruct ‘ ‘ Setting ‘ ‘ Qwen3-VL-2B-Instruct
‘ Single-Image Paired Image Polynomial NP-Hard  Average H ‘ Single-Image Paired Image Polynomial NP-Hard  Average
Direct Inference 304 75 41.8 20.4 26.2 Direct Inference 112 6.7 17.8 7.6 10.4
SFT w/o GIE 394 18.1 43.6 325 355 SFT w/o GIE 153 7.6 243 10.0 13.9
SFT 45.9 20.1 45.5 39.6 412 SFT 17.1 11.8 24.5 13.0 16.1
RL w/o GIE 40.7 27.6 51.7 333 383 RL w/o GIE 16.5 9.2 239 119 152
RL 48.2 352 50.2 442 45.8 I RL | 302 21.0 29.4 28.2 28.5
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Paired-Image VGR. Each GIE operation is de-
fined at the single-image level and is therefore ap-
plied independently to one rendered graph image at
a time. To extend GIE to the paired-image setting,
we adopt two complementary configurations for
data construction. For each GIE type, we apply the
operation to both images in half of the paired-image
instances, while in the remaining half we apply it to
only one of the two images. This design increases
the structural diversity of the paired-image data and
prevents the benchmark from being restricted to a
single intervention pattern.

C.2 Design Rationale Addendum

Graph Layout Design. GraphVerse adopts rule-
based structured graph layouts to ensure control-
lability, scalability, and verifiable evaluation. In
visual graph reasoning, real-world graph images
paired with natural questions and exact labels are
rarely available at scale, making large-scale bench-
mark construction challenging. Programmatic ren-
dering therefore provides a practical and principled

solution: it enables systematic sampling of graph
structures, precise control over task difficulty, and
exact ground-truth generation through graph algo-
rithms. This design also follows common practice
in visual graph computation benchmarks, where
structured rendering is typically used to support
scalable and reproducible evaluation. During pilot
studies, we compared several rendering styles and
found that many alternatives became cluttered at
larger graph scales, caused severe node/edge over-
laps, or failed to clearly show graph attributes. We
therefore use GraphViz for clear, scalable, and con-
sistent visualization of topology and attributes.

Visual Robustness Beyond Perception. Graph-
Verse does not primarily focus on generic visual
corruptions such as occlusion, blurring, low reso-
lution, viewpoint changes, or hand-drawn styles.
These perturbations are valuable for testing visual
perception robustness, but once the graph structure
is recognized, the problem can often be reduced
to textual graph reasoning. Instead, our Graph-
Centric Image Editing operations are designed to
evaluate visually grounded reasoning beyond ini-
tial perception. Models must identify edited visual
evidence and further incorporate the updated visual
attributes into relational or algorithmic graph rea-
soning. Thus, GraphVerse emphasizes whether
MLLMs can reason with visual graph changes,
rather than only perceive noisy graph images.

Novel Paired-Image Task Design. For paired-
image visual graph reasoning, GraphVerse includes
Graph Edit Distance and Maximum Common Sub-
graph, two canonical cross-graph comparison tasks.
These tasks require models to align nodes or sub-
structures across two graph images, compare re-
lational patterns, and infer graph-level correspon-
dences. Therefore, even with a focused task set,
they already provide a representative probe of cross-
image graph alignment and structural reasoning.
Given that multi-image reasoning is often treated
as a separate direction in VQA benchmarks, Graph-
Verse prioritizes building a broad single-image
VGR suite while using GED and MCS to diagnose
paired-image reasoning ability.

Paired-Image Editing Design. For paired-image
GIE, GraphVerse considers two basic settings: edit-
ing one image or editing both images. Although
simple in form, these settings interact with GED
and MCS to create non-trivial cross-graph rea-
soning challenges, since the model must compare
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edited visual evidence across graph instances and
reason about structural differences or common sub-
graphs. More complex settings, such as temporal
graphs, cross-graph semantic relations, or reason-
ing over more than two graph images, are promis-
ing extensions. We view the current paired-image
setup as an initial diagnostic step and leave broader
multi-image visual graph reasoning to future ver-
sions of GraphVerse.

C.3 Verbalization Details

To make the evaluation pipeline fully transpar-
ent, we further clarify the verbalization pro-
cess used for VGR-Score. Our verbalization is
fully rule-based and does not involve any LLM,
which avoids additional hallucination or judge-
side noise. For the original graph structure, we
verbalize each edge deterministically with node
names and colors, e.g., JJU(rose)—-JNN(rose)
and JJU(rose)—JINS(lemon).

For each Graph-Centric Image Editing (GIE)
operation, we store and verbalize the affected evi-
dence in a deterministic format.

Spatially-Conditioned Recoloring. For spatial
recoloring, we store the direction, anchor entity,
recolored entities, and new color. For example:

{
"type": "color_swap”,
"direction”: "right",
"anchor”: "Nepenthes macfarlanei”,
"recolored_entities”: [
"Zamia chigua”,
"Berthold Carl Seemann”
1,
"new_color”: "peach”

3

Graph Attentional Focusing. For attentional fo-
cusing, we store the highlight color, highlighted
nodes, and the induced subgraph adjacency matrix.
For example:

{
"highlight_color”: "mint”,
"highlight_nodes”: [
"Linlithgow Palace”,
"Martin Garzez"
1,
"subgraph”:
3

Image-Graph Patch Perturbation. For patch
perturbation, we store the entities inside the per-
turbed patches. For example:

{

"patch_entities”: [
"Alchemilla vulgaris”,
"Alchemilla”

]

}

Since this operation does not change the graph
topology or node colors, the scoring agent uses
these perturbation signals together with the original
graph-structure evidence.

Cross-Graph Composition. For cross-graph
composition, we store the cross-graph connectors
and the composed graph edges. For example:

{
"connectors”: [
"Rosids --[order]-- Fabaceae”
1,
"composed_graph_edges”:
}

In the scoring prompt, we only add simple tran-
sition sentences before introducing each type of
evidence, such as “Graph edges with node colors
(undirected; list each edge once).” This ensures
that all evidence provided to the scoring agent is de-
rived from deterministic metadata rather than LLM-
generated descriptions. For gold-label collection,
solver correctness is ensured by applying standard
task-specific graph algorithms to the known under-
lying graph before visualization. For each graph
computational problem, we run a corresponding
Python solver to obtain the ground-truth answer.

C.4 Subgraph Sampling

We ensure that each question is defined only on the
rendered subgraph, not on the original full graph.
For molecular graphs, we do not further sample sub-
graphs, since this may break chemically meaning-
ful molecular structures. For other graph types, we
sample subgraphs with moderate sizes, as reported
in Table 7, avoiding overly small graphs with in-
sufficient structural information. We also apply
preprocessing including removing isolated nodes
so that the resulting subgraphs preserve enough
connectivity and task-relevant evidence.
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D Robustness Analysis of VGR-Score

To further examine the reliability of VGR-Score,
we conduct additional robustness analyses from
two perspectives: its agreement with human anno-
tations and its sensitivity to different LLM judges.
These studies aim to verify whether VGR-Score
provides a stable and human-aligned process-level
evaluation beyond final-answer accuracy.

D.1 Human Agreement Study

We first evaluate the consistency between VGR-
Score computed by the LLM judge and manual
human annotations. Specifically, we recruit two
human annotators (volunteers) and select five repre-
sentative tasks: Diameter, Shortest Distance (SD),
Cycle, Coloring, and Graph Edit Distance (GED).
For each task, we randomly sample 25 examples
and ask the annotators to score the model responses
following the same VGR-Score criteria. We then
compare the manually computed scores with those
obtained from the LLM judge. As shown in Table 9,
VGR-Score exhibits strong agreement with human
annotations across different tasks and models. For
Gemini-3-Pro, GPT-5.2, and Kimi-K2.5, the dif-
ferences between LLM-judge scores and manual
annotations are consistently small, mostly within
£0.3, with the largest deviation being only +0.4
on Coloring. These results indicate that the LLM
judge can closely approximate human process-level
evaluation, supporting the reliability of VGR-Score
as a human-aligned metric.

D.2 Judge Robustness Analysis

We further analyze whether VGR-Score is robust to
the choice of LLM judge. In addition to the default
GPT-5.1 judge, we recompute VGR-Score using
Gemini-3-flash as an alternative and competitive
non-GPT-family judge. We also repeat the evalu-
ation with GPT-5.1 in a separate run to examine
run-to-run stability. This comparison is conducted
on responses generated by Gemini-3-Pro across the
same five representative tasks. Table 10 shows that
VGR-Score remains highly stable under different
judging settings. Replacing GPT-5.1 with Gemini-
3-flash changes the scores by only —0.4 to +0.7,
while the second GPT-5.1 run introduces variations
within —0.5 to 4-0.2. These fluctuations are minor
compared with the overall score scale, suggesting
that VGR-Score is not overly sensitive to either the
specific LLM judge or random run-level variation.
Overall, these results demonstrate that VGR-Score

is a stable and judge-robust process-level metric.

E Supplementary Experiments

E.1 VGR Results for Table 3.

As shown in Table 8, VGR-Score, similar to Acc,
also achieves consistent improvements after apply-
ing the enhancement methods listed in the table.

E.2 Further Ablation on Individual GIE
Strategies

To further examine whether each proposed graph-
centric image editing (GIE) strategy is individu-
ally effective, we conduct an additional ablation in
which Qwen3-VL-8B-Instruct is trained with RL
using only one type of GIE data at a time. As shown
in Table 11, every single strategy consistently out-
performs the RL w/o GIE baseline on both Ac-
curacy and VGR-S, demonstrating that none of
the proposed operations is redundant. Specifically,
compared with RL w/o GIE (30.6 Acc / 38.3 VGR-
S), training with a single GIE strategy improves Ac-
curacy to 32.6-33.4 and VGR-S to 42.6-44.5. The
relative gains range from 6.5% to 9.2% in Accuracy
and from 11.2% to 16.2% in VGR-S. Among the
four strategies, Spatially-Conditioned Recoloring
achieves the largest improvement, while Graph At-
tentional Focusing also yields strong gains. These
results suggest that each GIE strategy provides use-
ful and complementary supervision for visual graph
reasoning by strengthening the model’s ability to
reason over visually grounded structures, salient
regions, and relational cues.

E.3 Training-Based Further Ablation of
Direct Visual Access

To further isolate the role of direct visual access, we
introduce a text-only baseline, denoted as MLLM
Description — LLM. In this setting, an MLLM
first converts the edited graph image into a textual
description using GPT-5.2, and a text-only LLM
then solves the task based only on the generated
description. We evaluate this transcription-based
pipeline in both in-domain evaluation and transfer
evaluation on MathVista.

As shown in Table 13, the original visual setting
consistently outperforms the MLLM Description
baseline across both Qwen3-VL-8B-Instruct and
Qwen3-VL-2B-Instruct backbones. For Qwen3-
VL-8B-Instruct, SFT drops from 17.5/41.2 to
10.6/32.3 in Acc/VGR-S, while RL drops from
31.1/45.8 to 22.6/30.7. The degradation is even

45278



Table 9: Human agreement study of VGR-Score across diverse MLLMs. Values in parentheses indicate the

difference from the LLM-judge score.

Model Diameter SD Cycle Coloring GED
Gemini-3-Pro 63.4 55.7 89.7 72.9 35.1
Gemini-3-Pro w/ Manual Annotation  63.2 (-0.2) 55.6 -0.1) 89.9 (+0.2) 73.3 (+04) 35.2 (+0.1)
GPT-5.2 60.6 55.9 91.8 43.5 30.5
GPT-5.2 w/ Manual Annotation 60.5 -0.1) 56.2 (+0.3) 91.7¢01) 43.6 +0.1) 30.7 (+0.2)
Kimi-K2.5 48.1 52.5 67.7 62.1 34.5
Kimi-K2.5 w/ Manual Annotation 478 (-03) 52.6(+0.1) 67.7+0.0) 624 +03) 34.4-0.)

Table 10: Judge robustness and run-to-run stability analysis of VGR-Score. We recompute VGR-Score on Gemini-3-
Pro responses using different judge settings. Values in parentheses indicate the difference from the default GPT-5.1

judge.
Judge Setting Diameter SD Cycle Coloring GED
GPT-5.1-as-Judge 63.4 55.7 89.7 72.9 35.1
Gemini-3-flash-as-Judge 63.0(-04) 562 +0.5 89.6 (-0.1) 73.6+0.7) 34.8(-0.3)
GPT-5.1-as-Judge Run 2.0  63.6 (+0.2) 553 (-04) 89.4(-03) 72.4(-0.5 349 (-0.2

Table 11: Further ablation of individual graph-centric
image editing strategies under training-based settings
on Qwen3-VL-8B-Instruct.

Training-based

. Qwen3-VL-8B-Instruct
Setting
Acc VGR-S
RL w/o GIE 30.6 38.3

RL w Image-Graph Patch Perturbation || 32.8 434
RL w Cross-Graph Composition 32.6 42.6
RL w Graph Attentional Focusing 329 439
RL w Spatially-Conditioned Recoloring || 33.4 445

larger for Qwen3-VL-2B-Instruct, where RL de-
creases from 5.3/28.5 to 0.4/10.5.

The transfer results in Table 14 show a similar
trend. The original visual setting achieves an over-
all score of 74.00 on MathVista, outperforming the
transcription-based pipeline by 5%. These results
suggest that GIE cannot be fully reduced to tex-
tual transcription. Removing direct visual access
consistently hurts both in-domain reasoning and
out-of-domain transfer, supporting our claim that
GIE requires visually grounded graph reasoning.

E.4 RL Training Details

We use a lightweight rule-based reward combined
with the GRPO algorithm to encourage faithful
reasoning, valid formatting, and accurate final an-
swers. The overall reward consists of three main
parts: a thinking reward, a format reward, and a

content reward. First, the thinking reward encour-
ages the model to produce a non-trivial reason-
ing process by assigning a higher score to longer
thought content, with rewards increasing from 0
to 0.25 based on length, and a small 0.05 penalty
applied when the reasoning becomes excessively
verbose. Second, the format reward checks whether
the output follows the task-specific answer format;
valid formatting receives a fixed reward of 0.20,
while invalid formatting leads to a partial deduction
of the thinking reward and skips subsequent con-
tent evaluation. Third, the content reward serves
as the core supervision signal and measures an-
swer correctness through either exact set matching
against candidate gold answers or keyword / nu-
merical matching when only reference descriptions
are available, with the main reward typically rang-
ing from 0.30 to 0.55 depending on the matching
quality. Finally, the total reward is clipped to the
range of [0, 1] and rounded to two decimal places.
This design provides a simple yet effective supervi-
sion signal that jointly promotes reasoning quality,
format compliance, and answer accuracy. All train-
ing experiments are finished using 8 NVIDIA RTX
PRO 6000 GPUs 96GB.

E.S5 Detailed Transfer Results on MathVista

Table 12 provides a more fine-grained view of the
transfer results on MathVista. Overall, standard
RL training on our data leads to consistent gains
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Table 12: Performance comparison across three settings on MathVista.

Dimension Group Direct Inference RL w/o GIE (RL-base) RL
Overall Accuracy 72.90 73.20 74.00
Question Type Multi-choice 79.07 79.26 80.56
Free-form 65.65 66.09 66.30
Category General-VQA 73.04 73.48 74.13
Math-targeted-VQA 72.78 72.96 73.89
Math word problem 80.11 84.95 81.18
Geometry problem solving 78.37 75.00 77.88
Task Textbook question answering 74.68 73.42 75.32
Figure question answering 73.61 72.12 76.95
Visual question answering 56.42 60.34 56.42
High school 82.68 79.74 82.35
Grade Elementary school 68.16 72.14 71.14
Daily life 69.55 70.87 70.87
College 66.07 65.18 66.96
Statistical reasoning 84.72 84.05 86.71
Algebraic reasoning 76.87 74.73 77.22
Geometry reasoning 77.82 74.48 76.99
Skills Arithmetic reasoning 67.99 71.95 69.12
Scientific reasoning 73.77 69.67 72.13
Numeric commonsense 39.58 43.75 40.28
Logical reasoning 27.03 24.32 37.84

over direct inference, improving the overall accu-
racy from 72.90 to 74.00. More importantly, the
improvement is not limited to a single subset, but
is reflected across multiple dimensions, including
question type, category, task, grade level, and rea-
soning skill. For example, RL improves both multi-
choice and free-form questions, and yields gains
on both General-VQA and Math-targeted-VQA. At
the task level, it achieves the strongest improve-
ments on textbook question answering and figure
question answering, while maintaining competi-
tive performance on the remaining tasks. Across
grade levels, RL remains beneficial for elemen-
tary school, daily life, and college problems, and
stays comparable to direct inference on high-school
questions. At the skill level, the gains are especially
notable for statistical reasoning and logical reason-
ing, with logical reasoning improving substantially
from 27.03 to 37.84. These results suggest that

the benefit of our RL training is broad rather than
narrow: it enhances not only overall answer accu-
racy, but also the model’s general reasoning ability
across diverse mathematical and visual reasoning
dimensions. This further supports that the super-
vision induced by our training data is transferable
beyond in-domain visual graph reasoning and can
improve more general multimodal reasoning per-
formance.

E.6 Human Reference

The human reference results were completed by
two annotators holding Ph.D. degrees in Computer
Science. All instructions provided to annotators
are fair, impartial, and consistent with common
benchmark practices.
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Table 13: In-domain evaluation under Qwen3-VL-8B-Instruct and Qwen3-VL-2B-Instruct backbones. Values in
parentheses indicate the improvement over the MLLM Description baseline.

Setting Acc(8B) VGR-S(8B) Acc(2B) VGR-S(2B)
SFT (Original Setting) 17.5 (+6.9) 41.2 (+8.9) 6.9 (+5.5) 16.1 (+6.9)
SFT (MLLM Description Baseline) 10.6 14 9.2

RL (Original Setting) 31.1 (+8.5) 45.8 (+15.1) 5.3 (+4.9) 28.5 (+18.0)
RL (MLLM Description Baseline) 22.6 04 10.5

Table 14: Transfer evaluation on MathVista. Values in parentheses indicate the improvement over the MLLM

Description baseline.

Setting MC  Free Form General Math Overall

RL (Original Setting) 80.56 66.30
RL (MLLM Description — LLM)  76.24 60.00

74.13 73.89  74.00 (+5.0)
68.67 69.28 69.00

E.7 Al Usage

We used Al tools to assist with proofreading and
typo correction.
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Figure 4: Visualization examples of four graph-centric image editing operations across different graph sizes. Within
each row, subcaptions indicate the number of nodes.
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F The Ease of VGR Difficulty Scaling

Compared with traditional math-oriented bench-
marks, GraphVerse is substantially easier to scale,
especially in terms of difficulty. A key advantage
of VGR is that task difficulty can be adjusted in
a simple and controllable manner through the un-
derlying graph structure. In particular, for most
graph problems, the difficulty is closely tied to the
size and connectivity pattern of the graph, such as
the number of nodes, the density of edges, and the
complexity of structural relations. As the graph be-
comes larger or structurally more intricate, the cor-
responding reasoning problem naturally becomes
harder. This makes it possible to increase or de-
crease difficulty in a principled way by directly
controlling graph generation or sampling.

In contrast, the difficulty scaling of traditional
multimodal mathematical reasoning benchmarks
is often much less straightforward. Constructing
harder math problems usually requires searching
for new problem instances, manually curating more
challenging questions, or relying on costly expert
annotation. As a result, difficulty control is typi-
cally indirect, less fine-grained, and harder to stan-
dardize. By comparison, GraphVerse supports a
more efficient and flexible scaling process: one can
generate large amounts of new data while maintain-
ing explicit control over difficulty through graph
size and structure. This property makes our bench-
mark not only easier to extend, but also more suit-
able for systematic evaluation across different rea-
soning levels.

More importantly, such scalability applies to
both the algorithmic and visual dimensions of the
benchmark. On the one hand, increasing the graph
size or structural complexity directly raises the dif-
ficulty of the underlying graph reasoning task. On
the other hand, the visual difficulty can also be ad-
justed through graph-centric image editing strate-
gies, which further increase the demands on percep-
tion and visual reasoning. Therefore, GraphVerse
provides a convenient testbed for constructing eval-
uation settings with progressively increasing dif-
ficulty, which is much harder to achieve in con-
ventional math benchmarks. Specifically, as illus-
trated in Figure 4, as the number of nodes increases,
the difficulty of visual graph reasoning clearly be-
comes higher, since the substructures involved in
each operation grow more complex, which in turn
increases the reasoning difficulty.

G Case Study

In this section, we present several representative ex-
amples of model responses on visual graph reason-
ing tasks. Due to space limitations, we will include
additional examples in the open-source code repos-
itory. All examples shown here are taken from the
responses of Gemini-3-Pro. Figure 5 presents a
Single-Image VGR example under the Spatially-
Conditioned Recoloring setting, while Figure 6
shows the corresponding rendered graph image.
Figures 7, 8, 9, and 10 illustrate a Paired-Image
VGR example, including the model response, the
Scoring Agent’s evaluation process, the original
question, and the rendered images. Finally, we
present the prompts of some representative tasks in
our experiments.

45283



Task Name Node Description Edge Description

TSP (Traveling Salesman Problem) Airport (by code/name) Nonstop flight routes (great-circle distance)
Cycle (Longest Simple Cycle) Airport (by code/name) Nonstop flight routes

Graph Coloring (DBLP) Author (researcher) Co-authorship (previous joint publication)
Diameter (DBLP) Entity (concept entity) Relationship (conceptual connection)

Neighbor (DBLP) Author (researcher) Co-authorship (joint publication between authors)
GED (Graph Edit Distance) Atom (labeled by element) | Bond (covalent bond between atoms)

MCS (Maximum Common Subgraph) | Atom (labeled by element) | Bond (covalent bond between atoms)

MIS (Maximum Independent Set) User (community member) | Friendship (social connection between users)
MVC (Minimum Vertex Cover) Liaison (regional liaison) Monitored connection (liaison connection)

MCP (Maximum Clique Problem) Author (researcher) Co-authorship (joint publication between authors)
Distance (DBLP) Entity (concept entity) Relationship (conceptual connection)

Table 15: Graph Task Node and Edge Descriptions

Figure 5: A visual graph reasoning case under spatially-conditioned recoloring, where the model identifies a
representative longest simple cycle after applying the recoloring rule.

Case Study: Longest Cycle with Spatially-Conditioned Recoloring

Reasoning Highlights: Visual Perception Vision-based Reasoning Text-based Graph Reasoning

Question Prompt:

You are an airline network reliability engineer auditing the redundant loops that keep regional operations resilient
during diversions. Analyze the undirected flight network to find the single longest simple cycle (a closed loop with
no repeated intermediate airports). If several loops tie for that maximum length, you may brief dispatch with any
one representative loop. Each node shows an airport’s name or code, and each edge is an active nonstop corridor;
distance annotations are intentionally omitted. Color legend (operational priority tiers): rose=critical insight,
peach=high-priority concept, lemon=standard fact, mint=supporting detail, sky=background reference.

Cardinal directions are determined by comparing circle centers (a node is “above” another if its center is higher,
and “left of” another if its center is further to the left).

Scenario: operations retagged priority tiers. Current palette: lemon, mint, peach, rose, sky. As part of the
redundancy tagging update, mentally recolor every airport located above anchor EMK (mint) to lemon while keeping
other airports as rendered, then identify the longest loop (report airport names only).

Task: After applying the recoloring instructions, provide one representative longest cycle (airport names only)
Also, examine the color of each node within the longest cycle and its length. List the airports in travel order and
repeat the starting airport at the end to close the loop.

Answer format: representative longest cycle: [Airport (color) -> ... -> Airport (color)]; length: <value> airports
Example: representative longest cycle: [DEN (blue) -> ABQ (green) -> PHX (yellow) -> DEN (blue)]; length: 3 airports
Model Response:

To identify the longest simple cycle in the flight network, we first analyze the graph structure and then apply the
recoloring rule.

Graph Structure.

The network contains airports EMK, KOT, WBB, UNK, ANC, SCC, FAI, BTI, AUK, SXP, and KSM, with nonstop
corridors (EMK, KOT), (EMK, AUK), (KOT,WBB), (KOT,KSM), (WBB,UNK), (UNK,ANC), (AUK,SXP),
(SXP,KSM), (KSM, ANC), (ANC,FAI), (ANC,SCC), (SCC,FAI), and (SCC,BTI). The graph contains a large
left component with an outer loop and an internal chord (KOT,KSM), as well as a small triangle formed by ANC,
SCC, and FAIL.

Recoloring.

The rule states: “recolor every airport located above anchor EMK (mint) to lemon.” From the spatial layout, WBB, KOT,
and UNK are above EMK and are therefore recolored to lemon, while the remaining airports keep their rendered colors
Thus, along the final cycle, the updated colors are EMK (mint), AUK (lemon), SXP (rose), KSM (peach), ANC (sky), UNK
(lemon), WBB (lemon), and KOT (lemon).

Cycle Identification.

The graph contains a triangle ANC—SCC—FAI—ANC of length 3, as well as two smaller 5-node loops induced by
the chord (KOT,KSM). The representative longest simple cycle is the outer boundary of the left component:

EMK — AUK — SXP —- KSM — ANC —- UNK - WBB — KOT — EMK

Its length is 8 airports.

Final Answer:

representative longest cycle: [EMK (mint) -> AUK (lemon) -> SXP (rose) -> KSM (peach) -> ANC (sky) -> UNK (lemon) ->
WBB (lemon) -> KOT (lemon) -> EMK (mint)]; length: 8 airports
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Figure 6: Rendered Graph of Figure 5.

Figure 7: A case of visual graph reasoning under patch-swap perturbation, where the model reconstructs two
molecular graphs from fragmented images and identifies the atom-level mapping that minimizes graph edit distance.

Perturbation

Reasoning Highlights: Visual Perception Vision-based Reasoning Text-based Graph Reasoning

Model Response:
o find the atom-level mapping from Molecule A to Molecule B that minimizes the Graph Edit Distance (GED), we first need to determine the

correct graph structures for both molecules from the fragmented images.

o Structural Analysis.

Molecule A (Image ¥) Based on the visual cues and “patch-swap” description, the image consists of patches containing nodes labeled 0(C),
1(C), 2(C), 3(C), 4(0), and 5(0). For connectivity tracing, in the top-right region, 1(C) (blue) is connected to @(C) (pink). In the middle
region, @(C) connects to 3(C) (green), and 3(C) connects to 2(C) (yellow). In the bottom region, the tile with 2(C) shows a bond going to
the bottom-left, while the bottom-left tile contains 5(0) (blue) connected to 4(0) (pink), so visual alignment suggests that 2(() connects
to 5(0). Therefore, Structure A is a linear chain: 1(C) - @(C) - 3(C) - 2(C) - 5(0) - 4(0). The attributes are: @: C, Pink; 1 Blue; 2:
C, Yellow; 3: C, Green; 4: 0, Pink; 5: 0, Blue.

Molecule B (Image 2): This image is also tiled, and we identify nodes @(Cl), 1(S), 2(C), 3(Cl), 4(Cl), and 5(F). For connectivity tracing,
in the top-left/center region, 1(S) (green) is connected to 2(C) (pink). On the left/bottom, @(Cl) (yellow) is connected to 1(S). On the
right/branching side, 2(C) acts as a central hub: it connects to 1(S), to 3(Cl) (green), and also to 5(F) (green). At the tail, 5(F) is
connected to 4(Cl) (yellow). Therefore, Structure B is a branched structure centered at 2(C): Branch 1 is @(Cl) - 1(S) - 2(C), Branch 2
is 3(Cl) attached to 2(C), and Branch 3 is 4(Cl) - 5(F) - 2(C). The attributes are: @: Cl, Yellow; 1: S, Green; 2: C, Pink; 3: Cl, Green;
4: C1, Yellow; 5: F, Green.

2. Graph Edit D1stance Calcula tion

We assume a cost of 1 for any node” substitution if the element or color differs, and a cost of 1 for any edge insertion or deletion. For
node mapping, the only perfect match is A@ (C, Pink) with B2 (C, Pink), so mapping A@ -> B2 has cost 0. All other mappings involve a
mismatch in element, color, or both, so A1, A2, A3, A4, and A5 each incur cost 1, giving a total node cost of 5.

For edge mapping optimization, we align the linear chain of A (1-0-3-2...) onto the branches of B centered at B2. Under the anchor mapping
A0 -> B2, the neighbors of A@ are A1 and A3, while the neighbors of B2 are B1, B3, and B5. The best topological fit is to map A1 -> B3,
so edge (A1,AQ) maps to (B3,B2) and is preserved; map A3 -> B1, so edge (A@,A3) maps to (B2,B1) and is preserved; then continue the chain
by mapping A2 -> B@, so edge (A3,A2) maps to (B1,B0) and is also preserved. For the tail, the rest of A is that A2 connects to A5, which
connects to A4, while the rest of B is that B2 connects to B5, which connects to B4. We map A5 -> B5 and A4 -> B4, so edge (A5,A4) maps to
(B5,B4) and is preserved. However, there are still two mismatches: in A, A5 is connected to A2, but under the mapping this would require
edge (B5,B0), which does not exist, leading to one edge deletion; in B, B5 is connected to B2, but the corresponding nodes A5 and AQ are
not connected in A, leading to one edge insertion. Thus, the total edge cost is 2. Therefore, the total edit distance is 5 (nodes) + 2
(edges) = 7.

3. Python Solution.

import networkx as nx best_mapping = []
import itertools
for perm in itertools.permutations(range(6)):

def solve_ged(): node_cost = 0
nodes_A = { for a_idx, b_idx in enumerate(perm):
0: {'elem': 'C', 'color': 'Pink'}, attr_a = nodes_A[a_idx]
1: {'elem': 'C', 'color': 'Blue'}, attr_b = nodes_B[b_idx]
2: {'elem': 'C', 'color': 'Yellow'}, if attr_a['elem'] != attr_b['elem'] or attr_al['color']
3: {'elem': 'C', 'color': 'Green'}, 1= attr_b['color']:
4: {'elem': '0', 'color': 'Pink'}, node_cost += 1
5. {'elem': '0', 'color': 'Blue'}
} mapped_edges_A = @
edges_A = [(1,0), (0,3), (3,2), (2,5), (5,4)] for u, v in edges_A:
b_u, b_v = perm[ul, perm[v]
nodes_B = { if b_v in adj_B[b_ul:
0: {'elem': 'Cl', 'color': 'Yellow'}, mapped_edges_A += 1
1: {'elem': 'S', ‘'color': 'Green'},
2: {'elem': 'C', ‘color': 'Pink'}, edge_matches = mapped_edges_A
3: {'elem': 'Cl', 'color': 'Green'}, edge_deletions = len(edges_A) - edge_matches
4: {'elem': 'Cl', 'color': 'Yellow'}, edge_insertions = len(edges_B) - edge_matches
5: {'elem': 'F', ‘'color': 'Green'} total_cost = node_cost + edge_deletions + edge_insertions
}
edges B = [(0,1), (1,2), (2,3), (2,5, (5,9)] if total_cost < min_cost:
min_cost = total_cost
adj_B = {i: set() for i in range(6)} best_mapping = list(perm)
for u, v in edges_B:
adj_B[ul.add(v) print(f"edit_distance:_{min_cost};_mapping:_{best_mapping}")

adj_B[v].add(u)
solve_ged ()
min_cost = float('inf')

4. Result.
Running the analysis confirms the minimum edit distance is 7. The optimal mapping aligns the single matching Carbon atom (A@ -> B2) and

maps the rest to minimize structural disruption.

Final Answer: .
edit_distance: 7; mapping: [2, 3, @, 1, 4, 5]
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Figure 8: A visual graph reasoning case under spatially-conditioned recoloring, where the model identifies a
representative longest simple cycle after applying the recoloring rule. (Output of Scoring Agent).

1? KeY Operations:

(1) Claimed Molecule A node labels/elements: nodes @-5 are 0:C, 1:C, 2:C, 3:C, 4:0, 5:0.

(2) Claimed Molecule A connectivity: chain 1-0-3-2-5-4 (edges (1,0), (9,3), (3,2), (2,5), (5,4)).

(3) Stated Structure A is the linear chain 1-0-3-2-5-4.

(4) Listed Molecule A node attributes (colors) for nodes 0-5

(5) Claimed Molecule B node labels/elements: 0:Cl, 1:S, 2:C, 3:Cl, 4:Cl, 5:F.

(6) Claimed Molecule B connectivity: branched centered at node 2 with branches 0-1-2, 2-3, and 2-5-4 (implying edge (5,4)).

(7) Stated Structure B as described in (6).

(8) Asserted only A0 matches B2 in element/color and thus should be mapped A0—B2.

(9) Asserted all other node substitutions cost 1 each, giving node substitution cost = 5.

(10) Proposed the detailed mapping: A@—B2, A1—B3, A3—B1, A2—B@, A5—B5, A4—B4 (mapping vector [2,3,0,1,4,5]1) and claimed many
corresponding edges match under this mapping.

(11) Computed edge insertions/deletions under that mapping, giving edge cost = 2

(12) Summed node + edge costs to give total edit distance = 7 and reported final answer edit_distance: 7; mapping: [2,3,0,1,4,5].

2% Judée Analysis: . 3 L.
The model’s node labels/elements and colors for both graphs are invented and do not match the provided Graph A and Graph B descriptions
which use the color roles mint, lemon, sky, rose, peach, etc., together with specific edge lists. Therefore, steps (1), (4), and (5) are
unsupported.

The true Graph A is a 6-node path 0-1-2-3-4-5, with edges (0,1), (1,2), (2,3), (3,4), and (4,5). The model’s claimed Molecule A connectivity
in steps (2)-(3) is different and incorrect.

The true Graph B has edges (0,1), (1,2), (2,3), (2,4), and (2,5). The model instead asserted an edge (5,4) and a different branch structure
in steps (6)-(7), which is incorrect.

Because the model’s node attributes and topologies are incorrect, all subsequent mapping reasoning in steps (8)-(12) is unsupported. In
particular, several claimed edge matches under the proposed mapping are inconsistent with the actual Graph B edge set. For example, the model
claims that edge (A5,A4) maps to (B5,B4), but edge (5,4) does not exist in the true Graph B.

Therefore, every listed reasoning step contains incorrect or unsupported claims relative to the provided graphs, and the final mapping/edit
distance are not validated and are incorrect.

3) Final Judge Result: X
Reasoning Steps: [0,0,0,0,0,0,0,0,0,0,0,0]; Final Answer: 0/1

Figure 9: A graph edit distance prompt for molecular graph alignment under restored visualization layouts
(Question).

Judge Feedback

suestion Prompt: X . X X
ou are comparing two molecular graphs to brief medicinal chemists on structural alignment.

To quantify how similar these molecules are, solve a Graph Edit Distance-style matching problem by proposing an atom-level mapping from
Molecule A to Molecule B that minimizes the total number of edit operations (insertions, deletions, or substitutions), assuming unit cost
per edit.

Each node is an atom labeled with its element, edges are bonds, and both molecules are rendered separately with their atom labels shown on
the diagram.

Color 1legend (hypothetical pharmacophore roles): rose=H-bond donor site, peach=H-bond acceptor site, lemon=aromatic ring atom,
mint=protonatable/positive center, sky=deprotonatable/negative center (assumed annotations).

Scenario: the visualization panels were tampered during capture. Molecule A: had a 3X3 tile patch-swap applied. Molecule B: had a 3X3
tile patch-swap applied. For this task, assume the affected panels have been fully restored to their correct layouts before solving for the
optimal mapping.

Task: Provide the minimum-edit-cost atom mapping from Molecule A to Molecule B as a vector: the entry at position i corresponds to atom ¢ in
Molecule A and contains either the ID of its matched atom in Molecule B or null if it is unmatched.

If multiple optimal mappings with the same minimum edit cost exist, returning any one valid mapping is acceptable. For each atom i in Molecule
A, if it has no counterpart in Molecule B under the optimal edit sequence, output null at position ¢ in the mapping vector to indicate the
corresponding insertion/deletion event.

First, explicitly state the numerical value of the minimum edit distance, then provide the atom mapping vector.

Answer format: edit_distance: <numerical_value>; mapping: [b@_or_null, b1_or_null, b2_or_null, 1

Example: edit_distance: 5; mapping: [2, 1, @, 4, 3, 5, 6]
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Figure 11: Prompt: Longest Cycle Detection-Airline Network

Prompt: Longest Cycle Detection-Airline Network

Base prompt:

You are an airline network reliability engineer auditing the redundant loops that keep regional operations resilient
during diversions.

Analyze the undirected flight network to find the single longest simple cycle (a closed loop with no repeated
intermediate airports). If several loops tie for that maximum length, you may brief dispatch with any one representative
loop.

Each node shows an airport’s name or code, and each edge is an active nonstop corridor; distance annotations are
intentionally omitted.

Color legend (operational priority tiers): rose=critical insight, peach=high-priority concept, lemon=standard fact,
mint=supporting detail, sky=background reference.

List the airports in travel order and repeat the starting airport at the end to close the loop.

Patch transformation:

Scenario: a 3x3 tile patch-flip was accidentally applied while exporting the board. Reconstruct the original layout
before searching for loops.

Task: After mentally restoring the shuffled tiles, identify the longest simple cycle and report one qualifying loop
with its length.

Answer format: representative longest cycle: [Airport — ... — Airport]; length: <value> airports

Example: representative longest cycle: [PDX — SFO — LAS — PDX]; length: 3 airports

Subgraph transformation:

Scenario: only the highlighted airports belong to the maintenance drill you are auditing. Treat other airports as
off-limits for this query.

Task: Focus only on the airports painted lemon, then report one representative longest cycle and its length within
that induced subgraph.

Answer format: representative longest cycle: [Airport — ... — Airport]; length: <value> airports

Example: representative longest cycle: [BOS — JFK — DCA — BOS]; length: 3 airports

Split transformation:

Scenario: operations split the network into two panes. Before solving, mentally add the listed connectors (ATL
—[route]l- MIA; DEN -[route]- PHX) to reconstitute the live routes.

Task: Treat the provided connectors as active routes linking the two panels, then report a representative longest
cycle and its length.

Answer format: representative longest cycle: [Airport — ... — Airport]; length: <value> airports

Example: representative longest cycle: [MIA — ATL — CLT — MIA]; length: 3 airports

Color-swap transformation:

Scenario: operations retagged priority tiers. Current palette: rose, peach, mint. Recolor every airport below anchor
Phoenix Hub to rose while keeping all other airports unchanged.

Task: After applying the recoloring instructions, provide one representative longest cycle (airport names only) and
its length.

Answer format: representative longest cycle: [Airport — ... — Airport]; length: <value> airports

Example: representative longest cycle: [DEN — ABQ — PHX — DENJ]; length: 3 airports
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Figure 12: Prompt: Longest Relationship Chain - DBPedia Knowledge Graph

Prompt: Longest Relationship Chain - DBPedia Knowledge Graph

Base prompt:

You are reviewing a DBPedia knowledge graph to find the longest relationship chain in the graph.

The longest relationship chain on this knowledge graph can be found by solving a graph diameter problem, where the
diameter equals the maximum number of edges among all shortest paths between every pair of nodes.

Each node is a concept entity and each edge shows the relationship label directly in the diagram.

Color legend (importance tier): rose=critical insight, peach=high-priority concept, lemon=standard fact,
mint=supporting detail, sky=background reference.

If multiple longest shortest paths exist, returning any one of them is acceptable.

Patch transformation:

Scenario: the exported screenshot was tampered during transit. A 3x3 tile was patch-fliped, so mentally undo that
corruption before tracing the longest relationship chain.

Task: Identify the longest relationship chain (graph diameter) across the entire knowledge graph and list the entities
along that chain.

Answer format: diameter: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: diameter: 4; path: [EntityA, EntityB, EntityC, EntityD]

Subgraph transformation:

Scenario: incident response only trusts concepts painted rose, so restrict reasoning to that induced subgraph while
preserving their original connections and still report the longest relationship chain inside it.

Task: Within the trusted subgraph, identify the longest relationship chain and list the entities along that chain.
Answer format: diameter: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: diameter: 3; path: [EntityX, EntityY, EntityZ, EntityW]

Split transformation:

Scenario: during a streaming knowledge update, analysts discovered that certain entity pairs from two separate graph
panels formed newly recorded relationships (EntityA -[parent]- EntityB; EntityC —[influenced]- EntityD). Treat each
listed connector as a fresh bridge between the panels, merge everything into one graph, and then report its longest
relationship chain.

Task: After reconstructing the up-to-date knowledge graph, identify the longest relationship chain across all
entities.

Answer format: diameter: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: diameter: 4; path: [EntityA, EntityB, EntityC, EntityD]

Color-swap transformation:

Scenario: knowledge architects updated the importance tiers, and cardinal directions are determined by comparing
the circle centers (a node is ’above’ another if its center is higher). The visualization currently uses these
colors: rose, peach, mint. Recolor every node above anchor Bratislava Region to mint while keeping other nodes
unchanged. When returning the diameter, append each entity’s color name after applying this recoloring in the format
Entity(ColorName).

Task: After mentally applying the recoloring instructions, identify the longest relationship chain and list each
entity together with its concept-tier color.

Answer format: diameter: <int>; path with color: [Entityl(ColorName), Entity2(ColorName), ...]

Example: diameter: 4; path with color: [EntityA(Rose), EntityB(Sky), EntityC(Mint), EntityD(Peach)]
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Figure 13: Prompt: Shortest Relationship Chain in Knowledge Graph

Prompt: Shortest Relationship Chain in Knowledge Graph

Base:

You are reviewing a DBPedia knowledge graph to brief analysts on how entities connect through relationship chains.
To answer connection requests, compute the fewest-hop path (graph shortest path) between the specified source and
target entities.

Each node is a DBPedia entity and each edge is labeled with the relationship shown directly on the diagram.

Color 1legend (importance tier): rose=critical insight, peach=high-priority concept, lemon=standard fact,
mint=supporting detail, sky=background reference.

If multiple shortest paths tie for the minimum hops, returning any one of them is acceptable.

Patch:

Scenario: the exported capture was tampered with, and a 3x3 tile was patch-fliped. Mentally restore the layout before
tracing the shortest chain from Entity Alpha to Entity Omega.

Task: Determine the shortest relationship chain that connects Entity Alpha to Entity Omega and list every entity
along that path.

Answer format: distance: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: distance: 3; path: [EntityA, EntityB, EntityC, EntityD]

Subgraph:

Scenario: incident review currently trusts only the entities painted lemon, so restrict reasoning to that induced
subgraph before solving for the fewest-hop chain between Entity Alpha and Entity Omega.

Task: Within the trusted panel, list the shortest relation chain that links Entity Alpha to Entity Omega.

Answer format: distance: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: distance: 4; path: [EntityA, EntityB, EntityC, EntityD, EntityE]

Split:

Scenario: during a streaming knowledge update, engineering displayed the legacy graph and the incoming panel separately.
Alpha -[ally]- Beta; Gamma —[historicalLink]- Omega. Use those connector rules to combine both panels before solving.
Task: After recombining the two panels, report the shortest relationship chain between Entity Alpha and Entity Omega.
Answer format: distance: <int>; path: [Entityl, Entity2, ..., EntityN]

Example: distance: 3; path: [EntityA, EntityB, EntityC, EntityD]

Color Swap:

Scenario: knowledge architects retiered the relationship cues, and cardinal directions are determined by comparing
circle centers (a node is ’above’ another if its center is higher). The visualization currently uses these colors:
rose, peach, mint. Recolor every entity below anchor Compass Node to rose while keeping the rest as displayed. When
responding, format each entity as Entity(ColorName).

Task: After mentally applying the recoloring instructions, identify the shortest path between Entity Alpha and Entity
Omega and append each entity’s color name.

Answer format: distance: <int>; path with color: [Entityl(ColorName), Entity2(ColorName), ...]

Example: distance: 3; path with color: [EntityA(Rose), EntityB(Sky), EntityC(Mint), EntityD(Peach)]
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Figure 14: Prompt: Maximum Independent Set for Social Influence Network

Prompt: Maximum Independent Set for Social Influence Network

Base:

You are reviewing a social influence network to coordinate non-overlapping outreach squads.

To avoid conflicting contacts, solve the Maximum Independent Set problem: find the largest set of users that are
pairwise nonadjacent (no friendship edge between any two of them).

Each node is a community user and each edge is a friendship connection shown directly on the diagram.

Color legend (persona focus): rose=Community Programs, peach=Product Strategy, lemon=Growth Marketing, mint=Sales
Enablement, sky=Customer Support.

If multiple maximum independent sets exist in the graph, returning any one of them is acceptable.

Patch:

Scenario: the exported capture was tampered and a 3x3 tile underwent a patch-flip transformation. For this task,
assume the layout has been fully restored to its correct arrangement before selecting the conflict-free delegate set.
Task: Identify the largest group of mutually nonadjacent users (the maximum independent set) and list them all.
Answer format: independent set: [User1, User2, ...]

Example: independent set: [UserA, UserB, UserC]

Subgraph:

Scenario: incident review only trusts users painted rose. Restrict your reasoning to the subgraph induced by those
rose nodes, keeping all friendship edges between them that exist in the original graph.

Task: Within this trusted subgraph, list the maximum independent set of approved users.

Answer format: independent set: [User1, User2, ...]

Example: independent set: [UserA, UserB, UserC]

Split:

Scenario: community operations synced two newly collected panels separately, and the following cross-community
friendships were just confirmed: UserA -[friend]- UserB; UserC -[ally]- UserD. Treat these as new friendship edges,
combine the panels into one graph, and then extract the maximum independent set.

Task: After merging the two panels into a single graph, report the largest set of mutually nonadjacent users (the
maximum independent set).

Answer format: independent set: [Userl, User2, ...]

Example: independent set: [UserA, UserB, UserC, UserD]

Color Swap:

Scenario: persona leads re-tiered the outreach focus, and cardinal directions are determined by comparing circle
centers (a node is ’above’ another if its center is higher, and ’left of’ another if its center is further to the
left). The visualization currently uses these colors: rose, peach, mint. Recolor every user above anchor Outreach Hub
to mint while keeping others unchanged. Because colors encode persona focus (rose=Community Programs, peach=Product
Strategy, lemon=Growth Marketing, mint=Sales Enablement, sky=Customer Support), report each user as User(ColorName),
with ColorName capitalized (e.g., Rose, Peach, Mint).

Task: After applying the recoloring instructions, list the maximum independent set and append each user’s persona
color.

Answer format: independent set with color: [Userl1(ColorName), User2(ColorName), ...]

Example: independent set with color: [UserA(Rose), UserB(Mint), UserC(Sky)]
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Figure 15: Prompt: Common Neighbors in Co-authorship Network

Prompt: Common Neighbors in Co-authorship Network

Base:

You are reviewing a DBLP co-authorship network to advise research leads on overlapping collaboration circles.

To identify shared collaborators for two leads, compute the set of common neighbors: authors who are directly connected
to both leads by a co-authorship edge.

Each node is an author and each edge marks at least one prior joint publication between those authors.

Color legend (research focus): rose=NLP, peach=Computer Vision, lemon=Data Mining, mint=Information Retrieval,
sky=Knowledge Graphs.

The set of common neighbors is unique, but any ordering of the shared collaborators in your answer is acceptable.

Patch:

Scenario: the exported slide was corrupted in transit and a 3x3 tile underwent a patch-swap transformation. For this
task, assume the slide has been fully restored to its correct layout before listing the authors shared between Author
Alice and Author Bob.

Task: Identify every author who directly collaborates with both Author Alice and Author Bob, and list them all.
Answer format: common neighbors: [Authorl, Author2, ...]

Example: common neighbors: [AuthorX, AuthorY, AuthorZ]

Subgraph:

Scenario: compliance has only cleared authors painted mint. Restrict your reasoning to the subgraph induced by those
mint nodes, and within that subgraph report all authors who are directly connected to both Author Alice and Author
Bob.

Task: Within this trusted subgraph, identify the authors who are common neighbors of Author Alice and Author Bob.
Answer format: common neighbors: [Authorl, Author2, ...]

Example: common neighbors: [AuthorX, AuthorY]

Split:

Scenario: bibliometric analysts surfaced two newly collected collaboration panels, each covering different venues.
The following cross-panel connections were specified: Alice —[coauthor]- Carol; Bob —[coauthor]- Dave. Treat these
as new co-authorship edges, merge the panels into one graph, and then identify all shared collaborators of Author
Alice and Author Bob.

Task: After recombining the two panels into a single network, list every author who is a direct collaborator of both
Author Alice and Author Bob.

Answer format: common neighbors: [Authorl, Author2, ...]

Example: common neighbors: [AuthorX, AuthorY, AuthorZ]

Color Swap:

Scenario: the research office reclassified focus areas, and cardinal directions are determined by comparing circle
centers (a node is ’above’ another if its center is higher, and ’left of’ another if its center is further to the left).
The visualization currently uses these colors: rose, peach, mint. Recolor every author right of anchor Central Hub to
peach while keeping the remainder as shown. Because colors map to research interests (rose=NLP, peach=Computer Vision,
lemon=Data Mining, mint=Information Retrieval, sky=Knowledge Graphs), report each author as Author(ColorName), with
ColorName capitalized (e.g., Rose, Peach, Mint).

Task: After applying the recoloring instructions, report every common neighbor of Author Alice and Author Bob,
appending each author’s updated research-focus color

Answer format: common neighbors with color: [Authori(ColorName), Author2(ColorName), ...]

Example: common neighbors with color: [AuthorX(Rose), AuthorY(Mint)]
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Figure 16: Prompt: Airline Route Optimization (TSP)

Prompt: Airline Route Optimization (

Base:

You are an airline route optimization specialist tasked with briefing dispatchers on the most efficient inspection
tour.

Solve a Traveling Salesman Problem (TSP) on the provided flight-distance graph to find the minimum-length cycle that
visits every airport exactly once and returns to the start.

Each node represents an airport (labeled by code/name) and each edge shows the great-circle distance in kilometers;
the graph may include derived edges created from shortest-path distances.

Color legend (operational priority tiers): rose=critical insight, peach=high-priority concept, lemon=standard fact,
mint=supporting detail, sky=background reference.

If multiple tours tie for optimal distance, returning any one of them is acceptable as long as you report the total
distance in kilometers.

Patch:

Scenario: the exported diagram had a 3x3 tile patch-flip applied during capture. Mentally restore the affected layout
before solving the TSP.

Task: Report the optimal tour that visits each airport once and returns to the start, along with the total distance.
Answer format: optimal tour: [Airportl -> Airport2 -> ... -> Airport1]; distance: <value> km

Example: optimal tour: [ATL -> DEN -> ORD -> ATL]; distance: 5280 km

Subgraph:

Scenario: only airports painted rose are certified for this inspection sweep. Treat all other airports as temporarily
unavailable and solve the TSP on the remaining network.

Task: Restrict attention to the highlighted airports only, then report the optimal tour and total distance within
that induced subgraph.

Answer format: optimal tour: [Airportl -> Airport2 -> ... -> Airportl1]; distance: <value> km

Example: optimal tour: [SFO -> LAS -> PHX -> SFO]; distance: 3120 km

Split:

Scenario: two regional panels were separated for layout purposes. Treat the listed connectors as active routes
bridging the panels (JFK -[route]- ORD; SFO —[route]- LAS) before solving the TSP on the merged graph.

Task: After applying the newly provided connectors, report the optimal tour and its total distance.

Answer format: optimal tour: [Airportl -> Airport2 -> ... -> Airportl1]; distance: <value> km

Example: optimal tour: [BOS -> YYZ -> DCA -> BOS]; distance: 1890 km

Color Swap:

Scenario: network planners retagged airport priorities. The diagram currently uses these colors: rose, peach, mint.
Recolor every airport above anchor Denver Hub to mint while keeping all other airports unchanged.

Task: After mentally applying the recoloring instructions, report the optimal tour, total distance, and list the
color for each airport along that tour.

Answer format: optimal tour with colors: [Airporti1(Color), Airport2(Color), ... , Airporti(Color)]; distance: <value>
km

Example: optimal tour with colors: [MIA(rose) -> IAH(mint) -> DEN(peach) -> MIA(rose)]; distance: 4210 km
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