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Abstract

Large language models (LLMs) have under-
gone rapid growth, forming a heterogeneous
ecosystem whose model relationships and ca-
pability profiles lack comprehensive documen-
tation. Organizing such an ecosystem re-
quires reusable model representations that are
comparable across architectures while still re-
flecting how each model processes shared
inputs. We propose ABLE (Attribution-
Based Large-model Embedding), a training-
free framework that represents each model in
an attribution space. Given a shared prob-
ing corpus, ABLE computes feature attri-
butions, aligns token-level attribution scores
into a tokenizer-agnostic word-level repre-
sentation, and projects the resulting attribu-
tion patterns into compact model embeddings.
These embeddings summarize model-level
input-dependence patterns and can be reused
across downstream tasks. We construct ABLE
representations for 239 LLMs and evaluate
them on model organization and relationship
analysis, model routing, and benchmark score
prediction. Across these tasks, ABLE captures
meaningful model-level structure, achieves
stronger relationship prediction than parameter-
and output-based baselines, supports compet-
itive model routing, and predicts benchmark
scores from frozen representations, while theo-
retical analysis further supports the stability of

the representation'.

1 Introduction

The ecosystem of large language models (LLMs)
is expanding rapidly, with open platforms now
hosting hundreds of thousands of models that are
continuously fine-tuned, merged, and redistributed
(Vaswani et al., 2017; Yang et al., 2024b; Hao
et al., 2022; Zhao et al., 2023; Jain, 2022; Rothman,

'Our code for ABLE is available at this link:
https://github.com/ziiroo1126/ABLE
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Figure 1: (a) Weight space, output space and our pro-
posed attribution space for representing a language
model. (b) Two models can produce an identical output
yet exhibit clearly different input attributions.

2022). Yet the relationships among these mod-
els, such as which model is derived from which
and how their capabilities relate, are often only
partially documented (Barman et al., 2024). Un-
covering these relationships would support tasks
such as model lineage analysis, model routing, and
capability estimation, and in turn benefit broader
applications including copyright protection and se-
curity auditing (Shao et al., 2024; Ong et al., 2025;
Cheng et al., 2024; Horwitz et al., 2025a). A natu-
ral way to enable these tasks at scale is to embed
heterogeneous models into a common representa-
tion space where they can be directly compared.
A central question, however, is which aspects of a
model such a representation should capture.

We argue that such a representation should cap-
ture how a model arrives at its output, namely
how it depends on the input evidence available
in a shared probing setting. To this end, we repre-
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sent each model in its attribution space, defined by
feature attributions that trace a model’s prediction
back to the input features that support it (Wang
et al., 2024). This view is motivated by a simple
observation. As shown in Figure 1b, two models
can produce the same answer to a question while
relying on different parts of the input, so the fi-
nal answer alone does not fully reveal the model’s
input-dependence pattern. Representing models
in attribution space offers four properties. First,
attributions are produced by the model’s own com-
putation, grounding the representation in the model
rather than in external labels. Second, attributions
are defined over the shared input, allowing models
with different architectures and tokenizers to be
placed in one common space. Third, they expose
how a model depends on its input, an aspect that the
answer alone leaves hidden. Finally, attributions
can be obtained either with or without access to a
model’s weights, through white-box methods that
use gradients or black-box methods that rely only
on input and output perturbations, so the attribution
space applies in principle to both open-weight and
closed-source models. As illustrated in Figure 1a,
attribution space stands alongside the weight space
of model parameters or hidden states (Mattheakis
et al., 2019; Yadav et al., 2023; Zhu et al., 2025)
and the output space of model predictions or log-
its (Zhuang et al., 2024; Yax et al., 2024; Oyama
et al., 2025; Wu et al., 2026), providing a distinct
basis for representing language models.

To build representations in attribution space, we
introduce ABLE (Attribution-Based Large-model
Embedding), a training-free framework for con-
structing model embeddings. Given a fixed prob-
ing corpus, ABLE computes feature attributions for
each model, aligns token-level attribution scores
into a shared word-level representation to handle
tokenizer heterogeneity, and projects the aligned
attribution vector to obtain a compact embedding.
Each embedding is computed once, summarizes the
model’s input-dependence pattern over the probing
corpus, and can be reused across downstream tasks.

For scalable attribution extraction across hun-
dreds of LLMs, we instantiate ABLE with the Gra-
dient x Input attribution method (Ancona et al.,
2019, 2017; Wang et al., 2024) and construct repre-
sentations for 239 LLMs using a probing corpus of
1,200 multiple-choice samples. We evaluate the re-
sulting embeddings across both structural and prac-
tical settings, including model organization and
relationship analysis, model routing, and bench-

mark score prediction. Across these tasks, ABLE
captures meaningful model-level structure, and we
further support the stability of the representation
with theoretical analysis.

In summary, our contributions are as follows:

* We introduce attribution space as a distinct
basis for representing language models, cap-
turing how a model depends on shared input
evidence when producing its outputs.

* We propose ABLE, a training-free framework
that constructs compact model embeddings
by computing feature attributions, aligning
them across tokenizers into a shared word-
level representation, and projecting them into
a low-dimensional space.

* We evaluate ABLE on 239 LLMs across
model organization and relationship analy-
sis, model routing, and benchmark score pre-
diction, demonstrating its effectiveness as a
reusable model representation and supporting
its stability through theoretical analysis.

2 Related Work

2.1 LLM Representation

Prior work has represented and compared LLMs
through internal-feature and output-based views.
Internal-feature methods analyze information
inside the model, such as parameters or activa-
tions. Representative approaches study parameter
changes from fine-tuning to resolve conflicts during
model merging (Yadav et al., 2023), test derivative
relationships by comparing model weights (Zhu
et al., 2025), and analyze activation patterns across
layers to quantify cross-model similarity (Zhou
et al., 2024). These methods provide direct access
to internal information and are especially informa-
tive when models share compatible architectures.
Output-based methods represent models through
externally observable behavior, such as logits, gen-
erated text, log-likelihoods, or task-performance
vectors. Prior work constructs model embed-
dings from log-likelihoods on standardized cor-
pora (Oyama et al., 2025), builds phylogenetic
trees by analyzing generated text (Yax et al., 2024;
Wu et al., 2026), and learns model embeddings
from task-performance vectors for model rout-
ing (Zhuang et al., 2024). These methods are natu-
rally applicable across heterogeneous models and
provide scalable signatures for model comparison.
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Figure 2: Overview of the ABLE pipeline. Given a model, we compute Gradient x Input attributions on predefined
probing datasets, align token-level scores to a unified word vocabulary, and project the result to a compact low-

dimensional embedding. JL: Johnson—Lindenstrauss.

ABLE complements these views by representing
models in an interpretable attribution space (Fig-
ure 1). Rather than representing a model only by
parameters or by final outputs, ABLE represents
how the model distributes reliance over shared in-
put evidence. This attribution-based view yields
input-dependence signatures that can be aligned
across tokenizers and reused across tasks.

2.2 Feature Attribution Methods

Feature attribution methods assign importance
scores to input features with respect to a model
output, providing interpretable explanations for in-
dividual predictions. White-box methods lever-
age internal model information, including Saliency
Maps (Simonyan et al., 2013), Gradient x In-
put (Ancona et al., 2019, 2017), Integrated Gra-
dients (Sundararajan et al., 2017), and Layer-wise
Relevance Propagation (Bach et al., 2015; Samek
et al., 2021). Black-box methods estimate feature
importance through input perturbations or surro-
gate models, such as LIME (Ribeiro et al., 2016),
which fits local linear models, and SHAP (Lund-
berg and Lee, 2017), which applies Shapley values.

In the context of LLMs, attribution methods have
been widely used for sample-level explanations,
such as identifying salient tokens in classifica-
tion (Liu and Avci, 2019) or generation tasks (Zhao
and Shan, 2024). ABLE uses attribution in a dif-
ferent role: instead of treating attribution only as
an explanation for a single prediction, it aggregates

attribution patterns over a shared probing corpus
to construct a reusable representation of the model
itself. This shifts attribution from sample-level in-
terpretation to model-level representation, enabling
comparisons among heterogeneous LLMs in a com-
mon attribution space.

3 Methods

This section describes the ABLE representation
construction pipeline (see Fig. 2). Given a col-
lection of M language models and a pre-defined
probing dataset, we produce a compact embedding
a,, € R¥ for each model m.

3.1 Probing Data Design

We adopt multiple-choice questions (MCQs) from
the test sets of standard benchmarks as our probing
format. Gold labels are not used during attribu-
tion extraction. Each sample consists of a question
g and a set of candidate options {01, 02, ...,0c},
where C is typically 4-5. This design offers
two key advantages. First, each option provides
a well-defined scalar attribution target: the log-
probability of the option sequence given the ques-
tion, log Py, (0. | ¢), can be used for gradient com-
putation. Second, by computing attributions for
all options, we capture how the model differenti-
ates among candidate answers, yielding a richer
input-dependence pattern than the outputs alone.
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Figure 3: Model relationship analysis on documented model families. Left: Selected Mistral-derived models form
an unrooted NJ tree from ABLE embedding distances, consistent with documented fine-tuning relationships. Right:
Llama-2 family models in ABLE space, showing separation between annotated correlated and independent models.

3.2 Attribution Computation

We use Gradient x Input (GI) (Ancona et al., 2019,
2017; Nielsen et al., 2022) as the default method
in all main experiments and study a perturbation-
based attribution method in Appendix F. We adopt
GI for two reasons: (1) computational efficiency,
as Gl requires only a single forward-backward pass
per sample; and (2) theoretical tractability, as its
gradient-based form allows us to analyze the sta-
bility of the resulting attribution representation in
Appendix A.

For each model m and each sample, we compute
the attribution of every question token to each op-
tion’s log-probability. The attribution score for the
t-th question token with respect to option o, is:

O‘EC) - <et’ vetSc> 5
|oc|

Se = _log Pu(o | ¢.0f), (1)

where e; denotes embedding of ¢-th question token,
and S, is total log-probability of option o.

For a question with Ti(m) tokens under model
m’s tokenizer and C; options, this yields an attri-
bution matrix A'ken ¢ R %Ci, Flattening this
matrix gives an olgtion—aware attribution vector for
the sample. Concatenating across all N samples
produces a model—speciﬁc token attribution vector

token c RD Z’L L T m)C

tokcn where Dtoken

3.3 Cross-Tokenizer Alignment

Different models employ different tokenizers, re-
sulting in incompatible dimensions (Kudo and

Richardson, 2018). To enable cross-model com-
parison, we align all attributions to a unified word-
level vocabulary through a two-step process.
Token-to-Character Mapping. For each token
t in the flattened attribution vector a“)ke“ let a; de-
note its attribution score. We identify its character
span [s¢, €;) in the original text and uniformly dis-
tribute the attribution across all characters in this
span:
O — % Vie[se) (@)

char er — St’

a

This produces a character-level attribution vector
ashar ¢ RL, where L is the total number of charac-
ters in the input text.

Character-to-Word Aggregation. Given the
character-level attributions, we aggregate them into
word-level representations. We segment the charac-
ter sequence into words using whitespace as the de-
limiter. For a word w spanning characters [s,,, €,,),
its attribution is computed as the sum of its con-
stituent characters:

ew—1 ]
awl =3 a). 3)

Whitespace attributions are appended to the preced-
ing word to ensure no attribution is lost.

For each sample-option pair, we apply the token-
to-character and character-to-word mapping sepa-
rately, so that option-specific attribution channels
are preserved. Since all models are evaluated on the
same probing text, this procedure yields a shared
word-option attribution coordinate system. Con-
catenating over all options and all samples gives
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Figure 4: Model Map visualization using t-SNE projection of ABLE embeddings. Models are colored by family, and
tightly clustered groups are highlighted with background shading using DBSCAN clustering. Names highlighted in
red denote specific examples where models deviate from their families to cluster by functional affinity

aVord ¢ RDPwod where Dyorq = Zf\i 1 C;W; and
W; is the number of words in the i-th probing input.
This alignment converts tokenizer-dependent token
attributions into a word-level representation.

3.4 Dimensionality Reduction via Random
Projection

The word-level attribution vector a4 can be
high-dimensional (Dyoq ~ 10°). To obtain a
compact representation, we apply the Johnson-
Lindenstrauss (JL) random projection (Johnson
and Lindenstrauss, 1984). Specifically, we sam-
ple a random matrix R € R¥*Pwo with indepen-
dent and identically distributed entries drawn from
N(0,1/K), and compute: a,, = Ra%" ¢ RX,
By the JL lemma, pairwise distances are pre-
served up to a multiplicative factor (1 + ¢) with
high probability, provided K = O(e~2log M). In
practice, we determined the optimal value of K via
downstream task performance (see Appendix B).

4 Experiments

We evaluate ABLE through a series of experiments
designed to assess both the structural validity and
practical utility of its model representations. We
first examine whether ABLE captures meaningful
model-level structure through known-family struc-
ture and relationship analysis (Sections 4.2 and

4.3). We then evaluate its utility in downstream
settings, including model routing and benchmark
score prediction (Sections 4.4 and 4.5).

4.1 Experimental Setup

Datasets. We construct a balanced probing dataset
D by randomly sampling 200 instances from
each of six benchmarks: ARC-Challenge (Clark
et al., 2018), Winogrande (Sakaguchi et al., 2021),
MMLU (Hendrycks et al., 2020b,a), Hellaswag
(Zellers et al., 2019), GPQA (Rein et al., 2023),
and CommonsenseQA (Talmor et al., 2019), yield-
ing N = 1,200 samples in total. This combina-
tion ensures diverse coverage across reasoning and
knowledge domains. For model routing experi-
ments, we additionally use the evaluation dataset
from EmbedLLM (Zhuang et al., 2024).

Models. We evaluate 239 open-weight, decoder-
only autoregressive language models whose check-
points and tokenizers were accessible. We seek
coverage across model families, parameter scales,
and training types, while deliberately including
documented base—derivative cohorts for relation-
ship evaluation; models were not selected based on
ABLE’s performance. The collection spans 24 fam-
ilies, model sizes from 0.07B to 72B, and releases
from 2022 to 2025. Detailed selection criteria are
discussed in Appendix K.
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Figure 5: Hierarchical clustering of representative model families using ABLE embeddings. Branches are colored
by model family. The tree visualizes similarity structure rather than a literal evolutionary history.

Computational Cost. ABLE requires a one-
time attribution extraction step. We report the ex-
traction cost and comparisons with output-based
baselines in Appendix E.

4.2 Model Relationship Analysis and Atlas

To evaluate whether ABLE representations cap-
ture meaningful model-level structure and docu-
mented relationships among LLMs, we present ex-
periments at two scales: first, small-scale verifica-
tion on model families with known relationships;
second, constructing a comprehensive atlas of the
full model collection.

Verification on Mistral and Llama-2 Fami-
lies. To examine whether ABLE reflects docu-
mented relationships within model families, we
conduct two small-scale case studies. For the
Mistral family, we select five leaf models with
publicly disclosed fine-tuning histories (DocsGPT,
NeuralHermes-2.5, TenyxChat-7B, MedChat3.5,
and H4rmoniousAnthea) and construct an unrooted
tree using the Neighbor-Joining method (Saitou
and Nei, 1987) on cosine distances computed from
ABLE embeddings. As shown in Fig. 3 (left), the
resulting tree is consistent with the documented
fine-tuning relationships disclosed by model cre-
ators (arc53, 2023; mlabonne, 2024; Tenyx, 2024;
Ullah, 2024; Vallego, 2024). For the Llama-2 fam-
ily, we examine eight models, following the rela-
tionship annotations by Zhu et al. (2025). As shown

in Fig. 3 (right), correlated and independent models
are separated in ABLE space, with a simple SVM
boundary distinguishing the two groups. We further
repeat this Llama-2 case study with perturbation-
based black-box attributions. The resulting embed-
dings show a similar separation pattern, suggesting
that the attribution-space formulation is not tied
to GI alone; details are provided in Appendix F.
We further show that, even with incomplete prove-
nance metadata, ABLE retrieves candidate relation-
ships corroborated by parameter-space evidence
(Appendix G).

Global Model Map. We then project the ABLE
embeddings into a two-dimensional space using
t-SNE (Maaten and Hinton, 2008) to construct a
Model Map. As shown in Fig. 4, three patterns
emerge. First, models tend to group by family,
including Llama, Qwen, and Mistral. Second, fine-
tuned models often appear near their correspond-
ing base models. For example, multiple Llama-3
LoRA-tuned variants cluster around Llama-3-8B
model. Third, some fine-tuned models deviate from
their original families and move closer to mod-
els with related task specialization. For instance,
Llemma-34B and DeepSeek-Math-7B-Instruct ap-
pear near each other, consistent with their shared
focus on mathematical reasoning, while LoRA-8B-
Code and CodeGemma-2B show a similar proxim-
ity associated with code-related fine-tuning (Fig. 4).
These patterns suggest that ABLE embeddings cap-
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Table 1: Model relation prediction performance of ABLE and five baselines (Values are mean =+ standard deviation

over 5 random seeds). Bold: the best performance.

Method Accuracy Precision Recall F1 AUC

Random 0.4894+0.124 0.367+0.093 0.7334+0.186 0.489+0.124 0.55040.139
Greedy 0.674+0.096  0.527+0.313 0.222£0.157 0.309£0.203 0.56140.110
PhyloLM 0.704+0.141  0.596+0.182 0.844+0.169 0.667+0.090 0.89340.059
Log-Likelihood 0.721+£0.041 0.586+0.064 0.8614+0.150 0.692+0.070 0.89140.053
UTS (adapted)  0.815+£0.052 0.662+0.076  0.956+0.061 0.778+0.041 0.911+0.067
ABLE (Ours) 0.867+£0.042 0.836+£0.077 0.75640.093 0.790+0.065 0.90610.057

Table 2: Model routing performance of ABLE against three baselines (Values are mean =+ standard deviation over 5
random seeds). ABLE router is competitive with EmbedL.LM router.

Random

Single-Best

EmbedLLM ABLE

Router Accuracy 0.413 £ 0.101

0.605 £ 0.000 0.665 £ 0.003 0.676 £ 0.001

ture both family-level proximity and functional
affinity among heterogeneous LLMs.

Cross-Family Hierarchical Clustering. We fur-
ther select representative models from ten families
(Figure 5), compute pairwise cosine distances from
their ABLE embeddings, and construct a hierarchi-
cal tree with branches colored by family.

As shown in Fig. 5, the resulting hierarchy re-
veals several patterns consistent with known ar-
chitectural and training information. First, mod-
els within the same family tend to form cohesive
subtrees, suggesting that ABLE embeddings pre-
serve family-level similarity. Second, Yi mod-
els cluster closely with the LLaMA family, con-
sistent with the documented use of a LLaMA-
like architecture. Similarly, Bloom and Pythia
appear on nearby branches, consistent with their
shared GPT-style architectures. Third, Qwen2 and
Qwen3 occupy different regions of the hierarchy:
Qwen?2 lies closer to the LLaMA-dominated sub-
tree, whereas Qwen3 branches toward the Pythia-
Bloom region. This separation is consistent with
documentation reporting changes in Qwen3, includ-
ing reasoning-focused training objectives, multi-
stage training pipelines, and reinforcement learn-
ing strategies (Bai et al., 2023; Yang et al., 2024a,
2025). Opverall, these observations suggest that
ABLE representations reflect both family-level sim-
ilarity and differences associated with model archi-
tecture and training methodology.

4.3 Relation Prediction

This section evaluates whether ABLE embeddings
can support pairwise model relationship prediction.
Given two models, the task is to predict whether
they have a documented model relationship, which
is useful for model ecosystem auditing.

To construct the relation dataset, we identify pos-
itive model pairs with documented relationships
from the 239 models using metadata from Hugging
Face, followed by manual verification. We then
sample negative pairs at a 2:1 ratio relative to pos-
itive pairs, yielding 135 pairs in total. A negative
label indicates that no documented relationship was
found in the inspected metadata and does not imply
that the two models are necessarily independent.
The dataset is split 8:2 into train and test sets. For
a model pair (a,b), we construct the pair feature
Xab = [|aq — ap|; aq — ap) and train an RBF-kernel
SVM classifier.

We compare against five baselines: (1) Ran-
dom, which uniformly predicts correlated or in-
dependent; (2) Greedy, which predicts that all
within-organization pairs are correlated and cross-
organization pairs are independent; (3) Log-
Likelihood (Oyama et al., 2025), which com-
putes log-likelihood vectors on a fixed dataset as
model features; (4) PhyloLM (Yax et al., 2024),
an output-based method that uses similarity dis-
tances to other LLMs as a signature vector; and
(5) an adaptation of Unified Topological Signa-
tures (UTS) (Rottach et al., 2025), which summa-
rizes the geometry of model-generated document
embeddings; implementation details are provided
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Table 3: Benchmark score prediction performance. We report the Pearson () and Spearman (p) correlation
coefficients between the reported benchmark scores and the scores predicted by ridge regression using ABLE.

ARC  HellaSwag MMLU TruthfulQA WinoGrande

Pearson r 0.8781
Spearman p  0.8898

0.7764
0.8157

0.8554
0.8637

0.9127
0.8222

0.8374
0.8602

in Appendix I. Because parameter-based methods
such as MoTHer (Horwitz et al., 2025b) require
compatible layer-wise weight shapes, we provide a
detailed comparison on same-architecture models
in Appendix J.

As shown in Table 1, ABLE achieves the
best performance on Accuracy, Precision, and F1,
whereas UTS obtains the highest mean recall and
AUC. Notably, ABLE and other methods exhibit
different precision-recall trade-offs: UTS attains
the highest recall but with lower precision, whereas
ABLE achieves substantially higher precision at the
cost of moderate recall. This indicates that ABLE
favors precision over recall in this setting. In other
words, ABLE makes fewer positive predictions, but
those predictions are more likely to correspond to
documented model relationships.

4.4 Model Routing

To evaluate the utility of ABLE embeddings in
model routing, we follow the matrix factorization
setup of EmbedLLM (Zhuang et al., 2024), us-
ing the same dataset and evaluation metric. In
this setup, a learnable projection maps frozen ques-
tion embeddings into the model feature space, and
the probability that a model answers a question
correctly is predicted through element-wise inter-
action. Unlike EmbedLLLM, which learns model
embeddings end-to-end for the routing task, we
keep ABLE embeddings frozen and only learn the
alignment from question embeddings to the ABLE
model space.

As shown in Table 2, the router based on
frozen ABLE embeddings achieves 67.6% accu-
racy, slightly higher than the end-to-end trained
EmbedLLM router. While the accuracy gain is
modest, the main advantage of ABLE lies in its
reusable model representations. When new models
are added to the pool, their ABLE embeddings can
be computed independently, without recomputing
embeddings for existing models. In contrast, Em-
bedLLM learns model embeddings as task-specific
parameters, which may require retraining when the
model pool changes.

4.5 Benchmark Score Prediction

In this section, we investigate whether ABLE rep-
resentations contain signals predictive of LLM
performance on benchmarks. Using scores from
five benchmarks on the Hugging Face Open LLM
Leaderboard (Fourrier et al., 2024; Myrzakhan
et al., 2024; Beeching et al., 2023) as labels and
ABLE embeddings as input, we evaluate a ridge
regression model (McDonald, 2009) with leave-
one-out cross-validation.

As shown in Table 3 and Fig. 6, predictions
from ABLE embeddings correlate strongly with
reported benchmark scores, achieving Spearman p
values between 0.81 and 0.89. To assess whether
probe—target overlap drives these results, we re-
construct ABLE after excluding each overlapping
target benchmark from the probing corpus. The
resulting correlations differ from the full-corpus
results by at most 0.024 (Appendix D). This indi-
cates that rankings induced by ABLE-based pre-
dictions are largely consistent with rankings from
standard evaluations. These findings suggest that
ABLE representations contain linearly recoverable
signals related to model capability. For large-scale
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Figure 6: Predicted benchmark scores using ABLE
against reported benchmark scores on five benchmarks.
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model comparison, especially when relative rank-
ing is more important than exact score estimation,
ABLE can help prioritize models for further evalua-
tion. We also evaluate ABLE for model capability-
ranking analyses detailed in Appendix H.

5 Conclusion

In this work, we introduced ABLE, a training-free
framework for representing language models in
attribution space. Instead of representing models
only through their parameters or outputs, ABLE
summarizes how each model depends on shared
input evidence over a common probing corpus.
By computing feature attributions, aligning them
across tokenizers into a shared word-level repre-
sentation, and projecting the resulting attribution
patterns into compact embeddings, ABLE provides
reusable representations for heterogeneous LLMs.
Experiments on 239 LLMs show that ABLE cap-
tures meaningful model-level structure and sup-
ports multiple downstream analyses. We further
provide theoretical analysis supporting the stabil-
ity of the representation. These results suggest
that attribution-space representations offer a useful
perspective for organizing, comparing, and under-
standing the rapidly evolving LLM ecosystem.

Limitations

Computational Efficiency. Computing GI-
based ABLE embeddings requires attribution
extraction, which involves one forward and one
backward pass per probing sample. This makes
Gl-based ABLE more expensive to extract than
purely output-based features.  However, the
extraction is performed once per model, and
the resulting embeddings can be reused across
downstream tasks. We report the extraction cost
and runtime comparison in Appendix E.

Attribution Method. For scalable extraction
across hundreds of LLMs, this work instantiates
ABLE with Gradient x Input. We do not system-
atically evaluate alternative attribution estimators
such as Integrated Gradients (Sundararajan et al.,
2017) or SmoothGrad (Smilkov et al., 2017), which
may provide smoother or higher-fidelity attribution
estimates at the cost of additional computation. Ex-
ploring the trade-off between attribution fidelity,
robustness, and scalability is an important direction
for future work.

Closed-Source Models. Our main experiments
instantiate ABLE with gradient-based attributions
and therefore focus on open-weight models. We
include a preliminary perturbation-based attribu-
tion analysis in Appendix F, showing that a similar
separation pattern can be obtained without gradient
access in a controlled Llama-2 case study. How-
ever, extending ABLE to general API-only models
still requires robust perturbation estimators and suf-
ficiently informative output signals, which we leave
for future work.

Interpreting Model Relationships. ABLE em-
beddings capture similarity in attribution space,
which should not be interpreted as direct proof of
model derivation. Similar training data, objectives,
architectures, or fine-tuning tasks may also lead
to similar input-dependence patterns. Therefore,
relation prediction results should be viewed as evi-
dence for model relatedness or as a screening sig-
nal for further analysis, rather than as a definitive
provenance or infringement judgment.

Sample Sensitivity. ABLE is computed on a fi-
nite probing corpus, so the resulting representa-
tion may depend on the choice of probing samples.
However, as shown in Appendix D, ABLE embed-
dings exhibit high stability across different random
subsamples of the probing dataset, suggesting that
the representation captures robust model-level pat-
terns rather than being dominated by individual
inputs.

Alignment Granularity. Our alignment proce-
dure uniformly distributes token attributions across
character spans before aggregating them into word-
level scores. This simple strategy is effective for
the English multiple-choice benchmarks evaluated
in this work, but it may lose subword-level informa-
tion. Alternative schemes, such as byte-level align-
ment, morphology-aware segmentation, or task-
specific alignment strategies, may be more suitable
for code, multilingual inputs, or domains with non-
whitespace tokenization. We leave a systematic
study of alignment strategies to future work.
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A Theoretical Analysis

In this section, we provide a theoretical justification
that ABLE constitutes a stable attribution-based
embedding of large language models. Our analysis
abstracts away implementation details and focuses

on the relationship between model parameters and
attribution-based representations. Section A.1 de-
fines ABLE. Section A.2 establishes that ABLE
is a stable feature map induced by model parame-
ters. Section A.3 proves that the low-dimensional
embedding preserves inter-model distances via ran-
dom projection. Section A.4 provides finite-sample
concentration guarantees.

A.1 Preliminaries and Definitions

Let a language model be parameterized by § € R”.
For an input representation 2 € R and an output
class y, denote the log-probability function by

s (x) 2 log pe(y | ),
which we assume to be differentiable with respect
to x almost everywhere.

Attribution-based sensitivity. For each input z,
we define the attribution score as the inner product
between the input and its gradient:

ag(z) = (x,Vys9(z)) € R,

where sy(x) denotes the log-probability function

(v)

stacking s, () over output classes.

Model representation. Let ¢ : R? — R” be a
deterministic aggregation function. Given a probe
distribution D over inputs, we define the (pre-
projection) ABLE representation as

D(0) £ Eyop [¢(ag(2))] € RP.

Finally, the ABLE embedding is obtained via a
random projection

T(h) 2 RD() € RE,

where R € RE*D is a Johnson-Lindenstrauss
random matrix.

A.2 The Parameter Stability of ABLE

The objective of this section is to demonstrate the
parameter stability of ABLE, meaning that the em-
bedding varies continuously with changes in model
parameters. Our main line of reasoning is to first
prove that ABLE is a Lipschitz continuous map-
ping under standard regularity assumptions, and
subsequently demonstrate that Transformer-based
LLMs satisfy these assumptions.

Theorem A.1 (Parameter Stability of ABLE). As-
sume the following regularity conditions hold:
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1. The gradient field of the log-probability func-
tion, V3sg(x), is M-Lipschitz continuous in
0: [|Vysg(x) — Viysg (z)||2 < M||0 — €|

2. For all x in the support of D, sy(x) is differ-
entiable with respect to x almost everywhere.

3. The aggregation function ¢ is Ly-Lipschitz,
and inputs are bounded on average:
Ezpllz|l2 < B.

Then the ABLE mapping ® : 0 — ®(6) is Lipschitz
continuous:

[@(0) — @(0")]2 < L]0 — 0|2,
where L = BM L.

Proof. Using the Cauchy-Schwarz inequality and
the assumption on V. sg(z):

lag(x) — ag (z)| = [(z, Vaso(z) — Vasg (2))]
< lll2llVaso(x) = Vase (z)]2
< llzll2M]|0 = ¢']]2-

Applying the Lipschitz continuity of ¢ and taking
expectation over x ~ D:

12(6) — @(0)||2

< EznplLglag(z) — ag (7)]]

< LyEgnpl|zll2] - M - [0 — 0[]
< BMLy||0 — 0.

Theorem A.1 provides the formal guarantee for
ABLE’s parameter stability. The Lipschitz inequal-
ity |®(6) — ®(0")|]2 < L||@ — 0'||2 ensures that
the mapping does not diverge: finite differences
in model parameters result in strictly bounded dif-
ferences in the embedding space. This property is
crucial for a reliable representation, as it guaran-
tees that models with similar internal mechanisms
(proximal parameters) are mapped to nearby points
in the vector space, preventing chaotic behavior
where minor weight variations could lead to dis-
parate embeddings.

The validity of Theorem A.1 relies on three as-
sumptions. Assumptions 2 and 3 are satisfied by
design in our setting:

* Assumption 2 (Differentiability): While text
is discrete, the model operates on continu-
ous word embeddings. Standard embedding

lookup layers and subsequent smooth transfor-
mations ensure differentiability with respect
to the input representation x almost every-
where.

* Assumption 3 (Boundedness): The aggre-
gation function ¢ is linear (averaging) and
thus 1-Lipschitz. Input embeddings belong to
a finite vocabulary set V, so ||z||2 is strictly
bounded by B = maxyecy ||v||2-

The remaining Assumption 1, which requires the
model’s gradient field to be Lipschitz continuous
with respect to its parameters, is the most non-
trivial condition. We now demonstrate that this as-
sumption holds for Transformer-based Large Lan-
guage Models under standard architectural con-
straints.

Proposition A.1 (Regularity of Transformer Gra-
dient Fields). Consider a Transformer-based lan-
guage model with the following properties:

1. Activation functions (e.g., GELU, Swish)

have bounded first and second derivatives:
|o’(2)| < Ly and |0"(2)| < Ly for all z.

2. Token embeddings are drawn from a finite vo-
cabulary with bounded norms: ||z||2 < B,.

3. The network has finite depth L and bounded
weight matrices: |Wi||2 < Bw for all layers
.

Then the gradient field V ,sg(x) is M-Lipschitz
continuous in 0 for some constant M > 0.

Proof. We proceed by analyzing the Lipschitz de-
pendence layer by layer.

Step 1: Linear layer. For y = Wz, the input
gradient is V4 = W7 For two parameter config-
urations W, W':

IVayw — Vayw |2 = W = W
=W =W,
which is 1-Lipschitz in .

Step 2: Layer with activation. For y = o(Wz),
the chain rule gives V,y = W7 . diag(o’(Wx)).
When W changes to -

IVayw — Vayw|l2
< |[WF =Wz - ||diag(o’(W2)) |2
+ W2 - [lo'(Wa) — o' (W'z)|5
< Lo|[W = W'l
+ Bw Lo ||z ]|2[[W — W[
< (Ly + Bw Lyt By)|W — W/ ||a.
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Step 3: Multi-layer composition. For an L-layer
network f = f o--- o f1, the chain rule yields
Vaof = Hlel Ji, where J; is the Jacobian of layer [.
Since each J; is Lipschitz in 6; with bounded spec-
tral norm (due to bounded weights and the smooth-
ness of softmax attention), perturbation analysis
shows that the product V,, f remains Lipschitz in
0.

For Transformer architectures specifically, self-
attention layers use softmax, whose Jacobian sat-
isfies ||Osoftmax/0z|| < 1. Combined with
bounded query, key, and value projections, each at-
tention layer contributes a bounded Lipschitz factor.
Aggregating across all L layers yields the global
constant M.

Consequently, ABLE constitutes a stable feature
map as implied by its Lipschitz continuity, where
small perturbations in model parameters result in
bounded changes in the representation space. It
is worth noting that this guarantee fundamentally
relies on differentiability; architectures employing
non-differentiable components (e.g., hard attention)
may require alternative theoretical analysis.

A.3 Distance Preservation via Random
Projection

We next show that the final ABLE embedding pre-
serves inter-model geometry up to a small distor-
tion.

Theorem A.2 (Johnson-Lindenstrauss Property).
Let F = {01, ...,0pn} be a finite set of models and
let 0 < € < 1. If the projection dimension satisfies
K = O(s7%logm), then with high probability,
foralli,j € {1,...,m}, the projected distance
||V (0;) —W(6;)]|2 lies within (1t¢) of the original
distance || ®(6;) — ©(6;)] 2.

Proof. Let A;j = ®(0;) — ®(0;) be the difference
vector between any two models. Only the linear
projection W(0) = R®(#) comprises random vari-
ables, where entries of R € RE*D are i.i.d. Gaus-
sian A/(0,1/K).

Consider a single pair with difference vector
v = A;;. We are interested in the distribution of
|Rwv||%. Let Ry, be the k-th row of R. Then the k-th
component of the projected vector is yx = (Rg, v).
Since Ry ~ N (0, %I ), the linear combination yj,
is essentially a univariate Gaussian:

ol
Yk Af<0, I7a .

Consequently, the squared norm of the projection

= o] &
IRo[? =Y 2 = - 22,
k=1 k=1

where Zj, ~ N(0, 1) are standard Gaussian vari-
ables. The sum X = Zszl Z2 follows a Chi-
squared distribution with K degrees of freedom,
denoted as X%{-

We use standard concentration bounds for the
Chi-squared distribution (derived from the Moment
Generating Function bound). For any € € (0, 1):

P> K+ o) < e (<))
P(X < K(1—¢)) < exp (—fj) |

Combining these, the probability that the squared
length is distorted by more than e is:

P(| IR — [[o]2] > e]lv]?)

X

Ké?
< 2exp )

We apply this to the set of all pairwise differences
V = {A;; | 1 <i < j <m}, which has cardinal-
ity [V| = (')) < m?. Using the union bound:

P = P(3i,5 ¢ [|19(6:) = 90| — 1|1 Ay]?]
> €A
< Z}P’ (JIRAG]1Z = 14517 > el Ai1I?)

1<j

K2
< m2'26Xp (—;) .

To ensure Pp < 4, we require:
Ke? 2m?
2m2exp <—46> <§{ — K> —ln%.

Thus, choosing K = O(e~2logm) suffices to pre-
serve all pairwise distances with high probability.

Consequence. Theorem A.2 implies that ABLE
preserves pairwise distances between models up to
a controlled distortion, enabling reliable compari-
son, clustering, and retrieval in a low-dimensional
embedding space.
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Figure 7: Effect of ABLE embedding dimension on relation prediction performance. The blue curve corresponds to
applying L2 normalization to each model’s feature vector prior to Johnson-Lindenstrauss projection, while the red
curve represents the unnormalized variant. Error bars indicate standard deviation computed over 5 independent runs.

A.4 Finite-Sample Concentration

In practice, the ABLE representation is computed
from N i.i.d. samples rather than the population
expectation. We now establish that the empirical
estimate concentrates around its expectation, bridg-
ing the gap between population-level theory and
finite-sample implementation.

Theorem A.3 (Finite-Sample Guarantee). Let
dy(0) = %Zf\il od(ap(x;)) be the empirical
ABLE representation based on N i.i.d. samples
from D. Assume that ||p(ag(x))||ec < By forall x
in the support of D. Then for any 6 € (0, 1), with
probability at least 1 — §:

. 2Dlog(2D/9)
x5 (0) - ),
where D is the dimension of the pre-projection

representation.

(0)l2 < By

Proof. For each coordinate j € {1 ,D}, the

empirical mean [ (0)]; = & S, [0(an(x:))];
is an average of NV i.i.d. bounded random variables

with |[¢(ag(x))];| < By. By Hoeffding’s inequal-
ity:

A 62
P(|[0x(0)]; — [@(O)];] > €) < 2exp (-~ 2Bé).

Setting the right-hand side to §/D and applying
a union bound over all D coordinates, we obtain

[ @n ()~
[@(0)];] < By for all j. The {2 bound
follows from || - |2 < VD|| - || o

2log(2D/4)
N

Consequence. Theorem A.3 quantifies the gap
between the theoretical population-level represen-
tation ®(#) and its finite-sample estimate ® v (6).
The bound scales as O(y/ D log D/N), indicating
that the estimation error diminishes with more sam-
ples. This theoretical guarantee is empirically sub-
stantiated in Appendix D. There, we calculate pair-
wise ABLE distances between models using two

disjoint subsets of the probing data. The strong
correlation observed between these two sets of dis-
tances indicates that the finite sample size is suf-
ficient to achieve stable representations, thereby
validating the convergence predicted by the con-
centration bound.

B Ablation Study of ABLE
Representation Dimensionality

This ablation study examines how the ABLE em-
bedding dimension d affects representation quality.
We vary d across {4, 32, 64, 128, 256, 512, 1024}
and evaluate each setting on the relation prediction
task described in §4.3. We report Accuracy, AUC,
F1, Precision, and Recall as evaluation metrics.

As shown in Fig. 7, representation quality im-
proves as d increases and converges around d =
256. Very low dimensions (e.g., d = 4) yield
poor performance because excessive compression
discards structural information from the original
high-dimensional space. Conversely, dimensions
beyond 256 offer only marginal gains while incur-
ring higher computational and storage costs. This
trade-off between quality and efficiency motivates
our choice of d = 256 for all experiments.

We also compare two variants: with and without
L2 normalization of each model’s feature vector
prior to JL projection. Normalization rescales each
feature vector to unit length, i.e., &), = a,,/||am||2-
As shown in Fig. 7, the normalized variant (blue)
generally outperforms the unnormalized variant
(red) across most metrics. This suggests that nor-
malization balances the scale across dimensions,
enabling the distance metric to better capture direc-
tional differences between models.

C Empirical Validation via Model
Interpolation

The theoretical analysis in Appendix A establishes
that ABLE is a Lipschitz-continuous mapping from
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Figure 8: Comparison of weight space and ABLE fea-
ture space. Left: weight space reconstructed via inner
products. Right: ABLE feature space after PCA reduc-
tion. ABLE space preserves the topological structure of
weight space but exhibits non-linear distortion. Notably,
(0,0) and (0,1) are very close in ABLE space, indicating
that Vicuna and the base model exhibit similar behav-
ior, consistent with Vicuna’s relatively small fine-tuning
magnitude.

model parameters to the embedding space: mod-
els with similar parameters should yield similar
ABLE embeddings. To empirically validate this
correspondence on real nonlinear Transformers, we
conduct a model interpolation experiment.

We select three Llama-2-7B variants sharing
the same architecture as anchor models: the
base model (W), Llama-2-7b-chat-hf (1#7), and
Vicuna-7b-v1.5 (W2). We construct 25 merged
models via linear weight interpolation:

Wap = (1 —a—B)Wo+ aWi + W,

where «, 8 € {0,0.25,0.5,0.75,1.0}. In weight
space, we reconstruct the 2D geometric structure
using inner products among the three anchor mod-
els; in ABLE space, we apply Principal Component
Analysis (PCA) to the low-dimensional ABLE fea-
tures for 2D visualization.

As shown in Fig. 8, a notable observation is
that (0,0) and (0,1) are very close in ABLE space,
while (0,0) and (1,0) are much farther apart. This
indicates that Vicuna (W5) exhibits higher behav-
ioral similarity to the base model than Chat (W)
does. This observation is consistent with the weight
space structure: inner products computed directly
from model weights show ||[W2—Wjy||? ~ 0.00032,
whereas ||[W; — Wy||? =~ 0.00134. Vicuna’s fine-
tuning magnitude is approximately one quarter that
of Chat, demonstrating that ABLE distance reflects
the similarity structure in parameter space.

Examining the overall geometry of both spaces,
weight space exhibits a regular parallelogram grid
reflecting the geometry of linear interpolation. Al-
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Figure 9: Robustness test for ABLE embeddings. Each
point corresponds to a model pair, with x-axis showing
the pairwise distance computed from Subset A and y-
axis from Subset B.

though ABLE feature space displays irregular dis-
tortion, it crucially preserves the topological struc-
ture consistent with weight space: (1) adjacent
models remain neighbors in both spaces; (2) grid
edges do not intersect, indicating that local neigh-
borhood structure is preserved; (3) color gradients
of model indices show similar transition patterns
across both spaces.

This result validates the theoretical prediction at
two levels. The topological preservation confirms
the continuity of the ABLE mapping: models close
in parameter space remain close in ABLE space.
The geometric distortion reveals non-linear effects
present in Transformers, indicating that ABLE sen-
sitivity to parameter changes varies across different
regions. This is consistent with the Lipschitz conti-
nuity established in Appendix A: ABLE guarantees
bounded propagation of model similarity without
requiring strict linear correspondence.

D Robustness to Sample Selection

To evaluate the robustness of ABLE to probing
sample selection, we conduct a Mantel test. Specif-
ically, we randomly partition the probing dataset
into two non-overlapping subsets of equal size, and
independently compute ABLE embeddings for the
same set of models on each subset. We then com-
pute the Euclidean distance between all pairs of
models based on embeddings from each subset,
yielding two sets of pairwise distances.
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Table 4: Comparison of runtime and relation prediction accuracy. Relation prediction accuracy is reported as mean

+ standard deviation over 5 random seeds.

Method Total Time (h) Accuracy on Relation Prediction
Log-Likelihood (Output) 6.5 0.721£0.041
PhyloLM (Output) 9.8 0.704+£0.141
ABLE (Ours) 18.5 0.867-£0.042

Table 5: Benchmark-score prediction after removing
probing questions from the target benchmark.

Pearson r Spearman p
Target Full Removed Full Removed
ARC 0.8781 0.8768 0.8898  0.8898
HellaSwag  0.7764 0.7592  0.8157  0.8050
MMLU 0.8554 0.8578 0.8637 0.8658
WinoGrande 0.8374 0.8144 0.8602  0.8365

As shown in Fig. 9, the two sets of distances
exhibit a strong positive correlation (Pearson r =
0.722, p < 0.001), with points clustering tightly
around the y = x diagonal. This result indicates
that the inter-model distance structure captured by
ABLE embeddings remains consistent across dif-
ferent probing samples, demonstrating that ABLE
captures intrinsic behavioral characteristics of mod-
els rather than patterns dependent on specific prob-
ing inputs.

Leave-target-benchmark-out analysis. Four
benchmark-score prediction targets—ARC, Hel-
laSwag, MMLU, and WinoGrande—also con-
tribute 200 questions each to the probing cor-
pus. For each target, we reconstruct ABLE af-
ter removing its corresponding probing questions
and repeat the same leave-one-model-out ridge-
regression evaluation using the remaining 1,000
questions. The maximum absolute changes are
0.0230 for Pearson r and 0.0237 for Spearman p
(Table 5). These results indicate that benchmark-
score prediction is not primarily driven by direct
probe—target overlap. Since all probing datasets
use a multiple-choice format, this analysis does not
establish robustness across substantially different
task formats.

E Computational Cost

We benchmark the computational time for 239 mod-
els using a server equipped with 8 x NVIDIA
GeForce RTX 4090 GPUs. As shown in Table
4, calculating ABLE features for the entire model

set took 18.5 hours. While this involves a back-
ward pass, the absolute time cost remains low and
entirely feasible for large-scale auditing.

t-SNE of Black-box ABLE Differences Relative to LLaMA-2-7B-hf
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Figure 10: Llama-2 family models in Black-box attri-
bution method-based ABLE space, showing separation
between annotated correlated and independent models

Furthermore, we emphasize that this extraction
is a one-time investment. Once the compact ABLE
embedding is computed, it can be reused indefi-
nitely for various downstream tasks without reload-
ing the model weights. The increase in extrac-
tion time is justified by the significant performance
gains (up to 23.1% relative improvement in ac-
curacy) achieved in relation prediction and other
downstream applications.

F Perturbation-Based Attribution
Validation on Llama-2 Family

To examine the attribution method flexibility of
ABLE, we conduct a validation using perturbation-
based black-box attributions on the Llama-2 fam-
ily. Specifically, we use word-deletion occlusion,
where token importance is estimated by measur-
ing the change in answer-option log-probability
after deleting words from the question. This setting
does not require gradient access, allowing us to test
whether ABLE can construct attribution-space rep-
resentations beyond white-box attribution methods.
Using 500 probing samples, we construct black-
box ABLE representations.
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Table 6: Exploratory retrieval for models with incomplete or inconsistent provenance metadata. Parentheses report
the median layer-wise relative parameter distance. “n/a” indicates that the retrieved pair has no compatible weight
shapes and therefore cannot be assessed in parameter space.

Query ABLE top-1 Log-Likelihood top-1 PhyloLLM top-1
Dolly-v2-3b Pythia-2.8b (.010) Pythia-2.8b (.010) Pythia-2.8b-deduped (.152)
Dolly-v2-7b Pythia-6.9b (.010) Pythia-2.8b-deduped (n/a) Pythia-6.9b (.010)

Dolly-v2-12b
Experiment26-7B

Pythia-12b (.010)
Jaskier-7b-dpo-v5.6 (.001)

Pythia-6.9b (n/a)
Jaskier-7b-dpo-v5.6 (.001)

Pythia-410m (n/a)
Ogno-Jaskier-merge-7b (.021)

UNA-SimpleSmaug-34b  Luminex-34B-v0.2 (< 10~7)
34b-beta

Reflection-Llama-3.1-70B Llama-3-70B-Instruct (.0055)

OpenHermes-2-Mistral-7B (n/a) Luminex-34B-v0.2 (< 1077)
UNA-SimpleSmaug-34b (.174) Luminex-34B-v0.2 (.174)
Llama-3-70B-Instruct (.0055)

Luminex-34B-v0.1 (.175)
Llama-3-70B-Instruct (.0055)

Table 7: Stability of black-box word occlusion-based
ABLE representations across non-overlapping 100-
sample subsets. Upper triangle: Pearson r; Lower
triangle: Spearman p.

S1 S2 S3 S4 Ss

S1 0987 0.990 0.99 0.991
S22 0.929 0.993 0973 0.992
S3 0929 1.000 0.983 0.994
S4  1.000 0.929 0.929 0.985
S5 0952 0952 0952 0952

We repeat the Llama-2 relationship case study
from Section 4.2. As shown in Fig. 10, the
perturbation-based representations also separate
the annotated correlated and independent models,
suggesting that the attribution-space formulation is
not tied to GI alone.

We further evaluate stability by splitting the 500
probing samples into five non-overlapping 100-
sample subsets and independently constructing
black-box ABLE representations from each sub-
set. Table 7 reports the blackbox-attribution based
ABLE:s are highly consistent, with mean Pearson
r = 0.988 and mean Spearman p = 0.952, indicat-
ing that the word-occlusion signal is stable in this
controlled setting.

G Candidate Relationship Retrieval
beyond Documentation

Our main experiments evaluate whether ABLE re-
covers documented model relationships. We addi-
tionally consider six models from our collection
whose provenance metadata were missing or incon-
sistent at the time of our audit. We also include
Reflection-Llama-3.1-70B as an external query be-
cause its reported base model had been publicly
questioned. For each query, we rank candidate
models by cosine similarity between their ABLE
embeddings and retrieve the top-ranked candidate,
excluding the query itself. We also perform re-

Table 8: Task-specific candidate selection performance
using ABLE embeddings.

Domain Benchmark NDCG@10 Pairwise Acc.
Math GSMSK 0.850 0.729
Reasoning ARC 0.972 0.790
Knowledge MMLU 0.855 0.762
Truthfulness Truthful QA 0.990 0.775

trieval using Log-Likelihood and PhyloLM fea-
tures.

For each retrieved pair with compatible param-
eter shapes, we align two-dimensional weight ten-
sors by name and shape and compute the median
layer-wise relative distance

YA l
Iy — wels
W12

“)

dye1(g, ¢) = mediang

ABLE retrieves a weight-compatible candidate
in all seven cases (Table 6). Six retrieved pairs
exhibit parameter distances characteristic of close
derivatives, while the 34b-beta case shows weaker
but nontrivial parameter-space proximity. The
output-based baselines recover the same candidate
in several cases, but also return candidates that can-
not be compared directly in parameter space. These
case studies therefore do not establish that ABLE
universally outperforms the baselines. Instead, they
show that ABLE can prioritize plausible candidates
when metadata alone is insufficient.

H Additional Capability Ranking
Analyses

We evaluate whether ABLE embeddings can sup-
port capability-oriented model ranking. First, we
consider task-specific candidate selection to con-
struct a shortlist of promising models for a target
capability before expensive fine-tuning. We eval-
uate four domains using GSM8K, ARC, MMLU,
and Truthful QA as target benchmarks. For each
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Table 9: Benchmark ranking prediction comparison using Kendall’s Tau. Higher values indicate stronger agreement

with reported benchmark-score rankings.

Method ARC HellaSwag MMLU TruthfulQA WinoGrande GSM8K Mean
PhyloLM 0.514 0.601 0.557 0.260 0.439 0.536 0.485
Log-Likelihood  0.585 0.618 0.484 0.476 0.538 0.392 0.516
ABLE 0.664 0.649 0.655 0.605 0.626 0.602 0.634

Table 10: Relation prediction performance on the L32_H4096_A32 architecture group (88 models, 50 positive pairs,

100 random negative pairs, 5 seeds).

Method Accuracy Precision Recall F1 AUC
ABLE 0.913+0.016 0.939+0.067 0.840+0.063 0.866+0.039 0.942+0.045
MoTHer 0.880+0.058 0.76340.098 0.960+0.049 0.846+0.066 0.97440.024

domain, we rank models using predictions derived
from ABLE embeddings and compare the ranking
with reported benchmark scores using NDCG@10
and pairwise ranking accuracy. As shown in Ta-
ble 8, ABLE achieves strong top-10 ranking qual-
ity, and pairwise ranking accuracy ranging from
0.729 to 0.790. These results suggest that ABLE
embeddings can serve as a lightweight signal for
preliminary task-specific candidate selection.

Second, we compare ABLE with output-based
representation baselines for benchmark ranking pre-
diction. We use Kendall’s Tau to measure agree-
ment between predicted model rankings and re-
ported benchmark-score rankings across six bench-
marks. As shown in Table 9, ABLE obtains the
highest Kendall’s Tau across all six benchmarks.

I Adaptation of Unified Topological
Signatures

Unified Topological Signatures (UTS) (Rot-
tach et al., 2025) was originally designed for
text-embedding models. To enable compari-
son with our proposed method, we adapt it to
decoder-only autoregressive LLMs. Each model
encodes the same 5,183 SciFact documents (Wad-
den et al., 2020); we mean-pool the non-padding
final-layer hidden states and L2-normalize the re-
sulting document vectors. We then apply the re-
leased implementation to obtain a 16-dimensional
UTS signature for each model. UTS is evalu-
ated using the same pair construction, RBF-SVM
classifier, and five data splits as ABLE. This is a
single-corpus adaptation rather than a direct repro-
duction of the original UTS evaluation.

J Comparison with the Parameter-Based
Baseline

To compare with parameter-based methods, we con-
duct an additional head-to-head evaluation against
MoTHer (Horwitz et al., 2025b). Since MoTHer
requires layer-wise weight matrices to have com-
patible dimensions, this comparison must be re-
stricted to models with the same architecture. We
therefore select the L.32_H4096_A32 architecture
group, which contains 88 models with 32 layers,
hidden size 4096, and 32 attention heads, including
Mistral-7B, Llama-2-7B, Llama-3-8B, CodelLlama-
7B, and their fine-tuned variants. This setting is
favorable to MoTHer because all compared models
have compatible weight shapes.

We construct a relation prediction dataset within
this architecture group. Positive pairs are collected
from known model relationships in Hugging Face
model cards, including fine-tuning, adapter, merg-
ing, and RL-related relationships. Negative pairs
are sampled from model pairs without known rela-
tionships in the same architecture group. In total,
the dataset contains 50 positive pairs and 100 neg-
ative pairs. We evaluate both methods using the
same stratified 80/20 train/test splits over 5 random
seeds. Both methods are evaluated with the same
RBF-kernel SVM classifier.

As shown in Table 10, ABLE achieves higher
accuracy, precision, and F1, while MoTHer obtains
higher recall and AUC. This shows that ABLE re-
mains competitive with a parameter-based baseline
in a same-architecture setting favorable to weight
comparison. More broadly, ABLE and MoTHer
serve different purposes. MoTHer is a specialized
parameter-based method designed for recovering
model tree relationships under compatible archi-
tectures, whereas ABLE provides a general model
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representation that can be reused across heteroge-
neous architectures and tokenizers.

K Model Selection and Model List

The model collection is a manually curated, pur-
posive sample rather than a probability sample of
the entire model ecosystem. A model was eligible
if it (1) was an open-weight, decoder-only autore-
gressive language model, and (2) had an acces-
sible checkpoint and tokenizer when the ABLE
representations were constructed. Among eligible
models, we sought broad coverage of model fam-
ilies, parameter scales, release years, and training
types, including base, instruction-tuned, merged,
and domain-adapted models. We additionally in-
cluded cohorts with documented base—derivative
relationships because they provide auditable pos-
itive examples for relation prediction. No model
was included or excluded based on its ABLE em-
bedding or downstream performance.

The resulting collection contains 239 models
from 24 families, spanning 0.07B—72B parameters
and releases from 2022 to 2025 (Table 11). Itis
not intended to be statistically representative of all
publicly released language models. The accessi-
bility and gradient requirements exclude closed-
source models and models whose checkpoints or
implementations could not be evaluated through
the common pipeline. The collection also overrep-
resents widely available families, common param-
eter scales, and models with documented deriva-
tion histories. Consequently, aggregate patterns in
the model atlas should be interpreted as properties
of this curated collection rather than estimates of
model prevalence in the broader ecosystem.
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Table 11: Complete list of models included in this study.

Model Name Size Model Type Downloads
01-ai/Yi-34B-Chat 34B Llama 30,397
01-ai/Yi-6B 6B Llama 16,054
01-ai/Yi-6B-200K 6B Llama 18,155
abocide/Qwen2.5-7B-Instruct-R 1-forfinance 7B Qwen2 529
AdaptLLM/medicine-chat 6.57B Llama 1,244
AdaptLLM/medicine-LLM 6.57B Llama 168
AdaptLLM/medicine-LLM-13B 13B Llama 34
allenai/tulu-2-dpo-70b 70B Llama 2,543
Arc53/docsgpt-7b-mistral 7B Mistral 89
augmxnt/shisa-base-7b-v1 7B Mistral 1,041
bardsai/jaskier-7b-dpo-v5.6 7B Mistral 159
berkeley-nest/Starling-LM-7B-alpha 7B Mistral 1,493
bigcode/octocoder 15.5B Other 148
bigscience/bloom-1b1 1.1B Bloom 6,749
bigscience/bloom-1b7 1.7B Bloom 28,490
bigscience/bloom-3b 3B Bloom 8,904
bigscience/bloom-560m 0.56B Bloom 112,394
bigscience/bloom-7b1 7B Bloom 11,136
bigscience/bloomz-3b 3B Bloom 4,235
bigscience/bloomz-560m 0.56B Bloom 846,321
bigscience/bloomz-7b1 7B Bloom 5,299
Biomimicry-AI/ANIMA-Nectar-v2 6.57B Mistral 975
BioMistral/BioMistral-7B 7B Mistral 120,331
BioMistral/BioMistral-7B-DARE 7B Mistral 1,904
bxod/Llama-3.2-1B-Instruct-uz 1B Llama 35
CausalLM/34b-beta 34B Llama 8,349
cerebras/Cerebras-GPT-1.3B 1.3B GPT-2 1,266
cerebras/Cerebras-GPT-111M 0.11B GPT-2 4,694
cerebras/Cerebras-GPT-2.7B 2.7B GPT-2 977
cerebras/Cerebras-GPT-256M 0.26B GPT-2 1,185
cerebras/Cerebras-GPT-590M 0.59B GPT-2 1,088
cerebras/Cerebras-GPT-6.7B 6.7B GPT-2 943
cloudyu/Mixtral_11Bx2_MoE_19B 19B Mixtral 920
codefuse-ai/CodeFuse-DeepSeek-33B 33B Llama 127
codellama/CodeLlama-13b-Instruct-hf 13B Llama 19,108
codellama/CodeLlama-34b-Instruct-hf 34B Llama 20,472
codellama/CodeLlama-7b-hf 7B Llama 53,172
cognitivecomputations/yayi2-30b-llama 30B Llama 52
continuedev/instinct 4.86B Qwen2 241
ConvexAl/Luminex-34B-v0.1 34B Llama 7,565
ConvexAl/Luminex-34B-v0.2 34B Llama 7,640
CorticalStack/pastiche-crown-clown-7b-dare-dpo 7B Mistral 71
CultriX/Neural Trix-bf16 6.57B Mistral 74
databricks/dolly-v2-12b 11.58B GPT-NeoX 3,047
databricks/dolly-v2-3b 3B GPT-NeoX -
databricks/dolly-v2-7b 7B GPT-NeoX -
davanstrien/query-gen 8B Llama 56
DeepHat/DeepHat-V1-7B 7B Qwen2 1,599
deepseek-ai/deepseek-coder-1.3b-base 1.3B Llama 21,029
deepseek-ai/deepseek-coder-6.7b-instruct 6.7B Llama 44,962
deepseek-ai/deepseek-1lm-67b-chat 67B Llama 1,815
deepseek-ai/deepseek-math-7b-instruct 7B Llama 5,002
dfurman/HermesBagel-34B-v0.1 34B Llama 96
EleutherAl/gpt-neo-1.3B 1.3B GPT-Neo 28,899
EleutherAl/gpt-neo-125m 0.12B GPT-Neo 111,607
EleutherAl/gpt-neo-2.7B 2.7B GPT-Neo 16,759
EleutherAl/llemma_34b 34B Llama 232
EleutherAl/llemma_7b 7B Llama 820
EleutherAl/pythia-1.4b 1.4B GPT-NeoX 18,921
EleutherAl/pythia-1.4b-deduped 1.4B GPT-NeoX 8,043
EleutherAl/pythia-12b 12B GPT-NeoX 15,377
EleutherAl/pythia-160m 0.16B GPT-NeoX 89,343
EleutherAl/pythia-1b-deduped 1B GPT-NeoX 9,688

continued on next page
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continued from previous page

Model Name Size Model Type Downloads
EleutherAl/pythia-2.8b 2.8B GPT-NeoX 23,704
EleutherAl/pythia-2.8b-deduped 2.8B GPT-NeoX 7,199
EleutherAl/pythia-410m 0.41B GPT-NeoX 43,070
EleutherAl/pythia-6.9b 6.9B GPT-NeoX 17,578
EleutherAl/pythia-70m 0.07B GPT-NeoX 137,323
eren23/ogno-monarch-jaskier-merge-7b-OH-PREF- 7B Mistral 71
DPO

facebook/opt-1.3b 1.3B OPT 351,633
facebook/opt-125m 0.12B OPT 4,242,012
facebook/opt-13b 13B OPT 9,457
facebook/opt-2.7b 2.7B OPT 14,711
facebook/opt-350m 0.35B OPT 100,491
facebook/opt-6.7b 6.7B OPT 16,057
fblgit/UNA-SimpleSmaug-34b-v1beta 34B Llama 7,579
FelixChao/llama2-13b-math1.2 13B Llama 1,093
FelixChao/Scorpio-7B 7B Mistral 58
FelixChao/vicuna-7B-chemical 7B Llama 1,086
FelixChao/vicuna-7B-physics 7B Llama 1,089
golaxy/gowizardlm 6.72B Llama 950
google/codegemma-1.1-7b-it 7B Gemma 150
google/codegemma-2b 2B Gemma 2,143
google/codegemma-7b 7B Gemma 2,006
google/gemma-2b 2B Gemma 180,941
google/gemma-2b-it 2B Gemma 59,882
google/gemma-7b 7B Gemma 54,233
google/gemma-7b-it 7B Gemma 108,191
Harshvir/Llama-2-7B-physics 7B Llama 1,024
HuggingFaceH4/zephyr-7b-alpha 7B Mistral 1,817
HuggingFaceH4/zephyr-7b-beta 7B Mistral 75,649
ibivibiv/alpaca-dragon-72b-v1 72B Llama 877
Imran1/MedChat3.5 7B Mistral 37
inflatebot/MN-12B-Mag-Mell-R1 12B Mistral 429
Intel/neural-chat-7b-v3-3 7B Mistral 31,866
janhg/Jan-v1-4B 4B Qwen3 1,350
janhg/Jan-v1-edge 1.72B Qwen3 51
jiawei-ucas/Qwen-2.5-7B-ConsistentChat 7B Qwen2 16
kamrr/llama-3-8b_dolly_lora 8B Llama 44
kevin009/1lamaR AGdrama 6.57B Mistral 809
kloodia/alpaca 8B Llama 82
kloodia/lora-8b-alpaca-french 8B Llama 87
kloodia/lora-8b-bio 8B Llama 101
kloodia/lora-8b-code 8B Llama 133
kloodia/lora-8b-math 8B Llama 93
kloodia/lora-8b-medic 8B Llama 109
kloodia/lora-8b-physic 8B Llama 123
kyujinpy/Sakura-SOLRCA-Math-Instruct-DPO-v1 9.79B Llama 1,008
LLM360/Amber 7B Llama 3,443
Imsys/vicuna-13b-v1.5 13B Llama 116,184
Imsys/vicuna-13b-v1.5-16k 13B Llama 10,289
Imsys/vicuna-33b-v1.3 33B Llama 1,403
Imsys/vicuna-7b-v1.1 7B Llama 2,310
Imsys/vicuna-7b-v1.5 7B Llama 162,278
Imsys/vicuna-7b-v1.5-16k 7B Llama 4,445
MaziyarPanahi/WizardLM-Math-70B-vO0.1 70B Llama 76
meta-llama/Llama-2-13b-chat-hf 13B Llama 209,634
meta-llama/Llama-2-70b-chat-hf 70B Llama 8,026
meta-llama/Llama-2-7b-chat-hf 7B Llama 325,422
meta-llama/Llama-2-7b-hf 7B Llama 599,490
meta-llama/Llama-3.1-8B-Instruct 8B Llama 10,639,638
meta-llama/LlamaGuard-7b 7B Llama 1,720
meta-llama/Meta-Llama-3-70B 70B Llama 480,747
meta-llama/Meta-Llama-3-70B-Instruct 70B Llama 56,883
meta-llama/Meta-Llama-3-8B 8B Llama 2,236,547
meta-llama/Meta-Llama-3-8B-Instruct 8B Llama 1,531,726
meta-llama/Meta-Llama-Guard-2-8B 8B Llama 15,469
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meta-math/MetaMath-Llemma-7B 7B Llama 1,033
meta-math/MetaMath-Mistral-7B 7B Mistral 2,201
microsoft/MediPhi-Instruct 3.72B Phi-3 2,007
microsoft/Orca-2-13b 13B Llama 10,627
microsoft/Orca-2-7b 7B Llama 9,125
microsoft/phi-1_5 1.5B Phi 46,747
microsoft/phi-2 2.65B Phi 1,071,489
microsoft/Phi-3.5-mini-instruct 3.72B Phi-3 335,634
mistralai/Mistral-7B-Instruct-v0.1 7B Mistral 491,519
mistralai/Mistral-7B-v0.1 7B Mistral 355,407
mlabonne/AlphaMonarch-7B 7B Mistral 12,378
mlabonne/NeuralHermes-2.5-Mistral-7B 7B Mistral 105
mosaicml/mpt-30b-instruct 30B MPT 2,646
mosaicml/mpt-7b 7B MPT -
mosaicml/mpt-7b-8k 7B MPT -
mosaicml/mpt-7b-8k-chat 7B MPT -
mosaicml/mpt-7b-chat 7B MPT 81,083
mosaicml/mpt-7b-instruct 7B MPT -
Neko-Institute-of-Science/metharme-7b 7B Llama 1,061
Neko-Institute-of-Science/pygmalion-7b 7B Llama 1,102
neovalle/H4rmoniousAnthea 7B Mistral 87
Nexusflow/Starling-LM-7B-beta 7B Mistral 1,434
nomic-ai/gpt4all-13b-snoozy 13B Llama 1,012
NousResearch/Hermes-4-14B 14B Qwen3 5,100
NousResearch/Nous-Hermes-13b 13B Llama 1,330
NousResearch/Nous-Hermes-2-Yi-34B 34B Llama 7,907
NousResearch/Nous-Hermes-llama-2-7b 7B Llama 1,253
OpenAssistant/oasst-sft-4-pythia-12b-epoch-3.5 12B GPT-NeoX 1,519
OpenBuddy/openbuddy-codellama2-34b-v11.1-bf16 34B Llama 1,143
openchat/openchat-3.5-0106 6.57B Mistral 11,448
openchat/openchat_3.5 6.57B Mistral 2,622
openlm-research/open_llama_7b 7B Llama 18,239
pbevan11/llama-3-8b-ocr-correction 8B Llama 64
PharMolix/BioMedGPT-LM-7B 7B Llama 578
Plaban81/Moe-4x7b-math-reason-code 7B Mixtral 67
prithivMLmods/rStar-Coder-Qwen3-0.6B 0.6B Qwen3 21
project-baize/baize-v2-13b 13B Llama 1,379
Q-bert/Optimus-7B 7B Mistral 1,106
Qwen/Qwenl.5-0.5B 0.5B Qwen2 46,541
Qwen/Qwen1.5-0.5B-Chat 0.5B Qwen2 57,690
Qwen/Qwenl.5-1.8B 1.8B Qwen2 17,565
Qwen/Qwenl.5-1.8B-Chat 1.8B Qwen2 89,028
Qwen/Qwenl.5-14B 14B Qwen2 50,314
Qwen/Qwenl.5-14B-Chat 14B Qwen2 15,409
Qwen/Qwenl.5-32B 32B Qwen2 11,415
Qwen/Qwenl.5-32B-Chat 32B Qwen2 38,786
Qwen/Qwenl.5-4B 4B Qwen2 13,977
Qwen/Qwenl.5-4B-Chat 4B Qwen2 17,665
Qwen/Qwenl.5-7B 7B Qwen2 70,483
Qwen/Qwenl.5-7B-Chat 7B Qwen2 16,435
Qwen/Qwen2-0.5B 0.5B Qwen2 329,782
Qwen/Qwen2-1.5B 1.5B Qwen2 212,957
Qwen/Qwen2.5-0.5B-Instruct 0.5B Qwen2 2,456,001
Qwen/Qwen2.5-1.5B 1.5B Qwen2 504,513
Qwen/Qwen2.5-1.5B-Instruct 1.5B Qwen2 4,990,149
Qwen/Qwen2.5-7B 7B Qwen2 821,385
Qwen/Qwen2.5-7B-Instruct 7B Qwen2 6,379,230
Qwen/Qwen2.5-Coder-7B 7B Qwen2 91,843
Qwen/Qwen2.5-Coder-7B-Instruct 7B Qwen2 553,942
Qwen/Qwen3-0.6B 0.6B Qwen3 8,292,645
Qwen/Qwen3-0.6B-Base 0.6B Qwen3 161,046
Qwen/Qwen3-1.7B 1.7B Qwen3 5,473,707
Qwen/Qwen3-14B 14B Qwen3 686,547
Qwen/Qwen3-4B 4B Qwen3 3,966,909
Qwen/Qwen3-4B-Instruct-2507 4B Qwen3 4,166,985
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Qwen/Qwen3-4B-Thinking-2507 4B Qwen3 501,267
Qwen/Qwen3-8B 8B Qwen3 4,376,885
rishiraj/CatPPT-base 6.57B Mistral 3,740
rubenamtz0/llama-3-8b-lora-law2entity 8B Llama 47
sail/Sailor-7B 7B Qwen2 100
scb10x/typhoon-7b 7B Mistral 36,854
SciPhi/SciPhi-Mistral-7B-32k 7B Mistral 1,098
SciPhi/SciPhi-Self-RAG-Mistral-7B-32k 7B Mistral 1,241
shleeeee/mistral-ko-tech-science-v1 6.57B Mistral 13
stabilityai/stable-code-3b 3B StableLM 3,617
stabilityai/stablelm-2-1_6b 6B StableLM 1,829
stabilityai/stablelm-3b-4elt 3B StableLM 18,150
stabilityai/stablelm-base-alpha-3b 3B GPT-NeoX 2,084
stabilityai/stablelm-base-alpha-7b 7B GPT-NeoX 1,980
stabilityai/stablelm-tuned-alpha-3b 3B GPT-NeoX 2,124
stabilityai/stablelm-tuned-alpha-7b 7B GPT-NeoX 2,393
stabilityai/stablelm-zephyr-3b 3B StableLM 9,110
SUSTech/SUS-Chat-34B 34B Llama 998
teknium/OpenHermes-2-Mistral-7B 7B Mistral 402
teknium/OpenHermes-2.5-Mistral-7B 7B Mistral 202,048
tenyx/TenyxChat-7B-v1 7B Mistral 889
Tesslate/UIGEN-X-4B-0729 4B Qwen3 30
Tesslate/ WEBGEN-4B-Preview 4B Qwen3 55
TheBloke/koala-13B-HF 13B Llama 1,469
TheBloke/tulu-30B-fp16 30B Llama 1,174
theprint/TiTan-Qwen2.5-0.5B 0.5B Qwen2 -
TigerResearch/tigerbot-13b-base 13B Llama 54
TigerResearch/tigerbot-7b-base-v1 7B Bloom 18
TigerResearch/tigerbot-7b-base-v2 7B Bloom 39
TigerResearch/tigerbot-7b-sft-v1 7B Bloom 47
TigerResearch/tigerbot-7b-sft-v2 7B Bloom 32
tiiuae/falcon-40b-instruct 40B Falcon 50,635
tiiuae/falcon-7b 7B Falcon 64,169
tiiuae/falcon-7b-instruct 7B Falcon 52,800
tiiuae/falcon-rw-1b 1B Falcon 6,477
tomg-group-umd/DynaGuard-8B 8B Qwen3 124
upstage/SOLAR-10.7B-Instruct-v1.0 10.7B Llama 28,257
venetis/llama3-8b-hermes-sandals-100 8B Llama 52
VinitT/Sanskrit-llama 8B Llama 64
Vortex5/Lunar-Nexus-12B 12B Mistral 19
Vortex5/Moonlit-Shadow-12B 12B Mistral 14
WizardLM/WizardLM-70B-V1.0 70B Llama 17,901
worldboss/llama-3-8b-axolotl-fine-tune-qlora 8B Llama 70
Writer/palmyra-med-20b 20B GPT-2 1,153
yahma/llama-7b-hf 7B Llama 4,983
yam-peleg/Experiment26-7B 7B Mistral 173
zhengr/MixTAO-7Bx2-MoE-v8.1 6.57B Mixtral 19,428
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