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Abstract

Mixture-of-Experts (MoE) models enable ef-
ficient scaling, but training them from scratch
remains prohibitively expensive. MoE upcy-
cling mitigates this cost by converting pre-
trained dense models into sparse MoE models.
However, existing upcycling methods typically
rely on large-scale continued training and often
perform poorly under data-constrained super-
vised adaptation, due to either homogeneous
experts or overly disruptive perturbations to
pretrained parameters. In this setting, effec-
tive upcycling must leverage pretrained weight
structure while introducing sufficient diversity
among routed experts. To this end, we propose
SVD-Partitioned Residual Initialization (SPRI),
which distributes SVD-partitioned residuals de-
rived from pretrained feed-forward network
(FFN) weights across routed experts, introduc-
ing controlled expert diversity grounded in pre-
trained spectral structure. We further introduce
a two-stage training strategy to improve adap-
tation stability. We evaluate SPRI on multi-
lingual speech-to-text translation, where lim-
ited supervised data challenges MoE upcycling
and multiple target languages provide natural
routing heterogeneity. On CoVoST2 across
15 En-to-X directions, SPRI improves average
BLEU and COMET over fully fine-tuned dense
models by 2.58 and 3.32 points, respectively,
and outperforms the strongest prior MoE upcy-
cling method by 2.44 BLEU and 3.21 COMET
points. Our code is publicly available at https:
//github.com/shanweiqiao/SPRI.

1 Introduction

Large language models (LLMs) with Mixture-of-
Experts (MoE) architectures have emerged as a
practical paradigm for scaling model capacity with-
out proportionally increasing per-token computa-
tion, by activating only a sparse subset of param-
eters for each input (Jiang et al., 2024; Dai et al.,
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Figure 1: Overview of SVD-Partitioned Residual Initial-
ization (SPRI). Compared with conventional upcycling
methods that duplicate FEN weights or add unstructured
perturbations, SPRI assigns structured spectral residuals
to routed experts, yielding controlled expert diversity
grounded in pretrained weight structure.

|

2024; Muennighoff et al., 2025). However, training
MOoE models from scratch remains prohibitively
expensive. MoE upcycling offers a more efficient
alternative by converting a pretrained dense model
into a sparse MoE model, thereby reusing dense
pretrained knowledge as a strong initialization for
expert-based scaling (Komatsuzaki et al., 2022; He
et al., 2024).

Most existing MoE upcycling methods initialize
each MoE layer by duplicating the feed-forward
network (FFN) of the corresponding dense Trans-
former block across multiple routed experts (Ko-
matsuzaki et al., 2022; He et al., 2024). Recent
open-source MoE models further introduce random
perturbations or partial re-initialization to break ex-
pert symmetry and encourage specialization (Yang
et al., 2024; Muennighoff et al., 2025; Nakamura
etal., 2025). However, these strategies are typically
paired with large-scale continued pretraining, often
involving hundreds of billions or even trillions of
tokens. This leaves an important question underex-
plored: can MoE upcycling still provide effective
capacity expansion when only limited adaptation
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data is available?

In this limited-data regime, effective MoE up-
cycling requires more than parameter reuse: it
must leverage the internal structure of pretrained
FFN weights to create diverse yet well-grounded
routed experts. Directly copying the dense FFN
provides a conservative initialization from the pre-
trained model, but produces nearly identical ex-
perts and limits the benefit of sparse expert model-
ing (Nakamura et al., 2025). As we show empiri-
cally, perturbation-based strategies can introduce
expert diversity, but their unstructured modifica-
tions often make optimization less reliable in the
absence of large-scale continued pretraining. Thus,
the key challenge is to construct expert heterogene-
ity from the pretrained model itself, rather than
relying on unstructured perturbations.

To address this challenge, we propose SVD-
Partitioned Residual Initialization (SPRI), an
MoE upcycling method based on singular value de-
composition (SVD). SPRI decomposes pretrained
FFN weights and assigns structured spectral resid-
uals from distinct subspaces to different routed ex-
perts. This produces bounded and interpretable
expert variation while keeping the dense FFN as a
functional anchor. We further introduce a two-stage
training strategy that first adapts only the residual
components and then finetunes all routed expert
parameters, making MoE upcycling more stable
under limited data.

We evaluate SPRI on multilingual speech-to-text
translation (S2TT), a practical setting where addi-
tional expert capacity is desirable but large-scale
continued pretraining is often infeasible. Multi-
lingual translation benefits from expert special-
ization across languages and language pairs (Gu
et al., 2018; Kudugunta et al., 2021; Zhao et al.,
2024), while supervised speech-translation data re-
mains substantially smaller than typical continued-
pretraining corpora (Wang et al., 2020, 2021). On
15 English-to-X directions in CoVoST2, SPRI im-
proves over fully fine-tuned dense models by 2.58
BLEU and 3.32 COMET points on average, and
further outperforms the prior best MoE upcycling
baseline by 2.44 BLEU and 3.21 COMET points.

2 Method

2.1 Mixture of Experts

Sparse MoE layers route each token to a small
subset of experts. Formally, given an input x € RY,
each expert E; in an MoE layer is implemented as

a gated MLP:

E;(x) = WPown (a (WSatex) @ W}Jpx) :
ey
where © denotes element-wise multiplication and
o(-) is the activation function.
At layer [, the router assigns each token to

the routed experts and activates the Top-k experts
among F routed experts, where k < E:

I . l .
g'(x) = Softmax <{(Wrouterx)z}iesi(x)> ’
Sé(X) = TOPK <W£outerx7 k) : (2)

Following recent MoE architectures, which intro-
duce shared experts that are always activated (Dai
et al., 2024; DeepSeek-Al, 2024), the MoE layer is
then computed as:

MOEZ(X) = Z gi(X)Ei(X) + Eéhared(x)‘

1€S ,i (x)
(3)
2.2 Preliminary Analysis of MoE Upcycling
Strategies

We first review conventional MoE upcycling strate-
gies and formulate them under a unified notation.

Naive Upcycling. Naive upcycling (Komatsuzaki
et al., 2022; He et al., 2024) converts a pretrained
dense model into a sparse MoE model by initializ-
ing all routed experts with the original dense ML.P
module and randomly initializing the router. For
each expert i € {1,..., E'} in naive upcycling, the
initialization is:

Wz(.) = Wl(\'/I)LPv “)
where () € {Gate, Up, Down}.

Noise Upcycling. Noise upcycling (Yang et al.,
2024)! breaks the symmetry among duplicated ex-
perts by adding random perturbations to a subset
of copied weights. For each expert ¢, the initialized
weight matrix is:

wl—wl o +a-MN e, ©

(2
where Ml(.') is a binary mask indicating the copied
parameters, and each entry of el(-')
sampled from N(0, 02).

is independently

'Since the Qwen?2 technical report does not fully spec-
ify the perturbation procedure, we follow the descriptions
in (Muennighoff et al., 2025; Nakamura et al., 2025).
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Figure 2: Pipeline of SVD-Partitioned Residual Upcycling. The shared expert copies the dense MLP to preserve
pretrained behavior, while routed experts receive norm-controlled residual down projections constructed from

disjoint SVD partitions.

Drop Upcycling. Drop upcycling (Nakamura
et al., 2025) promotes expert diversity by partially
reinitializing the MLP parameters of duplicated
experts. It randomly selects a subset of indices
along the intermediate dimension for each copied
expert and reinitializes the corresponding rows or
columns of the MLP weight matrices, while leaving
the remaining parameters unchanged:

wo =MV owy,+MYoRY, (6

where ME') denotes a structured binary mask in-
duced by the selected intermediate dimensions,

M) =

() s
i 1 — M, is its complementary mask, and

Rg') denotes newly initialized parameters.

Branch-Train-MiX (BTX). BTX (Sukhbaatar
et al., 2024) first trains multiple dense models on
different domain-specific datasets and then merges
their MLP module as routed experts, while averag-
ing the remaining shared parameters:

W =W, 7

where Wl(\}[)LP ; denotes the corresponding MLP
weight from the ¢-th branch-trained dense model.

Method | KL | Diversity t BLEU 1
Dense FT 0 - 19.66
Naive Upcycling | 1.64 0.01% 17.19
Noise Upcycling | 1.64 2% 18.36
Drop Upcycling 4.93 99.99% 18.85
SPRI (ours) 0.12 88.02% 22.24

Table 1: Preservation and diversity comparison across
MOoE upcycling methods. Dense FT denotes the fully
fine-tuned dense model. KL measures the output-
distribution deviation between each upcycled model
and the original dense model, diversity measures the
discrepancy among routed experts, and BLEU denotes
the average BLEU score across 15 En— XX translation
directions. Statistical details in Appendix A.1.

Preservation and Diversity Analysis. We ana-
lyze how initialization impacts knowledge preser-
vation and expert diversity in MoE upcycling.?

As shown in Table 1, MoE architectures with
higher diversity generally achieve higher BLEU
scores, suggesting that expert diversity is bene-
ficial for MoE architectures in our experimental
setting. However, diversity alone is insufficient.

’BTX and Cluster-Aware Upcycling are excluded because
both require additional data-dependent training or calibration
beyond direct single-model upcycling, making their preserva-
tion/diversity statistics not directly comparable.
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All direct MoE upcycling baselines included in
this analysis underperform the fully fine-tuned
dense model while exhibiting larger output KL di-
vergence. This indicates that, when large-scale
continued-pretraining data is unavailable, effective
MoE upcycling should introduce expert diversity
while preserving the original dense model behavior
as much as possible.

2.3 SVD-Partitioned Residual Upcycling

Motivated by the above analysis, we propose SPRI,
which follows a dense-anchored residual design.
The shared expert preserves the pretrained dense
MLP module, while routed experts introduce small,
structured residual corrections. This design sep-
arates knowledge preservation from expert diver-
sification, allowing the initialized MoE to remain
close to the dense model while providing diversity
among routed experts.

Instead of copying or perturbing the full MLP
parameters for each routed expert, our default for-
mulation copies the gate and up projections to pre-
serve the dense nonlinear feature transformation
and introduces expert-specific differences through
small SVD-partitioned residuals in the down projec-
tion. By controlling the residual magnitude, routed
experts start as weak but structured corrections.

Dense-anchored shared expert. In a specific
MOoE layer, the shared expert provides the anchor
by fully copying the pretrained dense MLP module:

Woitarea = Wiip: (®)
where (-) € {Gate, Up, Down}.

SVD-partitioned routed residuals. In each
routed expert, the gate and up projections are ini-
tialized as:

Gate) (Gate)
W, = Wurp

)

w WP =1 B (9

7

The down projection is then used to introduce
structured diversity among routed experts. Specifi-
cally, let the dense down-projection matrix be de-
composed by singular value decomposition:

WD) — U diag(s)V', (10)

where s = (s1, ..., s,) contains the singular values
in descending order. We use the routing Top-k as
the expert group size and set the number of residual
groups to G = E/k. For expert i, we denote its

group assignment by g(i) = [i/k], where i €
{1,...,E}and g(i) € {1,...,G}.

Each group is associated with one spectral
residual matrix. Specifically, we split the or-
dered singular-component indices {1, ...,r} into
G contiguous blocks {Ig}gzl. For group g €
{1,...,G}, the corresponding residual matrix is
reconstructed as:

RéDown) =UL1, diag((sj)jezg)v[—zlg]. an

The down projection of routed expert i €
{1,..., E} is initialized from the residual matrix
of its group:

WEDOWH) = Oég(i)R;I(j;;WH) + €5,
where €; is a small expert-specific perturbation that
breaks symmetry among experts in the same group.

Because groups containing larger singular values
tend to yield residual matrices Ré]();))wn) with larger
Frobenius norms, we introduce a group-wise scal-
ing coefficient to renormalize each residual matrix:

(12)

Down
_ P HWI(\/ILP )

g =
H RgDown)

E (13)
+6
'

(0}

where p controls the relative magnitude of each
routed residual and § is a small constant for numer-
ical stability. A small p makes the initial MoE rely
primarily on the shared expert as the preservation
anchor.

Residual MoE interpretation. As a result, the
initialized MoE layer can be viewed as the pre-
trained dense FFN plus a small routed residual
term:

SPRI'(x) = Elarea(®) + D gi(x)AE(x)

iES,lC(x)
1 Dow
AEL(x) = WP 5(x).

Gate U
2(x) = o (Wiin"x) © WiiRix.

(14)

2.4 Training Strategy

Two-stage training. After initialization, we ap-
ply a two-stage update schedule to routed experts,
to exploit the expert diversity.
During the first 77" training steps,
(Down)y :
{W, i—, and the router are updated, while
the copied gate and up projections are frozen. Af-
terward, {W (9 W (UP) yy Doy E 4o op.
timized jointly with the router. Here, 7' is the total
number of training steps and 7 is the freezing ratio.

only
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Training objective. We train all MoE models
with the standard MoE training objective, consist-
ing of the task cross-entropy loss and the auxiliary
routing losses commonly used in sparse MoE mod-
els (Fedus et al., 2022; Zoph et al., 2022). The final
objective is
L= Lok + AbLlw + ALz, (15)
where Lcg is the task cross-entropy loss, Ly, is
load-balancing loss which encourages balanced ex-
pert utilization, and £, is z-loss which regularizes
router logits for stable training. The coefficients Ay,
and A, control the strengths of the corresponding
auxiliary losses.

3 Experimental Setups

3.1 Datasets and Evaluation Metrics

We train our method on the S2TT task using
the CoVoST2 (Wang et al., 2020) and Europarl-
ST (Iranzo-Séanchez et al., 2020), both large-scale
multilingual speech translation datasets. We focus
on the English-to-X setting to prevent the capabil-
ity of the audio encoder from interfering with our
experiments. We evaluate on all 15 target-language
directions in the CoVoST2 dataset. After prepro-
cessing, the training split contains about 6.9k hours
of speech.

We evaluate our method on CoVoST2. We report
translation quality using sacreBLEU (Post, 2018)
and COMET (Rei et al., 2020). We follow the eval-
uation setting of Qwen2-Audio (Chu et al., 2024)
to compute all BLEU scores. For COMET, we
use the Unbabel/wmt22-comet-da®. Additional
details on preprocessing, data loading, and evalua-
tion settings are provided in Appendix A.2.

3.2 Model Architecture

We conduct our main experiments using Qwen3-
ASR-0.6B (Shi et al., 2026), which consists of an
acoustic encoder, a lightweight adapter that aligns
acoustic features with the textual embedding space,
and a decoder-only language model. We choose
Qwen3-ASR-0.6B as the dense checkpoint and
study its upcycling under a supervised adaptation
budget, rather than relying on large-scale continued
pretraining. To construct sparse MoE variants, we
convert the dense FFN modules in the language de-
coder into MoE layers at a regular interval of every
four decoder layers. Each MoE layer contains 8

3https://huggingface.co/Unbabel/wmt22-comet-da

routed experts and 1 shared expert, and activates the
Top-2 routed experts per token during both training
and inference. For all MoE upcycling methods, we
use the same shared-expert configuration, where
the shared expert is initialized by copying the corre-
sponding dense FFN. Different upcycling methods
mainly differ in how they initialize the routed ex-
perts.

3.3 Training

During training, we keep all audio inputs resampled
to 16 kHz and set the maximum sequence length to
768. We train each model for 1 epoch with a global
batch size of 1024. Optimization is performed with
AdamW using a peak learning rate of 2 x 107>, a
linear learning rate schedule, and a warmup ratio
of 0.02 with bf16 precision.

For MoE models, we use the same router regu-
larization losses, with \j, = 1072 and A\, = 1073.

For SPRI, unless otherwise specified, we apply
the two-stage training strategy described in Sec-
tion 2.4 with a freezing ratio of 7 = 0.1, and set
p = 1073, 5 = 10~'2. All experiments are con-
ducted using 8 NVIDIA H800 GPUs with 80GB
memory each.

4 Results

4.1 Main Results

Table 2 reports the main results on CoVoST2
English-to-X S2TT dataset. Conventional MoE
upcycling baselines fail to consistently benefit
from the increased parameter count in the data-
constrained setting. Although these methods ex-
pand the model from 0.7B to 1.3B parameters,
Naive, Drop, Noise, and BTX Upcycling all un-
derperform Dense FT on average. This suggests
that effective upcycling requires more than directly
reusing or perturbing dense FFN parameters.

Among conventional upcycling methods, Drop
and Noise improve over Naive Upcycling, indicat-
ing that expert diversity is more useful than homo-
geneous expert duplication. However, their perfor-
mance remains below Dense FT, showing that un-
structured perturbations are insufficient for reliable
expert specialization. BTX also fails to close this
gap, suggesting that decoupling expert construction
from router adaptation is less effective than jointly
optimizing routed experts and the router.

SPRI consistently outperforms all baselines.
With two-stage training, it achieves 78.42 COMET
and 22.24 BLEU, improving over Dense FT by
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Model Param Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Dense FT 0.7B 77.28 12.46 75.43 8.79 86.01 30.36 68.82 14.69 66.12 10.27 68.94 11.17 65.38 10.67 80.75 28.52
LoRA 0.4B 74.89 11.02 79.20 10.95 84.73 28.93 68.86 14.83 69.31 11.77 71.05 12.53 67.09 10.68 78.25 24.92
Naive Upcycling | 1.3B 73.94 1036 75.18 8.33 84.41 28.35 65.51 12.43 64.18 8.85 68.01 10.55 62.47 8.56 77.99 24.60
Drop Upcycling 1.3B 75.94 11.56  74.60 8.46 85.34 29.14  67.63 14.26 65.28 9.81 67.35 10.41 64.29 10.17 79.45 2723
Noise Upcycling | 1.3B 75.37 10.98 73.87 8.11 85.12 28.77 66.91 13.63 64.51 9.53 66.76 10.18 63.38 9.92 78.89 26.58
BTX 1.3B 74.58 10.88 72.93 7.75 84.80 28.35 66.09 13.60  64.33 9.64 66.56 10.09 63.08 10.28 78.47 26.39
Cluster-Aware 1.3B 76.88 12.43 76.03 9.16 85.86 3026 69.11 14.89 6691 10.70 68.99 11.28 65.79 11.15 80.25 28.01
SPRI 1.3B 78.51 13.58 78.93 11.02 86.24 30.69 72.58 17.66 71.05 12.98 72.26 1324 70.71 13.62 80.98 29.04
SPRI (two-stage) | 1.3B 78.85 13.83  79.80 11,52 86.28  30.80  74.25 19.13 7345 14.20 73.08 1375 71.90 1414  81.03 29.16
Model Param Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU | COMET BLEU
Dense FT 0.7B 84.40 4242  67.62 4.37 76.58  26.71 67.82 16.40  75.36 2626 80.07 18.41 8592 3342 75.10 19.66
LoRA 0.4B 82.82 3876  74.24 7.11 73.38 23.05 70.73 1842 7442 25.49 79.06 17.32 82.73 27.97 75.38 18.92
Naive Upcycling | 1.3B 82.44 37.81 68.01 4.48 72.58 22.46 64.93 13.48 7250 2280  78.89 17.07 82.53 2774 7291 17.19
Drop Upcycling 1.3B 83.84  40.88 67.54 4.52 7432 2514 67.47 1620 7451 25.61 78.82 17.25 84.87 32.08 74.08 18.85
Noise Upcycling | 1.3B 83.58 4040  66.64 4.22 7352 2459 66.82 15.71 73.84 24.73 78.50 16.64  84.55 31.37 73.48 18.36
BTX 1.3B 83.17 39.69  66.70 4.31 7322 2446 66.78 15.63 73.55 2470  77.88 16.53 84.13 31.38 73.09 18.24
Cluster-Aware 1.3B 84.08 4192  69.03 5.03 7574 2640 68.75 17.54  75.54 2696  79.73 18.09 85.48 33.17 75.21 19.80
SPRI 1.3B 84.56  42.85 73.77 7.11 7172 28.15 7336 2222 77.10  29.30 80.41 18.80  86.12 33.89 77.62 21.61
SPRI (two-stage) | 1.3B 84.57 43.04 7557 7.94 7798 2852  75.05 2406  77.81 3042 80.46 19.03 86.26  34.14 78.42 22.24

Table 2: Results on CoVoST2 English-to-X speech-to-text translation. We report COMET and sacreBLEU for each
target language and their average over 15 directions. Dense FT denotes the fully fine-tuned dense model.

+3.32 COMET and +2.58 BLEU. Compared with
Cluster-Aware Upcycling, the strongest prior up-
cycling baseline, SPRI further improves by +3.21
COMET and +2.44 BLEU. The single-stage vari-
ant also outperforms all baselines, indicating that
the main gain comes from SVD-partitioned resid-
ual initialization, while two-stage training further
improves performance. These results demonstrate
that SPRI better balances pretrained knowledge
preservation and expert diversification than homo-
geneous copying or unstructured perturbations.

SPRI improves across all 15 translation direc-
tions, with smaller gains on high-resource lan-
guages such as Zh, De, and Ja. We conjecture
that the pretrained dense model has already learned
strong representations for these languages from
higher-resource pretraining data, so the CoVoST2
fine-tuning signal provides relatively limited ad-
ditional benefit. The degradation of conventional
upcycling methods on these directions is consistent
with this view: when the dense initialization is al-
ready strong, disrupting pretrained knowledge can
be more harmful than the capacity gain from MoE
upcycling.

To further verify the effectiveness of SPRI, we
conduct a series of controlled ablation studies.
Rather than tuning each component for the best
possible score, these experiments aim to isolate
the contribution of individual design choices. Un-
less otherwise specified, we vary one factor at a
time while keeping the remaining settings fixed,
including the default freezing ratio 7 = 0.1.

To directly test stricter data-constrained regimes,
we additionally evaluate Dense FT, Drop Upcy-
cling, and SPRI using only 25% and 10% of the
training data. SPRI remains consistently stronger

under both budgets; full results are provided in
Appendix A.3.

4.2 Ablation on SVD-Partitioned Routed
Residuals

Variant Avg. COMET Avg. BLEU

Down-projection initialization

Copy 75.16 19.64

Noise 75.11 19.59

Drop 74.23 18.94

SVD-Partitioned 78.42 22.24
Shared expert

w/ shared expert 78.42 22.24

w/o shared expert 78.28 22.03

Table 3: Ablation on SVD-partitioned routed residuals.
The first block keeps the SPRI framework fixed and
varies only the routed down-projection initialization.
The second block removes the shared expert to test
whether SPRI relies on the dense preservation anchor.
Full per-direction results and experimental details are
provided in Appendix A.4.

We further verify whether the gains of SPRI
come from the SVD-partitioned routed residuals
themselves. Table 3 reports two ablation experi-
ments. In the first part, we only replace the routed
down-projection initialization.

Copy, noise, and drop initialization achieve
19.64, 19.59, and 18.94 BLEU, respectively, while
SVD-partitioned residuals achieve 22.24 BLEU
and 78.42 COMET. This shows that the improve-
ment is not simply due to applying upcycling only
to the down projection or using the same train-
ing strategy. Instead, constructing routed experts
from structured spectral directions is important for

46650



inducing useful expert diversity grounded in the
pretrained FFN weights.

The second part examines whether SPRI de-
pends on a permanently activated shared expert. Re-
moving the shared expert yields nearly unchanged
performance, with COMET decreasing only from
78.42 to 78.28 and BLEU from 22.24 to 22.03.
This small difference indicates that SPRI’s effec-
tiveness does not primarily depend on the shared
expert; instead, the main gain comes from the SVD-
partitioned routed residuals.

4.3 Comparison at a Similar Total Parameter
Scale

We further compare SPRI-based MoE upcycling
with dense models at a similar total parameter
scale. As shown in Table 4, SPRI-3B achieves
80.57 COMET and 24.43 BLEU, substantially out-
performing both Qwen2.5-Omni-3B and its fine-
tuned variant. Compared with Qwen2.5-Omni-3B
FT, SPRI-3B improves the average score by +3.98
COMET and +4.48 BLEU.

These results suggest that, in our S2TT setting,
MoE upcycling of a smaller pretrained checkpoint
can achieve stronger S2TT adaptation performance
at a similar total parameter scale in the evaluated
setting. Since the upcycled MoE activates only a
subset of experts per token, it also offers a more
computation-efficient scaling path than dense mod-
els with a similar total parameter count.

Model Avg. COMET Avg. BLEU

Qwen2.5-0mni-3B 68.07 13.86
Qwen2.5-0mni-3B FT 76.59 19.95
SPRI-3B 80.57 24.43

Table 4: Parameter-matched comparison between SPRI-
based MoE upcycling and dense models. At a compa-
rable total parameter scale, SPRI-3B outperforms both
Qwen2.5-0mni-3B and its fine-tuned variant on average
COMET and BLEU. Full per-language results are pro-
vided in Appendix A.5.

4.4 Sensitivity to the Freezing Ratio

We study the effect of the freezing ratio 7 in two-
stage training, where 7 denotes the fraction of train-
ing steps during which the routed-expert gate and
up projections remain frozen. As shown in Fig-
ure 3, a small nonzero freezing ratio consistently
improves over direct joint training. The default
setting used in our main experiments, 7 = 0.1,
achieves 78.42 COMET and 22.24 BLEU, com-

—¢— BLEU == COMET

BLEU
COMET

. 7
21.61 0.050.10 0.20 0.50

Freeze Ratio

Figure 3: Sensitivity to the freezing ratio 7 in two-stage
training. Full results provided in Appendix A.6.

pared with 77.62 COMET and 21.61 BLEU when
7 = 0. Among the evaluated values, 7 = 0.05
yields the highest average performance, reaching
78.60 COMET and 22.42 BLEU, although the dif-
ference from the default 7 = 0.1 setting is small.
These results suggest that SPRI benefits from a
short frozen stage and is relatively robust to small
nonzero freezing ratios, while excessive freezing
delays expert adaptation.

4.5 Ablation on SVD Residual Placement

We study where to inject the SVD-partitioned resid-
uals within the FFN module. Table 5 compares
applying the residual construction to the up, down,
and gate projections, while keeping all other set-
tings unchanged. Applying the residual to the up
projection gives the weakest result, suggesting that
modifying the expansion projection is less effec-
tive for stable expert diversification. In contrast,
both down and gate placement achieve stronger
performance, showing that the location of spectral
residuals has a clear impact on data-constrained
MoE upcycling.

Interestingly, applying SPRI to the gate projec-
tion yields the best numerical result, although the
margin over down-projection placement is small.
We retain the down projection as the default be-
cause it provides the cleanest residual interpreta-
tion: the pretrained gate and up projections pre-
serve the dense nonlinear feature transformation,
while expert-specific spectral components act as
routed corrections at the FFN output. Thus, our
default choice is motivated by architectural inter-
pretability rather than empirical optimality.

4.6 Sensitivity to MoE Architecture
Configurations

We study how MoE architecture choices affect
SPRI-based upcycling in Table 6, including MoE
layer placement, expert/activation configuration,

46651



Placement Avg. COMET Avg. BLEU

Up 77.67 21.73
Down 78.42 22.24
Gate 78.74 22.51

Table 5: Ablation on SVD residual placement. Scores
are averaged across all translation directions. Gate and
down placement are both effective, while applying SVD
residuals to the up projection performs worse. Full per-
language results are provided in Appendix A.7.

and routing Top-k. The results show that effective
upcycling depends not only on the amount of added
expert capacity, but also on where it is inserted and
how much of it is activated.

Upcycling more FEN layers generally improves
performance. In particular, the every-layer setting
outperforms the 32-expert/Top-8 setting despite
both having about 2.9B parameters, suggesting that
distributing routed residual capacity across the pre-
trained decoder is more effective than concentrat-
ing many experts in fewer MoE layers. By contrast,
adding more experts within each MoE layer is not
consistently beneficial. Larger expert/activation
configurations often underperform the default 8-
expert/Top-2 setting unless the parameter count
is substantially increased. Varying Top-k jointly
changes the number of activated experts and the
granularity of residual grouping in SPRI. Perfor-
mance remains relatively stable from Top-2 to Top-
8, with Top-8 achieving the best average score,
although larger Top-k increases per-token computa-
tion. We therefore use Top-2 as a practical balance
between adaptation quality and sparse activation
efficiency.

5 Related Work

Mixture of Experts. Mixture-of-Experts (MoE)
models scale parameter capacity by replacing dense
FFN layers with multiple experts and activating
only a sparse subset for each input (Shazeer et al.,
2017; Lepikhin et al., 2020; Fedus et al., 2022).
This design has been widely used in large-scale lan-
guage models to improve capacity without propor-
tionally increasing computation (Dai et al., 2024;
Muennighoff et al., 2025). MoE also enables expert
specialization, where different experts can capture
different domains, languages, or input patterns (Ja-
cobs et al., 1991; Ma et al., 2018; Gupta et al.,
2022). In contrast to training MoE models from
scratch, our work studies MoE upcycling and fo-
cuses on initializing routed experts with structured

Avg.

Params  o\ET T BLEU

Configuration

MOoE layer interval

Every 1 layer 2.9B 80.57 24.43
Every 2 layers 1.8B 78.42 23.37
Every 4 layers 1.3B 78.42 22.24
Every 8 layers 1.0B 77.09 21.10
Expert / activation configuration
8 experts, Top-2 1.3B 78.42 22.24
16 experts, Top-4 1.8B 77.92 21.90
32 experts, Top-8 2.9B 78.14 22.09
64 experts, Top-8 5.0B 78.61 22.59
Routing Top-k / residual grouping
8 experts, Top-1 1.3B 77.47 21.44
8 experts, Top-2 1.3B 78.42 22.24
8 experts, Top-4 1.3B 78.48 22.28
8 experts, Top-6 1.3B 78.31 22.15
8 experts, Top-8 1.3B 78.80 22.53

Table 6: Sensitivity to MoE architecture configurations.
We study MoE layer placement, expert/activation scal-
ing, and routing Top-k. Full per-language results are
provided in Appendix A.8.

diversity grounded in pretrained dense weights.

MOoE upcycling. MoE upcycling expands a pre-
trained dense model into a sparse MoE model by
reusing dense FFN weights for expert initializa-
tion (Komatsuzaki et al., 2022; He et al., 2024).
Early upcycling methods typically duplicate the
dense FFN into routed experts, while recent vari-
ants introduce perturbation-based initialization,
such as noise injection, partial re-initialization, or
drop-based construction, to reduce expert homo-
geneity (Yang et al., 2024; Muennighoff et al.,
2025; Nakamura et al., 2025). Branch-Train-
MiX (Sukhbaatar et al., 2024) instead trains multi-
ple dense branches and mixes their FFN modules
into a unified MoE model. However, duplicated
experts lack diversity, whereas unstructured per-
turbations can disrupt pretrained knowledge, es-
pecially when large-scale continued pretraining is
unavailable. More recently, Cluster-aware Upcy-
cling (Chu et al., 2026) uses activation clustering
and data-aware truncated SVD to jointly initialize
experts and the router, but requires collecting cal-
ibration activations and introduces an additional
self-distillation objective. SD-MoE (Huang et al.,
2026) promotes expert specialization by spectrally
decoupling shared and expert-specific parameter
and gradient subspaces throughout MoE training,
but is designed for MoE pretraining rather than
dense-to-MoE upcycling. SPRI instead follows a
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dense-anchored residual design that assigns norm-
controlled, SVD-partitioned residuals derived from
pretrained FFN weights to routed experts, balanc-
ing pretrained knowledge preservation and routed
expert diversity without activation clustering, dis-
tillation, or training-time gradient decomposition.

6 Conclusion

We study MoE upcycling under data-constrained
adaptation, where conventional initialization strate-
gies struggle to balance pretrained knowledge
preservation and routed expert diversity. We pro-
pose SPRI, an SVD-partitioned residual initializa-
tion method that constructs routed experts from
structured spectral residuals of pretrained FFN
weights. By grounding routed-expert diversity in
structured spectral components of the pretrained
FFN, SPRI introduces useful heterogeneity while
retaining a strong pretrained anchor.

Experiments on the CoVoST2 S2TT dataset
show that SPRI outperforms dense fine-tuning
and conventional MoE upcycling baselines in both
BLEU and COMET. Our ablations further show
that the SVD-based residual construction, two-
stage training, and MoE architecture choices all
affect the effectiveness of data-constrained upcy-
cling. Overall, our results suggest that controlled,
weight-grounded residual diversity is an effective
principle for MoE upcycling when large-scale con-
tinued pretraining is unavailable.

7 Limitations

This work has several limitations.

¢ Limited evaluation scope. Our experiments
focus on CoVoST2 English-to-X speech-to-
text translation. Although this setting is suit-
able for studying data-constrained MoE upcy-
cling with multiple target directions, it does
not fully establish whether the same trends
hold for other adaptation tasks or domains.
Extending SPRI to broader speech-language
and text-only adaptation settings remains fu-
ture work.

e Limited model and training scale. We
mainly evaluate SPRI on Qwen3-ASR-0.6B
under a limited-data adaptation budget. While
this setting matches our motivation, it may
make architecture-level observations, such
as the effects of MoE layer interval, ex-
pert count, and routing Top-k, sensitive to

the training scale. Therefore, these findings
should be interpreted as empirical guidance
for data-constrained upcycling rather than gen-
eral scaling rules for MoE models. Extending
SPRI to larger dense checkpoints, such as 7B-
and 13B-scale models, and larger continued-
training budgets remains an important direc-
tion for future work.

* Limited joint hyperparameter search. To
ensure fair comparisons, our main experi-
ments use a fixed MoE configuration, and our
ablations vary one factor at a time. While
this isolates the effect of each design choice,
it does not exhaustively explore interactions
among MokE architecture, residual placement,
spectral partitioning, routing Top-k, and train-
ing schedules. Some ablations, including the
alternative SVD partitioning strategy, suggest
that stronger SPRI configurations may ex-
ist under joint optimization of these design
choices. A more comprehensive architecture
and training search is left for future work.
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A Appendix

A.1 Diversity and KL Divergence

We analyze two aspects of the upcycled MoE mod-
els: the diversity among initialized routed experts
and the deviation from the pretrained dense model
during training.

Inter-expert diversity. We compute diversity
only from the initialized routed-expert down-
projection weights. For each MoE layer, we take
the 8 matrices {Wé?own) 8 | and compute the av-
erage pairwise cosine similarity after vectorizing
each matrix. The diversity score of layer ¢ is de-

fined as one minus this average similarity:

D
Wy = vec (Wéiown)> ,

Divy =1 — Avgcos(wy;, We, ;). (16)

1<j
We then average Divy over all MoE layers. The
routed gate and up projections are not used in this
metric. For SPRI, experts assigned to the same

SVD group share the same spectral residual up to
a small tie-breaking perturbation.

KL divergence. We measure how much each up-
cycled model deviates from the pretrained dense
model using a fixed validation subset. Specifically,
we sample 1000 validation examples with shuffle
seed 42 and evaluate them as 1000 batches of size
1. We first run the original dense model on this
subset and cache its per-token output distributions
as the reference. At each evaluated training step,
we run each upcycled model on the same subset
under teacher forcing and compute the token-level
KL divergence to the cached dense reference. KL
divergence is computed only on target positions
included in the training loss, excluding labels equal
to —100.

A.2 Experimental Details

Data preprocessing and loading. During data
loading, we shuffle the training data at the dataset
level to avoid language-direction clustering in early
training steps. This ensures that initial optimiza-
tion batches already contain samples from dif-
ferent translation directions, which helps stabi-
lize router learning in MoE models. CoVoST 2
was originally constructed from Common Voice 4,
which is no longer publicly accessible. We there-
fore use the publicly available Hugging Face re-
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lease fixie-ai/covost2* rather than reconstruct-
ing CoVoST 2 from the original Common Voice 4
data.

Training data. We train on English-source
speech-to-text translation pairs assembled from two
publicly available corpora: CoVoST?2 and Europarl-
ST. After filtering utterances longer than 15 s or
whose tokenized prompts exceeded 512 tokens, the
resulting training set totals 6,933.9 hours of English
speech. CoVoST2 contributes 6451.9 h and covers
15 target languages, with an essentially uniform
allocation of 430.13h per direction across 15 direc-
tions. Europarl-ST provides an additional 482.0
h drawn from European Parliament proceedings,
covering 8 target languages with translation hours
of de: 62.78, pt: 61.44, fr: 61.40, es: 61.35, nl:
60.82, pl: 60.02, it: 59.27, ro: 54.92.

Prompts The target sequence consists of the
source-language transcript followed by a newline
and the target-language translation. At evalua-
tion time, we extract the final newline-delimited
segment as the translation output for BLEU and
COMET computation.

Model Architecture. We experimented on
Qwen3-ASR-0.6B. The acoustic encoder contains
18 Transformer layers, and the language decoder
contains 28 Transformer layers with a hidden size
of 1024, FFN intermediate size 3072, and 16 atten-
tion heads.

Tools. We fine-tune all models with the Hugging
Face Transformers library, using the default con-
figuration of Qwen3-ASR-0.6B unless otherwise
specified®. We used GPT-5.5 solely for writing re-
finement. All research ideas, experimental design,
experiments, and analyses were conducted by the
authors.

Cluster-Aware Upcycling implementation. We
implement a Qwen3-ASR adaptation of Cluster-
Aware Upcycling (Chu et al., 2026). For each FFN
converted to MoE, we collect up to 32,768 non-
padding token activations from 8,192 examples
drawn from the same training split used by all meth-
ods. We reduce their dimension by a factor of eight
using PCA and partition the normalized representa-
tions into eight clusters using MiniBatch k-means.

*https://huggingface.co/datasets/fixie-ai/
covost2

5https://github.com/huggingface/transformers

®https://huggingface.co/Qwen/Qwen3-ASR-0.6B

Cluster centroids recomputed in the original hidden
space initialize the router.

For each cluster 7, we construct a regularized
Cholesky factor S; from its activation covariance
and initialize each input-facing routed projection
p € {Gate, Up} as

WP =1, (svD(Wilsi)) st a7

where T, retains the leading singular directions
and r; is the smallest rank preserving at least 95%
of the squared singular-value energy, subject to
a minimum rank of half the full rank. This ex-
tends the original first-linear-layer initialization
to both input-facing projections of the Qwen3-
ASR SwiGLU FFN; the dense down projection
and dense-copied shared expert are retained. We
also use Expert-Ensemble Self-Distillation: an
exponential-moving-average teacher (decay 0.999)
combines all eight routed experts using dense rout-
ing probabilities, while the student uses Top-2 rout-
ing. Their routed outputs are matched with an
MSE coefficient of 0.1. All remaining architecture,
data, optimization, and training-budget settings are
matched to the other MoE baselines.

Parameter and compute accounting. Table 8
reports the total and per-token activated parameter
counts for the default dense and MoE configura-
tions. We count all non-routed parameters, shared
experts, and Top-2 routed experts selected for each
token as activated, while excluding inactive routed
experts. Decoder FFN and router FLOPs include
linear matrix multiplications under the standard
convention of two FLOPs per multiply—accumulate
operation. Under this accounting, the MoE configu-
ration contains 1,310.97M parameters and activates
914.60M parameters per token, corresponding to
1.17x the dense model. Its decoder FFN and router
computation is 0.793 GFLOPs per token, compared
with 0.528 GFLOPs for Dense FT. The different ra-
tios arise because the activated-parameter count in-
cludes non-FFN parameters shared by both models,
whereas the FLOP estimate covers only decoder
FFN and router operations. Since all compared
MOoE methods use the same sparse architecture,
these quantities are identical across initialization
and training strategies.

Reproducibility. Unless otherwise specified, all
experiments use random seed 42 for Python,
NumPy, PyTorch, CUDA, dataset sampling and
shuffling, and the Hugging Face training pipeline.
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Hyperparameter

Value

Audio encoder layers / dim. / heads
Decoder layers / dim. / heads (Q/KV)

FFN intermediate dim.
Vocabulary size

18/896/ 14
28/1024/16/8
3072
151936

Table 7: Architecture of Qwen3-ASR-0.6B.

Table 8: Parameter and compute accounting for the default dense and MoE configurations. Activated/Dense is

normalized by the total parameter count of Dense FT.

Setting Total Params Activated Params / Token ~ Activated / Dense =~ Decoder FFN+Router FLOPs / Token
Dense FT 782.43M 782.43M 1.00x 0.528G
MOoE variants 1,310.97M 914.60M 1.17x 0.793G

For the 25% reduced-data experiment, we addition-
ally evaluate seed 204 while keeping the reduced
training subset fixed, to assess the stability of the
observed training trend.

A.3 Evaluation under Stricter Data
Constraints

For each reduced-data setting, we uniformly sub-
sample the training examples within each language
direction to preserve the original multilingual com-
position. The same reduced-data subsets are used
for Dense FT, Drop Upcycling, and SPRI.

To directly evaluate SPRI under more restrictive
supervised adaptation budgets, we further reduce
the training data to 25% and 10% of the full train-
ing set. We compare SPRI with Dense FT and Drop
Upcycling, where Drop Upcycling is the strongest
direct perturbation-based upcycling baseline in our
main experiments. All other model and optimiza-
tion settings are kept unchanged.

25% training data. Table 9 reports results us-
ing two random seeds. Across both seeds, SPRI
consistently outperforms Dense FT and Drop Upcy-
cling. Averaged over the two runs, SPRI achieves
75.29 COMET and 19.69 BLEU, compared with
72.776/17.94 for Dense FT and 66.22/13.54 for Drop
Upcycling. This corresponds to improvements of
+2.53 COMET and +1.75 BLEU over Dense FT.
The two SPRI runs also exhibit similar performance
(75.31/19.71 and 75.26/19.67), suggesting that the
reduced-data trend is stable across the evaluated
seeds.

10% training data. We further reduce the adap-
tation data to 10% of the full training set. As
shown in Table 10, SPRI continues to outperform
both baselines, achieving 72.85 COMET and 17.99

BLEU. This corresponds to gains of +1.59 COMET
and +1.10 BLEU over Dense FT. In contrast, Drop
Upcycling degrades substantially to 61.35 COMET
and 9.08 BLEU. Thus, even under a substantially
smaller supervised adaptation budget, SPRI retains
an advantage over dense fine-tuning, whereas the
perturbation-based initialization becomes increas-
ingly difficult to recover from with limited training
data.

A.4 Full Results for Routed Down-Projection
Initialization and Shared-Expert
Ablations

Table 11 reports the full per-language COMET and
BLEU results for the routed down-projection ini-
tialization ablation. In the first ablation, all vari-
ants use the same SPRI framework, including the
shared expert, copied routed gate/up projections,
MOoE architecture, and two-stage training strategy.
They differ only in how the routed down projec-
tions are initialized. This comparison evaluates
whether SPRI’s improvement comes from the pro-
posed SVD-partitioned residual construction rather
than from the surrounding MoE architecture or
training strategy.

For the w/o shared expert variant, we remove
the permanently activated shared expert and move
its dense-copied initialization into the routed ex-
pert pool. The resulting architecture contains nine
routed experts with Top-3 routing, instead of eight
routed experts with Top-2 routing and one shared
expert. This preserves both the total number of
expert FFNs and the number of active expert FFNs
per token.
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Model Seed Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Dense FT 42 76.52 11.55 70.75 6.28 85.96 30.02 65.87 11.93 61.27 7.53 66.46 9.23 61.09 8.29 80.65 28.21
Dense FT 204 76.60 11.48 70.77 6.21 85.90 30.01 65.70 12.10 61.32 7.42 66.32 9.20 61.16 8.26 80.67 28.28
Drop Upcycling | 42 68.35 7.15 62.54 3.80 81.72 23.16 58.17 9.25 54.85 5.43 58.14 6.25 54.91 6.59 73.17 21.89
Drop Upcycling | 204 68.75 7.65 62.84 3.95 81.78 22.79 58.05 8.75 55.68 5.88 58.68 6.34 55.22 6.40 73.49 22.05
SPRI 42 77.33 12.38 74.78 8.25 86.07 30.71 69.13 14.47 66.56 10.15 68.94 10.97 66.29 11.08 80.79 28.64
SPRI 204 77.36 12.31 74.93 8.32 86.09 30.37 69.18 14.70 66.94 10.31 69.09 11.07 65.70 10.81 80.79 28.57
Model Seed Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Dense FT 42 84.41 42.11 61.72 2.72 75.80 25.36 61.53 10.79 73.59 23.57 80.01 18.22 85.86 33.29 72.77 17.94
Dense FT 204 84.36 41.97 61.53 2.75 75.85 25.45 61.57 10.85 73.59 23.39 79.92 18.13 85.88 33.37 72.74 17.93
Drop Upcycling | 42 80.73 34.57 55.48 1.79 65.79 18.16 56.85 7.95 67.92 18.16 72.72 12.10 79.96 25.85 66.09 13.47
Drop Upcycling | 204 80.87 34.41 56.19 1.96 65.75 18.10 57.09 8.17 68.00 18.86 72.62 12.50 80.09 26.14 66.34 13.60
SPRI 42 84.48 42.32 68.54 4.75 76.54 26.57 68.62 16.92 75.50 26.36 80.08 18.51 86.02 33.60 75.31 19.71
SPRI 204 84.45 42.40 67.39 4.28 76.68 26.83 68.57 16.68 75.58 2643 80.15 18.40 85.99 33.55 75.26 19.67
Table 9: Full per-language results under the 25% training-data setting using two random seeds. SPRI consistently
outperforms Dense FT and Drop Upcycling across both runs.
Model Seed Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Dense FT 42 76.06 11.00 67.69 5.00 85.82 29.35 63.93 10.49 58.58 5.86 64.97 8.01 58.30 6.75 80.56 28.07
Drop Upcycling | 42 63.51 5.35 54.19 1.96 79.44 18.85 52.66 6.70 49.40 3.76 52.81 4.59 49.62 4.18 69.50 19.07
SPRI 42 76.53 11.54 70.75 6.10 86.00 29.78 65.94 12.32 61.55 7.60 66.41 9.21 61.50 8.43 80.70 28.26
Model Seed Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Dense FT 42 84.27 41.86 57.83 1.95 75.36 25.15 57.63 7.64 72.20 21.20 79.93 18.04 85.74 33.05 71.26 16.89
Drop Upcycling | 42 79.25 30.98 49.23 0.91 60.51 14.21 51.11 4.73 63.90 14.57 68.87 9.91 76.29 22.13 61.35 9.08
SPRI 42 84.42 42.06 61.64 2.69 75.85 25.81 61.95 11.11 73.71 23.52 79.92 18.11 85.87 33.31 72.85 17.99

Table 10: Full per-language results under the 10% training-data setting. All models use the same reduced supervised

adaptation budget.

A.5 Full Results for Parameter-Matched
Dense Comparison

Table 12 reports the full per-language COMET and
BLEU results for the parameter-matched compari-
son. We compare SPRI-3B with Qwen2.5-Omni-
3B before and after fine-tuning. SPRI-3B is ob-
tained by upcycling a smaller pretrained model into
a sparse MoE model with a comparable total pa-
rameter scale. The results show that SPRI-3B con-
sistently improves the average performance over
both dense baselines, supporting MoE upcycling as
an effective scaling strategy under data-constrained
S2TT adaptation.

A.6 Additional Hyperparameter Sensitivity

Freezing ratio 7. Table 13 reports the full per-
language COMET and BLEU results for the
freezing-ratio ablation in Section 4.4. The freeze
value denotes the fraction of training steps during
which the routed-expert gate and up projections are
kept frozen. We use 7 = 0.1 as the default setting
throughout the main experiments; 7 = 0.05 yields
the highest average score in this sensitivity study,
with only a small improvement over the default.

Residual scale p. We further examine the sensi-
tivity of SPRI to the residual scaling coefficient p
in Eq. (13). As shown in Table 14, performance
remains stable across p € {1074 1073,1072}.
The three settings achieve comparable results, with

p = 10~* obtaining the highest average COMET
and BLEU scores. These results indicate that SPRI
is relatively insensitive to the precise choice of p
within the tested range, as long as the routed resid-
uals remain small relative to the dense anchor. We
keep p = 1073 as the default setting used through-
out the main experiments.

A.7 Additional Ablations on Spectral
Residual Design

Residual projection placement. Table 15 re-
ports the full per-language COMET and BLEU re-
sults for the residual projection placement ablation.
All variants use the same training data, MoE con-
figuration, optimizer settings, and training budget;
they only differ in whether the SVD-partitioned
residual initialization is applied to the up, gate, or
down projection. The average BLEU values corre-
spond to the results summarized in Table 5.

SVD partitioning strategy. We further exam-
ine whether SPRI depends on the contiguous par-
titioning of ordered singular components used in
the default implementation. Specifically, we com-
pare the default contiguous partition with an in-
terleaved variant that distributes ordered singular
components across expert groups in an alternating
manner. As shown in Table 16, interleaved parti-
tioning achieves 78.55 COMET and 22.39 BLEU,
slightly higher than the 78.42 COMET and 22.24
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Tr Ta Ja S1 Lv Fa Et De

Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Down-projection initialization

Copy 77.04 12.24 75.59 8.92 85.94 30.23 68.99 14.71 66.63 10.40 68.86 11.06 65.64 11.00 80.42 28.15

Noise 77.07 12.25 75.50 8.74 85.87 30.23 68.77 14.58 66.59 10.39 68.83 10.99 65.52 11.07 80.42 28.19

Drop 75.66 11.54 74.96 8.60 85.19 29.01 68.17 14.51 65.95 10.18 67.45 10.54 64.69 10.63 79.04 27.02

SVD-Partitioned 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16

Shared expert
78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
77.93 13.06 79.49 11.21 86.08 30.62 74.06 18.95 73.99 14.44 71.83 12.90 72.78 14.78 80.67 28.65
‘ Zh Mn Sv Cy Ca Ar Id Avg

w/ shared expert
w/o shared expert

Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU | COMET BLEU
Down-projection initialization

Copy 84.06 41.79 68.68 4.80 76.12 26.56 68.53 17.21 75.50 26.48 79.78 18.04 85.63 32.99 75.16 19.64

Noise 84.06 41.82 68.59 4.73 76.09 26.34 68.45 16.96 75.42 26.55 79.80 18.03 85.63 32.96 75.11 19.59

Drop 83.42 40.37 68.76 5.06 74.04 25.13 68.64 17.13 74.36 25.84 78.63 17.15 84.57 3145 74.23 18.94

SVD-Partitioned 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 22.24

Shared expert
w/ shared expert 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 2224
wi/o shared expert | 84.37 42.31 76.36 8.61 76.96 27.52 76.53 26.24 77.07 29.22 80.06 18.38 85.93 33.53 78.28 22.03

Table 11: Full per-language results for the routed down-projection initialization and shared-expert ablations on
CoVoST2 English-to-X speech-to-text translation. The first block compares different routed down-projection
initialization methods within the same SPRI framework, while the second block evaluates the effect of removing the
shared expert. The last columns report the average COMET and BLEU across all translation directions.

Tr Ta Ja S1 Lv Fa Et De
Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
SPRI-3B 80.17 15.22 83.27 14.92 86.39 31.61 77.90 22.53 78.03 17.91 76.19 16.02 76.97 17.95 81.27 29.46
Qwen2.5 3B 71.72 6.88 50.79 0.06 86.35 30.25 61.09 5.40 54.93 1.31 64.61 7.08 54.12 2.66 81.78 29.16
Qwen2.53BFT | 78.01 11.52 72.20 6.34 86.59 30.69 73.21 16.10 69.81 10.84 7229 11.51 69.51 11.36 82.23 29.94

Zh Mn Sv Cy Ca Ar Id Avg
Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU | COMET BLEU
SPRI-3B 84.45 43.09 80.04 11.33 79.67 30.20 78.10 29.11 79.19 3295 80.78 19.93 86.19 34.30 80.57 24.43
Qwen2.5 3B 85.29 41.99 46.48 0.26 76.32 21.33 52.20 1.24 72.14 18.05 80.41 18.82 82.77 23.39 68.07 13.86
Qwen2.5 3B FT 85.31 44.83 66.85 3.86 79.92 27.91 68.30 15.54 78.15 28.73 81.08 19.91 85.34 30.12 76.59 19.95

Table 12: Full per-language results for the parameter-matched dense comparison on CoVoST2 English-to-X speech-
to-text translation. SPRI-3B is compared with Qwen2.5-0Omni-3B and its fine-tuned variant at a comparable total
parameter scale.

BLEU obtained with contiguous partitioning. The
small difference suggests that SPRI does not rely
on a particular contiguous partition, while also in-
dicating that spectral partitioning constitutes an
additional design dimension for expert construc-
tion. We retain the contiguous partition in the main
experiments for its simple spectral interpretation
and consistency with our default configuration.

A.8 Full Results for MoE Architecture
Sensitivity
Table 17 reports the full per-language COMET and
BLEU results for the MoE architecture sensitiv-
ity experiments. We evaluate the effect of MoE
layer placement, expert/activation configuration,
and grouping-related hyperparameters. All variants
use the same training data, optimizer settings, and
training budget unless otherwise specified.
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Freeze Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
0 78.51 13.58 78.93 11.02 86.24 30.69 72.58 17.66 71.05 12.98 72.26 1324 70.71 13.62 80.98 29.04
0.05 78.79 13.75 80.21 11.95 86.29 30.79 74.12 19.12 73.44 1430 7354 13.93 72.83 14.79 81.00 29.16
0.1 78.85 13.83 79.80 11.52 86.28 30.80  74.25 19.13 73.45 1420  73.08 13.75 71.90 14.14 81.03 29.16
0.2 78.74 13.78 79.57 11.45 86.29 30.93 73.83 18.63 72.84 13.85 72.84 13.53 71.50 14.05 81.02 29.06
0.5 78.59 13.52 79.45 11.42 86.31 30.83 73.15 17.90 71.94 13.57 72.58 1346  71.50 13.83 80.97 29.07
Freeze Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU | COMET BLEU
0 84.56  42.85 73.77 7.11 77.72 28.15 73.36 2222 77.10 29.30 80.41 18.80 86.12 33.89 77.62 21.61
0.05 84.62 42.92 76.36 8.54 77.96 28.69 75.73 24.99 77.65 30.39 80.37 19.04 86.14 33.98 78.60 2242
0.1 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 22.24
0.2 84.59 42.99 75.00 7.57 77.91 28.24 74.41 2331 77.70 30.29 80.44 18.90 86.20 34.09 78.19 22.04
0.5 84.58 42.99 74.62 7.46 77.89 28.23 74.05 23.04 77.58 30.09 80.45 19.12 86.19 34.04 77.99 21.90

Table 13: Full per-language results for the freezing-ratio ablation on CoVoST2 English-to-X speech-to-text
translation. We report COMET and BLEU for each target language and their average across all directions. The
freeze value denotes the fraction of training steps during which the routed-expert gate and up projections are kept
frozen.

Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
1077 ] 1.3B 78.96 13.74 80.42 12.10 86.26 30.89 74.21 19.25 73.54 14.37 73.59 14.01 72.94 14.81 81.00 29.21
1073 | 1.3B 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
1072 | 1.3B 78.81 13.68  80.07 11.85 86.28 3096  74.12 19.08  73.38 1436 7354 13.98  72.77 1491 80.99  29.15

P Param

o Param Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
1077 1.3B 84.57 43.04 76.33 8.49 78.04 28.75 75.46 24.86 77.93 30.88 80.48 19.07 86.21 34.05 78.66 22.50
1073 | 1.3B 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 2224
10-2 | 1.3B 84.54 42.87 76.20 8.32 78.10 28.71 75.27 24.36 78.00 30.69 80.50 19.25 86.20 33.88 78.58 22.40

Table 14: Full per-language results for the sensitivity analysis of the residual scaling coefficient p on CoVoST2
English-to-X speech-to-text translation. All other settings are kept fixed. The default setting used in the main
experiments is p = 1073,

Model Param Tr Ta Ja S1 Lv Fa Et De
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
SPRI - Up 1.3B 78.42 13.48 79.02 11.15 86.20 30.64 73.13 18.18 70.97 13.00 72.00 13.05 70.41 13.80 80.98 29.16
SPRI - Down | 1.3B 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
SPRI - Gate 1.3B 78.72 13.70 80.92 12.50 86.25 30.79 7391 18.85 73.58 14.51 74.04 14.30 72.94 14.67 80.98 29.12
Model Param Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU | COMET BLEU
SPRI - Up 1.3B 84.52 42.88 73.89 7.18 77.79 28.34 74.14 23.07 77.10 29.35 80.35 18.81 86.12 33.89 77.67 21.73
SPRI - Down | 1.3B 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 22.24
SPRI - Gate 1.3B 84.56 42.99 76.83 8.61 78.10 28.70 75.58 24.85 78.11 30.92 80.44 19.09 86.17 34.07 78.74 2251

Table 15: Full per-language results for the SVD residual placement ablation on CoVoST2 English-to-X speech-
to-text translation. We compare applying SVD-partitioned residuals to the up, down, and gate projections while
keeping the remaining MoE architecture and training setup fixed. We report COMET and BLEU for each target
language and their average across all directions.

Partition Param Tr Ta Ja S Lv Fa Et De
aratio a COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU

Contiguous | 1.3B 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
Interleaved 1.3B 78.81 13.86 80.07 11.81 86.26 31.10 74.14 19.08 73.30 14.24 73.44 14.05 72.76 14.72 80.86 29.18
Partition Param Zh Mn Sv Cy Ca Ar Id Avg
COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Contiguous | 1.3B 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 2224
Interleaved 1.3B ‘ 84.55 42.85 76.27 8.39 77.98 28.67 75.47 24.74 71.79 30.47 80.39 18.97 86.12 33.77 78.55 22.39

Table 16: Full per-language results for different SVD partitioning strategies on CoVoST2 English-to-X speech-to-
text translation. Contiguous denotes the default partition used throughout the main experiments.
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Tr Ta Ja S1 Lv Fa Et De

Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Every 1 layer 80.17 1522 83.27 14.92 86.39 31.61 77.90 22.53 78.03 17.91 76.19 16.02 76.97 17.95 81.27 29.46
Every 2 layers 78.85 14.28 79.80 13.26 86.28 31.17 74.25 20.79 73.45 16.19 73.08 15.02 71.90 16.20 81.03 29.23
Every 4 layers 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
Every 8 layers 77.88 13.05 78.50 10.56 86.20 30.61 72.15 17.06 71.15 12.94 70.67 12.31 68.62 12.27 80.87 28.73
8 experts, Top-2 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
16 experts, Top-4 | 78.56 13.50 79.45 11.40 86.30 30.72 73.28 18.33 72.23 13.72 72.11 13.12 71.18 14.03 81.03 29.11
32 experts, Top-8 | 78.60 13.65 79.56 11.51 86.34 3113 73.48 18.36 72.73 13.94 72.74 13.55 71.62 14.21 81.04 29.14
64 experts, Top-8 | 79.07 14.01 80.01 11.80 86.30 31.30 74.38 19.49 73.64 14.78 73.10 13.87 72.52 14.99 81.14 29.18
8 experts, Top-1 77.96 13.10 78.26 10.41 86.15 30.82 72.31 17.44 71.72 13.19 71.34 12.62 70.26 13.02 80.88 28.90

8 experts, Top-2 78.85 13.83 79.80 11.52 86.28 30.80 74.25 19.13 73.45 14.20 73.08 13.75 71.90 14.14 81.03 29.16
8 experts, Top-4 78.61 13.59 80.04 11.82 86.26 30.78 73.95 18.86 73.48 14.45 73.42 13.78 71.98 14.20 80.94 29.07
8 experts, Top-6 78.33 13.51 79.91 11.71 86.21 30.75 73.66 18.53 73.11 14.01 73.05 13.54 71.67 14.19 80.95 29.07

8 experts, Top-8 78.54 13.57 80.01 11.71 86.21 30.72 74.83 19.46 74.44 14.75 73.65 14.03 73.58 15.21 81.06 29.18
Zh Mn Sv Cy Ca Ar Id Avg
Model COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU COMET BLEU
Every 1 layer 84.45 43.09 80.04 11.33 79.67 30.20 78.10 29.11 79.19 32.95 80.78 19.93 86.19 34.30 80.57 24.43
Every 2 layers 84.57 43.07 75.57 9.72 77.98 29.22 75.05 27.51 77.81 31.72 80.46 19.10 86.26 34.10 78.42 23.37
Every 4 layers 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 2224
Every 8 layers 84.49 42.58 72.63 6.49 77.25 27.60 73.04 21.72 76.54 28.15 80.25 18.74 86.07 33.76 77.09 21.10

8 experts, Top-2 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 2224
16 experts, Top-4 |  84.60 4293 74.13 7.29 71.95 28.42 73.96 22.99 77.27 29.57 80.49 19.02 86.25 34.30 77.92 21.90
32 experts, Top-8 | 84.59 42.86 74.71 7.57 77.92 28.59 74.29 23.38 77.78 30.42 80.46 19.14 86.24 33.92 78.14 22.09
64 experts, Top-8 | 84.56 43.09 75.95 8.45 78.49 29.19 75.19 24.62 77.90 30.53 80.57 19.30 86.31 34.30 78.61 22.59

8 experts, Top-1 84.51 42.72 73.46 6.78 77.21 27.60 74.79 23.61 76.97 29.09 80.21 18.65 86.05 33.73 77.47 21.44
8 experts, Top-2 84.57 43.04 75.57 7.94 77.98 28.52 75.05 24.06 77.81 30.42 80.46 19.03 86.26 34.14 78.42 22.24
8 experts, Top-4 84.56 42.86 75.91 8.09 71.79 28.41 76.20 25.53 77.51 30.02 80.41 19.00 86.13 33.81 78.48 22.28

8 experts, Top-6 84.52 4291 75.40 7.79 7171 28.15 76.08 25.44 77.50 29.98 80.34 18.69 86.16 34.02 78.31 22.15
8 experts, Top-8 84.58 43.00 75.83 8.15 77.92 28.41 76.65 26.13 77.93 3047 80.52 19.30 86.22 33.86 78.80 22.53

Table 17: Full per-language results for the MoE architecture sensitivity study on CoVoST2 English-to-X speech-to-
text translation. We report COMET and BLEU for each target language and their average across all directions. The
evaluated configurations include MoE layer interval, expert/activation scaling, and routing Top-%k under SPRI-based
upcycling.
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