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Abstract

Understanding how Vision-Language-Action
(VLA) models transform multimodal knowl-
edge into embodied control remains an open
challenge. We present VLA-Trace, a progres-
sive diagnostic framework that analyzes VLA
models through a unified evidence chain from
representation dynamics to causal control attri-
bution and behavioral manifestation. It specif-
ically combines cross-modal and checkpoint-
drift centered kernel alignment (CKA) to trace
representation evolution, attention knockout in-
terventions to identify modality-specific con-
trol pathways, and rollout-level behavioral
probes to examine grounding, shortcut de-
pendence, and semantic following. Exper-
iments on 7y 5 and OpenVLA reveal three
key findings. First, the two models exhibit
distinct modality-specific adaptation dynam-
ics during VLA finetuning. Second, they rely
on different multimodal routing strategies and
layer-wise dependencies during action decod-
ing. Third, although VLA policies excel at
visually grounded trajectory generation, they
remain limited in fine-grained semantic fol-
lowing. These findings highlight future direc-
tions for representation-preserving adaptation,
causal VLA circuits, and compositional seman-
tic control.

1 Introduction

Vision-Language-Action (VLA) models have be-
come a promising paradigm for advancing embod-
ied intelligence in real-world environments. Built
upon large-scale pretrained vision-language mod-
els (VLMs) (Beyer et al., 2024; Touvron et al.,
2023; Xiao et al., 2024; Shan et al., 2026; Bai et al.,
2025), recent systems, including X-VLA (Zheng
et al., 2026), OpenVLA-style models (Kim et al.,
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2025a,b), and 7r-style models (Black et al., 2025a,b;
Pertsch et al., 2025; Physical Intelligence et al.,
2025), achieve strong robotic control performance
by unifying visual-language perception and action
generation within a single policy framework. How-
ever, despite these successes, the internal mecha-
nisms underlying action generation remain poorly
understood. This issue is critical because, without
understanding how robotic policy learning reshapes
internal representations, it is difficult to diagnose
model failures and, consequently, to design more
effective VLA architectures. In particular, it re-
mains unclear whether multimodal knowledge is
preserved, how visual and linguistic signals are
aligned during policy learning, and which modali-
ties govern action decoding.

To answer these questions, we propose VLA-
Trace, a systematic three-stage analysis framework
that progressively investigates VLA models from
latent representation evolution to causal control at-
tribution and finally to behavioral dependence. As
illustrated in Fig. 1, instead of treating the policy
as an end-to-end system, we construct a unified
evidence chain for interpreting VLA adaptation.
First, we employ cross-modal and checkpoint-drift
centered kernel alignment (CKA) (Kornblith et al.,
2019) to identify whether vision-language prior
is preserved or reshaped during fine-tuning. Sec-
ond, we perform targeted attention knockouts to
examine whether vision-language information is
functionally utilized. Third, we combine attention
localization and input editing to assess whether
the resulting routing patterns reflect robust vision-
language grounding or shallow visual shortcuts.
Through this framework, we uncover the following
key observations:
mo.5 and OpenVLA exhibit distinct modality-
specific adaptation dynamics during VLA fine-
tuning. Specifically, our CKA analysis reveals
that 7y 5 exhibits highly unstable layer-wise cross-
modal fusion dynamics, primarily reorganizing tex-
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Figure 1: Overview of VLA-Trace. The framework progressively diagnoses VLA models by tracing representation
dynamics, identifying causal pathways for action decoding, and probing behavioral reliance on shortcut dependence.

tual representations into task-conditioned control
features. In contrast, OpenVLA exhibits smoother
but often weaker intermediate-layer image—text
alignment, while preserving its text-pooled rep-
resentations and reorganizing primarily vision-
pooled and joint-pooled subspaces.

7.5 and OpenVLA exhibit distinct multimodal
routing strategies and layer-wise dependency
during action decoding. Attention knockout ex-
periment across visual and textual pathways illus-
trates that mg 5 is dominated by a concentrated
visual-to-action routing pathway during decoding,
which limits the functional role of language. Con-
versely, OpenVLA distributes control-relevant in-
formation across both visual and textual access.

VLA policies excel at visually grounded trajec-
tory but remain limited in fine-grained semantic
following. Attention localization and input edit-
ing reveal a gap between visual grounding and se-
mantic following. Although policies localize to
manipulation-relevant regions, they often ignore
fine-grained semantic modifications, suggesting
strong visually grounded trajectory imitation and
weak compositional language control.

These observations highlight future directions
for effective representation preservation and adap-
tation, causal VLA circuits, and compositional se-
mantic control in VLA systems. Overall, this work

proposes a systematic framework for probing how
vision-language prior knowledge influences action
control in VLA models. By identifying these bottle-
necks in multimodal adaptation, causal routing, and
semantic grounding, our progressive diagnosis pro-
vides guidance for developing more interpretable
and robust next-generation VLA models.

2 Related Work

In this section, we review related work around two
topics: VLA models and mechanistic and repre-
sentation analysis of VLA models. These areas
motivate the design of VLA-Trace as a progressive
analysis framework.

2.1 Vision-Language-Action Models

While large multimodal models have powered di-
verse agentic applications ranging from web navi-
gation (Guo et al., 2026) and data visualization (Lu
et al., 2026b) to video generation (Li et al., 2024c),
VLA models specifically adapt the vision-language
priors of VLMs to embodied control. Unlike world
foundation models (NVIDIA et al., 2025a; Liao
et al., 2026; Ye et al., 2026; Lu et al., 2026a),
which model environment dynamics through high-
dimensional video generation, VLAs offer a more
direct and lightweight paradigm by mapping mul-
timodal representations to robot actions (Reed
et al., 2022; Brohan et al., 2023; Zitkovich et al.,
2023; Li et al., 2024b). Recent advances, in-
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cluding Octo (Octo Model Team et al., 2024),
OpenVLA (Kim et al., 2025b), and m-style poli-
cies (Black et al., 2025a,b; Physical Intelligence
et al., 2025, 2026), have shown strong generaliza-
tion across tasks and embodiments, while systems
such as Gemini Robotics (Gemini Robotics Team
et al., 2025a,b) and GROOT N1 (NVIDIA et al.,
2025b) further extend VLA capabilities to complex
manipulation and control.

Despite these advances, it remains unclear how
VLM representations are reshaped during VLA
adaptation and whether pretrained knowledge is
preserved and functionally utilized during action
generation. Prior work shows that direct VLM-to-
VLA finetuning can degrade visual and language
representations (Grover et al., 2025; Hancock et al.,
2026), motivating a closer examination of how rep-
resentation changes influence embodied behavior.

2.2 Mechanistic Analysis of VLA Models

Recent studies investigate the underlying mecha-
nisms of VLA models, which can be broadly cate-
gorized into three directions:

Representation-level analysis investigates the
information encoded in hidden states. Probing anal-
yses show that hidden states can encode symbolic
properties, relations, action states, and latent tran-
sition information, suggesting that semantically
meaningful state information is present in VLA
representations (Fang et al., 2025; Hancock et al.,
2026; Grant et al., 2026). Causal mechanism anal-
ysis moves toward mechanistic interpretability by
steering activations, identifying task-relevant at-
tention heads, and extracting sparse features that
influence policy behavior (Mitra et al., 2025; Héon
et al., 2025; Swann et al., 2026). Input interven-
tion analysis examines grounding and robustness
at input levels, revealing that VLA policies remain
sensitive to distractors, background changes, object
grounding errors, and failures to follow language
instructions (Kerr et al., 2023; Li et al., 2024a; Han-
cock et al., 2025; Xie et al., 2026; Fei et al., 2026;
Zhang et al., 2026).

Nevertheless, existing analyses remain frag-
mented. Representation-level studies reveal what
information is encoded, but not whether it is
causally used during action decoding. Input in-
tervention analyses expose behavioral failures, yet
often leave the internal pathway from representa-
tion shifts to failure modes unclear. To bridge this
gap, we propose VLA-Trace, a unified diagnostic
framework that integrates representation geome-

Stage Analysis Probe Benchmarks Models
C}rqss-Modal CKA. LI/CO P/O
S1  vision—language alignment
Checkpglnt-l).lilft CKA LI P/O
stage-wise drift
Attention Knockout LUCVRT  P/O/F
S2  modality reliance
Layer-Wlse Knockout LI/CV/RT PIO/F
layerwise control
Attgntlon If)U L10 P/O
3 regzmi r)ve/lllap §
Visual Patch Mas
object/spatial/background LLIVC VERIISLS g EHOUIED.C
I'nput Ed}tmg o L10 P/O
image/prompt sensitivity
Table 1: Overview of the VLA-Trace framework.

Probes progress from representation geometry to causal
attribution and behavioral manifestation; italic text
summarizes each probe’s target. Blue benchmark
tags: LI =LIBERO, CO =COCO, CV =CALVIN,
RT =RoboTwin2.0, SP =Simpler, L10 =LIBERO-10.
Green model tags: P =mg5, O =OpenVLA, F =OFT,
X =X-VLA.

try analysis, causal analysis, and input intervention
into a stage-wise progressive pipeline to understand
embodied control behavior.

3 Representation Analysis Framework

Overview. We investigate three stage-wise repre-
sentations: CO0, the pretrained VLM; C1, the pre-
trained VLA; and C2, the task-finetuned VLA. This
staged formulation enables us to trace how general
vision-language knowledge is preserved or reorga-
nized during robotic policy learning. Built upon
this progression, our framework integrates three
complementary analyses. First, representation-
level analysis uses CKA to examine whether vi-
sual, textual, and joint representation geometries
are preserved or reshaped across three stages. Sec-
ond, causal analysis (stage 2) employs attention
knockouts to evaluate whether these representa-
tions are functionally required for action decod-
ing. Third, input intervention analysis (stages 1-2),
including attention localization, visual masking,
and input editing, investigates whether the iden-
tified pathways lead to robust spatial grounding,
shortcut dependence, or limited semantic control
in behavior. Tab. 1 summarizes the probing design,
while Tab. 12 presents the evaluated models and
designed benchmarks, with additional results in the
Appendix.
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Experiment Setup. We primarily focus on g 5
and OpenVLA, as they present contrasting struc-
tures that are highly diagnostic for language and vi-
sion utilization. 7 5 employs a PaliGemma (Beyer
et al., 2024) with an action expert under flow-
matching action generation. Its transformer input
consists of multi-view images, a BOS token, the
task instruction, and a newline token, allowing bidi-
rectional visual-language interaction during con-
text formation. Conversely, OpenVLA utilizes an
autoregressive Llama-based architecture (Touvron
et al., 2023) where image patches are followed by a
prompt template (e.g., “In: What action should the
robot take to {instruction}? Out:”). For evaluation,
we use COCO (Lin et al., 2014) as a generation-
domain image-text reference and LIBERO (Liu
et al., 2023) as the robot-domain benchmark.

3.1 Representation Shifts under VLA
Adaptation

Evaluation Metrics. First, we investigate the
evolution of latent representations across training
stages to analyze the impact of robot-domain train-
ing on vision—language alignment. Specifically, we
measure CKA similarity (Kornblith et al., 2019)
between pooled visual and textual representations
across layers and stages using COCO and LIBERO
as evaluation datasets. We focus on two comple-
mentary analyses:

(1) Cross-modal CKA measures the alignment
between visual and textual representations within
a model. Given two representation matrices X &€
RNV%dz and Y € RV %% the linear CKA similarity

is defined as: CKA(X,Y) = IXTVIE

X T XIFIY TY e
(2) Checkpoint Drift CKA characterizes repre-
sentational changes across training stages. Specifi-
cally, for each layer, we keep three pooled views:
vision pooled, text pooled, and joint pooled. For
a given view v, we first compute the CKA be-
tween the same layer of an anchor checkpoint
cq and a target checkpoint ¢;, and then average
these layer-wise values: DriftCKA"(¢; | ¢q) =
o St CKA(HY, ,, HY ) where HY, € RN
denotes the sample-by-feature matrix of view v at
layer [ from checkpoint ¢, and £ denotes the set
of evaluated layers. Therefore, Drift CKA mea-
sures the geometric similarity of representations
across different training stages. Higher values indi-
cate stronger geometric preservation across check-
points, whereas lower values reflect greater repre-
sentational reorganization. Further experimental

details are provided in the Appendix A.2.

3.1.1 CKA Alignment Analysis

Vision-Language Alignment. Fig. 2 reveals dif-
ferent layer-wise cross-modal organization patterns
in g 5 and OpenVLA. For 7y 5, cross-modal CKA
is broadly distributed across intermediate layers
and varies substantially across checkpoints and
datasets, suggesting active cross-modal reorgani-
zation during VLA pretraining and task finetuning.
OpenVLA, in contrast, often shows smoother but
weaker image—text CKA across intermediate layers,
with high alignment frequently concentrated near
the boundary or terminal layers. This observation
may stem from differences in architectural design,
particularly the contrast between bidirectional and
unidirectional attention mechanisms. Specifically,
the bidirectional attention mechanism in mo 5 may
induce more complex and fluctuating cross-modal
fusion dynamics, resulting in less stable alignment
patterns across layers (Finding 1).

Checkpoint Drift and Adaptation. Next, we an-
alyze checkpoint-drift CKA to identify preserved
and reorganized subspaces during robot adaptation.
In Fig. 3, mo 5 exhibits substantially stronger drift
in textual representations, suggesting that language
representations are heavily reorganized into task-
conditioned control features. In contrast, Open-
VLA primarily restructures visual and joint rep-
resentation spaces. These results reveal distinct
modality-specific preservation and adaptation dy-
namics across the two models (Finding 2).

3.2 Causal Pathways for Action Decoding

Evaluation Metrics. Second, we probe how la-
tent representations causally influence action gen-
eration. Specifically, we decompose inference into
representation formation and action decoding, and
perform targeted attention knockout. This allows
us to determine whether a modality contributes by
shaping the initial multimodal context, by directly
conditioning the action tokens during decoding, or
by both mechanisms. Further experimental details
are provided in the Appendix A.3.

(1) Cross-modal Interaction (Prefill). The pre-
fill stage encodes all input modalities (vision and
language) to construct the initial internal represen-
tations. To isolate the role of cross-modal inter-
action, we block the attention between vision and
language tokens (V—L attention), thereby enforcing
independent modality processing. This allows us

47283



B R e] Qe— )
Lo= COCO LIBERO-10 Goal Spatial Object
<
1
]
= |
=S ¢
e E 0.54 b M T
¢
]
0.0 T T 1T T T 1T T 1 p G 1 T T 1
7 13 191 7 13 191 13 19 19 7 13 19
1.0q A A
&
S
23 057 4 4
2 &
(o]
2
@]
A
0.0-1 U y T T T J T T T T J
1 11 22 331 11 22 33 22 331 3 11 22 33

Layer

Figure 2: Layer-wise image—text CKA across datasets and training stages. The panels compare cross-modal
alignment for 7 5 and OpenVLA. Each curve denotes one checkpoint: CO0, the pretrained VLM; C1, the pretrained

VLA; and C2, the task-finetuned VLA.

Mo.s C2 vs CO OpenVLA C2 vs CO

vision 0.36 | 0.48 0.22 0.23 0.44 0.43 0.35

Joint 0.34 10.47 0.23 0.25 0.2 0.26

Text 0.05 0.32 0.12 0.14

0.42 0.42 0.35

Mo.s C1 vs CO OpenVLA C1 vs CO

Vision . 0.20 [ 0.51
Text 0.07 0.46 0.39
Joint | 0.49 0.25 0.46
M5 C2 vs C1 OpenVLA C2 vs C1
vision ' 0.38 1 0.48 0.36 0.32 0.45

Text 0.31 0.34 0.14 0.20

Joint 0.38 ' 0.47 0.31 0.32

COCO  LIBERO-  Goal  Spatial  Object
Dataset

Spatial  Object

OO LIBERO-  Goal
Dataset

Figure 3: Stage-wise checkpoint-drift CKA for 7 5 and
OpenVLA. Each cell reports the mean matched-layer
CKA for vision, text, and joint representations.

to assess how cross-modal integration during rep-
resentation formation influences action generation.

(2) Modality Dependency (Gen). During gener-
ation, actions are produced autoregressively. We
perform a modality knockout by blocking attention
from action tokens to vision or language tokens,
isolating the dependence of action decoding on
multimodal context.

This design disentangles two roles of multimodal
information in VLASs: (i) cross-modal interaction
during representation encoding, and (ii) modal-
ity dependency during action decoding. By in-
tervening at these two stages, we can distinguish
whether performance gains arise from better multi-

Model P G-T G-I LIBERO-10 Goal Spatial Object
VA 935 960 985 99.5
X v v 0.0 11,5 770 715
- VA G4 390 965 99.0 98.0
05 /X 0.0 40 00 00
X X v 715 105 705 46.0
X v X 0.0 00 00 00
VA 58.0 745 755 74.0
X v v 0.0 00 00 00
VA S 0.0 00 00 00
OpenVLA -  x 1.0 160 440 325
X X v 0.0 00 00 00
X v X 0.0 00 00 00

Table 2: All-layer attention knockout results. Values
show success rates. Rows correspond to the original
settings used throughout the paper: Baseline, Prefill,
Gen: no text, Gen: no image, Comb. + gen no text, and
Comb. + gen no image. Here, ‘P’ denotes the prefill
pathway, while ‘G-T” and ‘G-I’ denote text and image
availability during generation, respectively. Each rate is
computed over 200 episodes per suite.

modal understanding or more effective utilization
of modality-specific information during generation.
Three attention configurations are considered: i.
Baseline, where all modalities are provided; ii. No
Image, where visual attention is removed; iii. No
Text, where language attention is excluded. In this
experiment, model performance is evaluated using
success rate (%) over 200 episodes (20 trials across
10 LIBERO-10 tasks).

3.2.1 Attention Knockout

We first apply all-layer attention knockout to mea-
sure the global necessity of each pathway, and then
use layer-wise knockout to localize where the de-
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Figure 4: Attention knockout for 7y 5 (top) and OpenVLA (bottom) on LIBERO-10. Similar observations for
LIBERO-Goal, Object, and Spatial are provided in Figure 8 and 10.

pendency is concentrated. Tab 2 reports the all-
layer results across four LIBERO suites. For 7 5,
removing visual access during generation is con-
sistently destructive. Gen:no image reduces suc-
cess to nearly zero across all datasets. In contrast,
Gen:no text largely preserves performance on
Goal, Object, and Spatial, although LIBERO-10
remains more sensitive. The prefill-stage interven-
tions further reinforce this interpretation. More-
over, combining prefill no-V-L with generation no-
image completely collapses performance. These
results suggest that the most fragile decoding-time
pathway in 7 5 is the visual-to-action route.

OpenVLA exhibits a different dependency pat-
tern. All-layer Gen:no text reduces success to
0.00% on every LIBERO suite, and prefill-stage
image removal is equally destructive. In contrast,
Gen:no image is harmful but does not uniformly
collapse all datasets, suggesting that OpenVLA
depends strongly on prompt-region access during
decoding while also requiring visual grounding
formed during prefill. Overall, these results indi-
cate that g 5 and OpenVLA exhibit distinct multi-
modal routing strategies during action generation:
.5 primarily depends on visual-to-action path-
ways, whereas OpenVLA relies on both visual and
language modalities (Finding 3).

Crucially, the same intervention is harmless on
non-essential pathways: during generation, drop-
ping the instruction tokens costs w5 only 1.3
points and dropping the newline token costs Open-
VLA 0.4 points, against 95.9 and 70.5 points for
the image and prompt pathways (Tab. 6). The col-
lapses are therefore pathway-specific, and we read
all knockout results as necessary under this de-
fined intervention. We then use layer-wise knock-

out to localize these global effects. Fig. 4 shows
that, on the LIBERO-10 task, 7y 5 has a narrow
visual bottleneck. Gen:no image drops to 4.00%
at the most vulnerable layer, while Gen:no text
remains close to baseline across layers. Combin-
ing prefill with Gen:no image further sharpens
this collapse around the same critical region. By
contrast, OpenVLA shows broader vulnerable re-
gions. Gen:no text, prefill, and their combined
intervention reach 0.00% across multiple layers.
The full layer-wise results over window sizes and
LIBERO suites are reported in the supplementary
material. These results indicate that critical infor-
mation is more broadly distributed in OpenVLA
than in o5, whereas w5 routes action-critical
visual information through a narrower bottleneck
(Finding 4).

3.3 Behavioral Probes of Grounding and
Shortcut Dependence

Evaluation Metrics. Finally, we investigate
whether the previously identified representation
shifts and causal pathways translate into observ-
able rollout behavior. Specifically, while Sec. 3.1
examines how multimodal representations are re-
organized and Sec. 3.2 identifies the pathways re-
quired for action decoding, this section evaluates
whether such pathways support robust grounding
and instruction-conditioned behavior during closed-
loop execution. We focus on three complementary
behavioral probes:

(1) Attention IoU and Patterns. We first analyze
action-to-image attention during LIBERO-10 roll-
outs. For each rollout step, we average action-query
attention over visual patches to obtain an action-
conditioned heatmap A. Given a simulator-derived
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Model Stage Mass Hit
Object  Robot+Object
Phase 1 0.5437 0.1374 0.1830 0.9204
OpenVLA  Phase2 0.5563 0.1294 0.1965 0.9433
Full 0.5882 0.1504 0.1965 0.9597
Phase 1 0.6100 0.1312 0.2303 0.6225
0.5 Phase2 0.5805 0.1421 0.2265 0.6259
Full 0.6328 0.1379 0.2233 0.6349

Table 3: LIBERO-10 attention localization across tem-
poral task phases. Metrics compare grounding on iso-
lated target objects (Object) versus broader interac-
tion regions (Robot+Object). Mass and Hit use the
Robot+0bject mask.

mask M for task-relevant objects, robot regions,
or their union, we compute three localization met-
rics. The high-attention patch IoU measures (Jac-
card, 1912) whether thresholded high-confidence
attention patches overlap with task-relevant regions:

A n .
ToUgo(M) = 713322238%}, where Hgo(A) = {j :

Aj > qo9(A)} denotes patches whose attention
is larger than the 90th percentile. The continuous
attention mass measures how much attention_is
allocated to the region: Mass(M) = EZJ:'G%NQ—T.
Finally, the peak-hit rate measures whether the
maximum-attention patch lies inside the target
mask: Hit(M) = 1[argmax; A; € M] . Because
LIBERO-10 tasks are long-horizon instructions
that typically contain two sequential subgoals, we
further divide each rollout into two temporal phases
by the first and second halves of the executed steps.
This phase split provides an approximate but con-
sistent proxy for the first and second instruction
subgoals, allowing us to test whether visual atten-
tion evolves with the temporal structure of the task.

(2) Visual Patch Masking. We mask target
objects, gripper regions, robot bodies, and back-
grounds using background replacement, black
masking, and mosaic masking. Comparing success
rates under these perturbations reveals whether the
policy depends on target-object appearance, robot-
object spatial relations, or broader scene context.

(3) Input Editing. We edit the language instruc-
tion while preserving the task template, testing
whether language can redirect policy behavior to-
ward new targets. Failure to adapt indicates rigid
dependence on the original visual-task configura-
tion.

3.3.1 Attention IoU and Patterns

As shown in Tab. 3, both models exhibit consis-
tent overlap between high-attention patches and
Robot+Object regions. Importantly, Robot+Object
ToUyg is consistently higher than Object-only

ToUgg for both models, suggesting that action atten-
tion is not routed solely to semantic object regions,
but to broader robot-object interaction regions that
include the gripper, robot arm, manipulated object,
and task-relevant affordances. Beyond spatial local-
ization, Fig. 5 demonstrates that policies implicitly
encode temporal task semantics. By splitting the
two-subgoal LIBERO-10 tasks into Phase 1 and
Phase 2, we observe that attention shifts consis-
tently align with task progression. E.g., in the task
“turn on the stove and put the moka pot on it,” the
model’s focus correctly transitions from the stove
to the moka pot across phases. Further experimen-
tal details are provided in Appendix A.4.

Despite both exhibiting spatial grounding, their
routing mechanisms differ (as shown in Tab. 3).
mo.5 distributes attention broadly (higher mass,
lower peak-hit rates), while OpenVLA concen-
trates it sparsely (higher peak-hit rates, lower
mass and IoU). Corroborating Sec. 3.2, this re-
flects my.5’s dominant visual-to-action pathway
compared to OpenVLA’s reliance on both visual
and prompt regions. Overall, these observations
indicate that the models exhibit spatially grounded
and temporally structured action attention, routing
action generation through robot-object interaction
regions and shifting object-level attention across
rollout phases (Finding 5).

3.3.2 Visual Patch Masking

Next, we investigate visual perturbations. In
Tab. 4, target-object background replacement
causes the largest average drop for my 5 (76.45)
and OpenVLA-OFT (60.25). For OpenVLA, full-
robot background replacement is more destructive
(69.42) than target-object masking (47.75). These
results indicate that target objects act as causal vi-
sual anchors for g 5 and OpenVLA-OFT, whereas
OpenVLA depends more critically on full-robot
visibility.

Further perturbations expose model-specific vi-
sual shortcut dependencies. For my 5, masking
the gripper or full robot with background replace-
ment causes substantial performance degradation,
whereas masking the robot without the gripper is
much less destructive, suggesting a stronger re-
liance on gripper-centered interaction geometry.
Conversely, OpenVLA exhibits a brittle depen-
dence on full-robot visibility. In addition, back-
ground masking reduces average success for all
models, indicating that policies exploit broader
scene layouts. And further experimental details
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Figure 5: mg 5 attention IoU and mass on LIBERO-10. (a) Object IoU dynamically shifts between the first (Phase
1) and second (Phase 2) instruction subgoals. (b) Attention mass allocation over robot and object regions. These
results indicate that VLA policies successfully generate visually grounded trajectories by tracking task-relevant
objects over time. See similar observations in Fig. 22 for OpenVLA and Tab. 15 for instructions.

and results are provided in Appendix A.S. Together,
these results reveal that VLA policies rely on tar-
get objects, robot-object interaction regions, and
scene-layout cues as causal visual anchors for ac-
tion execution, revealing strong visual grounding
but also model-specific visual shortcut dependence
(Finding 6).

3.3.3 Input Editing

Finally, we evaluate whether the model follows
fine-grained vision-language instruction variations.
For text editing, Tab. 5 shows that replacing target
objects in instructions does not consistently redi-
rect policy behavior. Some edits cause large perfor-
mance drops (e.g., moka pot—frypan, 75%—30%),
while others have limited effect. Overall, the results
suggest that text exerts a non-negligible but limited
influence on action execution, and the policy of-
ten remains biased toward the original visual-task
configuration even when edited semantics dictate a
behavioral shift (Finding 7).

4 Discussion and Outlook

In this section, we summarize the main experimen-
tal findings and discuss their implications for future
research directions in the VLA domain.

Representation preservation and embodied
modality adaptation. First, our CKA alignment
experiment reveals that mp5 and OpenVLA ex-
hibit distinct modality-specific adaptation dynam-
ics at different stages. 7y 5 induces more fluctuat-
ing cross-modal fusion dynamics than OpenVLA,
resulting in less stable alignment patterns across
layers. In addition, g 5 primarily reorganizes tex-
tual representations into task-conditioned control
features, whereas OpenVLA mainly restructures
visual and cross-modal fusion representations.

Future VLA training should balance preserv-
ing vision-language priors with adapting them for
robotic control. Insufficient adaptation limits vi-
suomotor learning, while excessive adaptation may
degrade semantic grounding and increase reliance
on visual shortcuts.

Designing causal visual-language circuits for ac-
tion decoding. Second, attention knockout ex-
periments reveal distinct control dependencies:
0.5 primarily relies on visual-to-action pathways,
whereas OpenVLA depends on both visual ground-
ing and prompt-region access. Layer-wise inter-
ventions further show that OpenVLA distributes
control information more broadly across layers,
highlighting the importance of reliable multimodal
pathways for action generation.

Future VLA architectures may benefit from ex-
plicit VLA routing modules that regulate when and
how visual and textual features are passed to ac-
tion tokens. For example, informed by analyses
of encoder layer fusion in sequence-to-sequence
models (Liu et al., 2021), mid-to-late layer fu-
sion gates could preserve high-level semantic con-
straints until the action generation stage, while
action-conditioned cross-attention modules could
dynamically select task-relevant visual regions and
instruction tokens.

From visual grounding to compositional seman-
tic control. Third, the model’s attention is both
spatially grounded in manipulation-relevant re-
gions and temporally aligned with the sequential
structure of the instruction. Besides, the policy of-
ten remains biased toward the original visual-task
configuration even when edited semantics dictate
a behavioral shift. These findings reveal a limita-
tion in fine-grained instruction following: current
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VLA models can capture high-level task semantics,
yet struggle to reliably incorporate subtle seman-
tic modifications into low-level control behavior.
As a result, edited instructions may fail to induce
consistent compositional behavioral changes, par-
ticularly when they conflict with dominant visual
or task-specific priors.

A natural future direction is to train VLA mod-
els with semantic-edit objectives, counterfactual
instruction-image pairs, object-swap interventions,
and contrastive behavior supervision, so that small
but meaningful language changes become causally
actionable in low-level control.

5 Conclusion

We present VLA-Trace, a systematic framework
for analyzing representation and control in VLA
models. By combining CKA, attention knockouts,
attention localization, visual patch masking, and
input editing, VLA-Trace connects representation
dynamics with causal action dependencies and roll-
out behavior. Experiments on g 5 and OpenVLA
reveal divergent adaptation strategies and a shared
limitation: semantic control remains partial and
architecture-dependent despite strong benchmark
performance. These findings suggest that future
VLA models should better preserve visual, lan-
guage, and cross-modal semantic pathways, and
integrate them more reliably into action decoding
for robust compositional control.

Limitations

This study has several limitations. First, attention
knockout is a controlled necessity probe, and its in-
duced failures should not be directly equated with
natural out-of-distribution failures. It reveals which
pathways are required under a specific intervention
design, but it does not define all forms of robust-
ness. Complementary interventions such as activa-
tion patching and representation restoration instead
test sufficiency and mediation, which we leave to
future work. Second, CKA measures sample-level
representation geometry and should not be inter-
preted as an absolute score of grounding, percep-
tion, or language understanding. Its values depend
on the selected dataset, pooling strategy, and check-
point comparison; therefore, our claims emphasize
relative layer profiles and checkpoint drift rather
than absolute CKA magnitudes. Third, the current
analysis does not include random-feature or per-
mutation CKA baselines. Fourth, attention IoU de-

pends on simulator masks and patch resolution, so
it is best interpreted as a conservative localization
measure rather than a complete account of visual
grounding. Fifth, VLM-style grounding probes can
be confounded by whether a VLA checkpoint still
supports natural language localization outputs; de-
graded text generation can reflect output-format
mismatch as well as grounding degradation. Sixth,
mo.5 C2 1is evaluated as a shared LIBERO-finetuned
checkpoint across multiple suites, so suite-level
differences reflect evaluation distribution effects
rather than separate per-suite weight changes. Fi-
nally, this work focuses its complete evidence chain
on g 5 and OpenVLA; our broader implementation
protocol defines extensions to X-VLA, OpenVLA-
OFT, Calvin, SimplerEnv, LIBERO-Plus/Pro, and
RoboTwin, but future work should complete these
settings before making broader claims across the
full VLA design space.

Ethics Statement

This work analyzes existing VLA models us-
ing publicly available models and evaluation re-
sources, without collecting personal data or involv-
ing human-subject studies. While our framework
is intended to improve transparency and diagno-
sis, the analyzed models may still inherit biases,
safety risks, and failure modes from their training
data and design; therefore, real-world deployment
requires careful evaluation, human oversight, and
appropriate safety constraints.
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A Implementation Protocol Details

A.1 Model Interfaces and Input Templates

The VLA-Trace protocol tracks several VLA model
families, including 7 5, X-VLA, OpenVLA, and
OpenVLA-OFT. The main paper focuses on g 5
and OpenVLA because they instantiate two dis-
tinct action-generation interfaces. g 5 builds on a
PaliGemma-style VLM and uses an action expert
with flow-matching action generation. In the evalu-
ated configuration, the transformer input contains
visual tokens from the image observation, a BOS
token, the task instruction, and a newline token.
Although the original model interface includes pro-
prioceptive state fields, the analyzed representation
stream does not tokenize proprioceptive state into
the transformer prompt. OpenVLA instead formu-
lates action prediction autoregressively over action
tokens, using image patches followed by a prompt
template of the form “In: What action should the
robot take to {instruction}? Out:”. This interface
distinction is important for rollout and attention-
knockout experiments, where semantic instruction
tokens must be separated from structural tokens
such as BOS, newline markers, and system prompts.
OpenVLA-OFT extends OpenVLA by replacing
autoregressive action-token generation with con-
tinuous action regression during fine-tuning. This
modification changes the action prediction inter-
face and reduces dependence on sequential token
decoding, making OpenVLA-OFT a useful sup-
plementary setting for comparing how decoding
paradigms influence representation dynamics and
causal pathways.

A.2 CKA Protocol

Prompt templates for CKA probes. For repre-
sentation CKA, we use separate neutral text tem-
plates rather than the action-generation prompts
used during rollout. This choice makes the open-
domain and robot-domain probes share a compa-
rable image-description form and avoids conflat-
ing representational alignment with action-query
formatting. For COCO, captions are rendered as
A photo of <caption>. For LIBERO, task in-
structions are rendered as A photo of a robot
<instruction>, where the instruction is inserted
after the word “robot”. For OpenVLA, the same
neutral textual content is wrapped with the model-
required input format, yielding “In: ... Out:”;
for mg 5, the neutral text is used directly, with the
PaliGemma loader adding the required image token
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internally. These templates are used only for the
representation-alignment probe and should not be
confused with the action-generation prompt tem-
plates used by 7y 5 or OpenVLA during policy roll-
out and knockout experiments.

Pooled token views. For each sample and trans-
former layer, we extract hidden states over the full
image—text sequence and partition them into visual
and textual spans according to the model-specific
token layout. Let hf,t denote the hidden state of
token ¢ at layer ¢ for sample 4, and let Z and T
denote the image-token and text-token index sets.
We define three pooled views:

U’L' |I’ Z it

teT

qi ’7-’ tht’

teT

1
-{ L
= E h; .
/i Z| + |T] u

teZUT

We refer to these vectors as vision_pooled,
text_pooled, and joint_pooled, respectively.
Stacking them over all probe samples gives layer-
wise representation matrices V¢, Q°, J¢ € RN*4,
where NV is the number of probe examples and d
is the hidden dimension. For OpenVLA, the im-
age span corresponds to the image-patch tokens
and the text span corresponds to the subsequent
textual prompt tokens. For PaliGemma-style g 5
CO extraction, the text span skips the BOS token
following the image tokens.

CKA computation. We compute linear CKA
over sample-wise pooled representations. Given
two representation matrices X, Y € RV*4 we
first center them along the sample dimension and
compute

X VeI

KA(X,Y
CRARXY) = IRTx IV Yelr

For layer-wise image—text alignment, we compute
CKA(V*, Q%) independently at each layer £ within
the same checkpoint. For checkpoint-drift analysis,
we compare matched layers across two checkpoints
for each pooled view:

CKA(VL V), CKA(QL, Q)),

CKA(JS, Jf),

and report the mean diagonal CKA over layers.
Thus, high checkpoint-drift CKA indicates preser-
vation of the corresponding representation sub-
space, whereas low CKA indicates stronger rep-
resentational reorganization.

A.3 Attention Knockout Protocol

We use attention knockout to test whether specific
token pathways are causally required for action
generation. All interventions are implemented
by adding a large negative mask to selected at-
tention logits before the softmax, while keeping
model weights, input observations, and decoded ac-
tion heads unchanged. For an attention layer with
queries @, keys K, values V, and hidden dimen-
sion d, the modified attention is

T

Attn(Q, K, V; M) = softmax (Qj% + M)(‘l/),

where M;; = 0 preserves attention from query
token ¢ to key token j, and M;; = —oo blocks that
attention edge.

Intervention granularity. We evaluate three lev-
els of knockout. First, all-layer knockout applies
the same source-blocking rule to every transformer
layer, measuring the global necessity of a pathway.
Second, single-layer knockout applies the mask
only at one target layer, measuring whether the
dependency is localized. Third, to reduce the pos-
sibility that information bypasses a single blocked
layer through residual connections, we use cen-
tered window knockout. For a target layer ¢ and
window size w, w = 3 blocks layers £ — 1 to £ + 1,
w = 5 blocks / — 2 to £ + 2, and w = 7 blocks
£ —3to £+ 3. We use these windows to distinguish
distributed pathways from localized bottlenecks:
if all-layer removal is destructive but every local
window is mild, the pathway is likely distributed;
if a narrow window causes a large drop, the cor-
responding layer range is treated as a candidate
causal bottleneck.

Token partitions. The knockout masks are de-
fined over role-specific token sets. Let VV denote
visual tokens, £ semantic language tokens, S struc-
tural prompt tokens, and .4 action-query or action-
token positions. For 7 5, )V contains visual tokens
from the agent and wrist views, £ contains the task-
instruction tokens, S contains BOS and newline
tokens, and A contains action-query or action-slot
tokens used by the action expert. For OpenVLA
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and OpenVLA-OFT, V contains image patch to-
kens, £ contains the natural-language task span, S

contains system prompt and special tokens such as

“In:”, “Out:”, question text, newline, BOS, and EOS
where applicable, and A contains autoregressive

action tokens.

Prefill-stage knockout. We separate inference
into a prefill stage and a generation stage. The
prefill stage builds the internal multimodal con-
text before action decoding. For mq 5, whose VLM
backbone uses bidirectional attention, we test NO
V-L prefill blocking by preventing visual and lan-
guage tokens from directly attending to each other.
With token groups ordered as [£; V; A], this can be
represented as

LL -0 ——
Mﬁreﬁll:no—V—L =|-00 VV —— ) (2)
AL AV AA

where unmasked blocks preserve the original atten-
tion pattern and —oo blocks suppress direct vision—
language exchange. For OpenVLA-style autore-
gressive models, the main prefill intervention
removes image access during context construction,
testing whether visual grounding must be estab-
lished before action-token decoding.

Generation-stage knockout. In the generation
stage, action tokens are decoded from the prefilled
multimodal context. We perform modality knock-
out by blocking attention from action positions
to selected source tokens, thereby preventing the
decoder from conditioning on a specific modality
during action prediction. This intervention mea-
sures the extent to which generation depends on
visual tokens, semantic instruction tokens, struc-
tural prompt tokens, or their combinations.

Let the token groups be ordered as [£;V; Al
where £ denotes language tokens, ) denotes visual
tokens, and .4 denotes action tokens. For exam-
ple, the generation-time no-text intervention blocks
action-to-language attention while preserving the
remaining attention structure:

LL LV —
Méen:no—text =|VL VV —|. 3)
—o00o AV AA

Here, the —oo block suppresses attention from ac-
tion queries to language keys. Analogously, the
no-image intervention replaces the AV block with

—00, blocking action-to-vision attention:

LL LV —
Méen:no-image =|VL VV —1 . @&
AL —oco AA

For autoregressive OpenVLA-style models, these
knockout masks are applied on top of the original
causal mask, so they only remove source positions
that would otherwise be visible to the current action
token.

Additional experimental results. Beyond the
all-layer knockout results reported in the main pa-
per, we provide full layer-wise (Tab. 6) and win-
dowed knockout sweeps to assess whether each de-
pendency is distributed across the network or con-
centrated in a narrow layer range. We use all-layer
knockout to establish global pathway necessity,
layer-wise and centered-window knockout to local-
ize vulnerable regions, and semantic/structural to-
ken splits to avoid conflating task-language ground-
ing with dependence on prompt-formatting tokens.
Fig. 6-8 report 7 5 the results of the four LIBERO
suites under 3-, 5-, and 7-layer windows; Figures 9—
10 report OpenVLA’s results; Fig. 11-13 extend
the analysis to OpenVLA-OFT; and Fig. 14-15
show OpenVLA-OFT results on RoboTwin tasks.
Together, these results provide consistent evidence
about whether action generation depends primarily
on visual tokens, semantic language tokens, struc-
tural prompt tokens, prefill-stage visual grounding,
or localized layer bottlenecks across model families
and evaluation suites.

A.4 Attention Localization Metrics and
Visualizations

We complement the knockout analysis with
attention-localization diagnostics that measure
where action-relevant attention is spatially allo-
cated during policy execution. All localization
metrics are computed on simulator-aligned image
patch grids. For each rollout step, we extract atten-
tion from action-query or action-token positions to
image patches and average over action positions to
obtain an action-conditioned heatmap A. Let flj
denote the attention assigned to image patch j, and
let M denote a simulator-derived binary mask for
task-relevant objects, gripper/robot regions, or their
union. We report three complementary localization
metrics.

First, continuous attention mass measures the
fraction of action attention assigned to the target
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region: -

Zj eEM Aj
> j Aj '
Second, to evaluate whether high-confidence at-

tention regions spatially overlap with task-relevant

regions, we compute a 90th-percentile thresholded
attention IoU. Let

Mass(M) = 5)

Too = q0.9(A), (6)

where go.9(A) denotes the 90th percentile of the
heatmap values. We define the high-attention patch
set as

Hoo(A) = {j : /_lj > Tgo}- @)
The thresholded IoU is then
[Hoo(A) N M|
IoUgy(M) = ——-———. 8
U = ayon @

Third, peak-hit rate measures whether the sin-
gle maximum-attention patch falls inside the target
mask:

Hit(M) =1 [argmaXAj € M] . )
j

These metrics capture different aspects of vi-
sual grounding: Mass measures total attention al-
location to a region, loUgg measures spatial over-
lap between the target mask and attention regions
above the 90th-percentile threshold, and Hit mea-
sures whether the strongest attended patch is task-
relevant.

Temporal phase split. LIBERO-10 tasks often
involve long-horizon instructions with multiple se-
quential subgoals. To analyze whether visual at-
tention evolves with the temporal structure of the
task, we divide each rollout into two phases using
the first and second halves of the executed trajec-
tory. This split provides a simple and consistent
proxy for early versus late subgoals without requir-
ing manual step-level annotation. We compute all
localization metrics separately for each phase and
for each mask type.

IoU visualization schematic. To make the local-
ization metrics visually interpretable, we include
a schematic visualization of the IoU computation
in Fig. 16. The action-conditioned attention map
is first projected onto the image patch grid. We
then threshold the map at the 90th percentile to ob-

tain the high-attention patch set Hgo(A) and com-
pare it with the simulator-derived target mask M.

The overlap region contributes to the numerator of
ToUggp, while the union of high-attention and target
patches forms the denominator.

Qualitative action-to-image attention. In addi-
tion to the quantitative localization metrics, we
visualize action-conditioned image attention across
execution stages. Fig. 17 compares pretrained and
fine-tuned 7y 5 and OpenVLA checkpoints over
early, middle, and final rollout steps. And Fig-
ures 20 and 21 provide more qualitative attention
visualizations, showing the temporal evolution of
action-to-text attention and the layer-wise redis-
tribution of modality attention before and after
fine-tuning. These visualizations are intended as
qualitative complements to the mask-based metrics,
which show how action attention moves over the
scene during manipulation, while the IoU, mass,
and hit-rate metrics quantify whether this attention
overlaps with simulator-derived task regions.

Token-wise text-to-image attention. We also vi-
sualize text-to-image attention to inspect how indi-
vidual instruction tokens attend to visual patches.
For each displayed instruction token, we project
its attention over image patches back to the image
grid. Fig. 18 and 19 compare pretrained and fine-
tuned checkpoints for 7y 5 and OpenVLA, respec-
tively. These plots help separate action-conditioned
visual grounding from token-level language-to-
image grounding: action-to-image attention mea-
sures which visual regions are used for decoding
actions, whereas text-to-image attention shows how
instruction tokens are visually grounded during rep-
resentation formation.

A.5 Visual Perturbation and Editing Protocol

We use visual perturbation to test whether the im-
age regions highlighted by attention analyses are
also causally required for action execution. For
each evaluation episode, we construct region masks
over the input observation and replace selected re-
gions before feeding the edited image to the policy.
Model weights, task instructions, and the rollout
environment are otherwise unchanged. We evalu-
ate four primary region types: target objects, grip-
per regions, robot body regions, and background.
Target-object masks are derived from task-relevant
object annotations or simulator-aligned segmenta-
tion masks. Gripper masks cover the end-effector
region, robot-body masks cover the visible robot
morphology, and full-robot masks combine grip-
per and body regions. Background masks cover
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image regions outside the annotated task objects
and robot regions. When multiple camera views
are used, the same perturbation type is applied to
the corresponding visible regions in each view.

Mask replacement styles. We consider multiple
replacement styles because they remove different
visual cues. In background-color replacement, pix-
els inside the selected mask are replaced by a local
or estimated background color. This removes ob-
ject appearance and weakens boundary cues, mak-
ing it the most aggressive test of whether the policy
depends on the removed region. In black masking,
pixels are replaced by a uniform black value. This
removes texture and color but can preserve a coarse
silhouette through the artificial mask boundary. In
mosaic masking, the selected region is replaced
by a low-resolution or block-wise mosaic pattern.
This disrupts fine-grained appearance while pre-
serving partial spatial occupancy and coarse ge-
ometry. Comparing these styles helps distinguish
dependence on visual identity, object geometry,
gripper-object spatial relations, and broader scene-
layout cues.

Region-specific perturbations. Target-object
masking tests whether the manipulated object is
a causal visual anchor rather than merely an at-
tended region. Gripper masking tests whether the
policy depends on end-effector pose and local con-
tact geometry. Robot-body and full-robot masking
test whether policies use broader robot configura-
tion cues beyond the gripper. Background masking
tests whether policies rely on global scene layout,
support surfaces, or contextual correlations outside
explicitly task-relevant objects. Because these re-
gions are not semantically equivalent, we interpret
performance drops relative to the masked region
and replacement style rather than treating all per-
turbations as generic image corruption.

Additional experimental results. The main pa-
per reports averaged perturbation effects across
masking strategies. In the supplement, we provide
task-level success rates for all evaluated model fam-
ilies, including 7y 5, OpenVLA, OpenVLA-OFT,
and X-VLA, to show how visual perturbation sen-
sitivity varies across architectures and task distribu-
tions. Tab. 7 reports results on LIBERO-10, Tab. 8
reports results on LIBERO-Object, Tab. 9 reports
results on LIBERO-Spatial, and Tab. 10 reports
results on LIBERO-Goal. We additionally report
X-VLA perturbation results on the Simpler bench-

mark in Tab. 11, providing an out-of-LIBERO
check of the same masking protocol. Together,
these tables provide a task-level view of how target-
object, gripper, robot, and background perturba-
tions affect different VLA architectures across the
LIBERO benchmark suites.

B Instruction

We provide the full set of task instructions used
in our benchmark evaluation to make the ex-
perimental coverage explicit and reproducible.
Tab. 15 summarizes the instructions for LIBERO,
RoboTwin2.0, and SimplerEnv-BridgeV2. The
LIBERO suites cover complementary manipulation
capabilities: LIBERO-10 evaluates long-horizon
compositional manipulation, LIBERO-Object fo-
cuses on object-centric understanding, LIBERO-
Spatial probes spatial reasoning, and LIBERO-
Goal evaluates goal-conditioned control. For
RoboTwin2.0, we evaluate a subset of 5 out of 50
tasks, focusing on representative bimanual manipu-
lation scenarios. SimplerEnv-BridgeV?2 evaluates
real-to-sim transfer on Bridge-style manipulation
tasks. Tab. 16 separately lists the CALVIN tasks,
which cover sequential multi-skill manipulation,
including object rotation, pushing, grasping, lifting,
stacking, container interaction, drawer operation,
and light control.
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Figure 6: Layer-wise knockout results for 7y 5 on LIBERO-10, Goal, Object, and Spatial. Each point reports the
success rate under a 3-layer knockout window centered at the indicated layer.
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Figure 7: Layer-wise knockout results for 7y 5 on LIBERO-10, Goal, Object, and Spatial. Each point reports the
success rate under a S-layer knockout window centered at the indicated layer.
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Figure 8: Layer-wise knockout results for 7y 5 on LIBERO-10, Goal, Object, and Spatial. Each point reports the
success rate under a 7-layer knockout window centered at the indicated layer.
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Model Setting LIBERO-10 LIBERO-Object LIBERO-Spatial LIBERO-Goal Avg. Drop
Baseline 75.00 95.60 95.80 80.00 -
Target (BG) 0.00 13.00 7.80 19.80 76.45
Target (Black) 19.60 61.60 23.00 58.80 45.85
Target (Mosaic) 47.20 74.00 50.20 58.40 29.15
Gripper (BG) 8.40 3.20 64.00 59.20 52.90
Gripper (Black) 52.60 97.40 94.80 74.80 6.70
0.5 Gripper (Mosaic) 53.20 79.40 89.80 74.20 12.45
Robot (BG) 3.40 26.40 47.60 44.00 56.25
Robot (Black) 30.20 93.60 95.00 69.80 14.45
Robot (Mosaic) 39.20 74.60 89.60 68.60 18.60
Robot w/o Gripper (BG) 52.60 91.80 97.40 76.80 6.95
Robot w/o Gripper (Black) 58.40 92.80 99.00 76.40 4.85
Robot w/o Gripper (Mosaic) 64.40 96.60 96.40 79.00 2.50
Background (Black) 41.00 79.40 67.20 57.80 25.25
Background (Mosaic) 57.80 86.60 93.00 78.00 7.75
Baseline 54.33 70.00 79.67 74.00 -
Target (BG) 5.00 0.33 36.67 45.00 47.75
Target (Black) 20.67 55.67 63.33 73.00 16.33
Target (Mosaic) 25.00 59.67 70.00 67.67 13.92
Gripper (BG) 10.67 1.00 19.00 38.00 52.33
o A Gripper (Black) 31.33 72.00 70.67 69.33 8.67
penVL. Gripper (Mosaic) 2033 3.67 53.00 63.00 34,50
Robot (BG) 0.00 0.00 0.00 0.33 69.42
Robot (Black) 0.67 4.00 333 6.00 66.00
Robot (Mosaic) 0.33 0.00 2.00 8.00 66.92
Robot w/o Gripper (BG) 10.00 34.33 22.00 25.67 46.50
Robot w/o Gripper (Black) 11.67 17.33 31.67 26.00 47.83
Robot w/o Gripper (Mosaic) 16.00 15.67 49.67 38.33 39.58
Background (Black) 26.33 42.67 47.33 41.67 30.00
Background (Mosaic) 48.00 65.67 82.33 70.67 2.83
Baseline 94.80 99.80 92.80 97.40 -
Target (BG) 10.40 57.00 26.80 49.60 60.25
Target (Black) 15.20 84.80 35.40 60.20 47.30
Target (Mosaic) 48.20 98.40 76.00 88.40 18.45
Gripper (BG) 89.80 94.20 92.40 96.00 3.10
o AO Gripper (Black) 89.80 98.80 92.80 97.00 1.60
penVLA-OFT  Gpinner (Mosaic) 95.00 100.00 93.80 97.60 0.40
Robot (BG) 66.80 96.00 81.40 67.20 18.35
Robot (Black) 79.00 96.80 86.80 87.20 8.75
Robot (Mosaic) 84.40 97.60 91.60 94.60 4.15
Robot w/o Gripper (BG) 85.40 98.60 90.40 90.60 4.95
Robot w/o Gripper (Black) 84.00 99.80 91.00 92.60 4.35
Robot w/o Gripper (Mosaic) 91.20 98.80 91.20 96.40 1.80
Background (Black) 73.80 47.40 83.20 72.20 27.05
Background (Mosaic) 84.60 95.00 88.20 97.60 4.85

Table 4: Average success rates (%) across LIBERO datasets for 7y 5, OpenVLA, and OpenVLA-OFT under each

masking strategy.

Original Prompt Orig. Edit Edited Prompt

put both the alphabet soup and the tomato sauce 55 60  put both the alphabet soup and the ketchup in the basket
in the basket

put both the cream cheese box and the butter in 100 90  put both the cream cheese box and the milk in the basket
the basket

turn on the stove and put the moka pot on it 75 30  turn on the stove and put the frypan on it

put the black bowl in the bottom drawer of the 90 30  put the white bottle in the bottom drawer of the cabinet
cabinet and close it and close it

put the white mug on the left plate and put the 80 70 putthe red coffee mug on the left plate and put the yellow
yellow and white mug on the right plate coffee mug on the right plate

pick up the book and place it in the back com- 90 30  pick up the mug and place it in the back compartment of
partment of the caddy the caddy

put the white mug on the plate and put the choco- 75 100  put the red mug on the plate and put the chocolate pud-

late pudding to the right of the plate

ding to the right of the plate

Table 5: Success rate (%) comparison between original and edited prompts.
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Model Setting LIBERO-10 Goal Spatial Object Avg.
Baseline 93.5 (0.0) 96.0 (0.0) 98.5 (0.0) 99.5(0.0)  96.9(0.0)
Gen: drop BOS+newline 57.5(-36.0) 97.5(+1.5) 99.0(+0.5) 99.5(0.0) 88.4(-8.5)
Gen: drop instruction 86.0 (-7.5) 97.0 (+1.0) 100.0 (+1.5) 99.5(0.0) 95.6 (-1.3)
Gen: keep BOS+newline only 0.0(-93.5) 1.5(-945) 0.0(-98.5) 0.0(-99.5) 0.4(-96.5)

0.5 Gen: no image 0.0(-93.5) 4.0(-92.0) 0.0(-98.5) 0.0(-99.5) 1.0(-95.9)
Gen: no text 39.0 (-54.5) 96.5(+0.5) 99.0 (+0.5) 98.0(-1.5) 83.1(-13.8)
Prefill 0.0 (-93.5) 11.5(-84.5) 77.0(-21.5) 71.5(-28.0) 40.0 (-56.9)
Comb. + gen no image 0.0(-93.5) 0.0(-96.0) 0.0(-98.5) 0.0(-99.5) 0.0(-96.9)
Comb. + gen no text 71.5(-22.0) 10.5(-85.5) 70.5(-28.0) 46.0(-53.5) 49.6(-47.3)
Baseline 58.0 (0.0) 74.5 (0.0) 75.5 (0.0) 74.0 (0.0)  70.5(0.0)
Gen: drop newline 53.5(-4.5) 755(+1.0) 80.0(+4.5) 71.5(-2.5) 70.1(-0.4)
Gen: drop prompt, keep newline 0.0 (-58.0) 0.0 (-74.5) 0.0(-75.5) 0.0(-74.0) 0.0 (-70.5)

OpenVLA Gen: no image 1.0 (-57.0) 16.0(-58.5) 44.0(-31.5) 32.5(-41.5) 23.4(-47.1)
Gen: no text 0.0 (-58.0) 0.0(-74.5) 0.0(-75.5) 0.0(-74.0) 0.0(-70.5)
Prefill 0.0(-58.0) 0.0(-74.5) 0.0(-75.5) 0.0(-74.0) 0.0(-70.5)
Comb. + gen no image 0.0 (-58.0) 0.0(-74.5) 0.0(-75.5) 0.0(-74.0) 0.0(-70.5)
Comb. + gen no text 0.0(-58.0) 0.0(-74.5) 0.0(-75.5) 0.0(-74.0) 0.0(-70.5)

Table 6: All-layer attention knockout results across LIBERO suites. Each cell reports success rate (%) and the
absolute change relative to the suite-specific all-layer baseline in parentheses. For 7 5, Prefill blocks V-L
attention; for OpenVLA, Prefill removes image access. Comb. combines the corresponding prefill intervention
with the specified generation-stage intervention.
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Figure 9: Layer-wise knockout results for OpenVLA on LIBERO-10, Goal, Object, and Spatial. Each point reports
the success rate under a 3-layer knockout window centered at the indicated layer.
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Figure 10: Layer-wise knockout results for OpenVLA on LIBERO-10, Goal, Object, and Spatial. Each point
reports the success rate under a 7-layer knockout window centered at the indicated layer.
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Figure 11: Layer-wise knockout results for OpenVLA-OFT on LIBERO-10, Goal, Object, and Spatial. Each point
reports the success rate under a 3-layer knockout window centered at the indicated layer.
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Figure 12: Layer-wise knockout results for OpenVLA-OFT on LIBERO-10, Goal, Object, and Spatial. Each point
reports the success rate under a S-layer knockout window centered at the indicated layer.
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Figure 13: Layer-wise knockout results for OpenVLA-OFT on LIBERO-10, Goal, Object, and Spatial. Each point
reports the success rate under a 7-layer knockout window centered at the indicated layer.
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Figure 14: Layer-wise knockout results for OpenVLA-OFT on RoboTwin tasks. Each row corresponds to one
RoboTwin task, and each point reports the success rate under a 1-layer knockout window at the indicated layer.
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Figure 15: Layer-wise knockout results for OpenVLA-OFT on RoboTwin tasks. Each row corresponds to one
RoboTwin task, and each point reports the success rate under a 3-layer knockout window at the indicated layer.
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Figure 16: Schematic illustration of attention-loU computation. We project action-conditioned attention onto the
image patch grid, keep the top 10% highest-attention patches, and compute IoU against a simulator-derived target
mask. The same mask is also used to compute continuous attention mass and peak-hit rate.
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Figure 17: Qualitative action-to-image attention visualizations across rollout stages. We compare pretrained and
fine-tuned 7 5 and OpenVLA models across early, middle, and final execution stages. Finetuning shifts action
attention from diffuse or background-biased regions toward task-relevant robot-object interaction regions, indicating
stronger visually grounded action generation during manipulation.
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Figure 18: Token-wise text-to-image attention for pretrained and fine-tuned 7 5 across execution steps. Columns
correspond to instruction tokens, and rows compare checkpoints. Each heatmap shows how the selected text token
attends to image patches.
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Figure 19: Token-wise text-to-image attention for pretrained and fine-tuned OpenVLA across execution steps.
Columns correspond to instruction tokens, and rows compare checkpoints. Each heatmap shows how the selected
text token attends to image patches.
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Figure 20: Visualization of action-to-text attention at different timesteps (top to bottom: steps 0, 30, 60, 100, and

250).
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fine-tuned).
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Figure 22: OpenVLA attention IoU and mass on LIBERO-10. (a) Object IoU dynamically shifts between the
first (Phase 1) and second (Phase 2) instruction subgoals. (b) Attention mass allocation over robot and object
regions. These results indicate that VLA policies successfully generate visually grounded trajectories by tracking
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Model Setting Avg t0 tl 2 3 t4 t5 t6 t7 t8 9

Baseline 75.00  56.00 98.00 64.00 90.00 76.00 86.00  70.00  96.00 58.00 56.00
Target (BG) 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
Target (Black) 19.60  12.00 64.00 20.00 2.00 0.00 60.00 0.00 38.00 0.00 0.00
Target (Mosaic) 4720  82.00 96.00 34.00 8.00 22.00 94.00  22.00 58.00 54.00 2.00
Gripper (BG) 8.40 6.00 0.00 0.00 4.00 18.00 54.00 0.00 2.00 0.00 0.00
Gripper (Black) 52.60  60.00 96.00 6.00 60.00 46.00 68.00  52.00 78.00 24.00 36.00
mo.5 Gripper (Mosaic) 5320  62.00 90.00 2.00 56.00 72.00 84.00  82.00  60.00 14.00 10.00
Robot (BG) 3.40 0.00 0.00 0.00 2.00 12.00 20.00 0.00 0.00 0.00 0.00
Robot (Black) 30.20  50.00 90.00 0.00 32.00 8.00 34.00 34.00 34.00 0.00 20.00
Robot (Mosaic) 3920  54.00 64.00 0.00 32.00 64.00 38.00 72.00  66.00 2.00 0.00
Robot w/o Gripper (BG) 52.60  70.00 96.00 0.00 36.00 66.00 44.00  44.00 94.00 44.00 32.00

Robot w/o Gripper (Black) 5840  80.00  94.00 0.00 84.00 58.00 58.00 52.00 90.00 26.00  42.00
Robot w/o Gripper (Mosaic)  64.40  66.00 98.00 4.00 92.00 72.00 62.00 78.00  86.00 58.00 28.00

Background (Black) 41.00  56.00 70.00 0.00 14.00 52.00 84.00  52.00  76.00 0.00 6.00
Background (Mosaic) 5780 6000 98.00  8.00 9400 5600 $8.00 5400 44.00 4200  34.00
Baseline 5433 5000 8333 5667 3667 5000 7000 3667 7667 4333  40.00
Target (BG) 500 000 000 000 000 000 5000 000 000 000  0.00
Target (Black) 2067 3333 4333 1000 000 2667 7333 333 1667 000  0.00
Target (Mosaic) 2500 1667 6000 667 333 1667 7667 1000 5000 667 333
Gripper (BG) 1067 1000 667 2333 1000 1000 333 4000 333 000  0.00
Gripper (Black) 3133 2333 4667 3667 1667 3000 3667 3000 5333 333  36.67
OpenVLA Gripper (Mosaic) 2033 3333 2333 5000 667 2000 3000 1333 2000 667  0.00
Robot (BG) 000 000 000 000 000 000 000 000 000 000  0.00
Robot (Black) 067 000 000 000 000 000 667 000 000 000  0.00
Robot (Mosaic) 033 333 000 000 000 000 000 000 000 000  0.00
Robot w/o Gripper (BG) 1000 1000 1333 000 000 2667 4333 667 000 000  0.00

Robot w/o Gripper (Black) 11.67  13.33 16.67 0.00 0.00 23.33 46.67 3.33 10.00 3.33 0.00
Robot w/o Gripper (Mosaic)  16.00  30.00 23.33 0.00 0.00 16.67 36.67 2333 30.00 0.00 0.00

Background (Black) 2633 3000 4667 1000 1667 2000 5333 1000 3667 667  33.33
Background (Mosaic) 4800 4667 7333 3000 3667 5667 7667 5667 5333 2000  30.00
Baseline 9480 98.00 9600 100.00 9400 9800 10000 82.00 100.00 88.00  92.00
Target (BG) 1040 000 000 000 000 000 10000 000 400 000  0.00
Target (Black) 1520 1000 1600 200 000 000 10000 000 2400 000  0.00
Target (Mosaic) 4820 8600 9800 000 7800 1400 10000 400 9600 000  6.00
Gripper (BG) 89.80 9200 10000 9200 9400 10000 98.00 8600 8600  64.00  86.00
Gripper (Black) 89.80 9200 9800 9800 90.00 9600 9400 8400 9800  60.00  88.00
OpenVLA-OFT  Gjpher (Mosaic) 9500 9800 9400 9200 9800 9800 9600 9200 98.00  88.00  96.00
Robot (BG) 66.80 68.00 6600 5400 8200 8800  80.00 50.00 88.00  30.00  62.00
Robot (Black) 7900 8600 92.00 6600 8600 9600 8400 52.00 9400 5200  82.00
Robot (Mosaic) 8440 90.00 9600 7000 100.00 9200 8800 92.00 9800  30.00  88.00
Robot w/o Gripper (BG) 8540 8800  88.00 9400  90.00 9600 9800 5400 100.00 5800  $8.00

Robot w/o Gripper (Black) 84.00  92.00 94.00 96.00 84.00 98.00 96.00  46.00  98.00 56.00 80.00
Robot w/o Gripper (Mosaic)  91.20  92.00 96.00 94.00  100.00  98.00 98.00  94.00  98.00 50.00 92.00

Background (Black) 73.80  100.00  92.00 86.00 90.00 92.00 84.00  62.00  96.00 8.00 28.00
Background (Mosaic) 84.60  92.00 98.00 80.00 92.00 84.00 100.00 76.00 100.00  40.00 84.00
Baseline 96.00  92.00 98.00  100.00  92.00 96.00 96.00  94.00  98.00 96.00 98.00
Target (BG) 46.40  70.00 46.00 86.00 26.00 22.00 80.00  38.00  28.00 40.00 28.00
Target (Black) 78.60  82.00 98.00 92.00 72.00 26.00 9400 72.00 86.00 100.00  64.00
Target (Mosaic) 91.40  94.00 100.00  92.00 96.00 76.00 84.00 94.00  90.00 90.00 98.00
Gripper (BG) 90.80  80.00 90.00 96.00 88.00 96.00 92.00  86.00  96.00 94.00 90.00
Gripper (Black) 96.60  98.00  100.00 100.00  92.00 92.00 92.00 98.00 96.00  100.00  98.00
X-VLA Gripper (Mosaic) 95.60  94.00 98.00  100.00  88.00 98.00 90.00  94.00  96.00 98.00  100.00
Robot (BG) 4333 60.00 66.67 23.33 16.67 36.67 5333  46.67 76.67 6.67 46.67
Robot (Black) 83.40  78.00  100.00  80.00 80.00 92.00 84.00  96.00  90.00 68.00 66.00
Robot (Mosaic) 9620  96.00  100.00 100.00  96.00  100.00  86.00  92.00  96.00  100.00  96.00
Robot w/o Gripper (BG) 80.40  90.00  100.00  92.00 82.00  100.00  84.00 92.00  98.00 14.00 52.00

Robot w/o Gripper (Black) 88.20  92.00  100.00  92.00 80.00 96.00 84.00  94.00 100.00  86.00 58.00
Robot w/o Gripper (Mosaic)  96.80  98.00  100.00  100.00  100.00  98.00 88.00  92.00 100.00  94.00 98.00

Background (Black) 89.00  94.00 92.00 96.00 84.00 96.00 36.00 94.00 100.00 100.00  98.00
Background (Mosaic) 89.40  94.00 98.00 98.00 92.00 94.00 3400 92.00 98.00 96.00 98.00

Table 7: Success rates (%) across tasks and masking strategies on LIBERO-10 for 7 5, OpenVLA, OpenVLA-OFT
and X-VLA. The instruction is provided in Tab. 15.
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Model Setting Avg t0 tl 2 t3 t4 t5 t6 t7 t8 t9

Baseline 95.60  96.00  98.00  78.00  98.00  90.00 100.00 100.00 96.00 100.00  100.00
Target (BG) 13.00 8.00 0.00 0.00 0.00 0.00 0.00 52.00 0.00 70.00 0.00
Target (Black) 61.60 16.00 9400  44.00 94.00 9400 2400 72.00 90.00  88.00 0.00
Target (Mosaic) 74.00  58.00 94.00  22.00 86.00  96.00 1400  90.00  90.00  92.00  98.00
Gripper (BG) 3.20 2.00 2.00 0.00 0.00 24.00 0.00 0.00 0.00 4.00 0.00
Gripper (Black) 97.40  100.00 100.00 86.00  96.00 100.00 98.00  98.00  96.00 100.00 100.00
mo.5 Gripper (Mosaic) 7940  100.00 96.00  24.00 76.00 100.00 26.00 100.00 100.00 98.00  74.00
Robot (BG) 26.40 8.00 52.00 8.00 24.00  64.00 0.00 10.00  58.00  40.00 0.00
Robot (Black) 93.60 9400 98.00 90.00 84.00 9200 98.00 90.00 100.00 96.00  94.00
Robot (Mosaic) 74.60  100.00 96.00  26.00  76.00 100.00 20.00 100.00 100.00 94.00  34.00
Robot w/o Gripper (BG) 91.80 9400 98.00 90.00 76.00 66.00 98.00 100.00 96.00 100.00 100.00

Robot w/o Gripper (Black) 9280  94.00 100.00 90.00  88.00 66.00 98.00  96.00 100.00 100.00  96.00
Robot w/o Gripper (Mosaic) ~ 96.60  100.00  98.00  80.00  98.00  96.00  100.00 98.00  98.00 100.00  98.00

Background (Black) 7940 6600 10000 8000 78.00 100.00 68.00 6200 68.00 88.00  84.00
Background (Mosaic) 86.60 9600 9600 2200 78.00 100.00 88.00 92.00 9800 100.00  96.00
Baseline 7000 6333 7667 7000 4667 8333 7333 6333 7667 6000 8667
Target (BG) 033 000 000 000 000 000 000 333 000 000  0.00
Target (Black) 5567 8333 4667 7333 4333 6333 8000 5000 7333 2000 23.33
Target (Mosaic) 5067 7000 5000 5667 2667 7667 6333 6333 8667 60.00 43.33
Gripper (BG) 100 000 000 667 333 000 000 000 000 000  0.00
Gripper (Black) 7200 7333 4000 80.00 5667 80.00 80.00 8667 9667 4333  83.33
OpenVLA Gripper (Mosaic) 367 000 000 000 000 000 000 000 000 000 3667
Robot (BG) 000 000 000 000 000 000 000 000 000 000  0.00
Robot (Black) 400 000 000 000 000 000 3667 000 000 000 333
Robot (Mosaic) 000 000 000 000 000 000 000 000 000 000 000
Robot w/o Gripper (BG) 3433 7333 3333 4333 5667 3333 667 000 667 1000  80.00

Robot w/o Gripper (Black) 17.33 0.00 16.67  36.67  26.67 0.00 23.33 0.00 0.00 0.00 70.00
Robot w/o Gripper (Mosaic)  15.67 50.00 13.33 10.00 30.00 3.33 6.67 0.00 6.67 0.00 36.67

Background (Black) 4267 6333 2333 4333 4000 6667 000 667 7333 5000  60.00
Background (Mosaic) 6567 7667 5667 8333 5333 9333 6333 4000 7667 4000  73.33
Baseline 99.80  100.00 100.00 98.00 100.00 100.00 10000 100.00 100.00 100.00  100.00
Target (BG) 5700 9400 000 1600 4600 38.00 80.00 9400 1200 96.00  94.00
Target (Black) 84.80 7000 3200 10000 9600 100.00 100.00 98.00 80.00 74.00  98.00
Target (Mosaic) 9840 9400 9600 9800 9800 10000 98.00 100.00 100.00 100.00 100.00
Gripper (BG) 9420 10000 100.00 10000 9400 6600 10000 9600  $8.00 100.00  98.00
Gripper (Black) 98.80 9600 100.00 10000 9800 100.00 10000 96.00 100.00 98.00  100.00
OpenVLA-OFT  Gijpher (Mosaic) 100.00  100.00 100.00 100.00 100.00 100.00 100.00 100.00 100.00 100.00 100.00
Robot (BG) 9600 9800 100.00 10000 98.00 92.00 10000 92.00 86.00 96.00  98.00
Robot (Black) 96.80 9800 98.00 9600 9800 9600 9800 9200 96.00 10000  96.00
Robot (Mosaic) 97.60 10000 92.00 10000 98.00 9600 10000 96.00 96.00  98.00  100.00
Robot w/o Gripper (BG) 98.60 100.00 100.00 98.00 100.00 100.00 98.00 98.00 100.00 100.00 92.00

Robot w/o Gripper (Black) 99.80  100.00  100.00 100.00 100.00 100.00 100.00  98.00  100.00 100.00  100.00
Robot w/o Gripper (Mosaic) ~ 98.80  100.00  98.00  100.00  96.00  100.00 98.00  98.00  100.00 100.00  98.00

Background (Black) 47.40  96.00 2.00 2.00 16.00  86.00 52.00 70.00 24.00 100.00  26.00
Background (Mosaic) 95.00 100.00 86.00  98.00 100.00 96.00  83.00  94.00  98.00 100.00  90.00
Baseline 98.60  100.00 100.00 100.00 96.00  98.00  94.00 100.00 98.00 100.00 100.00
Target (BG) 9420  98.00 100.00 64.00 100.00 100.00 88.00 100.00 98.00  98.00  96.00
Target (Black) 97.40  100.00 100.00 100.00 98.00 100.00 76.00 100.00 100.00 100.00 100.00
Target (Mosaic) 98.40  100.00 100.00 100.00 94.00 100.00  90.00  100.00 100.00 100.00  100.00
Gripper (BG) 95.60  98.00  100.00 100.00 98.00 100.00 62.00 100.00 98.00 100.00 100.00
Gripper (Black) 97.80  100.00 100.00 100.00 96.00 100.00 84.00 100.00 98.00 100.00 100.00
X-VLA Gripper (Mosaic) 97.20  100.00 100.00 100.00 100.00 100.00  74.00  100.00  98.00  100.00 100.00
Robot (BG) 6320  96.00 42.00 96.00 82.00 62.00 30.00 42.00 78.00 22.00  82.00
Robot (Black) 97.80  100.00 100.00 100.00  96.00 100.00 82.00 100.00 100.00 100.00 100.00
Robot (Mosaic) 97.40  100.00 100.00 100.00 100.00 98.00  78.00 100.00  98.00  100.00 100.00
Robot w/o Gripper (BG) 9320 100.00 92.00  98.00  92.00 100.00 90.00  80.00  98.00  88.00  94.00

Robot w/o Gripper (Black) 98.40  100.00 100.00 98.00  94.00 100.00 96.00 100.00 98.00 100.00  98.00
Robot w/o Gripper (Mosaic) ~ 98.40  100.00 100.00 100.00  96.00  100.00  90.00  100.00 98.00  100.00 100.00

Background (Black) 91.00 100.00 82.00  40.00  92.00 100.00 98.00 100.00 98.00  100.00 100.00
Background (Mosaic) 98.40  98.00 100.00 98.00  94.00 100.00 96.00 100.00 98.00  100.00 100.00

Table 8: Success rates (%) across tasks and masking strategies on LIBERO-Object for 7y 5, OpenVLA, OpenVLA-
OFT, and X-VLA. The instruction is provided in Tab. 15.
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Model Setting Avg t0 tl 2 3 t4 t5 t6 t7 t8 t9

Baseline 95.80  100.00  92.00  100.00 100.00  88.00  100.00 100.00  96.00 86.00 96.00
Target (BG) 7.80 0.00 0.00 0.00 0.00 8.00 0.00 0.00 52.00 0.00 18.00
Target (Black) 23.00  44.00 12.00 64.00 6.00 0.00 2.00 24.00 64.00 0.00 14.00
Target (Mosaic) 50.20  74.00 64.00 46.00 62.00 20.00 16.00 78.00 76.00 20.00 46.00
Gripper (BG) 64.00  76.00 66.00  100.00  64.00 20.00 72.00 84.00 98.00 60.00 0.00
Gripper (Black) 94.80 100.00 94.00  100.00  96.00 78.00 98.00  100.00  100.00  90.00 92.00
mo.5 Gripper (Mosaic) 89.80  100.00  94.00  100.00  92.00 58.00 94.00  100.00  98.00 90.00 72.00
Robot (BG) 47.60  78.00 2.00 92.00 44.00 4.00 68.00 94.00 86.00 8.00 0.00
Robot (Black) 95.00 100.00  98.00 98.00 94.00 84.00 98.00  100.00  96.00 94.00 88.00
Robot (Mosaic) 89.60 100.00  98.00  100.00  82.00 66.00 94.00 98.00  100.00  88.00 70.00
Robot w/o Gripper (BG) 97.40  98.00 100.00  98.00  100.00  92.00 96.00  100.00  100.00  92.00 98.00

Robot w/o Gripper (Black) 99.00  98.00 98.00  100.00 100.00  98.00  100.00 100.00 100.00  96.00  100.00
Robot w/o Gripper (Mosaic)  96.40  100.00  96.00 96.00  100.00  92.00 96.00  100.00  94.00 92.00 98.00

Background (Black) 6720 9600 4600 9400 5800 5400 3000 10000 9200 2600  76.00
Background (Mosaic) 93.00 10000 96.00 100.00 9600 6800 10000 98.00 9400 8400  94.00
Baseline 7967 8667  90.00 80.00 10000 76.67 4667 8667 7667 8333  70.00
Target (BG) 3667 2667 8333 4333 3667 333 000 6667 7000 1667  20.00
Target (Black) 6333 6000 9333 6333 8667 6333 333 8000 90.00 5000 4333
Target (Mosaic) 7000 8333 9333 7667 8333 6000 3000 8667 80.00 6333 4333
Gripper (BG) 1900 2333 000 1000 2667 1333 000 2333 4000 5333  0.00
Gripper (Black) 7067 80.00 7000 9333 8667 5667 1333  90.00  80.00 7333  63.33
OpenVLA Gripper (Mosaic) 53.00 5667 7333 4667 9000 667 000 7333 6000 7667  46.67
Robot (BG) 000 000 000 000 000 000 000 000 000 000 000
Robot (Black) 333 000 1333 000 000 333 000 000 000 1667  0.00
Robot (Mosaic) 200 000 000 000 000 000 000 000 000 1667  3.33
Robot w/o Gripper (BG) 2200 1333 1667 4667 4333 2667 000 1000 000 2333  40.00

Robot w/o Gripper (Black) 31.67  46.67 46.67 33.33 70.00 46.67 0.00 33.33 6.67 2333 10.00
Robot w/o Gripper (Mosaic)  49.67  43.33 76.67 73.33 60.00 66.67 0.00 33.33 43.33 63.33 36.67

Background (Black) 4733 4333 333 4667 10000 5667 333 8333 2333 7000 4333

Background (Mosaic) 8233 9667 9667 8000 8667 6667 4667 9333  90.00  90.00  76.67

Baseline 92.80 100.00 98.00 100.00 10000 96.00 4600 10000 9400 9600  98.00

Target (BG) 2680 2600 000 1000 2600 5600 000 3000 1800  10.00  92.00

Target (Black) 3540 1400 5400 000  58.00 4200 200 4400 1800 3200  90.00

Target (Mosaic) 7600 9200  90.00 9200 8400 9000 600 9600 3800 7600  96.00

Gripper (BG) 9240 10000 100.00 100.00 100.00 100.00 3600  98.00 9600  96.00  98.00

o opp  Gripper (Black) 92.80 10000 10000  98.00 10000 10000 4600  98.00 9600 9400  96.00
penVLA-OFT  Gripper (Mosaic) 93.80 100.00 98.00 100.00 100.00 98.00  54.00 100.00 92.00  96.00  100.00
Robot (BG) 8140 8600 8400 10000 9400  88.00 3000 8200 9000 6600  94.00

Robot (Black) 8680 88.00 9400 9800 98.00 9800 30.00 10000 9400  74.00  94.00

Robot (Mosaic) 9160  98.00 10000 100.00 100.00 90.00  38.00 10000 9400  96.00  100.00

Robot w/o Gripper (BG) 9040  90.00  100.00 100.00 96.00 9400  48.00 100.00 9200  90.00  94.00

Robot w/o Gripper (Black) 91.00  96.00  100.00  100.00  100.00  98.00 40.00  100.00  92.00 90.00 94.00
Robot w/o Gripper (Mosaic) 91.20  98.00  100.00  96.00  100.00  98.00 3400  100.00  96.00 94.00 96.00

Background (Black) 83.20  96.00 88.00  100.00  100.00  82.00 0.00 100.00  94.00 86.00 86.00
Background (Mosaic) 88.20  100.00  86.00  100.00  98.00 92.00 24.00  100.00  94.00 94.00 94.00
Baseline 98.00  98.00  100.00 100.00  100.00  90.00 98.00  100.00  94.00  100.00  100.00
Target (BG) 79.80  66.00 84.00 64.00 92.00 84.00 86.00 90.00 58.00 82.00 92.00
Target (Black) 90.20  56.00 94.00  100.00  100.00  90.00 98.00 98.00 78.00 94.00 94.00
Target (Mosaic) 89.80  92.00 90.00 74.00  100.00  96.00 88.00  100.00  74.00 94.00 90.00
Gripper (BG) 97.00  92.00  100.00  98.00  100.00  94.00 98.00  100.00  94.00  100.00  94.00
Gripper (Black) 9720  100.00  100.00  100.00  98.00 90.00 96.00  100.00  94.00 98.00 96.00
X-VLA Gripper (Mosaic) 96.80  100.00 100.00  100.00  100.00  90.00 96.00 98.00 92.00 98.00 94.00
Robot (BG) 80.80  86.00 88.00 94.00 98.00 88.00 12.00 80.00 72.00  100.00  90.00
Robot (Black) 96.40  100.00 100.00 100.00  100.00  96.00 92.00 98.00 88.00 98.00 92.00
Robot (Mosaic) 96.20  100.00  98.00  100.00 100.00  88.00 96.00 98.00 96.00 94.00 92.00
Robot w/o Gripper (BG) 98.00 100.00 100.00 100.00  100.00  94.00  100.00  92.00 96.00 98.00  100.00

Robot w/o Gripper (Black) 97.60  100.00  100.00  100.00  100.00  90.00 96.00  100.00  90.00  100.00  100.00
Robot w/o Gripper (Mosaic)  97.20  100.00  100.00  100.00  98.00 88.00  100.00  100.00  92.00 98.00 96.00

Background (Black) 97.60  100.00 98.00  100.00  98.00 94.00 98.00  100.00  92.00  100.00  96.00
Background (Mosaic) 97.60  100.00 100.00 100.00  100.00  84.00 98.00  100.00  94.00  100.00  100.00

Table 9: Success rates (%) across tasks and masking strategies on LIBERO-Spatial for 7y 5, OpenVLA, OpenVLA-
OFT, and X-VLA. The instruction is provided in Tab. 15.
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Model Setting Avg t0 tl 2 3 t4 t5 t6 t7 t8 9

Baseline 80.00 8.00 100.00 9400 46.00 100.00 100.00 100.00  100.00 100.00  52.00
Target(BG) 19.80 6.00 12.00 52.00 2.00 10.00 6.00 14.00 68.00 20.00 8.00
Target(Black) 58.80 4.00 70.00 92.00 2.00 76.00 54.00 54.00  100.00  56.00 80.00
Target(Mosaic) 58.40 6.00 32.00 92.00 8.00 12.00 98.00 92.00  100.00  94.00 50.00
Gripper(BG) 59.20 0.00 96.00 68.00 6.00 96.00 44.00 90.00  100.00  88.00 4.00
Gripper(Black) 74.80 0.00 100.00  90.00  28.00 100.00  100.00  100.00 100.00  100.00  30.00
mo.5 Gripper(Mosaic) 74.20 2.00 100.00 9200  16.00 100.00  100.00 100.00  100.00  100.00  32.00
Robot(BG) 44.00 0.00 92.00 10.00 0.00 94.00 34.00 58.00 52.00  100.00 0.00
Robot(Black) 69.80 6.00 100.00  78.00  18.00 100.00  98.00 98.00  100.00  100.00 0.00
Robot(Mosaic) 68.60 6.00 100.00  40.00 18.00 100.00  92.00 98.00  100.00  100.00  32.00
Robot w/o Gripper(BG) 76.80 2.00 100.00  76.00  46.00 100.00  100.00 100.00 100.00 100.00  44.00

Robot w/o Gripper(Black) 76.40 8.00 100.00  90.00  32.00 100.00  100.00  100.00 100.00  100.00  34.00
Robot w/o Gripper(Mosaic) ~ 79.00  18.00  100.00  76.00  44.00 100.00  100.00  96.00  100.00 100.00  56.00

Background(Black) 5780 1600 10000 2000 1600 100.00 4000 5800 100.00 100.00  28.00
Background(Mosaic) 7800 200 10000 90.00 3600 100.00 100.00 9600  100.00 100.00  56.00
Baseline 7400 5333 9333 80.00 4333 9333  80.00 6333 9333 8333  56.67
Target(BG) 4500 5333 60.00 3000 4667 7333 7333 333 4667 2667  36.67
Target(Black) 73.00 7333 8333 8333 4667 8333 7333 5000 9333 7667  66.67
Target(Mosaic) 6767 5000 80.00 7333 6333 8000 7667 4333 100.00 6667  43.33
Gripper(BG) 3800 3333 2667 3333 333 8667 6333 5000 2000 4333  20.00
Gripper(Black) 69.33 5000 7333 8333 1333 90.00 7333  80.00 8667 8667  56.67
OpenVLA Gripper(Mosaic) 63.00 2000 6000 6333 3000 100.00 70.00  80.00  96.67 6333  46.67
Robot(BG) 033 000 333 000 000 000 000 000 000 000  0.00
Robot(Black) 600 000 333 000 000 333 000 1667 3667 000  0.00
Robot(Mosaic) 800 000 000 333 000 4000 1000 667 2000 000 0.0
Robot w/o Gripper(BG) 2567 1000 6333 1333 000 5000 000 2333 6667 3000  0.00

Robot w/o Gripper(Black) 26.00 13.33 70.00 30.00 0.00 26.67 10.00 16.67 76.67 16.67 0.00
Robot w/o Gripper(Mosaic)  38.33 6.67 70.00 53.33 10.00  80.00 30.00 13.33 66.67 53.33 0.00

Background(Black) 4167 3333 5667 333 1333 6333 8667 4333 80.00 2667  10.00
Background(Mosaic) 7067 5667 10000 6333 3000 9667 8667 5000 9667 76.67  50.00
Baseline 9740  98.00 10000 9400 9600 100.00 9600 9400  100.00 100.00  96.00
Target (BG) 4960 9800 8200 68.00 3800 7200 000 400 3400 1800  82.00
Target (Black) 6020 98.00 90.00 9400 4600 8600 000 200 8600  0.00  100.00
Target (Mosaic) 8840 9800 9600 9600 8200 98.00 6800 7400 7800 9600  98.00
Gripper (BG) 9720 100.00 100.00 90.00  90.00 100.00 96.00  98.00  100.00 100.00  98.00
Gripper (Black) 9700 98.00 9800 9800 90.00 9800 10000 9600  98.00 9600  98.00
OpenVLA-OFT  Gjpher (Mosaic) 97.60  98.00 10000 98.00 90.00 100.00 98.00  94.00  100.00 100.00  98.00
Robot (BG) 6720 9400 5000 9600 1600 100.00 7000  60.00 1800  92.00  76.00
Robot (Black) 8720 10000 7600 9200 6200 9800 9600 7000 9600 9600  86.00
Robot (Mosaic) 9460 98.00 90.00 100.00 80.00 100.00 98.00  88.00  100.00 100.00  92.00
Robot w/o Gripper (BG) 90.60 90.00 9600 9400 7200 98.00 9200  78.00  96.00  100.00  90.00

Robot w/o Gripper (Black) 92.60  100.00  94.00 96.00  78.00  96.00 94.00 78.00  100.00  96.00 94.00
Robot w/o Gripper (Mosaic)  96.40  92.00  100.00 100.00 92.00  98.00 98.00 90.00  100.00  100.00  94.00

Background (Black) 7220 86.00 98.00 34.00  52.00  96.00 96.00 56.00 22.00  100.00  82.00
Background (Mosaic) 97.60  98.00 100.00  96.00  94.00 100.00 100.00  90.00 98.00  100.00  100.00
Baseline 9720  100.00 100.00  94.00  96.00  98.00 92.00  100.00 100.00  98.00 94.00
Target (BG) 83.80  100.00  94.00 76.00  98.00  96.00 4.00 84.00  100.00  98.00 88.00
Target (Black) 84.40  100.00 100.00  94.00  90.00  92.00 0.00 86.00  100.00  88.00 94.00
Target (Mosaic) 95.60  100.00  96.00 94.00  94.00  98.00 82.00 98.00  100.00  100.00  94.00
Gripper (BG) 96.20  100.00  100.00  100.00  96.00  96.00 94.00  100.00 100.00  94.00 82.00
Gripper (Black) 97.40  100.00  98.00 98.00  96.00  98.00 94.00  100.00  100.00  98.00 92.00
X-VLA Gripper (Mosaic) 98.40  100.00 100.00  98.00  96.00  98.00 98.00  100.00  100.00 100.00  94.00
Robot (BG) 55.80  28.00 78.00 80.00  34.00  72.00 6.00 100.00  100.00  52.00 8.00
Robot (Black) 93.40  96.00 98.00 92.00 98.00 100.00 62.00 100.00 100.00  96.00 92.00
Robot (Mosaic) 9520  98.00 98.00 96.00  96.00  98.00 74.00  100.00  100.00  98.00 94.00
Robot w/o Gripper (BG) 9240  96.00  100.00  92.00  94.00 100.00  52.00  100.00 100.00  98.00 92.00

Robot w/o Gripper (Black) 94.00  94.00 98.00 98.00  98.00 100.00  58.00  100.00  100.00 100.00  94.00
Robot w/o Gripper (Mosaic)  95.80  100.00  98.00 92.00  92.00  98.00 82.00 100.00  100.00  100.00  96.00

Background (Black) 94.60  100.00 100.00 100.00 98.00 100.00  56.00 98.00  100.00  100.00  94.00
Background (Mosaic) 98.00 100.00 100.00 100.00 94.00  98.00 92.00  100.00 100.00 100.00  96.00

Table 10: Success rates (%) across tasks and masking strategies on LIBERO-Goal for 7 5, OpenVLA, OpenVLA-
OFT, X-VLA. The instruction is provided in Tab. 15.
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Setting Avg  tl t2 3 t4
Baseline 79.17 79.17 70.83 95.83 70.83
Target(BG) 27.08 50.00 8.33 50.00 0.00
Target(Black) 4479 50.00 33.33 95.83 0.00
Target(Mosaic) 72.92 66.67 70.83 87.50 66.67
Gripper(BG) 78.12 79.17 75.00 91.67 66.67
Gripper(Black) 75.00 83.33 66.67 91.67 58.33
Gripper(Mosaic) 75.00 83.33 70.83 91.67 54.17
Robot(BG) 76.04 75.00 70.83 95.83 62.50
Robot(Black) 76.04 87.50 70.83 87.50 58.33
Robot(Mosaic) 77.08 83.33 66.67 91.67 66.67
Background(BG) 59.38 83.33 0.00 100.00 54.17
Background(Black) 58.33 66.67 0.00 95.83 70.83
Background(Mosaic) 71.88 70.83 54.17 87.50 75.00

Table 11: Performance of X-VLA under different mask-
ing strategies on Simpler.
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Model Backbone Size Layers Mask Decoding observation Bench Coverage

0.5 PaliGemma 3B 18 Bi-dir Flow Matching RGB + Lang. LIBERO, Calvin

X-VLA Florence-2 0.9B 24 Bi-dir Flow Matching RGB + Lang. + Soft_P. LIBERO, Clv, Simp., Rbt2
OpenVLA Prismatic 7B 32 Causal AutoRegressive RGB + Lang. LIBERO, Clv, Simpler
OpenVLA-OFT Prismatic 7B 32 Bi-dir L1 Regression RGB + Lang.+ Prop. LIBERO, Clv, RoboTwin2.0

Table 12: Overview of main and supplementary VLA model and simulator coverage. We conduct the full mechanistic
diagnosis on 7 5 and OpenVLA using LIBERO, and include X-VLA, OpenVLA-OFT, RoboTwin2.0, CALVIN,
and Simpler as supplementary settings for broader validation. Lang. = language. LIB. = LIBERO; Cal. = CALVIN;
Simp. = Simpler; Rbt2 = RoboTwin2.0.

Model Stage Region Attention Mass IoU top-10% Peak Hit
Gripper 0.2098 + 0.0638 0.2198 +0.0702  0.4903

Phase 1 Robot Arm  0.2406 +0.0592 0.1006 £+ 0.0480  0.3131

Object 0.2039 £ 0.0741 0.13744+0.0902  0.2975

OpenVLA Gripper 0.1930 + 0.0616  0.2166 +0.0700  0.5148
Phase2 Robot Arm  0.2708 4+ 0.0646 0.1209 + 0.0468  0.3479

Object 0.1965 + 0.0748  0.1294 +£0.0796  0.3389

Gripper 0.2014 + 0.0632  0.2182 4+ 0.0701  0.5026

Full Robot Arm  0.2557 £ 0.0638  0.1108 £ 0.0485  0.3305

Object 0.2475 £ 0.0863 0.1504 +0.0842  0.3599

Gripper 0.2076 +£0.1064 0.2650 +£0.1395  0.1887

Phase 1 Robot Arm  0.1812 £ 0.0863 0.1008 + 0.0768  0.0540

Object 0.2213 £0.0868 0.13124+0.0884  0.3798

- Gripper 0.1560 + 0.0931  0.2057 +0.1324  0.1487
05 Phase2 Robot Arm  0.2042 4+ 0.0649 0.1130 £+ 0.0696  0.0372
Object 0.2204 + 0.0700  0.1421 +£0.0793  0.4401

Gripper 0.1817+0.1032 0.2353 +0.1392  0.1687

Full Robot Arm  0.1927 £0.0772  0.1069 + 0.0736  0.0456

Object 0.2584 +£0.0755 0.1379 +£0.0738  0.4206

Table 13: LIBERO-10 attention grounding for gripper, robot arm, and object regions. All values are pooled over
task-step samples. Gripper is the union of robot masks whose instance name contains “gripper”’; Robot Arm is the
union of the remaining robot masks; Object is the current subtask focus union. Full is recomputed over the full
rollout using the union of both subtask focus sets.

To.5 evidence

Quantitative observation

Interpretation

Rollout contrast

View allocation

Layer routing

Attention sink

Action slots

Pretrained model: 0% success and 520-step
failures; fine-tuned model: 100% success
and 231-step completion on the representa-
tive rollout.

In the layer-wise attention summary, action
queries allocate roughly 19% mass to the
wrist view and 9% to the agent view, af-
ter accounting for the BOS-dominated text
sink.

Early layers LO-L3 mainly perform coarse
input reading; visual use increases through
L8-L13; L14 shows the strongest image—
action coupling; L15-L.17 mainly propagate
action information.

BOS self-attention reaches 0.81, and query
groups send approximately 28-45% of their
mass to BOS; other text tokens allocate
about 70% mass within the text/BOS loop
and only about 28% to images.

The ten action slots have nearly symmetric
attention distributions under bidirectional
self-attention.

Finetuning changes attention from diffuse scene
reading to executable manipulation tracking.

To.5 uses the closer manipulation view more
strongly, consistent with reliance on local contact
and affordance cues.

The visual grounding signal is not monotonically
stronger in later layers, but peaks near the layer
where image removal is most damaging.

Raw text attention can overstate semantic language
use; special tokens must be separated before inter-
preting instruction grounding.

To.5 encodes the action chunk as a coupled block,
so visual routing affects the whole action segment
rather than a single scalar action.

Table 14: Additional 7 5 attention-routing evidence from the layer-wise visualization analysis. These statistics
complement the IoU and mass results by explaining where the attention signal is routed inside the transformer.
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Task Family ID Instruction Capability

t0 Put both the alphabet soup and tomato sauce into the basket. Multi-object

tl Put both the cream cheese box and butter into the basket. Multi-object

t2 Turn on the stove and put the moka pot on it. Sequential reasoning

t3 Put the black bowl into the bottom drawer and close it. Long-horizon
LIBERO-10 t4 Put mugs onto corresponding plates. Spatial planning
Long-horizon t5 Place the book into the back compartment of the caddy. Manipulation

t6 Put mug on plate and pudding beside it. Spatial reasoning

t7 Put alphabet soup and cream cheese into basket. Compositional

t8 Put both moka pots on the stove. Multi-object

t9 Put mug into microwave and close it. Long-horizon

t0 Pick up alphabet soup and place it in basket. Object recognition

tl Pick up cream cheese and place it in basket. Object grounding

t2 Pick up salad dressing and place it in basket. Visual grounding

3 Pick up BBQ sauce and place it in basket. Recognition
LIBERO-Object t4 Pick up ketchup and place it in basket. Recognition
Object-centric t5 Pick up tomato sauce and place it in basket. Recognition

t6 Pick up butter and place it in basket. Visual identification

t7 Pick up milk and place it in basket. Category generalization

t8 Pick up chocolate pudding and place it in basket. Recognition

t9 Pick up orange juice and place it in basket. Generalization

t0 Pick bowl between plate and ramekin onto plate. Relative position

tl Pick bowl next to ramekin onto plate. Spatial reasoning

2 Pick bowl from table center onto plate. Localization

t3 Pick bowl on cookie box onto plate. Spatial grounding
LIBERO-Spatial t4 Pick bowl in top drawer onto plate. 3D localization
Spatial reasoning  t5 Pick bowl on ramekin onto plate. Relative relation

t6 Pick bowl beside cookie box onto plate. Spatial grounding

t7 Pick bowl on stove onto plate. Spatial reasoning

t8 Pick bowl beside plate onto plate. Relative relation

t9 Pick bowl on cabinet onto plate. Localization

t0 Open the middle drawer of cabinet. Goal execution

tl Put bowl on stove. Goal reaching

2 Put wine bottle on cabinet. Manipulation

t3 Open top drawer and put bowl inside. Multi-step planning
LIBERO-Goal t4 Put bowl on cabinet. Goal completion
Goal-directed t5 Push plate to front of stove. Motion control

t6 Put cream cheese into bowl. Object interaction

t7 Turn on stove. Goal execution

t8 Put bowl on plate. Goal reaching

9 Put wine bottle on rack. Target reaching

t0 Click the alarm clock’s center of the top side button on the table. Button clicking
RoboTwin2.0 tl Click the bell’s top center on the table. Ta}rget clicking .
Dual-arm 2 Use both arms to grab the roller on the table. Bimanual grasping

3 Use both arms to lift the pot. Bimanual lifting

t4 Use one arm to press the stapler. Single-arm pressing

t0 Put carrot on plate. Object placement
SimplerEnv t1 Put eggplant into yellow basket. Goal manipulation
Real-to-Sim 2 Put the spoon on the towel. Spatial reasoning

t3 Stack the green block on the yellow block. Stacking manipulation

Table 15: Complete overview of LIBERO, RoboTwin2.0, Simpler benchmark tasks. LIBERO-10 evaluates long-
horizon compositional manipulation, LIBERO-Object focuses on object-centric understanding, LIBERO-Spatial
measures spatial reasoning, and LIBERO-Goal evaluates goal-conditioned control. RoboTwin2.0 subset (5/50
tasks) evaluates bimanual manipulation on five selected tasks. SimplerEnv-BridgeV?2 tests real-to-sim transfer on
Bridge-style manipulation tasks.
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Task Family ID Instruction Capability

t0 Take the red block and rotate it to the right. Block rotation

tl Take the red block and rotate it to the left. Block rotation
Block 2 Take the blue block and rotate it to the right. Block rotation
Rotation 3 Take the blue block and rotate it to the left. Block rotation

t4 Take the pink block and rotate it to the right. Block rotation

t5 Take the pink block and rotate it to the left. Block rotation

t6 Push the red block to the right. Object pushing

t7 Push the red block to the left. Object pushing
Block t8 Push the blue block to the right. Object pushing
Pushing t9 Push the blue block to the left. Object pushing

t10 Push the pink block to the right. Object pushing

t11 Push the pink block to the left. Object pushing

t12 Push the sliding door to the left side. Slider manipulation
Slider t13 Push the sliding door to the right side. Slider manipulation
Drawer t14 Pull the handle to open the drawer. Drawer manipulation

t15 Push the handle to close the drawer. Drawer manipulation
Gras t16 Grasp and lift the red block. Grasp and lift
& Lif[:: t17 Grasp and lift the blue block. Grasp and lift

t18 Grasp and lift the pink block. Grasp and lift
Lift £ t19 Lift the red block from the sliding cabinet. Lift from container
Clabirl;gin t20 Lift the blue block from the sliding cabinet. Lift from container

t21 Lift the pink block from the sliding cabinet. Lift from container
Lift from 22 Take the red block from the drawer. Lift from drawer
Drawe(; t23 Take the blue block from the drawer. Lift from drawer

t24 Take the pink block from the drawer. Lift from drawer
Place t25 Store the grasped block in the sliding cabinet. Place into container
Store t26 Store the grasped block in the drawer. Place into drawer
Push . . . .
. 27 Slide the block until it falls into the drawer. Push into drawer
into Drawer
Stack t28 Stack the grasped block. Stacking
Unstack 29 Remove the stacked block. Unstacking

t30 Use the switch to turn on the light bulb. Light control
Light t31 Use the switch to turn off the light bulb. Light control
Control 32 Press the button to turn on the LED light. LED control

t33 Press the button to turn off the LED light. LED control

Table 16: Overview of CALVIN manipulation tasks. CALVIN evaluates sequential multi-skill manipulation abilities,
including object rotation, pushing, grasping, lifting, stacking, container interaction, drawer operation, and light

control.

47315



