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Abstract

The attention mechanism has been the core
component in modern transformer architec-
tures. However, the computation of standard
full attention scales quadratically with the se-
quence length, serving as a major bottleneck
in long-context language modeling. Sliding
window attention restricts the context length
for better efficiency at the cost of narrower re-
ceptive fields. While existing efforts attempt to
take the benefits from both sides by building hy-
brid models, they often resort to static, heuris-
tically designed alternating patterns that limit
efficient allocation of computation in various
scenarios. In this paper, we propose Switch At-
tention (SwiAttn), a novel hybrid transformer
that enables dynamic and fine-grained routing
between full attention and sliding window at-
tention. For each token at each transformer
layer, SwiAttn dynamically routes the com-
putation to either a full-attention branch for
global information aggregation or a sliding-
window branch for efficient local pattern match-
ing. An adaptive regularization objective is
designed to encourage the model towards ef-
ficiency. Moreover, we adopt continual pre-
training to optimize the model, transferring
the full attention architecture to the hybrid
one. Extensive experiments are conducted on
twenty-three benchmark datasets across both
regular (4K) and long (32K) context lengths,
demonstrating the effectiveness of the proposed
method. Our kernel implementation is avail-
able at https://github.com/YushengZhao/
SwitchAttentionKernels.

1 Introduction

The transformer architectures (Vaswani et al., 2017,
Dai et al., 2019; Kitaev et al., 2020) have been
widely adopted in recent large language models
(LLMs) (Anil et al., 2023; OpenAl, 2023; Singh
et al., 2025). Despite their success in language
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Figure 1: Conventional hybrid transformers (a) often
adopt manually designed, static hybrid schemes. In con-
trast, the proposed SwiAttn (b) dynamically selects the
type of attention for each input token at each transformer
layer, enabling fine-grained allocation of computation.

modeling, standard transformer architectures suf-
fer from quadratic computational complexity due
to the attention mechanism (Vaswani et al., 2017).
To address this limitation, efforts have been made
in reducing the computation of standard full at-
tention (Shazeer, 2019; Dao et al., 2022; Ainslie
et al., 2023; Liu et al., 2024a), sparsifying full
attention (Child et al., 2019; Kitaev et al., 2020;
Liu et al., 2022a; Zhang et al., 2023; Xiao et al.,
2023; Song et al., 2024; Xu et al., 2025; Yuan et al.,
2025), developing sub-quadratic attention mecha-
nisms (Katharopoulos et al., 2020; Ma et al., 2021;
Han et al., 2023; Peng et al., 2023a; Yang et al.,
2024; Gu and Dao, 2024; Peng et al., 2025; Guo
et al., 2025a), and designing hybrid transformer
models (Beltagy et al., 2020; Zaheer et al., 2020;
Jiang et al., 2023; Fu et al., 2024; Du et al., 2025).

Among these solutions, hybrid transformer mod-
els leverage both standard full attention and its
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efficient variants, e.g., sliding window attention
(SWA, Beltagy et al. 2020), and have been widely
adopted in larger industrial models (Gemma, 2024;
Yang et al., 2025; OpenAl, 2025; Gao et al., 2026).
While they balance efficiency and performance
of language modeling, most hybrid transformers
adopt a static hybrid scheme (e.g., alternating be-
tween full attention and sliding window attention
with a fixed ratio) designed heuristically prior to the
pretraining stage (Brown et al., 2020; Jiang et al.,
2023; Singh et al., 2025; Du et al., 2025). This
limits the model’s potential to allocate computation
more efficiently. For example, when the context be-
yond the range of a sliding window is less relevant
to the response that the model is about to gener-
ate, one would expect a lower ratio of expensive
standard full attention, and vice versa.

Towards this end, this paper proposes a novel hy-
brid attention mechanism named Switch Attention
(SwiAttn). As is shown in Figure 1, the proposed
SwiAttn is a dynamic and fine-grained hybrid
solution compared to prior efforts. In particular,
SwilAttn inserts a router before each attention mod-
ule and dynamically decides whether the input fea-
ture should be processed by standard full attention
or sliding window attention for each token at each
transformer layer. The full attention branch gathers
long-range information accurately from the entire
sequence, while the sliding window branch mod-
els short-term memory efficiently from a narrower
context. The router dynamically decides the spe-
cific branch for each token at each layer based on
the input feature. In order to encourage the router
towards the more efficient branch (i.e., the SWA
branch), we adopt a regularization objective that
is optimized with the log-likelihood loss. Addi-
tionally, to efficiently transfer the knowledge from
pretrained full attention models, we utilize contin-
ual pretraining (CPT, Sun et al. 2020; Mendieta
et al. 2023; Yildiz et al. 2024; Guo et al. 2025b)
to convert the standard full attention architecture
to the proposed SwiAttn. We perform extensive
experiments on twenty-three benchmark datasets
covering different context lengths against several
competing baselines, and the results demonstrate
the effectiveness of SwiAttn. The contributions of
this paper are summarized as follows:

@ New Perspective: We present a dynamic and fine-
grained perspective of hybrid transformer models
for effective allocation of computation between
full attention and its efficient variants.

® Novel Methodology: We propose Switch Atten-
tion (SwiAttn), consisting of both the full atten-
tion branch and the SWA branch, to adaptively
allocate computation for each token’s representa-
tion at each transformer layer. Additionally, we
design an adaptive regularization objective and
optimize the model from standard transformers
through continual pretraining.

® Empirical Validation: We conduct extensive ex-
periments on twenty-three benchmark datasets
covering commonsense reasoning, in-context re-
trieval, and long-context understanding. Further
experiments reveal the dynamics of the routing,
enabling fine-grained allocation of computation.

2 Related Works

2.1 Efficient Attention Mechanism

The quadratic computational complexity has be-
come a major bottleneck of efficient transformer-
based LLMs as input sequences grow longer. This
leads to a plethora of efforts in designing efficient
attention mechanisms (Tay et al., 2022; Sun et al.,
2025). One line of research attempts to reduce the
computation of the standard full attention itself by
sharing (Shazeer, 2019; Ainslie et al., 2023) and
compressing (Ge et al., 2023; Liu et al., 2024a,b,c)
the key and value vectors, or optimizing hardware
compatibility (Dao et al., 2022; Chang et al., 2025;
Sanovar et al., 2025). Another line of work designs
mechanisms to sparsify the standard full attention
through heuristic (Zaheer et al., 2020; Xiao et al.,
2023) or data-dependent patterns (Xu et al., 2025;
Nawrot et al., 2025; Lai et al., 2025; Yuan et al.,
2025).

Several related methods allocate attention or
KV-cache computation at different granularities.
DuoAttention (Xiao et al., 2025) assigns retrieval or
streaming behavior to attention heads, while MoA
(Fu et al., 2024) searches heterogeneous attention
spans across heads and layers. FastGen (Ge et al.,
2023) profiles attention heads and applies head-
specific KV-cache compression policies. NSA
(Yuan et al., 2025) combines compressed global
tokens, selected token blocks, and a local window.
CCA-Attention (Chen et al., 2025) constructs core
tokens while preserving local context. MInference
(Jiang et al., 2024) selects input-dependent sparse
attention patterns. In contrast, SwiAttn retains
exact FullAttn and SWA branches and makes a
content-dependent choice for every token at every
transformer layer. Recent studies (Wu et al., 2025;
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Figure 2: During the continual pretraining stage (a), we compute both the full attention branch and the SWA branch
separately. Subsequently, the router is applied to select the attention output from different branches for each token’s
hidden representation. The selection result is then processed by a feed-forward network (FFN Layer). During the
decoding stage (b), the router is used to decide the branch for attention computation. The full attention branch and
the SWA branch share a unified KV cache for better efficiency.

Lin et al., 2026) also suggests that the behavior of
attention heads may be dynamic.

To circumvent the quadratic complexity, efforts
are made in employing sub-quadratic attention
(Yang et al., 2024; Han et al., 2024; Dao and Gu,
2024; Peng et al., 2025; Guo et al., 2025a; Kimi
et al., 2025). However, their efficiency comes at
the expense of degraded long-context performance,
as the state matrices limit the memory (Guo et al.,
2025a; Nazari and Rusch, 2026; Sun et al., 2026),
and in practice, they are often used as an alternative
of sliding window attention.

2.2 Hybrid Transformers

Hybrid transformer models have been widely
adopted to enhance the efficiency of LLMs (Jiang
et al., 2023; Gemma, 2024; Yang et al., 2025).
Many hybrid transformers consist of both standard
full attention and its efficient variants, such as slid-
ing window (Child et al., 2019), sparse (Zaheer
et al., 2020), or linear attention (Yang et al., 2024;
Kimi et al., 2025). A common practice among ex-
isting designs is to interleave full and efficient atten-
tion layers (e.g., Figure 1(a)) according to a static
ratio empirically defined before the training pro-
cess (Wang et al., 2025; OpenAl, 2025; Xiao et al.,
2026). Given the heuristic nature of these methods,
efforts are made in automated search for optimal hy-
brid configurations under certain data distributions
(Guetal., 2025; Acun et al., 2025; Xia et al., 2026).
Nevertheless, most existing approaches adhere to a
static hybrid scheme (using a fixed hybrid pattern
for all tokens), either heuristically defined (Kitaev
et al., 2020; Kimi et al., 2025; Yang et al., 2025) or
searched with data (Gu et al., 2025; Liu and Wang,
2025), while recent works suggest distinct diffi-

culty in generating tokens (Leviathan et al., 2023;
Cai et al., 2024; Gloeckle et al., 2024; Liu et al.,
2024a; Fu et al., 2025).

3 Methodology

3.1 Preliminaries and Framework Overview

Preliminaries and Notations. We consider the
standard language modeling task. During the pre-
training stage, the input sentence is first tokenized
and then transformed to the hidden representations
HO = [n{Y a0 . h] € RIXT, where T is
the sequence length and d is the hidden dimension
size. At the [-th transformer layer, the input hid-
den representations H @ is mapped into queries,
keys and values through a linear mapping ¢, i.e.,
QW KO v = ¢(HWY). Attention (standard
full attention or a more efficient one) is computed
using QW KW v to obtain the attended out-
put O Finally, a feed-forward network is ap-
plied to obtain the input hidden representations
(ie., H (l+1)) of the next transformer layer. The
final hidden representation H (“t1) (where L is the
number of transformer layers) is used to predict the
next token. During the decoding stage, the model
generates one token each time with the current
query qgl), key kgl) and value vt(l), and uses KV
cache {k:gl) , ’UZ(Z) f;% to store previously computed
key and value vectors. !
Framework Overview. The proposed SwiAttn
is a dynamic and fine-grained hybrid of standard
full attention and SWA, as illustrated in Figure

"For simplicity, we omit some details here and in the fol-
lowing, such as layer normalization, residual connection, posi-
tion embeddings, attention heads, efc.
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2. At each transformer layer during the contin-
ual pretraining stage, both full attention and SWA
are computed using the shared queries, keys and
values. A router is applied to the input hidden rep-
resentations to decide which branch to use for each
token. The attended outputs from the two branches
are then gathered and processed by a feed-forward
layer. An adaptive regularization objective is ap-
plied to the output of each router to encourage the
model towards the SWA branch. During the decod-
ing stage, the router is first applied to the hidden
representation to decide the branch for computing,
and the model only computes the selected branch
using a shared KV cache.

3.2 Dual-branch Routing

The proposed SwiAttn consists of two branches:
the full attention branch and the SWA branch. Stan-
dard full attention excels in capturing long-range
dependencies, while SWA efficiently computes at-
tended output using local contexts. Not all tokens
require global information at all transformer lay-
ers: there is a natural sparsity in both layer (Yang
et al., 2025; Kimi et al., 2025; Gao et al., 2026) and
token (Leviathan et al., 2023; Cai et al., 2024; Fu
et al., 2024, 2025) dimensions. Therefore, we use a
router function to decide the specific branch to use.
Concretely, given the input hidden representa-
tion H®) € RI*T at the I-th layer, we first com-
pute the soft gate using the router function R as:

50 = sigmoid (R(H(”)> e (0,17, (1)

where sigmoid(-) is the sigmoid function. The
(hard) gate indicating the path of computation for
each token at the I-th layer, ¢Y) € {0,1}7, is then
obtained by applying a threshold 7 = 0.5, i.e.,

ol =1 (50> r) 150 _sg (&(”) )

where 1(+) is an element-wise indicator function
and sg(+) is the stop gradient function. Note that we
adopt straight-through estimation (STE, Fedus et al.
2022; Liu et al. 2022b; Huh et al. 2023) to enable
differentiation of the router’s parameters during
training. The gate is used to control whether a
corresponding token should be computed with full
(when the value is 1) or sliding window attention
(when the value is 0). Subsequently, we compute
both the full attention branch and the SWA branch

using a shared set of queries, keys and values, i.e.,
[Q(l),K(l), V(l)] — ¢(H(l)), Q3)
OI(FZI)JLL = AI(FZI)JLL(Q(Z)a KO vD) @
Ofn = AR (@D, KO VD), (5)

where Ag[)JLL and .Aél&,A denote full attention and
SWA, respectively. The gate is then used to select
the output of attention oW je.,

o =50 O](JZL)JLL +(1- U(l)) © Oél\g\/A7 (6)

where © denotes element-wise product (in the
sequence length dimension). Finally, the feed-
forward network (FFN) is applied to obtain the
hidden representation at the (I + 1)-th layer.
During inference, the attention output is com-
puted similarly. At the prefill stage, the attention
output can be computed via Eq.1-6, and especially,
the computation of the two branches could be fur-
ther merged with a hardware-efficient implementa-
tion. At the decode stage, we compute the (hard)
gate for the ¢-th token at the [-th layer as a scaler
ogl) € {0, 1}, and then compute the full attention
or SWA accordingly. Notably, in the decoding
stage, both branches share a single set of KV-cache
to increase inference efficiency. We summarize the
inference procedure of SwiAttn in Appendix A.

3.3 Adaptive Regularization

In the dual-branch routing framework, the full at-
tention branch provides richer information than the
SWA branch. Therefore, to encourage the model
towards the SWA branch for efficiency, we also
design an adaptive regularization objective that is
optimized during continual pretraining. Conceiv-
ably, when the ground-truth token exhibits lower
log-likelihood under the predicted distribution, the
model may struggle to predict this token, and there-
fore, we expect higher ratios for the more powerful
full attention branch. Additionally, when the two
branches disagree, we also tend toward the more
reliable full attention branch. These require the
regularization objective to be more adaptive.

Specifically, given the soft gate of the ¢-th token
at the [-th transformer layer &t(l), the regularization
objective is designed as follows:

£ =+"sp (R(BM) . )

where %(l) is the adaptive weight of regularization

discussed in the following, and sp(x) = In(1 + e*)

47354



is the softplus function, a smooth version of the
ReLU function (Nair and Hinton, 2010), providing
a small penalty to values less than 0 and increas-
ing penalty to values greater than 0. The adaptive
weight fyt(l) of the ¢-th token at the [-th layer is de-
termined by several factors: (1) the base weight
Ybase> (2) the negative log-likelihood (NLL) of the
ground-truth token under the currently predicted
distribution of language modeling, i.e., NLL(¢),
and (3) the disagreement of the two branches as
measured by the mean squared error (MSE), i.e.,
||o§t[JJ]ZL — oéi;f,i”%, where ogU’lﬁL and ogt\;% denotes
the output of the full attention branch and the SWA
branch of the ¢-th token at the [-th layer. Consid-
ering these factors, the adaptive weight fyt(l) can be
written as follows:

’Y(l) . “Vbase
- tl tl )
e+ NLL(t) + o - [lofi)1. — ofial3 ©

where € and « are hyper-parameters.

The NLL and branch MSE are used only to con-
struct the adaptive regularization weight during
teacher-forced CPT. At inference, the routing deci-
sion depends only on R(H ), and the model com-
putes only the selected attention branch.

Remark. Eq.8 adaptively reweights the regulariza-
tion objective of the router. The hyperparameter
€ avoids division by zero and provides an upper
bound of the weight, i.e., %(l) < Yoase - € L. The
NLL and MSE terms reduce the weight of regu-
larization when the token prediction loss increases
(high NLL) and/or the two branches diverge (high
MSE). Under such conditions, the reduced regular-
ization weights encourage the router to use fewer
SWA branches and more full attention branches,
since the SWA branch may be less reliable. Al-
though the full-attention ratio emerges from train-
ing, it can be steered toward a target compute bud-
get by adjusting Ypase according to the observed
routing ratio: increasing “pase €ncourages more
SWA decisions, whereas decreasing it relaxes the
efficiency-oriented penalty. The experiments in this
work use a fixed "pase. Further motivation for this
design is provided in Appendix C.

3.4 Continual Pretraining

Different from many hybrid transformers that re-
quire training from scratch, the proposed SwiAttn
adopts a continual pretraining approach, utilizing
the learned knowledge from an existing off-the-
shelf full attention transformer.

Algorithm 1 The continual pretraining of SwiAttn
Requires: The pretrained standard full attention
transformer model MP"¢, hyperparameter € and «,
number of continual pretraining iterations V.
Ensures: The continual pretrained SwiAttn M.

1: Initialize the weights of Agl)JLL, AgQVA in M
using the weights .le(gl[)JLL from MP"¢;
2: for Iterations i = 1,2, ..., N do
3:  Tokenize the training batch of the i-th itera-
tion and transform them into initial hidden
representations H (1);
4: for Layers! =1,2,...,L do
5: Compute the soft gate ¢(!) using Eq.1;
Obtain the hard gate o) using threshold
7 according to Eq.2;

7: Compute the routed output o" using
Eq.3-6 and apply the FFN layer;
8: Compute the router logits R(hil)) and

MSE Hol(;[’jlﬁL - oét\;\l,/m |2 for each token;
9:  end for
10:  Compute the NLL for each token as NLL(t);

11:  Compute the adaptive weight fyt(l)

using Eq.8
to obtain adaptive regularization Egl);

12:  Compute the language modeling loss L1 m
and the final loss £ using Eq.9;

13: end for

14: Update the parameters of M using V L;

In particular, given a standard transformer and its

full attention module at the [-th layer flg[)JLL, we ini-
tialize parameters of both the full attention branch

A](:%LL and the SWA branch Agl\),\,A of SwiAttn us-

ing the parameters of A}(;%LL. Other parameters,
like the FFN layer, are also inherited from the stan-
dard pretrained transformer. During the continual
pretraining stage, we train the entire hybrid trans-
former using both the language modeling objective
L1 M and the aforementioned adaptive regulariza-
tion objective, i.e.,

L T
1 ()
LZLLM+ﬁZZ’Ct . )

=1 t=1

By continual pretraining from an existing standard
transformer, we save computation resources and
stabilize the optimization process. The continual
pretraining process of the proposed SwiAttn is
presented in Algorithm 1.
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3.5 Hardware Compatibility

During CPT, SwiAttn computes both full attention
and SWA. The SWA branch can be implemented
efficiently using FlashAttention (Dao et al., 2022).
The router maps each hidden representation to a
scalar and can be fused into the QKV projection as
one additional output, making its overhead negligi-
ble relative to attention.

During inference, efficient attention does not
automatically translate into efficient hardware ex-
ecution. For example, in Q-outer sparse attention
under GQA, Lai et al. (2026) derive its BF16 arith-
metic intensity. Using G for the GQA group size
and S for the number of KV tokens processed by a
query, its arithmetic intensity can be written as

GS

m%G’ S>>G.

AIQ—outer = (10)
Thus, the arithmetic intensity is largely determined
by the GQA group size, and many Q-outer sparse-
attention kernels require a sufficiently large G for
efficient execution (Yuan et al., 2025; Liu et al.,
2025; Zeng et al., 2026).

SwiAttn instead groups routed query positions
into branch-specific, position-sorted index lists and
gathers them in tiles of B, positions for each query
head. For the G query heads sharing one KV head,
the kernel processes each query head in a sepa-
rate thread block, so both computation and the is-
sued KV loads scale with G under the same 10 ac-
counting. For a query tile traversing S KV tokens,
its dominant BF16 arithmetic intensity, ignoring
lower-order traffic, is

Al __ AGBSd,___ ByS
WA T UGB,dy + 4GSd, By + S
~ By, S > By.
an

Thus, KV reuse is determined by the kernel-
controlled query-tile size By, rather than the GQA
group size (G. SwiAttn consequently avoids the
large-group requirement common to many sparse-
attention methods (Yuan et al., 2025; Liu et al.,
2025; Zeng et al., 2026). This makes SwiAttn
an efficient and hardware-friendly attention mech-
anism under smaller group sizes. An exemplar
kernel implementation is provided in Appendix B.
During decoding, SwiAttn remains compatible
with existing optimization infrastructure, including
PagedAttention (Kwon et al., 2023) and Split-KV
strategies such as Flashlnfer (Ye et al., 2025).

4 Experiments

4.1 Experimental Setups

Datasets. Three types of datasets are used. » Com-
monsense Reasoning, including Lambada (LMB.,
Paperno et al. 2016), Wikitext (Wiki., Merity
et al. 2016), BoolQ (Clark et al., 2019), PIQA
(Bisk et al., 2020), SIQA (Sap et al., 2019), Hel-
laSwag (Hella., Zellers et al. 2019), WinoGrande
(Wino., Sakaguchi et al. 2021), ARC-easy and
ARC-challenge (ARC-e and ARC-c, Clark et al.
2018), and OpenBookQA (OBQA, Mihaylov et al.
2018); » In-Context Retrieval from Arora et al.
2024, including SWDE (Lockard et al., 2019),
FDA (Arora et al., 2023), TriviaQA (TQA, Joshi
etal. 2017), NQ (Kwiatkowski et al., 2019), DROP
(Dua et al., 2019), and SQuAD (SQD, Rajpurkar
et al. 2018); » Long-Context Understanding from
LongBench-E (Bai et al., 2024), including Multi-
FieldQA (MFQA, Bai et al. 2024), TRec (Li and
Roth, 2002), MultiNews (MNs, Fabbri et al. 2019),
GovReport (GvR, Huang et al. 2021), Qasper (Qas,
Dasigi et al. 2021), TriviaQA (TQA, Joshi et al.
2017), and SAMSum (SSM, Gliwa et al. 2019).
More details about the datasets are provided in Ap-
pendix D.

Baselines. We compare the proposed SwiAttn
against several baselines: sliding window attention
in zero-shot and continual-pretraining forms, de-
noted SWA-ZS and SWA-CPT; static hybrids of
full attention and SWA commonly used in larger in-
dustrial LLMs (Brown et al., 2020; OpenAl, 2025;
Xiao et al., 2026), denoted SH (3:1) and SH (6:1)
according to their SWA-to-FullAttn layer ratios;
DuoAttention (Xiao et al., 2025); and full attention,
denoted FullAttn. More details about the baseline
methods are provided in Appendix E.

Implementation Details. For the transformer ar-
chitecture, we use a 1.5B language model with 22
transformer layers (i.e., L = 22). Each layer con-
tains a dual-branch routing module and an FFN
layer. The router function R(-) is implemented
with a linear mapping, and the threshold 7 is set
to 0.5. For the SWA branch, the window size is
set to 1024. In adaptive regularization, we set the
base weight Ypase to 1 X 1073, the £ to 0.1 and the
weight « to 100. For model optimization, we first
pretrain the 1.5B full attention model on 4K-length
sequences using 240B tokens and then continually
pretrain the SwiAttn model for 20B tokens. To
evaluate tasks of longer sequences, we optimize
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Table 1: Performance on common sense reasoning datasets. Best results are in bold and second-best underline.

Datasets LMB. Wiki. AVG | BoolQ PIQA SIQA Hella. Wino. ARC-e ARC-c OBQA AVG
Metrics ppll ppld ppld acct acct acct acc_n? acct acct acc_nf acc_nf acct
SWA-ZS 7.16 16.6 11.9 62.2 74.0 414 60.1 57.1 62.9 343 354 50.5
SWA-CPT 7.02 15.6 113 62.1 74.5 42.0 60.1 579 62.7 35.5 352 52.6
SH (3:1) 7.32 15.2 113 62.3 73.7 42.0 60.2 579 62.3 33.6 36.7 53.6
FullAttn 7.16 15.0 11.1 62.2 74.0 414 60.1 57.1 62.9 34.3 354 534
SwiAttn 7.28 15.0 11.1 62.0 74.0 42.3 60.2 57.8 63.0 34.0 36.8 53.7

Table 2: Performance on in-context retrieval datasets.
Best results are in bold and second-best underline.

Table 3: Performance on long-context understanding.
Best results are in bold and second-best underline.

Datasets SWDE FDA TQA NQ DrorP SQD AVG
SWA-ZS 520 225 646 309 31.1 492 417
SWA-CPT  49.1 24.0 65.7 284 322 49.7 415
SH (3:1) 565 679 651 327 313 501 50.6
FullAttn 60.8 764 646 351 31.1 492 529
SwiAttn 602 75.1 652 352 324 494 529

the 32K full attention model by pretraining on 4K
context lengths for 192B tokens and then extend-
ing the context length using YaRN (Peng et al.,
2023b) to 32K with 24B tokens. The correspond-
ing SwiAttn is obtained by continual pretraining
on the full attention model for another 8B tokens.
More details can be found in Appendix F.

4.2 Main Results

We compare the performance of SwiAttn against
baselines on 23 benchmark datasets, and the results
are shown in Table 1, Table 2 and Table 3.

Commonsense Reasoning (Table 1). As the con-
texts of most instances are within the sliding win-
dow size (i.e., 1024), the performance of SwiAttn
is similar to the baselines, including both full atten-
tion and SWA models, demonstrating that Obs.®
SwiAttn maintains the commonsense knowledge
of full attention after CPT.

In-Context Retrieval (Table 2). For these datasets,
the contexts are within the 4096 token limit of 4K-
length models, and some instances require attention
spans beyond the sliding window. Obs.® SwiAttn
matches FullAttn while outperforming SH (3:1)
and the SWA baselines. This corresponds to a
relative improvement of 4.5% over SH (3:1).

Long-Context Understanding (Table 3). For
these datasets, the contexts of most instances grow
beyond the 1024 window size and can be as long
as 32K, which requires strong long-context capa-
bility. Obs.® SwiAttn matches FullAttn on av-
erage while outperforming DuoAttention, both
StaticHybrid configurations, and the SWA base-
lines. Compared with SH (3:1), SwiAttn achieves

Datasets GvVR MNs MFQA Qas TQA SSM TRec AVG
SWA-ZS 192 182 185 105 51.1 274 187 234
SWA-CPT 192 187 242 131 578 307 53.0 31.0
DuoAttention 21.6 199 309 145 624 294 587 339
SH (6:1) 21.0 190 262 201 600 312 557 333
SH (3:1) 226 200 296 145 681 323 593 352
FullAttn 249 209 339 186 693 302 637 374
SwiAttn 250 21.3 353 180 699 324 600 374

a relative improvement of 6.3%, despite using full
attention less frequently (as shown in Section 4.4).

Overall, SwiAttn achieves performance parity
with FullAttn while improving over the other base-
lines on tasks that require longer contexts. Results
on 3B models are in Appendix L.

4.3 Ablation Studies

To investigate the effect of different mechanisms
in the proposed method, we design several variants
of the original SwiAttn. Specifically, V1 disables
adaptive regularization and uses Ypase instead. V2
removes the NLL term in Eq.8. V3, V4, and V5
changes o from 100 to 10, 1, and 0, respectively.
V6 and V7 perturb £ from 0.1 to 0.2 and 0.01.
We present results on three summarization datasets
from LongBench-E in Table 4.

Effect of Adaptive Regularization. From V1,
V2, and V5, we can see that Obs.® adaptive regu-
larization, along with several factors in adaptive
weights, is effective. The removal of adaptive reg-
ularization reduces average performance by 1.3.
Besides, when the NLL (V2) or MSE (V5) terms
are removed, the performance also declines.

Effects of Hyperparameters. V3 and V4 show
the effect of the hyperparameter of a. When « is
changed, the accuracy drops, as « balances the rel-
ative importance of the MSE term in adaptive regu-
larization. Variants V6 and V7 show the effect of e.
The model is less sensitive to this hyperparameter,
and when ¢ is perturbed, the accuracy decreases
slightly. € controls the upper bound of the adaptive
weights, which affects the optimization process.
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Table 4: Ablation studies of SwiAttn.

Variants GVR MNs SSM AVG
V1: w/o Adaptive Reg.  24.1 20.7 30.0 24.9
V2: w/o the NLL term  24.3 20.9 30.7 25.3
V3:a=10 24.1 20.9 30.5 252
V4:a=1 23.8 20.9 29.9 24.9
V5:a=0 239 20.6 29.5 24.7
V6: e =0.2 24.7 20.9 31.7 25.8
V7:e=0.01 244 20.8 30.1 25.1
SwiAttn 25.0 21.3 324 26.2

4.4 Further Analysis

Needle-in-a-Haystack. We also provide experi-
mental results on the commonly-used Needle-In-A-
Haystack (NIAH) task using RULER (Hsieh et al.,
2024). Specifically, we test 35 different context po-
sitions (i.e., depth percent) and 35 context lengths
(i.e., token limit). The retrieval tests are repeated
three times for each case, and the results are vi-
sualized in Figure 3. As can be seen from the
results, Obs.® SwiAttn achieves perfect retrieval
accuracy across various scenarios, showing that
SwiAttn maintains the strong retrieval capability
of full attention with its dynamic routing mecha-
nism models under long context lengths.

Inference Efficiency. We compare the inference
efficiency of SwiAttn and the FullAttn baseline.
For the prefill stage, we plot the amount of com-
putation required (in terms of GFLOPs) at every
token position, following Liu et al. 2025, and the
results are shown in Figure 4a. For the decode
stage, we measure efficiency with the amount of
memory access of the KV cache (in terms of the
number of tokens at each layer on average), as it
is the primary bottleneck of the decoding speed
of attention. As the efficiency of SwiAttn is re-
lated to the data distribution, we provide results
on both standard (under the same distribution of
training corpus) and simple (under the distribution
of needle-in-a-haystack task where the needle is
within the sliding window) setups in Figure 4b. At
a 32K context length, SwiAttn reduces KV-cache
access by approximately 4.4 x under the standard
data distribution and by up to 12 x under the simple
data distribution.

Ratios of Full Attention across Layers. We then
investigate how different transformer layers behave
in dual-branch routing. Specifically, we collect
the routing decisions of each transformer layer and
calculate the ratio of the model choosing full at-
tention under the 32K continual pretraining data

[} =
o) =}

o
o

Depth Percent
Accuracy

Token Limit

Figure 3: Needle-in-a-haystack retrieval accuracy in
different context positions (depth percentage) across
32K context lengths. The proposed SwiAttn achieves
perfect retrieval accuracy with its dynamic and fine-
grained hybrid attention mechanism.

—— FullAttn Pos. lgflem. A;Ciis
45| —— Ours urs u
" Standard
S 3.0 8K 23K 8K
& 16K 42K 16K
© s 24K 62K 24K
32K 73K 32K
0.0 Simple
o 8K 16K 24K 32k 16K 17K 16K
Token Position 32K 2.6K 32K
(a) Prefill (b) Decode

Figure 4: Efficiency comparison under different token
positions of SwiAttn (ours) and FullAttn baseline. We
report GFLOPs for the prefill stage and memory access
in terms of averaged tokens in the decode stage.

distribution and count the decisions of 400M to-
kens. The results are presented in Figure 5. As
can be seen from the results, Obs. @ different trans-
Jormer layers exhibit distinct patterns of routing:
some layers (e.g., Layer 1, 2, 3, 22) tend to use
more SWA branches while others (e.g., Layer 8,
11, 14) use full attention branches more frequently.
This suggests different layers specialize in different
functionalities. Additionally, we also compute the
averaged full attention ratio of all layers, and the
result is around 0.13, which is lower than the 0.25
ratio of conventional static hybrid models with one
full attention layer after three SWA layers.

Dynamics in Dual-Branch Routing. We also
investigate the dynamics of dual-branch routing.
When the next token can be easily predicted based
on information within the sliding window, we ex-
pect the model to use the SWA branch more fre-
quently, and when the next token is hard to forecast
with local information, the full attention branch
should be more frequently used as a default choice.
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Figure 5: The ratio of using full attention branches
across different transformer layers. The averaged full
attention ratio is around 0.13.

To verify whether SwiAttn behaves in a computa-
tion efficient way, we resort to the NIAH retrieval
task, where needles to be retrieved are inserted
in different locations of the context (i.e., different
depth percent, higher percents indicate closer dis-
tance to the end of the prompt), and measure the
full attention ratio of SwiAttn when generating the
answer (i.e., the inserted needle). The results are
presented in Figure 6, where we illustrate the ratio
under different context lengths (i.e., 1.9K, 2.8K,
3.7K, 4.6K, 30.2K). The results show that when
the needle is inserted in lower depth percentages
(outside the sliding window), the model chooses
around 30% of full attention, while when the model
is closer to the end of the prompt (within the slid-
ing window), a lower ratio of full attention around
5% is observed. This demonstrates that Obs.®
SwiAttn can dynamically and efficiently decide
the specific branch to use based on the context.

5 Conclusion

This paper presents Switch Attention (SwiAttn),
a novel hybrid transformer that can dynamically
route the hidden representation to either full atten-
tion or sliding window attention at each transformer
layer, enabling efficient and fine-grained allocation
of computation based on the contexts. SwiAttn
can be optimized via continual pretraining from
off-the-shelf standard full attention transformers.
An adaptive regularization objective is designed to
enhance efficiency while maintaining accuracy. Ex-
tensive experiments demonstrate the effectiveness
of the proposed SwiAttn, and further empirical
results reveal its dynamics and efficiency.

Limitations

Our experiments cover models up to 3B parameters,
and the 3B model uses the same hyperparameter
configuration as the 1.5B model without a scale-

— 1.9K
2.8K
— 3.7K
— 4.6K
30.2K

Full Attention Ratio
o
N

o 10 20 30 40 50 60 70 80 9O 100
Depth Percent

Figure 6: The ratio of full attention branches when gen-
erating the needle in the needle-in-a-haystack retrieval
task. When the needles fall within the sliding window,
the full attention ratio is low, while a higher ratio is
observed when the needle is outside the sliding window.

specific search. Effectiveness at larger industrial
scales therefore remains to be verified. In addition,
the efficiency of SwiAttn depends on the routing
distribution induced by the input. In the worst case,
where every token at every layer selects FullAttn,
SwiAttn has the same attention and KV-cache ac-
cess complexity as FullAttn together with the small
router cost, and therefore provides no speedup.
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Algorithm 2 The inference procedure of SwiAttn
Requires: The SwiAttn model M, the prompt P.
Ensures: The response sequence R.

1: Tokenize P and convert it to the initial hidden
representations H (1),

2: for Layerl =1,2,..., L do
Compute Q) , KO v and initialize the
shared KV-cache C(V) = {kgl), vfl) L

4:  Compute the gate (Eq.1-2), attention outputs
(Eq.4-6), and apply the FEN layer.

5: end for

6: Generate the first token and append to R;

7: while not reaching EOS token do

8 for Layer [ =1,2,..., L do

9 Compute qgl), k:t(l), 'vgl) and update C(V);

O]

10: Compute the gate o, ’ using Eq.1-2;
11: if ot(l) = 1 then
12: Compute full attention output o(t*) =
Lt ! l .
01(?UI)JL = 'A}(TI)JLL(qlS )a C(l))’
13: else
14 Compute the SWA output o) =
Lt ! l .
ofwn = Alwa(al”,CV);
15: end if
16: Apply the FFN layer to o(-1);

17:  end for

18:  Generate the next token and append to R;
19: end while

20: return The detokenized sequence R;

A Inference Procedure of SwiAttn

We provide the inference procedure of the proposed
SwiAttn in Algorithm 2.

B Details about the Kernel

The prefill implementation compacts queries routed
to the FullAttn and SWA branches into separate,
position-sorted lists and tiles them across query
positions. This decouples arithmetic intensity from
the GQA group size, avoiding a constraint common
to many sparse-attention kernels. Figure 7 provides
a compact TileLang implementation.

C Motivation for Adaptive Regularization

The adaptive weight in Eq.8 is motivated by two
complementary intuitions. First, if the mapping
from the [-th layer output to the final language-
modeling loss is locally Lipschitz continuous (Vir-
maux and Scaman, 2018), a larger discrepancy be-
tween the FullAttn and SWA outputs may corre-

spond to a larger change in the downstream loss.
This motivates using branch disagreement as a sig-
nal for weakening the efficiency-oriented penalty:

1 1
|Lom(0Sin) — Lim(owi)]

tl tl
< K|lof)y — oSunlle.

Second, the information-bottleneck perspective
(Tishby et al., 2000; Alemi et al., 2016) views
token-level NLL as an indicator of prediction
difficulty and information demand. A higher
NLL therefore motivates preserving greater flex-
ibility to access global context. Combining NLL
with branch disagreement allows the regulariza-
tion strength to adapt to both token difficulty and
the difference between the two attention branches,
encouraging SWA for locally predictable tokens
while retaining FullAttn as an option when local
information may be insufficient.

D Details about the Datasets

In this section, we provide comprehensive descrip-
tions of the datasets used in our experiments, or-
ganized by the three evaluation categories: com-
monsense reasoning, in-context retrieval, and long-
context understanding.

D.1 Commonsense Reasoning

This category evaluates models’ ability to perform
reasoning based on everyday world knowledge.

e Lambada (LMB.) (Paperno et al., 2016): A
word prediction task requiring broad discourse
context understanding. Models must predict the
final word of a passage, which cannot be inferred
from local context alone. The dataset contains
passages extracted from BookCorpus. We report
perplexity on the standard test set.

* Wikitext (Wiki.) (Merity et al., 2016): A lan-
guage modeling dataset derived from Wikipedia
articles. We evaluate perplexity on the test split to
assess generative capability over coherent, long-
form text.

* BoolQ (Clark et al., 2019): A binary question an-
swering dataset where questions are naturally oc-
curring yes/no queries from Google search. Eval-
uation is based on exact match accuracy.

* PIQA (Bisk et al., 2020): Physical Interaction
QA, focusing on everyday physical reasoning.
Models choose between two plausible solutions
to a goal. Accuracy is reported on the test set.
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import tilelang
from tilelang import language as T

PASS_CONFIGS = {
tilelang.PassConfigKey.TL_DISABLE_TMA_LOWER: True,
tilelang.PassConfigKey.TL_DISABLE_WARP_SPECIALIZED: True,
tilelang.PassConfigKey.TL_ENABLE_FAST_MATH: True,

3

@tilelang.jit(pass_configs=PASS_CONFIGS)

def switch_gqga_prefill_branch(
Q, K, V, QueryIndices, QueryCount, Output, Lse,
heads, dim, num_queries, kv_group, window_size,
sm_scale=None, is_local=False, block_M=64, block_K=64,
num_stages=2, threads=128,

assert dim == 128 and heads % kv_group == 0

assert block_M in (64, 128) and block_K in (64, 128)

assert num_queries % block_M == 0 and window_size > 0

sm_scale = ((1.0 / dim) #* 0.5 if sm_scale is None else sm_scale) * 1.4426950408889634
B, S, S_kv = T.dynamic("batch"), T.dynamic("seg_len"), T.dynamic("seq_len_kv")

BF16, F32, I32 = T.bfloat16, T.float32, T.int32

BM, BK, D = block_M, block_K, dim

NM, heads_per_kv = num_queries // BM, heads // kv_group

Q: T.Tensor([B, S, heads, D], BF16); K: T.Tensor([B, S_kv, kv_group, D], BF16)
V: T.Tensor([B, S_kv, kv_group, D], BF16)

QueryIndices: T.Tensor([B, num_queries], I32); QueryCount: T.Tensor([B], I32)
Output: T.Tensor([B, S, heads, D], BF16); Lse: T.Tensor([B, S, heads], F32)

with T.Kernel(NM, B, heads, threads=threads) as (bx, by, bz):
Qs = T.alloc_shared([BM, D], BF16)
Ks, Vs = T.alloc_shared([BK, D], BF16), T.alloc_shared([BK, D], BF16)
Ps, Os = T.alloc_shared([BM, BK], BF16), T.alloc_shared([BM, D], BF16)
gpos, valid = T.alloc_fragment([BM], I32), T.alloc_fragment([BM], "bool")
acc_s = T.alloc_fragment([BM, BK], F32); acc_o = T.alloc_fragment([BM, D], F32)
row_max = T.alloc_fragment([BM], F32); row_max_prev = T.alloc_fragment([BM], F32)
row_sum = T.alloc_fragment([BM], F32); row_sum_block = T.alloc_fragment([BM], F32)
alpha = T.alloc_fragment([BM], F32)

b, h, kv = by, bz, bz // heads_per_kv

q0, count = bx * BM, QueryCount[by]

edge = T.max(count - 1, 0)

first_slot, last_slot = T.min(q@, edge), T.min(q@ + BM - 1, edge)
first_q = T.max(QueryIndices[b, first_slot], 0)

last_q = T.max(QueryIndices[b, last_slot], 0)

first_key = T.max(first_q - window_size + 1, 0) if is_local else 0
first_block = first_key // BK

last_block = T.ceildiv(T.min(last_q + 1, S_kv), BK)

num_blocks = T.max(last_block - first_block, 0)

for mi in T.Parallel(BM):

slot = g0 + mi; valid[mi] = slot < count

gpos[mi] = T.if_then_else(valid[mi], QueryIndices[b, slot], 0)
for mi in T.serial(BM):

g = T.max(@, T.min(gpos[mil, S - 1))

T.copy(QLb, g, h, :1, Qs[mi, :], disable_tma=True)

T.fill(acc_o, 0); T.fill(row_sum, 0); T.fill(row_max, -(2%*30))
for jb in T.Pipelined(num_blocks, num_stages=num_stages):
keyo = (first_block + jb) * BK
T.copy(K[b, key@d:key® + BK, kv, :]1, Ks, disable_tma=True)
for mi, ni in T.Parallel(BM, BK):
key_pos = key@ + ni
lower = T.max(gpos[mi] - window_size + 1, 0) if is_local else 0
legal = valid[mi] and key_pos < S_kv and key_pos >= lower and key_pos <= gpos[mi]
acc_s[mi, ni] = T.if_then_else(legal, 0, -T.infinity(F32))

T.wgmma_gemm(Qs, Ks, acc_s, transpose_B=True, policy=T.GemmWarpPolicy.FullRow)
T.wait_wgmma(@); T.copy(row_max, row_max_prev)
T.reduce_max(acc_s, row_max, dim=1, clear=False)
for mi in T.Parallel(BM):
row_max[mi] = T.max(row_max[mi], row_max_prev[mil)
alphalmi] = T.exp2((row_max_prev[mi] - row_max[mi]) * sm_scale)
for mi, ni in T.Parallel(BM, BK):
acc_s[mi, ni] = T.exp2((acc_s[mi, ni] - row_max[mil]) * sm_scale)
T.reduce_sum(acc_s, row_sum_block, dim=1)
for mi in T.Parallel(BM):
row_sum[mi] = row_sum[mi] % alpha[mi] + row_sum_block[mi]
for mi, di in T.Parallel(BM, D): acc_o[mi, di] *= alpha[mi]
T.copy(acc_s, Ps); T.copy(V[b, key@d:key® + BK, kv, :1, Vs, disable_tma=True)
T.wgmma_gemm(Ps, Vs, acc_o, policy=T.GemmWarpPolicy.FullRow); T.wait_wgmma(Q)

for mi, di in T.Parallel(BM, D): acc_o[mi, di] /= row_sum[mi]
for mi in T.Parallel(BM):

row_sum[mi] = T.log2(row_sum[mi]) + row_max[mi] * sm_scale
T.copy(acc_o, 0s)
for mi, di in T.Parallel(BM, D):

if valid[mil: Output[b, gpos[mi], h, di] = Os[mi, di]
for mi in T.Parallel(BM):

if valid[mil: Lsel[b, gpos[mil, hl = row_sum[mi]

Figure 7: Compact TileLang implementation of the branch-specific SwiAttn prefill kernel.
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* SIQA (Sap et al., 2019): Social Interaction QA,
assessing understanding of social commonsense.
Models select the most appropriate response to a
given situation among candidates.

* HellaSwag (Hella.) (Zellers et al., 2019): A«
challenging dataset for commonsense natural lan-
guage inference (NLI), requiring models to pre-
dict the most plausible continuation of an event
description among four candidates. Normalized

DROP (Dua et al., 2019): A dataset requiring
discrete reasoning over numerical and temporal
information. Models generate answers via span
extraction, counting, or arithmetic.

SQuAD (SQD) (Rajpurkar et al., 2018): Stan-
ford Question Answering Dataset, where answers
are text spans from Wikipedia passages.

D.3 Long-Context Understanding

accuracy is evaluated on the test split. We adopt benchmark datasets from LongBench-
« WinoGrande (Wino.) (Sakaguchi et al., 2021): E (Bai et al., 2024) to evaluate performance on

A 44K-example Winograd schema dataset testing
pronoun disambiguation with adversarial filter-
ing. We report binary accuracy.

tasks requiring processing of extended contexts.
We focus on single-document QA, summariza-
tion, and few-shot learning, which cover natural-

language document understanding and in-context

* ARC-easy & ARC-challenge (ARC-e/c) (Clark
et al., 2018): The AI2 Reasoning Challenge, con-

learning. Specifically, we include MultiFieldQA-
en, Qasper, GovReport, MultiNews, TriviaQA,

taining grade-school science questions. ARC-e SAMSum. and TREC. We exclude the multi-
consists of relatively straightforward questions, /... ent’ QA datasets HotpotQA and 2Wiki-

while ARC-c includes more challenging ones
requiring multi-step reasoning. Accuracy is re-

MultihopQA, the synthetic datasets PassageCount
and PassageRetrieval-en, and the code-completion

ported for ARC-e, while normalized accuracy is datasets LCC and RepoBench-P. The included

reported for ARC-c.

* OpenBookQA (OBQA) (Mihaylov et al., 2018):
A dataset requiring external commonsense
knowledge beyond the provided “open book”
fact. Models answer multiple-choice science
questions; evaluation is based on normalized ac-
curacy.

D.2 In-Context Retrieval

Following Arora et al. (2024), this category as-
sesses models’ ability to retrieve and utilize rele-
vant information from a maximum of 4, 096 token
context. We use Cloze Completion Formatting
prompts aligned with next-word prediction.

SWDE (Lockard et al., 2019): A structured
extraction dataset where models answer ques-
tions by retrieving attribute values from semi-
structured web pages (HTML).

* FDA (Arora et al., 2023): Food and Drug Ad-
ministration document QA, requiring extraction
of specific regulatory information from PDF doc-
uments.

e TriviaQA (TQA) (Joshi et al., 2017): A
large-scale reading comprehension dataset with
question-answer-evidence triples.

¢ Natural Questions (NQ) (Kwiatkowski et al.,
2019): Real user queries to Google Search with
answers annotated on Wikipedia pages.
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datasets are described below.

MultiFieldQA (MFQA) (Bai et al., 2024):
MFQA is a multi-domain QA dataset with long
documents spanning legal, scientific, judicial,
and government fields. Answers require synthe-
sizing information across distant passages.

TRec (Li and Roth, 2002): TRec is a question
classification task requiring models to categorize
questions into 50 predefined topic classes.

MultiNews (MNs) (Fabbri et al., 2019): Multi-
News is a multi-document summarization dataset
containing news articles about the same event.

GovReport (GVR) (Huang et al., 2021): Gov-
Report is a long-document summarization task
based on U.S. government reports and congres-
sional hearings.

Qasper (Qas) (Dasigi et al., 2021): Qasper is a
QA dataset over NLP research papers, featuring
questions requiring understanding of methodol-
ogy, results, and claims.

TriviaQA (TQA) (Joshi et al., 2017): The Trivi-
aQA dataset in LongBench-E is a long-context
variant of the original version, where relevant
evidence is embedded within extended passages
to test retrieval under length pressure.

SAMSum (SSM) (Gliwa et al., 2019): The SAM-
Sum dataset consists of messenger-like conversa-



tions as the input with summaries annotated by
humans as the target.

D.4 Evaluation Metrics

We adopt different evaluation metrics for these
datasets. Specifically, for Lambada and Wikitext,
we use perplexity. For BoolQ, PIQA, SIQA, Wino-
Grande, and ARC-e, we use accuracy. For Hel-
laSwag, ARC-c, and OpenBookQA, we use nor-
malized accuracy. For in-context retrieval tasks, we
use the “contains” metric and follow the prompt
template of Arora et al. 2024. For LongBench-E,
we use the default evaluation metric provided in
Bai et al. 2024 with implementation from Gao et al.
2024.

E Details about the Baselines

In this part, we provide more details about the im-
plementation of the baseline models.

* SWA-ZS. The zero-shot sliding window atten-
tion baseline is implemented using the corre-
sponding full attention model. It directly restricts
the attention span of full attention transformers
to 1024 in alignment with SwiAttn.

* SWA-CPT. The continually pretrained sliding
window attention model is obtained by perform-
ing CPT on the SWA-ZS model. We use the
same amount of tokens as the proposed SwiAttn
to train this baseline model.

* SH (3:1). This StaticHybrid baseline alternates
one full attention layer after every three SWA
layers. In the 22-layer transformer model, the
4,8,12,16, 20-th layers use full attention, while
the remaining layers use SWA.

* SH (6:1). This StaticHybrid baseline uses three
full attention layers and 19 SWA layers, giving
an approximate SWA-to-FullAttn layer ratio of
6:1. Specifically, the 7, 14, 21-st layers use full
attention.

* DuoAttention. We evaluate DuoAttention (Xiao
et al., 2025) using the same 1.5B backbone and
LongBench-E evaluation setting.

e FullAttn. The full attention baseline is a 1.5B
language model with 22 transformer layers. The
hidden size is set to 2048. The standard version
is trained on 240B tokens of 4K context lengths,
while the 32K version is trained on 192B tokens
of 4K lengths and 24B tokens of 32K lengths.

F Additional Implementation Details

In the experiments, we adopt a 1.5B transformer
model with 22 layers and the hidden dimension of
2048. For the attention module, group query atten-
tion (Ainslie et al., 2023) is used with 16 attention
heads and 8 key-value heads. The dimension of
each query, key, and value vectors is set to 128.
In dual-branch routing, the router function R(-)
is applied after the root-mean-square (RMS) layer
normalization (Zhang and Sennrich, 2019).

Within each context-length setting, FullAttn pre-
training and SwiAttn CPT use the same data dis-
tribution. The 4K corpus mainly contains English
and Chinese text collected from web pages, books,
encyclopedias, and other general sources, together
with some multilingual and domain-specific data.
The 32K corpus contains more long-form and in-
struction data; about 20% is instruction data, in-
cluding diverse questions and answers with varying
reasoning lengths.

For the 4K-length model, we first pretrain the
full attention transformers with 240B tokens, where
we set the batch size to 1024 and train for 60000
steps. During the first 2000 steps of the pretrain-
ing, we linearly warm up the learning rate from
0 to 1 x 1073, During the last 12000 steps, we
decay the learning rate to 0 with a cosine sched-
ule. For the continual pretraining of SwiAttn, we
first initialize the model as described in Section 3.4
and then continually pretrain the model for another
20B tokens with the same batch size for 5000 steps.
During the CPT stage, we linearly warm up the
learning rate from 0 to 1 x 10~ for 500 steps and
decay the learning rate in the remaining 4500 steps
with a cosine schedule.

For the 32K-length version of the model, we
first pretrain the full attention transformer model
for 192B tokens on 4K-length text, and then extend
the context length to 32K using YaRN (Peng et al.,
2023b). Then we train the full attention model on
32K-length texts for another 24B tokens with the
batch size of 128 for 6000 steps. During the first
2000 steps, the learning rate linearly warms up to
1 x 1073, and during the last 24B token on the
32K-length texts (i.e., last 6000 steps), the learning
rate is decayed to O under a cosine schedule. The
32K-length version of SwiAttn is first initialized
using the aforementioned full attention model as
described in Section 3.4 and then continually pre-
trained for another 8B tokens with the same batch
size (i.e., 128) for another 2000 steps. In the first
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Figure 8: Language modeling loss curves of (a) pretraining of the full attention transformer on 4K-length sequences,
(b) continual pretraining of SwiAttn on 4K-length sequences, (c¢) pretraining of the full attention transformer on
32K-length sequences, and (d) continual pretraining of SwiAttn on 32K-length sequences.

200 steps, we warm up the learning rate from 0
to 2 x 1074, and in the remaining 1800 steps, we
decay the learning rate to O using a cosine schedule.
The additional CPT budgets correspond to 8.3% of
the preceding 4K pretraining budget and 3.7% of
the preceding 32K model-training budget. CPT is
used to adapt the architecture and learn the newly
introduced router, and SWA-CPT and the StaticHy-
brid baselines receive the same additional token
budget as SwiAttn.

We use Megatron-LM (Shoeybi et al., 2019) to
train the transformer model and adopt LM-Eval-
Harness (Gao et al., 2024) to evaluate the models
on various datasets. By default, the results are the
models’ performance under a single run. For the
NIAH experiments, the RULER (Hsieh et al., 2024)
setup is applied. All experiments are performed on
Ascend 910C NPUs.

G Loss Curves

In this part, we provide the loss curves of model op-
timization. Specifically, we visualize the language
modeling loss of (a) pretraining of the full attention

transformer on 4K-length sequences; (b) continual
pretraining of SwiAttn on 4K-length sequences;
(c) pretraining of the full attention transformer on
32K-length sequences; (d) continual pretraining of
SwiAttn on 32K-length sequences. The results
are presented in Figure 8. These curves suggest
that the optimization procedure of SwiAttn is rel-
atively stable with no loss spikes. Furthermore,
the transition during the continual pretraining stage
of SwiAttn demonstrates convergence dynamics
that are highly competitive with the standard base-
line. This consistent stability across both 4K and
32K context windows confirms that CPT serves as
a highly reliable and efficient approach for seam-
lessly converting standard full attention models
into the proposed SwiAttn architecture, without
sacrificing optimization integrity.

H Changes of Full Attention Ratio during
Continual Pretraining

In this part, we present the changes of the full atten-
tion ratios during the continual pretraining stage.
Specifically, we measure the frequency of the router
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Figure 9: The changes of full attention ratio during the continual pretraining stage. The ratio is averaged within

each transformer layer.

0.8

0.6

0.4

T AR Lt i e al

0 250 500 750 1000 1250 1500 1750 2000

Figure 10: The changes of full attention ratio during the
continual pretraining stage. The averaged ratio over all
transformer layers is reported.

choosing the full attention branch during CPT on
the pretraining data. The averaged ratio of full
attention is presented in Figure 10, while the aver-
aged full attention ratio of each layer is visualized
in Figure 9 (where the curves are smoothed for
better visualization). From the results, we can see
that the proposed SwiAttn chooses the full atten-
tion branch with a frequency of around 0.13, which
is more efficient compared to common static hy-
brid methods (i.e., around 0.25 full attention ratio).
Moreover, the per-layer statistics of SwiAttn sug-
gest that different layers exhibit distinct behaviors:
some layers (e.g., Layer 8, 11, 13, 14) tend to use
full attention more frequently, whereas others (e.g.,
Layer 1, 2, 3, 22) tend to use SWA more frequently.
Moreover, these results show that the changes of
full attention ratio are relatively smooth, and that
the ratio stabilizes after around 500 iterations.

I Experiments on 3B Models

We also evaluate a 3B transformer with 28 layers,
hidden size 2048, 16 attention heads, 4 key-value
heads, and FFN size 9216. We reuse the 1.5B train-
ing schedule and hyperparameters without a scale-
specific search. Tables 5 and 6 report commonsense
reasoning, in-context retrieval, and long-context
understanding results for FullAttn and SwiAttn,
providing preliminary evidence at a larger scale.

J Additional NIAH Results

We compare aggregate NIAH accuracy under the
same evaluation setting in Table 7. FullAttn and
SwiAttn both achieve perfect retrieval accuracy,
while SWA and SH (3:1) obtain lower scores.

Table 7: Aggregate NIAH retrieval accuracy under the
same evaluation setting.

Method NIAH Accuracy
FullAttn 1.00
SwiAttn 1.00
SWA 0.20
SH (3:1) 0.95

K Additional Results on Efficiency

K.1 Training Overheads

Table 8: Comparison of runtime per layer during contin-
ual pretraining (CPT) with a sequence length of 32K.

Methods Forward time (s) Backward time (s)
FullAttn 0.0595 0.1459
SwiAttn 0.0645 0.1574
Overhead 8.4% 7.9%

47370



Table 5: Performance of 3B models on common sense reasoning datasets.

Datasets LMB. Wiki. AVG | BoolQ PIQA SIQA Hella. Wino. ARC-e ARC-c OBQA AVG
Metrics ppld ppld ppld acct acct accT acc_nf acct accT acc_nf acc_nf acct
FullAttn 6.14 13.8 9.99 63.3 74.8 43.9 63.5 61.1 66.3 354 39.0 55.9
SwiAttn 6.19 13.8 9.99 65.6 74.8 434 63.5 61.7 65.0 34.6 384 55.9
Table 6: Performance of 3B models on in-context retrieval and LongBench-E datasets.
In-Context Retrieval LongBench-E
Methods SWDE FDA TQA NQ DROP SQD AVG GvR MNs MFQA Qas TQA AVG
FullAttn 65.4 76.5 65.0 38.0 344 53.3 55.4 27.3 21.5 39.6 27.6 70.0 372
SwiAttn 66.3 77.7 65.6 38.1 335 53.7 55.8 26.8 20.2 39.7 26.6 69.5 36.6

In this part, we analyze the computational over-
head introduced during CPT. The SWA branch
is computed efficiently, while the two attention
branches share the QKV projections and the re-
maining model components, including the FFN
layers. Consequently, computing both attention
branches does not double the per-layer runtime.

Table 8 reports the runtime per layer during CPT
at a sequence length of 32K. Compared with Ful-
1Attn, SwiAttn introduces 8.4% forward and 7.9%
backward overhead.

K.2 Efficiency Comparison with SH (3:1)

Table 9: Efficiency comparison between SwiAttn and
the SH (3:1) baseline.

tandard Setti impl tti
Methods Standard Setting Simple Setting LongBench-E
Memory GFLOPs Memory GFLOPs
SH (3:1) 8.0K 1.38 8.0K 1.38 35.2
SwiAttn 7.3K 1.26 2.6K 0.44 37.4

We further provide an efficiency comparison be-
tween SwiAttn and the SH (3:1) baseline. Table 9
reports the memory access (in terms of tokens)
and GFLOPs under both the standard and simple
settings (as described in Section 4.4 of the main
paper), alongside their average performance on the
LongBench-E benchmark.

The results show that SwiAttn is more effi-
cient than SH (3:1), especially in the simple set-
ting: it reduces memory access and GFLOPs by
over 67% and improves LongBench-E performance
from 35.2 to 37.4.

Additionally, SwiAttn is complementary to
existing efficiency techniques: it can replace
StaticHybrid’s full-attention layers or equip a
sparse-attention mechanism with a router that de-
cides whether to scan global memory.

L Statistical Significance

Table 10: Performance comparison over three runs and
statistical significance (p-value) across commonsense
reasoning, in-context retrieval, and LongBench-E.

Methods Commonsense Retrieval LongBench
SH (3:1) 53.6+0.32 50.6£0.09 35.2+0.44
FullAttn - - 37.440.18
SwiAttn 53.7£0.30 52.940.11 37.4+0.35
p-value (vs. 0.713 < 0.001 < 0.01
SH)

p-value (vs. - - 0.941
FullAttn)

Table 10 reports results over three runs and the cor-
responding two-sided Welch’s ¢-tests. The improve-
ments of SwiAttn over SH (3:1) are statistically
significant on in-context retrieval and LongBench-
E. On LongBench-E, the comparison with FullAttn
gives p = 0.941, supporting performance parity.

47371



