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Abstract

LLMs typically linearize 2D tables into
1D sequences to fit their autoregressive
architecture, which weakens row-column
adjacency and other layout cues. In contrast,
purely visual encoders can capture spatial cues,
yet often struggle to preserve exact cell text.
Our analysis reveals that these two modalities
provide highly distinct information to LLMs
and exhibit strong complementarity. However,
direct concatenation and other fusion methods
yield limited gains and frequently introduce
cross-modal interference. To address this
issue, we propose DiVA-Former, a lightweight
architecture designed to effectively integrate
vision and text information. DiVA-Former
leverages visual tokens as dynamic queries
to distill long textual sequences into digest
vectors, thereby effectively exploiting comple-
mentary vision—text information. Evaluated
across 13 table benchmarks, DiVA-Former
improves upon the pure-text baseline by
23.9 points and achieves consistent gains
over existing baselines using visual inputs,
textual inputs, or a combination of both.
Our code is available at: https://github.
com/Applied-Machine-Learning-Lab/
EMNLP26_DiVA

1 Introduction

Large Language Models (LLMs) have recently
shown strong capability in table understanding (Liu
et al., 2024; Zhao et al., 2023; He et al., 2025; Xu
et al., 2024; Zhang et al., 2025¢). However, most
existing LLM-based methods still rely on serial-
izing 2D tables into 1D token sequences so that
the inputs fit the sequence modeling paradigm of
LLMs (Yang et al., 2022). Such a 2D-to-1D flatten-
ing process inevitably breaks native row-column
adjacency and weakens access to spatial and struc-
tural cues (Li et al., 2025a; Liu et al., 2025a). In
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Figure 1: Pilot study on TCR. “Any-Correct” denotes
the proportion of examples for which either the vision
or text modality yields the correct answer.

contrast, purely vision-based approaches process
table images more naturally in the 2D space, but of-
ten struggle to preserve fine-grained textual content,
symbols, and exact cell semantics (Zheng et al.,
2024; Chen et al., 2023; Zhang et al., 2024b). This
motivates a basic question: do vision and text pro-
vide complementary evidence for 2D table under-
standing?

To answer this question, we first conduct a pi-
lot study on the Table Cell Retrieval (TCR) task.
Given an input table and a target cell content, TCR
requires the model to predict the row and column
indices of the corresponding cell. We choose this
task because it largely avoids the interference of
language generation priors and directly reflects how
much structural information an LLLM can capture
from a table. Our results reveal a clear discrep-
ancy between the coordinates correctly localized
by text-only and vision-only models. As shown
in Figure 1(a), among all coordinates successfully
localized by either unimodal model, around 40%
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can only be solved by one modality but not the
other. This finding suggests that visual and textual
inputs provide substantially different evidence for
2D structure understanding, and that LL.Ms solve
different subsets of instances depending on the in-
put modality. In other words, the two modalities
are highly complementary.

A natural next step is to combine both modal-
ities by directly concatenating visual and textual
contexts before feeding them into the LLM. As
illustrated in Figure 1(b), direct concatenation im-
proves over unimodal baselines on TCR, but the
gains remain limited. It introduces long and redun-
dant context, and leaves cross-modal interaction
entirely to the frozen LLM’s self-attention. As a
result, it remains ineffective in many cases that
cannot be solved by either unimodal model alone.
This raises a practical follow-up question: how can
we efficiently utilize the complementary vision-text
information for 2D structure understanding?

To address this question, we propose DiVA-
Former (Digesting with Visual Anchors), a novel
and lightweight fusion architecture designed to gen-
uinely exploit complementary vision-text informa-
tion. DiVA-Former is a compact resampling mod-
ule with only two Transformer layers. It uses visual
tokens as dynamically initialized queries to attend
over textual features, compressing the lengthy tex-
tual context into a compact sequence of structurally
informed digest vectors. In this way, visual signals
serve as anchors that guide the model in selecting
and aggregating the most relevant textual evidence,
enabling deeper cross-modal interaction. As shown
in Figure 1(b), our method substantially improves
coordinate localization accuracy, significantly out-
performing direct concatenation and demonstrating
a much stronger ability to recover cases that neither
unimodal model can solve. These results suggest
that DiVA-Former enables more effective cross-
modal alignment for 2D structure understanding.

Our contributions can be summarized as follows:

* We conduct a pilot study demonstrating that vi-
sual and textual modalities provide complemen-
tary information for 2D structure understanding.

* We propose DiVA-Former, a lightweight multi-
modal fusion framework that effectively exploits
such complementarity to improve cross-modal
alignment for table understanding.

» Extensive experiments across 13 mainstream ta-
ble benchmarks demonstrate the effectiveness of

DiVA-Former, which improves upon the pure-
text baseline by 23.9 points and surpasses recent
table methods by 19.8 points on average-score.

2 Related Work

Multimodal Table Understanding Multimodal
table understanding has recently emerged as a
rapidly developing field (Zhang et al., 2025b; Chen
et al., 2023; Zhang et al., 2024b; Xu et al., 2021;
Zheng et al., 2024; Mathur et al., 2024; Gautam
et al., 2025; Hu et al., 2025a; Nacson et al., 2025).
Related challenges in OCR and visual question
answering have also been investigated in recent
work (Kim et al., 2025; Tang et al., 2025; Nour-
bakhsh et al., 2025; Jian et al., 2025; Penamakuri
et al., 2025). To approach the “Any-Correct” up-
per bound (Figure 1(b)), some recent works (Deng
et al., 2024; Zhou et al., 2025b) employ rule-based
routing to select between visual and textual inputs.
However, such methods rely on modality selec-
tion rather than true multimodal fusion, and their
evaluations are largely limited to TableQA settings.
Several studies (Zhang et al., 2023; Bhandari et al.,
2024; Zhou et al., 2024) have demonstrated that
LLMs often bypass genuine 2D structural reason-
ing on TableQA tasks, instead relying on strong
linguistic priors to guess the answers. In contrast,
we evaluate our method across 13 tabular datasets
covering four task categories. By genuinely inte-
grating both modalities, DiVA-Former surpasses
the oracle routing upper bound, successfully resolv-
ing instances where unimodal baselines fail.

Digesting Context into Soft Embeddings Trans-
forming sequential text into informative and com-
pact soft embeddings using purely textual ap-
proaches has been an active area of research (Yen
et al., 2024; Dai et al., 2025; Chevalier et al., 2023;
Ge et al., 2024; Dong et al., 2025a; Kuratov et al.,
2025; Wang et al., 2024c; Chen et al., 2024; Liu and
Qiu, 2025). Since the introduction of DeepSeek-
OCR (Wei et al., 2025, 2026), the paradigm of
using visual tokens to read and encode textual in-
formation has gained increasing attention (Li et al.,
2025b; Cheng et al., 2025; Xing et al., 2025b,a).
However, existing soft embedding methods strug-
gle to surpass uncompressed baselines due to in-
herent information loss (see Appendix A for a de-
tailed empirical analysis). Meanwhile, current "vi-
sual text compression” strategies frequently rely on
language model priors rather than genuinely inter-
preting the image text (Liang et al., 2026). These
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Figure 2: The overall architecture of DiVA-Former. The model leverages spatial visual tokens (v;) extracted from a
table image as dynamic queries. These queries attend to the linearized table text tokens (c;) via Cross-Attention to
generate compact digest vectors (d;). A gating mechanism maintains an approximate identity mapping from the
initial visual tokens to the output digest, preserving high-quality 2D spatial priors.

unaddressed gaps directly motivate our pilot study
on the TCR task. By exploiting 2D spatial informa-
tion from visual tokens, DiVA-Former overcomes
these bottlenecks and outperforms uncompressed
baselines in table tasks.

3 Method

3.1 Task Formulation

Given a table understanding sample, we consider
three inputs: the serialized table text, the cor-
responding table image, and a user instruction
prompt. Specifically, the serialized 1D table text
is tokenized and passed through the embedding
layer of a frozen LLM, producing textual embed-
dings, C = [ci1,...,¢p) € R™*4. Meanwhile,
the table image is processed by a frozen visual
encoder to extract 2D-aware visual embeddings,
V = [v1,...,v,] € R™*4 We denote the user
instruction as p and the expected target sequence
as y. Our objective is to enable the LLM to exploit
the complementary information from both textual
and visual modalities for more accurate generation
under the same instruction p. A straightforward
solution is to directly concatenate the visual em-
beddings V' with the textual embeddings C' and
feed the combined sequence into the LLLM as the
input context.

3.2 DiVA-Former Architecture

We propose DiVA-Former, a lightweight query
resampler that fuses dual-modal information into
a compact sequence of digest vectors, D =
[dy,...,d,]. As illustrated in Figure 2, DiVA-
Former takes textual embeddings C' and visual em-

beddings V' as input, and progressively transforms
the visual tokens into multimodal digest vectors
that can be consumed by the frozen LLM.

Visual-Token Initialized Dynamic Queries. Un-
like prior query resamplers that employ a fixed set
of learnable queries initialized from scratch (Wang
et al., 2024c; Li et al., 2023; Alayrac et al., 2022),
DiVA-Former derives its queries directly from the
visual embeddings. Formally, the initial query
states are defined as Q° = V. This design makes
both the query length and query initialization adap-
tive to the visual input. Since the resulting digest
sequence preserves the same length as the visual
tokens, the representation is typically much shorter
than the original textual context. In practice, the
number of visual tokens is often around half of the
text length, which substantially reduces the compu-
tational burden on the frozen LLM.

Cross-Attention Resampler. DiVA-Former con-
sists of NV stacked transformer layers. At layer
¢, the model updates the query states Q‘~! us-
ing a Pre-Norm Cross-Attention block followed
by a standard Feed-Forward Network (FFN) (Jae-
gle et al., 2021). The query input comes from the
previous-layer digest representation, while the key-
value memory sequence is formed by concatenating
the text context with the current query states:

M'=[C;Q" "] (1)
The cross-attention operation allows each query
token to attend not only to the textual embeddings
but also to the current digest states themselves,
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thereby supporting both cross-modal fusion and
iterative refinement across layers.

Identity-Preserving Gating. To preserve the
original visual information and avoid catastrophic
forgetting during early training (Alayrac et al.,
2022; Bachlechner et al., 2021), we introduce an
identity-preserving gating mechanism. Each trans-
former block contains two learnable scalar gates,
Gatn and g, both initialized to a near-zero con-
stant € (denoted as the initial gate value gg). The
residual updates at each layer are defined as

Q < Q + gan - CrossAttn(Q, M, M). (2)

Q — Q + gimn - FFN(Q). 3)

‘With near-zero initialization, the attention and FFN
branches contribute only minimally at the begin-
ning of training, making the block behave approxi-
mately like an identity mapping (Q ~ Q°). This
near-identity residual path stabilizes optimization
and enables textual information to be incorporated
gradually into the visual queries. As a result, DiVA-
Former can be trained directly through instruction
fine-tuning without requiring complicated multi-
stage pre-training objectives (Ren et al., 2024).

3.3 Optimization

Let ® denote the target LLM, and let Ry denote
DiVA-Former parameterized by 6. Given the tex-
tual embeddings C' and visual embeddings V', the
resampler produces the final digest

D=Ry(C,V)=QN =[d,...,d,). @
During instruction fine-tuning (Dong et al., 2025b),
the compact digest vectors D are used in place
of the original verbose table context. We prepend
D to the user prompt p and feed the resulting se-
quence into the frozen LLM ®. The training ob-
jective is the standard teacher-forcing negative log-
likelihood over the target sequence y:

Losrr =E | = log Po (yi | D,p,y<t)| - (5)
t

During optimization, gradients are backpropagated
only through the lightweight parameters of Ry, in-
cluding the scalar gates, while all parameters of the
target LLM @ remain strictly frozen.

4 Experiments

4.1 Experimental Setup

To comprehensively evaluate the effectiveness of
DiVA-Former, we conduct extensive experiments
across 13 public tabular datasets. These datasets
encompass four distinct task categories: (1) Ta-
ble Question Answering, which includes Wiki
Table Questions (WTQ) (Pasupat and Liang, 2015),
Free-form Table Question Answering (FeTaQA)
(Nan et al., 2022), Tabular And Textual dataset for
Question Answering (TAT-QA) (Zhu et al., 2021),
Hierarchical table dataset for question answering
(HiTab) (Cheng et al., 2021), and Tabular Math
Word Problems (TabMWP) (Lu et al., 2023); (2)
Table Structure Understanding, comprising Ta-
ble Size Recognition (TSR), Table Cell Extraction
(TCE), Row/Column Extraction (RCE), and Table
Cell Retrieval (TCR); (3) Table Fact Verification,
featuring TabFact and InfoTabS (Chen et al., 2019;
Gupta et al., 2020); and (4) Table-to-Text Gener-
ation, covering RotoWire and WikiBio (Wiseman
et al., 2017; Lebret et al., 2016).

We utilize all datasets from a unified public
benchmark collection,! strictly adhering to their
original train and test splits. Detailed statistics
and descriptions of these datasets are provided in
Appendix B. During evaluation, we maintain the
prompt designs from the original works to ensure
a strictly fair comparison. We report Accuracy
for WTQ, HiTab, TabMWP, TCR, TabFact, and
InfoTab$S, while for the remaining tasks, we com-
pute the ROUGE-L (F1) score against the stan-
dard ground-truth answers. All experiments are
conducted using Qwen3-VL-8B-Inst ruct? as the
backbone vision-language model, and the main re-
sults are averaged over three independent runs to
ensure robustness and reliability. Additional results
on more model backbone and dataset are provided
in Appendix C.

4.2 Baselines

We compare our method against three categories of
baselines: Direct, Adapter, and Resampler. Each
baseline category is evaluated under three modal-
ity configurations: Text-only, Vision-only, and Vi-
sion+Text (V+T). For the V+T configuration, we
adopt the better-performing vision-first order. The

"https://huggingface.co/datasets/SpursgozZmy/
IFT-Data-For-Tabular-Tasks

2https://huggingface.co/Qwen/
Qwen3-VL-8B-Instruct
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Question Answering

Structure Understanding

Fact Verification

Text Generation

Method Mod. Avg
WTQ FeTaQA TAT HiTab TabMWP TSR TCE RCE TCR TabFact InfoTabS RotoWire WikiBio
Vision  55.1 174 758 635 741 148 361 142 395 72.0 71.6 13.9 13.1 436
Direct Text 54.6 192 739 684 759 142 242 138 430 724 72.8 15.2 133 432
V+T 552 184 757  68.0 738 151 357 143 487 72.8 74.8 14.0 129 44.6
Vision 529 478 722  60.1 820 73.6 78.6 537 468 70.8 64.4 16.7 292 57.6
Adapter  Text 528 468 748  70.0 784 470 543 241 461 68.0 72.0 13.9 202 514
V4T 525 472 733 60.8 828 743 783 561 49.6 724 68.4 16.9 287 58.6
Vision  13.6 38.1 308 7.0 180 654 725 187 36 60.8 51.2 17.4 209 322
Resampler  Text 132 380 316 6.9 172 651 723 204 54 51.6 488 183 204 315
V+T 132 370 298 6.4 184 653 718 189 47 56.4 48.0 16.6 209 313
SynTab-L. N/A 39.6 355 519 357 883 413 503 477 49.1 70.8 69.4 147 141 46.8
HIPPO N/A 55.8 332 608  63.0 87.5 205 40.6 214 450 82.3 751 14.6 145 473
PxI-FRES N/A 54.4 385 602 643 89.6 17.6 373 194 480 75.4 725 159 160 46.9
DiVA V+T 60.9 504 780 705 92.0 791 853 762 716 79.1 75.6 18.7 355 67.1
Table 1: Main results on table benchmarks. Best and second-best results are marked in bold and underlined. Mod.

denotes Modality. SynTab-L. denotes SynTab-LLaVA.

reverse order results are detailed in Appendix E.

(1) Direct Input. This baseline directly feeds the
tabular input into the LLM without introducing any
additional trainable module before the backbone.

(2) Adapter. This approach adopts a token-wise
two-layer MLP as a lightweight adapter to project
input tokens into a representation space better
aligned with the LLM (Houlsby et al., 2019).

(3) Resampler. This baseline employs a set of
learnable query tokens to extract context, produc-
ing a fixed-length sequence of digest tokens. This
architecture is analogous to IC-Former (Wang et al.,
2024c) for text inputs and to the Q-Former from
BLIP-2 (Li et al., 2023) for visual inputs. A
trainable-parameter comparison among Adapter,
the two-layer Resampler, and DiVA-Former is pro-
vided in Appendix C.3.

(4) External Baselines. We further compare with
three recent tabular methods: SynTab-LLaVA lever-
ages synthetic tabular data and multi-resolution vi-
sual encoding for table understanding (Zhou et al.,
2025a). HIPPO improves table reasoning through
preference optimization over model responses (Liu
et al., 2025b). PxI-FRES adopts a feature-based
representation selection strategy with Pixtral-12B
at inference time (Zhou et al., 2025b).

4.3 Main Results

Table 1 presents the results of three categories of

baselines and our DiVA-Former on 13 datasets.

Across this comprehensive benchmark suite, we

highlight the following three main findings:

» Text and vision are highly complementary for
2D structure understanding.

Overall, vision inputs tend to outperform text in-
puts on structure understanding benchmarks (TCE),
highlighting the benefit of vision tokens in encod-
ing spatial priors. Meanwhile, fext inputs remain
competitive on content-heavy datasets (HiTab),
where precise access to symbols and numerical
values is critical. Under the Direct Input setting, in-
tegrating both modalities typically results in perfor-
mance on par with the stronger unimodal variant.

¢ Existing baseline families all exhibit limita-
tions in multimodal fusion.

Direct Input exhibits limited cross-modal fusion. In
the “Vision+Text” setting, the ultra-long concate-
nated context can hinder key-information retrieval
and reasoning, causing positional bias and down-
stream errors (Xu et al., 2025a; Jia et al., 2024b,a;
Lietal., 2025¢c; Zhang et al., 2025a, 2026; Xu et al.,
2026). Therefore, simple concatenation does not
consistently improve over the stronger unimodal
baseline.

Adapters perform best among the baselines, es-
pecially under the “Vision+Text” and “Vision” set-
tings. However, “Vision+Text” does not signif-
icantly outperform “Vision”, indicating that this
method still fails to truly fuse multimodal informa-
tion. Nevertheless, this observation suggests that
continuous visual tokens may be better suited for
optimization as trainable “soft” embeddings.

The limitations of Resampler are even more pro-
nounced. First, its fixed-length learnable queries
introduce a strong semantic bottleneck (Yao et al.,
2024; Zhong et al., 2024; Hu et al., 2025b), which
becomes even more problematic when the model
must process both modalities. Our experiments
show that Resampler is the only method for which

47402



Prediction Alignment Barcode on Vision & Text Both Incorrect Subset

Vision -
Text -

Concat -

=
o

o
©

<
o

DiVA-Former

o
iy
Item-level mean accuracy

o
]

0.0

Figure 3: Prediction alignment barcode for the subset of examples where both unimodal settings fail. Each column
represents a single example, and the color intensity indicates the number of correctly localized target coordinates.
We categorize the comparison between DiVA-Former and the direct concat baseline into Win, Tie, and Loss
groups. DiVA-Former successfully recovers substantially more of these difficult examples than direct concat,
demonstrating that its performance gains stem from leveraging complementary cross-modal information to solve

cases that unimodal approaches cannot.

the “Vision+Text” variant performs worse than its
unimodal counterparts. We conduct a search over
the number of fixed queries and find that the best re-
sults are achieved with a fixed number of K = 128
learnable queries, which is also the setting adopted
in prior work (Wang et al., 2024c). Increasing the
number of learnable queries does not improve per-
formance, suggesting that learning such queries
from scratch cannot reliably extract the necessary
information. Second, during training, Resampler
tends to hallucinate and overlook fine-grained de-
tails, ultimately learning to mimic only the style of
the answer (Li et al., 2024; Shang et al., 2025). In
our experiments, on datasets that require extract-
ing a precise final answer (WTQ, HiTab, TabMWP
and TCR), this method often generates responses
in the correct format but with completely incorrect
answers, resulting in very low accuracy.

¢ DiVA-Former addresses these limitations and
achieves consistent gains.

Inspired by the observations above, DiVA-Former
initializes learnable queries with visual tokens.
Continuous visual tokens are well suited for further
optimization and for fusing information from new
modalities. In this way, the queries no longer start
from sample-independent “empty slots”, but in-
stead begin as visual anchors already located on the
feature manifold of the current image. In contrast,
fixed learnable queries are prone to a pathological
behavior in which multiple queries collapse into
redundant and highly similar “semantic slots” (Yao
etal., 2024). Our visual-token initialization enables
more effective learning of critical information.

Dataset Direct concat  DiVA-Former
TCR 1597%  55.23% (139.26)
HiTab 4.35% 26.09% (121.74)
TabMWP 3.70% 92.59% (188.89)
WTQ 526% 21.05% (115.79)
TabFact 5.56% 42.59% (137.03)
InfoTabS 5.66% 41.51% (135.85)
Average 6.75% 46.51% (139.76)

Table 2: Recovery rate on examples where both text-
only and vision-only inputs fail.

In addition, the gating mechanism inside the
resampler alleviates the hallucination and fine-
grained detail loss caused by training. Starting
from strong visual-token initialization, the model
can selectively determine whether the text contains
useful fine-grained information or complementary
evidence for cross-validation, rather than merely
learning how to produce fluent answers.

As a result, DiVA-Former substantially outper-
forms the strongest baselines across nearly all
datasets, reaching performance levels that uni-
modal approaches cannot achieve.

4.4 Where Do the Gains Come From?

To substantiate our claim that DiVA-Former effec-
tively integrates complementary information from
both modalities, we analyze its performance on ex-
amples where both unimodal settings fail (Figure 3
and Table 2). If a multimodal approach merely se-
lects the better modality for a given task, it should

47403



still fail when both text-only and vision-only inputs
are incorrect. Conversely, successfully answering
these “both-wrong” cases provides direct evidence
of true multimodal synergy.

Visual analysis on TCR. We begin with TCR,
which is less influenced by language-generation
priors discussed in Section 2. As a result, the source
of performance gains is more directly observable.
Figure 3 visualizes a subset of examples where
both text-only and vision-only inputs fail entirely.
Each column corresponds to one such example,
and darker colors indicate a higher proportion of
correctly localized coordinates.

The pattern is striking: even when both uni-
modal inputs produce no correct predictions, DiVA-
Former still partially or fully solves many of these
difficult examples, whereas direct concat rarely
does so. This suggests that the improvement does
not come from simply selecting the better unimodal
input. Instead, DiVA-Former effectively extracts
and combines complementary signals across modal-
ities to produce accurate predictions that neither
branch can generate in isolation. Additional predic-
tion alignment barcode visualizations on the full
dataset are provided in Appendix F.

Quantitative analysis on more benchmarks. To
quantify this synergistic effect, we extend the anal-
ysis to benchmarks with well-defined example-
level correctness, including TCR, HiTab, TabMWP,
WTQ, TabFact, and InfoTabS. As before, we isolate
the subset of examples for which both unimodal
inputs are incorrect and measure the proportion
of these cases that are recovered by direct concat
and DiVA-Former (Table 2). For TCR, evaluation
is conducted at the fine-grained coordinate level,
where each coordinate is treated as a binary correc-
t/incorrect outcome. The remaining datasets use
binary instance-level correctness.

As shown in Table 2, DiVA-Former consistently
and substantially outperforms direct concat in re-
covering these difficult both-wrong cases, while
direct concat achieves low recovery rates on most
datasets, indicating limited ability to make effec-
tive use of the concatenated multimodal context.
DiVA-Former shows an especially large advantage
on TabMWP. On this widely adopted large-scale
benchmark, it recovers 92.59% of such cases.

The gap is particularly pronounced on structure-
sensitive tasks such as TCR, TabFact, and InfoTabS.
The gain on WTQ is smaller, which is consistent
with WTQ being a highly text-centric table QA

benchmark. Although direct concat appears to re-
cover a nontrivial fraction of TCR cases (15.97%),
this result should be interpreted with caution, as
it is largely an artifact of TCR’s coordinate-level
evaluation, which makes partial recovery easier to
observe than strict exact-match metrics.

In summary, both the qualitative heatmap and
the quantitative recovery analysis demonstrate that
DiVA-Former succeeds by integrating complemen-
tary multimodal evidence, enabling the LLM to
solve cases intractable for either modality alone.

4.5 Ablation Studies

Having established that the gains of DiVA-Former
come from genuine multimodal fusion, we next
examine how different architectural choices affect
performance in Table 3.

Role assignment for different modalities. On
the query side, initializing queries from vision to-
kens yields clearly better overall performance. By
contrast, using fext embeddings as queries causes
a substantial degradation, suggesting that text-side
representations, being tightly anchored to discrete
lexical tokens, are less suitable as learnable queries
for further optimization.

For the context side, using vision for both con-
text and queries already yields promising results
as a unimodal approach. However, this configura-
tion still underperforms the full model, especially
on QA datasets that require precise cell content,
symbols, and numerical values. This indicates that
using fext as context is necessary to provide comple-
mentary information from the additional modality.

Using text as queries and vision as context can
be regarded as a modality-swapped variant of our
DiVA-Former, with the roles of query and context
reversed. Although this setup benefits from ad-
ditional cross-modal information, it remains less
effective because text embeddings are not ideal as
learnable queries. More importantly, this design
departs from the original motivation of the query
resampler, which is to distill complex inputs into a
compact set of equivalent representations. In this
reversed design, a relatively long set of text-derived
queries is used to extract shorter visual information,
making the scheme inefficient and increasing the
downstream LLM cost with the number of digest
vectors.

Overall, using vision as queries and text as con-
text is superior in both empirical performance and
efficiency. This assignment aligns visual tokens
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Question Answering

Structure Understanding

Fact Verification

Text Generation

Gate Query Context Avg
WTQ FeTaQA TAT HiTab TabMWP TSR TCE RCE TCR TabFact InfoTabS RotoWire WikiBio

v Text  Text 22.8 443 72.8 56.1 912 71.0 754 389 345 62.0 70.8 17.0 352 532

v Vision Vision  48.6 479 72.8 588 89.2 76.7 785 613 64.2 71.2 72.4 18.3 323 60.9

v Text  Vision 60.0 458 745 653 91.0 75.0 852 739 63.1 76.3 69.1 17.5 343 639

Vision Text 15.7 38.6 29.8 6.6 20.8 69.5 720 254 612 48.4 50.4 17.8 20.3 36.7

v Vision Text 60.9 504 78.0 70.5 92.0 79.1 853 76.2 71.6 79.1 75.6 18.7 355 67.1

Table 3: Ablation on modality roles and identity-preserving gates. “Query” indicates the initialization source of
the resampler queries, and “Context” denotes the token sequence used as Keys/Values in cross-attention. The full
DiVA-Former setting (Text context + Vision queries) with identity-preserving gates achieves the best performance.
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Figure 4: Hyperparameter analysis of DiVA-Former. Left: training loss curves under different initial gate values
go.- Middle: final average score across the 13 benchmarks under different initial gate values go. Right: final average

score under different numbers of DiVA-Former layers.

with structural abstraction and text embeddings
with high-fidelity content preservation.

Identity-preserving gates. Removing the gates
causes a dramatic drop in performance, even un-
der the same modality assignment. The results
obtained without the gating mechanism closely mir-
ror those of the query resampler discussed in Sec-
tion 4.3. It often generates responses in the correct
format but with completely incorrect answers, re-
sulting in very low accuracy on datasets that require
extracting a precise final answer. This suggests that
the identity-preserving gates play a critical role in
stabilizing optimization, preventing DiVA-Former
from drifting too far away from the original visual
priors. We provide further analysis of the learned
gate values in Appendix D.

4.6 Hyperparameter Analysis

We next investigate two key hyperparameters of
DiVA-Former: the gate initialization value gg and
the number of resampler layers.

Gate initialization is crucial for stable fusion.
Although the gates are learnable and can be ad-
justed during training, their initialization has a
strong impact on early-stage optimization. As
shown in Figure 4 (Left), setting go = 1 leads
to consistently higher training loss, indicating un-
stable updates when the residual branch is fully

activated from the beginning. A moderately small
initialization (10~ 1) can also be unstable, exhibit-
ing a sudden spike in loss during training. In con-
trast, smaller initialization values converge quickly
and remain stable, which is consistent with the in-
tended near-identity behavior: preserving visual
priors while gradually incorporating textual evi-
dence. Figure 4 (Middle) further shows that smaller
go values yield better final accuracy on average. We
adopt go = 1073 as the default setting.

A shallow design is sufficient. Figure 4 (right)
studies the impact of resampler depth. We find that
configurations with 1 to 3 layers yield comparable
results, while increasing the depth to 6 leads to
a marked performance drop. This confirms that,
with strong visual-token initialization and identity-
preserving gates, a shallow design adequately cap-
tures the required transformations. Notably, the
robust performance of a single-layer configuration
further suggests that effective vision-text fusion
in our model stems from architectural efficiency
rather than brute-force parameter scaling (Wang
et al., 2024b). Consequently, we adopt N = 2 as
the default setting.

5 Conclusions

In this paper, we demonstrate that visual and tex-
tual modalities provide complementary informa-
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tion for 2D structure understanding. Motivated
by this observation, we propose DiVA-Former, a
lightweight fusion architecture that uses visual to-
kens as anchors to digest lengthy textual context,
thereby achieving an effective complementary fu-
sion of both modalities. Across 13 benchmarks,
DiVA-Former surpasses the upper bound achiev-
able by unimodal information alone.

Limitations

While our results are promising for 2D structure
understanding by using complementary vision-text
information, several limitations remain.

First, although our experiments cover a broad
suite of table benchmarks, future work may further
evaluate DiVA-Former in more diverse real-world
scenarios where visual layout and textual content
are both important.

Second, our current training follows the standard
supervised fine-tuning protocol of existing bench-
marks. This enables controlled comparison with
prior work, but systematic evaluation under out-
of-domain scenarios remains a promising future
direction.
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A The Bottleneck of Visual Text
Compression Methods

This section provides empirical evidence for our
claim that existing context compression methods
still struggle to surpass uncompressed baselines. In
particular, we focus on the limitations of relying on
the visual modality alone to read textual content.

We revisit the current state-of-the-art visual text
compression framework (Cheng et al., 2025). Their
method renders long text into images and pro-
cesses the rendered inputs with a vision-language
model. The framework consists of three main
stages: continual pre-training on rendered long-
text data, LLM-driven genetic search for optimal
rendering configurations, and post-training with
supervised fine-tuning and reinforcement learning.
The original paper reports substantial token com-
pression while maintaining accuracy competitive
with strong long-context LLMs such as Qwen3-8B
across a range of benchmarks.

In Table 4, our reproduction largely matches the
performance reported in the original paper, con-
firming the effectiveness of the Digesting Context
into Soft Embeddings paradigm. However, when
we directly feed the same content as text instead of
rendered images, we observe a consistent trend: di-
rect text input still outperforms visual compression
on most benchmarks, despite the extensive opti-
mization applied to the rendering-based pipeline.
Moreover, providing both visual and textual inputs
together does not yield further gains.

More importantly, this comparison highlights
the key distinction of our approach. Although our
method also reduces the number of tokens passed
to the target LLM, it does not rely on visual tokens
alone. Instead, it leverages complementary vision-
text information to capture 2D structural cues that
are difficult to preserve in purely textual or purely
visual compression pipelines. This is especially im-
portant for structured inputs such as tables, where
spatial layout is a critical part of the semantics. As
a result, our method overcomes the bottleneck of
visual text compression approaches, surpasses the
fully uncompressed text-input baseline, and demon-
strates the value of using visual tokens for better
understanding rather than merely as a compression
medium (Zhang et al., 2024a; Wang et al., 2024a).

B Datasets

This work evaluates models on a diverse collec-
tion of table-centric benchmarks, covering (i) table

Modality Vision Text V+T
2wikimqa 7412 7826 7743
dureader 33.54 4049 41.51
gov_report 2547  26.26  25.79
hotpotqa 62.86 7433 74.30
multi_news 21.62  23.06 22.69
multifieldqa_en 54.66 59.55 58.42
multifieldqa_zh 4225 6434 6292
musique 66.13  68.69 68.19
narrativeqa 4997 53.04 5295
passage_retrieval_en  98.19 100.00 100.00
passage_retrieval_zh  96.20  99.75 100.00
qasper 63.47 6590 64.82
gmsum 7761 77.17  76.00
vesum 0.14 0.03 0.02
repobench-p 57.63 6490 61.09
Avg 5492  59.72  59.08

Table 4: Comparison between visual compression and
direct text input on long-context benchmarks. Despite
strong performance from the visual compression frame-
work, direct text input remains better on most datasets,
indicating that current soft-embedding methods still in-
cur non-trivial information loss.

question answering (QA), (ii) table-based fact veri-
fication, (iii) table-to-text generation, and (iv) basic
table-structure understanding.

B.1 Table Question Answering

Wiki Table Questions (WTQ). WTQ is a classic
benchmark for semantic parsing on semi-structured
Wikipedia tables, where crowd workers ask ques-
tions and provide answers grounded in a single
table. The questions often require non-trivial table
operations.

FeTaQA. FeTaQA targets generative table QA.
Instead of short-span answers, the expected out-
put is a free-form, variable-length natural language
response grounded in evidence table cells.

TAT-QA. TAT-QA focuses on hybrid contexts
consisting of a table plus accompanying textual de-
scriptions from real-world financial reports. Many
questions require multi-hop reasoning and numer-
ical computation; the original release includes
answer scales and derivations for numerically
grounded questions.

HiTab. HiTab contains hierarchical tables and
supports both table QA and table-to-text style gen-
eration. Hierarchical indexing and implicit aggre-
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gation relations make reasoning substantially more
challenging than flat-table settings.

Tabular Math Word Problems (TabMWP).
TabMWP contains grade-level math word problems
aligned with tabular contexts. Each problem is an-
notated with gold solutions to expose multi-step
reasoning, and is designed to probe mathematical
reasoning over heterogeneous (text + table) inputs.

B.2 Table-based Fact Verification

TabFact. TabFact provides Wikipedia tables as
evidence for verifying human-written statements,
labeled as entailed or refuted. The dataset is large-
scale and includes statements that require both lin-
guistic and symbolic reasoning.

InfoTabS. InfoTabS formulates table understand-
ing as natural language inference (NLI) over
Wikipedia infobox tables, with three-way labels
(entailment/contradiction/neutral).

B.3 Table-to-Text Generation

RotoWire. RotoWire is a data-to-document
benchmark that pairs NBA box-score statistics with
human-written game summaries, testing the abil-
ity to generate faithful, coherent multi-sentence
descriptions from structured records.

WikiBio. WikiBio contains Wikipedia infoboxes
paired with corresponding biography text, enabling
evaluation of structure-to-text generation (biogra-
phy generation) from attribute-value records.

B.4 Table Structure Understanding

Recent studies suggest that strong performance on
downstream table tasks does not necessarily imply
that a model truly understands table structure (Sui
et al., 2024). To ensure a comprehensive evalua-
tion, we adopt the four basic table-structure tasks:
(i) Table Size Recognition (TSR) for predicting
the number of rows/columns, (ii) Table Cell Ex-
traction (TCE) for extracting the content at a given
row/column index, (iii) Row/Column Extraction
(RCE) for retrieving all cells in a specified row
(or column). These tasks directly evaluate whether
a model can reliably follow table coordinates and
structure, and (iv) Table Cell Retrieval (TCR) for
recovering the row/column index given a cell value.

B.5 Prompt
WTQ Prompt

Observe the illustrated table involved with 1931
Tour de France and give a brief response to ad-
dress the subsequent question:

did each winner win on stage with mountain(s)?
Format your final answer as a JSON, using
the structure {"answer": [<a list of answer
strings>]}.

TAT-QA Prompt

Relevant paragraphs: ...

Given the table and relevant paragraphs, answer
the following question briefly. Present the final
answer in a JSON format {"answer": [<a list of
answer strings>]}.

What is the total guarantee in respect of Sec-
tion 106 planning obligation liabilities at Barton
Square which at 31 December 20187

HiTab Prompt

This excel table is related to ’citizenship rates
among immigrants aged 18 and older who ar-
rived in canada five to nine years ago, by se-
lected socio-demographic characteristics, 1991
to 2016°, answer the following question con-
cisely. Show your answer in the JSON format
"answer': [<a list of answer strings>]}.
between 1996 and 2016, among which group
of people was the decline greater, among those
with poorer official language skills or among
those whose mother tongue was english or
french?

TabMWP Prompt

Please solve the problem based on the given
table about ’Donations’. In the end, output your
final answer using the JSON format: {"answer":
"<YOUR ANSWER>"}.

Problem: A philanthropic organization ... How
much did Tamir donate to clean water?

Your Solution:

FeTaQA Prompt

Based on this table about *Pale Waves’ and its
title is "Music videos’, provide the answer to the
following question: What year was Pale Waves’
music video for "Television Romance" released
and who directed it?
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TSR Prompt

This is a table. Can you figure out the row
and column numbers for this particular table?
The final result should be presented in the

" "

JSON format of {"row_number": "m", "col-

n,on_n

umn_number": "n"}.

TCE Prompt

What are the cells’ value in the following
positions in the table? Represent each cell
value in the JSON format {"row_id":"m", "col-
umn_id":"n", "cell_value":"<Corresponding
Cell Value>"}. For instance, {"row_id":"5",
"column_id":"4", "cell_value":"missouri 4"}.
row 2 and column 7

row 6 and column 5

row 7 and column 4

RCE Prompt

Give you a column index and a table, extract
the corresponding cell values of this column:
column 5

The cells in a column should be presented in
the JSON format of {"column_id":"<column
index>", "cell_list":"<a list of cells in this col-
umn>"}, e.g., {"column_id":"3", "cell_list":

["xxx", "yyy", "zzz"]}.

TCR Prompt

Analyze the provided table and identify the lo-
cations of these cells:

1.°24.04.1949’;
2.°07.07.1982’;
3. ’Grenoble’;

Provide the cell locations using the JSON
format {’value’: ’<cell value>’, ’location’:
(Row_ID, Column_ID)}, where row and col-
umn IDs start from 1. Denote the location as
’DOES NOT EXIST’ if a cell does not exist in
the table.

InfoTabS Prompt

Review the table as a premise and decide if it

upholds or contradicts the above claim. Classify

the claim as ’neutral’ if the table information

is not enough for a final conclusion. Format

your final answer as a JSON, using the structure
"answer": "<YOUR ANSWER>"}.

TabFact Prompt

This is a table named ’list of intel pentium
dual - core microprocessors’, please determine
whether the given sentence is substantiated or
opposed by the table information. Your final
answer should be in the JSON structure, format-
ted as {"answer": "<YOUR ANSWER>"}.

the processor with a part number of 1f80537
¢e0251 mn has a fsb of 533 mt /s

RotoWire Prompt

Examine the data records in this, which depict
an NBA game held on 2016-11-26. Use these
data statistics to generate a comprehensive sum-
mary of the game ...

WikiBio Prompt

This shows a fact table describing a person
named 'Mohd norhafiz zamani misbah’, write a
concise biography of this person based on the
provided information.

C Additional Results

C.1 More Model Backbones

To address the concern about limited model
diversity, we conduct additional experiments
with OpenGVLab/InternVL2_5-8B, which uses
InternViT-300M-448px-V2_5 as the vision back-
bone and internlm2_5-7b-chat as the language
backbone. The results are shown in Table 5. Com-
pared with direct V4T input, DiVA-Former im-
proves the average score from 59.6 to 62.7. It
also brings clear gains on several structured rea-
soning tasks, such as TabMWP from 84.1 to 92.5,
TCR from 49.3 to 68.6, and RCE from 66.7 to
74.1. These results suggest that the effectiveness
of DiVA-Former is not specific to Qwen3-VL and
can transfer to a different VLM architecture.

C.2 Additional Results on ChartQA

To examine whether the observed visual-textual
complementarity generalizes beyond table struc-
tures, we add experiments on ChartQA, a repre-
sentative benchmark for visual chart understand-
ing. The results are shown in Table 6. DiVA-
Former achieves the best performance across all
three metrics, with 0.8434 Avg. ANLS, 0.7919
Exact Match, and 0.8705 Relaxed Accuracy. These
results support that the proposed visual-textual inte-
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Method Modality WTQ HiTab TabMWP TCR

TabFact InfoTabS TAT

RotoWire TSR WikiBio TCE RCE FeTaQA Avg

Direct Input  Text only 51.1 59.6 732 47.8 73.5
Direct Input  Visualonly 455  57.5 85.4 49.6 74.4
Direct Input  V+T 529 620 84.1 49.3 77.0
DiVA V+T 495 634 92.5 68.6 73.5

66.5 62.1 15.0 73.7 31.4 76.5 615 44.1 56.6
67.5 62.0 14.8 74.0 314 80.6 63.3 48.7 58.1
69.5 65.2 14.2 72.5 335 80.0 66.7 48.5 59.6
69.9 65.4 16.1 75.9 34.7 82.0 741 49.1 62.7

Table 5: Additional results with OpenGVLab/InternVL2_5-8B as the backbone.

Variant Avg. ANLS EM  Relaxed Acc
Visual only 0.8193  0.7560 0.8564
Text only 0.6878  0.5429 0.7828
V+T 0.8118 0.7432 0.8428
DiVA 0.8434  0.7919 0.8705

Table 6: Additional results on ChartQA.
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Figure 5: Evolution of the learned scalar gate values
during training. DiVA-Former gradually injects com-
plementary textual information while largely preserving
the original visual-token representation.

gration strategy generalizes beyond tables to other
2D structured understanding tasks.

C.3 Trainable-Parameter Comparison

To assess whether DiVA-Former’s gains can be
attributed to a larger trainable module, Table 7
compares the trainable parameter counts of the
lightweight modules. The language model and
visual encoder are frozen in all settings, and only
the added module is trained.

Method Trainable Params.

Adapter 69.21M
Resampler (2 layers) 403.28M
DiVA-Former 402.74M

Table 7: Trainable-parameter comparison. The language
model and visual encoder are frozen in all settings.

DiVA-Former has slightly fewer trainable param-
eters than the two-layer Resampler. The two meth-
ods also use exactly the same SFT data and train-
ing protocol, making their comparison parameter-
matched while controlling for training data and
optimization setup.

D Analysis of Learned Gate Values

To better understand how DiVA-Former incorpo-
rates textual information into visual tokens, we fur-
ther analyze the learned scalar gates during train-
ing. DiVA-Former’s gates are initialized with a
near-zero value, so that the module behaves approx-
imately as an identity mapping at the beginning of
training.

As shown in Figure 5, the learned gate values
remain small throughout training. The average
gate value starts from approximately 0.001, quickly
increases to around 0.005 in the early training
stage, and finally gradually increases and stabi-
lizes around 0.007. Meanwhile, the training loss
continues to decrease steadily. This trend suggests
that DiVA-Former does not aggressively overwrite
the original visual representation with textual in-
formation. Instead, the model learns to introduce
a small but useful amount of textual complement
while largely preserving the spatially grounded vi-
sual tokens.

This observation is consistent with our design
motivation: textual information should comple-
ment, rather than replace, the visual representation.
The learned gates provide an adaptive mechanism
for controlling the strength of cross-modal fusion,
which helps stabilize optimization and prevents the
digest vectors from drifting too far away from the
original visual anchors.
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Question Answering

Structure Understanding

Fact Verification

Text Generation

Method Modality Overall
WTQ FeTaQA TAT HiTab TabMWP TSR TCE RCE TCR TabFact InfoTabS RotoWire WikiBio
Vision 55.1 174 1758 635 74.1 148 361 142 395 72.0 77.6 13.9 13.1 43.6
Direct Text 54.6 192 739 684 759 142 242 138 43.0 72.4 72.8 152 133 432
ec V+T 55.2 184 757 680 73.8 15.1 357 143 487 72.8 74.8 14.0 129 446
T+V 54.8 183 708 685 762 140 354 145 459 70.8 75.2 135 136 440
Vision 52.9 478 722 60.1 820 73.6 786 537 4638 70.8 64.4 16.7 292 576
Adant Text 52.8 468 748 700 784 470 543 241 46.1 68.0 72.0 13.9 202 514
apter V4T 525 472 733 608 828 743 783 561 49.6 724 68.4 16.9 287 586
T+V 51.2 468 730 605 823 739 784 557 478 723 67.9 17.0 286  58.1
Vision 13.6 381 308 7.0 180 654 725 187 3.6 60.8 51.2 17.4 209 322
Resampler  TeXt 132 380 316 69 172 651 723 204 54 51.6 48.8 18.3 204 315
P V+T 132 370 298 64 184 653 718 189 47 56.4 48.0 16.6 209 313
T+V 133 373 285 63 176 652 719 188 49 55.1 48.6 16.8 205 311
DiVA-Former V+T 60.9 504 780 705 920 79.1 853 762 716 79.1 75.6 18.7 355 671
Table 8: Main results with different modality order. Rows with modality T+V are highlighted in red.
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Figure 6: Full-set per-example prediction alignment analysis on TCR. The left region corresponds to examples
where DiVA-Former outperforms direct concatenation, the middle region indicates ties, and the right region contains
examples where DiVA-Former underperforms. Notably, many examples in the left region are cases that unimodal
models and direct concatenation fail to solve at all, while even on some examples in the right region DiVA-Former

still recovers a substantial number of coordinates.

E Effect of Modality Order

In addition to the primary multimodal setting re-
ported in the main text, we also evaluate the reverse
input order, Text+Vision (T+V), for all three base-
line families: Direct Input, Adapter, and Resam-
pler. The complete results are included in Table 8,
where the T+V rows are highlighted in red.

Overall, “Text+Vision” consistently performs
worse than “Vision+Text” across all three baseline
families. Specifically, the overall score drops from
44.6 to 44.0 for Direct Input, from 58.6 to 58.1 for
Adapter, and from 31.3 to 31.1 for Resampler when
switching from “Vision+Text” to “Text+Vision™.
Although the gap is moderate, the trend is consis-
tent across methods.

We attribute this behavior to the fact that the un-
derlying vision-language model is better aligned
with an image-first input format. Prior work has

shown that model performance can vary substan-
tially with prompt format and that stronger reliance
on visual tokens is often important for robust multi-
modal grounding (Bi et al., 2025; Zhuo et al., 2024;
Xu et al., 2023, 2025b). In our setup, placing vi-
sual tokens before textual tokens appears to better
align with this behavior, leading to slightly more
effective fusion.

F Additional Analysis of Fusion Gains on
the Full TCR Set

We provide here the full-set version of the TCR
analysis discussed in Section 4.4. Unlike the main-
text figure, which isolates the hardest cases where
both unimodal models fail completely, this ap-
pendix includes all evaluation examples.

Figure 6 presents the per-example alignment
heatmap for this complete dataset, where, as in the
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main text, color intensity indicates localization ac-
curacy. We group these examples into three regions:
the left region contains examples where DiVA-
Former performs better than direct concatenation,
the middle region indicates ties, and the right region
contains examples where DiVA-Former performs
worse.

Two patterns are particularly clear. First, a large
portion of the gains comes from examples that can-
not be solved by either unimodal model or by naive
“Vision+Text” concatenation, yet become partially
or fully correct under DiVA-Former. This supports
our central claim that effective fusion should create
new correct predictions, rather than merely pre-
serve unimodal successes. Second, even on ex-
amples where DiVA-Former is overall worse than
direct concatenation, it often still recovers a non-
trivial number of correct coordinates. This sug-
gests that the fusion mechanism improves structural
grounding more broadly, rather than only helping
on a small set of isolated examples.

Taken together with the harder subset shown in
the main text, these full-set results reinforce the
same conclusion: the advantage of DiVA-Former
is not simply due to better unimodal competence or
naive multimodal aggregation, but to more effective
cross-modal fusion.
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