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Abstract

Trustworthy clinical AI must use real evidence
and avoid relying on surface-level artifacts. We
evaluate 12 open-weight vision-language mod-
els (VLMs) on two clinical neuroimaging co-
horts for binary classification of affective dis-
orders and cognitive decline. Both cohorts in-
clude structural magnetic resonance imaging
(MRI) acquired under their original research
protocols. Prior work does not establish the
included neuroimaging inputs as reliable stand-
alone diagnostic evidence for the present tasks.
Nevertheless, when neuroimaging context is
introduced, smaller VLMs gain up to 0.66 F1
under the evaluated augmented conditions, be-
coming competitive with models an order of
magnitude larger. Confidence estimation shows
that most of the calibration improvement for
the analyzed smaller models occurs after the
MRI reference is added to the prompt, before
any image is supplied. Our preliminary expert
case study finds that faithfulness remains low
in every condition examined, with the reviewed
model introducing unverified clinical details.
Finally, in our single-model intervention, pref-
erence alignment suppresses MRI-referencing
behavior but reduces the augmented-condition
advantage, leaving the underlying issue unre-
solved. These results caution against reading
surface metric gains as evidence of true multi-
modal integration, with direct implications for
clinical VLM deployment'.

1 Introduction

The application of vision-language models (VLMs)
to clinical decision-making has attracted growing
interest, with recent work exploring their use for
diagnostic classification from multimodal patient
data (Moor et al., 2023; Singhal et al., 2023; Li
et al., 2023). A natural expectation is that richer
inputs should improve performance only when sup-

1https:
//github.com/long21wt/neuro-prompt-no-evidence

plying meaningful diagnostic evidence. While spu-
rious correlations and hallucinations in VLMs have
received growing attention (Zhong et al., 2024;
Howard et al., 2025), less attention has been paid to
how models respond when a clinically related con-
text is introduced without established stand-alone
diagnostic value. The distinction matters: a change
in model behavior after such context is added does
not by itself demonstrate meaningful integration
of clinical evidence. We study this phenomenon
in two clinical cohorts containing structured tex-
tual data and neuroimaging acquired under their
original study protocols. Prior work does not es-
tablish these neuroimaging inputs as reliable stand-
alone diagnostic evidence for the tasks considered
here (Winter et al., 2022, 2024; Lombardi et al.,
2020; Ansart et al., 2020). In consultation with
domain experts, we exclude obvious classification
shortcuts from the inputs used for the affective-
disorder and cognitive-decline tasks.

Across 12 open-weight VLMs, we show that
mentioning neuroimaging in the prompt shifts pre-
dictions, with the largest gains in small models
whose text-only behavior is near-degenerate. On
FOR2107 (Kircher et al., 2019), Qwen2.5-VL-
3B (Xu et al., 2025) improves by up to 0.58 F1,
which lifts it from a near-degenerate baseline to
the range of models an order of magnitude larger
(e.g., Qwen2.5-VL-72B). This gain is not fully ex-
plained by added diagnostic evidence: most of
the observed gain occurs after adding the textual
MRI-availability preamble, before any image is
supplied. Where adding an image yields further
gains, replacing the subject-specific MRI with an
unrelated out-of-distribution control image does
not consistently reduce performance, a pattern con-
sistent with sensitivity to image presence and lim-
ited use of diagnostic image content. We explore
this preamble-associated component with a phrase-
level probe and a false-modality ablation on smaller
models. We relate the resulting pattern to the
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broader modality-collapse phenomenon (Parcal-
abescu and Frank, 2023; Sim et al., 2025) in a
clinical setting, as well as prior work on prompt
sensitivity (Lu et al., 2024; Ismithdeen et al., 2025)
and priming effects (Jones and Steinhardt, 2022;
Yoshida et al., 2025). We run a preliminary case
study with a domain expert, analyzing reasoning
traces produced by Qwen2.5-VL-3B, the model that
exhibits the largest preamble-only shift. In the re-
viewed traces, the shift is accompanied by justifica-
tions containing unverified clinical details. Finally,
we test preference alignment on Qwen2.5-VL-3B
and find that it suppresses MRI-referencing behav-
ior and removes most of the preamble-associated
advantage, while performance in the augmented
conditions also declines. Our contributions are:

* We evaluate 12 open-weight VLMs on FOR2107
(Kircher et al., 2019) and OASIS-3 (LaMon-
tagne et al., 2019), two cohorts for which prior
work does not establish the included neuroimag-
ing inputs as reliable stand-alone diagnostic evi-
dence for the present tasks.

* Confidence estimation shows that most of the
calibration improvement in the analyzed smaller
models occurs after the textual preamble is added;
a phrase-level probe and false-modality ablation
further examine the accompanying prediction
shift.

* A preliminary expert case study with a clinical
psychologist finds higher mean ratings for traces
generated with multimodal context than for text-
only traces, while mean faithfulness remains be-
low 3.0 in every group examined.

A preference-alignment intervention suppresses
MRI-referencing behavior, while performance
declines in the augmented conditions.

We analyze this phenomenon at three levels:
predictive (F1 across conditions, Section 4.1), be-
havioral (confidence shifts and reasoning traces,
Sections 5-6), and representational (the preamble-
associated hidden-state shift and its response to
alignment, Sections 7-8). Together, these analyses
provide complementary views of a large perfor-
mance gain that is not fully explained by the added
diagnostic evidence under our controls. Surface
evaluations can therefore overstate VLM diagnos-
tic ability in clinical settings and overlook problems
that matter for deployment.

2 Related Work

We review related work on prompt sensitivity,
priming effects, and modality collapse in vision-
language models (VLMs).

2.1 Prompt Sensitivity in VLMs

While prompt sensitivity has been extensively stud-
ied in large language models (LLMs) (Ishibashi
et al., 2023; Lu et al., 2024), it remains underex-
plored in VLMs. Among the few studies on this,
Ismithdeen et al. (2025) demonstrates that VLMs
suffer from severe prompt sensitivity that leads to
inconsistent classification performance and a con-
cerning reliance on language priors.

In healthcare, prompt sensitivity to instruction
phrasing can severely impact reliability: prompt
variations cause F1 fluctuations of up to 0.25 in
LLMs (Ceballos-Arroyo et al., 2024) and accuracy
variations of up to 6% in VLMs on health bench-
marks (Ismithdeen et al., 2025).

2.2 Priming Effect in VLMs

The priming effect is a cognitive phenomenon in
which prior exposure to a stimulus influences sub-
sequent judgments or behaviors, often without con-
scious awareness (Meyer and Schvaneveldt, 1971).
This effect can arise through the activation of re-
lated concepts, associations, or response tenden-
cies that shape how later inputs are interpreted,
even when no explicit alternative description is pre-
sented (Koo et al., 2024).

In VLMs, priming refers to how textual and vi-
sual cues shape model outputs, mirroring the prim-
ing concept from cognitive science. Yoshida et al.
(2025) directly investigated this phenomenon in
large-scale VLMs and found that accompanying
images systematically shift model responses in the
intended direction, suggesting that visual informa-
tion can play an active role in language process-
ing. Recent research has further revealed both the
power and limitations of priming in adapting VLMs
to new tasks and domains (Jones and Steinhardt,
2022; Koo et al., 2024). As these models increas-
ingly incorporate multimodal inputs, such priming
effects can be further intensified by interactions
between textual and visual signals (Gulati et al.,
2025; Zhang et al., 2026). For instance, Zhang
et al. (2026) showed that in fact-checking settings,
VLMs may favor previously introduced textual con-
text over salient visual evidence, and related behav-
iors have been observed in general visual question
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Figure 1: Overview of the VLM evaluation pipeline.

answering (VQA) tasks (Shu et al., 2025).
2.3 Modality Collapse in VLMs

Modality collapse refers to the phenomenon where
a unimodal model achieves comparable accuracy
to a multimodal model on a vision-language task,
revealing that one modality is not meaningfully uti-
lized (Javaloy et al., 2022; Parcalabescu and Frank,
2023). A recent survey by Sim et al. (2025) pro-
vides a systematic taxonomy of contributing fac-
tors, including dataset bias, model behavior, lack
of fine-grained supervisory signals, and task setup,
and reviews methods for quantifying modality con-
tribution and cross-modal interaction. A consistent
finding across this literature is that the text modal-
ity dominates, with visual input failing to influence
predictions even when it is ostensibly required by
the task (Zhu et al., 2022). In the clinical domain,
a related failure mode is known as “shortcut learn-
ing”: models often rely on imaging artifacts or
dataset features rather than actual pathology (De-
Grave et al., 2021; Geirhos et al., 2020).

Previous work on modality collapse shows
that text often dominates. We instead character-
ize which textual cues are associated with this
collapse-like pattern in a clinical setting and show
that the tested preference-alignment intervention
suppresses MRI references without preserving
augmented-condition performance, leaving the un-
derlying mechanism unresolved.

3 Methodology

Our pipeline (see Figure 1) integrates two pri-
mary modalities: tabular clinical data stored as
comma-separated values (CSV) and structural
brain MRI (sMRI) scans. It has three sequential
phases:

1. Clinical Tabular Data Serialization: We se-
rialize participant-level CSV data into natural
language by mapping each variable’s value to
its clinical description. This transformation
has been shown to substantially improve com-
prehension and reasoning in language mod-
els (Hegselmann et al., 2023; Vu et al., 2025).

2. SMRI Information Extraction:> Following
previous work (Kapoor and Egger, 2025; Gal-
teau et al., 2025a,b), we use nilearn® and
the Harvard-Oxford probabilistic cortical at-
las (Rushmore et al., 2022) to visualize sSMRI
volumes and extract regional anatomical mea-
surements via brain parcellation. Per-region vol-
umetric measurements are serialized into de-
scriptive text following the same approach as
the tabular data. For visualization, we render
three orthogonal slices (sagittal, coronal, ax-
ial) annotated with Montreal Neurological Insti-
tute (MNI) coordinates, hemisphere labels, and
voxel contour overlays.

3. Multimodal Prediction: The serialized text,
parcellation descriptions, and MRI visualiza-
tions are combined in a structured chat template
and provided to a VLM for binary classification.
Input components can be included or removed
at inference time, which defines the five condi-
tions we evaluate (Section 4). The full prompt
template is shown in Appendix A.

4 Experiment

Datasets We evaluate our pipeline on two clinical
neuroimaging datasets:

’T1-weighted sMRI scans in our cohorts are stored as 3D
volumes in .nii or .nii.gz format, with common dimen-
sions of 256 x 256 x 176-208 voxels.

*https://github.com/nilearn/nilearn
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Cond. Input CSV  Prompt(MRI) Parcel. Image Image Type
Cl TEXT(CSV) v
C2 TEXT(CSV) + PROMPT(MRI) v v
C3 TEXT(CSV) + PROMPT(MRI) + PLOT(MRI) v v v nilearn brain plot
C4 TEXT(CSV, PARCEL) + PROMPT(MRI) + PLOT(MRI) v v v v nilearn brain plot
C5 TEXT(CSV, PARCEL) + PROMPT(MRI) + PLOT(SWAP) v v v v OOD image (ablation)

Table 1: Experimental conditions and their input components. Conditions are designed to vary the supplied input
components: C1 uses tabular text only, C2 adds the MRI preamble without imaging data, C3—C4 progressively add
MRI content, and C5 replaces the subject-specific MRI plot with an out-of-distribution control image to test whether
performance depends on image content or merely image presence.

FOR2107 is a German multicenter cohort study
on the neurobiology of affective disorders (Kircher
et al., 2019). It includes patients with Major De-
pressive Disorder (MDD) and matched controls,
with deep phenotyping spanning structural MRI,
clinical assessments, neuropsychological testing,
and demographic information. Prior work on this
cohort reports classification accuracies of only
~256% with univariate neuroimaging markers (Win-
ter et al., 2022) and a maximum reported accu-
racy of 62% with multivariate machine learning
(ML) over a 4M-model search across structural and
functional MRI, diffusion tensor imaging (DTI), a
polygenic risk score, and environmental risk fac-
tors (Winter et al., 2024). FOR2107 therefore pro-
vides a challenging classification setting in which
performance gains warrant scrutiny. Our binary
task distinguishes Active MDD from Control.

Dataset Group / Status # Samples
Active MDD 701
FOR2107 Control 1,071
Cognitive Decline 487
OASIS-3 Cognitive Normal 849

Table 2: Class distribution of the clinical subsets used
in this work.

OASIS-3 is a longitudinal dataset from the
Washington University Knight Alzheimer Disease
Research Center, available through a controlled-
access application process and data-use agree-
ment (LaMontagne et al., 2019). It includes par-
ticipants ranging from cognitively normal adults
to individuals at various stages of cognitive de-
cline, accompanied by multimodal MRI sessions
and clinical assessments. Prior work does not sup-
port structural MRI as a stand-alone diagnostic test
for this task (Lombardi et al., 2020; Ansart et al.,
2020); accordingly, we do not treat it as such on
OASIS-3. To match the classification setup with
FOR2107, we focus on the target labels Cognitive

Decline and Cognitive Normal.

Table 2 summarizes the class distributions of the
two datasets. Both datasets are governed by strict
data-use agreements that prohibit redistribution and
require formal application for access. To our knowl-
edge, neither has appeared in any natural language
processing (NLP) or VLM publication. This may
reduce, but does not eliminate, the risk of direct
benchmark contamination Balloccu et al. (2024)
relative to public benchmarks such as the subsets
of 86—-160 samples used by Ceballos-Arroyo et al.
(2024) or the 197 Health and Medicine examples
in Ismithdeen et al. (2025). Both FOR2107 and
OASIS-3 contain many clinical variables drawn
from multiple CSV files. Some of these variables
provide obvious classification shortcuts (e.g., sui-
cidal thoughts). In consultation with domain ex-
perts in clinical psychology (Appendix H.4), we
excluded these features so that the tested VLMs
could not use them to complete the task trivially
(see Appendix D and Appendix E for the full list
of variables used in this work).

Models We test 12 open-weight vision-language
models*: InternVL3.5-4B and 14B (Wang et al.,
2025), GLM-4.1V-9B (Hong et al., 2025), GLM-
4.6V-Flash (Zeng et al., 2025), LLaVA-OV-1.5-
4B (Lietal., 2025), Ministral-3-3B and 14B (Liu
et al., 2026), Qwen2.5-VL-3B, 32B and 72B (Xu
et al., 2025), Qwen3-VL-2B and 32B (Bai et al.,
2025). For all models, we use the Hugging Face
Transformers (Wolf et al., 2020) implementations,
setting do_sample=False to ensure deterministic,
reproducible outputs across runs. To contextualize
model performance, we also include a stratified ran-
dom baseline on both datasets (derivation details in
Appendix F).

*We also conduct ablation experiments on the medically
specialized VLM medgemma (Sellergren et al., 2026), which
exhibits failure modes (Appendix H.3).

SFor the full model names, see Table 8 in the Appendix.
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Figure 2: F1 scores on both datasets for the 12 tested VLMs. Top row: text-only baseline (C1, teal-green) versus
the best augmented setup per model (best of C2—-C5). Bottom row: full breakdown across all five input conditions.
Models are sorted from smallest to largest (parameter count).

Input Conditions To evaluate how models re-
spond to neuroimaging context that is not estab-
lished as reliable stand-alone diagnostic evidence,
we define five conditions that vary the MRI-related
framing and supplied input components, summa-
rized in Table 1 (Appendix A provides the exact
prompts):

e TEXT(CSV) consists of serialized clinical and de-
mographic variables from the participant record.

* PROMPT(MRI) adds an MRI-availability pream-
ble that mentions brain-parcellation volumes and
visualization of brain regions without providing
either component.

TEXT(PARCEL) includes a textual representation
of the brain parcellation data.

PLOT(MRI) adds the rendered MRI plot as visual
input.

PLOT(SWAP) replaces the brain plot with an out-
of-distribution image (a dog photograph or a
stylized non-clinical brain rendering; see Ap-
pendix G). Because C5 results are not stratified
by image variant, we use this condition only as
a broad control for image presence and do not
compare the two variants.

4.1 Experimental Results

Figure 2 reports F1 across all models and condi-
tions. Under the text-only baseline (C1), several
smaller models fail to exceed the random baseline,

most strikingly on FOR2107, where Ministral-
3-3B (0.064) and Qwen2.5-VL-3B (0.153) fall far
below it.

This pattern changes once MRI-related context is
added: Figure 2 shows that smaller models gain the
most, with Qwen2.5-VL-3B and Ministral-3-3B
improving by up to +0.58 and 40.66 F1 on
FOR2107, while larger counterparts change lit-
tle. The swap-image condition (C5) shows that re-
placing the MRI plot with an unrelated image does
not consistently reduce performance. Qualitative
inspection suggests that adding neuroimaging con-
text changes the generated justifications even when
classification performance is unchanged: larger
models produce MRI-referencing justifications un-
der multimodal input despite stable F1.

5 Confidence Estimation

Since the smaller models exhibit large F1 increases,
we further examine the label probabilities they as-
sign. For each participant, we compute a confi-
dence score from the candidate label-token proba-
bilities after the fixed JSON prefix, renormalized
across {MDD, Control} (formal definition in Ap-
pendix J). This formulation follows label-token
probability extraction approaches (Zhao et al.,
2021; Geng et al., 2024; Xiong et al., 2024). From
these scores we measure calibration (Xiong et al.,
2024): the degree to which the model’s confidence
agrees with its actual classification accuracy, cap-
tured by Expected Calibration Error (ECE) (Pak-
daman Naeini et al., 2015; Guo et al., 2017) and
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Figure 3: FOR2107 per-group mean P(MDD) (top) and P(Control) (bottom) across the three input conditions.
Both diagnostic groups exhibit an upward shift in P(MDD); the corresponding decrease in P(Control) is implied
by two-class normalization. Shaded bands show one sample standard deviation around each group mean and are

clipped to the [0, 1] probability range.

the Brier score (Brier, 1950).

We report this analysis on Qwen2.5-VL-3B and
Ministral-3-3B, the two smaller models with the
largest C1—C2 gains on FOR2107 and therefore
the clearest cases for examining where the gains
occur. We extend the analysis to InternVL3.5-4B
and GLM-4.1V-9B in Appendix J.1, where we find
the same pattern.

Qwen2.5-VL-3B Ministral-3-3B

Cond.
ECE| Brier)] ECE] Brier]
Cl1 0.376 0.370 0.361 0.354
Cc2 0.164 0.178 0.199 0.219
C4 0.155 0.184 0.183 0.207

Table 3: Expected calibration error (ECE; 15 equal-
width bins) and Brier score by condition. Lower ECE
and Brier indicate better calibration. Bold indicates the
best score per model.

Table 3 reports ECE and Brier. For both models,
C2 and C4 are more accurate and have lower ECE
and Brier scores than C1. However, the shared
upward shift toward MDD across both diagnostic
groups indicates that this improvement can coexist
with a label-directional prompt bias. Most of the
ECE improvement occurs under the MRI prompt
alone (C2), before any imaging content is provided:
the C1—C2 transition accounts for the majority
of the total C1—C4 ECE reduction for both mod-
els. This pattern is consistent with a substantial

prompt-framing contribution but does not identify
the underlying mechanism.

Figure 3 is also consistent with the ECE and
Brier results: for both models, P(MDD) increases
under the two plotted preamble-bearing conditions,
C2 and C4, in both the MDD and Control groups.
Because confidence is normalized across two la-
bels, the corresponding decrease in P(Control) fol-
lows by construction. The increase in the Control
group is inconsistent with a shift driven solely by
improved diagnostic discrimination and is consis-
tent with a prompt-framing contribution. We ex-
amine this preamble-associated pattern in detail in
Section 7.

6 Preliminary Expert Case Study of
Reasoning Traces

To examine whether the large F1 gains under
multimodal context are accompanied by better
reasoning-trace quality, we conducted a prelimi-
nary human expert case study of reasoning traces
generated by Qwen2.5-VL-3B, the model exhibit-
ing the largest C1—C2 preamble-only shift.

Case study protocol We sampled 12 predic-
tions for each class (MDD vs. Control) from the
FOR2107 dataset under two conditions: the base-
line TEXT(CSV), which includes only the serial-
ized clinical record, and the full multimodal con-
dition TEXT(CSV, PARCEL) + PROMPT(MRI) +
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Grp. Cond., Class Faith.T Clin. Acc.T Reasoning 1

0 C1, Control 2.17 2.25 2.46
1 C1, MDD 2.08 2.17 2.17
2 C4, Control 2.79 2.63 2.96
3 C4, MDD 2.83 2.46 2.83

Table 4: Mean ratings by a clinical psychologist of
reasoning traces generated by Qwen2.5-VL-3B, using
a 1-4 scale with 0.5-point increments (n = 12 traces
per group, FOR2107). Bold indicates the best score
and underlining indicates the worst score in each metric
column. See Table 1 for a description of the notation.

PLOT(MRI), which additionally incorporates brain
parcellation text and a nilearn-generated MRI vi-
sualization, yielding 24 reasoning traces per con-
dition (48 total). A clinical psychologist evalu-
ated each trace against three criteria (Faithfulness,
Clinical Accuracy & Safety, Diagnostic Reason-
ing) using a 1-4 rating scale permitting 0.5-point
increments. The full scoring rubric appears in Ap-
pendix I.

Results Table 4 reports results for each criterion
across the four groups. Every group has mean
scores below 3.0 on all three criteria. Faithful-
ness scores indicate recurring unverified clinical
details, including when multimodal context is avail-
able. Traces under the full multimodal condition
(Groups 2 and 3) score higher on all three criteria
than traces under the baseline condition (Groups
0 and 1). Group 3 (C4, MDD) reaches the high-
est faithfulness score of 2.83, while Group 2 (C4,
Control) reaches the highest clinical accuracy and
diagnostic reasoning scores, at 2.63 and 2.96, re-
spectively. These higher ratings do not show that
the model uses the supplied evidence faithfully.

7 Preamble-Associated Prediction Shifts

While modality collapse is well documented (Sim
et al., 2025), to our knowledge, prior work has
not yet investigated which textual cues are associ-
ated with a collapse-like pattern in a clinical set-
ting. Section 5 shows that most of the C1—+C4
ECE reduction occurs during the C1—C?2 transi-
tion, when the preamble is added without imaging
content. We now ask which types of phrases are
associated with this shift and whether the effect
is specific to the exact preamble wording used in
our pipeline. We first characterize this association
using Qwen2.5-VL-3B on FOR2107, then use an
ablation to test whether the qualitative contrast re-
curs with Ministral-3-3B and on OASIS-3. For

more formal details, we refer to the Appendix. K.

Phrase probe We evaluate 27 candidate pream-
ble phrases spanning five semantic categories:
MRI/neuroimaging, general clinical, authorita-
tive framing, neutral, structural/format. Selected
phrases are written out directly in Figure 4, while
Table 15 lists the phrases and scores corresponding
to the 19 numbered points. For each probe, we
replace the original PROMPT(MRI) with the candi-
date phrase, evaluate the FOR2107 MDD group
with Qwen2.5-VL-3B, and measure how much the
phrase shifts P(MDD) relative to the TEXT(CSV)
baseline. We additionally compute the cosine simi-
larity of the hidden-state shift associated with each
phrase to that of the original MRI preamble. Fig-
ure 4 plots both quantities jointly.

0.3, ®  MRI/ neuroimaging
® Neutral / unrelated

fMRI data is included-—+

02! General clinical
’ ®  Structural / format

®  Authoritative framing Neuroim: cli ata—e-

0.1
o Data is provided below.
. '+
00 iy —$=2NIR] scan results are att
—0.1

—0.2] ~#The weather is sunny today.

—0.6 —0.4 —0.2 0.0 0.2 0.4 0.6 0.8
Cosine similarity to PROMPT(MRI) preamble direction

Figure 4: Shift in mean P(MDD) relative to the
TEXT(CSV) baseline (vertical) versus cosine similarity
to the MRI-preamble direction (horizontal), for candi-
date phrases across semantic categories, evaluated with
Qwen2.5-VL-3B on 15 participants from the FOR2107
MDD group. Error bars show one standard deviation
across participants. Phrases in the top-right quadrant are
associated with both a preamble-aligned hidden-state
shift and increased mean P(MDD) without providing
imaging data.

The phrase fMRI data is included is the point far-
thest toward the top right in Figure 4. Although sev-
eral clinical-assessment and format/neutral phrases
fall at or below zero on one or both axes, the neu-
tral phrase Data is provided below is a notable
positive exception. Within this exploratory probe,
announcement-style claims that a result is available
are most strongly associated with the measured
shift, with MRI availability providing the strongest
example.

False-modality ablation To test whether the
shift occurs with a surface-level phrase alone and
extends beyond the model and dataset used in the
phrase probe, we compare two conditions: a false
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FOR2107 OASIS-3
Cond. Input
Qwen2.5-VL-3B Ministral-3-3B Qwen2.5-VL-3B Ministral-3-3B
Cl TEXT(CSV) 0.153 0.064 0.262 0.504
C2 TEXT(CSV) + PROMPT(MRI) 0.728 0.480 0.589 0.541
C2; TEXT(CSV) + PROMPT(FMRI) 0.702 0.361 0.379 0.569
C2;  TEXT(CSV) + PROMPT(WEATHER) 0.056 0.031 0.148 0.425

Table 5: F1 under two preamble ablations—a factually false fMRI mention and a semantically irrelevant weather
preamble—evaluated with Qwen2.5-VL-3B and Ministral-3-3B across both cohorts. Bold indicates the best score

for each model and cohort.

statement that fMRI data are available, with no
imaging supplied, and a semantically irrelevant
weather preamble used as a non-clinical negative
control. We evaluate both on Qwen2.5-VL-3B and
Ministral-3-3B across FOR2107 and OASIS-
3. Table 5 shows that, on FOR2107, the fMRI
preamble yields F1 scores of 0.702 and 0.361
for Qwen2.5-VL-3B and Ministral-3-3B, respec-
tively, whereas the weather preamble yields 0.056
and 0.031. Although its magnitude varies by
model, the fMRI-over-weather difference is large
in this cohort and also appears on OASIS-3, where
the weather condition underperforms the fMRI
preamble for both models. Appendix L reports
the same comparison for InternVL3.5-4B and
GLM-4.1V-9B across both cohorts, extending the
qualitative pattern to those additional model fami-
lies.

8 Preference Learning Intervention

In its justifications, Qwen2.5-VL-3B frequently re-
ferred to MRI-derived or brain-parcellation fea-
tures, and the preliminary expert case study also
identified unverified clinical details in the reviewed
traces. To suppress the MRI-referencing lan-
guage, we use Direct Preference Optimization
(DPO) (Rafailov et al., 2023) through its multi-
modal extension, Mixed Preference Optimization
(MPO) (Wang et al., 2024).

Dataset construction We construct a preference
dataset from OASIS-3 using the outputs of the 12
models described in Section 4. Source responses
are drawn from three input modes: TEXT(CSV),
TEXT(CSV) + PROMPT(MRI), TEXT(CSV, PAR-
CEL) + PROMPT(MRI) + PLOT(MRI). For ev-
ery subject, we define the chosen response as the
TEXT(CSV) mode output of any model that pre-
dicted the correct label, and the rejected response
as any output, from any mode, whose text explic-
itly mentions MRI findings, brain parcellation, or

related neuroimaging language. Since rejected re-
sponses are defined by MRI-referencing language
rather than independently verified fabrication, the
objective targets that surface cue by design. The
final dataset comprises 17,202 preference pairs bal-
anced across the two target classes: Cognitive Nor-
mal and Cognitive Decline (=50% each).

Cond. Before MPO1 After MPO 1
Cl1 0.153 0.459
c2 0.728 0.496
C4 0.723 0.477

Table 6: F1 of Qwen2.5-VL-3B on FOR2107 before
and after MPO. Random baseline F1 =0.40. Bold indi-
cates the best score. See Table 1 for a description of the
notation.

Evaluation and results We fine-tune Qwen2.5-
VL-3B using MPO and report the training details in
Appendix M. We then evaluate the trained model
on FOR2107, a cohort distinct from OASIS-3,
which we used to construct the preference set. Ta-
ble 6 compares pre- and post-alignment F1 on
FOR2107. After alignment, text-only perfor-
mance in C1 increases substantially (0.153 —
0.459, +0.306), while performance declines in C2
and C4; in the full multimodal setting, it falls from
0.723 to 0.477 (—0.246). In this evaluation, the
aligned model produces no outputs that reference
MRI findings or brain parcellation, and all three
evaluated conditions remain below the strongest
unaligned augmented score of 0.728. We consider
two explanations for this combination of results:

* Entanglement: The strong multimodal perfor-
mance before alignment may be linked to the
preamble-associated behavior examined in our
contrastive analysis. Under this explanation,
MPO may suppress this behavior along with the
targeted MRI-referencing language.

¢ Surface suppression: MPO may have learned
the MRI-suppression objective independently;
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the F1 drop may result from losing a useful tex-
tual signal and does not establish suppression of
a deeper inference mechanism.

Appendix M discusses both explanations in more
detail, although the present experiment cannot dis-
tinguish between them.

9 Conclusion

We present a clinical case of a modality-collapse-
like pattern in two cohorts for which prior work
does not establish the included neuroimaging in-
puts as reliable stand-alone diagnostic evidence for
the present tasks. We exclude obvious classifica-
tion shortcuts in consultation with domain experts
and use preamble-only and swap-image conditions
as controls. Under these conditions, smaller VLMs
exhibit substantial F1 gains when MRI-related con-
text is introduced. For the analyzed smaller models,
most of the calibration improvement occurs when
the textual preamble is added, before any image is
supplied. We characterize this shift using a phrase-
level probe and show with a false-modality abla-
tion that the qualitative contrast recurs in additional
model families. A preliminary expert case study
finds that faithfulness remains low in every condi-
tion examined. In our single-model intervention,
preference alignment suppresses MRI-referencing
behavior while augmented-condition performance
declines; whether this is related to deeper modality
dependence remains unresolved. Our findings call
for evaluation protocols that study the causal rela-
tionship between input content and model outputs
before VLMs are deployed in clinical settings.

Limitations

Our evaluation is limited to open-weight models
with up to 72 billion parameters and two binary-
classification cohorts. Generalization to closed
systems, larger models, and multiclass or richer
clinical tasks remains an open question. For re-
producibility, all results use deterministic (greedy)
decoding, and we do not examine whether the ef-
fect persists under sampling-based decoding.

The preamble-associated gain varies across do-
mains: on OASIS-3, which was not used to de-
velop the preamble, adding the preamble degrades
performance for several models that are already
competitive under text-only input, consistent with
negative transfer. The direction and magnitude
of the preamble-associated effect depend on the
model and clinical domain, and the gain does not

transfer consistently across settings.

Our main-text confidence analysis covers the two
models with the largest gains; the appendix reports
results for two additional models. Claims about
how much of the calibration change occurs when
the preamble is added should be read in that context.
We emphasize, however, that the broader image-
content finding is supported by swap-image results
evaluated across all twelve models (Section 4.1),
while cross-family consistency is supported by the
false-modality ablation (Section 7).

Due to the scarcity of qualified annotators for
participant-level FOR2107 traces and resource
constraints, the preliminary expert case study uses
a single clinical psychologist. We therefore treat
the case study as qualitative and its absolute scores
as descriptive; multi-annotator validation remains
future work.

The residual-stream preamble direction in Ap-
pendix K is a correlational feature identified in a
single model at a specific layer selected by a fixed
onset criterion. We do not verify that the same ge-
ometry holds across model families. Establishing
causal responsibility for the C1—C2 shift would
require intervention experiments, which are left for
future work.

Our single-model MPO experiment shows sup-
pression of MRI-referencing behavior after prefer-
ence alignment, without establishing the factual ac-
curacy of the resulting traces. Our dataset also can-
not separate the two accounts of the post-alignment
performance drop in Section 8, since MRI-mention
status and correctness are correlated by construc-
tion. Finally, our probe centers on a single MRI-
framing preamble, and the broader space of trig-
gering phrases and the role of tabular serialization
remain to be characterized.

Ethics Statement

This study uses two clinical datasets governed by
strict data-use agreements. FOR2107 data access
was granted under the consortium’s institutional
review protocol, which requires formal applica-
tion and prohibits redistribution to third parties.
OASIS-3 is available through a controlled-access
application process administered by the Washing-
ton University Knight Alzheimer Disease Research
Center, subject to a data-use agreement that simi-
larly prohibits redistribution. No individually iden-
tifiable participant information is presented in this
work. Predictive metrics are reported in aggregate
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over the evaluated cohorts; the expert case study
and residual-stream probe use the subsets described
in their respective sections.

The study of reasoning traces was conducted
by a qualified clinical psychologist who reviewed
only model-generated outputs. No patient-facing
clinical decisions were made on the basis of model
predictions, and no participant data were disclosed
outside the authorized research environments gov-
erned by the applicable data-use agreements.

We emphasize that the VLM outputs analyzed
in this study are not suitable for clinical deploy-
ment. Several of the smaller evaluated models
show augmented-condition gains that are not fully
explained by added neuroimaging evidence under
our controls. In the preliminary expert case study,
the reviewed model produces justifications contain-
ing unverified clinical details. The tested MPO
intervention suppresses MRI-referencing language,
while performance declines in the augmented con-
ditions. This gap between surface classification
performance and evidence-grounded inference mo-
tivates the present evaluation. Before any patient-
facing use of VLMs in clinical psychiatry or neu-
rology is considered, future applications must un-
dergo rigorous prospective validation by domain
experts. This validation must include evaluation
protocols that explicitly probe the causal relation-
ship between input evidence and model outputs.
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A  Prompt

Figures 5 and 6 show the FOR2107 prompts; Fig-
ures 7 and 8 show the OASIS-3 prompts. La-
bels are extracted for every condition and model
with a 100% parse rate using the fixed JSON prefix
{"category"”: ". Table 7 lists the corresponding
prefix token IDs.

You are given patient clinical information

Classify the patient into one of the following cate-
gories:

- Major Depressive Disorder

- Control (no disorder detected)

Return your answer as a JSON object with two fields:
- "category": the chosen category (exactly one of the
two above)

- "explanation": a short reasoning for the choice

Figure 5: TEXT(CSV) prompt for FOR2107.

You are given patient clinical information and their
MRI data (brain parcellation volume, visualiza-
tion of brain regions)

Classify the patient into one of the following cate-
gories:

- Major Depressive Disorder

- Control (no disorder detected)

Return your answer as a JSON object with two fields:
- "category": the chosen category (exactly one of the
two above)

- "explanation": a short reasoning for the choice

Figure 6: TEXT(CSV) + PROMPT(MRI) prompt for
FOR2107. Bold text denotes the MRI-availability
phrase added by PROMPT(MRI) in C2.
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Model Prefix token IDs

GLM-4.1V-9B 73022 2236 198 515 220 330 5471 788 330
GLM-4.6V-Flash 73022 2236 198 515 220 330 5471 788 330

LLaVA-0V-1.5-4B 73594 2236 198 515 220 330 5471 788 330

Ministral-3-3B 1975 8353 1010 2030 1032 1429 17278 2811 1429
Ministral-3-14B 1975 8353 1010 2030 1032 1429 17278 2811 1429

Qwen2.5-VL-3B 73594 2236 198 515 220 330 5471 788 330
Qwen2.5-VL-32B 73594 2236 198 515 220 330 5471 788 330
Qwen2.5-VL-72B 73594 2236 198 515 220 330 5471 788 330
Qwen3-VL-2B 73594 2236 198 515 220 330 5471 788 330
Qwen3-VL-32B 73594 2236 198 515 220 330 5471 788 330
InternVL3.5-4B 73594 2236 198 515 220 330 5471 788 330
InternVL3.5-14B 73594 2236 198 515 220 330 5471 788 330

medgemma-4b-it 2717 3723 107 236782 107 138 236775 10618 1083
medgemma-27b-it 2717 3723 107 236782 107 138 236775 10618 1083

Table 7: Token IDs of the JSON prefix for all evaluated models in the paper.

Abbreviation Checkpoint (Link to HF)

GLM-4.1V-9B zai-org/GLM-4.1V-9B-Thinking

GLM-4.6V-Flash  zai-org/GLM-4.6V-Flash

LLaVA-OV-1.5-4B 1mms-lab/LLaVA-OneVision-1.5-4B-Instruct
Ministral-3-3B  mistralai/Ministral-3-3B-Instruct-2512-BF16
Ministral-3-14B mistralai/Ministral-3-14B-Instruct-2512-BF16
Qwen2.5-VL-3B Qwen/Qwen2.5-VL-3B-Instruct

Qwen2.5-VL-32B Qwen/Qwen2.5-VL-32B-Instruct

Qwen2.5-VL-72B Qwen/Qwen2.5-VL-72B-Instruct

Qwen3-VL-2B Qwen/Qwen3-VL-2B-Instruct

Qwen3-VL-32B Qwen/Qwen3-VL-32B-Instruct

InternVL3.5-4B  OpenGVLab/InternVL3_5-4B

InternVL3.5-14B OpenGVLab/InternVL3_5-14B

Domain-specialized ablation
medgemma-4b-it google/medgemma-4b-it
medgemma-27b-it google/medgemma-27b-it

Table 8: Model abbreviations and hyperlinked checkpoint paths.
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You are given patient clinical information

Classify the patient into one of the following cate-
gories:

- Cognitive Normal

- Cognitive Decline

Return your answer as a JSON object with two fields:
- "category": the chosen category (exactly one of the
two above)

- "explanation": a short reasoning for the choice

Figure 7: TEXT(CSV) prompt for OASIS-3.

You are given patient clinical information and their
MRI data (brain parcellation volume, visualiza-
tion of brain regions)

Classify the patient into one of the following cate-
gories:

- Cognitive Normal

- Cognitive Decline

Return your answer as a JSON object with two fields:
- "category": the chosen category (exactly one of the
two above)

- "explanation": a short reasoning for the choice

Figure 8: TEXT(CSV) + PROMPT(MRI) prompt for
OASIS-3. Bold text denotes the MRI-availability
phrase added by PROMPT(MRI) in C2.

B Parcellation in Detail

For parcellation, we use the Harvard-Oxford prob-
abilistic atlas (Rushmore et al., 2022), which delin-
eates the cerebral cortex into 48 anatomically de-
fined regions of interest (ROISs, e.g., Insular Cortex,
Temporal Pole). The atlas was constructed by spa-
tially normalizing manually labeled T1-weighted
scans of healthy adults into MNI space and com-
puting voxelwise label probabilities across subjects.
We apply the cortical component of this atlas to ex-
tract per-region volumetric measurements, which
are then serialized into descriptive text following
the same approach as the tabular data.

MRI visualization For each scan, we render
sagittal, coronal, and axial slices annotated with
crosshairs at MNI coordinates (x,y,z), hemi-
sphere labels (L/R), voxel contour overlays, and a
zero-anchored colormap to enhance tissue contrast.

C Models in Detail

Table 8 shows the abbreviations and checkpoints
of the models we used in this work.

D FOR2107 Variables

Tables 19, 20, 21, 22, 23, 24, 25, and 26 list the
variables we serialize into text. Figure 9 shows

the distribution of input-token counts in FOR2107,
split by the Major Depressive Disorder and Control
groups. We use tiktoken® for tokenization.

E OASIS-3 Variables

Tables 27, 28, 30, and 29 list the variables we
serialize into text. Figure 10 shows the distribution
of input-token counts in OASIS-3, split by the
Cognitive Normal and Cognitive Decline groups.
We also use tiktoken for tokenization.

F Random Baseline

To contextualize model performance, we report a
random baseline corresponding to a stratified ran-
dom classifier that predicts the positive class with
a probability equal to its prevalence in the cohort.
Our model tables report binary F1 with the positive
class defined as MDD for FOR2107 and Cognitive
Decline for OASIS-3. For a stratified random clas-
sifier, both precision and recall equal the positive
class prevalence p.., so the expected F1 reduces to
py itself:
2-py-py

Fligndom = ————— = b+
D+ + D+

On FOR2107 this gives F'l,andom = 701/1772 =
0.40, and on OASIS-3 it gives Fliandom =
487/1336 = 0.36.

G Out-of-Distribution Images for C5

Condition C5 replaces the subject-specific MRI
plot with an out-of-distribution image while re-
taining all other input components. Two image
variants are used across the experiments, shown in
Figure 11: an unrelated natural photograph (a dog)
and a stylized non-clinical brain rendering. Neither
image carries diagnostic information about the par-
ticipant. Because the reported CS5 results are not
stratified by image variant, we interpret C5 only
as a broad control for image presence and do not
attribute differences to either variant.

H Full Results on FOR2107 and
OASIS-3

The following sections report complete results for
FOR2107 and OASIS-3, beginning with approx-
imate confidence intervals for condition-wise F1
differences.

®https://github.com/openai/tiktoken
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(a) Natural photograph (dog). (b) Stylized non-clinical brain rendering.

Figure 11: Out-of-distribution images used in condition C5. Both replace the subject-specific MRI plot while the
rest of the input remains unchanged.
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H.1 Approximate Confidence Intervals for F1
Differences

Tables 9 and 10 report arithmetic differences be-
tween the F1 scores in Tables 11 and 12, together
with approximate 95% confidence intervals. We
estimate the intervals from the reported aggregate
metrics and cohort class totals using 10,000 class-
stratified bootstrap resamples (random seed 0). We
show the four smaller models examined in the con-
fidence analysis, for which the preamble-associated
changes are most visible.

The C2 — C1 difference is positive for all four
models in both cohorts, ranging from +0.119
to +0.575 on FOR2107 and from —+0.020 to
+0.327 on OASIS-3. The approximate intervals
exclude zero for all four FOR2107 models and
for Qwen2.5-VL-3B and GLM-4.1V-9B on OASIS-
3. Its magnitude is smaller and less uniform on
OASIS-3, consistent with the cross-cohort differ-
ences discussed in the Limitations.

Adding parcellation text and the subject-specific
MRI on top of the preamble, C4 — C2, changes
F1 in both directions on FOR2107. The largest
increase is +0.197 for Ministral-3-3B, while
Qwen2.5-VL-3B and InternVL3.5-4B change by
less than 0.01. On OASIS-3, all four differences
are positive but remain smaller than 0.06, and all
four approximate intervals include zero.

The C5 — C4 difference also varies across
models. It ranges from —0.002 to +0.147 on
FOR2107 and from +0.005 to +0.067 on OASIS-
3. Only the intervals for InternVL3.5-4B on
FOR2107 and GLM-4.1V-9B on OASIS-3 ex-
clude zero, so replacing the subject-specific image
does not produce a uniform drop in F1.

H.2 FOR2107 - Per-Condition Results

Table 11 reports F1, Precision, Recall, and Ac-
curacy for all twelve models across C1-C5. The
main-text pattern is clearest for several small mod-
els that fail to exceed the random baseline under C1
(InternVL3.5-4B 0.000, Ministral-3-3B 0.064,
Qwen2.5-VL-3B 0.153): adding the MRI preamble
(C2) produces large gains for these models, while
the remaining models show a mix of increases
and decreases. Adding the subject-specific MRI
(C3) and parcellation features (C4) yields mixed
changes, and the out-of-distribution swap (C5) does
not consistently reduce performance relative to C4
(e.g. Qwen2.5-VL-72B scores 0.845 under C4 and
0.848 under C5). This pattern suggests sensitivity

to preamble framing; added image content provides
no clear additional benefit.

H.3 OASIS-3 - Per-Condition Results

Table 12 reports F1, Precision, Recall, and Ac-
curacy for all twelve models across C1-C5 on
OASIS-3, a cohort in a different clinical domain
(cognitive decline vs. depression). The results are
more mixed than on FOR2107. Several mod-
els that are already competitive under C1 (e.g.
InternVL3.5-14B, 0.773) perform worse when
the MRI preamble is added. Unlike on FOR2107,
the subject-specific MRI (C3) tends to help more
than the preamble alone, and parcellation features
(C4) again add little. The out-of-distribution swap
(C5) does not consistently reduce performance rel-
ative to C4 (e.g. Qwen2.5-VL-72B scores 0.775 un-
der C4 and 0.778 under C5). This C5-C4 com-
parison, in which the C4 image is replaced, does
not establish that all OASIS-3 gains arise from
the preamble, especially because C3 often exceeds
C2. The OASIS-3 results therefore show hetero-
geneous responses to prompt framing and the sup-
plied image.

Ablation with medgemma models medgemma (Sel-
lergren et al., 2026) is Google’s medically special-
ized open-weight VLM, with a SigLIP image en-
coder pretrained on de-identified medical imagery
(including radiology) and an LLM component
trained on medical text and clinical records. We
include it to examine whether the same preamble-
associated pattern appears in a medically pretrained
VLM.

The two medgemma model sizes show contrasting
performance patterns across the two datasets. On
FOR2107, medgemma-27b-it is stronger across
all conditions, with F1 rising from 0.467 to 0.582
when the MRI preamble is added with no imaging
data; medgemma-4b-it produces near-degenerate
predictions, with near-zero recall across C3—CS5.
On OASIS-3, the roles invert: medgemma-4b-it
maintains strong text-only performance (C1 F1
= 0.739), whereas medgemma-27b-1it collapses to
a near-degenerate negative-prediction strategy un-
der C1 and C2 (F1 =~ 0.07, P = 1.000, R ~ 0.04).
For both OASIS-3 models, the byte-identical out-
puts under C1 and C2 suggest that predictions are
more sensitive to the presence and form of the im-
age input than to prompt framing. Neither model
size matches the strongest text-only performance
of the general-purpose VLMs in Table 12. The
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Model AF1 (C2 - CI1) AF1 (C4 - C2) AF1 (C5 - C4)

Qwen2.5-VL-3B +0.575 [+0.531, +0.620]  —0.005 [—0.039, +0.030]  +0.005 [—0.024, +0.035]
Ministral-3-3B +0.416 [+0.370,+0.461]  +0.197 [+0.148, +0.247]  —0.002 [—0.045, +0.040]
InternVL3.5-4B  +0.255 [+0.215, +0.295] —0.003 [—0.059, +0.053]  +0.147 [+0.090, +0.205]
GLM-4.1V-9B +0.119 [+0.068, +0.170] ~ +0.080 [+0.035, +0.125]  +0.012 [—0.030, +0.052]

Table 9: Condition-wise F1 differences with approximate 95% confidence intervals for FOR2107, calculated from
Table 11. C2 — C1 compares the MRI preamble with the text-only baseline, C4 — C2 adds parcellation text and the
subject-specific MRI, and C5 — C4 replaces that MRI with an out-of-distribution image.

Model AF1 (C2 — CI) AFI1 (C4 — C2) AF1 (C5 — C4)

Qwen2.5-VL-3B +0.327 [+0.262, +0.391]  +0.006 [-0.053, +0.066]  +0.024 [—0.033, +0.081]
Ministral-3-38 +0.037 [-0.010, +0.087] +0.022 [-0.019, +0.061]  +0.005 [—0.041, +0.052]
InternVL3.5-4B  +0.020 [—0.008, +0.047]  +0.019 [—0.014, +0.053]  +0.020 [—-0.017, +0.055]
GLM-4.1V-9B +0.118 [+0.051, +0.184]  +0.059 [-0.008, +0.125]  +0.067 [+0.002, +0.132]

Table 10: Condition-wise F1 differences with approximate 95% confidence intervals for OASIS-3, calculated from
Table 12. The three comparisons follow the definitions in Table 9.

Model F1 P R ACC Model F1 P R ACC
CI: TEXT(CSV) C4: TEXT(CSV, PARCEL) + PROMPT(MRI) + PLOT(MRI)
InternvL3.5-4B  0.000 0.000 0.000 0.604 InternVL3.5-4B  0.252 0.990 0.144 0.661
InternvL3.5-14B 0.559 0.946 0.397 0.752 InternVL3.5-14B 0.587 0.913 0.432 0.759
GLM-4.1V-9B 0.521 0.958 0.358 0.740 GLM-4.1V-9B 0.720 0916 0.593 0.818
GLM-4.6V-Flash  0.795 0.896 0.715 0.854 GLM-4.6V-Flash  0.791 0.848 0.740 0.845
LLaVA-0V-1.5-4B 0.663 0.954 0.508 0.796 LLaVA-0V-1.5-4B 0.603 0.975 0.437 0.773
Ministral-3-3B  0.064 1.000 0.033 0.617 Ministral-3-3B  0.677 0.903 0.542 0.796
Ministral-3-14B 0.588 0.983 0.419 0.767 Ministral-3-14B 0.680 0.966 0.525 0.805
Qwen2.5-VL-3B 0.153 1.000 0.083 0.637 Qwen2.5-VL-3B 0.723 0.632 0.845 0.744
Qwen2.5-VL-32B  0.749 0.900 0.642 0.830 Qwen2.5-VL-32B  0.779 0.896 0.689 0.845
Qwen2.5-VL-72B  0.828 0.853 0.805 0.868 Qwen2.5-VL-72B  0.845 0.798 0.897 0.870
Qwen3-VL-2B 0.546 0.869 0.398 0.738 Qwen3-VL-2B 0.347 0.974 0.211 0.686
Qwen3-VL-32B 0.744 0.928 0.621 0.831 Qwen3-VL-32B 0.835 0.865 0.806 0.874
C2: TEXT(CSV) + PROMPT(MRI) C5: TEXT(CSV, PARCEL) 4+ PROMPT(MRI) + PLOT(SWAP)
InternvL3.5-4B  0.255 0.963 0.147 0.660 InternVL3.5-4B  0.399 0.972 0.251 0.701
InternvL3.5-14B 0.729 0.884 0.621 0.818 InternVL3.5-14B 0.703 0.902 0.576 0.808
GLM-4.1V-9B 0.640 0915 0.492 0.781 GLM-4.1V-9B 0.732 0.888 0.622 0.819
GLM-4.6V-Flash  0.802 0.847 0.760 0.851 GLM-4.6V-Flash  0.788 0.864 0.725 0.846
LLaVA-OV-1.5-4B 0.592 0.980 0.424 0.769 LLaVA-0V-1.5-4B 0.540 0.992 0.371 0.750
Ministral-3-3B  0.480 0.720 0.359 0.691 Ministral-3-3B  0.675 0.759 0.608 0.769
Ministral-3-14B 0.680 0.961 0.526 0.804 Ministral-3-14B 0.697 0.955 0.549 0.812
Qwen2.5-VL-3B 0.728 0.876 0.623 0.816 Qwen2.5-VL-3B 0.728 0.666 0.803 0.763
Qwen2.5-VL-32B  0.820 0.897 0.756 0.869 Qwen2.5-VL-32B  0.780 0.902 0.686 0.847
Qwen2.5-VL-72B  0.844 0.804 0.889 0.870 Qwen2.5-VL-72B  0.848 0.838 0.859 0.879
Qwen3-VL-2B 0.280 0.966 0.164 0.667 Qwen3-VL-2B 0.365 0.935 0.227 0.688
Qwen3-VL-32B 0.823 0.900 0.757 0.871 Qwen3-VL-32B 0.822 0.893 0.762 0.870

C3: TEXT(CSV) + PROMPT(MRI) + PLOT(MRI)

InternvL3.5-4B  0.296 0.992 0.174 0.673
InternVL3.5-14B 0.540 0.981 0.372 0.749
GLM-4.1V-9B 0.733 0.887 0.625 0.820
GLM-4.6V-Flash  0.794 0.875 0.728 0.851
LLavVA-Ov-1.5-4B 0.713 0.937 0.575 0.817
Ministral-3-38  0.722 0.851 0.628 0.809
Ministral-3-14B 0.710 0.948 0.568 0.817
Qwen2.5-VL-3B 0.680 0.878 0.555 0.793
Qwen2.5-VL-32B  0.820 0.840 0.802 0.861
Qwen2.5-VL-72B  0.846 0.795 0.903 0.870
Qwen3-VL-2B 0.447 0.908 0.297 0.710
Qwen3-VL-32B 0.846 0.827 0.866 0.875

Table 11: Full results on FOR2107 across all five input conditions (C1-C5) and all twelve models. Metrics are F1,
Precision (P), Recall (R), and Accuracy (ACC). Best F1 per condition is shown in bold. Left panel: text-only and
preamble/image conditions (C1-C3). Right panel: parcellation-augmented and out-of-distribution swap conditions
(C4-C5).
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Model F1 P R ACC Model F1 P R ACC

C1: TEXT(CSV) C4: TEXT(CSV, PARCEL) 4+ PROMPT(MRI) + PLOT(MRI)
InternvL3.5-4B  0.616 0.470 0.893 0.594 InternVL3.5-4B  0.655 0.563 0.784 0.699
InternvL3.5-14B 0.773 0.865 0.698 0.850 InternVL3.5-14B 0.738 0.783 0.698 0.820
GLM-4.1V-9B 0.278 0.909 0.164 0.689 GLM-4.1V-9B 0.455 0.867 0.308 0.731
GLM-4.6V-Flash  0.359 0.901 0.224 0.708 GLM-4.6V-Flash  0.659 0.836 0.544 0.795
LLaVA-OV-1.5-4B 0.679 0.591 0.799 0.725 LLaVA-0V-1.5-4B 0.680 0.570 0.844 0.711
Ministral-3-3B  0.504 0.692 0.396 0.716 Ministral-3-3B  0.563 0.521 0.612 0.653
Ministral-3-14B 0.602 0.878 0.458 0.779 Ministral-3-14B 0.675 0.670 0.680 0.761
Qwen2.5-VL-3B 0.262 0.961 0.152 0.689 Qwen2.5-VL-3B 0.595 0.799 0.474 0.765
Qwen2.5-VL-32B  0.539 0.374 0.963 0.400 Qwen2.5-VL-32B  0.712 0.889 0.593 0.825
Qwen2.5-VL-72B  0.786 0.927 0.682 0.865 Qwen2.5-VL-72B  0.775 0.878 0.694 0.853
Qwen3-VL-2B 0.090 0.920 0.047 0.651 Qwen3-VL-2B 0.004 1.000 0.002 0.636
Qwen3-VL-32B 0.582 0.945 0.421 0.780 Qwen3-VL-32B 0.727 0.860 0.630 0.828
C2: TEXT(CSV) + PROMPT(MRI) C5: TEXT(CSV, PARCEL) + PROMPT(MRI) + PLOT(SWAP)
InternvL3.5-4B  0.636 0.509 0.848 0.646 InternVL3.5-4B  0.675 0.593 0.782 0.725
InternVL3.5-14B 0.584 0.421 0.953 0.505 InternVL3.5-14B 0.683 0.658 0.710 0.760
GLM-4.1V-9B 0.396 0.696 0.277 0.692 GLM-4.1V-9B 0.522  0.899 0.368 0.754
GLM-4.6V-Flash  0.465 0.835 0.322 0.730 GLM-4.6V-Flash  0.696 0.813 0.608 0.806
LLaVA-0V-1.5-4B 0.615 0.464 0912 0.584 LLaVA-0V-1.5-4B 0.677 0.579 0.815 0.716
Ministral-3-3B  0.541 0425 0.745 0.540 Ministral-3-3B  0.568 0.556 0.581 0.678
Ministral-3-14B 0.555 0.387 0.982 0.426 Ministral-3-14B 0.736 0.781 0.696 0.818
Qwen2.5-VL-3B 0.589 0.910 0.435 0.778 Qwen2.5-VL-3B 0.619 0.833 0.493 0.779
Qwen2.5-VL-32B  0.534 0.365 1.000 0.365 Qwen2.5-VL-32B  0.713 0.870 0.604 0.823
Qwen2.5-VL-72B  0.778 0.902 0.684 0.858 Qwen2.5-VL-72B  0.778 0.902 0.684 0.858
Qwen3-VL-2B 0.028 1.000 0.014 0.641 Qwen3-VL-2B 0.008 1.000 0.004 0.637
Qwen3-VL-32B 0.767 0.887 0.676 0.850 Qwen3-VL-32B 0.667 0.860 0.544 0.802

C3: TEXT(CSV) + PROMPT(MRI) 4+ PLOT(MRI)

InternVL3.5-4B  0.634 0.502 0.860 0.638
InternvL3.5-14B 0.731 0.726 0.735 0.802
GLM-4.1V-9B 0.608 0.827 0.480 0.774
GLM-4.6V-Flash  0.705 0915 0.573 0.825
LLaVA-0V-1.5-4B 0.620 0.468 0.920 0.589
Ministral-3-3B  0.592 0.498 0.729 0.633
Ministral-3-14B 0.652 0.522 0.867 0.662
Qwen2.5-VL-3B 0.501 0.885 0.349 0.746
Qwen2.5-VL-32B  0.688 0.625 0.766 0.747
Qwen2.5-VL-72B  0.776 0.828 0.731 0.847
Qwen3-VL-2B 0.008 1.000 0.004 0.637
Qwen3-VL-32B 0.713 0.641 0.803 0.764

Table 12: Full results on OASIS-3 across all five input conditions (C1-C5) and all twelve models. Metrics are F1,
Precision (P), Recall (R), and Accuracy (ACC). Best F1 per condition is shown in bold. Left panel: text-only and
preamble/image conditions (C1-C3). Right panel: parcellation-augmented and out-of-distribution swap conditions
(C4-CS5). Note that Qwen3-VL-2B produces near-degenerate outputs across all conditions on this dataset, and
Qwen2.5-VL-32B under C1-C2 exhibits near-constant positive predictions (ACC =~ 0.40, R ~ 1.00), consistent with
a near-degenerate prediction strategy that has little discriminative ability.
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cross-dataset role reversal between the 4B and 27B
checkpoints indicates that medical-domain pretrain-
ing did not yield consistently strong classification
performance across both cohorts.

H.4 Expert Consultation

We excluded obvious classification shortcuts in con-
sultation with domain experts in clinical psychol-
ogy. The consulted group comprised postdoctoral
researchers and advanced doctoral candidates in
clinical psychology or closely related fields; all had
research experience involving the relevant clinical
populations.

I Preliminary Case Study: Scoring
Rubric

* Faithfulness: whether the output strictly adheres
to the input context without adding unverified
information (1 = severe fabrication, 4 = perfectly
faithful).

* Clinical Accuracy & Safety: whether the con-
clusions are correct, safe, and aligned with clin-
ical standards (1 = completely inaccurate or un-
safe, 4 = perfectly accurate and safe).

» Diagnostic Reasoning: whether the reasoning
behind the diagnosis is clearly and logically ex-
plained (1 = poor, 4 = excellent).

We use 3.0 as a descriptive reference because scores

of 3 and 4 are considered acceptable in our rubric;

this cutoff has not been clinically validated.

J Confidence Estimation in Detail

To quantify model confidence during inference on
FOR2107, we extract the decoder’s next-token dis-
tribution after the fixed JSON prefix using greedy
decoding with output_scores=True. Following
label-token probability approaches (Zhao et al.,
2021; Geng et al., 2024), we compare the probabil-
ities assigned to the candidate initial label tokens
Major, representing Major Depressive Disorder,
and Control.

Label-token formulation. For each participant
2 under input condition ¢, we normalize the con-
ditional probabilities of the two candidate label
tokens after the fixed JSON prefix to obtain a score
for class ¢ € {MDD, Control}:

P(t* | prefix, z, c)

P. = . .
(t]e) oo P(tY | prefix, z,c) + € M

Here, ¢ = 107'2 only guards against division by
zero without affecting the reported value. The pre-

dicted class is § = arg max, P.(¢ | x). The score
P.(¢ | z) is bounded in [0,1] and expresses the
model’s relative preference between the two labels
within a given (participant, condition) pair. All
cross-condition comparisons (Eq. 2) are made on
this normalized quantity rather than on raw joint
probabilities.

Per-participant confidence shift. We use P.(/ |
x) to compare the shifts associated with prompt
framing and subject-specific MRI content. Specifi-
cally, we evaluate each participant under three con-
ditions and define the per-participant confidence
shift as:

521)%1% (x i )

= Poond(? | i) — Boase(£ | 1), (2)

where / = MDD. A positive ¢ indicates that the
condition increases the model’s confidence in the
MDD label relative to the baseline.

J.1 Confidence Estimation for Additional
Models

Table 14 reports ECE and Brier under C1, C2,
and C4 for InternVL3.5-4B and GLM-4.1V-9B on
FOR2107, complementing the two-model analysis
in Section 5. Both models reproduce the central
calibration pattern reported there: the C1—C2 tran-
sition, in which no imaging content is provided,
accounts for the bulk of the calibration improve-
ment. For InternVL3.5-4B, 79.5% of the total
C1—C4 ECE reduction is realized at C2; for GLM-
4.1V-9B we observe a similar trend, as C4 in fact
has marginally worse calibration than C2 (ECE
0.204 vs. 0.196). Figure 12 reproduces the pattern
observed for the original two models: P(MDD)
increases under C2 in both the MDD and Con-
trol groups, with a mirror-symmetric decrease in
P(Control). The upward shift in P(MDD) also
appears in the Control group, where a shift driven
solely by genuine diagnostic signal would not be
expected. This pattern recurs across the four evalu-
ated models, but the analysis does not establish a
shared mechanism.

K Preamble-Associated Shift: Formal
Detail

K.1 Preamble Direction

Let M be a VLM with L layers and hidden di-
mension d. Let hg)(x) € R? denote the residual-
stream hidden state at layer [/, extracted at the label-
token decoding step for participant record x under
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Dataset Cond. medgemma-4b-it medgemma-27b-it
F1 P R ACC F1 P R ACC

C1 0.130 0.891 0.070 0.629 0.467 0982 0.307 0.724
c2 0.100 0.902 0.053 0.623 0.582 0.914 0427 0.757
FOR2107 C3 0.003 1.000 0.001 0.605 0.625 0925 0472 0.776
C4 0.014 1.000 0.007 0.607 0.386 0.966 0.241 0.696
(63) 0.003 1.000 0.001 0.605 0.322 00951 0.194 0.677

Cl1 0.739 0.876 0.639 0.835 0.071 1.000 0.037 0.649
C2 0.739 0.876 0.639 0.835 0.071 1.000 0.037 0.649
OASIS-3 C3 0413 0.774 0.281 0.708 0.606 0.503 0.760 0.639
C4 0.591 0445 0877 0.556 0443 0.740 0316 0.710
G5 0.576 0.450 0.801 0.570 0.400 0.798 0.267 0.708

Table 13: Ablation of medgemma models on FOR2107 and OASIS-3: F1, Precision (P), Recall (R), and Accuracy
(ACC) across the five input conditions. Bold marks the higher F1 between the two model sizes per row. See Table 1
for a description of the notation.

—e— MDD (n=701): &,¢, = +0.196, &, ¢, = +0.166 —e— MDD (n=701): &, ¢, = +0.168, 8¢, ¢, = +0.260
—-m=- Control (n = 1071): &, ¢, = +0.016, &, ¢, = +0.007 —-m=- Control (n = 1071): &¢,-¢, = +0.006, &, ¢, = +0.011
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(a) GLM-4.1V-9B (b) InternVL3.5-4B

Figure 12: FOR2107 per-group mean P(MDD) (top) and P(Control) (bottom) across the three input conditions.
Both diagnostic groups exhibit an upward shift in P(MDD), with the complementary decrease in P(Control)
implied by two-class normalization. Shaded bands show one sample standard deviation around each group mean
and are clipped to the [0, 1] probability range.
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Model Cond. ECE;5 Brier
Cl 0.382  0.371
InternVL3.5-4B C2 0.289 0.283
C4 0.265 0.264
C1 0.265  0.265
GLM-4.1V-9B C2 0.196  0.196
C4 0.204  0.204

Table 14: Confidence estimation for InternVL3.5-4B
and GLM-4.1V-9B on FOR2107, extending the analysis
in Section 5 (Table 3). Results are computed over all
1,772 participants (MDD and Control combined). Bold
denotes the lower score for each model.

input condition c. We denote the positive class as
¢t (e.g. MDD for FOR2107). For brevity, we re-
fer to the two main-text conditions of interest as
Chase (Cl: TEXT(CSV)) and ccong (C2: TEXT(CSV)
+ PROMPT(MRI)). Given a set of [N participant
records {z;}}¥,, we define the preamble direc-
tion at layer [* as:

N
% > (0 @) -0l (@), @)

=1

d =

with unit-normalized form u = d/||d||2. Intu-
itively, u captures the average residual-stream dif-
ference associated with adding the MRI preamble.
The target layer [* is selected per model as the layer
immediately preceding the point at which the la-
bel first emerges under a logit-lens sweep, a fixed
criterion rather than one tuned to maximize the
measured effect.

K.2 Phrase Probe Inventory

Table 15 lists the phrases and scores for the 19
numbered points in Figure 4; the figure also writes
out selected phrase labels directly.

We applied a logit-lens sweep’ over all 36
layers of Qwen2.5-VL-3B for a subset of FOR2107
participants, reading the label at each layer by pro-
jecting the residual stream through the unembed-
ding. As shown in Figure 13, the label carries
negligible weight through the early and middle lay-
ers and emerges only near the final layers (onset
~ layer 32), with the preamble conditions sitting
above the C1 baseline past this onset. Using the
fixed onset criterion described above, we extract
residual-stream activations from the layer immedi-
ately preceding the onset. We treat the resulting

"https:

//www.lesswrong.com/posts/AcKRB8wDpdaN6v6ru/
interpreting-gpt-the-logit-lens
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Figure 13: Logit-lens trajectory across all 36 layers of
Qwen2.5-VL-3B on FOR2107, under conditions Cl1,
C2, and C4. The label carries negligible weight through
the early and middle layers and emerges only in the final
layers (onset = layer 32). Past this onset, the preamble
conditions (C2, C4) sit above the C1 baseline, showing
an association between the preamble conditions and
higher projected weight toward the target label. We
extract activations from the layer immediately preceding
the onset.

direction as an exploratory, correlational marker of
where the preamble-associated difference appears
in the residual stream; this analysis does not es-
tablish that the direction causes the classification
shift.

L. Extended Preamble Ablation

We also run the preamble ablation on two ad-
ditional model families: InternVL3.5-4B and
GLM-4.1V-9B. Table 16 reports F1 across the four
input settings on both cohorts. On FOR2107,
InternVL3.5-4B scores 0.000 at C1 and 0.255 un-
der the MRI preamble; GLM-4.1V-9B scores 0.521
at CI and 0.661 under the fMRI preamble. On
OASIS-3, InternVL3.5-4B scores 0.616 at C1
and 0.652 under the fMRI preamble; GLM-4. 1V-9B
scores 0.278 at Cl1 and 0.527 under the fMRI
preamble. In all four model-cohort combinations,
the fMRI preamble improves F1 relative to C1; the
weather preamble lowers it in three of the four, with
a small increase only for GLM-4.1V-9B on OASIS-
3 (+0.061). Thus, the fMRI-over-weather contrast
recurs in both additional model families, although
its magnitude varies by model and cohort.

M Preference Learning in Detail

For preference fine-tuning, we use MPO, which
combines three loss terms:

Lmpo = Wo Esigmoid + Wheo »Cbco_pair + wste Lstt,

“)
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#  Category Phrase cosT o
1 * MRI/ neuroimaging Brain MRI findings are available. +0.43  +0.02
2 General clinical Diagnostic results are available. +0.24  +0.02
3« MRI/ neuroimaging Brain scans have been performed. +0.23  -0.01
4 e Structural / format Classification result: +0.00  -0.02
5 General clinical A clinical diagnosis has been established. -0.07  -0.01
6 e Structural / format The answer is: -0.25  -0.09
7 e Structural / format Output: {"category": -0.32  -0.08
8 e« Neutral / unrelated This is a test of the system. -0.32  -0.04
9 General clinical Clinical evaluation is complete. -0.32  -0.06
10 e« Neutral / unrelated Answer the following question carefully. -0.38  -0.05
11 - Authoritative framing  As a medical professional, review the following. -0.39 -0.04
12« Neutral / unrelated Please process the following information. -0.43  -0.04
13 General clinical The patient has been evaluated by a specialist. -0.45  -0.06
14 - Authoritative framing  You have extensive experience in psychiatric diagnosis.  -0.48  -0.08
15« Structural / format Return your answer as JSON. -0.48  -0.07
16« Authoritative framing  You are an expert clinical psychiatrist. -0.49  -0.07
17 e Structural / format Respond only with a JSON object. -0.49  -0.09
18 General clinical The patient has been assessed for a psychiatric disorder. ~ -0.49  -0.11
19 < Neutral / unrelated You are a helpful assistant. -0.53  -0.08

Table 15: Numbered phrases from Figure 4 with their scores. cos: cosine similarity between the hidden-state shift
associated with the phrase and the MRI-preamble direction. J: change in mean P (MDD) for the FOR2107 MDD
group relative to the mean P(MDD) under TEXT(CSV) when the phrase replaces the MRI preamble. Higher values
on both axes indicate a stronger preamble-like pattern.

FOR2107 OASIS-3
Cond. Input
InternVL3.5-4B GLM-4.1V-9B InternVL3.5-4B GLM-4.1V-9B
Cl1 TEXT(CSV) 0.000 0.521 0.616 0.278
Cc2 TEXT(CSV) + PROMPT(MRI) 0.255 0.640 0.636 0.396
C2; TEXT(CSV) 4+ PROMPT(FMRI) 0.186 0.661 0.652 0.527
C2;  TEXT(CSV) + PROMPT(WEATHER) 0.000 0.512 0.594 0.339

Table 16: Extended preamble ablation on InternVL3.5-4B and GLM-4.1V-9B, following the design of Table 5.
Bold indicates the best score for each model and cohort.
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where Lgigmoid 1s the standard DPO preference loss,
Lbco_pair 1 a binary quality signal penalizing re-
jected responses, and L is a generation loss on
the chosen response that is intended to discour-
age degenerate output collapse. Parameter-efficient
fine-tuning is performed via Low-Rank Adaptation
(LoRA) (Hu et al., 2022), targeting all attention pro-
jection and feed-forward layers. Training ran for
approximately 12 hours on a single NVIDIA H200
GPU; Tables 17 and 18 report the LoRA configura-
tion and training hyperparameters, respectively.

Hyperparameter Value
Rank (7) 64
Alpha («) 128
Dropout 0.05
Bias none

Target modules q, k, v, o, gate, up, down_proj

Table 17: LoRA adapter configuration.

Hyperparameter Value
MPO losses
Loss types sigmoid, bco_pair, sft
Loss weights 0.8, 0.2, 1.0
KL penalty (5) 0.1
Optimization
Learning rate 5x107°
LR scheduler Cosine
Warmup steps 100
Epochs 3
Effective batch size 16
Per-device batch size 1
Gradient accumulation 16
Hardware & precision
Precision BF16 + TF32
Gradient checkpointing v
GPU 1 x H200
Training time ~12h

Sequence truncation None (image-safe)

Table 18: MPO training hyperparameters.

Interpretation of the Post-Alignment Perfor-
mance Drop Distinguishing the two explana-
tions in Section 8 would require a preference
dataset in which MRI-mention status and predic-
tion correctness are decorrelated across the chosen
and rejected sets. In our current 17,202 pairs, the
off-diagonal cells {MRI-mention, correct} and {no-
MRI-mention, incorrect} are sparsely populated,

since correctness and MRI-mention status are cor-

related by construction in the chosen and rejected

sets. Balancing the four cells would require one of
the following:

1. Large-scale resampling at elevated decoding
temperature, which conflicts with our greedy
decoding setup for reproducibility.

2. Controlled editing of existing responses to flip
MRI-mention status while preserving correct-
ness, which requires expert annotation at scale.

3. Synthetic response generation conditioned on
each target cell, which suffers from the same
annotation bottleneck.

A systematic comparison remains for future work;

in the present experiment, lightweight preference

alignment suppresses MRI-referencing behavior
while augmented-condition performance declines.
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Name Description

Proband Test subject

Datum_Interview Date interview as stated on the interview form
Datum_Fragebogen Date of the questionnaire

Geburtsjahr Year of birth

Alter Age

Geschlecht Gender

Bildungsjahre Year of education

Bildungsjahre_Vater Year of education father

Bildungsjahre_Mutter Year of education mother

BMI Body mass index

BMI_category Body mass index category

UrbanicityScore Urbanity score

AlterMutterBeiGeburt Mom age at birth

AlterVaterBeiGeburt Dad age at birth

Spezifische_Phobie_Typus What type of phobia is present

Spezifische_Phobie_Typus2 What type of phobia is present? If more than one, found here
Group Patient grouping or diagnosis

Specific_phobia_current Is the patient currently suffering from a specific phobia?
Specific_phobia_lifetime Is the patient suffering from a specific phobia in his lifetime?
Eating_Disorder_current Is the patient currently suffering from an eating disorder?
Eating_Disorder_lifetime Is the patient suffering from an eating disorder in his lifetime?
Alcohol_Use_Disorder_Current Is the patient currently suffering from an alcohol use disorder?
Alcohol_Use_Disorder_Lifetime Is the patient suffering from an alcohol use disorder in his lifetime?

Table 19: FOR2107 - Demographics and Clinical Information. The "Group" (“Patient grouping or diagnosis”) field
is the true label for reference. We do not pass it to the model input for classification.

Name Description

RS-25: Resilience Scale

RS251 If I have plans, I follow them through.

RS252 I usually manage everything somehow.

RS253 I can rely on myself rather than on others.

RS254 It is important for me to stay interested in many things.
RS255 If I have to, I can be alone.

RS256 I am proud of what I have already achieved.

RS257 I’m not easily thrown off track.

RS258 I like myself.

RS259 I can manage several things at the same time.

RS2510 I am determined.

RS2511 I rarely ask myself questions about meaning.

RS2512 I take things as they come.

RS2513 I can get through difficult times because I know I have done it before.
RS2514 I have self-discipline.

RS2515 I stay interested in many things.

RS2516 I often find something to laugh about.

RS2517 My belief in myself helps me even in hard times.
RS2518 I can be relied on in emergencies.

RS2519 I can usually see a situation from several perspectives.
RS2520 I can also overcome myself to do things that I don’t really want to do.
RS2521 My life has a purpose.

RS2522 I don’t insist on things that I can’t change.

RS2523 When I’'m in a difficult situation, I usually find a way out.
RS2524 I have enough energy to do everything I have to do.
RS2525 I can accept it if not everyone likes me.

PSS: Perceived Stress Scale

PSS1sf - PSS3sf In the last month, how often did you feel upset/unable to control things/nervous?
PSS4sf - PSS6sf In the last month, how often were you able to successfully handle problems/changes?
PSS7sf - PSS9sf In the last month, how often did you feel things were going your way/could not fulfill responsibilities?

PSS10sf - PSS12sf  In the last month, how often did you feel on top of things/upset about uncontrolled things?
PSS13sf - PSS14sf  In the last month, how often were you able to decide how to spend time/feel difficulties piling up?

Table 20: FOR2107 - Items for the Resilience Scale (RS-25) and Perceived Stress Scale (PSS).
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Name

Description

FSozU1 I have people who can look after my home (flowers, pets) when I’m not there.

FSozU2 There are people who accept me for who I am.

FSozU3 It is important for my friends/relatives to know my opinion on certain things.

FSozU4 I would like more understanding and care from others.

FSozU5 I have a very trusted person whose help I can always count on.

FSozU6 I can borrow tools and food if necessary.

FSozU7 I have friends/relatives who can listen when I need to talk.

FSozU8 I hardly know anyone I like to go out with.

FSozU9 I have friends/relatives who can give me a hug.

FSozU10 If Tam ill, I can ask friends/relatives to do important things (e.g. shopping).

FSozU11 If I'm really depressed, I know who I can go to.

FSozU12 I often feel like an outsider.

FSozU13 There are people who share my joys and sorrows.

FSozU14 With some friends/relatives, I can also be quite relaxed.

FSozU15 I have a trusted person who I feel very comfortable around.

FSozU16 I have enough people who really help me when I get stuck.

FSozU17 There are people who stick by me even when I make mistakes.

FSozU18 I would like more security and closeness.

FSozU19 There are enough people with whom I have a really good relationship.

FSozU20 There is a community of people (circle of friends, clique) that I feel drawn to.

FSozU21 I often get good tips from my circle of friends and acquaintances.

FSozU22 There are people to whom I can show all my feelings without it being embarrassing.
Table 21: FOR2107 - Questionnaire on Social Support (FSozU) Items.

Name Description

LEQ_pnl /LEQI1 Health: Serious illness of one’s own (Type of influence / Influence on life)

LEQ_pn2 /LEQ2 Health: Major change in eating habits

LEQ_pn3/LEQ3 Health: Major change in sleeping habits

LEQ_pn4 / LEQ4

LEQ_pn5 / LEQS

LEQ_pn6 / LEQ6

LEQ_pn7 /LEQ7

LEQ_pn8/LEQ8

LEQ_pn9 / LEQ9

LEQ_pnl0/LEQI10
LEQ_pnl1/LEQI11
LEQ_pnl2/LEQI12
LEQ_pnl3/LEQI13
LEQ_pnl4 /LEQl14
LEQ_pnl5/LEQI15
LEQ_pnl6/LEQ16
LEQ_pnl7/LEQ17
LEQ_pnl8/LEQIS8
LEQ_pnl19/LEQ19
LEQ_pn20/LEQ20
LEQ_pn21/LEQ21
LEQ_pn22 / LEQ22
LEQ_pn23/LEQ23
LEQ_pn24 / LEQ24
LEQ_pn25/LEQ25
LEQ_pn26 / LEQ26
LEQ_pn27 /LEQ27
LEQ_pn28 / LEQ28

Health:
Health:
Health:
Health:

Significant change in the type or amount of leisure activities
Major dental procedure

Pregnancy

Miscarriage or abortion

Health: Onset of menopause

Health: Major difficulties with contraceptive aids

Work: Difficulties in finding work

Work: Taking up work outside the home

Work: Changing to a new type of work

Work: Changing your working hours or conditions

Work: Changing your job responsibilities

Work: Difficulties at work with your employer or other employees
Work: Major company reorganisations

Work: Being dismissed or laid off from work

Work: Ending your working life

Work: Learning at home or distance learning

School/Education: Starting or ending a school or training program
School/Education: Changing schools or training programs
School/Education: Changing a career goal or major in college
School/Education: Problems in a school or training program
Residence: Difficulties in finding accommodation

Residence: Moving within the same town or city

Residence: Moving to another town, state, or country

Residence: Significant changes to your living circumstances
Love/Partnership: Beginning of a new, close, personal relationship

Table 22: FOR2107 - Life Experiences Questionnaire (LEQ) Part 1. Note: ’pn’ designates Type of Influence, while

the number alone designates Influence on Life.
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Name Description

LEQ_pn29 / LEQ29 Love/Partnership: Entering into an engagement

LEQ_pn30/LEQ30 Love/Partnership: Problems with boyfriend or girlfriend
LEQ_pn31/LEQ31 Love/Partnership: Separation from boyfriend/girlfriend or breaking engagement
LEQ_pn32 /LEQ32 Love/Partnership: Pregnancy of wife or girlfriend

LEQ_pn33/LEQ33 Love/Partnership: Miscarriage or abortion of wife or girlfriend
LEQ_pn34 / LEQ34 Love/Partnership: Marriage or domestic partnership

LEQ_pn35 /LEQ35 Love/Partnership: Change in closeness to partner

LEQ_pn36 /LEQ36 Love/Partnership: Infidelity

LEQ_pn37/LEQ37 Love/Partnership: Conflict with in-laws

LEQ_pn38 /LEQ38 Love/Partnership: Separation from spouse or partner due to arguments
LEQ_pn39 /LEQ39 Love/Partnership: Separation from spouse/partner due to work, travel, etc.
LEQ_pn40 / LEQ40 Love/Partnership: Reconciliation with spouse or partner
LEQ_pn41/LEQ41 Love/Partnership: Divorce

LEQ_pn42 / LEQ42 Love/Partnership: Changes in spouse/partner’s activities outside the home
LEQ_pn43 /LEQ43 Family/Friends: Addition of a new family member

LEQ_pn44 / LEQ44 Family/Friends: Moving out of a child or family member

LEQ_pn45 / LEQ45 Family/Friends: Major changes in health/behavior of family member or friend
LEQ_pn46 / LEQ46 Family/Friends: Death of a spouse or partner

LEQ_pn47 / LEQ47 Family/Friends: Death of a child

LEQ_pn48 / LEQ48 Family/Friends: Death of a family member or close friend

LEQ_pn49 / LEQ49 Family/Friends: Birth of a grandchild

LEQ_pn50/LEQS50 Family/Friends: Changes in your parents’ marital status

LEQ_pn51/LEQ51
LEQ_pn52 / LEQ52
LEQ_pn53 / LEQ53
LEQ_pn54 / LEQ54
LEQ_pn55 / LEQSS

Parenting: Changes in childcare arrangements

Parenting: Conflicts with spouse or partner over parenthood
Parenting: Conflicts with child’s grandparents over parenthood
Parenting: Taking on the responsibilities of being a single parent
Parenting: Custody disputes with former spouse or partner

Table 23: FOR2107 - Life Experiences Questionnaire (LEQ) Part 2.

Name

Description

LEQ_pn56 / LEQS6
LEQ_pn57 / LEQ57
LEQ_pn58 / LEQS8
LEQ_pn59 / LEQ59
LEQ_pn60 / LEQ60
LEQ_pn61/LEQ61
LEQ_pn62 / LEQ62
LEQ_pn63 / LEQ63
LEQ_pn64 / LEQ64
LEQ_pn65 / LEQ65
LEQ_pn66 / LEQ66
LEQ_pn67 / LEQ67
LEQ_pn68 / LEQ68
LEQ_pn69 / LEQ69
LEQ_pn70/LEQ70
LEQ_pn71/LEQ71
LEQ_pn72 /LEQ72
LEQ_pn73 /LEQ73
LEQ_pn74 / LEQ74
LEQ_pn75/ LEQ75
LEQ_pn76 / LEQ76
LEQ_pn77 / LEQ77
LEQ_pn78 / LEQ78
LEQ_pn79 / LEQ79
LEQ_pn80 / LEQS0
LEQ_pn81/LEQSI
LEQ_pn82 /LEQS82

Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:
Personal/Social:

Greater personal achievement

Important decision regarding your immediate future
Changes in your personal habits (clothing, lifestyle, hobbies)
Changes in your religious beliefs

Changes in your political views

Loss or damage to your personal property

Gone on a vacation

Taking a trip for non-recreational purposes

Changes in family gatherings

Changes in your social activities (clubs, events, visits)
Beginning of new friendships

End of a friendship

Acquisition or loss of a pet

Money: Significant change in your financial situation

Money: Moderate financial commitment (TV, car, etc.)

Money: Large financial commitment or mortgage

Money: Cancellation of a mortgage or loan

Money: Difficulties with creditworthiness

Crime/Legal: Victim of theft or identity theft

Crime/Legal: Victim of a violent crime (rape, assault, etc.)
Crime/Legal: Involvement in an accident

Crime/Legal: Involvement in a legal dispute

Crime/Legal: Involvement in a misdemeanor (tickets, disturbing the peace)
Crime/Legal: Trouble with the law resulting in arrest or detention
Other recent experiences having an impact on life (1)

Other recent experiences having an impact on life (2)

Other recent experiences having an impact on life (3)

Table 24: FOR2107 - Life Experiences Questionnaire (LEQ) Part 3.
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Name

Description

SozDemol — SozDemo5
Haushaltu14 / Haushaltab14
Haushaltsnetto

Schulabschluss

Schule_Vater / Schule_Mutter
GebJahr_Mutter / GebJahr_Vater
Immigration

Kinder

Soehne_leibl (_age)
Toechter_leibl (_age)
Soehne_adopt (_age)
Toechter_adopt (_age)
Geschwister

Brueder_GE (_age)
Schwestern_GE (_age)
Halbbrueder / Halbschwestern
Stiefbrueder / Stiefschwestern
Zwillinge_Famil / Zwilling_selbst
SS_Stadt / SS_Bundesland
SS_Risikenl — SS_Risiken7
Geburtskomplikationenl — 4
Geburtsgewicht / SSW_Geburt

Current living, work situation, occupation, social contacts
People in the household under/over 14 years

Household net income

Highest educational qualification achieved by subject
Highest educational qualification achieved by father / mother
Mother’s / Father’s year of birth

Own immigration or parents’?

Do you have children?

Number (and age) of biological sons

Number (and age) of biological daughters

Number (and age) of adopted sons

Number (and age) of adopted daughters

Do you have siblings?

Number (and age) of brothers (parents shared)

Number (and age) of sisters (parents shared)

Number (and age) of half-brothers / half-sisters

Number (and age) of step-brothers / step-sisters

Are there twins in your first degree family? / Are you a twin?
City/State mother lived during pregnancy

Pregnancy risks (infection, alcohol, drugs, malnutrition, smoking)
Birth complications (forceps, vacuum, cesarean, other)

Birth weight in grams / Week of birth

Table 25: FOR2107 - Socio-Demographics, Family Composition, and Pregnancy Variables.

Name Description

FzT: Drinking Habits

FzT1 - FzT5 Questions on frequency and quantity of alcohol consumption (now/past).
FzT6 — FzT9 Questions on binge drinking (6+ drinks) and inability to stop (now/past).

FzT10 - FzT13
FzT14 - FzT17
FzT18 - FzT20

Failing expectations due to alcohol; morning drinking (now/past).
Guilt, remorse, and memory loss due to alcohol (now/past).
Injuries, advice to reduce, and professional help sought for alcohol.

Table 26: FOR2107 - Alcohol Use (FzT).

Name Description

Subject Demographics & Family

OASISID OASIS subject ID

GENDER Subject’s gender

RACE Subject’s race

HAND Subject’s Handedness

TWIN Is this a new informant? (Note: Label suggests *Twin’ but description asks about new
informant status)

SIBS How many full siblings does the subject have?

KIDS How many biological children did the subject have?

Living Situation & Independence

LIVSIT What is the subject’s living situation?
LIVSITUA Living situation (detailed categorization)
INDEPEND What is the subject’s level of independence?
RESIDENC What is the subject’s primary type of residence?
MARISTAT Subject’s current marital status

Table 27: OASIS-3 - Subject Demographics, Family, and Living Situation.
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Name Description

INSEX Informant’s sex

INHISP Does informant report being of Hispanic/Latino ethnicity?
INHISPOR If yes, what are the informant’s reported origins?
INRACE What does informant report as his/her race?

INRASEC What additional race does informant report?

INRATER What additional race, beyond what was indicated above, does informant report?
INEDUC Informant’s years of education

INRELTO What is informant’s relationship to subject?

INLIVWTH Does the informant live with the subject?

INVISITS If no, approximate frequency of in-person visits
INCALLS If no, approximate frequency of telephone contact
INRELY Is there a question about the informant’s reliability?

Table 28: OASIS-3 - Informant Demographics and Contact Frequency.

Name Description

General Medical History

HYPERTEN Hypertension

HYPERCHO Hypercholesterolemia

DIABETES Diabetes

B12DEF B12 deficiency

THYROID Thyroid Disease

CVAFIB Atrial fibrillation

CVCHF Congestive heart failure

CVANGIO Angioplasty/endarterectomy/stent
CVBYPASS Cardiac bypass procedure

Vitals

WEIGHT Subject Weight (Ibs)

HEIGHT Subject Height (inches)

BPSYS Subject Blood Pressure (sitting) (systolic)
BPDIAS Subject Blood Pressure (sitting) (diastolic)
HRATE Subject resting heart rate (pulse)

Table 29: OASIS-3 - Subject Medical History, Cardiovascular Conditions, and Vitals.

Name Description

Lifestyle, Sleep & Trauma

TOBAC100 Smoked more than 100 cigarettes in life?

SMOKYRS Total years smoked

ALCOHOL Substance abuse - alcohol (clinically significant over a 12 month period)
TRAUMEXT Traumatic brain injury with extended loss of consciousness (> 5 minutes)
TRAUMCHR Traumatic brain injury with chronic deficit or dysfunction

APNEA Sleep apnea

INSOMN Hyposomnia/insomnia

Sensory & Cognition

VISION Without corrective lenses, is the subject’s vision functionally normal?
VISCORR Does the subject usually wear corrective lenses?

VISWCORR Is the subject’s vision functionally normal with corrective lenses?
HEARING Without a hearing aid(s), is the subject’s hearing functionally normal?
HEARAID Does the subject usually wear a hearing aid(s)?

HEARWAID Is the subject’s hearing functionally normal with a hearing aid(s)?

Table 30: OASIS-3 - Lifestyle Factors, Sensory Capabilities.
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