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Abstract

Long audio-video reasoning is difficult for
omni-modal LLMs because the decisive evi-
dence is often sparse, cross-modal, and too ex-
pensive to preserve with uniformly high-fidelity
inputs. We introduce OmniReasoner, a tool-
use post-training framework for Thinking with
Long Audio-Video: omni-modal LLMs learn,
via supervised fine-tuning and reinforcement
learning, to decide whether and where to call
a zoom-in tool before answering. OmniRea-
soner first builds a low-cost global preview of
the full stream and then, when needed, calls the
zoom-in tool with a requested temporal interval
for higher-fidelity visual and audio inspection
before answering. Because the model observes
different sampling granularities before and af-
ter this call—a sparse global preview and a
denser local clip—we introduce TimeAnchor,
which keeps the tool’s temporal argument valid
and round-trip-consistent across these granu-
larities, rather than tied to frame indices from
a particular sampling rate. To make this tool-
use behavior trainable without expensive man-
ual interval annotation, we build a Temporal
Augmented Data Engine that synthesizes tool-
use post-training trajectories by video editing
and composition. Experiments across omni-
modal and video benchmarks show that Om-
niReasoner improves both answer accuracy
and temporal grounding while concentrating
high-fidelity computation on informative re-
gions. Code is available at https://github.
com/RockyChen0205/OmniReasoner.

1 Introduction

Long audio-video reasoning requires omni-modal
Large Language Models (LLMs) (Xu et al., 2025b;
Ye et al., 2025; Fu et al., 2025a) to connect evi-
dence that is sparse in time and distributed across

*Equal contribution.
†Corresponding author.

modalities. In an hour-long recording, the decisive
clue may be a brief visual action, a short spoken
phrase, a background sound, or the temporal coin-
cidence between what is seen and what is heard.
Preserving every such scattered clue at high fidelity
is prohibitively expensive for omni-modal LLMs:
dense video frames already consume substantial
context, while audio introduces a continuous to-
ken stream on top of the visual sequence. Uniform
downsampling keeps broad coverage but often re-
moves the fine-grained evidence that determines
the answer.

Recent long-video methods address this unifor-
mity dilemma by moving beyond one-shot uniform
perception. Agentic systems search for relevant
frames or segments (Wang et al., 2024), native
tool-calling methods crop and re-inspect promising
clips (Yang et al., 2025b), adaptive zoom-in models
trade global coverage for local resolution (Fu et al.,
2025b), and reinforcement-learning approaches op-
timize temporal search strategies (Pan et al., 2025).
These works show that long-video reasoning bene-
fits from selective evidence acquisition. However,
they are still largely designed around visual evi-
dence: the model learns where to look, but how
should it jointly decide what to look at, what to
listen to, and when the interaction between the two
modalities is decisive?

Recent omni-modal and audio-video reasoning
works have begun to explore joint perception across
sight and sound, yet they frame the problem from
a different angle. Omni-R1 decomposes global
video-audio reasoning and fine-grained grounding
with a two-system RL framework (Zhong et al.,
2025); EchoInk-R1 and OmniVideo-R1 use rein-
forcement learning to improve audio-visual rea-
soning behavior (Xing et al., 2025; Chen et al.,
2026); LatentOmni explores unified audio-visual la-
tent reasoning for omni-modal understanding (Dai
et al., 2026); and OmniGAIA studies native omni-
modal agents with external tools and active per-
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00:00 26:33

How many �sh 
are in the bowl 
when the narrator 
talks about braised
mandarin �sh being 
a local dish?
A.2 B.3 C.4 D.5 F.6

<think>The video is a documentary 
about Chinese cuisine, speci�cally focusing on 
the culinary traditions of Hunan province. I 
need to �nd the speci�c narration regarding 
braised mandarin �sh and its origins with 
local �shermen. Around the 02:49 mark (169 
seconds), the narrator makes this statement 
while a bowl of the dish is shown. I will zoom 
into the interval around 168 to 174 seconds 
to accurately count the number of �sh 
presented in the bowl during this speci�c 
narration. This will allow for a clear 
observation of the dish's components and 
ensure an accurate count. </think> 
<interval>[168.0, 178.0] </interval>

02:48 02:58

Zoom-in

“Braised mandarin �sh was once a traditional home-cooked dish for local
�shermen, and Teacher Cai has improved it.”

<think>The video segment from 00:01 to 00:04 in the zoom clip features 
the narrator stating, 'Braised mandarin �sh was once a traditional home-
cooked dish of local �shermen.' During this speci�c narration, a bowl of the 
dish is clearly displayed on the screen. By observing the bowl, one can 
distinctly see three mandarin �sh arranged together in the sauce . Each �sh 
is identi�able by its head and body shape within the bowl. Therefore, there are 
exactly three �sh present in the bowl at that moment. This count directly 
matches option B.</think><answer>B</answer>

Second round of thinking

First round of thinking

Figure 1: An OmniReasoner inference example. The question asks how many fish are in the bowl when the
narrator talks about braised mandarin fish as a local dish. OmniReasoner first identifies the relevant narration around
the 02:49 mark and requests a zoom-in interval around that moment. In the returned clip, the narration and the bowl
are observed together, allowing the model to count three mandarin fish. The final answer is therefore option B.

ception (Li et al., 2026). These advances demon-
strate that omni models need more than stronger
perception. Yet the central training target is usu-
ally mixed-modality reasoning, temporal localiza-
tion, or open-world tool use, rather than the media-
internal question of how a model should spend lim-
ited high-fidelity computation inside a long audio-
video stream.

Humans rarely solve this problem by inspecting
every frame and every sound at full fidelity. Instead,
we skim the video and audio to form a rough time-
line, then drag the progress bar back to suspicious
moments and look or listen more carefully. This is
not merely a human analogy, but a computational
strategy that suggests post-training omni models
with an explicit zoom-in tool: the model should
decide whether more evidence is needed, where to
point the tool, and how to use the returned evidence
for final reasoning. In short, we seek to teach omni
models, through post-training, to decide when and
where to look and listen again in long audio-video.

In this paper, we introduce OmniReasoner, a
tool-use post-training framework for Thinking with
Long Audio-Video. OmniReasoner first consumes
a low-cost global preview of the full stream and
either answers directly or calls a zoom-in tool with
a requested temporal interval for closer inspection.
The system then retrieves a higher-fidelity audio-
video clip for the requested interval, and the model
answers conditioned on both the global context and

the zoomed evidence. Temporal zoom-in is there-
fore not a fixed preprocessing rule but a learned
tool-use behavior: the post-training objective is to
teach the model not only how to answer, but also
when to call the tool and where it should be pointed.
Figure 1 shows a concrete inference example.

This formulation raises a tool-argument ground-
ing issue that is specific to long audio-video tool
use. Prior work has shown that explicit temporal
markers, frame numbers, and time-aware represen-
tations can improve video temporal localization
(Chen et al., 2024; Wu et al., 2024; Zhang et al.,
2025a; Chen et al., 2025b), but that work operates
within a single, fixed-fidelity video. Our setting is
different: the model moves between different sam-
pling granularities across one tool call—a sparse
global preview before calling the zoom-in tool, and
a dense local clip after. A frame-index argument
computed under one sampling grid does not resolve
to the same moment under the other, and audio
does not naturally follow visual frame numbering
either. Inspired by how media systems such as
ffmpeg align audio and video using absolute time,
we introduce TimeAnchor so that the zoom-in tool’s
temporal argument stays valid across this boundary:
a call such as “inspect 32–38 seconds” resolves to
the same moment whether the model is viewing
the sparse preview, the dense zoomed clip, or the
corresponding audio segment. To make this tool-
use behavior trainable at scale, we further build a
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Temporal Augmented Data Engine that generates
tool-use post-training trajectories through editing
and composition, providing supervision for when
to call the tool, where to point it, and how to answer
from retrieved evidence.

Our main contributions are:

❶ We propose OmniReasoner, a tool-use post-
training framework for long audio-video reason-
ing, where omni models learn, via SFT and RL, to
decide whether and where to call a zoom-in tool
before answering.

❷ We introduce TimeAnchor, which keeps the
zoom-in tool’s temporal argument valid and round-
trip-consistent across the different sampling gran-
ularities the model observes before and after the
tool call, rather than tied to a particular frame grid.

❸ We build a Temporal Augmented Data En-
gine and a practical post-training recipe that syn-
thesize tool-use trajectories at scale, providing su-
pervision for when to call the zoom-in tool, where
to point it, and how to answer from retrieved evi-
dence.

2 Related Work

2.1 Long Omni Video Reasoning
Long-form video understanding combines long-
context perception, temporal localization, and
multi-step reasoning. Recent work improves long-
video reasoning by exposing temporal structure
through explicit markers, grounding objectives,
or time-aware video representations (Chen et al.,
2024; Wu et al., 2024; Zhang et al., 2025a). For
audio-visual inputs, the challenge is sharper: de-
cisive evidence may appear in vision, audio, or
their temporal coincidence. Recent omni reasoning
models therefore explore cross-modal cooperation
and time-aware omni representations (Du et al.,
2025; Xing et al., 2025; Zhong et al., 2025; Chen
et al., 2025b; Xiao et al., 2025). These works show
that omni models need temporally structured per-
ception, but most still process evidence under a
fixed observation budget or optimize reasoning af-
ter evidence has already been selected. A notable
exception is OmniAgent, which establishes native
active perception for omni-modal understanding
by casting video understanding as a POMDP-style
observation-thought-action cycle that distills on-
demand audio-visual cues into a persistent textual
memory, and shows that accuracy improves as rea-
soning turns accumulate (Xing et al., 2026). We

adopt its premise that omni perception should be
active rather than uniform, and study a complemen-
tary mechanism: instead of accumulating distilled
observations in text, OmniReasoner re-enters the
raw stream at higher fidelity, which makes the tem-
poral argument of the call—and its validity across
sampling granularities—the object of study. Om-
niReasoner therefore focuses on the preceding de-
cision: whether additional evidence is needed and
where on the audio-video timeline it should be re-
trieved.

2.2 Agentic Tool Use

Another line treats long-video understanding as
interactive evidence acquisition. Agentic and tool-
based systems search, select, or revisit informa-
tive frames and segments (Wang et al., 2024; Gao
et al., 2026b; Fu et al., 2025b; Pan et al., 2025;
Yang et al., 2025b), while video reasoning meth-
ods encourage thinking, reflection, verification, or
frame spotlighting (Wang et al., 2025; Li et al.,
2025b; He et al., 2025; Tang et al., 2025; Gao et al.,
2026a). Video-o3 pushes this direction furthest
on the visual side, training native interleaved clue
seeking with task-decoupled attention masking and
a verifiable trajectory-guided reward so that the
model inspects key segments iteratively and stops
once the gathered evidence suffices (Zeng et al.,
2026). These works support our motivation that
long videos should be inspected adaptively rather
than consumed uniformly. However, they largely
define actions over visual evidence. OmniReasoner
instead targets omni-modal tool-use post-training:
it teaches the model whether and where to call a
zoom-in tool for higher-fidelity audio-video evi-
dence, with TimeAnchor keeping the tool’s tempo-
ral argument valid across the sampling granularities
observed before and after the call.

3 Method

3.1 OmniReasoner Overview

OmniReasoner takes a long audio-video input x of
duration T and a question q as input. Long audio-
video reasoning involves a tension between tempo-
ral coverage and perceptual fidelity. The answer
may depend on a short visual action, a brief speech
segment, a sound event, or an audio-visual coin-
cidence, while processing the full stream at high
fidelity wastes context on irrelevant moments. Om-
niReasoner formulates this as a tool-use decision
problem over the original timeline, as illustrated in
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Token Seq

Zoom-in

Answer

Large Language Model

Visual Encoder Audio Encoder

Fast Scan Focused observation Comprehensive thinking

“…afraid of getting   
an upset stomach
after eating.…”

“In the video, the
protagonist went to the 
night market in Kata. Why 
did he say he wouldn't eat 
at the night market?
A… B… C… D… ”

Audio track of the videoLow-resolution video frames sampled at a low frame rate

00:00 30:2215:40 15:60

TimeAnchor

TimeAnchor: Text Timestamp <t s>

Video TokensAudio Tokens

…

…
TimeAnchor

Ground-truth:
B. Because she is 
afraid of getting 
diarrhea from 
eating it.

<0 s>

<2 s>

<4 s>

Audio-Video Input

Figure 2: Overview of OmniReasoner. Left: the inference workflow. A visual encoder consumes low-frame-rate
frames and an audio encoder consumes the full audio track; from this low-cost global scan and the question,
OmniReasoner either answers directly or requests a TimeAnchor-grounded interval for focused observation, and the
returned higher-fidelity local audio-video clip drives comprehensive thinking and the final answer, with reinforcement
learning optimizing the policy under format and accuracy rewards. Right: how TimeAnchor forms the audio-video
token sequence. Following Qwen-Omni’s time-interleaving, the stream is split into two-second chunks by absolute
time, and within each chunk the video tokens precede the audio tokens; TimeAnchor simply prepends a plain-text
absolute-time marker <t seconds> to every chunk, so a requested interval [s,e] resolves to the same moment
across the sparse global preview and the dense local clip.

Figure 2.
The model first constructs a global observation

g = Φglobal(x), (1)

which preserves the full temporal structure of the
input at a low perceptual cost. Conditioned on g
and the question q, the policy makes a tool-use
decision:

a1 ∼ πθ(· | g, q),
a1 ∈ {answer(y), zoom([s, e])}. (2)

where 0 ≤ s < e ≤ T . The answer action is
used when the global observation provides suffi-
cient evidence. The zoom action selects a candidate
evidence interval on the original timeline.

For a selected interval [s, e], the media environ-
ment returns a local evidence observation

zs:e = Φlocal(x, [s, e]), (3)

which exposes the corresponding audio-video con-
tent at higher fidelity. The final answer is generated
from the question, the global observation, and the
retrieved local evidence:

y ∼ πθ(· | g, q, zs:e). (4)

The global observation supports temporal reason-
ing over the complete input, and the local obser-
vation provides fine-grained audio-visual evidence
around a selected moment.

The zoom-in tool’s requested interval must de-
note the same moment when the model moves from
the sparse global observation to the dense local clip.
TimeAnchor keeps this temporal argument consis-
tent across the tool call.

3.2 TimeAnchor for Audio-Video Grounding

Qwen-Omni encodes an audio-video stream with
a time-interleaving scheme: it splits the stream
into two-second chunks by actual time and, within
each chunk, places the video tokens before the
audio tokens. Time is thus carried only implicitly,
by a chunk index defined relative to the frames
that are actually sampled. This is exactly what
breaks across a zoom call: when the model moves
from the sparse global observation to a densely
sampled local clip, the same physical moment falls
under a different sampling grid, so a raw chunk
or frame index no longer points to the same place.
Yet the zoom-in tool takes a temporal interval as
its argument, and that argument must survive this
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change of granularity.
TimeAnchor makes the argument absolute with

a deliberately simple construction: at the front of
every two-second chunk on the global timeline, it
prepends a plain-text marker <t seconds> (e.g.
<0 seconds>, <2 seconds>, . . . ) that binds the
interleaved video and audio tokens of that chunk
to wall-clock time on the original stream. The pol-
icy therefore reads and emits its zoom argument
in absolute seconds rather than frame indices: a
decision such as zoom([32, 38]) denotes seconds
32–38 of the source, independent of how densely
any stage samples the video. The media environ-
ment resolves this interval against the same abso-
lute timeline to cut the higher-fidelity clip and its
aligned audio, so the requested argument round-
trips to the same moment before and after the tool
call.

The mechanism adds no new special tokens, no
architectural change, and no separate localization
objective: the anchors are ordinary text tokens pro-
duced by the standard tokenizer. What TimeAnchor
contributes is thus not a timestamp representation
in itself, but the property that the zoom-in tool’s
temporal argument stays consistent across the fi-
delity boundary it must cross.

3.3 Temporal Data Engine and Post-training
Data

Scalable open training data for long audio-video
QA remains limited, especially when supervision
must include both answers and evidence intervals.
Directly asking strong MLLMs to synthesize QA
pairs, or captioning audio/video before question
generation, can be costly and prone to halluci-
nated or cross-modally inconsistent evidence in
long streams. We therefore build a Temporal Aug-
mented Data Engine that derives supervision from
temporal editing operations. By composing and lo-
cally replacing video segments, the engine turns
existing audio-video resources into long-form rea-
soning tasks whose evidence intervals are known
by construction. The resulting tasks are curated
with auxiliary omni data into SFT and RL post-
training mixtures, as summarized in Figure 3.

These constructed tasks provide the coupled sig-
nals OmniReasoner needs: answer supervision, in-
terval supervision on the absolute-time timeline,
and tool-use trajectory supervision linking global
decisions to retrieved local evidence.

Temporal augmented task construction. The
engine instantiates temporal augmentation with two

complementary task families, each designed to ex-
pose a different long audio-video reasoning behav-
ior while keeping evidence intervals available by
construction.

Multi-segment composition. We stitch several
semantically independent clips into a longer audio-
video stream and attach each question to one source
segment. The composed video records the start and
end offset of every source clip, so the target seg-
ment offset directly becomes the evidence interval.
This construction turns existing short or medium
QA examples into long-context tasks: the model
must scan through temporal distractors, identify
the relevant segment, and answer from the local ev-
idence rather than from the full stream uniformly.

Anomaly insertion. We sample a temporal win-
dow in a long audio-video stream and replace the
audio stream, the visual stream, or both with a short
source clip. The model is trained to identify the
anomaly type and localize the anomalous span. Be-
cause the replacement window is known during
editing, it provides an interval label without man-
ual span annotation. The three replacement modes
create complementary cross-modal supervision.

Additional construction details and data statistics
are reported in Appendix A.

Tool-use trajectory synthesis. Constructed in-
tervals are converted into supervised trajectories
through MediaSandbox, an FFmpeg-based audio-
video sandbox we built to edit, downsample, and
clip media on demand. It exposes the same global-
to-local interface used at inference time: the model
first receives a low-fidelity global observation, then
either answers directly or requests an interval;
when zoom is invoked, the sandbox materializes
only the requested high-fidelity local clip. We syn-
thesize two trajectory types. Tool-use trajectories
include a zoom-in call: the model observes the
global view, requests an interval, receives the local
clip, and answers from both observations. Direct-
answer trajectories skip the zoom step: the model
answers directly from the global view when local
evidence is unnecessary. We generate both types in
two modes. In online synthesis, the teacher model
receives no reference answer or interval and gener-
ates the full trajectory from scratch; this mode is
used for shorter videos and AVQA-R1 examples
where the global observation is often sufficient. In
hindsight synthesis, the teacher receives the refer-
ence answer and interval as guidance but is explic-
itly instructed not to leak this supervision into the
reasoning trace, producing trajectories that justify
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QA Data

<interval>[s, e]

SFT Trajectory Data 

OmniReasoner-SFT 

Filter

Duplicate, corrupted, 
and invalid data 

Incorrectly forma�ed 
and wrong outputs 

All-correct & all-
wrong questions

Text-only 
answerable items

RL data 

Auxiliary Data

Self-Curated Data

Source Media 

: System : User/Env : Assistant

MediaSandbox

FFmpeg-based Env

Synthesized Trajectory

Tool-use Instruction

Low-fidelity Audio-Video 𝒈

<thinking>…

<answer>

Tool-use Direct-answerr

<thinking>…

<interval>[s, e]

Zoom-in Clip 𝒛

<thinking>…

<answer>Zoom [s, e]

Return Z

Input g

No zoom call

g already sufficient

MediaSandbox
Candidates

Figure 3: Temporal Augmented Data Engine and post-training data. Temporal editing creates long audio-
video tasks with constructed evidence intervals. MediaSandbox converts these tasks into global-to-local tool-use
trajectories, and filtering yields the SFT and difficulty-aware RL mixtures used to train OmniReasoner.

zoom decisions from observable cues; this mode
is applied to longer, more challenging videos to
improve sample utilization efficiency. Final stored
trajectories are free of answer or reference-interval
leakage in both modes.

Curated SFT mixture. We curate 25,839 SFT
examples from constructed temporal tasks and aux-
iliary omni data. Composition and anomaly inser-
tion provide interval-by-construction supervision;
FineVideo (Farré et al., 2024) adds open-ended
long-video QA trajectories; AVQA-R1 (Xing et al.,
2025) preserves image-audio reasoning coverage;
and CG-Bench (Chen et al., 2025a) adds public
long-video QA diversity. Before training, we ap-
ply structural, leakage, answer, interval, and LLM-
based grounding filters.

Difficulty-aware RL data. For RL, we mine
questions that the SFT policy solves inconsistently
across rollouts. Each candidate is replayed through
the same global-to-local loop used at inference
time, sampling eight rollouts under the SFT check-
point; candidates that every rollout solves or that no
rollout solves are discarded, since neither yields a
useful group-relative advantage. Composition can-
didates additionally pass a text-only guessability
screen that removes questions answerable without
the video. The final RL mixture contains 2,731 ex-
amples; per-source mining rules and mixture statis-
tics are provided in Appendix A.

Overall, the data recipe teaches OmniReasoner
what to answer, when to retrieve higher-fidelity ev-
idence, and where that evidence lies on the shared
absolute-time timeline.

3.4 Agentic Reinforcement Learning
After supervised fine-tuning, the policy has already
observed valid tool-use trajectories and can pro-
duce the required answer-or-interval format. We
therefore use reinforcement learning to refine deci-
sion quality rather than to discover the interaction
protocol from scratch. OmniReasoner uses no stan-
dalone reward for invoking zoom: a zoom action
is favored only when it improves the final answer
under the same format constraints.

We optimize the policy with Group Relative Pol-
icy Optimization (GRPO) (Shao et al., 2024). For
each prompt, we sample a group of trajectories
from the old policy, where each trajectory either
answers directly or invokes zoom before producing
the final answer. Trajectory rewards are normal-
ized within the group to compute relative advan-
tages, and the policy is updated with the standard
clipped GRPO objective. The reward is intention-
ally simple, R = Racc+Rfmt: Racc checks answer
accuracy, and Rfmt checks whether the response
follows the required protocol, including answer
tags, interval tags when zoom is invoked, and valid
second-based intervals. We do not assign a sepa-
rate localization reward; the predicted interval is
optimized only through its effect on final-answer
correctness and trajectory validity.

4 Experiments

4.1 Implementation Details
We use Qwen2.5-Omni-7B (Xu et al., 2025a)
as the base model. Both supervised fine-tuning
and reinforcement learning are performed on 8
NVIDIA H100 GPUs with 80GB memory, requir-
ing roughly 480 H100 GPU-hours for the two main

49083



Method Audio-Visual General

OmniVideoBench LVOmniBench Daily-Omni WorldSense VideoMME VideoHolmes

Closed-source Models (Reference)
Gemini-2.0-Flash 41.5 42.9 67.8 56.2 72.4 49.5
Gemini-2.5-Pro 58.9 – 81.4 64.6 86.9 51.3

Open-source Models
VideoLLaMA2-7B (Cheng et al., 2024) 29.2 27.2 35.2 25.4 62.4 35.2
MiniCPM-o-7B (Cui et al., 2026) 29.7 – 53.1 – 63.9 –
VITA-1.5-7B (Fu et al., 2025a) 30.5 – – 36.9 56.1 –
Ola-7B (Liu et al., 2025b) – – 49.9 – – –
HumanOmniV2-7B (Yang et al., 2025a) – – 58.5 47.1 – –
Qwen2.5-Omni-7B (Xu et al., 2025a) 29.3 32.0 62.1 45.4 64.3 24.4
OmniReasoner 34.8 (+5.5) 35.4 (+3.4) 64.2 (+2.1) 46.7 (+1.3) 65.4 (+1.1) 40.0 (+15.6)

Table 1: Performance on audio-visual and general video reasoning benchmarks, including OmniVideoBench (Li
et al., 2025a), LVOmniBench (Tao et al., 2026), Daily-Omni (Zhou et al., 2025), WorldSense (Hong et al., 2025),
VideoMME (Fu et al., 2024), and VideoHolmes (Cheng et al., 2025). The OmniReasoner row is highlighted.

post-training stages. During supervised fine-tuning,
we train the model for 2 epochs with a batch size of
128, a learning rate of 5e-6, AdamW optimizer,
and a cosine learning-rate scheduler, using the
LMMS-Engine framework. For reinforcement learn-
ing, we implement an omni-modal tool-use RL
framework based on TRL (von Werra et al., 2020),
as existing RL frameworks such as veRL (Sheng
et al., 2024) do not directly support omni-modal
models with audio-conditioned inputs and tool-use
interactions. We train with a batch size of 64, sam-
ple 8 rollouts per prompt, set the KL coefficient
to 0, use a maximum response length of 8192 to-
kens, and set the learning rate to 1e-6. Evaluation
is conducted mainly with LMMS-Eval (Zhang et al.,
2025b).

4.2 Main Results

Table 1 compares OmniReasoner on audio-visual
benchmarks and general video reasoning bench-
marks. Compared with the Qwen2.5-Omni-
7B base model, OmniReasoner improves Om-
niVideoBench from 29.3 to 34.8, LVOmniBench
from 32.0 to 35.4, Daily-Omni from 62.1 to 64.2,
WorldSense from 45.4 to 46.7, VideoMME from
64.3 to 65.4, and VideoHolmes from 24.4 to 40.0.
These gains indicate that tool-use post-training im-
proves both audio-visual reasoning and broader
video reasoning, with particularly large improve-
ments on benchmarks where the answer depends
on locating sparse evidence before detailed rea-
soning. The VideoHolmes gain is partly due to
the baseline using only 32 frames per video, while
OmniReasoner retrieves more frames via zoom-in.

The gains on Daily-Omni and WorldSense are
more moderate, with improvements from 62.1

to 64.2 and from 45.4 to 46.7. This is ex-
pected: Daily-Omni and WorldSense mostly in-
volve short to medium audio-video clips, while
OmniVideoBench and especially LVOmniBench
place stronger pressure on long-context temporal
search and sparse evidence localization. Impor-
tantly, OmniReasoner still improves over the base
model on both benchmarks, suggesting that tool-
use post-training for long audio-video reasoning
does not come at the cost of general audio-visual
competence.

Method Audio Type Video Duration

Music Sound Speech 0-5 min 5-10 min 10-30 min

Closed-source Models (Reference)
Gemini-2.0-Flash 29.7 40.3 43.2 45.3 41.1 34.9
Gemini-2.5-Pro 38.5 57.7 61.7 62.2 55.0 55.9
Gemini-3-Pro 56.2 54.1 55.7 58.0 52.9 52.5

Open-source Models
VideoLLaMA2-7B 26.4 30.7 29.3 29.5 29.6 28.3
MiniCPM-o-7B 27.5 28.6 30.2 29.5 34.5 26.2
HumanOmniV2-7B 20.9 31.1 31.6 31.8 29.6 29.3
Qwen2.5-Omni-7B 23.1 25.3 30.7 32.2 25.3 26.7
OmniReasoner 34.1 (+11.0) 29.3 (+4.0) 36.0 (+5.3) 35.4 (+3.2) 31.9 (+6.6) 36.6 (+9.9)

Table 2: Accuracy comparison on OmniVideoBench by
audio type and video duration. All duration buckets are
reported in minutes.

Table 2 further compares OmniVideoBench per-
formance by audio type and video duration. The
duration split shows a clear trend: compared
with Qwen2.5-Omni-7B, OmniReasoner’s gains
increase from 3.2 points on 0–5 min videos to 6.6
points on 5–10 min videos and 9.9 points on 10–30
min videos. This suggests that adaptive zoom-in
becomes more useful as the input grows longer and
sparse evidence is harder to preserve under uniform
processing. The audio-type split shows consistent
gains across music, sound, and speech.
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Figure 4: Duration-wise tool behavior on LVOm-
niBench.

Model OmniVideoBench LVOmniBench WorldSense

Data Recipe

w/o self curated data 31.0 (-3.8) 29.8 (-5.6) 44.1 (-2.6)

w/o tool-use data 32.8 (-2.0) 33.3 (-2.1) 44.5 (-2.2)

Input Configuration

w/o audio input 30.9 (-3.9) 31.3 (-4.1) 38.4 (-8.3)

w/o tool-return 32.6 (-2.2) 33.9 (-1.5) 44.7 (-2.0)

Training Stage

sft 32.9 (-1.9) 34.2 (-1.2) 45.1 (-1.6)

rl-only 27.6 (-7.2) 26.7 (-8.7) 38.4 (-8.3)

Full 34.8 35.4 46.7

Table 3: Ablation study across data recipe, input config-
uration, and training stage.

4.3 Ablation Studies

Effect of data recipe. Table 3 first evaluates
the contribution of the data recipe. The “w/o
self curated data” variant removes our constructed
long audio-video QA data, including both multi-
segment composition and anomaly insertion tasks,
and trains only on the remaining data. This vari-
ant drops substantially on OmniVideoBench and
LVOmniBench, showing that the constructed data
is important for learning long audio-video reason-
ing and temporal grounding. The “w/o tool-use
data” variant keeps only direct-answer samples
from the data mixture and removes tool-use tra-
jectories by rewriting tool-related instructions into
ordinary chain-of-thought supervision. This vari-
ant corresponds to a standard CoT-style setting in
which the model thinks and then directly answers,
rather than actively acquiring local evidence from
the long audio-video input. Its lower performance
highlights the advantage of our thinking-with-long-

audio-video paradigm over ordinary CoT for long-
context audio-video reasoning. The self-curated-
data ablation performs even worse than the direct-
answer variant, likely because the remaining data
neither provides enough long audio-video collabo-
rative reasoning examples nor teaches the tool-use
paradigm reliably.

Effect of input configuration. We further ablate
the input configuration at inference time. Remov-
ing the audio track causes clear drops across all
benchmarks, especially on WorldSense, showing
that OmniReasoner does not solve these tasks from
visual cues alone and still relies on audio-visual
evidence. Removing the tool-returned zoom-in clip
also hurts performance, which indicates that the
model benefits from actively acquired local evi-
dence rather than relying only on the first-stage
global input.

Effect of training stage. We finally ablate the
post-training stages. The SFT-only model corre-
sponds to the cold-start checkpoint after supervised
tool-use training, while the RL-only variant applies
reinforcement learning directly to Qwen2.5-Omni-
7B. Direct tool-use RL is difficult for the base omni
model: without a supervised warm-up, the model
is reluctant to call the tool, so we use a fixed two-
stage template that first forces a global observa-
tion and zoom-in step and then asks the model to
answer in the second stage. Even under this con-
strained protocol, RL-only drops sharply across all
benchmarks. This suggests that cold-start SFT is
necessary for establishing the tool-use format, the
basic zoom-in policy, and stable answer behavior
before RL optimization. Without this foundation,
the policy drifts severely during RL, and after more
training steps the model can even lose the required
output format.

Effect of TimeAnchor. Table 4 isolates
the contribution of TimeAnchor. Besides Om-
niVideoBench and LVOmniBench, we include
Charades-STA because it directly evaluates video
grounding: the model must localize the tempo-
ral segment that matches a natural-language query.
Removing TimeAnchor at inference time still im-
proves over the Qwen2.5-Omni-7B baseline, in-
dicating that our training data and recipe already
improve the model’s temporal grounding ability.
However, adding TimeAnchor yields substantially
stronger grounding performance, raising Charades-
STA from 58.8 to 64.9 on IoU@0.3, from 37.5 to
41.1 on IoU@0.5, and from 37.9 to 41.3 on mIoU.
The gains are consistent with its design: second-
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Model OmniVideoBench LVOmniBench Charades-STA

IoU@0.3 IoU@0.5 IoU@0.7 mIoU

Qwen2.5-Omni-7B 29.3 32.0 53.3 31.7 13.4 33.7
OmniReasoner w/o TimeAnchor 32.3 (+3.0) 32.8 (+0.8) 58.8 (+5.5) 37.5 (+5.8) 16.2 (+2.8) 37.9 (+4.2)

OmniReasoner 34.8 (+5.5) 35.4 (+3.4) 64.9 (+11.6) 41.1 (+9.4) 17.7 (+4.3) 41.3 (+7.6)

Table 4: Ablation of TimeAnchor on OmniVideoBench, LVOmniBench, and Charades-STA (Gao et al., 2017). All
scores are reported as percentages.

based anchors give the model a stable timeline
when moving between sparse global observations
and dense local clips, making selected intervals
easier to align with the original video. The same
effect also transfers back to answer accuracy, im-
proving OmniVideoBench from 32.3 to 34.8 and
LVOmniBench from 32.8 to 35.4 over the variant
without TimeAnchor.

4.4 Analysis

Tool-use behavior by duration. Figure 4 analyzes
how OmniReasoner allocates tool calls as input
duration changes. The left panels show a clear
routing pattern: longer videos are more likely to
trigger the zoom-in tool. On OmniVideoBench,
the tool-use call rate increases from 33.3% in the
0–1 min bucket to 84.8% in the 10–30 min bucket;
on LVOmniBench, it further rises from 78.7% for
10–20 min videos to 93.6% for 50–90 min videos.
This behavior is consistent with the tool-use mo-
tivation behind OmniReasoner: as videos become
longer, decisive evidence becomes harder to pre-
serve in the global view, so the model more often
calls the zoom-in tool. The right panels compare
accuracy under direct-answer and tool-use answer
modes. Tool-use accuracy tends to improve as du-
ration increases, suggesting that adaptive zoom-in
is especially beneficial for long videos. In some du-
ration buckets, direct answers can still show higher
accuracy than tool-use answers; this does not imply
that direct answering is generally better. Rather,
OmniReasoner tends to answer directly on simpler
or more certain examples, while reserving tool use
for cases that require additional evidence.

Are interleaved audio-video cues causally
used? Recent work questions whether interleaved
visual cues inserted into chain-of-thought are faith-
fully used for prediction, rather than merely appear-
ing in the reasoning trace (Liu et al., 2025a). To
test this issue in our setting, we conduct a direct in-
tervention by removing the tool-returned zoom-in
clip at inference time. As shown by the “w/o tool-
return” row in Table 3, performance drops after this
removal, indicating that the returned audio-video

evidence is not decorative. We further provide
an internal-view analysis in Figure 5 using atten-
tion rollout (Abnar and Zuidema, 2020; Xu et al.,
2025c). We teacher-force the full stage-2 response,
including both CoT and final-answer tokens, and
aggregate their causal attention rollout over the last
transformer layers. Media-token attributions are
then grouped into Qwen2.5-Omni 2-second chunks
and visualized for the full-video context and the
zoom-in clip on the same temporal axis. The roll-
out concentrates strongly on the stage-2 zoom-in
clip, suggesting that OmniReasoner attends to the
interleaved audio-video cues when reasoning to-
ward the final answer.

5 Conclusion

We presented OmniReasoner, a tool-use post-
training framework for long audio-video reason-
ing. OmniReasoner learns to call a zoom-in tool
adaptively, supported by a Temporal Augmented
Data Engine and a curated SFT/RL mixture for
learning when to call the tool and how to answer
from retrieved evidence. TimeAnchor keeps the
tool’s temporal argument valid across changing
sampling granularities, enabling omni models to al-
locate high-fidelity perception to evidence-bearing
moments.

Limitations

Infrastructure and model capacity. OmniRea-
soner focuses on a two-step tool-use process in part
because the infrastructure for multi-turn agentic
RL on omni-modal models remains underdevel-
oped: existing RL frameworks such as veRL and
OpenRLHF are designed for text-only or vision-
language models and do not natively support audio-
conditioned inputs and repeated audio-video tool
returns. We implemented our own omni-modal
tool-use RL framework on top of TRL, but this
setup is substantially less mature than text or vi-
sion counterparts. Additionally, we use Qwen2.5-
Omni-7B, a relatively small model with a 32K
context window. This base model was not pre-
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trained with significant agentic or tool-use data,
so direct RL or lightweight SFT without a strong
supervised warm-up leads to very poor tool-use be-
havior: the policy either refuses to call the tool or
produces malformed intervals and answers. Scaling
to longer multi-turn reasoning therefore requires
both stronger omni-modal RL infrastructure and
larger, longer-context base models pretrained with
tool-aware data. We did not experiment with Qwen-
Omni-3, a larger and more recent model, due to lim-
ited compute resources and our team’s relative in-
experience with large-scale infrastructure engineer-
ing. Future work with such models and improved
training frameworks could extend this paradigm
beyond two-step zoom-in.

Tool scope. OmniReasoner implements only a
single perception-focused tool—the zoom-in tool
for retrieving higher-fidelity audio-video clips. We
do not explore complementary tool types such as
web search for retrieving external knowledge, code
execution for performing symbolic reasoning over
extracted information, or structured query tools for
accessing databases or knowledge graphs. This
narrow tool scope limits OmniReasoner’s ability
to handle tasks that require combining perceptual
evidence with retrieved facts, computational steps,
or external domain knowledge. Expanding the tool
repertoire and training the model to coordinate mul-
tiple tools remain important directions for more
general omni-modal reasoning agents.

Ethics Statement

OmniReasoner is intended for research on long
audio-video reasoning. The training recipe uses
public or curated audio-video resources and auto-
matically generated tool-use trajectories; dataset li-
censing, privacy-sensitive content, and benchmark-
specific usage constraints should be checked be-
fore public release. Public audio-video sources
may contain identifiable people, voices, scene text,
or offensive content inherited from the original
datasets. The model may still produce incorrect
temporal grounding or hallucinated audio-visual
evidence, so downstream use should include hu-
man verification in high-stakes settings. We use
external datasets, benchmarks, models, and soft-
ware frameworks under their respective licenses
and terms of use. Any released derivative artifacts
will follow the access and redistribution constraints
of the original sources, and benchmark data will not
be redistributed when the original terms prohibit

redistribution.
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A Temporal Augmented Data Engine and
Training Data

A.1 Temporal Task Construction

The Temporal Augmented Data Engine derives in-
terval supervision from editing operations rather
than manual span annotation. For multi-segment
composition, we build a candidate pool from FineV-
ideo videos with available QA annotations and
valid local media. We sample a target duration,
greedily stitch multiple semantically independent
clips into a longer stream, and attach each question
to one source segment. The composed video stores
the start and end offset of every source clip, so the
target segment offset becomes the evidence inter-
val. This route places existing QA pairs into a long
temporal context and trains the model to find the
relevant segment before answering.

For anomaly insertion, we use long CG-Bench
videos as main videos and short LLaVA-Video-
178K clips as replacement sources. The engine
samples a temporal window and replaces only the
audio stream, only the visual stream, or both modal-
ities. The output keeps the main-video timeline,
while the replacement window gives the anomaly
interval by construction. The three replacement
types produce complementary supervision: audio-
only replacements require detecting sound-visual
inconsistency, video-only replacements require de-
tecting visual inconsistency against the original au-
dio, and both-modality replacements require detect-
ing a local event that conflicts with the surrounding
context. For audio-related anomaly samples, we
keep only cases whose anomaly window overlaps
the observable audio range in the global stage, so
the first scan contains evidence the model can learn
from.

A.2 Trajectory Synthesis and Filtering

MediaSandbox turns constructed intervals into the
same global-to-local protocol used by OmniRea-
soner. In an interval trajectory, the model first re-
ceives a low-fidelity global observation and the
question, outputs a TimeAnchor-grounded interval,
receives the zoomed local clip from that interval,
and then produces the final answer. In a direct-
answer trajectory, the model answers from the
global observation when local evidence is unnec-
essary. The sandbox materializes only the global
preview and requested local clip, keeping synthesis
and training within a bounded token budget.

We use Gemini-3-Flash-Preview (Team et al.,

2023) to synthesize tool-use trajectories. Online
synthesis does not expose the final answer during
generation and keeps only trajectories whose final
answers match the ground-truth label. Hindsight
synthesis uses the final answer and reference in-
terval as generation-time guidance for harder long-
context cases, while the stored trajectory must jus-
tify zoom decisions from observable cues and an-
swer from the returned clip. We filter generated
data with structural rules for message topology,
tags, answer format, and interval bounds; leakage
checks for explicit answer or generation-metadata
leakage; task-specific answer verification; and an
LLM (DeepSeek-AI et al., 2025) judge for evi-
dence grounding, reasoning quality, hallucination
risk, and consistency between global and local
stages.

A.3 Post-training Mixtures
Figure 6 summarizes the post-training data used by
OmniReasoner. The SFT mixture contains 25,839
examples and combines interval-by-construction
temporal tasks with auxiliary omni-modal reason-
ing data. Multi-segment composition contributes
13,222 examples, anomaly insertion contributes
5,319 examples, FineVideo (Farré et al., 2024)
contributes 2,581 open-ended tool-use trajectories,
AVQA-R1 (Xing et al., 2025) contributes 2,988
image-audio examples, and CG-Bench (Chen et al.,
2025a) contributes 1,729 long-video QA exam-
ples. These sources provide complementary su-
pervision: constructed temporal tasks expose the
model to known evidence intervals, FineVideo adds
real open-ended long-video tool-use trajectories,
AVQA-R1 preserves image-audio coverage, and
CG-Bench broadens public long-video QA diver-
sity.

The SFT mixture contains 21,032 interval trajec-
tories, 1,819 direct-answer trajectories, and 2,988
AVQA-R1 image-audio examples. For RL, we
mine examples that produce non-degenerate group-
relative rewards under the SFT policy. Composition
candidates are converted to MCQ format, filtered
for text-only guessability, and then sampled with
eight SFT-policy rollouts; we keep examples with
at least one but not all rollouts correct. CG-Bench
and FineVideo RL examples are mined with the
same pass@k-but-not-pass@1 criterion. The fi-
nal RL mixture contains 2,731 examples: 1,366
composition examples, 658 CG-Bench examples,
and 707 FineVideo examples. The stacked bars
in Figure 6 show the joint distribution of question
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LLM

<think>The video begins with a trailer for ‘The Amazing Digital Circus’ featuring various animated 
characters….</think><interval>[50.0, 60.0]</interval> 

When the whistle blows, who is running? A. …

<think>The zoom clip shows a whistle blowing at approximately 0:50...
</think><answer>A</answer> 

Input

OmniReasoner Output

Attention Map on timeline

<think>The video shows Blue Superdog and Dodo 
working together to fix a car's wheel.
….</think><interval>[18.0, 28.0]</interval> 
<think>In the zoom clip, Blue Superdog is seen holding 
the car‘s wheel steady while Dodo uses a wrench to tighten 
the screw…</think><answer>C</answer>
 
 
 

What is the collaborative action between Blue Superdog and Dodo to fix the car‘s wheel? A. …

Input

OmniReasoner Output

Attention Map on timeline

Figure 5: Attention rollout visualization for OmniReasoner. The examples show how the model predicts a
TimeAnchor-grounded interval and uses the returned zoom-in clip to answer, with rollout maps projected onto the
video timeline.

type and input duration for each source. Multiple-
choice, open-ended, and anomaly-detection exam-
ples are shown with distinct color families, and
longer-duration bins use darker shades within the
same question type. AVQA-R1 is treated as image-
audio data and assigned to the shortest duration
bin because it does not provide long-video duration
metadata.
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Figure 6: Post-training data used by OmniReasoner. The SFT mixture provides answer, interval, and tool-use
trajectory supervision. The RL mixture contains examples selected to produce non-degenerate group-relative
rewards under the SFT policy. Bars show per-source counts split by question type and duration, while pie charts
show the overall question-type composition for each split.
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B Prompt

B.1 Inference-time prompts
The base protocol below governs every
inference call; for multiple-choice exam-
ples, the task adapter additionally appends
MULTIPLE_CHOICE_CONSTRAINT to the first-

stage user question only (open-ended exam-
ples do not receive this constraint), while
anomaly-detection examples instead receive
ANOMALY_ANSWER_CONSTRAINT, which fixes
the answer to a typed anomaly label and a
second-based interval.

SYSTEM_PROMPT

You are an audio-visual assistant.
Output tags only, with no text outside tags.
Use exactly one:

<think>...</think><interval>[start, end]</interval>
<think>...</think><answer>...</answer>

Never output both <interval> and <answer>.
All time values are in seconds on the same timeline.

USER_PROMPT

If current evidence is sufficient, output <answer>...</answer>.
Otherwise, request one zoom interval with <interval>[start, end]</interval>.

RETURN_ZOOM_IN_USER_PROMPT

Zoom-in video clip [start, end] seconds:
Use the provided zoom-in clip (and prior context) to output final <answer>...</answer>.
Do not output <interval> in this turn.

<zoom-in audio-video clip>

MULTIPLE_CHOICE_CONSTRAINT

Answer with exactly one option letter from the provided choices.

ANOMALY_ANSWER_CONSTRAINT

If <answer> is used, format exactly:
type=<audio_only|video_only|both>; interval=[start, end]
Do not add extra words inside <answer>.

B.2 Trajectory synthesis: hindsight teacher prompts

Interval-trajectory SFT data (§A) is synthesized with Gemini-3-Flash-Preview acting as a hindsight
teacher: the teacher is given the reference answer and interval as supervision, but its system prompt
explicitly forbids leaking that supervision into the produced reasoning, so the resulting trajectory reads
as first-pass, evidence-grounded reasoning rather than answer-conditioned rationalization. The same
global-skim / zoom-verification contract is used for multi-segment composition and for anomaly detection,
with the four system prompts below differing only in the task-specific fields and vocabulary each phase
must produce.
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COMPOSITION_TEACHER_STAGE1

You are a hindsight teacher for long-video multiple-choice reasoning on a MULTI-SEGMENT composed video.
PHASE-1: global skim and zoom planning from a low-quality full-video overview.

Output exactly one JSON object with keys: think_stage1, decision, interval, answer.

Hard constraints:
- think_stage1: 4-7 sentences. Must include: (1) at least one concrete time anchor tied to observations (not copied blindly

from any "reference interval" wording); (2) reasoning that connects the provided segment description to what you
see/hear while scanning; (3) why zoom is or is not needed.

↪→
↪→
- decision must be 'interval' or 'answer'. If 'interval', it must be [start, end] in seconds, end > start, and should land on

the segment matching the description.↪→
- If decision='answer', answer must be exactly one valid option label.
- Do not output markdown/code fences or any extra text outside JSON.
- Do not mention supervision, reference answer, ground truth, or that you were given hidden labels.
- Do NOT restate the reference interval as if it were user-visible information; simulate first-pass viewing.

COMPOSITION_TEACHER_STAGE2

You are a hindsight teacher for long-video multiple-choice reasoning on a MULTI-SEGMENT composed video.
PHASE-2: zoom verification and final decision using the zoom clip plus prior turn context.

Output exactly one JSON object with keys: think_stage2, answer.

Hard constraints:
- think_stage2: 4-7 sentences with evidence from the zoom clip, integration/revision vs the global view, and final rationale.

Address whether the segment description matches the zoomed evidence.↪→
- You may revise or overturn the Stage1 hypothesis if zoom evidence contradicts it.
- answer must be exactly one valid option label.
- Do not output markdown/code fences or any extra text outside JSON.
- Do not mention supervision, reference answer, ground truth, or hidden labels.

ANOMALY_TEACHER_STAGE1

You are a hindsight teacher for long-video ANOMALY DETECTION (audio/visual/both).
PHASE-1: fast global overview (low FPS / low resolution). Plan whether to zoom into a time window for verification.

Output exactly one JSON object with keys: think_stage1, decision, interval, answer_direct

- think_stage1: 4-8 sentences. Must sound like a first-time viewer: observations, uncertainty, self-check ("Could this be
intentional editing?"), and why zoom helps or not. Do not reveal that you were given hidden labels.↪→

- decision: "interval" (need zoom-in clip to verify) or "answer" (global view is sufficient).
- interval: [start_s, end_s] in seconds, required when decision is "interval" (end > start). Refine the suggested window

from observable cues; do not paste supervision as your only justification.↪→
- answer_direct: only when decision is "answer", a string EXACTLY of the form type=<audio_only|video_only|both>;

interval=[start, end]; otherwise null.↪→

Hard constraints:
- JSON only, no markdown fences, no extra keys.
- Do not mention "ground truth", "supervision", or "reference interval" in natural language.
- think_stage1 must NOT quote the reference interval numbers alone as proof; tie times to observable cues.

ANOMALY_TEACHER_STAGE2

You are a hindsight teacher for long-video ANOMALY DETECTION.
PHASE-2: examine the zoom-in clip (higher detail) and output the FINAL structured detection result.

Output exactly one JSON object with keys: think_stage2, final_answer

- think_stage2: 5-10 sentences. Compare zoomed evidence to the global impression; justify anomaly type (audio-only /
video-only / both) and the tight time bounds.↪→

- final_answer: a single structured string EXACTLY of the form type=<audio_only|video_only|both>; interval=[start, end], in
seconds.↪→

Hard constraints:
- JSON only, no markdown fences.
- Do not mention supervision or hidden labels.
- Base bounds on zoom clip evidence; avoid claiming arbitrary precision without cues.

B.3 Trajectory quality judge

Synthesized trajectories are additionally screened by an LLM judge (§A) that scores reasoning quality,
answer correctness, leakage risk, and audio-visual grounding quality on a 1–10 scale; only trajectories
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above the acceptance threshold enter the SFT mixture. The composition judge is shown below; the
open-ended and anomaly-detection judges share the same rubric structure but swap in task-appropriate
fields (detection_accuracy and temporal_precision in place of answer_correctness for anomaly
detection).

TRAJECTORY_JUDGE_PROMPT (composition)

You are an expert evaluator for long-video multi-segment MCQ reasoning trajectories.

## Task
Evaluate the quality of a two-stage (or single-stage) Chain-of-Thought (CoT) trajectory for a multiple-choice question on a

multi-segment composed long video.↪→

## Input Fields
question, options, correct_answer, pred_answer, think_stage1, think_stage2 (if applicable), duration, gt_intervals,

zoomin_interval.↪→

## Scoring Dimensions (each 1-10)
1. reasoning_quality: Does the CoT demonstrate genuine temporal reasoning? Does it tie observations to specific time anchors

and use the segment description to narrow down the correct segment? Deduct for vague, repetitive, or tautological
reasoning.

↪→
↪→
2. answer_correctness: Strict gate -- 10 if exact match to correct_answer, 1 if not. Do not use middle scores.
3. leakage_risk: 10 = no leakage signs; 1 = obvious leakage (quotes supervision/GT verbatim, uses "reference"/"ground truth"

language, or states the answer without evidence).↪→
4. grounding_quality: Does the reasoning cite specific visual/audio cues rather than just parroting the segment description?

## Output
Return ONLY a JSON object (no markdown fences):
{"reasoning_quality": N, "answer_correctness": N, "leakage_risk": N, "grounding_quality": N, "overall_score": N, "decision":

"accept|borderline|reject", "brief_rationale": "..."}↪→

overall_score = reasoning_quality*0.3 + answer_correctness*0.3 + leakage_risk*0.2 + grounding_quality*0.2

B.4 MCQ design and text-only guessability
filter

Composition candidates (§A) are first converted
from open QA into 4-option MCQ format by an
LLM designer explicitly prompted against option-
length and structural shortcuts (excerpted below),
then screened by a second, video-blind LLM that
tries to answer from the question and options alone;
candidates it can solve with high confidence are
discarded before RL rollout mining.
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MCQ_DESIGN_SYSTEM_PROMPT (excerpt)

You are an expert multiple-choice question (MCQ) designer, skilled at creating high-quality questions based on video content.
Your task is to convert the given question-answer (QA) pairs into multiple-choice format (4 options A B C D).

## Design Principles

### 1. Option Length & Structure Balance (CRITICAL - HIGHEST PRIORITY)
Test-takers often guess by comparing option lengths.
- All 4 options MUST have nearly identical character/word counts (within 10-15% variance).
- The correct answer MUST NOT be the longest or the shortest option; if it is naturally long, EXTEND all distractors to

match, if naturally short, SHORTEN it or extend distractors.↪→
- Avoid "three short + one long" (or vice versa) patterns where the correct answer is the length outlier, or the only option

with specific details/numbers.↪→
- All options MUST use the same grammatical structure and level of specificity; if one option has a number/time/location,

all should.↪→

### 2. Distractor Design Principles
- Distractors must be related to elements that actually appear in the video, not fabricated, and should look plausible but be

ruled out after careful viewing.↪→
- Avoid absurd, common-sense-violating options; keep distractor type consistent with the correct answer

(number/time/name/etc.).↪→

### 3. Anti-Guessing Strategies
- Avoid extreme words ("always", "never", "all"); randomize the correct-answer position; do not make the correct answer more

specific or vague than distractors.↪→
- Question and option wording must not hint at the answer. Options MUST NOT be solvable by general world knowledge/common

sense alone -- the question must require video-specific visual/audio evidence.↪→
- The correct answer should not have any unique characteristic that sets it apart from distractors.

[Output JSON schema and a pre-submission length/structure self-check checklist omitted for brevity.]

MCQ_TEXT_ONLY_GUESSABILITY_JUDGE

You are a test analysis expert. Your task is to analyze whether a multiple-choice question about video content can be
answered correctly using ONLY the text information (question and options), WITHOUT watching the actual video.↪→

## Your Task
Given a multiple-choice question that was originally designed to test video understanding:
1. Analyze if the correct answer can be inferred from text alone.
2. If yes, identify what text-based clues allow this inference.
3. Provide your confidence level (0-100).

## Important Guidelines
- You CANNOT watch the video - you only have access to the question text and options.
- Be honest about whether you can infer the answer or not; if guessing randomly, say so with low confidence.

## Output Format
{"can_infer": true/false, "answer": "A/B/C/D/E", "confidence": 0-100, "reasoning_type":

"option_length|option_structure|common_sense|option_content|question_hint|elimination|cannot_determine", "reasoning":
"..."}

↪→
↪→

confidence: 0-30 random guess, 31-50 slight inclination, 51-70 reasonable inference, 71-100 high confidence from clear text
clues.↪→

reasoning_type: option_length/option_structure = options differ in length/grammar; common_sense = answerable from general
knowledge; option_content = some options are obviously wrong; question_hint = question wording hints the answer;
elimination = can narrow down by ruling out options; cannot_determine = no text-based way in.

↪→
↪→

## Critical Reminders
1. This is a VIDEO understanding question -- the "correct" answer is based on video content you cannot see.
2. Your goal is to detect if the question design has FLAWS that allow text-only inference.
3. If you can answer correctly with high confidence without the video, the question is poorly designed.
4. Be rigorous - don't claim you can infer if you are actually guessing.

49096


