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Abstract

Recent Vision-Language Models (e.g., ColPali)
enable fine-grained Visual Document Retrieval
(VDR) but incur prohibitive multi-vector in-
dex storage overhead. Existing training-free
pruning methods either rely on heuristic layer
choices or degrade sharply under aggressive
compression, leading prior work to argue that
effective high-compression pruning requires
query-dependent training. We challenge this
view with Structural Anchor Pruning (SAP), a
self-calibrating, training-free, query-agnostic
index-time framework combining (i) Score Re-
tention (SR), a white-box per-layer compres-
sion diagnostic; (ii) SR-guided window selec-
tion, which automatically locates the structural
pruning region of any backbone with no per-
model hyperparameters; and (iii) a visual in-
degree centrality scorer that identifies anchor
patches within that window. On ViDoRe v1/v2
across three architectures spanning 18, 28, and
36 backbone layers, SAP retains 93-96% of
NDCG@S5 on vl and 88-90% on the harder
v2 while pruning 90% of visual tokens; at
20x compression it retains 85-90% and 76—
79% respectively. Our layer-resolved SR anal-
ysis reveals an Alignment-Aggregation Diver-
gence: visual structure is preserved as a stable
“Structural Plateau” within the backbone, while
the final layers reshape it into a sparse, query-
aligned form unsuitable for pruning. Probing
the pre-retrieval base backbones shows that
contrastive fine-tuning sharpens this boundary
three- to eight-fold, explaining why final-layer
methods fail.!

1 Introduction

Visual Document Retrieval (VDR) has shifted
from traditional pipelines to end-to-end Vision-
Language Models (VLMs) (Zhang et al., 2024).
VLM-based retrievers like ColPali (Faysse et al.,
2025) achieve superior precision by representing

!Code is available at https://github.com/Ryenhails/
structural-anchor-pruning.
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Figure 1: Comparison of Pruning Mechanisms. Final-
layer EOS attention (left) yields sparse, structure-
agnostic sampling. Our Structural Anchor Pruning
(right) applies visual in-degree centrality on patch-to-
patch attention within a structural window that is au-
tomatically located per architecture by our SR-guided
selection procedure, yielding a structure-aware sample
of anchor patches.

documents as bags of visual patch embeddings.
While this paradigm captures rich document struc-
tures through late interaction (Khattab and Zaharia,
2020), it suffers from massive index size overhead.
Addressing this scalability challenge through em-
bedding compression is essential for deploying Vi-
sual RAG in realistic, large-scale scenarios.

To address this bottleneck, recent research has
diverged into two primary streams. One involves
training-based methods like Light-ColPali (Ma
et al., 2025) which are effective but require
fully re-training and additional model modifica-
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The MaxSim objective drives the model to maximize As the model optimizes for sparse alignment, global
similarity specifically between query terms and aggregator (e.g., [EOS)) become decoupled from the
relevant patches. This prioritizes local matching over document's content. This global signal loses their structural
global document representation. fidelity, rendering them unreliable for pruning

The Solution - Structural Anchor Pruning The Evidence - The Structural Plateau

SR-guided alignment

DDD O \D DDE-D window  region
D N
| D : T

O
I]
DD D

In contrast, the model naturally aggregates information
into high-centrality "Structural Anchors". SAP

identifies these hubs by measuring the In-Degree
Centrality of attention between visual tokens.

Score Retention

LLM Backbone Layers

Our per-layer Score Retention analysis confirms the
Structural Plateau peaks in the upper-middle layers
before degrading in the alignment region.

Figure 2: The Alignment-Aggregation Divergence. Final-layer global signals decay under MaxSim alignment,
while a contiguous Structural Plateau within the backbone aggregates information into high-centrality anchor
patches. SAP exploits this by measuring visual in-degree centrality between visual tokens; per-backbone Score

Retention curves are reported in Figure 5.

tions. Alternatively, training-free methods like
DocPruner (Yan et al., 2025) offer a modular so-
lution, but these methods often suffer from perfor-
mance degradation in high-compression regimes
(> 80% reduction) (Ma et al., 2025; Yan et al.,
2025). Observing these challenges, Ma et al.
(2025) conclude that visual token importance for
pruning is inherently query-dependent, thereby ar-
guing that training-free pruning is insufficient for
high compression ratio.

In this work, we challenge this conclusion. At
the core of our approach is Score Retention (SR),
a white-box, label-free per-layer compression diag-
nostic that quantifies per-pair MaxSim fidelity de-
coupled from corpus-level ranking effects. We use
SR as the driving signal of an SR-guided window
selection procedure that automatically locates the
structural pruning region for any backbone with-
out per-model tuning. Within the selected win-
dow, visual in-degree centrality identifies anchor
patches in a query-agnostic manner. We call the
resulting end-to-end, training-free, query-agnostic,
index-time framework Structural Anchor Prun-
ing (SAP) (Figure 1). On the ViDoRe v1/v2 bench-
marks (Faysse et al., 2025; Macé et al., 2025), SAP
consistently outperforms EOS-Adaptive (Yan et al.,
2025), Random (Ma et al., 2025), and Semantic
Clustering (Ma et al., 2025) across three backbones
of widely different depth (18, 28, 36 layers), re-
taining 93-96% of NDCG @5 on ViDoRe v1 and
88-90% on ViDoRe v2 while reducing stored vec-
tors by 90%.

Beyond its operational role in window selection,
SR also serves as a layer-resolved probe for analyz-
ing VLM backbones. Applied across the full depth
of three architectures, it reveals an Alignment-
Aggregation Divergence (Figure 2): a contiguous

block of layers preserves the document’s visual
structure as a stable Structural Plateau, while the fi-
nal layers reshape this representation into a sparse,
retrieval-aligned form that is no longer suitable for
pruning. This explains why SR-guided selection
consistently lands at the boundary between the two
regions, and why final-layer pruning methods (e.g.,
EOS-attention) degrade sharply under aggressive
compression.

2 Related Work and Preliminaries

2.1 VDR Multi-Vector Late Interaction

Unlike dense retrievers that map a document to a
single vector, multi-vector retrievers such as Col-
Pali (Faysse et al., 2025) employ the Multi-Vector
Late Interaction mechanism (Khattab and Zaharia,
2020). A document image D is encoded into a bag
of visual patch embeddings Ep = {v1,...,un} €
RN >4 (N a2 1024 patches per image). Given a text
query @ tokenized as {q1, . .., qas}, the relevance
score is computed via the MaxSim operator:

SQ.D) =Y miax(gi-vy) ()

This preserves fine-grained layout details but re-
quires indexing the full E'p, so storage scales lin-
early with IV; on realistic corpora the index reaches
terabytes (Xu et al., 2025).

2.2 Efficient Visual Document Retrieval

Two streams of work address this overhead:
training-based adaptation and training-free prun-
ing.

Training-based Adaptation. Methods like Light-
ColPali (Ma et al., 2025) employ knowledge distil-
lation to train adapters that merge visual tokens into
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a smaller set of latent representations. While effec-
tive at high compression ratios, these approaches
introduce significant operational overhead, requir-
ing large-scale training data and full-model fine-
tuning, which limits their zero-shot applicability to
new architectures.

Training-free Compression. Conversely, training-
free methods select a subset of informative patches
E p C Ep without model adaptation. Current
strategies rely on one of four selection signals:
(1) Random Pruning (Ma et al., 2025) assumes
a holographic distribution of visual information
and selects patches via uniform pruning; (2) Se-
mantic Clustering (Ma et al., 2025) aims to re-
duce redundancy by grouping embeddings via K-
Means and indexing only the cluster centroids; (3)
EOS-Attention (Ma et al., 2025) selects patches
based on their cross-attention weights with the fi-
nal [EOS] token; and (4) EOS-Adaptive Pruning
(DocPruner) (Yan et al., 2025) extends this by
dynamically adjusting the pruning ratio based on
information density. However, these training-free
methods suffer from severe performance degrada-
tion when pushed to high compression ratios (e.g.,
> 80% reduction) (Yan et al., 2025; Ma et al.,
2025). Consequently, they argue that static, query-
agnostic pruning strategies are insufficient for high
ratio compression (Ma et al., 2025). Closely re-
lated training-free efforts include hierarchical patch
compression with dynamic pruning and quantiza-
tion (Bach, 2025) and training-free pooling within
a multi-stage search pipeline (Yeroyan, 2026); both
compress the index without adaptation, but neither
localizes the layer at which the structural signal is
read.

Concurrent training-free work introduces a
Prune-then-Merge framework (Yan et al., 2026), ad-
dressing the information loss of pure pruning with a
two-stage pipeline: adaptive pruning is followed by
hierarchical merging that aggregates the discarded
patches into summary representations. SAP is pro-
cedurally simpler, a single-stage, fixed-budget per-
document top-k selection driven by attention-graph
centrality read from a backbone window automat-
ically located by SR. The two designs target dif-
ferent stages of the indexing pipeline and could in
principle be stacked.

Inference-time vs. Index-time Pruning. A sep-
arate line of work targets visual token pruning
at inference time to accelerate single-pass VLM
forward latency, such as Token Merging (Bolya
et al., 2023) for vision transformers and Sparse-

VLM (Zhang et al., 2025) for vision-language mod-
els. These methods drop or merge tokens dynam-
ically during the forward pass and discard them
after inference. SAP addresses a different setting:
persistent index-time compression that prunes once
and reuses the result query-agnostically across all
future queries, optimizing storage rather than per-
pass latency. We therefore compare only against
index-time baselines.

3 Methodology

We first introduce Structural Anchor Pruning,
which scores tokens by visual in-degree central-
ity within a structural window of the LLM back-
bone. We then introduce Score Retention (SR), a
white-box compression diagnostic that quantifies
per-pair MaxSim fidelity independently of corpus-
level ranking. Finally, we present SR-guided win-
dow selection, a label-free procedure that uses SR
to automatically locate the structural window for
any backbone, eliminating per-model tuning. The
overall framework is illustrated in Figure 3.

3.1 Structural Anchor Pruning

We propose SAP, a training-free strategy designed
to extract the intrinsic semantic structure of a doc-
ument image. We identify semantic structural an-
chor patches by measuring the visual In-Degree
Centrality of tokens within the Large Language
Model (LLM) backbone. We hypothesize that se-
mantic structural patches in the backbone’s Struc-
tural Plateau act as information hubs, aggregating
features from numerous other regions and consti-
tuting the core semantic representation of the docu-
ment.

We treat the self-attention mechanism within the
LLM layers at any given layer [ as a directed graph,
where nodes represent image patches and edges
represent attention weights. Mechanistically, the at-
tention weight A;; represents the importance score
of token j for token . Consequently, the summa-
tion over all source indices, ZZ A;j;, quantifies the
total importance of token j across all visual tokens,
serving as a direct proxy for its global influence.

To isolate the visual structure, we restrict our
calculation to the Visual-to-Visual attention, mask-
ing out attention scores involving text tokens (e.g.,
system prompts). Let AP ¢ RT*T be the full
attention matrix for head h over sequence length 7',
and V be the set of indices corresponding to visual
patches. The importance of a visual patch j € V at
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Figure 3: Overview of SAP. We compare three pruning paradigms on the ColPali architecture. Left: the shared
Vision-Language backbone processes the image. Middle: conventional methods (Random Selection, Final Layer
EOS Attention) fail to identify critical tokens, resulting in lower retention. Right: SAP identifies semantic structural
anchor patches via visual in-degree centrality within the Structural Window of the backbone, automatically
located by our SR-guided procedure. Bottom: the Score Retention (SR) diagnostic directly compares the MaxSim
scores of pruned versus full embeddings, isolating intrinsic information loss from corpus-dependent ranking noise;
SR itself drives the Structural Window selection. NDCG @5 retention numbers shown are ColPali averages on

ViDoRe v2 at v = 0.10 (Table 6).

layer [ is defined by its column-sum:

=3 A(l h) )

%

A high in-degree indicates that patch j acts as a
central aggregator within the visual modality.

Head Aggregation. To synthesize signals across
the H attention heads at layer [, we average central-
ities across heads, which prioritizes anchors that
are consistently active across attention subspaces:

H
SRS SE LN
h:
Layer Integration. Standard pruning approaches

typically rely on the final layer (I = L;stq;) under
the assumption that it represents the most refined
semantic state. However, we hypothesize a two-
phase structure within the backbone: an aggrega-
tion phase, where tokens actively exchange infor-
mation to build a cohesive structural understanding
of the document, followed by an alignment phase
in the final layers, where representations are im-
plicitly reorganized to optimize the contrastive re-
trieval objective (MaxSim). This final alignment
often “sparsifies” the attention map to fit potential

query distributions, thereby degrading the intrinsic
structural signals required for effective pruning.

To capture the robust structural core before this
degradation occurs, we introduce Layer Integration.
We define the layer ensemble £* as a function of
the model’s total depth Ly, and relative depth
boundaries «, 8 € [0, 1]:

*C*(OQ/B) = {l eN | La'LtotalJ < I < L/B'LtomlJ}

“)
where 0 < o < 8 < 1 define the boundaries of the
structural window. We delegate the choice of («, /3)
to a label-free, automatic procedure introduced in
Section 3.3. The final importance score Sgap(j)
is obtained by averaging centrality scores across

this window:

> 50 )

leL*

Ssap(j
IE*\

3.2 Score Retention

While standard evaluation metrics like Normalized
Discounted Cumulative Gain (NDCG) (Wang et al.,
2013) are essential for assessing retrieval effective-
ness, they are insufficient for diagnosing the intrin-
sic fidelity of pruned representations. Formally,
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NDCG at position k is defined as:
k

1 2reli — 1
NDCG@k = 6
G IDCGy, z; logy (i + 1) ©

where rel; is the relevance score, ¢ is the rank-
ing position, and IDCGy, is the Ideal Discounted
Cumulative Gain, acting as a normalization fac-
tor to ensure the score lies in [0,1]. Crucially,
the logarithmic term log, (i + 1) explicitly couples
the evaluation to the relative rank ¢. This makes
the metric inherently corpus-dependent: a drop
in NDCG may result from the presence of hard
negatives shifting the rank ¢, rather than a loss of
information in the document representation itself.
Consequently, when used to measure pruning per-
formance, NDCG confounds pure information loss
with the model’s discriminative capacity.

To disentangle these factors and isolate the in-
trinsic visual information retained by a pruning
method, we introduce Score Retention (SR) as
a white-box compression diagnostic. We define
fidelity not by ranking position, but by the preser-
vation of the raw MaxSim score:

M
2z MaxX, ey (40 v)

R(Ep,Ep) =
( ) sz\il maXyeFEp (Qi : U)

)

A retention of 1.0 confirms that the pruned patches
Ep preserve the exact visual features triggered by
the query, independent of the document’s ranking
relative to distractors.

SR is intentionally distinct from NDCG.
Whereas NDCG measures corpus-level ranking
quality relative to gold relevance judgments, SR
measures per-pair score fidelity for individual
(query, document) pairs, decoupled from any
corpus-level ranking effect. The two are comple-
mentary, not interchangeable: a high SR does not
guarantee correct ranking against distractors, and
a low SR can still leave rankings unchanged. SR
is purpose-built for one specific question: which
layers preserve the most score fidelity under a fixed
compression budget? We use it in two ways: (i)
as the driving signal for our automatic window-
selection procedure, and (ii) as a layer-resolved
probe to localize where structural information con-
centrates within the backbone.

3.3 SR-Guided Window Selection

A naive instantiation of SAP would require select-
ing the structural window (c, 3) heuristically. We

propose a label-free, training-free procedure that
uses SR itself to locate the window for any back-
bone, parameterized only by a calibration set size
N and a relative window width p € (0, 1].

The procedure operates as follows. Given an
unlabeled calibration set C = {(I,,, @)}, and
a target retention ratio -, for each layer [ €
{0,..., Liotas — 1} we compute, for every pair,
the centrality S*) from layer [ alone (Eq. 3), retain
the top-[~|E|] patches of the image embeddings,
and record SR (Eq. 7) between the pruned and full
embeddings. Averaging across calibration pairs
yields a per-layer score retention curve R(l). We
compute the median m = mediam{’/%(l)}ZL:“(’)“”_1
and identify the alignment region as the longest suf-
fix [I*, Ltotqr — 1] for which R (1) < m throughout,
i.e., the contiguous tail where retention has fallen
below the global median. The structural window is
placed immediately before this region, with width
k= [p- Liotar | layers:

* *—k
ﬁ Ltotal 7 “ Ltotal '

(®)

The window is never empty: k = [p Liptar| > 1
for any p € (0, 1], and « is clamped at 0 whenever
I* < k, so L*(«, 5) always contains at least one
layer.

Formal pseudocode is provided in Appendix D.

The procedure has three properties. It requires
no labels, no training, and no NDCG evaluation. It
is identical across backbones, introducing no per-
architecture hyperparameter. And it directly opera-
tionalizes the Alignment-Aggregation Divergence
(Section 5) by placing the window at the empiri-
cally detected boundary between aggregation and
alignment phases.

The calibration queries are unlabeled and dis-
joint from the deployment query stream: they may
come from any held-out generic query source and
are used only once, offline. Once («, 3) has been
selected, the window is applied query-agnostically
at index time: SAP’s centrality scorer never sees a
query, neither at calibration nor at deployment.

4 Evaluation

In this section, we comprehensively benchmark
the performance of SAP on large-scale visual re-
trieval tasks. We evaluate SAP’s ability to maintain
high retrieval fidelity across diverse architectures
and datasets, compare it against state-of-the-art
training-free and training-based baselines, and as-
sess its computational efficiency.
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Figure 4: Efficiency-Fidelity Trade-off. NDCG@5 retention vs. retention ratio - across ColPali, ColQwen2, and
Jina v4 on ViDoRe v1 (top) and v2 (bottom). SAP (green) consistently dominates training-free baselines at every
on every backbone-benchmark pair, with the largest gains under aggressive compression (7 < 0.10). SAP uses the

SR-guided window.

4.1 Evaluation Setup

We employ three distinct VLM architec-
tures to evaluate SAP: ColPali (SigLIP +
PaliGemma) (Beyer et al., 2024; Faysse et al.,
2025), representing the standard fixed-patch
retrieval paradigm, and ColQwen2 (NaViT +
Qwen2-VL) (Wang et al., 2024; Faysse et al.,
2025), representing a dynamic-resolution architec-
ture with a deeper backbone. We also extend our
evaluation to a SOTA model Jina Embeddings v4
with Qwen2.5-VL backbone (Giinther et al., 2025;
Bai et al., 2025). Incorporating these architectures
allows us to assess the generalizability of SAP
across different VLM backbones and distinct
embedding optimization recipes. See Appendix A
for model architectural specifications.

We instantiate the layer ensemble £* (Eq. 4) au-
tomatically using the SR-guided window selection
procedure, with hyperparameters set to p = 0.2
(relative window width) and N = 500 (calibration
set size). The calibration set consists of 500 (image,
query) pairs uniformly sampled from the ColPali
training corpus (Faysse et al., 2025), which is dis-
joint from all ViDoRe v1 and v2 evaluation splits.

The resulting per-architecture windows are listed in
Table 5. This calibration runs once per backbone,
offline, and the pruned indices are reused for all
future user queries with no further re-calibration.

We compare our SAP against three distinct
training-free pruning paradigms (details in Ap-
pendix B): (1) Adaptive-EOS: An EOS attention-
based method proposed by DocPruner (Yan et al.,
2025), which employs document-specific thresh-
olding based on final-layer global ([EOS]) atten-
tion scores. To ensure fair comparison, we apply
a quantile-based calibration to align its global re-
tention rate strictly with our fixed-ratio methods;
(2) Random: The robust stochastic pruning base-
line (Ma et al., 2025); and (3) Semantic Cluster:
K-Means clustering on final embeddings, identified
by Ma et al. (2025) as the state-of-the-art training-
free compression approach.

We utilize the full ViDoRe v1 (Faysse et al.,
2025) and ViDoRe v2 (Macé et al., 2025) bench-
marks. These cover a wide spectrum of domains.

Detailed dataset statistics are provided in Appendix
C.
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4.2 Main Results

Figure 4 reports NDCG@S5 retention as a func-
tion of the retention ratio  for all three backbones
on both ViDoRe vl and v2. Three observations
emerge across all six panels.

The SAP curve (green) matches or exceeds every
training-free baseline at every v € [0.05,0.9] on
every (backbone, benchmark) pair. At high reten-
tion ratios (v > 0.5) all methods cluster near 95—
100% of full-model NDCG @35 and the differences
are small. The separation widens monotonically
as compression intensifies, and by v = 0.05 base-
lines fan out across a ~30-point band while SAP
remains comfortably on top.

At the practical deployment regime, SAP retains
93-96% of NDCG@5 on ViDoRe v1 and 88-90%
on the harder v2 at v = 0.10, and 85-90% and 76—
79% respectively at v = 0.05, while Adaptive-EOS
and Cluster-Merge fall to 54—65% on v2. On v2 at
v = 0.05, SAP leads every training-free baseline
on every backbone, by 7-14 NDCG @5 points over
the strongest baseline and by up to 22 points over
the weakest, closing the gap that prior work (Ma
et al., 2025; Yan et al., 2025) cited as the principal
limitation of training-free pruning.

The SAP curve shape is qualitatively identical
across backbones of widely different depth (18, 28,
36 layers), confirming that the SR-guided proce-
dure tracks the optimal window per architecture
without any per-model tuning. Appendix F pro-
vides a three-vy case study with raw NDCG@5 val-
ues and Score Retention, and Appendix H reports
per-cutoff (NDCG@{1, 5, 10, 50, 100}) retention.

4.3 SR-Guided Window Validation

We validate the SR-guided window selection proce-
dure (Section 3.3) by comparing it against a brute-
force search over 9 sliding windows of fixed width
0.2 Lyiotar, stepped by 0.1 Ly, covering relative
depth ranges from 0-20% to 80-100%. Table 1 re-
ports NDCG @5 retention at v = 0.10 on ViDoRe
vl and v2 for each of the 9 windows on all three
backbones. Full results for v = 0.20 and v = 0.05
are deferred to Appendix K.

The SR-guided procedure selects the 60—80%
window for ColPali and ColQwen2, and the 70—
90% window for Jina v4 (bold cells in the Mean
rows of Table 1). On the mean of ViDoRe v1 and
v2, this selection coincides exactly with the brute-
force-best window for all three backbones. Per-
bench, ColQwen2 matches the brute-force best on

Table 1: Brute-force window ablation at v = 0.10.
NDCG@S5 retention (%) for SAP at nine sliding win-
dows of fixed width 0.2 Ly, stepped by 0.1 Liorar
across the LLM backbone.  marks the window se-
lected by our SR-guided procedure; the brute-force best
window per row is in bold. The SR-guided window
coincides with the bold-and-dagger cell in each Mean
row, i.e., it is optimal on the v1+v2 mean for all three
backbones. Full results at v = 0.20 and v = 0.05 in
Appendix K.

Model Bench 0-20 10-30 2040 30-50 40-60 50-70 60-80 70-90 80-100

vl 882 91.8 926 931 927 942 939" 919  90.0
ColPali v2 829 868 87.9 90.6 89.9 883 909" 851 815
Mean 856 893 902 919 913 913 924" 885 857

vl 852 88.6 900 907 913 920 933" 922 915
ColQwen2 v2 826 827 821 820 814 843 885 852 809
Mean 839 856 86.1 863 864 881 909" 887 862

vl 883 89.8 913 915 921 936 949 956 946
Jina v4 v2 824 817 836 878 885 887 875 885 856
Mean 853 857 875 897 903 91.1 912 9200 90.1

both v1 and v2; Jina v4 matches the best on vl and
lies 0.2 NDCG @5 points behind the 50-70% best
on v2; ColPali matches the best on v2 and lies 0.3
points behind the 50-70% best on v1. The largest
per-bench gap to the brute-force optimum across
the three backbones is therefore 0.3 NDCG@5,
achieved without any retrieval labels (Table 5, Ap-
pendix E).

The brute-force optimum lies at a different rela-
tive depth on each backbone: 50-70% for ColPali
(18 layers), 60-80% for ColQwen?2 (28 layers), and
70-90% for Jina v4 (36 layers). In absolute terms,
the optimum always ends approximately 2—4 layers
before the last layer, regardless of backbone depth.
The SR-guided procedure recovers this shifted opti-
mum on all three backbones without any per-model
intervention; we examine the mechanism behind
the shift in Section 5.

Holding the window position fixed by the drop-
alignment rule and sweeping the width k from 1 to
Liotqr layers shows NDCG@S5 retention is insen-
sitive to k over a broad plateau that includes our
default & = [0.2 Lyt | for all three backbones
(Figure 7, Appendix I). SAP is therefore robust
to moderate deviations from the default window
width.

4.4 Computational Efficiency

Beyond retrieval fidelity, SAP maintains high oper-
ational throughput. Theoretical complexity analy-
sis and empirical benchmarks (Appendix O.2) show
that SAP adds negligible overhead to the total for-
ward pass latency. In contrast, the clustering-based
method incurs a significant 6% computational over-
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Figure 5: Per-layer Score Retention and SR-guided window selection across three backbones. For each
backbone, R(l) at v = 0.10 is averaged over the 500-pair calibration set. The blue band marks the window
selected by our SR-guided procedure; the red band marks the alignment region; the vertical dashed line marks
the brute-force NDCG @5-best window center (Table 1). The two window agree to within ~1% NDCG@5. The
Alignment-Aggregation Divergence is visible in all three backbones as a structural plateau followed by a sharp

suffix drop in the alignment region.

head.

On the ViDoRe v2 union (3,006 documents,
1,152 queries), SAP at v = 0.10 shrinks the Col-
Pali index from 751 MB to 75 MB (10 x reduction)
and accelerates end-to-end MaxSim retrieval from
6.1 ms to 0.78 ms per query (7.9x speedup), while
retaining 90.4% of NDCG@5. At v = 0.05 the in-
dex drops to 37 MB (20 x) and latency to 0.47 ms
(13x). The full benchmark across all vy values is
provided in Appendix O.4.

4.5 Comparison with Trained Method

We also benchmark SAP against Light-
ColPali (Ma et al., 2025), a trained token-merging
baseline. Light-ColPali’s numbers are quoted
from its own paper, where they are averaged over
a different evaluation set and normalized by a
different full-model upper bound, so this is an
indicative comparison (see Appendix P). Read
as retention against each method’s own upper
bound, at moderate compression (4%, v = 0.25)
training-free SAP is within 0.2-1.3 points of the
trained method; at 9x (y = 0.10) it trails by
3.9-5.0 points; and at extreme 25X (v = 0.05) the
gap widens to 8.9-10.7 points in Light-ColPali’s
favor, consistent with the expected advantage
of learned feature fusion in the most aggressive
regime. The full comparison table is provided in
Appendix P.

4.6 Score Retention vs. NDCG

We assess the empirical relationship between SR
and downstream NDCG. Across all (model, bench-
mark, method, -, dataset) configurations we ob-
serve a moderate positive Pearson correlation (r ~
0.60). This aligns with what theory predicts: SR
measures per-pair score fidelity, NDCG measures
corpus-level ranking quality relative to hard nega-
tives, and these are conceptually distinct quantities.
The full SR-NDCG scatter is in Appendix Q.

5 Alignment-Aggregation Divergence

Having established the retrieval performance of
SAP, we turn to the mechanistic question: why
does the semantic signal needed for pruning de-
couple from the final retrieval embedding? We
apply the SR protocol to every layer of the three
backbones using the same calibration set from eval-
uation. Figure 5 reveals two distinct phases in every
backbone, regardless of depth.

Before the alignment region, the per-layer SR
forms a sustained plateau (blue band in Figure 5).
Attention here aggregates local visual features into
high-centrality anchor patches that constitute the
document’s “semantic core”. The plateau appears
consistently across all three evaluated backbones
despite a 2x depth range from 18 to 36 layers.

Approaching the final layers, SR drops sharply
(red band). We attribute this to the contrastive
MaxSim objective: to maximize separability
against hard negatives, the model reorganizes repre-
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sentations into a sparse, query-aligned form. This
optimization is beneficial for ranking but destroys
the dense structural signal needed for pruning.
Adaptive-EOS accordingly falls at or below Ran-
dom on ViDoRe vl across all three backbones,
and on both benchmarks under extreme compres-
sion (v = 0.05); at moderate ratios on ViDoRe v2
the two are mixed (Table 6). In every regime it
stays well below SAP. The empirically detected
boundary between the two phases is precisely what
the SR-guided window selection procedure opera-
tionalizes.

5.1 Is the Divergence Induced by Retrieval
Fine-Tuning?

The account above attributes the late-layer SR col-
lapse to the contrastive retrieval objective. That
attribution is testable directly: if the collapse were
an intrinsic property of deep VLMs, the base back-
bones, before any retrieval fine-tuning, should ex-
hibit it too.

We repeat the per-layer SR protocol with a single
variable changed, the source of the attention. For
ColPali we read attention from PaliGemma-3B, and
for ColQwen2 from Qwen2-VL-2B-Instruct; these
are the pre-retrieval checkpoints the two retrievers
are built on. Centrality (Eq. 2-3) is computed from
those attentions, the retrieval model’s embeddings
are pruned to the top vN patches under that rank-
ing, and SR (Eq. 7) is recorded per layer. Images,
queries, embedding space, calibration set (the same
500 pairs, seed 42) and budget are identical, and
token positions are aligned because both retrievers
reuse their base model’s processor and patch lay-
out. We omit Jina v4, whose released checkpoint
has no separately available pre-retrieval model; the
claim below is therefore bounded to ColPali and
ColQwen2.

Figure 6 shows the two attention sources side by
side. We summarize each curve by the mean SR in-
side the SR-guided window and the mean SR over
the alignment region that follows it. Both quantities
are tabulated for all four settings in Appendix L.

Pruning driven by base-model attention shows
a mild late-layer decline of its own, so fine-tuning
does not create the effect from nothing. The step
across the window boundary is nonetheless 3 x
to 8x larger when the attention comes from the
fine-tuned model, and the factor grows as the
compression budget tightens from v = 0.10 to
v = 0.05. We therefore state the mechanism in its
evidence-bounded form: on these two backbones,

-o— retrieval fine-tuned =@= base backbone

ColPali (18L) ColQwen2 (28L)

=]

=

= 0.85 0.801

3 x3.0

Eé 0.807 O—n_g 0.751

o

9]

= x8.3 | 0\0

©0.75 0.70 X6.8

g Oo——— o
inside after inside after

structural window structural window

Figure 6: Retrieval fine-tuning sharpens the
plateau/alignment boundary rather than creating
it. Mean Score Retention inside the SR-guided struc-
tural window versus after it, with attention read from the
retrieval-fine-tuned model (red) or from its base back-
bone (blue); filled markers v = 0.10, hollow markers
v = 0.05.

contrastive retrieval fine-tuning does not introduce
the plateau/alignment split, but sharpens it into the
reliably locatable boundary that the SR-guided pro-
cedure keys on.

6 Conclusion

We propose Structural Anchor Pruning (SAP), a
self-calibrating, training-free, and query-agnostic
index-time compression framework for multi-
vector visual document retrieval. SAP couples a
white-box Score Retention (SR) diagnostic with
an SR-guided window selection procedure that au-
tomatically locates the structural pruning region
of any backbone without labels or per-model tun-
ing, and uses visual in-degree centrality to identify
anchor patches within that window. SAP reduces
index storage by 90% while retaining 93-96% of
NDCG@5 on ViDoRe v1 and 88-90% on ViDoRe
v2, across three architectures spanning 18 to 36
layers. Our layer-resolved analysis uncovers the
Alignment-Aggregation Divergence: a stable Struc-
tural Plateau within the backbone preserves the
document’s visual structure, while the final layers
compress this representation into a sparse, retrieval-
aligned form that is no longer suitable for pruning.
A probe against the pre-retrieval base backbones in-
dicates that, on ColPali and ColQwen2, contrastive
retrieval fine-tuning does not create this divergence
but sharpens it three- to eight-fold, explaining why
final-layer methods fail.
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Limitations

Our evaluation is confined to the multi-vector late-
interaction VDR paradigm. Applicability to single-
vector dense retrievers, generic image-text match-
ing, and end-to-end retrieval-augmented generation
pipelines is unexplored.

The calibration set is drawn from a VDR-
relevant corpus (the ColPali training data), and
our per-layer SR analysis is averaged over this
distribution. The Structural Plateau location and
the SR-guided window may therefore shift under
more aggressive visual-domain changes, such as
natural-image retrieval, scientific figures, or satel-
lite imagery, where the visual statistics and the
relevant feature scales differ markedly from doc-
ument pages. Verifying domain robustness under
such shifts is left for future work.

The evidence we offer for calibration robust-
ness is bounded to the document-image domain:
it covers two disjoint calibration distributions (Ap-
pendix J) and calibration sizes from 50 to 1000
pairs, but no domain outside visual document re-
trieval. We claim stability within that scope only,
not domain universality.

Our account of the mechanism is likewise
bounded. The base-backbone probe (Section 5.1)
covers ColPali and ColQwen2, the two back-
bones whose pre-retrieval checkpoints are sepa-
rately available; whether the same sharpening holds
for Jina v4 is untested. The probe is also observa-
tional rather than interventional: it contrasts two
checkpoints, and does not isolate which part of the
retrieval fine-tuning recipe is responsible.
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A Model Architectures

To ensure the universality of our Alignment-
Aggregation Divergence hypothesis, we selected
three Vision-Language Models (VLMs) that repre-
sent distinct design paradigms in the current land-
scape. Table 2 summarizes their architectural spec-
ifications.

Model Backbone Layers Params
ColPali PaliGemma-3B 18 3B
ColQwen2 Qwen2-VL-2B 28 2B
Jina v4 Qwen2.5-VL-3B 36 3B

Table 2: Architectural Summary. The selected models
cover different LLM families (Gemma, Qwen, Llama-
style) and vision encoding strategies. Note the pro-
gression from the fixed-resolution SigLIP encoder in
PaliGemma to the dynamic-resolution capabilities in-
herent in the Qwen2-VL series.

A.1 ColPali

ColPali (ViDoRe/colpali-v1.3?) represents the
pioneering architecture for late-interaction visual
retrieval, establishing the foundation for the Visual
Document Retrieval (ViDoRe) benchmark. It is
built upon the PaliGemma-3B backbone, which
uniquely combines a SigL.IP-S0400m vision en-
coder with the Gemma-2B language model. Un-
like traditional pipelines that rely on OCR to ex-
tract text, ColPali employs a Visual Large Lan-
guage Model (VLLM) approach to generate multi-
vector representations directly from document im-
ages. This allows it to effectively index complex
visual elements—such as figures, charts, and ta-
bles—thereby significantly outperforming standard
dense retrieval methods on visually rich documents.

A.2 ColQwen2

ColQwen2 (ViDoRe/colgwen2-v1.03) is based
on the advanced Qwen2-VL-2B architecture. This
model introduces significant complexity and ar-
chitectural improvements over ColPali, primarily
through its support for native dynamic resolu-
tion. While ColPali typically resizes inputs to fixed
square patches (often distorting document aspect ra-
tios), ColQwen?2 leverages the Naive Dynamic Res-
olution mechanism inherent to Qwen2-VL. This
allows the model to process images of varying di-
mensions and aspect ratios without information

2https://huggingface.co/ViDoRe/colpali-v1.3
3https://huggingface.co/ViDoRe/colqwen2-v1.0

loss, resulting in superior visual fidelity and more
efficient visual token usage during the indexing of
high-resolution PDFs.

A.3 Jina Embeddings v4

The Jina Embeddings v4 model
(jinaai/jina-embeddings-v4*) represents
the state-of-the-art application of late-interaction
principles to the powerful Qwen2.5-VL ar-
chitecture. By transitioning to the Qwen2.5
backbone, this iteration offers enhanced optical
character recognition (OCR) capabilities and
improved geometric reasoning for structured data.
Furthermore, it incorporates Jina Al’s signature
Matryoshka Representation Learning (MRL),
enabling flexible embedding dimensions that allow
users to trade off index vector size efficiency
against retrieval precision. This model aims to
unify multimodal retrieval by supporting extended
context windows and delivering high-performance
indexing for both textual and visual-heavy datasets.

B Baseline Implementation Details

We provide the formal definitions for the baseline
pruning methods used in our comparative analysis.
Let E € RV*4 denote the sequence of N visual
patch embeddings. We select a subset of size K
based on the following importance scoring func-
tions S(7) for the j-th patch.

1. Random. This method assumes visual infor-
mation is holographically distributed. The selection
is performed via uniform pruning without replace-
ment:

Srandom (]) ~ U(O, 1) )

To mitigate the impact of randomness, we con-
ducted five independent runs initialized with dis-
tinct random seeds and reported the average perfor-
mance metrics.

2. EOS-Attention. This method assumes that
patches attended to during text generation are most
relevant. We define the score as the cross-attention
weight from the final token (representing [EOS]) in
the last layer Ljqgq;:

H
. 1
Seos(J) = q Z Ag)lé?;tyh) (10)
h=1

4https://huggingface.co/jinaai/
jina-embeddings-v4
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3. Semantic Clustering (Post-Projector). This
method assumes that visual redundancy can be
reduced by grouping embeddings based on their
representation similarity. Following the architec-
tural insights from Light-ColPali (Ma et al., 2025),
we specifically perform this operation at the Post-
Projector stage—immediately after the Vision-
LLM’s final linear projection layer.

The empirical study indicates that clustering is
significantly more effective in this low-dimensional
output space (e.g., 128 dimensions) compared to
high-dimensional intermediate representations, as
it enables more targeted feature aggregation with
minimal information loss. We apply K-Means clus-
tering to the set of projected embeddings £ =
{v1,...,vN} to partition them into K disjoint sets
{C1,...,Ck}. The objective is to minimize the
within-cluster sum of squares (WCSS):

Z Z lv; — i l)?

k= 1o eCy

min
lu’l 5 7/"’K}

1D
where py, is the centroid of cluster C'. The pruned
representation consists of these K centroids, ef-
fectively merging redundant visual features into a
compact, representative set ready for indexing.

4. Adaptive EOS attention. While the standard
EOS-Attention method applies a fixed selection
ratio (Top-K) across all documents, this baseline
adopts a document-aware adaptive thresholding
strategy inspired by DocPruner (Yan et al., 2025).
This method postulates that the information density
varies across documents, and thus the number of
retained tokens should be dynamic.

For a document d, we compute the mean piy
and standard deviation o of its patch importance
scores Seos. A patch j is retained if its score ex-
ceeds a statistical threshold:

Seos(j) >:U’d+k'0'd (12)

where k is an adaptation factor controlling the ag-
gressiveness of pruning.

Fairness Calibration. To ensure a rigorous com-
parison with fixed-ratio methods (like SAP) at a
specific target retention ratio 7y (e.g., 10%), we
do not arbitrarily select k. Instead, we employ
a calibration process. We extract the EOS atten-
tion scores from a held-out calibration set of 128
randomly sampled documents. We convert these
scores into Z-scores 2zj; = (Seos(j) — p1i)/0; and

compute the global empirical quantile:

k= Quantile({zij}cahb, 1—7) (13)
This ensures that the global average retention rate
of this adaptive baseline strictly aligns with the tar-
get v, isolating the impact of the selection strategy
(Adaptive vs. Fixed) from the index vector size
budget.

Native operating point. The quantile calibration
above exists to budget-match DocPruner to a target
. To confirm it does not misrepresent DocPruner’s
intended behavior, we additionally evaluate its na-
tive document-adaptive thresholding with no cali-
bration, retaining every patch whose per-document
z-score exceeds A, for A € {0,0.5,1.0,1.5}. We
record the resulting effective average retention ra-
tio and evaluate fixed-ratio SAP at that same per-
dataset budget. Table 3 reports the least aggressive
point (A = 0); SAP leads on every backbone and
both benchmarks, and the ordering is unchanged at
all four A values. The two operating modes are also
close to each other once budget-matched: on Col-
Pali at an effective v = 0.05, the native (A = 0.5)
and quantile-calibrated (v = 0.05) variants score
69.9/56.4 and 70.5/55.4 NDCG@5 retention on
v1/v2, within roughly one point.

Table 3: DocPruner at its native operating point (\ =
0, no quantile calibration). NDCG @5 retention (%) on
ViDoRe v1 / v2. “Eff. 7" is the retention ratio the native
rule actually produces on v1 (v2 values are within 0.02:
0.148, 0.245, 0.330). SAP is budget-matched to that
effective ratio per dataset.

Backbone Eff.y DocPruner SAP

ColPali 0.146 85.0/76.3 96.0/91.5
ColQwen2 0.236 89.2/90.0 97.4/92.9
Jina v4 0317 97.2/954 99.4/96.3

C Dataset Details

Table 4 details the composition of the ViDoRe v1
and v2 benchmarks used in our comprehensive eval-
uation.

D SR-Guided Window Selection: Formal
Algorithm

We provide formal pseudocode for the SR-guided
window selection procedure described in Sec-
tion 3.3.
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Benchmark Subset Name Primary Domain Algorithm 1 SR-Guided Window Selection
ArxivQA Academic / STEMRequire: Backbone M with Ly, layers; calibra-
DocVQA General Document tion set C = {(I N . retention ratio ~:
InfoVQA Infographics / Layout . ¢ . {(n, Qn)} n=1 7
ViDoRe y1  Shift Project Environmental Reports elative window width p.
Artificial Intelligence Technical Reports Ensure: Window (a, 3).
Energy Industry Reports . o
Government Reports Policy / Legal L m = Oforalll €0, Lot — 1}
Healthcare Industry Medical / Business 2: for (I,Q) € C do
MIT Biomedical (Multi) ~ Medical / Research > F(?rward I through M to Obta}m per-layer
ViDoRe vz  Economics Macro (Multi)  Finance / Policy attention tensors {A(l)} and full visual embed-
ESG Restaurant (Multi) Business / Tables

ESG Restaurant (Human)

Business / Tables

dings E7.

Table 4: Dataset Specifications. Overview of domains
covered in the ViDoRe benchmark suite.

Calibration cost. On a V100-32GB GPU, the
procedure completes within ~30 min for ColPali
(18 layers) and within ~2 h for Jina v4 (36 layers)
with N = 500 pairs. Since the window selection
runs once per backbone, offline, this cost is amor-
tized across all subsequent queries.

E Per-Architecture Window Instantiation

The SR-guided window selection procedure is run
once per backbone on 500 (image, query) pairs
uniformly sampled from the ColPali training cor-
pus (vidore/colpali_train_set), which is dis-
joint from all ViDoRe evaluation splits. Table 5
reports the resulting per-architecture windows to-
gether with a head-to-head comparison against the
brute-force best window from Table 1. Two refer-
ence points matter here and the submitted version
conflated them. Against the brute-force best win-
dow on the mean of ViDoRe vl and v2 — the
criterion the procedure targets — the SR-guided
window is itself optimal for all three backbones, so
the mean gap is 0.0. Against the best window on
each benchmark separately, ColPali trails the 50—
70% window by 0.3 NDCG@5 on v1 and Jina v4
trails it by 0.2 on v2, while ColQwen2 matches on
both. Table 5 reports both quantities.. The align-
ment region (suffix layers with R(l) < m) con-
firms an architecture-invariant pattern: 2—4 final
layers dominated by retrieval-objective alignment.

F Three Typical Compression Ratios:
Detailed Case Study

To complement the continuous y sweep in Figure 4,
Table 6 reports the three operational regimes most
commonly cited in prior work (Ma et al., 2025; Yan
et al., 2025): moderate compression (y = 0.20,

4: Encode query: Eg < My (Q).

5. full « MaxSim(Eq, E;)

6: forl € {0,..., Liptqy — 1} do

7: 4 SU from AW > Eq. 3

8: Er « top-[7|Ef[1(EL,¢)

9: r; < 1 + MaxSim(Eq, Er)/full >
SR, Eq. 7

10: end for

11: end for

12: R(l) < /N forall l

13: m < median{R({) ZL:“(’)t“l_l

: I* < smallest index s.t. R(I) < m for all
le [l*v Liotar — 1]

15: k< [p - Liotal]

DB l*/Ltoml;

17: return («, 3)

o < (l* — k)/Ltotzzl

5Xx), aggressive (v = 0.10, 10x), and extreme
(v = 0.05, 20x). For each (backbone, benchmark,
method, ) we report Score Retention (Eq. 7), ab-
solute NDCG @5, and the NDCG@S5 retention per-
centage relative to the full-model upper bound.

Performance Consistency at v = 0.10. At
v = 0.10, the standard 10x target, SAP retains
93-96% of NDCG@5 on ViDoRe v1 and 88-90%
on ViDoRe v2. At v = 0.05 on ViDoRe v2, where
baselines drop to 54—69%, SAP maintains 76-79%,
leading the strongest baseline on each backbone
by 7-14 points and the weakest by up to 22, clos-
ing the high-compression gap previously cited as a
barrier to training-free deployment.

Universality at the same . The same three v
values yield qualitatively identical method rankings
across backbones spanning 18 to 36 layers: SAP >
Cluster/Random > EOS-Adaptive at v = 0.20, and
the gap widens as -y shrinks. No per-architecture
tuning of SAP is performed.

Cross-Cutoff Stability. To verify the v = 0.10
numbers are not artifacts of NDCG@5 specifically,
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Table 5: SR-guided window selection per backbone
(y = 0.10, 500-pair calibration set). The procedure
automatically determines the window position; width is
fixed at k = [0.2 L]. “Gap (mean)” is the NDCG@5 re-
tention gap between the SR-guided window and the
brute-force best window on the v1+v2 mean; “Gap
(worst)” is the largest gap against the best window on
either benchmark taken separately. Both are computed
from Table 1.

Backbone L [* Layers Snap Gap (mean) Gap (worst)

ColPali 18 15 11-14 60-80% 0.0 -0.3
ColQwen2 28 24 18-23 60-80% 0.0 0.0
Jina v4 36 34 26-33 70-90% 0.0 —-0.2

Appendix H reports NDCG@{1, 5, 10, 50, 100} re-
tention for SAP at all three typical -y values. The
spread across cutoffs is below 2.5% at v = 0.20
and below 8% at v = 0.05 on both benchmarks,
confirming SAP exhibits no cutoff-sensitive degra-
dation. Full per-dataset numbers across all 14 Vi-
DoRe datasets are provided next in Appendix G.
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Upper Bound ~ = 0.20 ~ = 0.10 ~ = 0.05

Model Method
FullNDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 9% S.Ret NDCG@5 %
Benchmark: ViDoRe v1 (Avg. across 10 datasets)
EOS-Adaptive 0.86 0.76 89.02 0.79 0.70 81.16 0.72 0.63 73.26
ColPali Random 0.85 0.91 0.81 94.61 0.85 0.77 89.82 0.78 0.71 82.92
! Cluster : 0.89 0.82 96.53 0.80 0.77 90.42 0.69 0.67 78.22
SAP (Ours) 0.94 0.83 97.48 0.89 0.80 93.88 0.81 0.74 86.34
EOS-Adaptive 0.84 0.77 87.90 0.75 0.70 79.54 0.66 0.63 71.18
ColQwen2 Random 0.88 0.86 0.83 94.10 0.78 0.78 87.83 0.68 0.70 78.65
Cluster . 0.82 0.84 95.97 0.70 0.79 90.14 0.59 0.73 82.66
SAP (Ours) 0.92 0.85 97.08 0.86 0.82 93.23 0.78 0.75 85.56
EOS-Adaptive 0.87 0.85 95.07 0.79 0.79 87.61 0.71 0.67 73.36
Jina Embeddings vd Random 0.90 0.89 0.86 9521 0.82 0.82 9042 0.74 0.75 82.40
8 Cluster ’ 0.83 0.86 9597 0.73 0.81 90.37 0.62 0.75 83.23
SAP (Ours) 0.91 0.88 98.42 0.85 0.86 95.57 0.78 0.81 89.55
Benchmark: ViDoRe v2 (Avg. across 4 datasets)
EOS-Adaptive 0.87 0.45 80.93 0.80 0.40 71.85 0.72 0.33 59.52
ColPali Random 056 0.90 0.49 87.72 0.84 0.44 78.54 0.77 0.38 69.42
Cluster . 0.88 0.46 83.40 0.79 0.38 69.00 0.67 0.30 54.37
SAP (Ours) 0.94 0.52 93.44 0.89 0.50 90.38 0.81 0.42 76.39
EOS-Adaptive 0.84 0.48 89.26 0.76 0.43 79.92 0.67 0.35 64.33
ColQwen2 Random 0.54 0.87 0.46 86.04 0.78 0.41 76.12  0.69 0.35 65.15
w Cluster i 0.80 0.45 83.56 0.70 0.41 76.25 0.59 0.33 61.68
SAP (Ours) 0.91 0.50 91.91 0.85 0.48 88.07 0.77 0.43 78.96
EOS-Adaptive 0.90 0.53 90.82 0.82 0.49 83.73 0.73 0.38 65.31
Jina Embeddings vd Random 0.58 0.89 0.51 87.78 0.83 0.47 80.44 0.75 0.39 67.51
2 Cluster . 0.83 0.47 80.74 0.73 0.40 67.99 0.63 0.33 57.14
SAP (Ours) 0.92 0.56 95.78 0.87 0.51 88.52 0.81 0.44 76.51

Table 6: Three typical compression ratios. NDCG@5 retention (%) for training-free compression methods at
~ € {0.20,0.10,0.05} across three VLM backbones and two benchmark suites. S.Ret (Score Retention, Eq. 7)
diagnoses per-pair MaxSim fidelity; the % column reports (NDCG @5,rynea/NDCG@5gy1) % 100. SAP uses our
SR-guided window (ColPali & ColQwen2: 60-80%, Jina v4: 70-90%; see Section 3.3). Best per column in bold.
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G Detailed Evaluation Results

Extending the aggregated case study in Appendix F,
we report the full per-dataset NDCG @5 retention
for SAP at the SR-guided window against the
three training-free baselines on each of the 14 Vi-
DoRe datasets. Tables 7-9 cover ViDoRe v1 for
ColPali, ColQwen?2, and Jina v4 respectively; Ta-
bles 10-12 cover ViDoRe v2 for the same three
backbones. SAP’s relative advantage varies across
datasets; the variance is largely explained by the
per-architecture optimal window position revealed
by our SR-guided procedure .
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Upper Bound ~¥ = 0.20 ¥ = 0.10 ~+ = 0.05

Dataset Method
FullNDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG@5 %
EOS-Adaptive 091 077 9382 085 073 89.08 078 068 83.67
ArxivOA Random 082 093 080 9804 089 078 9590 083 075 91.29
Cluster : 092 081 9907 087 080 9807 080 079 9625
SAP (Ours) 095 082 9975 090 0.81 9887 084 077 9425
EOS-Adaptive 091 050 8418 086 043 7233 081 035 59.41
Random 094 054 9165 090 050 8503 084 043 7358
DocVQA Cluster 0.59 092 055 9344 086 051 8609 077 045  76.05
SAP (Ours) 097 057 9651 093 052 8871 0.86 046 78.82
EOS-Adaptive 086 077 8992 079 072 8487 073 068 79.50
Random 091 08 9637 086 079 9316 079 076 89.42
InfoVQA Cluster 085 090 084 9804 082 081 9464 071 074 87.10
SAP (Ours) 094 083 9763 088 081 9496 080 075 87.84
EOS-Adaptive 083 060 7760 075 048 6241 0.66 040 5141
Shift Prorect Random 077 090 068 8804 084 061 7899 076 051 6523
) Cluster : 085 068 8725 074 053 6878 060 030 3882
SAP (Ours) 094 074 9529 088 0.66 8545 081 057 7324
EOS-Adaptive 087 094 9667 080 088  90.58 074 086 88.11
Random 090 095 9796 084 092 9504 076 087  89.56
SynDocQA-AL -y e 0.97 0.88 096 9904 078 092 9437 067 082 8451
SAP (Ours) 094 095 9808 0.89 093 9577 081 090 92.06
EOS-Adaptive 084 087 9069 076 077 7994 069 075 7823
Random 090 093 9687 084 090 9350 076 085 8823
SynDocQA-Energy (e 0-96 0.89 095 9876 080 092 9566 067 080 83.65
SAP (Ours) 094 093 9715 089 092 9630 0.80 085 89.09
EOS-Adaptive 085 090 9292 079 086 8897 070 074 7695
Random 091 092 9505 084 088 9138 077 084 86.68
SynDocQA-GoV. (e 0-96 088 094 9742 078 090 9357 065 078 8LI3
SAP (Ours) 095 095 9860 090 094 9736 080  0.86 §9.21
EOS-Adaptive 087 093 9635 081 089 9189 074 080 82.64
Random 091 094 9757 084 091 9416 078 087  90.04
SynDocQA-Health (. 0.97 088 095 9837 077 088 9105 065 070 7273
SAP (Ours) 095 095 9874 090 095 9853 082 090 9335
EOS-Adaptive 082 079 9095 075 076 8690 0.67 070 8039
Random 091 085 9792 085 083 9540 077 079 9113
TabFQUAD Cluster 0.87 091 088 10053 085 087 10011 077 086 98.70
SAP (Ours) 094 086  99.13 089 085 97.10 081 082  94.09
EOS-Adaptive 085 055 7711 079 046 6466 073 037 5234
Random 089 062 8658 081 054 7570 073 046  64.04
TAT-DQA Cluster 0.71 086 067 9335 076 058  81.85 0.64 045 6324
SAP (Ours) 094 067 9391 088 061 8573 079 051 7141

Table 7: Detailed Performance: ColPali on ViDoRe v1. Per-dataset NDCG @5 retention with SAP using the
SR-guided window . Best per column in bold.
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Upper Bound ~¥ = 0.20 ¥ = 0.10 ~¥ = 0.05

Dataset Method
Full NDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG®@5 %
EOS-Adaptive 085 076 8838 076 071 8259 066  0.63  73.50
AIVOA Random 0.86 091 082 9574 084 079 9222 076 075  86.82
Cluster : 0.87 084 9716 079  0.82 9565 0.69 079  92.03
SAP (Ours) 093 082 9548 087 079 91.62 078 074 8542
EOS-Adaptive 087 049 8327 080 040 69.00 071 030 51.04
Random 086 052  89.04 077 046 7775 066 037  62.83
DocvQA Cluster 0.59 082 056 9474 071 051 8741 059 044 7537
SAP (Ours) 093 056 9562 0.88 052 8845 081 047  79.90
EOS-Adaptive 083 082 9090 074 076 8426 065 072 7891
Random 086 085 9353 078 081 89.14 070 075 82.52
InfoVQA Cluster 091 081 087 9580 069 081 870 056 072 7925
SAP (Ours) 091 088 9674 085 084 9267 077 078 8571
EOS-Adaptive 084 068 7963 076 061 7149 067 052  60.65
Shift Profect Random 0.86 085 077 9003 076 066 7774 066 053  61.49
) Cluster : 079 077  90.04 066 063 73.88 054 054  63.56
SAP (Ours) 091 083 9759 085 081 9504 076 0.69  80.36
EOS-Adaptive 082 086 8729 074 083 8451 064 079 8091
Random 087 097 9845 078 094 9578 0.68  0.86 87.94
SynDocQA-AL ) srer 0-98 0.81 098  99.69 070 096 9727 058 088  89.57
SAP (Ours) 092 096 9734 085 093 9511 076 087 8824
EOS-Adaptive 082 084 8761 072 070 7279 062  0.66 69.48
Random 086 090 9401 077 084 8803 068 077  80.90
SynDocQA-Energy oy cier 0-96 0.82 092 9626 070 088 9240 058 083  86.58
SAP (Ours) 092 092 9572 0.86 090 9385 079  0.86  89.90
EOS-Adaptive 084 091 9620 074 084 8893 0.64 076 80.86
Random 087 094 9928 078 090 9497 069 082  87.18
SynDocQA-Gov. 1y cier 0.94 080 091 9655 069 088 9337 058 085 89.74
SAP (Ours) 093 094 9933 086 091 9653 079 087  92.29
EOS-Adaptive 083 093 9516 076 089 9140 067 081  82.82
Random 086 096 9788 078 093 9521 070  0.88  89.69
SynDocQA-Health -, o 0-98 081 097 9949 069 091 9322 056 085 8692
SAP (Ours) 093 097 9881 087 097 9881 079 091  93.15
EOS-Adaptive 087 081 9238 078 074 8401 069 068 77.87
Random 087 085 97.19 079 082 9339 070 076 8698
TabFQUAD Cluster 088 085 086 9841 075 085 96.65 0.64 083  94.09
SAP (Ours) 094 088 10023 088 084 9557 0.80  0.80 91.42
EOS-Adaptive 083 063 7812 072 054 6639 061 045 5573
Random 082 070 8580 072 060 7411 0.61 049  60.12
TAT-DQA Cluster 0.81 079 074 9146 067 066 8181 055 056  69.49
SAP (Ours) 092 076 9395 0.84 0.69 8471 072 056  69.19

Table 8: Detailed Performance: ColQwen2 on ViDoRe v1. Per-dataset NDCG @5 retention with SAP using the
SR-guided window . Best per column in bold.
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Upper Bound ~¥ = 0.20 ¥ = 0.10 ~¥ = 0.05

Dataset Method
Full NDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG®@5 %
EOS-Adaptive 090 084 9493 082 077 8681 073 064  72.19
AIVOA Random 0.8 092 086 9685 086 082 93.14 079 077  87.33
Cluster : 0.88 087 9880 0.81 085 9583 072 082  92.86
SAP (Ours) 094 086 9772 089 083 9440 082 077 8691
EOS-Adaptive 088 056 9094 081 048 7887 071 034 5627
Random 087 053 8665 079 048 7750 070 040  65.72
DocvQA Cluster 0.61 084 056 91.80 073 049 8008 0.60 043  69.62
SAP (Ours) 094 060 9836 089 059 9676 0.82  0.54  87.69
EOS-Adaptive 084 086 9308 075 077 83.86 0.64  0.60 6554
Random 087 088 9570 080 085 9227 072 078 8440
InfoVQA Cluster 0.92 083 089 9639 071 083 9020 059 074  80.42
SAP (Ours) 092 090 9794 086 086 9393 078 079  86.20
EOS-Adaptive 085 087 9781 079 081 90.16 072 070  77.83
Shift Profect Random 0.8 088 084 9409 081 078 8701 073 065 72.93
) Cluster : 081 082 9132 070 072 8096 059 058 653l
SAP (Ours) 090 090 10093 0.84 086 96.05 078  0.83  92.44
EOS-Adaptive 084 098 9839 077 090 90.67 069 078 7897
Random 089 098 9877 082 095 9624 074 089  89.56
SynDocQA-AL ) srer 0-99 081 097 9790 071 092 9311 0.60 090  90.43
SAP (Ours) 0.87 098  99.00 0.81 097 98.00 075 094  94.63
EOS-Adaptive 085 091 9474 078 086 8937 070 072  74.87
Random 089 094 9818 082 090 9352 073 082  85.64
SynDocQA-Energy oy cier 0-96 0.81 095 9859 071 091 9428 060 084  87.15
SAP (Ours) 089 094 9776 083 090 9356 076  0.87  91.00
EOS-Adaptive 085 094 97.18 078 091 9397 071 079 8178
Random 089 094 9698 082 091 9399 074 086 88.76
SynDocQA-Gov. 1y cier 0-97 082 095 9809 071 092 9441 060 087 89.15
SAP (Ours) 0.87 096 9851 0.82 094 9733 075 089  92.06
EOS-Adaptive 085 097 99.02 078 093 9461 071 082 8381
Random 089 097 9868 082 095 9680 074 090 91.56
SynDocQA-Health -, o 0-98 081 097 9864 070 090 9210 0.60 087  88.77
SAP (Ours) 0.88 098  99.62 0.82 097 9943 075 093  94.90
EOS-Adaptive 089 092 9678 082 088 9255 074 083  86.60
Random 090 094 9846 084 092 9608 076  0.89  92.70
TabFQUAD Cluster 0-96 085 094 9816 077 093 97.64 0.67 090 94.70
SAP (Ours) 093 094 9875 088 092 9674 079  0.87  91.29
EOS-Adaptive 090 069 8776 082 059 7525 072 044 5576
Random 088 069 8771 081 061 7754 072 052 6544
TAT-DQA Cluster 0.79 081 071 9005 071 067 8509 061 058  73.87
SAP (Ours) 094 075 9557 089 071 8951 0.82  0.62 7833

Table 9: Detailed Performance: Jina Embeddings v4 on ViDoRe v1. Per-dataset NDCG @5 retention with SAP
using the SR-guided window . Best per column in bold.
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Upper Bound ~v = 0.20 ~¥ = 0.10 ~ = 0.05

Dataset Method
Full NDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG@5 %
EOS-Adaptive 088 050 87.16 082 044 7773 076 039  68.66
Biomed Lec, Random 0.57 093 054 9477 089 052 9071 0.82 047 8212
" Cluster : 092 055 9589 086 051 8892 078 046  80.45
SAP (Ours) 094 055 9620 0.89 053 9370 082 046  80.57
EOS-Adaptive 084 044 8634 078 042 8342 071 041  80.55
Eeon. Revors Re1dOM 051 088 045 8839 081 042 8207 074 039  76.68
- NPT yter : 087 043 8469 077 036 7069 0.64 027 5220
SAP (Ours) 093 047 9283 0.86 046 90.61 077 040 7777
EOS-Adaptive 087 043 7857 080 039 7121 071 025 4642
_ Random 090 048 8797 083 041 7580 075 034  62.66
ESGMult) () rer 0.54 086 040 7432 076 029 5242 0.63 023 4297
SAP (Ours) 095 050 9218 090 048 8831 0.83 042 77.29
EOS-Adaptive 087 043 7166 080 033 5506 071 025 42.46
Random 090 048 7976 084 039 6556 076 034 5622
ESG (Human) o e 0.60 086 047 7870 076 038 6395 0.64 025 41.85
SAP (Ours) 095 055 9253 091 053 8888 0.84 042  69.93

Table 10: Detailed Performance: ColPali on ViDoRe v2. Per-dataset NDCG@5 retention with SAP using the
SR-guided window . Best per column in bold.

4967



Upper Bound ~v = 0.20 ~¥ = 0.10 ~ = 0.05

Dataset Method
Full NDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG@5 %
EOS-Adaptive 084 046 8458 077 043 7849 067 038  69.43
Biomed Lec, Random 054 090 052 9509 083 049 89.89 076 045  82.05
" Cluster : 085 051 9392 075 048 8775 0.64 043  79.19
SAP (Ours) 093 053 9694 0.87 051 9324 0.81 048  88.11
EOS-Adaptive 080 043 8949 072 041 8509 063 036 7509
Eeon. Revors Re1dOM 048 085 041 8554 077 040 8283 068 035 7344
NPT yster : 079 040 8309 067 035 7204 055 029 5933
SAP (Ours) 0.89 045 9357 0.82 042 8693 0.74 038  79.79
EOS-Adaptive 0.89 056 9869 081 046 8151 071 038 67.19
_ Random 086 047 8204 077 037 6514 067 030 5202
ESGMult) () rer 0.57 079 043 7640 0.69 038 67.30 0.58 030  53.04
SAP (Ours) 091 051 8883 0.84 049 8643 0.77 041 7180
EOS-Adaptive 085 048 8430 076 043 7457 065 026 4562
Random 085 046 8148 076 038 6663 066 030  53.09
ESG (Human) o e 0.57 079 046 80.81 069 044 7791 058 031  55.18
SAP (Ours) 092 050 8829 0.85 049 8568 0.76 043 7613

Table 11: Detailed Performance: ColQwen2 on ViDoRe v2. Per-dataset NDCG @5 retention with SAP using the
SR-guided window . Best per column in bold.
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Upper Bound ~v = 0.20 ~¥ = 0.10 ~ = 0.05

Dataset Method
Full NDCG@5 S.Ret NDCG@5 % S.Ret NDCG@5 % S.Ret NDCG@5 %
EOS-Adaptive 090 057 9315 081 052 8464 071 043  70.94
Biomed Lec, Random 061 091 058 9578 0.86  0.56 92.08 079 052 8509
" Cluster : 086 057 9407 079 055 89.88 070 048  78.95
SAP (Ours) 092 060 9794 087 055 9096 0.82 052 8572
EOS-Adaptive 087 052 9491 079 048 8698 0.71 043  77.51
Eeon. Revors Re1dOM 055 088 049 8938 081 044 80.53 074 040  72.68
- NPT yter : 081 043  77.64 070 035 6291 060 030 5413
SAP (Ours) 091 055 9945 0.84 048 8827 077 042 7622
EOS-Adaptive 091 045 8456 084 043 8114 074 034 6437
_ Random 089 045 8420 082 040 7615 073 030 57.03
ESGMult) () rer 0.33 082 041 7838 072 034 6337 063 027 5191
SAP (Ours) 093 050 9454 0.88 046 8779 0.82 041  77.93
EOS-Adaptive 091 058 90.68 085 052 8217 075 031 4841
Random 089 052 8175 083 046 7303 074 035 5524
ESG (Human) o e 0.64 081 046 7286 070 035 5578 060 028  43.57
SAP (Ours) 093 058 9118 0.88 055 8§7.07 0.82 042  66.15

Table 12: Detailed Performance: Jina Embeddings v4 on ViDoRe v2. Per-dataset NDCG @5 retention with SAP
using the SR-guided window . Best per column in bold.
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H Full NDCG Cutoff Results

Tables 13 and 14 report NDCG@F retention for
k € {1,5,10,50,100} at the SR-guided window
for SAP, on ViDoRe v1 and v2. The spread across
cutoffs is below 2.5% at v = 0.20 and below 8%
at v = 0.05, confirming SAP exhibits no cutoff-
sensitive degradation.

I Width Robustness of the SR-Guided
Window

Our default fixes the window width at & =
[0.2 Lyotqr| layers. To assess sensitivity to this
choice, we hold the window position fixed by the
drop-alignment rule and vary only the width &
from 1 to L;,tq;, measuring NDCG@5 retention at
~v = 0.10 via the nearest 9-window from the brute-
force ablation. Figure 7 shows the resulting curves
for all three backbones. Each backbone exhibits
a broad plateau spanning the majority of valid k
values, and our default falls comfortably within
it (ColPali: k£ = 4, ColQwen2: k = 6, Jina v4:
k = 8). A single-layer window (k = 1) shows
variance due to per-layer centrality noise; overly
wide windows dilute the structural signal by mix-
ing aggregation and alignment layers. The fixed
default therefore balances both extremes and is not
a sensitive hyperparameter.

J Calibration Size Robustness

The SR-guided procedure has two hyperparame-
ters: the relative window width p (analyzed in Ap-
pendix I) and the calibration set size N. To assess
sensitivity to /V and to the choice of random sam-
ple, we sweep N € {50, 100, 200, 500, 1000} and
run the procedure with 5 different random seeds for
each NV (samples drawn uniformly from the ColPali
training corpus). For each (IV, seed) we record the
snap window assigned by the drop-alignment rule.

Table 15 summarizes the outcome: ColPali and
Jina v4 converge to a unique window at N > 50
and NV > 100 respectively; ColQwen2 — the most
variance-sensitive backbone — converges to the
canonical 60—80% window at N > 500 (one seed
drifts to the adjacent 70-90% window, which dif-
fers by only 1.1% NDCG@5; see Table 1). Our
default N = 500 is therefore sufficient for all three
backbones, and doubling to N = 1000 yields unan-
imous seed agreement.

K Full Window Ablation (additional
retention ratios)

Tables 16 and 17 report the full 9-window brute-
force ablation at v = 0.20 and v = 0.05. The
plateau shift with backbone depth (ColPali peaking
around 50-80%, ColQwen2 at 60-80%, Jina v4
at 70-90%) is consistent across all three retention
ratios.

Across two calibration distributions. Sample
size is one axis of robustness; the calibration dis-
tribution is another. During development we ran
the SR-guided procedure with two disjoint sources.
The first drew 500 pairs as 100 each from five
ViDoRe v1 test subsets (ArxivQA, DocVQA, In-
foVQA, TabFQuAD, TAT-DQA), spanning aca-
demic figures, scanned documents, infographics,
tables and financial reports. The second drew 500
pairs from the ColPali training corpus, which is dis-
joint from every evaluation split and is the source
used throughout the paper. The two sources select
the identical window on all three backbones: the
alignment boundary is {* = 15, 24 and 34, and the
layer sets are 11-14, 18-23 and 26-33, exactly as
in Table 5. Together with the size sweep above,
this suggests the window location is a property of
the backbone rather than of the particular docu-
ment mixture, within the document-image domain.
We do not claim this extends to markedly different
visual domains; see Limitations.

L. Base-Backbone Probe: Per-Region
Score Retention

Table 18 gives the values underlying Figure 6. For
each backbone and retention ratio we report the
mean Score Retention over the layers inside the
SR-guided window (ColPali 11-14, ColQwen2 18-
23) and over the alignment region that follows it
(ColPali 15-17, ColQwen2 24-27), with attention
read either from the retrieval model or from its pre-
retrieval base backbone. Embeddings, calibration
pairs (N = 500, seed 42), pruning budget and
token positions are identical within each pair of
rows; the attention source is the only variable.

M Adaptive Budget Allocation
(SAP-Adaptive)

The two  dynamic-resolution  backbones
(ColQwen2, Jina v4) emit a variable num-
ber of visual tokens per page, so a fixed ratio y
already allocates more patches to denser pages
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Table 13: Full NDCG cutoffs on ViDoRe vl. NDCG@F retention (%) for SAP at the SR-guided window. S.Ret is

Score Retention.

Model Method ~ |S.Ret @1 @5 @10 @50 @100
SAP 02 | 094 955 975 975 978 978
ColPali SAP 0.1 | 0.89 91.1 939 945 951 95.1
SAP 0.05| 0.81 80.8 863 873 885 887
SAP 02 ] 092 958 971 97.1 975 975
ColQwen2 SAP 0.1 | 0.86 914 932 937 942 943
SAP 0.05| 078 81.6 856 865 875 878
SAP 02 ] 091 982 984 98.6 987 98.7
Jina Embeddings v4 SAP 0.1 | 0.85 937 956 959 963 963
SAP 0.05] 0.78 859 895 902 91.0 912

Table 14: Full NDCG cutoffs on ViDoRe v2. NDCG@F retention (%) for SAP at the SR-guided window. S.Ret is

Score Retention.

Model Method ~ |S.Ret @1 @5 @10 @50 @100
SAP 02 | 094 933 934 947 957 96.0
ColPali SAP 0.1 | 0.89 910 904 913 924 932
SAP 005| 081 722 764 79.2 809 823
SAP 02 ] 091 90.1 919 90.8 932 936
ColQwen2 SAP 0.1 | 0.85 857 881 86.7 88.6 89.2
SAP 0.05| 077 7677 79.0 77.8 81.0 &1.8
SAP 02 ] 092 942 958 952 96.0 96.2
Jina Embeddings v4 SAP 0.1 | 0.87 885 885 87.6 90.3 90.6
SAP 0.05| 081 729 765 77.8 817 828

Table 15: Calibration robustness. SR-guided window
selected by the procedure across calibration sizes N €
{50, 100, 200, 500, 1000} and 5 random seeds (samples
drawn from the ColPali training corpus). Each cell
reports the most frequent snap window across 5 seeds,
with agreement count in parentheses.

v2 corpora at vy = 0.05, adaptive allocation gains
3.1 points. We therefore report SAP-Adaptive as
a deployment option for dynamic-resolution back-
bones under aggressive compression, not as a re-
placement for the fixed-ratio default.

Backbone N=50 N=100

~N=20IN Visuakfo-VisugLAffention Ablation

ColPali (18L) 60-80% (5/5)
ColQwen2 (28L) 60-80% (3/5)
Jina v4 (36L) 70-90% (3/5)

60-80% (5/5)
80-100% (2/5)
70-90% (5/5)

e 7nobiyaien is that the index-

o e gﬁglaggjégﬁg}%ftggﬁgggﬁgggree column-sum to

70-90% (3P AL TN (5/

in absolute terms. To test whether reallocating
budget across pages helps further, we evaluate
SAP-Adaptive: per document we retain patches
whose per-document z-score of the SAP centrality
exceeds a threshold, and calibrate that threshold
globally with the same quantile procedure as
Appendix B so that corpus-level average retention
still matches the target . Index size is therefore
held fixed and only its distribution over pages
changes.

Table 19 reports ViDoRe v2. The two variants
are within 1.5 points of each other in eight of nine
settings, indicating that the proportional budget is
already close to optimal. The exception is the one
the setting predicts: on ColQwen2’s heterogeneous

ing prompt is identical Tor every document in the
corpus, so attention rows originating from those
constant text tokens carry an instruction-specific,
document-extrinsic signal; excluding them keeps
the score document-intrinsic, which is what a
query-agnostic index-time scorer needs. We note
that under the causal masks of these backbones
the visual tokens precede the instruction tokens,
S0 “text-to-visual” attention consists of instruction
rows attending back to image columns; the reverse
direction does not exist.

We also test the choice empirically. From the
same forward passes over the 500-pair calibra-
tion set we compute two centralities: (a) the V2V
column-sum of Equation 2, and (b) an all-to-visual
column-sum that additionally includes the instruc-
tion rows. Table 20 reports window-integrated
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Figure 7: Width robustness of the SR-guided window. NDCG @5 retention at v = 0.10 (via the nearest 9-window
approximation) as the window width & is varied with position fixed by the drop-alignment rule. All three backbones
exhibit a broad plateau containing our default k = [0.2 Lyotqr]-

Table 16: Full window ablation at v = 0.20 (NDCG @S5 retention %) for SAP. Brute-force best window per row

in bold.

Model Bench 0-20 10-30 20-40 30-50 40-60 50-70 60-80 70-90 80-100

ColPali vl 94.1 96.3 97.2 97.6 97.6 97.5 97.6 97.1 954
v2 89.9 934 94.5 93.2 94.7 92.9 93.9 93.4 89.6

ColQwen?2 vl 93.6 95.0 95.8 95.9 96.4 96.8 97.1 97.2 96.8
v2 89.7 90.1 91.1 91.4 90.6 91.7 92.6 92.8 88.9

Jina v4 vl 95.0 96.0 96.5 96.4 96.9 97.6 98.2 98.4 98.2
v2 88.7 89.5 93.0 93.5 95.6 94.8 93.8 95.8 94.3

Score Retention at three ratios. The two agree
to within 0.004 in all six settings. A plausible rea-
son is simply quantitative: the prompt contributes
fewer than 30 rows against roughly a thousand vi-
sual rows, so its share of the column-sum is small.
The top-down prior does not change the patch rank-
ing at these layers, and we keep the V2V restriction
because it is conceptually cleaner.

O Computational Complexity &
Efficiency Analysis

A primary concern for any indexing strategy is the
additional latency introduced during the document
processing phase. In this section, we formally ana-
lyze the computational overhead of Structural An-
chor Pruning (SAP) and provide empirical bench-
marks on the ViDoRe v2 dataset.

0.1 Theoretical Complexity

Let N be the number of visual patches (e.g., 1024
for standard inputs), L the number of transformer
layers, and d the hidden dimension.

Backbone Cost. The computational cost of the
standard forward pass is dominated by the self-
attention mechanism and feed-forward networks.
The complexity for the attention mechanism alone
across all layers is O(L - N2 - d).

SAP Overhead. SAP operates by extracting at-
tention matrices A(“") from a subset of layers £*.
The operations required are:

1. Extraction: Accessing attention logits (ef-
fectively zero FLOPs, bounded by memory
bandwidth).

2. Aggregation (In-Degree): Summing
columns of the attention matrix. For a
selected layer set |£*| and heads H, the
complexity is Csap = O(|L*| - H - N?).

Comparing the two, the ratio of SAP overhead
to the attention computation is approximately:
Csap _ |L*|-H-N? _ |L*]
Cattn  L-H-N?2-d L-d

(14)

For the jina-embeddings-v4 model used in our
experiments, with d = 1280, this ratio is exceed-
ingly small (< 10~3), implying the theoretical cost
is negligible.

0.2 Empirical Benchmarks

To validate our theoretical analysis, we conducted
arigorous latency benchmark using the ViDoRe v2
dataset (subsets: esg_reports, biomedical_lectures,
economics_reports). Experiments were performed
on a single NVIDIA H200 (141GB) GPU. The
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Table 17: Full window ablation at v = 0.05 (NDCG @5 retention %) for SAP. Brute-force best window per row

in bold.
Model Bench 0-20 10-30 2040 30-50 40-60 50-70 60-80 70-90 80-100
ColPali vl 81.5 835 85.4 86.0 87.3 88.1 86.4 85.6 81.9
v2 743 722 750 75.1 75.5 804 76.8 73.0 72.5
ColQwen?2 vl 68.6 764 80.4 82.0 83.2 83.6 85.5 86.0 83.8
v2 68.3 71.8 764 763 762 775 79.6 79.3 75.2
. vl 76.2  80.8 81.9 824 84.3 854 88.2 89.5 87.1
Jina v4

v2 669 734 748

763 771 7713 794 765 78.0

Table 18: Base-backbone probe. Mean Score Re-
tention inside the SR-guided window versus over the
alignment region that follows it, with attention read ei-
ther from the retrieval-fine-tuned model or from its pre-
retrieval base backbone. Embeddings, calibration pairs
(N = 500, seed 42) and budget are identical across each
pair of rows; only the attention source changes. Drop is
the difference the drop-alignment rule detects.

Backbone, Attn. source In-win. After Drop
ColPali, 0.0 IE R0 08ss 0019
ColPali, 005 IE (L 0796 0007
ColQuen2,0.10 iE*h (50 075 0o
Colquen2,0.05 ™™ 000 (64 0'00s

Table 19: SAP-Adaptive vs. SAP-Fixed on ViDoRe v2
(NDCG @5 retention, %). Both variants index the same
total number of vectors at each ~.

Backbone =020 ~=0.10 ~=0.05

ColPali 93.5/93.4 89.8/904 76.3/76.4
ColQwen2 91.9/919 87.8/88.1 82.0/79.0
Jina v4 97.3/958 89.0/88.5 77.2/76.5

Cells read SAP-Adaptive / SAP-Fixed.

backbone model is jina-embeddings-v4 (hidden
size d = 1280).

We measure the Pruning Latency (time taken
to compute masks and select tokens) and compare
it against the Full Forward Pass time. The results
are summarized in Table 21.

Results Analysis. As shown in Table 21, the Full
Forward Pass requires approximately 206ms per

page.

* Negligible Overhead: SAP requires only
0.06ms per page, corresponding to ~ 0.03%
overhead relative to the model inference. In a
real-world pipeline, this is imperceptible.

Table 20: V2V vs. all-to-visual in-degree. Window-
integrated Score Retention on the 500-pair calibration
set, SR-guided window per backbone.

ColPali ColQwen2

0% V2V  All-to-vis V2V  All-to-vis

0.20 0.9453 0.9457 0.9195 0.9204

0.10 0.8924 0.8917 0.8539 0.8542

0.05 0.8169 0.8209 0.7673  0.7678
Method Avg Time (ms) Overhead (+ %)
Full Forward Pass 206.05 (Baseline)
Random 0.04 +0.02%
Adaptive-EOS 0.08 +0.04%
SAP (Ours) 0.06 +0.03 %
Cluster-Merge 12.08 +5.86%

Table 21: Efficiency Benchmark on ViDoRe v2. La-
tency is the time per page for the pruning operation
(mask generation) only. Overhead is calculated rela-
tive to the Full Forward Pass time (206.05 ms). SAP
introduces negligible overhead (< 0.03%), whereas
clustering-based methods incur a significant penalty

(= 6%).

* Comparison to Clustering: Iterative meth-
ods like Cluster-Merge (K-Means) are signifi-
cantly slower, taking ~ 12ms per page. While
feasible, this represents a ~ 200 x slowdown
compared to SAP and adds nearly 6% to the
total indexing time.

* Comparison to Random: SAP achieves com-
parable speed to Random selection (0.04ms)
while providing the semantic benefits detailed
in Section 4.

These results confirm that SAP is a highly scal-
able solution suitable for high-throughput Visual
RAG systems processing millions of documents.

0.3 Peak Memory During Indexing

Reading attention from a window of layers raises
an obvious concern: does materializing those maps
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blow up peak memory relative to final-layer EOS
extraction? Two implementation choices keep it
bounded. First, SAP reads attention only from the
LLM decoder, so the vision tower stays on SDPA;
its pre-merge patch sequence is roughly four times
longer and eager attention there would dominate.
Second, within the decoder each layer’s map is
reduced to its column-sum as soon as it is produced
and the full tensor is freed before the next layer
runs, so the transient cost is O(N?) rather than
O(L - N?).

Table 22 measures peak allocated GPU mem-
ory during indexing on ColQwen2, the dynamic-
resolution backbone with the longest sequences,
sweeping the visual-token count through the pro-
cessor’s pixel limit. The naive strategy of retain-
ing all 28 layers via output_attentions=True
crosses 32 GB at roughly 5.5k visual tokens and
exhausts a 71 GB device beyond roughly 12k. The
streaming implementation adds 0.6 GB over the
plain forward pass at 3k visual tokens, already well
beyond the page sizes in our experiments (1,024
for ColPali, under 1k for ColQwen2 at default pro-
cessor settings), and remains feasible to the pro-
cessor’s maximum sequence length. Final-layer
EOS extraction is the same code path with a single
layer, so window extraction and EOS extraction
cost about the same at indexing time.

Table 22: Peak GPU memory during indexing
(ColQwen2, single NVIDIA H200 MIG 3g.71gb,
69.8 GB usable). (a) plain SDPA forward, no atten-
tion extraction; (b) all 28 decoder layers retained via
output_attentions=True; (c) our streaming extrac-
tion.

Visual tok. (a) SDPA (c) Streaming (b) Naive

3,025 49GB 5.4 GB 11.0GB

6,084 55GB 8.8 GB 37.0GB
12,100 6.8 GB 21.6 GB OOM
16,641 7.8 GB 36.7 GB OOM

0.4 End-to-End Storage and Retrieval
Benchmark

To complement the per-page pruning-latency anal-
ysis above, we measure the deployment-time index
footprint and retrieval throughput on a real corpus.
Setup: ColPali on the ViDoRe v2 union (3,006 doc-
uments, 1,152 queries). For each compression ratio
v, we (1) apply SAP top-[+yN'| pruning per docu-
ment, (2) stack the pruned embeddings into a single
[docs, k, d] on-disk index, (3) reload the index into
GPU memory, and (4) time end-to-end brute-force

MaxSim retrieval (similarity + per-doc max aggre-
gation + top-5 ranking) over all queries on a single
V100-32GB GPU. Five warmup queries precede
each measurement run; the table below excludes
them.

Table 23: End-to-end storage and retrieval bench-
mark. ColPali on the ViDoRe v2 union (3,006 docu-
ments, 1,152 queries). Index size measured on disk;
query latency is the mean over all queries (brute-force
MaxSim, V100-32GB). NDCG @5 retention from Ta-
ble 6.

v  Size (MB) Load (ms) Lat(ms) QPS NDCG@5
1.00 751.5 537 6.12 163 100%
0.20 150.4 90 1.37 731 93%
0.10 74.9 51 0.78 1290 90%
0.05 37.4 28 047 2114 76%

At~y = 0.10, SAP compresses storage by 10x
and accelerates retrieval by 7.9x; at v = 0.05, by
20x and 13x respectively. The per-query latency
scales roughly as O(7y - Ngocs) because the domi-
nant cost is the query x index matmul, whose cost
is linear in the total patch count. These measured
speedups extrapolate directly to million-scale Vi-
sual RAG deployments under the same hardware.

P Comparison with Trained Method (Full
Table)

We benchmark SAP against Light-ColPali (Ma
et al., 2025), a state-of-the-art method that requires
supervised training to merge visual tokens. Ta-
ble 24 reports NDCG @5 and retention % relative
to the full-model upper bound. SAP uses our SR-
guided window; the compression factor maps to
our retention ratio as v &~ 1/factor, and we report
SAP at the closest available . Note that full-model
upper bounds and the set of evaluation datasets
differ between this work and Light-ColPali; the
comparison is therefore indicative, which is why
we report retention relative to each method’s own
upper bound.

Q SR-NDCG Correlation: Scatter Plot

Figure 8 reports the SR-NDCG @5 retention scat-
ter across all (model, dataset, method, ) config-
urations. SAP (solid markers) consistently occu-
pies the high-fidelity, high-NDCG region; baselines
(hollow markers) exhibit substantially more scatter.
The Pearson correlation of r ~ (.60 confirms a
meaningful but imperfect relationship between SR
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Table 24: Training-Free vs. Trained Compression.
SAP vs. Light-ColPali (Ma et al., 2025) (trained token
merging) on ColPali and ColQwen2. Subscripts de-
note % retention of the corresponding full model. We
exclude a Jina v4 + Light-Merging baseline because
Light-ColPali releases trained weights only for the Col-
Pali and ColQwen2 backbones.

Backbone Method Training Compression Factor
Req. 4x 9% 25%
ColPali Light-ColPali’ Yes  0.750s.4 0.75¢97.5 0.7395.2
SAP (Ours) No  0.830s2 0.80030 0.74s65
Light-ColQwen2!  Yes  0.81g00 0.800s2 0.78063
ColQwen2 gi'p (Ours) No 086y~ 0.8252 0.75s5.0

T Results cited from Light-ColPali (Ma et al., 2025).

and NDCG, consistent with their distinct defini-
tions (Section 3.2).

Score Retention vs. NDCG@S (r= 0.604)
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Figure 8: Score Retention vs. NDCG @5 retention.
Each point is one (model, dataset, method, ) configu-
ration. SAP (solid markers) consistently occupies the
high-fidelity region; baselines (hollow markers) exhibit
substantially more scatter. The moderate correlation
(r = 0.60) reflects that SR measures per-pair fidelity
while NDCG measures corpus-level ranking; the two
are complementary, not interchangeable.
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