
Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 49160–49186
October 24-29, 2026 ©2026 Association for Computational Linguistics

SV-Detect: AI-generated Text Detection with Steering Vectors

Mikhail Vishnyakov
Independent Researcher

mikhail.n.vishnyakov@gmail.com

Tatiana Gaintseva
Queen Mary University of London

t.gaintseva@qmul.ac.uk

Abstract

Detecting AI-generated text is especially dif-
ficult under distribution shift, such as trans-
fer across domains, source models, and edit-
ing attacks. We propose an AI-generated text
detector based on steering vectors extracted
from the hidden representations of a frozen lan-
guage model. At each layer, we construct a
direction that separates human-written from AI-
generated text, and represent each input by its
layer-wise alignment with these directions. A
lightweight classifier trained on these projec-
tion features yields the final detection score.
Our method achieves strong performance both
in-distribution and under distribution shift, in-
cluding across domains, source models, and
machine-editing transformations such as polish-
ing and rewriting. Interpretation analyses show
that the learned directions align with recog-
nizable stylistic cues while capturing substan-
tial additional signal beyond surface features.
These results position AI-generated text detec-
tion as a representation-space probing problem
and show that steering vectors provide a sim-
ple and effective solution. Code is available at
https://github.com/Atmyre/sv-detect/

1 Introduction

The rapid deployment of large language models
has made AI-generated text increasingly fluent, di-
verse, and difficult to distinguish from human writ-
ing. (Wu et al., 2024, 2025). This creates practi-
cal challenges for content moderation, authorship
verification, and benchmark integrity, and has led
to growing interest in methods for AI-generated
text detection (Wu et al., 2025; Weber-Wulff et al.,
2023). At the same time, the problem has become
harder: modern detectors must operate not only on
direct generations, but also under distribution shift,
including transfer across domains, source models,
and editing-based attacks such as paraphrasing, pol-
ishing, or rewriting (Kehkashan et al., 2025).

Figure 1: Token-level steering vector projections dis-
tinguish LLM-generated text (top) from human writing
(bottom). Word saturation reflects each token’s signed
contribution to the classifier.

A large body of prior work approaches this prob-
lem through token-level statistics, likelihood-based
scores, perturbation tests (Bao et al., 2023; Yang
et al., 2023; Hans et al., 2024), or supervised clas-
sifiers trained directly on text (Jawahar et al., 2020;
Chen et al., 2024). While these methods can be
effective in-distribution, they often degrade under
transfer, suggesting that many detectors rely on
artifacts tied to a particular generator, dataset, or
attack style (Li et al., 2024; Wu et al., 2024; Zha
et al., 2025). This motivates a different perspective:
instead of using solely surface form or output prob-
abilities, can we identify a more stable signal in the
intermediate representations of a frozen LLM?

In this paper, we propose SV-Detect, an AI-
generated text detector based on steering vectors
— AI-generated text directions extracted from the
hidden states of a frozen language model. Our
central hypothesis is that human-written and AI-
generated texts induce systematically different
directions in representation space, and these
directions can be used as robust detection fea-
tures. Concretely, for each transformer layer, we
construct a vector that separates human and AI-
generated texts, represent a new input by its layer-
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wise alignment with these directions, and train a
lightweight classifier on the resulting projection
features. This yields a simple detector that does not
require fine-tuning the underlying language model
and naturally supports interpretation at the level of
layers and directions.

We evaluate SV-Detect on several complemen-
tary benchmarks. Our main evaluation covers De-
tectRL (Wu et al., 2024) and MIRAGE (Fu et al.,
2025): DetectRL tests robustness across domains,
source models, and attack families, and MIRAGE
targets direct generation and machine-assisted edit-
ing scenarios, including polishing and rewriting.
We further assess out-of-distribution generaliza-
tion by transferring detectors trained on Detec-
tRL and MIRAGE across benchmarks, including
transfer between the two and transfer to PAD-
Ben (Zha et al., 2025). Across these settings,
SV-Detect achieves near-perfect in-distribution
performance, robust transfer, and strong cross-
benchmark generalization. It also substantially out-
performs RepreGuard (Chen et al., 2025), the clos-
est representation-based detector, under matched-
backbone comparisons.

Beyond accuracy, we analyze what SV-Detect
is actually using. The learned steering directions
align with interpretable lexical and stylistic cues,
but they also capture substantial signal beyond
hand-picked surface features. This suggests that
SV-Detect is not only effective, but also a useful
tool for studying how machine-generated text dif-
fers from human writing at the representation level.
Overall, our contributions are as follows:

• We introduce SV-Detect, a simple and ef-
fective AI-generated text detector based on
directions extracted from the hidden represen-
tations of a frozen language model.

• We demonstrate strong generalization
across a set of benchmarks, including cross-
domain, cross-source, cross-attack and cross-
benchmark transfer.

• We provide interpretation analyses showing
that the learned directions align with meaning-
ful lexical and stylistic cues while also encod-
ing additional representation-level signal.

Overall, our results suggest that AI-generated text
detection can be viewed as a representation-space
probing problem, where machine-generated text is
identified by the directions along which it differs
from human writing in hidden-state space.

2 Related Work

Supervised detection of AI-generated text. A
common approach to AI-generated text detec-
tion is to train a classifier on human-written and
model-generated corpora. These methods typi-
cally use pretrained encoders such as BERT and
often achieve strong in-domain performance when
train and test distributions are matched (Jawa-
har et al., 2020; Chen et al., 2024). Variants in-
clude boundary-based and topology-aware detec-
tors (Kushnareva et al., 2024, 2021), and methods
that improve transfer by removing brittle compo-
nents of encoder representations (Kuznetsov et al.,
2024). A closely related recent method, Repre-
Guard (Chen et al., 2025), also uses hidden-state
features from a frozen LM rather than fine-tuning
an encoder. Unlike RepreGuard, we build layer-
wise discriminative directions and represent each
text by its alignment with these directions at every
layer, which yields a compact layer-diagnostic rep-
resentation and supports interpretability analyses.
Zero-shot and score-based detectors. Another
line of work aims to detect AI-generated text with-
out training a dedicated classifier. Early meth-
ods rely on token-level statistics such as likeli-
hood, entropy, rank, log-rank, and likelihood-ratio
scores (Su et al., 2023; Wu et al., 2024). More
recent methods derive zero-shot criteria from a ref-
erence LM, including DetectGPT (Mitchell et al.,
2023), Fast-DetectGPT (Bao et al., 2023), DNA-
GPT (Yang et al., 2023), and Binoculars (Hans
et al., 2024). In contrast, SV-Detect is not zero-shot:
it learns a lightweight detector from representation-
level features rather than directly from text.

Robustness and evaluation under distribution
shift. Recent work has emphasized that strong
in-domain results are not sufficient for realistic
machine-generated text detection (Tufts et al.,
2025; Li et al., 2024; Kushnareva et al., 2024).
DetectRL (Wu et al., 2024) benchmarks transfer
across domains, source LLMs, and attack families,
while MIRAGE (Fu et al., 2025) focuses on gen-
eration, polishing, and rewriting. PADBen (Zha
et al., 2025) further targets paraphrase-based laun-
dering, iterative paraphrase depth, and human-
edited AI-generated text, complementing the at-
tack families covered by DetectRL and MIRAGE
with a laundering-centric perspective. Following
this robustness-centered evaluation paradigm, we
evaluate SV-Detect on these benchmarks and addi-
tionally test cross-benchmark transfer.
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Figure 2: Overview of SV-Detect. A frozen LLM is used
to extract mean-pooled hidden activations from each
layer. Activations are projected onto layer-wise steering
vectors, and the resulting cosine similarity scores are
standardized and passed to a logistic regression classifier
for AI-generated text detection.

3 Methodology

3.1 Overview

The key idea of our method is based on the hy-
pothesis that human-written and AI-generated texts
induce systematically different activation patterns
inside a pretrained model. We capture these dif-
ferences as directions in representation space and
use them to construct features for a downstream
detection model.

Our pipeline is illustrated in Fig. 2 and consists
of four stages: (i) extracting layer-wise activations
from a frozen language model, (ii) extracting AI-
generated text directions that distinguish human-
written and machine-generated texts, (iii) project-
ing text representations onto these directions to
obtain low-dimensional features, and (iv) training
a lightweight classifier on top of these features.

This design transforms high-dimensional hidden
states into interpretable scores that quantify how
strongly a text aligns with AI-generated text direc-
tions across the network.

3.2 Layer-wise text representations

Let f be a frozen transformer language model with
L layers. Given an input text x tokenized into T
tokens, let Hl(x) ∈ RT×d denote the hidden states
at layer l ∈ {1, . . . , L}, where d is the hidden
dimension. We construct the text representation at

layer l by mean-pooling hidden states across the
token dimension:

al(x) =
1

T

T∑

t=1

Hl(x)t ∈ Rd.

The full representation of x is therefore the collec-
tion of its representations at each layer:

a(x) =
(
a1(x), . . . , aL(x)

)
.

3.3 Constructing AI-generated text directions
Suppose we are given training data that consists
of a set of human-written texts Dreal and a set of
AI-generated texts Dfake

Dreal = {x(r)i }Nr
i=1,Dfake = {x(f)j }Nf

j=1

For each layer l, we use the pooled activations

a
(r)
l = {al(x(r)i )}Nr

i=1, a
(f)
l = {al(x(f)j )}Nf

j=1

to construct a vector vl ∈ Rd that captures the direc-
tion separating AI-generated from human-written
text representations. We refer to these directions
as steering vectors: they are representation-space
directions of the same kind used in activation steer-
ing and representation engineering work (Zou et al.,
2023). However, note that in SV-Detect they are
used only as probing and classification features.
We study three methods for constructing steering
vectors, following common practice in representa-
tion engineering (Zou et al., 2023).

Mean-difference. The simplest choice is the nor-
malized difference between class means:

µ
(f)
l =

1

Nf

Nf∑

j=1

al(x
(f)
j ), µ

(r)
l =

1

Nr

Nr∑

i=1

al(x
(r)
i ),

vmean
l =

µ
(f)
l − µ

(r)
l

∥µ(f)
l − µ

(r)
l ∥2

.

This vector points from the average human-written
representation toward the average AI-generated rep-
resentation.

Logistic-regression. One alternative is to fit a
linear classifier directly in the activation space of
each layer and use the normal vector of the sep-
arating hyperplane. For each layer l, we train a
logistic regression model to separate AI-generated
and human-written text activations. Let wl denote
the learned weight vector for layer l. We define
the steering vector for this layer as its normalized
version:

vlogregl =
wl

∥wl∥2
.
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PCA. As a third variant, we compute paired dif-
ferences between AI-generated and human-written
text activations and define the steering vector as the
leading principal component of these differences:

vpcal = PC1

(
{al(x(f)j )− al(x

(r)
i )}

)
.

This construction aims to identify the dominant
axis associated with the human-to-AI-generated
shift in representation space.

3.4 Projection features
Once steering vectors are obtained, we construct a
feature representation of a text by using its align-
ment with these directions across layers. For each
layer, we compute the layer-wise score as a co-
sine similarity between the pooled activation of
this layer and its steering vector

sl(x) =
⟨al(x), vl⟩
∥al(x)∥2

.

The final feature vector is obtained by concate-
nating scores from all layers:

s(x) =
(
s1(x), . . . , sL(x)

)
∈ RL.

Thus, instead of classifying directly from the full
hidden states, we classify from a compact represen-
tation that summarizes how strongly the text aligns
with AI-generated text directions throughout the
model.

3.5 Detection head
To actually decide if the text is AI-generated, its
projection features are fed into a lightweight down-
stream classifier. Our default detector consists of
feature standardization followed by logistic regres-
sion. Given a feature vector s(x), the detector
outputs

p(y = 1 | x) = σ
(
w⊤s̃(x) + b

)
,

where s̃(x) is the standardized version of s(x),
σ(·) is the sigmoid function, and y = 1 denotes
machine-generated text.

This choice isolates the effect of the steering-
based representation from the complexity of the
classifier. We ablate our choice of classifier consid-
ering alternative models in Sec. 4.3.

At test time, we extract activations for the new
text, compute its projection features, and apply the
trained classifier. Importantly, the reference LLM
remains frozen throughout the entire pipeline.

4 Experiments

4.1 Experimental setup

Datasets. Our main evaluation uses three com-
plementary benchmarks. Our primary bench-
marks are DetectRL (Wu et al., 2024) and MI-
RAGE (Fu et al., 2025). DetectRL stresses ro-
bustness under distribution shifts across domains,
source models, and attack families, while MIRAGE
targets machine-writing scenarios, including gen-
eration, polishing, and rewriting. We then assess
cross-benchmark generalization by transferring de-
tectors between DetectRL and MIRAGE, and
by evaluating detectors trained on these bench-
marks zero-shot on PADBen (Zha et al., 2025).
We additionally report results on the COLING
dataset (Jawahar et al., 2020) in Appendix Sec. E,
and cross-benchmark transfer from DetectRL and
MIRAGE to the RAID dataset (Dugan et al.,
2024) in Appendix Sec. F.4. We also use RAID
for an additional matched-supervision comparison
with RepreGuard (Chen et al., 2025), the closest
representation-based detector in Sec. G.

DetectRL evaluation details. We evaluate on
the three settings provided by DetectRL: (i)
Multi-Domain, spanning ArXiv, XSum, Writing,
and Review; (ii) Multi-LLM, spanning GPT-3.5,
Claude, PaLM-2, and Llama-2; and (iii) Multi-
Attack, spanning prompt-based, paraphrase, per-
turbation, and data-mixing attacks.

For Multi-Domain and Multi-LLM, AI-
generated examples are balanced across latent fac-
tors by subsampling each (llm_type, data_type)
combination, using 50 AI-generated samples
per combination for Multi-Domain and 200 for
Multi-LLM. For Multi-Attack, both human-written
and AI-generated training sets are subsampled to
10,192 examples. We always evaluate on the full
benchmark test split.

Within each setting, we report both same-source
and cross-source evaluation: same-source trains
and tests on the same domain, source model, or at-
tack family, while cross-source trains on one source
and evaluates on another.

MIRAGE evaluation details. We evaluate on MI-
RAGE under two settings, DIG (Disjoint-Input
Generation) and SIG (Shared-Input Generation),
and three transformations: GENERATE, POLISH,
and REWRITE. The test splits are large-scale, e.g.
16,411 DIG-generate, 14,776 DIG-polish, 15,735
DIG-rewrite, 16,388 SIG-generate, 14,776 SIG-
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(a) In-domain AUROC across the Multi-Domain, Multi-LLM, and Multi-Attack settings.

(b) In-domain F1 across the Multi-Domain, Multi-LLM, and Multi-Attack settings. (c) Cross-source generalization on De-
tectRL, per test subset F1.

Figure 3: Performance on DetectRL.

polish, and 15,751 SIG-rewrite examples.
We use the original training setup of MI-

RAGE that contains 500 human-written/machine-
generated pairs, where the machine-generated side
is GPT-3.5-Turbo-polished text.

PADBen evaluation details. We use additional
benchmark, PADBen (Zha et al., 2025), purely as
zero-shot cross-benchmark target: our MIRAGE-
and DetectRL-trained detectors are applied directly
to PADBen test splits without any retraining or
threshold recalibration.

PADBen targets paraphrase-based laundering
and human-edited AI-generated text. We re-
port sentence-pair AUROC on the five benchmark
regimes (paraphrase-source attribution, general
authorship detection, AI-text laundering, iterative
paraphrase depth, deep-paraphrase attack).

Evaluation protocol. Following recent work (Fu
et al., 2025; Chen et al., 2024; Bao et al., 2023;
Mitchell et al., 2023), for fair comparison with
baseline methods, in all our main experiments, the
reference model used for activation extraction is
a frozen GPT-Neo-2.7B (Black et al., 2021). For
the RAID matched-supervision comparison against
RepreGuard we additionally report results with a
frozen LLaMA-3.1-8B backbone to match Repre-
Guard’s original setup. We ablate choice of back-
bone model in Appendix C. Texts are tokenized
with truncation to a maximum length of 2048 to-

kens. For each text, we extract the mean-pooled
hidden representation from every layer and com-
pute cosine-similarity features with the correspond-
ing steering vectors, as described in Section 3. We
use mean pooling because it is simple, stable, and
computationally cheap; richer summary statistics
such as max pooling, attention-weighted pooling,
or sentence-level aggregation are promising exten-
sions but are left to future work. The downstream
detector is trained on the same train data split used
to construct the steering vectors.

Unless stated otherwise, the final detector is a
pipeline consisting of StandardScaler followed
by LogisticRegression with liblinear solver,
ℓ2-regularization parameter C = 1.0, and random
seed 42. For evaluation, we report AUROC, AUPR,
TPR@FPR=5%, Balanced Accuracy, Matthews
correlation coefficient (MCC), and F1. Full nu-
merical tables corresponding to all result figures in
this section are provided in Appendix Sec. F.

4.2 Experimental results

DetectRL in-distribution performance. We fol-
low (Wu et al., 2024) and compare SV-Detect
against both zero-shot and supervised baselines.
In the same-source setting, the zero-shot base-
lines are Log-Likelihood (Solaiman et al., 2019),
Entropy (Lavergne et al., 2008), Rank, Log-
Rank (Gehrmann et al., 2019), LRR, NPR (Su
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et al., 2023), DetectGPT (Mitchell et al., 2023),
DNA-GPT (Yang et al., 2023), Revise-Detect (Zhu
et al., 2023), Binoculars (Hans et al., 2024), and
Fast-DetectGPT (Bao et al., 2023), while the su-
pervised baselines are RoBERTa-Base (Park et al.,
2021), RoBERTa-Large, XLM-RoBERTa-Base,
and XLM-RoBERTa-Large (Conneau et al., 2019).
We additionally add RepreGuard (Chen et al., 2025)
to the comparison, which is the closest supervised
baseline to our work. For the fair comparison, we
implemented RepreGuard using matched GPT-Neo-
2.7B backbone based on the official provided code.
Comparison of SV-Detect with RepreGuard using
the default backbone of RepreGuard (LLaMA-3.1-
8B-Instruct) is provided in Appendix Sec. G.

For readability, Fig. 3a and Fig. 3b show a
representative subset of baselines alongside SV-
Detect: Log-Likelihood as a simple zero-shot scor-
ing baseline, Binoculars as the strongest zero-shot
detector, RoBERTa-Base as a strong supervised
encoder baseline, and RepreGuard as the closest
representation-based method. The full per-subset
breakdown over all baselines is reported in Ap-
pendix Sec. F.

SV-Detect achieves near-perfect performance
across all three DetectRL settings, with AUROC
ranging between 99.8 and 100.0 and F1 between
98.8 and 100.0.

These results show that SV-Detect matches or
slightly exceeds the strongest supervised baselines
in the same-source setting, where performance is
already close to saturated. At the same time, it sub-
stantially outperforms zero-shot and representation-
based baselines, including Binoculars and Repre-
Guard, whose performance varies more strongly
across domains, source models, and attack families.

DetectRL cross-setting generalization. We next
evaluate cross-source generalization following (Wu
et al., 2024). In this setting, a detector is trained on
one source condition and evaluated on a different
source condition within the same DetectRL setting.
We compare against the baselines reported in (Wu
et al., 2024): LRR and Fast-DetectGPT as zero-
shot detectors, and RoBERTa-Base as a supervised
baseline.

Fig. 3c reports mean F1 for each detector and
evaluation subset, averaging over all train–test pairs
in which the training subset differs from the eval-
uation subset. This isolates robustness to source
mismatch: each column asks how well a detector
performs on a target subset when it has not been

trained on that subset.
SV-Detect achieves the strongest and most con-

sistent cross-source performance across all three
DetectRL settings. On Multi-Domain, it improves
over RoBERTa-Base by roughly 7–14 F1 points
across target domains. On Multi-LLM, it remains
above 92 F1 for every target model and reaches
near-perfect transfer on GPT-3.5 and Llama-2. On
Multi-Attack, it is similarly robust, maintaining at
least 95 F1 across all attack families. In contrast,
the zero-shot baselines vary substantially across
target subsets, and RoBERTa-Base degrades more
noticeably under source mismatch.

Overall, these cross-source results support the
main claim of our approach: AI-generated text di-
rections extracted from hidden representations en-
code a transferable human-vs-AI signal, enabling
strong generalization across domains, source mod-
els, and attack families. Full train–test matrices are
reported in Appendix Sec. F.

MIRAGE results. On MIRAGE, following (Fu
et al., 2025), we compare SV-Detect against Log-
Likelihood, LogRank, Entropy, RoBERTa-Base,
RoBERTa-Large, LRR, DNA-GPT, NPR, Detect-
GPT, Fast-DetectGPT, ImBD (Chen et al., 2024),
and DetectAnyLLM (Fu et al., 2025). As in the De-
tectRL experiments, we additionally include Repre-
Guard (Chen et al., 2025) with a matched GPT-Neo-
2.7B backbone as the closest representation-based
baseline.

As seen on Fig. 4, SV-Detect performs strongly
across all six MIRAGE settings and achieves the
best results on direct generation, with AUROC
0.9777 on DIG-GENERATE and 0.9779 on SIG-
GENERATE. On POLISH and REWRITE, it re-
mains competitive but is outperformed by De-
tectAnyLLM.

In Appendix Sec. F.4, we report an additional
experiment on MIRAGE, where we use additional
training data to construct separate task-specific per-
layer steering directions corresponding to GENER-
ATE, POLISH, and REWRITE subtasks. This variant
substantially improves performance on the edit-
ing subtasks, showing that task-specific directions
provide a richer representation of the different MI-
RAGE transformation types than the default POL-
ISH-only direction.

Cross-benchmark transfer. We further analyze
whether the representations learned by SV-Detect
transfer across benchmark boundaries. Specifically,
we train SV-Detect on one benchmark and eval-
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Figure 4: In-distribution performance on MIRAGE across the GENERATE, POLISH, and REWRITE tasks under the
DIG (left) and SIG (right) settings.

Figure 5: Cross-benchmark transfer. Grand-mean AU-
ROC for each transfer direction (rows) and detector
(columns)

uate it on a different target benchmark, without
retraining, threshold calibration, or access to target-
benchmark data.

We evaluate four transfer directions, using MI-
RAGE and DetectRL as source benchmarks and
DetectRL, MIRAGE, and PADBen as targets:
(i) MIRAGE → DetectRL, (ii) DetectRL → MI-
RAGE, (iii) MIRAGE → PADBen, and (iv) De-
tectRL → PADBen. In each case, the detector
is trained only on the source benchmark’s train-
ing pool described in Sec. 4.1: for MIRAGE, we
use the default 500 POLISH training pairs, and for
DetectRL, we fit a single steering direction per
layer using the union of the four DetectRL Multi-
Domain training subsets. We evaluate on the target
benchmark’s test split without retraining, threshold
calibration, or access to any target-benchmark data.

We compare against the strongest zero-shot de-
tectors reported across the DetectRL and PAD-
Ben baselines: Fast-DetectGPT (Bao et al., 2023),
Binoculars (Hans et al., 2024), and RADAR (Hu
et al., 2023). We also include RoBERTa-Base
and RoBERTa-Large models fine-tuned on the

same source pool as SV-Detect, giving a matched-
supervision comparison with strong discriminative
classifiers. We report macro-averaged AUROC
across the constituent settings of each target bench-
mark: 13 configurations for DetectRL (4 Multi-
Domain subsets, 4 Multi-LLM generators, and 5
Multi-Attack categories), 6 sentence-pair tasks for
MIRAGE, and 5 sentence-pair regimes for PAD-
Ben. Full per-cell breakdowns are provided in Ap-
pendix Tables 12, 13, and 14.

Figure 5 summarizes the results. Overall, SV-
Detect exhibits stable and consistently strong trans-
fer across benchmarks: it is the best or second-
best method in every transfer direction. The
strongest results are obtained when MIRAGE is
used as the source benchmark. SV-Detect is the
top-performing method on both MIRAGE → De-
tectRL and MIRAGE → PADBen. When trained
on DetectRL, SV-Detect also transfers well, sub-
stantially outperforming all zero-shot detectors on
both MIRAGE and PADBen. However, RoBERTa-
Large trained on the same DetectRL pool performs
slightly better in aggregate on these two targets.

4.3 Ablation studies

Ablation summary. Fig. 6a and Fig. 6b summa-
rize three design choices in SV-Detect on DetectRL
Multi-Domain transfer: choice of frozen LM back-
bone, the downstream classifier and the steering
vector construction method. For each choice, we
report three complementary quantities: mean in-
distribution AUROC, mean transfer AUROC (av-
eraged over off-diagonal pairs), and worst-case
transfer AUROC (minimum over transfer pairs).
This compact view captures not only average per-
formance, but also robustness under the hardest
distribution shifts.
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(a) Backbone ablation (b) Classifier and construction of steering vector ablations

Figure 6: Ablation summary on DetectRL Multi-Domain transfer.

Choice of downstream classifier. Among the clas-
sifiers we consider, logistic regression is the most
reliable overall and is therefore used as the default
detector throughout the paper. While CatBoost re-
mains competitive in-distribution, it is consistently
weaker under transfer, especially in the worst case.
KNN is substantially less stable and often collapses
to near-chance performance on off-diagonal eval-
uations. This suggests that the main strength of
SV-Detect lies in the steering-based representation
itself rather than in a highly expressive nonlinear
classification head.

Choice of steering vector construction. The
choice of steering vector construction has an even
stronger effect. Logistic-regression-based steer-
ing vectors are clearly the most robust, achiev-
ing both the strongest average transfer and the
strongest worst-case transfer. In contrast, mean-
difference and PCA-based directions degrade much
more severely, with worst-case transfer often ap-
proaching chance level. This shows that explic-
itly learning a discriminative direction in activation
space is substantially more effective than relying on
unsupervised variance directions or raw class-mean
differences, and justifies our use of LogReg-based
steering in the main experiments.

Choice of frozen LM backbone. We use GPT-Neo
as the default backbone in the main experiments for
fair comparison with prior work. On Fig. 6a, we
compare several alternative backbones of similar
scale. The results show that SV-Detect is not tied
to GPT-Neo: all tested backbones perform strongly
and, in fact, better than GPT-Neo at the worst-case
transfer, with Qwen3-1.7B-Base being the most ro-
bust under transfer. Thus, backbone choice affects
robustness, but the overall steering vector approach
generalizes beyond the particular LM used in the
main paper. More detailed analysis is provided in
Appendix Sec. C.

5 What do the steering vectors detect?

We study both where SV-Detect extracts signal
from and what lexical or stylistic patterns are asso-
ciated with the learned directions.

Our detector is a logistic regression on layer-
wise projection scores, s(x) = (s1(x), . . . , sL(x)),
with one feature per layer on DetectRL and one
feature per layer–direction pair on MIRAGE. To
identify the most important layers, we inspect the
magnitude-weighted coefficients |wl| · σl. On MI-
RAGE, the signal concentrates in the final layers
(L29–31), and on DetectRL it is more distributed,
with peaks at L0–2, L14–18, and L21. A more de-
tailed layer-wise analysis is given in supplementary
Section D.
Logit-lens interpretation. For the top-
contributing layers, we interpret the steering
vector vl by projecting it through the final layer
norm and LM head:

logitsl = LM_head(LNf (vl)).

Top-ranked tokens correspond to the +vl direction
(AI-generated text side), and bottom-ranked tokens
to −vl (human-text side). This is a standard logit-
lens probe applied to a learned direction.
Lexical signatures. Figure 8a shows that
the learned directions are lexically interpretable,
though differently on MIRAGE and DetectRL. On
MIRAGE, the +vl direction at L29-31 surfaces
content-bearing, often technical or formal frag-
ments, while the −vl direction is dominated by
punctuation-heavy fragments together with a few
proper nouns and specific lexical items. On Detec-
tRL, the +vl direction at L14-18 reflects a more
polished LLM-like register, while the −vl direc-
tion surfaces more colloquial and topical fragments.
Thus, the steering vectors align with meaningful
lexical and stylistic differences between human-
written and machine-generated text.
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Figure 7: Consensus tokens across the four LMs. A
colored dot indicates that the token appears in that LM’s
pooled top-token set.

Beyond surface cues. To quantify how much of
the signal is explained by simple stylistic features,
we train a logistic regression on interpretable regex-
based counts derived from the logit-lens analysis.
The full setup is given in the Appendix Sec. D.
These features achieve 76-82 AUROC on MIRAGE
and 88-91 AUROC on DetectRL, but the full steer-
ing vector pipeline improves over them by 13-24
AUROC points across settings (Figure 8b). This
suggests that the learned directions capture not only
recognizable surface markers, but also additional
signal in the hidden representations.

Cross-LM logit-lens analysis. We further test
whether the lexical signal identified above is spe-
cific to GPT-Neo or shared across reference LMs.
We retrain the steering vector pipeline on four LMs
(GPT-Neo-2.7B, Qwen3-1.7B (Yang et al., 2025),
Gemma-3-1B-pt, and Gemma-3-1B-it (Team et al.,
2025)) and decode the resulting dense steering vec-
tors as in Sec. D.2. Figure 7 summarizes the result.
Despite tokenizer- and corpus-specific differences,
the same broad positive-side register recurs across
models: all four surface endeavors, utilization,
and utilizing, while the negative side is consis-
tently more casual and discourse-like. This sup-
ports the view that SV-Detect captures a broader
LLM-associated register rather than a GPT-Neo-
specific artifact.

Per-token contribution. SV-Detect also admits a
token-level decomposition of the final score. For
a fixed layer l, we project each token activation
at that layer onto the corresponding steering vec-
tor and use the resulting signed value as that to-
ken’s contribution to the detector output. Fig-
ure 1 visualizes this signal. LLM-generated text
tends to exhibit localized spans with consistently
strong positive evidence, whereas human-written
text shows weaker and more heterogeneous contri-
butions. This qualitative contrast is consistent with
the analyses above.

(a) Top tokens at the most contributing layers.

(b) In-domain AUROC of a regex detector vs. the full pipeline.

Figure 8: Steering vector interpretation.

6 Conclusion

We introduced SV-Detect, an AI-generated text
detector based on steering vectors extracted from
the hidden representations of a frozen language
model. By representing each text through its align-
ment with layer-wise human-vs-AI directions and
training lightweight classifier on top, SV-Detect
provides a simple, interpretable alternative to text-
level score-based and fully supervised detectors.

Experiments show that SV-Detect performs
strongly both in-distribution and under challenging
transfer settings, including shifts across domains,
source models, attack families, and machine-
editing transformations. It also transfers effectively
across benchmarks, suggesting that it captures
a benchmark-independent signal of AI-generated
text.

Our interpretation analyses further show that
the learned directions align with meaningful lexi-
cal and stylistic cues while also encoding substan-
tial additional representation-level signal. Overall,
these results support a representation-space view
of AI-generated text detection: machine-generated
text can be identified not only from its surface
form, but also from stable directions in hidden-state
space.
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7 Limitations and Future Work

The proposed SV-Detect has several limitations.
First, although it generalizes well across domains,
source models, attack families, and machine-
editing settings, it still depends on a probe LLM
whose representation geometry affects perfor-
mance. Our backbone ablations in Section C show
broadly consistent behavior across LM backbones,
though some variation in transfer robustness re-
mains. Second, while the method is much cheaper
than perturbation-based detectors, it still requires
a full LLM forward pass and is therefore less ef-
ficient than small encoder-based supervised base-
lines such as RoBERTa. Third, our experiments
focus on English benchmarks and on a fixed set
of contemporary generation and editing scenarios.
Although MIRAGE and PADBen cover important
forms of machine-assisted writing, including pol-
ishing, rewriting, paraphrasing, laundering, and
human-edited AI-generated text, they do not fully
capture the broader spectrum of mixed human–AI
authorship. In practice, many documents may con-
tain only localized AI-written passages, repeated
human edits over AI drafts, or iterative collabo-
ration between a human writer and an LLM. SV-
Detect currently produces a document-level score
and does not explicitly attribute which spans are
human-written, AI-generated, or jointly edited.
Finer-grained detection and attribution of mixed
authorship therefore remain important directions
for future work. Finally, SV-Detect remains a su-
pervised detector. Although it generalizes better
than standard text classifiers in our experiments,
it still relies on labeled human/machine examples
and may require periodic recalibration as gener-
ators, prompting practices, editing tools, and hu-
man writing styles evolve. We do not expect re-
calibration frequency to be fixed in advance: it
should depend on the deployment domain and be
guided by held-out validation data from recent hu-
man and AI-assisted writing. Since the probe LLM
remains frozen, such adaptation does not require
fine-tuning the backbone; it only requires recom-
puting the layer-wise directions and retraining the
lightweight classifier on updated examples.

These limitations point to several directions for
future work. One natural extension is to study SV-
Detect in multilingual and cross-lingual settings,
where both the stylistic signal and the hidden-state
geometry may differ substantially. It would also
be valuable to extend SV-Detect from document-

level classification to span-level or passage-level
attribution for mixed human–AI writing. Another
important direction is to develop practical recal-
ibration protocols: for example, periodically re-
freshing the human/AI calibration set, monitoring
validation performance on recent writing samples,
and updating the directions when performance un-
der distribution shift begins to degrade. It would
also be valuable to explore whether steering vec-
tor representations can be combined with lighter-
weight encoders to improve efficiency without sac-
rificing robustness. More broadly, our results sug-
gest that representation space detection is a promis-
ing interface between robustness, interpretability,
and model internals, and future work could study
whether similar ideas apply to other modalities
or to broader forms of synthetic content detec-
tion. Future work could also compare LogReg-
based/PCA/mean-difference steering to other su-
pervised linear projections such as shrinkage LDA
or contrastive objectives.
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A Potential Risks

Like other AI-generated text detectors, SV-Detect
could be misused in high-stakes settings such as
academic misconduct accusations, moderation, or
authorship disputes if its predictions are treated
as definitive evidence rather than probabilistic sig-
nals. False positives may unfairly penalize human
authors, while false negatives may allow machine-
generated text to evade detection. We therefore
view SV-Detect as a decision-support tool rather
than a standalone adjudicator.

A second risk is adversarial adaptation: public
knowledge of the detector may encourage authors
or model providers to modify generation style or
post-process outputs in ways that reduce detectabil-
ity. Although our experiments show robustness
across several shifts and editing settings, we do not
claim robustness to all future laundering or obfus-
cation strategies.

Finally, broad deployment of AI-generated text
detectors may have downstream social effects, in-
cluding over-policing legitimate writing assistance
or disadvantaging users whose writing style differs
from the training distribution. For these reasons,
such systems should be deployed with clear un-
certainty communication, human oversight, and
regular re-evaluation on new domains and attack
settings.

B Inference Latency and Compute
Overhead

All measurements were obtained on a single
NVIDIA A100-PCIe GPU (40 GB) in float16.
We benchmark inference on 64 texts from
MIRAGE-DIG/GENERATE (mean length: 980
characters), truncated to 512 tokens. Each detector
is warmed up for three runs before timing. We re-
port per-text latency at batch size 1, throughput at
batch size 16, total parameter count (frozen back-
bone plus detector head), and peak GPU memory.
We will release code to reproduce all experiments
upon acceptance.

SV-Detect adds almost no overhead beyond a
single LM forward pass. SV-Detect runs in
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Detector Params Latency Throughput Peak GPU
(ms/text, b=1) (texts/s, b=16) (MB)

SV-Detect (ours) 2.65 B 25.71 74.3 8,951
Log-Likelihood 2.65 B 27.63 75.1 7,746
Fast-DetectGPT 2.65 B 49.79 37.2 10,703

RoBERTa-Base 0.12 B 7.21 1,295 327
RoBERTa-Large 0.36 B 11.40 714 783

Table 1: Inference cost comparison on an A100 40 GB (fp16, 512-token cap, MIRAGE-DIG texts). Parameter
counts include the frozen backbone and the detector head. For SV-Detect, the detector-specific overhead is only a
small logistic-regression head on top of the LM representations.

25.7 ms per text, essentially matching a bare Log-
Likelihood scoring pass through the same GPT-
Neo-2.7B backbone (27.6 ms). The small ad-
vantage in favor of SV-Detect is expected: Log-
Likelihood requires a full 50,257-way log-softmax
at every token, whereas SV-Detect only uses hid-
den states, followed by lightweight mean pooling,
cosine projections, and a tiny logistic-regression
head. In practice, the detector-specific computation
is negligible compared to the backbone forward
pass.

SV-Detect is much cheaper than perturbation-
based LLM detectors. Fast-DetectGPT requires
two forward passes through a 2.7B-class model
and is therefore about 1.9× slower than SV-Detect
in our setup (49.8 ms vs. 25.7 ms per text). The
gap would be even larger for DetectGPT, whose
cost scales linearly with the number of perturba-
tions. Using the standard K=100 setting, a sim-
ple extrapolation from the Log-Likelihood baseline
yields roughly 2.8 s per text, i.e. around 100× the
cost of SV-Detect. We therefore do not benchmark
DetectGPT separately, since its overhead is deter-
mined directly by repeated LM forward passes.

RoBERTa-based supervised detectors are
cheaper, but less robust. RoBERTa-Base and
RoBERTa-Large are substantially faster than
SV-Detect, with latencies of 7.2 ms and 11.4 ms
per text, respectively. The throughput difference
is even larger at batch size 16, reflecting both
smaller parameter counts and lower memory
pressure. This is the main compute–robustness
trade-off of our approach: SV-Detect inherits
the cost of an LLM forward pass, whereas small
encoder-based detectors are far cheaper. However,
as shown in the main experiments, these lighter
supervised baselines degrade substantially under
source-model and attack-family shifts. In contrast,
SV-Detect remains close to the cost of a single

zero-shot LM forward while providing much
stronger generalization.

Training overhead is modest. The training cost
of SV-Detect is dominated by a single offline pass
through the reference LM to extract layer-wise acti-
vations, which can then be cached once per bench-
mark. The downstream classifier operates on only
L or L× 3 features and fits in seconds on a CPU.
By contrast, RoBERTa-based supervised baselines
require full encoder fine-tuning for each training
setup, which is the main difference in training cost
rather than inference cost.
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C Ablation on the choice of LLM
backbone

In the main experiments, SV-Detect uses GPT-
Neo as the probe LLM in order to match
the backbone used by prior work and enable
a fair comparison. Here, we study how the
method changes when the probe backbone is
replaced with a different small open-weight
LLM. We consider four alternatives with pa-
rameter counts broadly comparable to GPT-Neo:
Qwen/Qwen3-1.7B, Qwen/Qwen3-1.7B-Base,
google/gemma-3-1b-pt, and
google/gemma-3-1b-it. This also lets us
compare pretrained/base and instruction-tuned
variants within the same model family.

Table 2 reports AUROC on DetectRL Multi-
Domain transfer. Overall, all tested backbones
perform strongly, with near-perfect diagonal per-
formance and robust off-diagonal transfer. The
strongest results are obtained with the Qwen back-
bones. Both Qwen3-1.7B and Qwen3-1.7B-Base
improve over GPT-Neo on most train–test pairs,
and Qwen3-1.7B-Base is the strongest overall. In
particular, it gives the best off-diagonal transfer
when trained on ARXIV, XSUM, WRITING, or RE-
VIEW, suggesting that its representation geometry
is especially well suited to learning stable human-
vs-AI directions.

GPT-Neo remains competitive, but is generally
weaker than the Qwen variants on the harder cross-
domain pairs, especially those involving transfer
into or out of WRITING. For example, the ARXIV

→ WRITING and XSUM → WRITING pairs im-
prove substantially under both Qwen backbones.

The Gemma backbones are also competitive.
Gemma3-1B-pt performs strongly across most
transfer pairs and often approaches GPT-Neo,
while Gemma3-1B-it achieves similarly high diago-
nal performance and remains robust under transfer.
Overall, Gemma backbones remain slightly less
consistent than Qwen on the hardest off-diagonal
pairs, but still yield strong AUROC throughout.

Taken together, these results indicate that SV-
Detect is not tied to GPT-Neo and remains effec-
tive across several backbone families. Backbone
choice still matters, however: Qwen-style repre-
sentations provide the strongest and most stable
transfer, while GPT-Neo and Gemma remain com-
petitive but slightly less robust on the hardest cross-
domain pairs.

GPT-Neo-2.7B

Train ArX. XSum Writ. Rev.

ArXiv 100.00 97.34 86.82 94.05
XSum 97.80 99.94 83.02 95.24
Writing 86.74 81.82 99.98 99.40
Review 94.17 93.96 99.38 99.96

Qwen3-1.7B

Train ArX. XSum Writ. Rev.

ArXiv 100.00 99.34 87.49 96.28
XSum 99.40 99.98 96.29 98.84
Writing 91.23 91.69 99.98 99.60
Review 97.24 98.43 99.48 99.93

Qwen3-1.7B-Base

Train ArX. XSum Writ. Rev.

ArXiv 100.00 99.24 94.21 98.19
XSum 99.50 99.98 97.39 99.41
Writing 95.29 94.02 99.99 99.76
Review 97.87 97.94 99.77 99.96

Gemma3-1B-pt

Train ArX. XSum Writ. Rev.

ArXiv 100.00 98.26 89.97 96.51
XSum 98.77 99.98 94.96 98.48
Writing 86.19 93.72 99.98 99.67
Review 93.72 96.41 99.32 99.97

Gemma3-1B-it

Train ArX. XSum Writ. Rev.

ArXiv 100.00 98.83 86.38 96.05
XSum 98.43 99.94 95.13 98.16
Writing 85.76 95.58 99.98 99.30
Review 95.44 96.60 99.03 99.94

Table 2: Ablation on the probe LLM backbone for De-
tectRL Multi-Domain transfer, per-cell AUROC (rows
= training domain, columns = evaluation domain).
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D Interpretability Analysis

This section provides the full methodology under-
lying the interpretability analyses summarized in
Section 5. Specifically, we study: (i) per-layer at-
tribution of the detector, (ii) logit-lens decoding
of steering vectors, (iii) a hand-crafted stylistic-
feature baseline, and (iv) token-level visualization
of where the detection signal concentrates within a
text. Unless stated otherwise, all analyses use the
same frozen reference model (GPT-Neo-2.7B) and
the same trained detectors as in the main experi-
ments.

D.1 Per-layer contribution to the detector

Setup. Our detector is a logistic regression ap-
plied to layer-wise projection scores. For DetectRL,
we use one feature per transformer layer:

s(x) = (s1(x), . . . , sL(x)) ∈ RL,

sℓ(x) =
⟨aℓ(x), vℓ⟩
∥aℓ(x)∥2

,

where aℓ(x) is the mean-pooled residual repre-
sentation at layer ℓ, and vℓ is the correspond-
ing steering vector. For MIRAGE, we retain
three orthonormalized directions per layer (one per
task), so s(x) ∈ RL×3 is flattened before being
passed to the classifier. In all cases, we train a
standardized logistic regression (StandardScaler
followed by ℓ2-regularized LogisticRegression
with liblinear solver).

Attribution. After fitting the classifier, we at-
tribute importance to each scalar feature using the
magnitude-weighted coefficient

cℓ = |wℓ| · σℓ,

where wℓ is the learned coefficient and σℓ is the
empirical standard deviation of feature ℓ on the
training set. This quantity is invariant to feature
rescaling and corresponds to the effective contri-
bution of a standardized feature to the classifier
logit. For MIRAGE, we sum cℓ across the three
task-specific directions to obtain a single per-layer
attribution score.

Fig. 9 shows that, on MIRAGE, the detector’s
signal is concentrated in the final block of layers
(L29-31), consistent with prior observations that
higher-level stylistic features tend to emerge closer
to the model output. On DetectRL, the contribution
is more distributed: there is a sharp peak at L0-2,

Figure 9

which we associate with surface-level lexical cues,
a broader ridge at L14-18, and a secondary peak
around L21. This profile motivates our choice of
L25–31 for MIRAGE and L14-18 for DetectRL as
the main targets of the logit-lens analysis below.

D.2 Logit-lens decoding of the steering vectors
Method. We apply a standard logit-lens probe
(nostalgebraist, 2020) to each layer-ℓ steering vec-
tor vℓ by projecting it through the model’s final
layer norm and unembedding head:

logitsℓ = W⊤
U LNf (vℓ) ∈ R|V|,

where |V| = 50,257 is the GPT-Neo-2.7B vocab-
ulary size. The interpretation is directional: the
top-ranked indices correspond to tokens aligned
with the +vℓ direction, which we interpret as LLM-
leaning, while the bottom-ranked indices corre-
spond to tokens aligned with −vℓ, i.e. the human-
leaning direction. We report raw logits rather than
softmax probabilities, since the goal is to inspect
relative alignment with the direction rather than
recover a calibrated next-token distribution.

Results. Fig. 8a shows the top six tokens on each
side. The resulting patterns are consistent across
the selected layers:

• MIRAGE, −vℓ (human-leaning). Stylized
closing punctuation (!", ...", ’).’), for-
mal sentence-ending subwords (authorised,
itially), and decorative or exaggerated to-
kens (£, ?????).

• MIRAGE, +vℓ (LLM-leaning). Surnames
and journal abbreviations from the arXiv-
derived split together with fragments more
characteristic of academic prose (baugh,
foreseen, paralleled, flavorful).

• DetectRL, +vℓ (LLM-leaning). Subword
fragments of formal or emphatic vocabulary
(astical, TRY, ermanent, ebted) and atypi-
cal punctuation or Unicode glyphs.
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• DetectRL, −vℓ (human-leaning). More
colloquial or topical fragments, includ-
ing organising, Playstation, traged,
adolesc, and bigot.

We stress that token-level logit-lens readings are
noisy at any single layer. The patterns above should
therefore be read as the consensus across the top
contributing layers, rather than as literal interpre-
tations of isolated tokens. Tokens that appear only
at one layer are likely artifacts and should not be
over-interpreted.

D.3 Stylistic-feature baseline

To quantify how much of the detector’s signal can
be explained by hand-recognizable surface cues,
we train a baseline logistic regression on a fixed
bank of regex-derived features and compare its
in-distribution AUROC to the full steering vector
pipeline.

Feature bank. For each text, we compute counts
and per-1,000-character rates for the following
classes of patterns:

• Typography: em-dash usage (—), curly
quotes, Unicode ellipsis (. . . ) versus three-
dot ellipsis (...), and space-before-period.

• Markdown / formatting: bold, italics, in-
line code, fenced code blocks, headers, and
Oxford-comma lists.

• Discourse: formal connectives (Moreover,
Furthermore, Additionally, In
conclusion, Overall), summary pre-
fixes, casual hedges (kinda, sorta, tbh), and
inclusive pronouns (we, us, our).

• Lexical: “polished paraphrase” phrasing
(e.g. utilizing, endeavor, showcase),
consonant-cluster words, and log character
length.

• Prompt leakage and template artifacts:
[Assistant]: prefixes, templated review
phrasing, generic summary formulas, and
refusal-style stubs.

• Mid-word case flips: regex patterns that de-
tect uppercase letters inside otherwise lower-
case words, a known artifact under aggressive
perturbation attacks.

We standardize the resulting feature vectors and
fit an ℓ2-regularized logistic regression, tuning the
regularization strength C by 5-fold cross-validation
on a held-out split.

Results. Table 3 reports the in-distribution AU-
ROC of this stylistic-feature baseline across all
evaluated settings, together with the full steering
vector pipeline for reference; the corresponding
dumbbell visualization is shown in Fig. 8b. Two
observations stand out:

1. Stylistic features alone form a non-trivial
baseline, reaching 76–82 AUROC on MI-
RAGE and 88–91 AUROC on DetectRL. This
is consistent with prior work showing that
surface-level statistical and stylistic cues can
already carry substantial signal for distinguish-
ing machine-generated from human-written
text.

2. The full steering vector pipeline still improves
on this baseline by 13–24 AUROC points on
MIRAGE and 9–12 points on DetectRL. We
interpret this remaining gap as the part of the
signal that is present in hidden representations
but not recoverable from the regex bank. At
the same time, the highest-weight regex fea-
tures overlap substantially with the tokens sur-
faced by the logit-lens analysis (Fig. 8), in-
cluding em-dashes, formal connectives, and
prompt-leakage templates.

D.4 Cross-LM Logit-lens decoding of steering
vectors

The main interpretability analyses in Sec D.1 de-
code steering vectors through the same reference
LM that produced them, namely GPT-Neo-2.7B.
A natural question is whether the human-vs-AI di-
rections learned by SV-Detect are specific to GPT-
Neo’s residual stream, or whether similar directions
emerge in other modern LMs. To address this, we
retrain the steering vector pipeline independently
on several additional reference LMs and then de-
code the resulting dense steering vectors through
each model’s own unembedding.

Reference LMs and datasets. We
use four reference LMs spanning three
families: EleutherAI/gpt-neo-2.7B,
Qwen/Qwen3-1.7B, google/gemma-3-1b-pt,
and google/gemma-3-1b-it. For each LM, we
extract per-layer mean-pooled residual activations
on the corresponding in-domain training corpora
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Figure 10: Top-pooled tokens per reference LM, sepa-
rately for the +vℓ (LLM-leaning, left) and −vℓ (human-
leaning, right) sides. For each LM, we pool the top-K
tokens across the last third of layers and across all ana-
lyzed DetectRL / MIRAGE settings, then list the most
frequent normalized tokens. Despite differences in fam-
ily and tokenizer, the positive side consistently surfaces
a polished LLM-style register, while the negative side
is more casual and discourse-like.

and fit the standard logreg steering vector
construction described in Sec. 3. This yields one
dense steering vector per layer for each (LM,
dataset) pair. GPT-Neo is analyzed on four datasets
(MIRAGE GENERATE/POLISH/REWRITE and
DetectRL direct_prompt), while the other three
LMs are analyzed on these four settings plus four
additional DetectRL per-domain subsets (arxiv,
xsum, writing_prompt, yelp_review), for a total
of 28 (LM, dataset) pairs.

Method. For each (LM, dataset, layer), we de-
code the steering vector through the LM’s own
final layer norm and unembedding using logit-lens
probe as described in Sec. D.2.

Because single-layer readings are noisy and
strongly affected by tokenizer idiosyncrasies, we
aggregate within each LM before comparing across
LMs. Specifically, for each LM we pool the top-
Kpool = 8 tokens at every layer in the last third
of the network depth, separately by sign, then take
the union across the LM’s datasets. Layer ranges
are L17–25 for Gemma-3, L18–27 for Qwen3, and
L21–31 for GPT-Neo. Before computing cross-LM
overlap, we normalize tokens by stripping whites-
pace, lowercasing, applying NFKC normalization,
dropping control/format characters, and filtering
out pure punctuation as well as tokens with less
than 50% ASCII letters. This removes tokenizer-
specific artifacts and makes the consensus compar-
ison more meaningful.

Results. Fig. 10 shows the top pooled tokens for
each LM separately, and Fig. 7 summarizes the
cross-LM consensus. On the positive side, the four
LMs converge on a clear LLM-polished register.

Three tokens ( endeavors, utilization, and utiliz-
ing) appear in the top pool of all four LMs, and a
broader cluster including captivating, cybersecu-
rity, leveraging, optimization, favorable, and unfa-
vorable appears in three of the four. On the negative
side, the consensus is weaker but still interpretable:
the most stable tokens are casual discourse markers
such as anyway, basically, etc, maybe, really, and
very. Here, the three smaller modern LMs agree
more strongly with one another, while GPT-Neo
more often surfaces named-entity fragments and
topical content.

Overall, this analysis suggests that the lexical
contrast captured by SV-Detect is not specific to
GPT-Neo. When the steering vector pipeline is re-
trained independently on different LM families and
their dense directions are decoded through each
model’s own unembedding, the same broad seman-
tic register reappears: LLM-polished, formal, and
abstract language on the positive side, and more ca-
sual, discourse-like language on the negative side.

D.5 Per-token visualization
The token-level figure in the main paper (Fig. 1) is
constructed as follows. Given a text x and the best-
AUROC layer ℓ⋆ identified by an AUROC-probe on
the held-out set, we forward x through the frozen
reference model and record the per-token residual
vector

hℓ⋆(xt) ∈ Rd for t ∈ {1, . . . , T}.

Each token is then assigned the dot product

ρt = ⟨hℓ⋆(xt), vℓ⋆⟩

where vℓ⋆ is the steering vector at layer ℓ⋆. Tokens
are colored according to ρt, with the scale nor-
malized to the 70th percentile of |ρ| in the corpus
so that most informative tokens reach full satura-
tion. Red denotes positive projection (+v, LLM-
leaning) and blue denotes negative projection (−v,
human-leaning). The classification banner above
each text corresponds to the full text-level predic-
tion produced by the trained detector used in the
main experiments.

E Results on the COLING-2025 MGT
benchmark

For completeness, we additionally evaluate SV-
Detect on the COLING-2025 Multilingual MGT
benchmark, English split (Wang et al., 2025). Un-
like DetectRL and MIRAGE, this benchmark pools
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Setting Subset Stylistic SV-Detect Gap
AUROC AUROC

MIRAGE-DIG

DIG Generate 76.98 99.12 +22.1
DIG Polish 80.74 95.09 +14.3
DIG Rewrite 75.94 95.03 +19.1

MIRAGE-SIG

SIG Generate 75.59 99.09 +23.5
SIG Polish 81.71 94.99 +13.3
SIG Rewrite 76.36 94.21 +17.8

DetectRL (Multi-Attack)

DetectRL Direct 90.73 99.99 +9.3
DetectRL Prompt 90.11 99.96 +9.9
DetectRL Paraph. 88.69 99.98 +11.3
DetectRL Perturb. 87.81 99.99 +12.2

Table 3: In-distribution AUROC of the stylistic-feature
baseline (Section D.3) compared to the full steering
vector pipeline. The Gap column shows the additional
discriminative signal captured by hidden representations
beyond the regex feature bank.

many generators into a single binary detection task
and provides an official held-out test set with labels.
It therefore offers a complementary large-scale set-
ting for evaluating the same steering vector pipeline
and testing its sensitivity to the composition of the
generator pool.

E.1 Setup

Data. The COLING-2025 MGT English split
contains three partitions: (i) train: 610,767 exam-
ples (228,922 human, 381,845 machine-generated
from 27 generators), (ii) dev: 261,758 exam-
ples (98,328 human, 163,430 machine-generated),
and (iii) test: 73,941 examples, released with
ground-truth labels for leaderboard evaluation. The
task is binary classification (human vs. machine-
generated).

Backbones. We evaluate SV-Detect with two
reference LMs: the EleutherAI/gpt-neo-2.7B
used in the rest of the paper, and the larger
meta-llama/Llama-2-7b-hf. For each backbone,
we extract per-layer mean-pooled residual acti-
vations and use the same downstream logistic-
regression detector as in the main paper.

Ablation axes. We vary two components of the
pipeline:

1. Steering vector construction. We compare
the three constructions used elsewhere in the
paper: Mean (normalized class-mean differ-
ence), PCA (leading principal component of
AI-minus-human activation differences) and

LogReg (ℓ2-regularized logistic regression on
activations, our default construction).

2. Generator-pool filter. The training split con-
tains a long tail of weak open-source gener-
ators whose outputs are often much less re-
alistic than those of stronger LLMs. To test
whether these generators help or hurt, we com-
pare:

• all: all 27 generators
• trimmed: remove 20 weak generators

(Dolly, BLOOMZ, OPT-*, Flan-T5-*,
T0-*), dropping 133,193 samples and re-
taining 248,652 AI-generated examples.
Generators are only removed from the
training and dev splits, the whole test
split is still used.

We use the same logistic regression detector
as described in Sec. 3. The downstream classi-
fier is used elsewhere in the paper. We sweep
C ∈ {10−3, 10−2, 10−1, 1, 10, 100} and select the
best value on dev AUROC. All other hyperparam-
eters match the main experiments as described in
Sec. 4.1.

E.2 Results
Llama-based SV-Detect outperforms all baselines
by a substantial margin. Removing weak mod-
els from the training data helps Llama-based SV-
Detect further, gaining about 2 points in Accuracy
and 1.7 in F1. However, for GPT-Neo-based SV-
Detect, removing weak models hurts. We attribute
this to the size and capability of the LM backbone:
larger and more capable backbones, such as Llama,
benefit from a cleaner and more homogeneous gen-
erator pool, whereas smaller backbones like GPT-
Neo appear to benefit from the additional diversity
provided by weaker generators.

E.3 Ablation on steering vector construction
Tab. 5 and Tab. 6 report results for all six combina-
tions of steering vector construction and generator-
pool filter on both backbones. As in DetectRL and
MIRAGE, the LogReg construction consistently
outperforms Mean and PCA. The larger Llama-2-
7B backbone further improves substantially over
GPT-Neo-2.7B.
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Rank Team / Method Macro-F1 Acc.

1 SV-Detect (Llama-2-7b, trimmed) 84.8 85.00
2 SV-Detect (Llama-2-7b, all) 83.7 84.00
3 Advacheck 83.07 83.11
4 Unibuc-NLP 83.01 83.33
5 Fraunhofer SIT 82.80 82.89
6 Grape 81.88 82.23
7 TechExperts(IPN) 81.53 81.81
8 TurQUaz 80.68 80.74
9 SzegedAI 79.10 79.29

10 AAIG 78.74 79.34
11 DCBU 77.13 78.01
12 SV-Detect (GPT-Neo, all) 75.6 76.50
13 Alfa 75.37 76.42
14 L3i++ 74.63 75.54
15 LuxVeri 74.58 75.68
16 azlearning 74.14 75.17
17 SV-Detect (GPT-Neo, trimmed) 74.0 75.50
18 honghanhh 73.94 75.14

– Baseline 73.42 74.89
19 VX1291 72.93 74.83
20 cuettransform 72.32 73.16
21 rockstart 72.24 73.89
22 batirsdu 71.01 71.42
23 IPN-CIC 70.68 72.42
24 Ai-Monitors 70.57 72.65
25 semanticcuet 70.05 71.96
26 hmcgovern 68.48 69.51
27 abhirak0603 68.02 70.50
28 cnlpnitspp 65.02 68.76
29 mail6djj 64.66 68.46
30 bennben 63.32 67.48
31 saehyunma 62.80 67.25
32 yuwert777 62.14 66.69
33 seven 59.09 63.20
34 fangsifan 58.48 62.68
35 yaoxy 57.28 64.20
36 jojoc 54.16 60.37
37 dominikmacko 49.94 50.78
38 tropaleum 49.57 50.60
39 starlight1 47.57 56.65
40 nitstejasrikar 44.89 57.24

Table 4: Adapted English leaderboard from Table 4 of
Wang et al. (2025), with our four LogReg-based SV-
Detect variants inserted. Ranking is by Macro-F1.

GPT-Neo-2.7B

SV Pool Dev Test Acc. F1

construction AUROC AUROC

Mean all 0.865 0.860 0.718 0.696
Mean trimmed 0.855 0.856 0.737 0.721
PCA all 0.740 0.751 0.559 0.439
PCA trimmed 0.737 0.753 0.557 0.433
LogReg all 0.975 0.866 0.765 0.756
LogReg trimmed 0.952 0.873 0.755 0.740

Table 5: SV-Detect on the COLING-2025 English
benchmark with a GPT-Neo-2.7B backbone.

Llama-2-7B

SV Pool Dev Test Acc. F1

construction AUROC AUROC

Mean all 0.922 0.912 0.716 0.690
Mean trimmed 0.908 0.887 0.694 0.666
PCA all 0.864 0.796 0.650 0.615
PCA trimmed 0.858 0.798 0.647 0.610
LogReg all 0.984 0.938 0.840 0.837
LogReg trimmed 0.974 0.937 0.850 0.848

Table 6: SV-Detect on the COLING-2025 English
benchmark with a Llama-2-7B backbone.
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F Results Tables

In this section, we provide comprehensive tables
with results for all experiments in Sec. 4.

F.1 DetectRL

Tables 7 and 8 report the in-domain and cross-
source performance of SV-Detect and the baselines,
respectively. Fig. 3a, Fig. 3b and Fig. 3c provide a
visual summary of these results.

The RepreGuard row of Table 7 is reproduced
from the official implementation using our default
GPT-Neo-2.7B backbone. For LRR / DetectGPT
/ Fast-DetectGPT / SV-Detect, we use the training
and evaluation protocol described in Sec. 4.1. Re-
sults show that RepreGuard with GPT-Neo-2.7B as
a backbone collapses to near-chance across almost
all cells. Additional comparison of SV-Detect with
RepreGuard using LLaMA-3.1-8B as a backbone
(default backbone of RepreGuard) is reported in
Appendix G.

F.2 MIRAGE

Table 9 reports the performance of SV-Detect and
the baselines on the MIRAGE benchmark. Fig. 4
provides a visual summary of these results.

F.3 Ablation

Tables 10 and 11 provide results of ablating the
choice of the downstream classifier and steering
vector construction method. Sec. 4.3 provides a
summary of these results.

F.4 Cross-benchmark transfer: bidirectional
MIRAGE ↔ DetectRL

This subsection provides comprehensive results
used for Fig. 5 in the cross-benchmark transfer sub-
section in Sec. 4, broken down by all constituent
settings and cells of each target benchmark. We
compare SV-Detect against three zero-shot base-
lines (Fast-DetectGPT, Binoculars, RADAR) that
use no training data on either benchmark, and
two matched-supervision RoBERTa baselines fine-
tuned on the same data as SV-Detect.

On the MIRAGE → DetectRL side (Table 12)
we additionally report two multi-direction exten-
sions of SV-Detect. The default variant polish-
500 follows the setup in Sec. 4.1 and is trained
on the original 500 human/machine pairs, where
machine-generated side is GPT-3.5-Turbo-polished
text. The 1-vec (union-800) extends the training
pool to 800 pairs, adding two task-specific subsets

from (Chen et al., 2024): 150 GENERATE pairs,
where the machine side is directly generated GPT-
3.5-Turbo XSum text, and 150 REWRITE pairs,
where the machine side is a GPT-3.5-Turbo rewrite
of the corresponding human text. 1-vec (union-800)
keeps the single-direction-per-layer setting, fitting
one steering vector per layer on all 800 training
pairs. The 3-vec (task-aware) setting fits a sepa-
rate steering direction per training subset (POLISH /
GENERATE / REWRITE) at each layer and combines
them into an orthonormal basis via QR decomposi-
tion. The matched-supervision RoBERTa baselines
are fine-tuned on the same 500-pair default training
set as the default polish-500 variant. Since Fast-
DetectGPT, Binoculars, and RADAR are zero-shot
on DetectRL, their transfer numbers coincide with
their in-domain scores on the DetectRL test split.

On the DetectRL → MIRAGE side (Table 13)
SV-Detect and both RoBERTa baselines are trained
on the same joint union of the four DetectRL Multi-
Domain training subsets. The task-aware 4-vec
extension learns one steering direction per Detec-
tRL Multi-Domain training subset and, following
the extension protocol of MIRAGE, combines them
into an orthonormal basis via QR decomposition.

F.5 Cross-benchmark transfer to PADBen
and RAID

Table 14 reports per-task AUROC on PADBen’s
five sentence-pair regimes alongside the RAID
TPR@FPR=5% Chat / Non-Chat / Overall sum-
mary. Both benchmarks are used purely as targets,
and no training data from either is seen by any of
the detectors.

The two default rows correspond to the default
SV-Detect setup described in Sec. 4.1: on MI-
RAGE, steering vectors are trained on the 500 hu-
man/machine pairs, where machine-generated side
is GPT-3.5-Turbo-polished text (MIRAGE polish-
500), and on DetectRL, steering vectors are trained
on the joint union of the four Multi-Domain train-
ing subsets(DetectRL 1-vec). As in Sec. F.4, we
additionally report three multi-direction extensions:
MIRAGE 1-vec (union-800) extends the MIRAGE
training pool to 800 pairs as described in Sec. F.4,
while keeping a single steering direction per layer;
MIRAGE 3-vec (task-aware) fits one steering direc-
tion per extended MIRAGE training data (Generate
/ Polish / Rewrite) and combines them via QR de-
composition; DetectRL 4-vec (task-aware) does the
same on the DetectRL side with one direction per
Multi-Domain training subset.
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On PADBen, our detectors outperform every
reported zero-shot baseline. Note that the IPD
task is near-chance for every method including all
four PADBen paper baselines, suggesting that this
task is universally hard for all the detectors. On
RAID, our default single-direction detectors are
competitive on chat-tuned generators but weak on
base-model (Non-Chat) generators — consistent
with our training data containing only chat-tuned
model outputs. The task-aware multi-direction ex-
tensions substantially close this gap: DetectRL 4-
vec reaches 56.3% Overall TPR@5% and 78.9%
on Chat generators.
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ArXiv XSum Writing Review

Method AUROC F1 AUROC F1 AUROC F1 AUROC F1

Multi-Domain

Log-Likelihood 65.35 57.55 45.68 41.32 68.00 59.38 75.84 67.22
Entropy 48.39 29.71 67.84 57.23 39.06 20.55 28.82 2.14
Rank 57.17 54.62 36.87 22.47 56.26 50.90 55.08 51.90
Log-Rank 67.01 60.09 46.74 42.60 67.58 57.57 76.40 69.88
LRR 70.54 61.34 50.09 38.38 64.65 53.09 76.61 68.99
NPR 53.85 49.65 34.59 18.31 54.96 52.30 50.09 45.39
DetectGPT 22.15 0.00 12.21 0.00 58.95 50.83 44.43 35.25
Revise-Detect. 70.40 37.51 50.34 46.07 73.24 64.29 75.01 68.71
Binoculars 84.03 76.77 77.39 72.18 94.38 79.73 90.00 84.32
Fast-DetectGPT 43.69 24.46 39.19 28.39 74.21 67.84 77.02 71.62
RepreGuard† 50.00 0.00 50.00 0.00 60.25 60.11 55.15 24.30
RoBERTa-Base 100.0 100.0 99.99 99.85 99.99 99.65 99.97 99.50
RoBERTa-Large 99.99 99.90 99.85 98.95 99.54 97.73 99.76 98.90
XLM-RoBERTa-Base 100.0 100.0 99.97 99.55 99.84 98.76 99.88 99.05
XLM-RoBERTa-Large 99.98 99.85 99.84 98.95 99.85 98.31 96.40 92.66
SV-Detect 100.0 100.0 99.94 99.45 99.98 99.60 99.96 99.30

GPT-3.5 Claude PaLM-2 Llama-2

Method AUROC F1 AUROC F1 AUROC F1 AUROC F1

Multi-LLM

Log-Likelihood 62.89 57.80 43.32 28.10 70.03 60.73 75.65 65.90
Entropy 46.84 23.29 52.25 30.42 45.34 16.56 43.48 66.75
Rank 52.19 49.32 41.68 22.78 50.40 41.74 57.05 54.40
Log-Rank 62.84 56.87 43.32 30.12 70.89 63.09 77.97 66.66
LRR 61.61 52.12 43.30 18.91 71.17 65.51 83.65 75.51
NPR 50.29 43.81 41.64 32.91 44.64 34.77 52.53 48.68
DetectGPT 43.46 26.27 32.86 12.56 26.72 0.00 36.71 20.40
DNA-GPT 61.87 55.04 48.88 25.67 71.48 60.77 75.22 62.89
Revise-Detect. 70.10 62.72 49.87 27.28 69.84 59.03 75.65 65.87
Binoculars 88.14 82.50 55.15 39.35 93.30 88.20 96.64 92.30
Fast-DetectGPT 65.56 59.55 30.01 0.00 65.99 57.58 76.79 69.08
RepreGuard† 66.25 67.53 50.00 0.00 50.00 0.00 50.00 0.00
RoBERTa-Base 99.97 99.70 99.98 99.80 99.94 99.40 99.84 99.45
RoBERTa-Large 99.77 98.86 96.23 92.48 97.93 92.64 86.72 76.17
XLM-RoBERTa-Base 99.88 99.45 98.26 97.48 98.77 97.19 99.69 98.57
XLM-RoBERTa-Large 99.55 97.56 91.67 84.24 98.73 94.43 99.66 97.67
SV-Detect 99.99 99.60 99.91 98.91 99.88 99.36 99.99 99.60

Direct Prompt Paraph. Perturb. Mixing

Method AUROC F1 AUROC F1 AUROC F1 AUROC F1 AUROC F1

Multi-Attack

Log-Likelihood 89.25 82.09 86.87 78.16 64.55 57.59 35.51 0.78 63.70 53.31
Entropy 26.47 0.00 26.18 0.00 48.12 26.01 68.62 68.95 49.37 28.52
Rank 83.50 76.27 81.21 72.86 60.60 52.60 8.04 0.00 52.05 42.46
Log-Rank 89.25 81.45 86.35 77.51 64.69 59.17 37.71 0.78 64.63 56.86
LRR 85.83 77.40 80.80 74.30 63.99 55.20 45.91 29.27 66.12 53.81
NPR 77.98 71.61 77.15 70.63 56.94 46.25 6.78 0.00 48.63 37.65
DetectGPT 52.84 40.90 51.83 37.98 31.79 16.89 18.21 0.00 26.28 0.00
DNA-GPT 88.01 80.78 85.62 77.47 65.61 54.94 40.45 2.73 62.14 50.89
Revise-Detect. 86.88 79.61 84.89 76.21 67.26 62.03 43.98 7.56 65.27 54.39
Binoculars 94.87 89.73 93.45 88.12 88.34 81.56 76.89 69.34 89.12 83.67
Fast-DetectGPT 79.56 72.45 78.43 70.34 70.12 62.89 49.56 41.23 67.23 59.78
RepreGuard† 52.78 29.59 50.00 0.00 52.18 26.75 54.81 28.44 54.61 56.41
RoBERTa-Base 99.87 99.60 99.78 99.47 99.67 99.12 98.32 97.45 99.12 98.76
RoBERTa-Large 98.73 97.83 98.45 97.56 97.89 96.78 96.12 94.67 97.56 96.34
XLM-RoBERTa-Base 99.56 99.12 99.23 99.01 98.89 98.34 98.56 97.89 99.01 98.56
XLM-RoBERTa-Large 99.45 98.67 98.89 97.98 98.23 97.67 97.89 96.34 98.67 97.89
SV-Detect 99.99 99.70 99.96 99.56 99.98 99.55 99.99 99.95 99.83 98.75

Table 7: Performance of detectors on DetectRL in the Multi-Domain, Multi-LLM, and Multi-Attack settings.
†RepreGuard is reproduced under the DetectRL training and evaluation protocol of Sec. 4.1, using the same GPT-
Neo-2.7B surrogate as our other rows.
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SV-Detect Fast-DetectGPT RoBERTa-Base

Train ArXiv XSum Writing Review ArXiv XSum Writing Review ArXiv XSum Writing Review

Multi-Domain (F1)

ArXiv 100.00 93.32 80.78 88.89 24.46 23.71 59.67 60.17 100.0 75.90 77.68 70.69
XSum 93.09 99.45 75.72 88.93 28.43 28.39 62.99 63.08 68.43 99.85 71.79 67.17
Writing 80.57 75.01 99.60 96.64 34.81 33.60 67.84 68.30 78.58 72.72 99.65 94.24
Review 87.93 87.60 97.09 99.30 40.70 37.66 68.25 71.62 82.64 84.15 85.10 99.50

SV-Detect Fast-DetectGPT RoBERTa-Base

Train GPT-3.5 PaLM-2 Claude Llama-2 GPT-3.5 PaLM-2 Claude Llama-2 GPT-3.5 PaLM-2 Claude Llama-2

Multi-LLM (F1)

GPT-3.5 99.60 86.58 90.80 97.36 59.55 59.56 12.96 69.93 99.97 70.34 62.90 94.68
PaLM-2 99.60 98.91 94.83 99.26 55.77 57.58 8.20 68.43 99.25 99.40 93.43 99.25
Claude 99.45 94.87 99.36 98.21 0.19 0.00 0.00 1.18 96.83 83.92 99.80 89.77
Llama-2 99.55 96.41 92.13 99.60 56.28 57.74 8.65 69.08 99.45 93.02 87.56 99.45

SV-Detect Fast-DetectGPT RoBERTa-Base

Train Prompt Paraph. Perturb. Mixing Prompt Paraph. Perturb. Mixing Prompt Paraph. Perturb. Mixing

Multi-Attack (F1)

Direct 98.93 96.54 95.46 96.91 64.01 40.45 41.02 31.81 95.73 94.91 64.32 89.07
Prompt 99.56 96.00 91.66 96.45 64.00 39.94 40.40 31.25 97.18 94.98 86.18 92.92
Paraphrase 96.85 99.55 95.89 97.91 61.54 38.32 36.86 27.90 93.66 98.26 78.81 78.81
Perturb 97.50 98.86 99.95 99.10 64.01 40.45 41.14 31.93 87.01 91.46 98.66 91.38
Mixing 99.02 98.46 97.38 98.75 65.89 46.38 45.78 40.93 93.46 91.93 95.26 93.64

Table 8: Cross-source generalization on DetectRL, per-cell F1 (rows = training source, columns = evaluation source)
across the Multi-Domain, Multi-LLM, and Multi-Attack settings.

MIRAGE-DIG (Disjoint-Input Generation)

Methods
Generate Polish Rewrite

AUROC Accuracy MCC TPR@5% AUROC Accuracy MCC TPR@5% AUROC Accuracy MCC TPR@5%

Likelihood 0.4936 0.5091 0.0183 0.0147 0.4653 0.5000 0.0000 0.0214 0.4337 0.5000 0.0000 0.0148
LogRank 0.4992 0.5128 0.0260 0.0220 0.4512 0.5000 0.0000 0.0195 0.4225 0.5000 0.0000 0.0132
Entropy 0.6522 0.6150 0.2543 0.1099 0.5543 0.5417 0.1247 0.0954 0.5805 0.5566 0.1650 0.1189
RoBERTa-Base 0.5523 0.5397 0.1434 0.1250 0.4859 0.5010 0.0088 0.0460 0.5020 0.5049 0.0293 0.0569
RoBERTa-Large 0.4716 0.5217 0.0842 0.0871 0.5171 0.5151 0.0340 0.0633 0.5570 0.5385 0.0864 0.0895
LRR 0.5215 0.5341 0.0777 0.0701 0.4081 0.5000 0.0000 0.0200 0.3930 0.5000 0.0000 0.0188
DNA-GPT 0.5733 0.5595 0.1196 0.0776 0.4771 0.5004 0.0110 0.0309 0.4453 0.5001 0.0080 0.0251
NPR 0.6120 0.6140 0.2604 0.0191 0.5071 0.5370 0.1071 0.0318 0.4710 0.5201 0.0663 0.0226
DetectGPT 0.6402 0.6258 0.2758 0.0275 0.5469 0.5531 0.1328 0.0355 0.5061 0.5266 0.0826 0.0283
Fast-DetectGPT 0.7768 0.7234 0.4628 0.4310 0.5720 0.5570 0.1293 0.1189 0.5455 0.5432 0.1015 0.1025
ImBD 0.8597 0.7738 0.5497 0.4065 0.7888 0.7148 0.4300 0.2730 0.7825 0.7068 0.4139 0.2933
DetectAnyLLM 0.9525 0.8988 0.7975 0.7770 0.9297 0.8732 0.7487 0.7756 0.9234 0.8705 0.7447 0.7778
SV-Detect (polish-500) 0.9777 0.9241 0.8483 0.8862 0.9113 0.8364 0.6730 0.6414 0.9105 0.8332 0.6672 0.6437
SV-Detect (3-vec task-aware) 0.9912 0.9547 0.9095 0.9579 0.9509 0.8851 0.7706 0.7990 0.9503 0.8856 0.7713 0.7956

MIRAGE-SIG (Shared-Input Generation)

Methods
Generate Polish Rewrite

AUROC Accuracy MCC TPR@5% AUROC Accuracy MCC TPR@5% AUROC Accuracy MCC TPR@5%

Likelihood 0.4968 0.5207 0.0196 0.0145 0.4599 0.5002 0.0030 0.0233 0.4319 0.5000 0.0000 0.0111
LogRank 0.5008 0.5183 0.0182 0.0186 0.4468 0.5000 0.0000 0.0211 0.4221 0.5000 0.0000 0.0118
Entropy 0.6442 0.6123 0.1592 0.1074 0.5640 0.5439 0.0516 0.0946 0.5858 0.5645 0.0918 0.1198
RoBERTa-Base 0.5368 0.5392 0.0529 0.1101 0.4741 0.5011 0.0048 0.0395 0.5099 0.5122 0.0221 0.0668
RoBERTa-Large 0.4703 0.5236 0.0417 0.0910 0.5150 0.5157 0.0283 0.0702 0.5576 0.5426 0.0405 0.0762
LRR 0.5214 0.5311 0.0314 0.0657 0.4076 0.5000 0.0000 0.0238 0.3978 0.5000 0.0000 0.0174
DNA-GPT 0.5759 0.5647 0.0603 0.0813 0.4788 0.5001 0.0036 0.0340 0.4457 0.5002 0.0048 0.0258
NPR 0.6088 0.6170 0.1571 0.0185 0.5074 0.5277 0.0612 0.0293 0.4738 0.5204 0.0340 0.0177
DetectGPT 0.6353 0.6241 0.1719 0.0193 0.5434 0.5515 0.0668 0.0309 0.5079 0.5260 0.0431 0.0239
Fast-DetectGPT 0.7706 0.7193 0.2078 0.4200 0.5727 0.5619 0.0607 0.1238 0.5480 0.5495 0.0525 0.1097
ImBD 0.8612 0.7791 0.5599 0.4183 0.7951 0.7199 0.4451 0.3036 0.7694 0.6920 0.3936 0.2868
DetectAnyLLM 0.9526 0.9059 0.8119 0.7722 0.9316 0.8740 0.7483 0.7779 0.9158 0.8643 0.7320 0.7574
SV-Detect (polish-500) 0.9779 0.9241 0.8488 0.8839 0.9089 0.8290 0.6583 0.6291 0.9039 0.8265 0.6532 0.6169
SV-Detect (3-vec task-aware) 0.9909 0.9516 0.9032 0.9516 0.9499 0.8837 0.7703 0.7811 0.9421 0.8749 0.7507 0.7706

Table 9: Results across three tasks (GENERATE, POLISH, REWRITE) under two evaluation settings (MIRAGE-DIG
and MIRAGE-SIG) on MIRAGE. Metrics reported are AUROC, Balanced Accuracy, MCC, and TPR@5%.
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Classifier → Logistic regression (base method) KNN (n_neighbors = 5) CatBoost (default parameters)

Multi-Domain

Train ↓ / Eval → ArXiv XSum Writing Review ArXiv XSum Writing Review ArXiv XSum Writing Review

ArXiv 100.00 97.34 86.82 94.05 100.00 50.25 50.00 50.50 100.00 96.61 92.39 96.65
XSum 97.80 99.94 83.02 95.24 87.13 99.65 72.37 84.70 97.52 99.93 83.21 94.42
Writing 86.74 81.82 99.98 99.40 77.89 63.40 99.85 97.97 85.53 78.78 99.99 99.35
Review 94.17 93.96 99.38 99.96 53.90 64.96 80.85 99.74 93.85 91.24 99.10 99.96

Table 10: Ablation on the downstream classifier on DetectRL Multi-Domain, per-cell AUROC (rows = training
subset, columns = evaluation subset).

Steering vector construction →Logistic regression (base method) Mean difference PCA

Multi-Domain

Train ↓ / Eval → ArXiv XSum Writing Review ArXiv XSum Writing Review ArXiv XSum Writing Review

ArXiv 100.00 97.34 86.82 94.05 100.00 77.44 71.93 79.29 91.53 83.37 84.32 83.56
XSum 97.80 99.94 83.02 95.24 91.02 99.54 79.25 88.26 69.20 96.20 56.26 50.83
Writing 86.74 81.82 99.98 99.40 85.27 90.26 99.06 97.16 76.18 82.37 93.82 92.69
Review 94.17 93.96 99.38 99.96 89.63 87.84 98.14 99.40 83.72 84.66 89.67 96.24

Table 11: Ablation on the steering vector construction method on DetectRL Multi-Domain, per-cell AUROC (rows
= training subset, columns = evaluation subset).

Zero-shot RoBERTa (matched: MIRAGE polish-500) SV-Detect variants (matched: MIRAGE)
DetectRL test config Fast-DetectGPT Binoculars RADAR RoBERTa-Base RoBERTa-Large polish-500 (default) 1-vec (union-800) 3-vec (task-aware)

Multi-Domain
ArXiv 0.437 0.840 0.950 0.905 0.873 0.972 0.988 0.983
XSum 0.392 0.774 0.998 0.891 0.905 0.960 0.964 0.963
Writing 0.742 0.944 0.793 0.798 0.857 0.919 0.930 0.912
Review 0.770 0.900 0.896 0.774 0.835 0.918 0.879 0.925
Mean 0.585 0.865 0.909 0.842 0.867 0.942 0.940 0.946

Multi-LLM
GPT-3.5 0.656 0.881 0.946 0.977 0.984 0.991 0.990 0.993
Claude 0.300 0.552 0.811 0.692 0.693 0.884 0.900 0.867
PaLM-2 0.660 0.933 0.951 0.786 0.813 0.902 0.918 0.874
Llama-2 0.768 0.966 0.968 0.919 0.951 0.976 0.968 0.974
Mean 0.596 0.833 0.919 0.844 0.860 0.938 0.944 0.927

Multi-Attack (mean over sub-attacks)
Direct 0.796 0.949 0.922 0.907 0.912 0.973 0.973 0.970
Prompt 0.784 0.935 0.887 0.902 0.907 0.960 0.959 0.957
Paraphrase 0.701 0.883 0.943 0.818 0.833 0.939 0.944 0.940
Perturbation 0.496 0.769 0.922 0.832 0.856 0.923 0.934 0.909
Mixing 0.672 0.891 0.935 0.885 0.875 0.952 0.956 0.944
Mean 0.690 0.885 0.922 0.869 0.876 0.949 0.953 0.944

Grand mean (13 configs) 0.629 0.863 0.917 0.852 0.866 0.943 0.947 0.940

Table 12: MIRAGE → DetectRL cross-benchmark transfer, per-cell AUROC. Multi-Attack rows are unweighted
means over the DetectRL sub-attack categories (Direct: 1 test set; Prompt: 3 sub-attacks; Paraphrase / Perturbation:
4 each; Mixing: 3).

Zero-shot RoBERTa (matched: DetectRL joint) SV-Detect variants (matched: DetectRL)
MIRAGE test setting Fast-DetectGPT Binoculars RADAR RoBERTa-Base RoBERTa-Large 1-vec (default) 4-vec (task-aware)

DIG-Generate 0.777 0.890 0.865 0.928 0.964 0.975 0.952
DIG-Polish 0.572 0.624 0.657 0.844 0.897 0.859 0.831
DIG-Rewrite 0.546 0.608 0.685 0.839 0.894 0.852 0.821
SIG-Generate 0.771 0.890 0.868 0.924 0.964 0.975 0.946
SIG-Polish 0.573 0.620 0.649 0.848 0.898 0.857 0.834
SIG-Rewrite 0.548 0.604 0.681 0.836 0.890 0.846 0.816

Mean 0.631 0.706 0.734 0.870 0.918 0.894 0.867

Table 13: DetectRL → MIRAGE reverse transfer, per-cell AUROC across the six MIRAGE test settings. Bold
marks the winning method per row.
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RAID TPR@FPR=5% PADBen sentence-pair AUROC per task
Detector Chat Non-Chat Overall PSA GAD AIT-L IPD DPA Mean

Zero-shot baselines on the target benchmark
LLMDet 37.4 27.6 32.5 – – – – – –
GLTR 69.9 50.4 60.1 0.429 0.436 0.401 0.514 0.488 0.454
Fast-DetectGPT 77.5 58.4 67.9 0.638 0.787 0.504 0.478 0.369 0.555
RADAR 79.5 58.9 69.2 0.728 0.910 0.748 0.526 0.909 0.764
Binoculars (Falcon-7B) 86.7 58.8 72.8 0.399 0.457 0.505 0.498 0.457 0.463

Ours (default single-direction)
SV-Detect (MIRAGE polish-500) 71.4 10.2 40.8 0.890 0.943 0.778 0.498 0.949 0.812
SV-Detect (DetectRL 1-vec) 65.4 26.7 46.1 0.944 0.968 0.790 0.524 0.978 0.841

Ours (multi-direction extensions)
SV-Detect (MIRAGE 1-vec union-800) 71.7 9.4 40.5 0.886 0.942 0.753 0.494 0.939 0.803
SV-Detect (MIRAGE 3-vec task-aware) 73.9 13.2 43.6 0.931 0.952 0.762 0.503 0.969 0.823
SV-Detect (DetectRL 4-vec task-aware) 78.9 33.7 56.3 0.876 0.948 0.782 0.509 0.950 0.813

Table 14: Full zero-shot cross-benchmark results. RAID: TPR@FPR=5%, macro-averaged over the 8 open-source
configurations, split into Chat (llama-chat, mistral-chat, mpt-chat) and Non-Chat (gpt2, mistral, mpt) LLM families.
PADBen: sentence-pair AUROC per task (PSA = paraphrase-source attribution, GAD = general authorship detection,
AIT-L = AI-text laundering, IPD = iterative paraphrase depth, DPA = deep-paraphrase attack)
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G Additional comparison with
RepreGuard

RepreGuard (Chen et al., 2025) is the closest
representation-based AI-generated text detection
method to SV-Detect.

Table 7 reports results of RepreGuard under our
DetectRL evaluation protocol using the GPT-Neo-
2.7B backbone. However, the default backbone
of RepreGuard is LLaMA-3.1-8B. In this section,
we provide an additional comparison of SV-Detect
to RepreGuard under the matched backbones us-
ing the default setup of Chen et al. (2025): 512-
pair train/test cells with per-LLM stratification, and
macro-averaging across a small number of boot-
strap seeds. We use RAID (Dugan et al., 2024) for
comparison, which is the default benchmark used
in Chen et al. (2025).

Table 15 reports RAID performance for Repre-
Guard and SV-Detect trained on RAID official
training split, under RepreGuard’s training proto-
col, at both GPT-Neo-2.7B and LLaMA-3.1-8B-
Instruct. We follow the aggregation of Dugan
et al. (2024) and macro-average each row across
the eight open-source RAID configurations (Chat
vs. Non-Chat × greedy vs. sampling × repetition-
penalty on/off).

Results suggest that RepreGuard is highly
backbone-sensitive: at GPT-Neo-2.7B its RAID
score collapses to near-chance (Chat 4.5%
TPR@5%, Non-Chat 5.3%; AUROC ≈ 0.5), and
only moving to LLaMA-3.1-8B-Instruct recov-
ers Chat performance (92.9% TPR@5%). Non-
Chat generators remain hard for RepreGuard even
at LLaMA-8B (41.7%). The same backbone-
sensitivity is visible on DetectRL Multi-LLM: our
reproduction of RepreGuard under its own pro-
tocol yields 2.5% TPR@5% (AUROC 0.366) at
GPT-Neo-2.7B and 30.3% TPR@5% (AUROC
0.812) at LLaMA-3.1-8B-Instruct, macro-averaged
across the four Multi-LLM generators. SV-Detect
does not exhibit this dependence: at both GPT-
Neo-2.7B and LLaMA-3.1-8B it reaches ≈99.7%
TPR@5% / ≈ 1.0 AUROC on both Chat and
Non-Chat RAID cells. In other words, SV-Detect
matches or beats RepreGuard at its best backbone
while remaining strong at the small GPT-Neo back-
bone where RepreGuard collapses. This supports
our claim that the LogReg-based steering construc-
tion produces a discriminative direction that is ro-
bust to backbone choice, whereas RepreGuard’s
cluster-separation heuristic degrades sharply when

Method Backbone TPR@5% AUROC

Zero-shot / score-based (RAID Table 5)
LLMDet – 32.5 –
GLTR – 60.1 –
Fast-DetectGPT – 67.9 –
RADAR – 69.2 –
Binoculars Falcon-7B 72.8 –

Supervised, applied zero-shot to RAID (RAID Table 5)
RoBERTa-Base (GPT-2) – 59.9 –

Trained on RAID
RepreGuard GPT-Neo-2.7B 4.9 0.5500
RepreGuard LLaMA-3.1-8B 93.2 0.9634
SV-Detect (ours) GPT-Neo-2.7B 99.7 0.9993
SV-Detect (ours) LLaMA-3.1-8B 99.7 0.9993

Table 15: RAID performance on the eight open-source
configurations (Chat / Non-Chat × decoding × repeti-
tion penalty).

the observer LLM’s representations are less well-
separated.
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