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Abstract

Cultural evaluation coverage and robustness
in language models are difficult to diagnose
because pretraining corpora and cultural bench-
marks are rarely indexed with comparable meta-
data. Benchmarks increasingly target cultur-
ally situated phenomena at the level of lan-
guages, regions, and locale-specific practices,
while web-scale corpora are usually organized
only by language. A shared culture-language-
region layer makes these resources compara-
ble, enabling audits of whether a target cul-
tural phenomenon is represented in pretraining
data, evaluated by benchmarks or both. To
this end, we introduce FineWeb-CLaR, a large-
scale annotated dataset derived from FineWeb
and FineWeb-2 that places web documents on a
shared culture—language—region axis for corpus
auditing and benchmark alignment.

FineWeb-CLaR annotates the full 30.9B-
document collection from FineWeb and
FineWeb-2 with URL-derived region labels and
cultural-topic provenance. Our region resolver
assigns a non-empty region to 25.61% of docu-
ments (7.92B). For cultural-topic analysis, we
induce locale-specific topics and project them
onto the 14 leaves of the Cultural Taxonomy of
Liu et al. (2025), producing Locale Topic Dis-
tributions (LTDs) for corpus-side comparison.
We also annotate 277 cultural NLP benchmarks
with the same taxonomy, language coverage,
and region coverage. Together, these resources
enable direct comparison between corpus-side
pretraining evidence and benchmark-side eval-
uation coverage.'

1 Introduction

Cultural evaluation coverage and robustness in
language models are difficult to diagnose be-
cause failures may stem from missing cultural ev-

'Code and data:
https://github.com/Yusser96/FineWeb-CLaR
https://huggingface.co/collections/Yusser/
culture-datasets

idence in pretraining data, weak benchmark cov-
erage, poor alignment with target communities, or
model behaviour that relies on surface associations
rather than culturally grounded understanding (Adi-
lazuarda et al., 2024; Chiu et al., 2024a; Naous and
Xu, 2025; Vo and Koyejo, 2025). Diagnosing these
cases requires comparing the cultural phenomena
targeted by benchmarks with the evidence available
in pretraining data.

Existing web-scale pretraining corpora are not
designed for this comparison. Corpora such as
FineWeb (Penedo et al., 2024) and FineWeb-2
(Penedo et al., 2025) are organized primarily by de-
tected language, but language is too coarse for cul-
turally situated analysis: Many languages span mul-
tiple regions, institutions, communities, and com-
municative norms. Following the Cultural Taxon-
omy (CT) of Liu et al. (2025), we treat culture as so-
cially shared phenomena organized into ideational,
linguistic, and social dimensions, covering knowl-
edge, values, beliefs, norms, language varieties, so-
cial groups, and relations. Existing language-only
corpus annotations cannot show which of these phe-
nomena appear in which regional or locale-specific
slices of pretraining data.

To that end, we introduce FineWeb-CLaR,
a large-scale annotated dataset derived from
FineWeb and FineWeb-2 that places web docu-
ments on a shared language-region-culture axis.
The language axis comes from the original cor-
pus; for the region axis we assign URL-derived
ISO 3166-1 alpha-2 labels with confidence meta-
data; and for the cultural-labels axis we map the
corpus to the 14 leaves of the CT via a topic-based
rule set. Our contributions are:

* We introduce FineWeb-CLaR, a large-scale
version of FineWeb and FineWeb-2 aug-
mented with region metadata and CT-aligned
topic metadata for culture-, language-, and
region-aware corpus auditing.
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* We propose a scalable URL-based region at-
tribution method for web-scale data with con-
fidence and resolution-source metadata.

* We derive cultural-taxonomy-aligned locale-
level data using topic modeling, embedding-
based ranking and LLLM adjudication.

* We extend prior taxonomy-driven cultural
benchmark surveys (Liu et al., 2025; Namazi-
fard and Galke, 2025) by annotating 212 ad-
ditional cultural NLP benchmarks with locale
metadata.

2 Related Work

Culture, benchmarks, and corpus audits. Re-
cent work has argued that NLP systems and evalua-
tions often conflate language, nationality, ethnicity,
geography, and culture, while cultural evaluation
resources vary in how they operationalise knowl-
edge, values, norms, social relations, and situated
behaviour (Hershcovich et al., 2022; Adilazuarda
et al., 2024; Liu et al., 2025). We build on the
Cultural Taxonomy of Liu et al. (2025), which or-
ganizes cultural phenomena into ideational, linguis-
tic, and social dimensions, and use it as a shared
coding scheme for corpus-side topic metadata and
benchmark-side target phenomena. Prior bench-
mark efforts evaluate multicultural factual knowl-
edge, everyday cultural knowledge, values, social
bias, stereotypes, and culturally grounded reason-
ing (Myung et al., 2024a; Chiu et al., 2024a; Dur-
mus et al., 2023; Pistilli et al., 2024; Nangia et al.,
2020b; Parrish et al., 2022a). Taxonomy-driven
resource surveys and curations, including Liu et al.
(2025) and MUREL (Namazifard and Galke, 2025),
make these resources more comparable. Our bench-
mark audit follows this line of work, but connects
benchmark coverage to corpus-side evidence on a
pretraining scale, by annotating both with the same
language-region-taxonomy metadata.

Web corpora and geographic attribution.
Large web corpora such as CCNet, OSCAR, mC4,
CC100, CulturaX, FineWeb, and FineWeb-2 im-
prove pretraining data transparency through lan-
guage identification, filtering, deduplication, and
quality-control pipelines, but they are primarily
organized by detected language rather than by re-
gion or locale (Wenzek et al., 2020; Ortiz Sudrez
et al., 2020; Xue et al., 2021; Conneau et al., 2020;
Nguyen et al., 2023a; Penedo et al., 2024, 2025).
Geographically organized web corpora are a step

closer to our culture—language-region annotation
objectives: the Corpus of Global Language Use
indexes Common Crawl data by language-country
pairs (Dunn, 2020), and GloWbE organizes web
English into country-specific varieties (Davies and
Fuchs, 2015). We follow this tradition of URL-
based geographic attribution, using ccTLDs, public-
suffix-aware domain parsing, host and path tokens,
and locale parameters. Because such signals are
noisy and do not directly identify the author’s lo-
cation, audience, or cultural membership, we re-
lease region labels together with confidence and
resolution-source metadata.

Topic modeling and cultural mapping. Topic
modeling is widely used to summarize large cor-
pora into interpretable thematic distributions, from
classical models such as LDA (Blei et al., 2003) to
neural methods such as BERTopic and FASTopic
(Grootendorst, 2022; Wu et al., 2024). Multilingual
topic models have also been used to compare cul-
turally or linguistically distinct corpora (Gutiérrez
et al., 2016). Our use of topic modeling differs
from work that treats discovered topics as the final
analysis object, and from supervised label-aligned
topic models that use task labels during training
(Yang et al., 2025). Instead, we induce topics inde-
pendently within each language-region locale us-
ing multilingual document BGE-M3 embeddings
(Chen et al., 2024), and FASTopic (Wu et al., 2024),
then project topic centroids post hoc onto the 14
leaves of the Cultural Taxonomy to obtain locale
topic distributions.

3 FineWeb-CLaR Corpus Annotation

We describe our two-stage annotation approach
for labeling FineWeb (Penedo et al., 2024) and
FineWeb-2 (Penedo et al., 2025) with region in-
formation and mapping the resulting language-
region locales to the Cultural Taxonomy of Liu
et al. (2025).

3.1 Region Attribution

Cultural benchmarks often specify evaluation tar-
gets at the level of countries, regions, dialect areas,
or language—-region communities. Such annotations
are usually missing in pretraining data, which are
organized primarily by language. We close this
gap and add document-level region metadata to
FineWeb and FineWeb-2 so that pretraining evi-
dence can be aggregated into units closer to those
used by cultural evaluations.
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3.1.1 Region Labels

A region label can refer to several different con-
cepts, including author location, server location,
target audience, domain jurisdiction, or the country
conventionally associated with a language. We use
a narrower operational definition: for a URL u, a re-
gion label » means that URL-derived evidence sup-
ports an association between v and the ISO 3166-1
alpha-2 region r (International Organization for
Standardization, 2026). Prior work has shown that
web-scale corpora can be organized geographically
using URL-, domain-, and TLD-derived evidence
(Dunn, 2020), but ccTLD and public-web signals
provide only partial and source-dependent cover-
age of local web spaces (Sommese et al., 2023).
We therefore use URL-derived region labels only
as weak auditing metadata, not as author-location,
audience-location, or cultural-membership labels.

This narrow definition is necessary because URL
evidence is scalable but noisy. URLs and crawl
metadata are available for web-scale corpora and
are preserved in Common Crawl WARC/WAT
records (Common Crawl, 2023). Regional signals
such as ccTLDs, hostnames, path tokens, query
parameters, and language headers can provide ev-
idence of regional association, but they are im-
perfect: domains may be used outside their nom-
inal jurisdictions, generic TLDs such as .com are
widespread, and hosting or domain choices do not
directly identify authorship or cultural affiliation.
We therefore release region labels together with
source and confidence metadata.

# Source Signal Conf

1 query explicit locale parameter  high

2 host_path lookup table inherited
3  host lookup table inherited
4  domain lookup table inherited
5 url_hint curated URL token url_hint
6 tld non-branded ccTLD ccTLD

7 none no region signal none

Table 1: Search-time priority chain for region resolution,
with lookup-backed sources inheriting table confidence
(high, medium or low) and fallback sources receiving
weak confidence labels.

3.1.2 Resolver Design

Our region resolver separates offline region evi-
dence aggregation from corpus-scale annotation
and emits three fields for each document: a region
label, a resolution source, and a confidence value.
The region label is an ISO 3166-1 alpha-2 code or
XX when no region can be resolved; the resolution

source records which URL signal produced the la-
bel; and the confidence value records the resolver’s
confidence in that assignment.

In the offline stage, we build a frozen URL-
signature lookup table from Common Crawl
records sampled across the available CC-MAIN
archives, ranging from CC-MAIN-2008-2009 to
CC-MAIN-2026-08. Each sampled record con-
tributes a URL and, when available, HTTP
Content-Language, HTML lang, and language-
identification metadata from FineWeb. We extract
URL signatures at three granularities: domain, host,
and host plus first path segment, then aggregate
weighted evidence over candidate regions for each
signature. The following example illustrate the
terminology:

host_path
host first_path
- .
https:// travel. example.co .uk /id/ ... ?locale=id-ID
N~ —— N—_———
ccTLD url_hint query

domain

Each lookup row stores the winning region, con-
fidence tier, and supporting metadata; details of the
evidence rules are provided in Appendix A.

In the search-time stage, we apply the frozen
lookup table to every FineWeb and FineWeb-2 doc-
ument. Given a URL, the resolver follows the
fixed priority chain shown in Table 1; the first
source that emits a valid label determines the doc-
ument’s region and resolution source. Lookup-
backed matches inherit the confidence metadata
stored in the frozen lookup table, while fallback
sources receive separate weak confidence labels.
Details of the search-time resolution sources are
provided in Appendix B. The production pass never
inspects document text, which keeps region attri-
bution independent of the cultural-topic analysis in
Section 3.2.

3.1.3 Confidence and Coverage Settings

Our lookup table contains 1,335,000 URL-
signature rows. Confidence is assigned after
evidence aggregation rather than per individual
crawl record, and falls into three tiers (high,
medium, low) combining vote count, vote share,
and dump diversity; exact thresholds are given in
Appendix A.

We report two coverage settings. The broad
setting retains any non-XX region emitted by the
resolver, including weak URL-hint and ccTLD
fallback labels. The lookup-table coverage set-
ting retains only labels whose resolution source is
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Setting Source/ tier Documents %
query 15,283,520 0.05
lookup-table host_path 222,919,273 0.72
host 3,458,247,367 11.19
domain 946,609,661 3.06
fallback url_hint 342,035,324 1.11
tld 2,932,873,160 9.49
confidence  high (incl. query)  2,384,519,175 7.71

medium 1,111,291,057 3.59

low 1,147,249,589 3.71
lookup-table coverage subtotal 4,627,776,301  14.97
broad (any non-XX) 7,917,968,305 25.61
unresolved (none) 22,996,190,454  74.39
Total (FW+FW2) 30,914,158,759 100.00
Table 2: Region-resolution diagnostics on the

full FineWeb + FineWeb-2 release, by resolution
source (top) and released confidence tier (middle).
high+medium+low (15.02%) equals lookup-table cov-
erage plus query (high includes query); the weak
url_hint and ccTLD tiers map one-to-one onto the
url_hint and t1d source rows and are not repeated.

host_path, host, or domain, i.e. labels backed by
the frozen lookup table. query labels are high-
confidence but not lookup-backed; they are ex-
cluded from lookup-table coverage by definition
and reported separately (0.05% of documents).
This separation allows downstream users to trade
off recall and precision according to the require-
ments of their analysis. Table 2 reports the empir-
ical distribution of resolution sources on the full
release.

3.1.4 Resolver Evaluation Against
Independent References

Defining a single gold-standard region label for an
arbitrary URL is difficult: the legal jurisdiction of
the registrant, the physical hosting location, the
content-declared locale, and the intended audience
may all disagree (e.g., Egyptian-recipe content writ-
ten in Arabic, hosted by a French CDN on a generic
. com domain, with og:locale=ar_EG ). We there-
fore do not have a single reference standard for
evaluation, and human annotations are impractical
at this scale. Instead, we report convergence be-
tween the resolver’s output and two independent
automatic reference signals, each capturing a dif-
ferent notion of “region”:

e IP geolocation (MaxMind GeoLite2 (Max-
Mind, Inc., 2026)), capturing physical hosting
jurisdiction. For each URL we resolve the
hostname to an IP address and look up its

Tier IP og:locale All= All#
high 21.9 414 9.1 14.4
medium 19.8 16.1 3.6 19.0
low 17.1 9.6 3.8 22.6
broad-only 37.8 17.1 9.3 33.2

Table 3: Resolver evaluation against independent au-
tomatic references on stratified random samples of
1,000 URLs per tier, comparing three notions of “re-
gion”. Cells are percentages of the tier’s URLs with
the required signal(s) available. All =/ All #: all three
sources coincide / are pairwise distinct.

country in GeoLite2, yielding the jurisdiction
of the server that serves the bytes.

* Content-declared locale, captured from the
HTML lang attribute (Phillips and Davis,
2009) and the Open Graph og: locale prop-
erty (Facebook, 2014). For each URL we
re-fetch the page, parse the root <html
lang=". . . "> attribute and any og:locale
meta tag, and take the region subtag (e.g.
en-GB or ar_EG — region GB or EG).

For each confidence tier of the resolver, Table 3
reports the percentage of URLs whose label agrees
with each reference, the percentage where the re-
solver and both references coincide, and the per-
centage where all three sources disagree — which
we interpret as URLs that are genuinely ambiguous
rather than as resolver failures.

Two patterns are worth highlighting. First, the
all-three-disagree fraction increases monotonically
with decreasing resolver confidence (14.4%, 19.0%,
22.6% across high, medium, low; rising to 33.2%
for broad-only URLSs that have no lookup-backed
evidence at all), indicating that the confidence tiers
correctly identify which URLs are inherently am-
biguous across reference signals. Second, agree-
ment with og:locale drops sharply across tiers
(41.4% — 16.1% — 9.6%), confirming that high-
tier URLs are also the ones whose content most
frequently declares the same locale. Agreement
with IP geolocation is broadly tier-invariant (~17-
22%) because IP measures physical hosting, which
is largely orthogonal to the resolver’s audit-unit
semantics; the higher 37.8% for broad-only re-
flects ccTLD- and hint-based URLs whose region
label trivially aligns with hosting jurisdiction. Both
reference signals are themselves imperfect: IP ge-
olocation captures hosting rather than authorship,
and og: locale is content-declared rather than ver-
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Cultural Taxonomy (CT)
|

Ideational 8 leaves

» Concepts » Knowledge
—e < Norms and Morals * Artifacts

« Values — General; Bias; Hate;

Other Perceptions

Linguistic 2 leaves
L o ¢ .

* Dialects « Styles, Registers and Genres

Social 4 leaves
——e « Relationship » Context

» Communicative Goals » Demographics

Figure 1: Cultural Taxonomy label space used for
corpus-side topic alignment.

ified. We therefore treat this analysis as a conver-
gence study rather than a validation against ground
truth, and recommend that downstream users rely
on the released confidence tiers when interpreting
individual region labels.

3.2 Culture-Taxonomy Annotation

The region axis introduced in Section 3.1 identifies
where a document plausibly originates from, but it
does not identify what kind of cultural phenomenon
is present in the document or its local corpus con-
text. We therefore add cultural-topic labels to the
region-resolved corpus.

3.2.1 Taxonomy and Label Space

We operationalize the Cultural Taxonomy (CT) of
Liu et al. (2025) as the cultural label space. The
CT organizes cultural phenomena into ideational,
linguistic, and social dimensions. Figure 1 summa-
rizes the label space used for topic alignment. The
Values element of the Ideational branch is further
refined into four sub-leaves, yielding C' = 14 leaf
categories in total. The goal of our mapping is to
estimate which CT categories are evidenced by a
document’s topic context.

3.2.2 Locale-Specific Topic Induction

Human document-level CT annotation at the scale
of FineWeb and FineWeb-2 is infeasible. We there-
fore use a topic labeling pipeline over language—
region locales. Not all locales contain enough
usable text for stable topic modeling: a locale is
eligible when it contains at least 500 documents
passing a quality filter (200-50,000 characters, lan-
guage confidence > 0.8), which 6,332 locales
meet. We sample up to 10,000 quality-filtered
documents per locale; discarding locales whose

retrieved sample falls below the 500-document
threshold yields 5,954 topic-modeled locales span-
ning 297 languages (322 distinct language—script
combinations). The resulting culturally annotated
resource is therefore a subset of the full region-
annotated corpus.

For each retained locale, we encode documents
using multilingual BGE-M3 (Chen et al., 2024) and
induce topics independently with FASTopic (Wu
et al., 2024). Modeling each locale separately pre-
vents high-resource languages and globally domi-
nant regions from determining the topic space for
smaller locales, and allows locale-specific cultural
content to form separate clusters. We use multi-
lingual BGE-M3 because the pipeline requires a
single shared embedding space in which document
embeddings, topic centroids, and CT-leaf descrip-
tion embeddings are directly comparable by cosine
similarity across all locales; we use its dense 1,024-
dimensional embeddings. The language counts
above describe the corpus language codes of the re-
tained locales, not the validated language coverage
of BGE-M3. Documents are truncated before en-
coding: the initial embedding pass uses BGE-M3’s
maximum input length of 8,192 tokens, and the
consolidation pass that completed the final locale
set caps inputs at 1,024 tokens.

We use a fixed initial maximum number of topics
K = 200 for every retained locale. This keeps the
topic-induction hyperparameter constant across lo-
cales, which is important for the cross-locale com-
parisons in Section 5.3.

FASTopic (Wu et al., 2024) returns a document-
topic distribution and topic descriptors. For each
topic, we compute a centroid as the mean BGE-
M3 embedding of the documents whose highest-
probability topic assignment is that topic. We use
these centroids for CT projection to the BGE-M3
CT leaf-description embeddings.

The fixed topic budget can produce near-
duplicate topics, especially in smaller locales.
We therefore merge topics using agglomerative
average-linkage clustering from scikit-learn (Pe-
dregosa et al., 2011) over cosine distance between
topic centroids, cutting clusters at cosine similar-
ity > 0.85. For each merged topic, we sum the
corresponding columns of the document-topic ma-
trix, compute a document-count-weighted centroid,
and retain the top unique words from the merged

The fixed value should be interpreted as an overcomplete
topic budget rather than as the final number of topics: the
effective topic count is determined after the merge step.
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member topics. The merged topics are then passed
to the topic-to-taxonomy projection step. Merging
operates within each locale independently; across
the 5,954 topic-modeled locales, the K = 200 per-
locale budget yields 801,344 merged topics in total,
an effective average of =135 topics per locale.

3.2.3 Topic-to-Taxonomy Projection

We project topic centroids onto CT-leaf em-
beddings (both encoded with BGE-M3) via a
temperature-scaled cosine softmax with 7 = 0.05;
full equation and rationale in Appendix C.

3.2.4 Low-Confidence Adjudication

The embedding-based projection is used as the de-
fault topic-to-CT mapping. Topics whose maxi-
mum CT probability falls below 0.5 receive LLM
adjudication. Because the temperature-scaled soft-
max at 7 = (.05 is diffuse over the 14-leaf label
space (observed max. p(c | t): mean 0.124, 99th
percentile 0.315), this criterion selects 99.97% of
merged topics (801,068 of 801,344); adjudication
is therefore near-universal, and the 0.5 cutoff acts
as a guardrail that bypasses adjudication only for
unambiguous projections. The adjudicator receives
the topic descriptors together with the top-three
CT candidate categories and their softmax prob-
abilities, and either confirms the automatic label
or selects a better-fitting CT leaf; it changed the
primary assignment for 7.1% of adjudicated topics
(56,931). Table 4 shows example FASTopic top-
ics and their final CT leaf assignments for selected
locales.

Locale Topic CT leaf

en-US  Christian Religion Values-General
en-US  Restaurant Dining Concepts
en-US  US Politics Demographics
ar-EG  Travel Destinations Concepts
ar-EG  Sports Media Context
zh-CN  Digital Media & Devices  Artifacts

hi-IN  Indian Culture Knowledge
ko-KR  Korean Global Education Demographics

Table 4: Example FASTopic topics and final CT leaf
assignments for selected locales.

3.2.5 Locale Topic Distributions

The output of the corpus-side cultural-topic
pipeline is a Locale Topic Distributions (LTD) for
each topic-modeled locale. For a locale with N
documents, K merged topics, and C CT categories,
let D € RN*K be the document—topic distribution

and A € RX*C be the topic-to-CT assignment
matrix. The locale’s Locale Topic Distribution is:

1 N
LTD = - > (DA);.

i=1

The resulting vector is L1-normalized and inter-
preted as the locale’s distribution over CT leaves.
Across all topic-modeled locales, this procedure
produces a 5,954 x C matrix of LTD, with C' = 14.
We use this matrix for distributional analyses of
locale-level cultural-topic profiles, including the
same-language regional divergence analysis in Sec-
tion 5.3.

4 Benchmark Audit

To compare corpus-side cultural evidence with eval-
uation demand, we construct a benchmark-side au-
dit using the same Cultural Taxonomy label space
and locale metadata as FineWeb-CLaR. The audit
extends prior taxonomy-driven cultural-NLP sur-
veys (Liu et al., 2025; Namazifard and Galke, 2025)
by adding newly identified datasets and by coding
each resource for cultural, language, and region
coverage, provenance, and usability.

Dataset collection. We compile cultural NLP
benchmarks from three sources: datasets included
in the cultural-NLP taxonomy and survey of Liu
et al. (2025), datasets included in MUREL-style
cultural-resource curation (Namazifard and Galke,
2025), and newly identified resources from system-
atic searches of the ACL Anthology, arXiv, Hug-
gingFace, GitHub, and dataset repositories. Af-
ter deduplication and filtering, the audit contains
277 cultural NLP benchmark datasets (43 inher-
ited from the Liu et al. taxonomy survey, 3 from
MUREL, 19 shared by both, and 212 newly identi-
fied). A resource is included when it provides an
accessible dataset, targets at least one cultural phe-
nomenon covered by the CT, and is documented
well enough to recover its language, region, task,
and provenance metadata. Figure 2 shows the per-
leaf coverage of the expanded audit. The newly
identified datasets increase coverage across most
CT leaves, including linguistic and social cate-
gories that are comparatively sparse in the inherited
survey sources.

Annotation schema. Each benchmark is anno-
tated along four groups of fields. Cultural coverage
records the CT branch and one or more CT leaves
targeted by the dataset. Scope records the covered
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Figure 2: Number of audited benchmark datasets per
CT leaf (n = 277).

languages, regions and example items when avail-
able. Provenance records the source paper, venue,
publication date, source list, and dataset lineage.
Usability records whether the dataset is public, re-
stricted, or unavailable.

Human annotation and validation. Two au-
thors annotated the benchmarks and resolved dis-
agreements through discussion. CT branch and
CT leaf labels were assigned using each dataset’s
paper, dataset card, repository, and example items.
A dataset may receive multiple CT leaves when
it evaluates more than one cultural phenomenon.
Details of the search protocol, annotation rubric,
lineage coding, accessibility coding, and quality-
control procedure are provided in Appendix D.
Inter-annotator agreement on the multi-label Cul-
tural Taxonomy assignments was 0.43 average pair-
wise Jaccard, with 0.89 partial agreement when any
shared CT branch/leaf label counted as overlap.?

5 Experiments and Analysis

We evaluate FineWeb-CLaR as a corpus-auditing
resource through three analyses: human annotation,
corpus-benchmark mismatch, and same-language
regional divergence.

5.1 Validation of the Topic-to-CT Projection

Two annotators independently coded 100 (topic,
CT-leaf) pairs sampled stratified across the 14
CT leaves and across high-, medium-, and low-
resource locales. Each pair was presented with the
top-15 FASTopic descriptors, ten randomly drawn
documents from the topic, and the natural-language
definition of each CT leaf. Annotators selected

3We release the full benchmark survey in our code reposi-
tory.

the single best-fitting CT leaf or NONE. Annota-
tors did not see the embedding-softmax or LLM-
adjudicated labels during annotation.

Cohen’s x between annotators was 0.25, indi-
cating only fair agreement on the topic-to-CT-leaf
task and confirming that CT-leaf assignment at the
topic level is intrinsically ambiguous. On 15% of
topics the two annotators could not converge on
a single leaf; the remaining N = 85 topics form
the consensus reference set. Against this reference,
the embedding-softmax label agreed on 18.8% of
cases (Cohen’s x = 0.13); the LLM adjudicator,
which was triggered on all sampled topics and al-
tered the embedding-softmax assignment for 35%
of them, agreed on 22.4% of cases (Cohen’s k =
0.15). Both automatic methods are well below hu-
man consensus, and the adjudicator yields only
marginal improvements over the embedding base-
line. We therefore interpret LTDs not as definitive
CT-leaf assignments but as locale-level distribu-
tions over topic-to-leaf prevalences under substan-
tial labeling uncertainty. Accordingly, we treat the
CT-level analyses that follow as exploratory corpus
audits: the coverage classification in Section 5.2
depends on document counts per cell rather than
on individual leaf assignments, and the divergence
analysis in Section 5.3 compares whole distribu-
tions between locales that share a language, but
both inherit the label uncertainty quantified here.
Appendix E quantifies this inheritance by resam-
pling every topic-to-leaf assignment at the observed
agreement rate (5B = 1000 replicates): the count-
based coverage results and the pairs-above-noise-
floor finding hold in every replicate of every condi-
tion, while exact pair orderings are only partially
preserved.

5.2 Corpus-Benchmark Mismatch

The shared language-region—CT axis allows us to
compare corpus evidence with benchmark demand.
On the corpus side, FineWeb-CLaR provides doc-
ument counts and Locale Topic Distributions for
language—region locales. On the benchmark side,
the human annotation in Section 4 provides CT
leaves, language coverage, and region coverage for
277 cultural NLP benchmarks.

We mark a CT leaf—region cell as corpus-covered
when at least £ = 50 documents are associated
with that cell. Each cell is then classified as
both present, corpus only, benchmark only, or nei-
ther present, depending on whether it appears in
FineWeb-CLaR, the benchmark inventory, both, or
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[ Double blind spot (neither)
| Survey only (benchmark, no data)

u FineWeb-CLaR only (data, no benchmark)
Mom present

Figure 3: Coverage over CT leaf x region cells on the full release (30.9B documents). A cell is corpus-covered if at
least £ = 50 documents support the CT-leaf/region pair, and benchmark-covered if at least one audited benchmark
targets it. All 266 cells are corpus-covered; light cells (56, 21%) have corpus evidence but no audited benchmark.

neither.

Figure 3 shows that, on the full release, cor-
pus evidence exceeds the £ = 50 threshold for
all 266 CT-leaf x region cells, so the mismatch
is benchmark-side: 56 cells (21%) carry corpus
evidence but no audited benchmark, concentrated
regionally in the Caribbean (11 of 14 leaves), Cen-
tral America (10), Central Asia (7), and Middle
Africa (6), and thematically in the Social branch
(Context 10, Communicative Goals 10) and the
Values leaves (18). Ideational categories such as
Knowledge, Concepts, and Artifacts are more often
visible in web text and more often converted into
benchmark tasks. Thus, corpus—benchmark mis-
match is not only a language-level problem:; it also
depends on which cultural phenomenon is being
evaluated.

Earlier versions of this analysis, computed on
analysis corpora in which English was repre-
sented through the FineWeb sample-350BT sub-
set, showed several region-level double blind spots,
including the entire Caribbean column. Recom-
puting the analysis on the full release provides a
more complete picture: these patterns do not per-
sist at full scale and were primarily driven by the
~50x downsampling of English rather than by an
absence of corpus evidence (see Appendix F for
details on the different sampling experiments). The
change is specific to English: English-locale mass
in these regions increases by 46—56x on the full re-
lease, while their non-English main-language mass
remains unchanged. The full-release analysis there-

fore resolves the apparent macro-region blind spots
observed in earlier versions while revealing more
fine-grained coverage differences at the locale level
(Figure 4). Applying the same classification at lo-
cale granularity shows that 26.5% of cells are cov-
ered by both corpus and benchmarks, 63.9% by the
corpus only, 1.9% by benchmarks only, and 7.7%
by neither. Chichewa (nya-MW; 546 documents)
lacks both corpus mass and benchmarks across
all 14 leaves; Dzongkha (dzo-BT) is benchmark-
covered but corpus-sparse on 6 leaves; and even
en-GB, the largest locale (1.33B documents), has
no benchmark coverage on 8 of 14 leaves. Over-
all, 863 locales (14.8%) are covered by no region-
scoped benchmark, including 67 main-language
locales in their respective countries (e.g., Bosnian
bs-BA with 3.0M documents). Figure 4 shows the
locale-level coverage matrix for the smallest main-
language locales.

5.3 Same-Language Regional Divergence

Language-level corpus partitions can hide regional
variation. We quantify this by computing the
Jensen—Shannon distance (JSD full definition in
Appendix C) between Locale Topic Distributions
for locales that share a language but differ in region.
Higher JSD indicates greater divergence between
the two locale-level CT distributions.

To distinguish genuine regional divergence from
topic-modeling noise, we compute a within-locale
split-half JSD baseline. For each of the 4,715 lo-
cales with at least 1,000 sampled documents, we
randomly partition the locale’s documents into two
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Figure 4: CT leaf x locale coverage for the smallest topic-modeled main-language locales on the full release.
Locale-level analysis reveals the double blind spots and benchmark-only cells that macro-region aggregation hides.
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166 languages with > 2 locales, ranked by median JSD

Figure 5: Within-language LTD divergence (JSD) across
all languages with > 2 locales: per-language median
(dots) and IQR (bars), with illustrative same-language
locale pairs labelled. The shaded band and dashed line
show the split-half noise floor (pgs = 1.9 x 1073).

halves, fit an LTD on each half, and compute the
JSD between halves; we repeat this 50 times per
locale (235,750 split-half computations in total,
seed 42). The pooled distribution yields a median
JSD of 4.9 x 10~ (IQR [2.4 x 107, 8.8 x 1074],
pos = 1.9 x 1073), which we use as the topic-
model noise floor. The floor decreases with locale
size (full details in Appendix E.3); the five labelled
pairs below involve locales at the 10,000-document
cap, where the pgs floor is roughly half the pooled
value, so the pooled floor if anything understates
their separation from noise.

Figure 5 shows the distribution of within-
language JSD across every language with at least
two locales meeting the 500-document floor. The
labelled examples all lie well above the split-half
noise floor, indicating that same-language regional
differences in LTDs are substantially larger than
topic-modeling noise. The largest labelled diver-

gences occur for the Arabic and English locale
pairs (ar-EG/ar-MA 0.079, en-IN/en-US 0.071),
followed by Chinese (zh-CN/zh-TW 0.047), while
the Spanish and Portuguese pairs (0.035, 0.028)
show smaller but still clearly non-noise divergence.
We interpret this as evidence that benchmarks tar-
geting a language may correspond to specific re-
gional CT profiles, while noting that the magnitude
of the language-level/regional gap varies substan-
tially across language families.

6 Conclusion

We introduced FineWeb-CLaR, a large-scale re-
source that augments FineWeb and FineWeb-2 with
region metadata and Cultural Taxonomy-aligned
topic annotations to support culture-, language-,
and region-aware corpus auditing. By combin-
ing URL-derived region attribution, locale-specific
topic modeling, and an expanded audit of cultural
NLP benchmarks, FineWeb-CLaR enables direct
comparison between pretraining evidence and eval-
uation demand. Our analyses show that pretraining
evidence at web scale exists for every cultural-topic
x region cell we audit, but is unevenly distributed
across regions by more than two orders of mag-
nitude, while benchmark coverage is absent for
21% of region-level cells; at locale granularity, cov-
erage gaps run in both directions, with 7.7% of
locale x cultural-topic cells lacking both corpus
evidence and benchmarks. Corpus—benchmark mis-
match is therefore structured by region and cultural
phenomenon, and must be audited at locale level,
beyond language-only metadata.
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Limitations

FineWeb-CLaR is an auditing resource, not de-
mographic or cultural ground truth. Its language,
region, and CT axes make corpora and benchmarks
comparable, but they do not define cultures or com-
munities. Region labels are derived from URL
evidence and should not be interpreted as author
location, user location, national identity, or cultural
membership. They may be affected by multi-region
websites, generic or vanity domains, CDNs, URL
parsing errors, branded ccTLDs, and the use of a
sampled Common Crawl lookup table. False posi-
tives and false negatives are therefore unavoidable.

The CT annotation pipeline is also coarse. CT
labels support corpus-level comparison, but they
cannot capture the full complexity of cultural prac-
tice, identity, power, tacit knowledge, interactional
norms, or intra-community variation. Locale-
specific topics may reflect domain composition,
crawl artefacts, or institutional web presence rather
than cultural salience alone. Embedding-based
CT ranking and LLM-assisted adjudication reduce
annotation cost, but can introduce errors, espe-
cially for low-resource languages, mixed-language
documents, and culturally specific concepts that
are weakly represented in the embedding model
or adjudicator. Human projection quality is vali-
dated only in aggregate (Section 5.1), and BGE-
M3’s validated language coverage is narrower than
the corpus language inventory, so CT-level results
should be read as exploratory; computationally,
67% of merged topics in locales outside BGE-M3’s
documented coverage project onto the taxonomy
with near-uniform confidence, against 46% inside
(Appendix E.2), so LTDs for out-of-coverage lan-
guages carry additional uncertainty. Empirically,
locale evidence is often domain-concentrated: the
median topic-modeled locale draws on 116 dis-
tinct base domains, and 34% of locales draw more
than half of their documents from a single domain
(Figure 6); 83 locales (1.4%) rest on a single base
domain (verified exhaustively against the full re-
lease), typically a multilingual portal or machine-
translated content farm attributed to one region.
Locale-level distributions for such locales should
be read as summaries of a few dominant sites rather
than of a broad regional web.

Locale Topic Distributions are available only for
locales with sufficient document support. Locales
below the 500 quality-filtered-document threshold
remain region-annotated, but do not receive LTDs

because their topic distributions would be domi-
nated by sampling noise. Even among the 5,954
topic-modeled locales, smaller locales should be
interpreted with greater uncertainty.

The benchmark survey is time-bounded and de-
pends on the availability and documentation of ex-
isting datasets. Human CT coding reduces noise,
but does not establish that a benchmark validly rep-
resents the community or cultural phenomenon it
claims to test. The coverage matrix should there-
fore be read as a diagnostic of available resources,
not as a normative statement about which cultures
or cultural dimensions matter.

Ethics Statement

This work annotates public web-corpus metadata
for auditing and analysis. Because region labels
can be misused if treated as demographic labels,
we release confidence and source metadata and
recommend against using weak labels for claims
about people, identity, or community representa-
tion. Cultural-taxonomy annotations should like-
wise be used to identify broad coverage patterns,
not to essentialise cultures or reduce communities
to fixed attributes. Downstream use for data filter-
ing, benchmark construction, or model evaluation
should document the selected confidence threshold,
the intended interpretation of region labels, and the
limitations of URL-derived evidence.
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A Region Resolver Details

During lookup construction, each Common Crawl
sample record is assigned a weighted vote ac-
cording to the agreement pattern among URL ev-
idence, HTTP Content-Language, HTML lang,
and language-identification metadata. The rules are
used only during offline lookup construction; they
do not fire during FineWeb/FineWeb-2 annotation.

Confidence-tier thresholds. After evidence ag-
gregation, each URL-signature row is assigned a
confidence tier based on the following thresholds.
A row is labelled high if the winning region has
at least 20 weighted votes, at least 90% vote share,
and appears across at least three Common Crawl
dumps. It is labelled medium if it has at least seven
weighted votes, at least 75% vote share, and ap-
pears across at least two dumps. It is labelled low
if it has at least three weighted votes and at least
70% vote share. These thresholds favour URL sig-
natures that are stable across time and not merely
frequent in a single crawl; we selected them empir-
ically by manually inspecting samples of candidate
lookup rows at different cutoff values before freez-
ing the table, and no downstream corpus statistics
or analyses were consulted during threshold selec-
tion.

Real ccTLD evidence. When the URL con-
tains a non-branded country-code top-level domain,
the ccTLD supplies the primary region candidate.
Three-way agreement among ccTLD, HTML lang,
and HTTP Content-Language receives the high-
est weight. Agreement between the ccTLD and
one header signal receives slightly lower weight.
When the ccTLD is contradicted by a likely CDN-
default header, the ccTLD is still trusted but down-
weighted. When the ccTLD is contradicted by a
country-specific header, the vote is retained with
weaker weight. If no header signal is available,
the ccTLD alone still contributes a strong but not
maximal vote.

Path and subdomain evidence. For generic or
branded domains, the system searches for locale-
bearing path or subdomain tokens, such as /uk/,
/jp/, de.example.com, or en-gb. These hints re-
ceive higher weight when corroborated by HTTP or
HTML language metadata and lower weight when
they appear alone.

Header-only evidence. If the URL contains no
region cue, low-resolution header evidence may
contribute a weak vote only when it is consistent
with language identification. High-resolution head-
ers on otherwise generic URLs are not treated as
positive region evidence because such values are
often injected by server or CDN defaults.

Fallback and unresolved records. If no reliable
rule supplies evidence during lookup construction,
the record contributes no vote. During search-time
resolution, URLSs that do not match the lookup table
may still receive weak labels from curated URL
hints or non-branded ccTLD fallback; otherwise
the resolver emits XX.

Per-rule vote weights. Each rule contributes a
per-record vote with a fixed weight, calibrated to
reflect the strength of evidence it provides. The
weights used during offline lookup construction are
summarized in Table 5.

Lookup-Table Schema The frozen URL-
signature lookup table is released as a CSV with
1,335,000 rows and the columns described in
Table 6.

Rows are emitted only when the winning re-
gion passes the confidence thresholds in Sec-
tion 3.1.3. Null encodings: top_region and
secondary_region use the empty string when no
candidate region is available; n_content_votes
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Rule Evidence pattern Weight

Al ccTLD + HTML lang + Content-Language agree 3.0

A2 ccTLD + one header agree 2.5
A3 ccTLD beats high-resolution default 2.0
A4 ccTLD overrides country-specific header 1.0
A5 ccTLD alone (no header signal) 2.0
A6 Path/subdomain hint + header 2.0
A7 Path/subdomain hint alone 1.5
A8 Low-resolution header + language ID agree 1.5
A9 Soft header default on generic URL 0

A10  Unresolved 0

Table 5: Vote weights applied by each evidence rule during offline lookup-table construction. Higher weights
correspond to stronger multi-signal agreement. Rules A9 and A 10 are recorded for diagnostic completeness but do
not contribute to weighted aggregation.

Column Dtype Meaning / values

key_type str domain, host, or host_path

key str URL signature (normalised, lowercased)
n_docs int raw record count contributing to the signature
top_region str winning region (ISO 3166-1 alpha-2) or empty

share float  vote share of the winning region € [0, 1]
n_distinct_regions int distinct candidate regions seen

confidence str high, medium, or low

n_weighted float  total weighted votes for the winning region
dump_diversity int number of distinct CC-MAIN dumps the row appears in
secondary_region str runner-up region or empty

secondary_share float  vote share of the runner-up

n_content_votes int A11 content-scan votes (0 in URL-only release)
content_share float A1l content-share € [0, 1] (0 in URL-only release)
top_rule str rule that contributed the largest mass (A1-A12)
rule_mix str semicolon-separated Ak: count list across all firing rules

Table 6: Schema of the released URL-signature lookup table.

and content_share are zero for all rows in the
URL-only release.

2. Lookup-backed keys. The next three sources
consult the frozen lookup table. host_path
captures multinational websites that orga-
nize regional sites under the first path seg-
ment, such as pwc.com/uk. host captures
full hostnames such as www.lemonde.fr.
domain collapses subdomains to a regis-
tered domain, allowing news.bbc. co.uk and
sport.bbc.co.uk to inherit evidence from
bbc. co.uk when appropriate.

B Search-Time Resolution Sources

At search time, the resolver applies the priority
chain in Table 1. The first source that emits a valid
region label determines the document’s region, res-
olution source, and confidence value. The sources
are interpreted as follows.

1. Query parameters. Explicit region parame-
ters such as gl=US, country=ca, region=GB, 3. URL hints. If the lookup table does not

or locale=ja-JP receive the highest prior-
ity. These cases are rare, but they are strong
signals because the site operator is explicitly
encoding a locale choice.
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contain a matching key, the resolver searches
for curated country tokens in structurally
informative URL positions. Examples include
uk.airbnb.com, airbnb.com/jp/rooms,



and redbubble.com/en-gb/. Ambiguous
tokens such as co, it, and me are excluded
unless the URL structure makes the regional
interpretation unambiguous.

4. ccTLD fallback. Finally, the resolver falls
back to the URL’s ccTLD when it is not on
a branded-ccTLD denylist. The denylist in-
cludes ccTLDs widely used outside their nom-
inal jurisdictions, such as . tv, .1y, .io, .me,
.ai, .co, .cm, and . gg. Non-branded ccTLDs
such as .de, .fr, .jp, .ru, and .br are re-
tained as weak fallback evidence.

5. No signal. When all sources fail, the resolver
emits XX with source none and confidence
none. These records remain in the intermedi-
ate annotated corpus; filtering is left to down-
stream users.

C Topic-to-CT Softmax and JSD

Temperature-scaled softmax for topic-to-CT
projection (Sec. 3.2). After topic induction, each
merged topic is mapped to the CT label space. Each
CT category is embedded once using BGE-M3
from its natural-language description. For each
merged topic ¢ and CT category ¢, we compute co-
sine similarity between the topic centroid e; and the
CT category embedding e., and convert similarities
into a probability distribution over CT categories
using a temperature-scaled softmax:

exp(cos(eg, e.)/T)

.7 =0.05.
o €xp(cos(es, ec)/T)

p(CIt):E

The low temperature makes the mapping sharp
enough for the highest-scoring category to be inter-
pretable, while still preserving non-zero mass on
plausible runner-up categories.

Jensen—Shannon distance over LTDs (Sec. 5.3).
For two locale-level Locale Topic Distributions
P, Q over the 14 CT leaves, we report the Jensen—
Shannon distance computed with log,:

ISD(P,Q) = \/AKL(P | M) + LKL(Q| M),
M = (P +Q).

with KL in log,, so JSD(P,Q) € [0,1]. Be-
cause per-locale leaf mass is produced by
the temperature-scaled softmax above, every
LTD has strictly positive entries on every
leaf and no smoothing is applied; the KL terms
are finite without an additive prior. Implementation:

scipy.spatial.distance. jensenshannon(p, g, base=2).

D Benchmark Audit Protocol

This appendix describes the construction and annotation pro-
tocol for the benchmark audit summarized in Section 4. The
audit is designed to support corpus—benchmark comparison
by coding each dataset along cultural coverage, scope, prove-
nance, and usability dimensions.

D.1 Dataset Sources

We compile candidate datasets from three sources:

1. Datasets included in the cultural-NLP taxonomy and
survey of Liu et al. (2025).

2. Datasets included in MUREL-style cultural-resource
curation (Namazifard and Galke, 2025).

3. Newly identified datasets from systematic searches of
the ACL Anthology, arXiv, HuggingFace, GitHub, and
dataset repositories.

The systematic searches combine cultural terms with re-
source terms. Cultural terms include culture, cultural, cross-
cultural, multilingual, norms, values, bias, dialect, stereotype,
social norms, and cultural knowledge. Resource terms in-
clude dataset, benchmark, corpus, evaluation, and test set.
Candidate records are deduplicated across source lists and
benchmark families.

D.2 Inclusion and Exclusion Criteria

A resource is included if it satisfies all of the following criteria:

1. It provides a downloadable, inspectable, or otherwise
accessible dataset.

2. It targets at least one cultural phenomenon covered by
the CT, such as values, norms, dialects, communicative
practices, culturally grounded knowledge, or culturally
grounded bias.

3. It is documented in a paper, preprint, dataset card, or
repository with sufficient metadata for annotation.

4. Itis usable as an evaluation dataset.

We exclude resources that do not provide dataset access,
papers that discuss cultural evaluation without releasing or
identifying a dataset, duplicate entries already represented by
another variant, and resources whose cultural target cannot be
mapped to any CT leaf.

When a benchmark family contains multiple variants, we
count a variant separately only if it introduces a distinct lan-
guage set, region set, task format, annotation schema, or cul-
turally adapted item set. For example, a translated or culturally
localised derivative is counted as a separate dataset but linked
to its parent through the lineage field.

D.3 Annotation Dimensions

Each included dataset is annotated along four groups of di-
mensions.

Cultural coverage. These fields describe what cultural
phenomena the dataset tests:

e CT branch;

e CT leaf or leaves;
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Scope. These fields describe the populations, languages,
and task format covered by the dataset:

¢ dataset name;

* geographical diversity;

* linguistic typology;

* languages covered;

* regions covered;

e dataset format;

* example item, when available.

Provenance. These fields describe where the dataset
comes from and how it was constructed:

* paper link;

publication venue;

publication date;

 generation method: human, hybrid human-LLM, LLM-
only, web-scraped or automatically extracted, or un-
clear;

source list;
* dataset lineage.

Usability. These fields describe whether and how the
dataset can be used for cultural evaluation:

¢ data link;

* accessibility status;

D.4 CT Leaf Annotation

CT branch and leaf assignments are coded from each dataset’s
paper, dataset card, repository, and example items. A dataset
may receive multiple CT leaves if it evaluates more than one
cultural phenomenon. For example, a benchmark containing
culturally situated dialogue about politeness norms may be
coded as both Norms & Morals and Communicative Goals; a
multilingual stereotype benchmark may be coded as Values—
Bias; and a dialect-identification benchmark is coded as Di-
alects.

Assignments are made at the dataset level rather than the in-
dividual item level. This choice allows broad survey coverage
across the benchmark landscape, but it means that fine-grained
within-dataset variation is not fully captured. Multi-category
datasets are counted once per applicable CT leaf in the cover-
age matrix.

D.5 Lineage Coding

The lineage field records whether a dataset is original or de-
rived from one or more parent datasets. We mark a dataset as
derived if the paper or repository explicitly states that it is a
translation, adaptation, localisation, extension, reannotation,
or culturally modified version of an existing benchmark. Lin-
eage is recorded using a parent-to-child notation, for example:

BBQ > MBBQ > KoBBQ

A dataset is coded as original if we find no known par-
ent benchmark or source dataset beyond generic data sources
such as surveys, web pages, or human-authored prompts. Lin-
eage coding is conservative: if derivation is plausible but not
documented, the dataset is not marked as derived.

D.6 Accessibility and Adaptation Coding

Accessibility is coded according to whether the dataset can be
obtained and used for cultural evaluation:

e Public: the dataset is available through a repository,
dataset hub, project page, or supplementary material.

¢ Restricted: the dataset requires an application, institu-
tional access, or approval.

* Unavailable: the dataset link is broken, missing, or no
longer accessible.

Adaptation feasibility records whether the dataset is di-
rectly usable as cultural assertions or evaluation items, or
whether transformation is required. Common transformations
include converting QA formats, extracting text from multi-
modal examples, converting classification labels into asser-
tions, or filtering non-cultural items from broader multilingual
datasets.

D.7 Quality Control

Factual metadata such as languages, regions, venue, publica-
tion date, dataset link, and format is extracted directly from
source papers, dataset cards, or repositories. CT leaf assign-
ments are coded by two annotators, with disagreements re-
solved through discussion. The final annotated table is re-
leased with dataset names, CT labels, language and region
coverage, lineage fields, accessibility status, and annotation
notes.

E Robustness of the CT-Based Analyses

This appendix reports the robustness analyses promised in the
discussion phase for the exploratory CT-level results: a label-
perturbation study of the Section 5.2 coverage classifications
and the Section 5.3 divergence ordering, projection behaviour
inside vs. outside BGE-M3’s documented language coverage,
anoise floor conditioned on locale size, and the decomposition
behind the change in the region-level blind-spot pattern.

E.1 Label-Perturbation Study

The validation in Section 5.1 measures topic-level agreement
with the human consensus of 22.4% for the adjudicated la-
bels (18.8% for the embedding softmax); per-pair annotations
were recorded only in aggregate, so a full leaf-confusion ma-
trix cannot be estimated from them. We therefore perturb at
the observed rate: each of the 801,344 merged topics keeps
its adjudicated leaf with probability 0.224 and is otherwise
reassigned, drawing the replacement either uniformly over
the other 13 leaves (uniform kernel) or proportionally to the
topic’s own softmax mass over the other leaves (softmax ker-
nel, concentrating errors on the leaves the projection itself
confuses). Perturbed assignments enter the pipeline in two
variants: swap-soft exchanges the softmax mass between the
original and resampled leaf within the topic’s soft assignment
row, preserving the scale of the released LTDs; hard moves
the topic’s entire mass to the resampled leaf (the harshest
reading, baseline: one-hot at the adjudicated leaf). For each
condition we draw B = 1000 replicates and recompute the
region-level 266-cell coverage, the locale-level four-class per-
centages (n = 5,826 locales), and the within-language JSDs
(334,896 same-language locale pairs over 182 languages).
Table 7 summarizes the four conditions. The region-level
result of Section 5.2 is invariant: every replicate of every con-
dition keeps all 266 CT-leaf x region cells corpus-covered at
k = 50, with the 1st-percentile smallest cell support across
replicates at 2.6 x 10° documents, more than three orders of
magnitude above the threshold. Under the released soft as-
signment (swap-soft), the locale-level four-class percentages
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are equally stable and in every replicate all five labelled pairs
of Section 5.3 stay above the pooled noise floor, the smallest
by a factor of at least 11 at the 2.5th percentile. Fine-grained
structure is weaker: the strict five-pair ordering survives in
44% (uniform) and 59% (softmax kernel) of swap-soft repli-
cates; the fragile comparisons are the two close ones (en—zh
preserved in 73%/91%, es—pt in 69%/71%), while the coarse
structure is stable, and per-language median JSDs correlate
with the unperturbed ranking at p = 0.77-0.83. The hard
variant additionally shows that the locale-level percentages are
tied to the soft-assignment representation itself: replacing each
topic’s soft row with a one-hot at its adjudicated leaf already
shifts the unperturbed percentages to 14.5/34.0/13.9/37.6 (both
/ corpus-only / benchmark-only / neither), and perturbation
then moves them by up to 26 points, while the region-level
coverage and the pairs-above-floor findings continue to hold
in every replicate. We therefore read the count-based coverage
results and the pairs-above-noise finding as robust; locale-
level percentages and exact pair orderings are descriptive of
the released soft-LTD pipeline, consistent with the exploratory
framing of Section 5.1.

E.2 Projection Behaviour by BGE-M3
Coverage Regime

Table 8 splits the topic-modeled locales by whether their lan-
guage is inside BGE-M3’s documented coverage, operational-
ized as the CC-100/XLM-R inventory of its backbone (Con-
neau et al., 2020), with macrolanguages mapped to their stan-
dard varieties (so, e.g., Egyptian Arabic arz and Cantonese
yue count as outside). Outside documented coverage the em-
bedding projection is measurably less informative: the median
max. p(c | t) equals the uniform value 1/14 ~ 0.071, and
67% of projections are within 2% of uniform (vs. 46% inside).
The lower adjudicator change rate outside coverage (3.5% vs.
7.5%) should therefore not be read as better projections: near-
uniform softmax rows give the adjudicator weaker candidate
rankings to correct. This quantifies the Limitations statement
that CT-level results for languages outside BGE-M3’s vali-
dated coverage carry additional uncertainty.

E.3 Size-Conditioned Noise Floor

Reviewer discussion noted that the pooled split-half noise floor
of Section 5.3 is not conditioned on locale size. Table 9 reports
the same 235,750 split-half computations binned by locale
sample size. The floor decreases monotonically with size; the
five labelled pairs of Figure 5 all involve locales at the 10,000-
document cap, where the po; floor is 8.7 x 10~ (roughly half
the pooled value) so the pooled floor understates, rather than
overstates, how far those pairs sit above topic-modeling noise.

E.4 English vs. Main-Language Evidence in
the Formerly Blind Regions

Table 10 decomposes corpus mass in the regions the submitted
analysis showed as blind spots. Moving from the sample-
350BT analysis corpus to the full release multiplies English-
locale mass by 46—-56x in every such region (the direct rever-
sal of the ~50x English downsampling) while the mass of
the regions’ own non-English main languages is unchanged,
because FineWeb-2 was already included at full scale. The
region-level gap therefore closes through English-language
evidence; in the Caribbean, Oceania, and Middle Africa the
regions’ own main languages contribute at most 5% of full-
release mass, and locale-level double blind spots persist among
main-language locales (e.g., French for Saint-Martin, fra-MF,
562 documents, 10 of 14 leaves uncovered on both sides).

3 08 0.8
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Q 34% of local:
f 0.6 0.6 > 0.5
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g 0.4 : 0.4
<
2 0.2 ' median 0.2
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10° 10! 10* 10° 0 0.5 1

top-1 domain share
of locale documents

distinct base domains
per 10k-URL sample

Figure 6: URL base-domain diversity per topic-modeled
locale (up to 10,000 URLs sampled per locale from
the full release). Left: CDF of distinct registered base
domains per locale (median 116). Right: CDF of the top-
1 domain’s share of locale documents (median 0.35);
34% of locales draw more than half of their documents
from a single domain.

F Datasheet for FineWeb-CLaR

Following Gebru et al. (2021), we release a datasheet covering
the six artefacts in our resource bundle. All artefacts share the
same release URL and version-control history.

Motivation, composition, collection. The corpus
is annotated from the full FineWeb (Penedo et al., 2024) and
FineWeb-2 (Penedo et al., 2025) release; we do not redistribute
the source text and reproduce only the metadata columns
required for region attribution and topic-modeling.

Provenance of reported quantities. All region-
layer statistics in this paper (abstract, Section 1, Table 2)
are computed on the full FineWeb + FineWeb-2 release. All
cultural-topic statistics (Sections 3.2 and 5) come from the
released consolidated topic run over this corpus. Table 11
reconciles the corpus snapshots from our experiments; the
revised paper reports full-release values only.

PII and query-string filtering. The lookup table
is keyed on key_type € {domain, host, host_path}; full
URLSs and query strings are never persisted in the lookup ta-
ble. At search time, the resolver inspects query strings only
to extract explicit locale parameters (gl, country, region,
locale); other query parameters are discarded before annota-
tion columns are written. No personal data, session tokens, or
user identifiers are emitted in the released annotations.

Distribution, maintenance. Artefacts are released
under the licences in Table 12 with a fixed ver-
sion tag; future versions will be released alongside a
changelog. The region-annotated corpus is distributed
as Yusser/FineWeb-CLaR-region (locale-partitioned, id-
joinable to the source corpora) and the culture-annotated lo-
cale samples as Yusser/FineWeb-CLaR-culture (with per-
document topic and CT metadata), both on the Hugging Face
Hub.

G Compute and Wall-Clock Disclosure

All region-attribution runs were single-machine, CPU-bound,
with 64 worker processes against the frozen lookup table.

Topic modeling (BGE-M3 + FASTopic). Per-
locale topic induction over the 5,954 topic-modeled locales
used multilingual BGE-M3 (Chen et al., 2024) for document
encoding and FASTopic (Wu et al., 2024) for topic induction
with K = 200 initial topics per locale. Document embedding
ran in two passes: an initial pass on 6x NVIDIA A100 80 GB
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266 region cells locale classes all 5 pairs S-pair order Spearman p, language medians
Variant  Kernel all covered moved >2 pt (max) above floor preserved mean [95% interval]
swap-soft uniform 100% 0% (0.52) 100% 44% 0.77 [0.72, 0.81]
swap-soft softmax 100% 0% (0.41) 100% 59% 0.83[0.79, 0.87]
hard uniform 100% 100% (25.79) 100% 15% 0.46 [0.42, 0.52]
hard softmax 100% 100% (24.97) 100% 15% 0.48 [0.44, 0.54]

Table 7: Label-perturbation study (B = 1000 replicates per condition): every merged topic keeps its adjudicated leaf
with the observed human-agreement probability 0.224 and is otherwise resampled (uniform or softmax-confusable
kernel), entering the pipeline as a soft swap or a hard reassignment. Columns: fraction of replicates in which all 266
region-level cells stay corpus-covered at k = 50; fraction in which any locale-level four-class percentage moves by
more than 2 points (largest observed move, in points); fraction in which all five labelled pairs stay above the pooled
pos noise floor; fraction preserving the full five-pair JSD ordering; Spearman correlation of per-language median

JSDs (182 languages) with the unperturbed baseline.

Inside  Outside

Languages 94 203
Locales 5,419 535
Merged topics 728,950 72,394
Sampled documents 27,922,687 1,772,582
Adjudicator change rate 7.5% 3.5%
95% CI (cluster bootstrap) [7.3,7.6] [3.1,3.9]
Softmax confidence (mean max. p) 0.126 0.102
Softmax confidence (median) 0.122 0.071
Near-uniform projections 45.9% 67.0%

Table 8: Topic-to-CT behaviour inside vs. outside BGE-
M3’s documented language coverage (CC-100/XLM-
R inventory of its backbone; standard varieties for
macrolanguages). Near-uniform: max.p(c | t) <
1.02/14. The lower adjudicator change rate outside
coverage is not evidence of better projections there —
the median outside-coverage projection carries no dis-
criminative signal, which also weakens the candidate
rankings shown to the adjudicator.

GPUs (=65 GPU-h, 8,192-token inputs), whose per-locale
embeddings were reused, and a consolidation pass on single
NVIDIA H100 GPUs (/1.0 GPU-h, 1,024-token cap) cover-
ing the locales fetched or re-sampled for the final locale set.
Topic induction for the final run took ~0.7 GPU-h with per-
locale crash-resume checkpointing, and CT projection with
LLM adjudication dominated the cost at ~273 GPU-h (split
across two parallel single-GPU jobs), plus ~0.8 CPU-h for the
aggregate analysis. Figure 7 shows the distribution of merged-
topic counts per locale under the K = 200 budget (mean
135, median 140, 5th-95th percentile 70-187; e.g. ar-EG 106,
en-US 84, nya-MW 154).

LLM adjudication. Low-confidence topic-to-CT pro-
jections (max. p(c | t) < 0.5) were adjudicated by Qwen2.5-
32B-Instruct (AWQ-quantised, served via vLLM 0.19.0 with
enforce_eager=True) at temperature 7' = 0. Because
the temperature-scaled softmax at 7 = 0.05 over the
CT label space produces a flat maximum in practice (ob-
served max. p(c | t): mean 0.124, 99th percentile 0.315),
801,068 of the 801,344 merged topics across the 5,954 locales
(99.97%) tell below the 0.5 cutoff and were adjudicated; the
adjudicator changed the primary CT-leaf assignment for 7.1%
of adjudicated topics (56,931).

Split-half JSD (x10™%)

Locale size Locales Median IQR D5
1-2k 1,047 10.6 [6.2,16.3] 28.2
2-5k 1,106 6.6 [3.7,10.3] 18.2
5-10k 650 43 [2.3,6.7] 11.6
10k (cap) 1,912 3.2 [1.6,5.0] 8.7

Table 9: Split-half JSD noise floor conditioned on locale
sample size (50 splits per locale, seed 42). The floor
decreases with locale size; the five labelled pairs of
Figure 5 all lie in the 10k bin, so the pooled floor used
in the main text if anything understates their separation
from noise.

- - - mean 135
median 140

300

200

locales

100

0 50 200

merged topics per locale (K=200 budget)

100 150

Figure 7: Merged topics per locale across the 5,954
topic-modeled locales (801,344 in total). Per-locale
merging of the K = 200 FASTopic budget at cosine
0.85 retains an effective average of ~135 topics per
locale.
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English-locale mass

Non-English main-language mass (full)

Main-lang. locales

Region sample full growth docs share of region w/ double-blind cells
Caribbean 1.4M  66.5M x48.0 3.6M 5% 3
Oceania 13.8M 719.0M  x52.1 309k <1% 0
C. America 372k 188M  x50.5 33.9M 60% 0
Middle Africa 449k  20.5M  x458 1.6M 5% 0
C. Asia 85k 47M x55.6 15.7M 76% 1

Table 10: Why the submitted region-level double-blind-spot pattern changed on the full release, for the regions the
submitted figure showed as blind. English-locale document mass grows by ~50x from the sample-350BT analysis
corpus to the full release, erasing the region-level gaps, while non-English main-language mass is unchanged
(FineWeb-2 was already at full scale). In the Caribbean, Oceania, and Middle Africa the regions’ own main
languages contribute at most 5% of full-release mass; in Central America and Central Asia they dominate. Locale-

level double blind spots (k = 50) persist among main-language locales (last column).

Quantity

100BT snap. 350BT snap.

Full release

Total documents

Resolved (non-XX)
Resolution rate
Lookup-table coverage
Lookup-table rate

query (reported separately)

5,176,421,725 5,547,240,607 30,914,158,759

2,960,753,780 3,030,341,027 7,917,968,305
57.20% 54.63% 25.61%
1,636,856,362 1,681,071,710 4,627,776,301
31.62% 30.30% 14.97%
7,206,682 7,314,090 15,283,520

Table 11: Reconciliation and provenance of corpus snap-
shots. The submitted manuscript inadvertently mixed
statistics from the first two snapshots; every number in
the revised paper comes from the full-release column.
Each column combines the stated FineWeb subset with

the full FineWeb-2.

Artifact Format License
Region-annotated corpus Parquet shards ODC-By 1.0
URL-signature lookup table CSv CC-BY 4.0
Locale Topic Distributions Parquet CC-BY 4.0
Per-document culture annotations Parquet ODC-By 1.0
Benchmark survey BibTeX + CSV CC-BY 4.0
Pipeline code Git repository Apache-2.0

Table 12: Released artifacts, formats, and licenses.
The region-annotated corpus covers the full FineWeb +
FineWeb-2 release (30.9B documents) and inherits their
ODC-By 1.0 license. Locale Topic Distributions cover
5,954 locales, and the benchmark survey contains 277

entries.
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Element Datasets

Ideational

Concepts (21) Hu et al. (2024); Cao et al. (2023); Nayak et al. (2024); Romero et al. (2024); Winata et al. (2025); Myung et al. (2024b); Nguyen et al. (2023b); Guo
et al. (2025); Majewska et al. (2022); Li et al. (2024d); Li et al. (2024e); Yin et al. (2021); Koto et al. (2024b); Liu et al. (2021); Hu et al. (2023); Wang
etal. (2021); Ayash et al. (2025); Becattini et al. (2023); Thapliyal et al. (2022); Li et al. (2023b); Rei et al. (2023)

Knowledge (32) Romero et al. (2024); Koto et al. (2024a); Myung et al. (2024b); Joy (2025); Nguyen et al. (2023b); Li et al. (2024c); Wibowo et al. (2024); Chiu et al.
(2024b); Li et al. (2024d); Shi et al. (2024); Keleg and Magdy (2023); Hardalov et al. (2020); Semenov and Sennrich (2025); Yin et al. (2022); Singh
etal. (2025); Koto et al. (2024b, 2023); Son et al. (2024); FitzGerald et al. (2022); Sakai et al. (2024); Lin et al. (2021); Kassner et al. (2021); Xia and
Monti (2021); Pramodya et al. (2025); Jiang et al. (2020); Ponti et al. (2020); Yuan et al. (2024); Liu et al. (2024); Singh et al. (2024); Rottger et al.
(2024); Lewis et al. (2020); Clark et al. (2020)

Values - general (15) Scaria et al. (2024); Li et al. (2024b); Kirk et al. (2024); Aakanksha et al. (2024); Pistilli et al. (2024); Karinshak et al. (2024); Zahraei and Asgari
(2025); Xu et al. (2024); Cahyawijaya et al. (2025); Li et al. (2024a); Durmus et al. (2024); Zhao et al. (2024); Sorensen et al. (2024); Al Kautsar et al.
(2025); Hanges and Dickson (2004)

Values - bias (28) Zulaika and Saralegi (2025); Joshi et al. (2025); Ravikiran and Annamalai (2021); Palta and Rudinger (2023); Nozza et al. (2021); Neplenbroek
et al. (2024); Wang et al. (2025); Bhutani et al. (2024); Mitchell et al. (2025); Nadeem et al. (2021); Oztiirk et al. (2023); Troles and Schmid (2021);
Stanovsky et al. (2019); Kappl (2025); Xu et al. (2024); Lauscher et al. (2020); Parrish et al. (2022b); Nangia et al. (2020a); Strazda and Spanakis
(2025); Névéol et al. (2022); Sahoo et al. (2024); Jin et al. (2023); Mukherjee et al. (2023a); Zhao et al. (2018); Lauscher and Glavas (2019); Tomar
et al. (2025); Rudinger et al. (2018); Rottger et al. (2024)

Values - hate (13) Joshi et al. (2025); Ravikiran and Annamalai (2021); Mandl et al. (2021); Bassignana et al. (2018); Trager et al. (2025); Luu et al. (2021); Lee et al.
(2023); Vargas et al. (2022, 2026); Mathew et al. (2020); Bui et al. (2025); Dementieva et al. (2025); Wulczyn et al. (2017)

Values - other perceptions (12) Mohamed et al. (2022, 2024); Belay et al. (2025); Frenda et al. (2023); Havaldar et al. (2024); Deas et al. (2024); Pei et al. (2023); Casola et al. (2024);
Yue et al. (2024); Barriere et al. (2025); Chakravarthi (2020); Hande et al. (2021)

Norms and Morals (36) Chen et al. (2023); Guo et al. (2025); Wang et al. (2024); Joshi et al. (2025); Li et al. (2024b); Trager et al. (2025); Zhan et al. (2024, 2023); Xu et al.
(2024); Cahyawijaya et al. (2025); Vargas et al. (2026); Huang and Yang (2023); Pyatkin et al. (2022); Yu et al. (2024); CH-Wang et al. (2023); Ohashi
et al. (2024); Dwivedi et al. (2023, 2025); Hopp et al. (2021); Ziems et al. (2022b); Sahu et al. (2025); Hoover et al. (2020); Emelin et al. (2021); Rao
et al. (2024); Ziems et al. (2023a); Li et al. (2023a); Fung et al. (2023); Kim et al. (2022); Saffari et al. (2024); Yuan et al. (2024); Forbes et al. (2020);
Hobson et al. (2024); Sorensen et al. (2024); Stranisci et al. (2021); Al Kautsar et al. (2025)

Artifacts (12) Mohamed et al. (2022, 2024); Koto et al. (2024b); Hossain et al. (2022); Tikhonov et al. (2021); Becattini et al. (2023); Hobson et al. (2024); Epure
et al. (2020); Jiang et al. (2023); Al Kautsar et al. (2025); Neudecker (2016); Dhanwal et al. (2020)

Linguistic Elements

Dialects (15) Winata et al. (2025); Wibowo et al. (2024); Frenda et al. (2023); Singh et al. (2025); Casola et al. (2024); Dementieva et al. (2025); Ziems et al.
(2023b); Kuparinen et al. (2023); Faisal et al. (2024); Olabisi et al. (2022); Abdul-Mageed et al. (2023); Pliiss et al. (2022, 2023); Ziems et al. (2022a);
Singh et al. (2024)

Styles/Reg./Genres (16) Winata et al. (2025); Guo et al. (2025); Sweed and Shahaf (2021); Nadejde et al. (2022); Krishna et al. (2022); Khoshtab et al. (2025); FitzGerald et al.
(2022); Zhan et al. (2023); Srinivasan and Choi (2022); Briakou et al. (2021); Li et al. (2023b); Laippala et al. (2022); Sun and Xu (2022); Kuzman
et al. (2023); Havaldar et al. (2023); Mukherjee et al. (2023b)

Social Elements

Relationship (7) ‘Wang et al. (2024); Chiu et al. (2024b); Zhan et al. (2024, 2023); Li et al. (2023a); Shaikh et al. (2023); Hanges and Dickson (2004)

Context (17) ‘Wang et al. (2024); Ravikiran and Annamalai (2021); Wang et al. (2020); FitzGerald et al. (2022); Currey et al. (2022); Wang et al. (2021); Pramodya
et al. (2025); Goel et al. (2023); Zhan et al. (2024, 2023); CH-Wang et al. (2023); Emelin et al. (2021); Ziems et al. (2023a); Kim et al. (2022); Forbes
et al. (2020); Laippala et al. (2022); Kuzman et al. (2023)

Communicative Goals (11) Wang et al. (2024); Goel et al. (2023); Zhan et al. (2024, 2023); Emelin et al. (2021); Ziems et al. (2023a); Li et al. (2023a); Laippala et al. (2022);
Kuzman et al. (2023); Jin et al. (2024); Hanges and Dickson (2004)

Demographics (12) in the Wild (2024); Frenda et al. (2023); Trager et al. (2025); Pei et al. (2023); Casola et al. (2024); Kirk et al. (2024); Lee et al. (2023); Ziems et al.

(2023a); Saffari et al. (2024); Zhao et al. (2024); Shaikh et al. (2023); Pliiss et al. (2023)

Table 13: Datasets organized by taxonomy element, following Liu et al. (2025). Numbers in parentheses indicate
dataset count per category. Multi-category datasets appear under each applicable element.
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