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Abstract

The knowledge encoded in large language
models (LLMs) can serve as a substrate for
structured reasoning over variables describing
a complex world, but accessing this knowledge
in a probabilistically coherent manner poses a
difficult inference problem. We propose Large
Language Gibbs, a scheme for structured
probabilistic inference that uses conditional
distributions of an LLM as transition operators.
Rather than sampling structured objects
through single-pass autoregressive generation,
we iteratively resample individual variables
conditioned on others using an LLM’s next-
token conditionals. This approach avoids order-
dependent biases and produces a stationary
distribution that reflects a compromise between
all local conditionals. We apply this approach
to sampling from synthetic distributions, con-
sistent reasoning tasks, and Bayesian structure
learning. The results suggest that the use of
LLM conditionals in MCMC is a practical al-
ternative to one-pass generation for structured
probabilistic inference under a world prior
accessible through noisy LLM conditionals.

Code: https://github.com/hyeok9855/
large-language-gibbs.

1 Introduction

Large language models (LLMs) are increasingly
used to represent distributions over structured ob-
jects, such as label assignments over large input
sets (Gadetsky et al., 2025; Wen et al., 2025), tab-
ular data records (Borisov et al., 2023), and other
combinatorial objects. In these settings, where the
target sample space is high-dimensional and the
joint distribution is constrained by statistical de-
pendencies among variables, the estimation of the
joint distribution matters as much as the quality of
marginal predictions on a single variable, which
is the focus of most LLM applications. A common
approach is to generate the full object in a single

left-to-right pass, but sequential decoding can in-
troduce order-dependent artifacts such as recency
effects (Lu et al., 2022) and ignorance of context
(Liu et al., 2024), which may distort the intended
joint distribution.

In this work, we ask whether using the condi-
tional beliefs of LLMs over individual variables
allows extracting more information than autore-
gressive generation permits. Concretely, we study
Gibbs-style sampling procedures that iteratively
resample one variable conditioned on the current
values of the others (Fig. 1), motivated by recent
work on the use of masked language models as
Gibbs transition operators (Wang and Cho, 2019;
Yamakoshi et al., 2022; Torroba Hennigen and
Kim, 2023) and the prior use of Gibbs sampling
for simple structured prediction tasks with LLMs
(Zhu et al., 2024; Zhu and Griffiths, 2025) and
inference of reasoning chains (Xu et al., 2024);
see related work in §6. This procedure turns the
model into a transition operator over structured
states whose stationary distribution reflects a
compromise among local conditionals, removing
the bias of any fixed generation order. We propose
several ways to define the transition operator using
the LLM’s next-token conditionals (§3.1 and 3.2)
and study their interaction with the chosen model.

We demonstrate this large language Gibbs
approach on three illustrative applications. First,
for synthetic distributions, we show that sequential
prompting can fail to produce conditionally
independent and marginally unbiased samples,
consistent with recent observations (Hopkins et al.,
2023; Hu et al., 2024; Gu et al., 2026), while
Gibbs updates can substantially correct this be-
haviour (§4). Second, for unsupervised consistent
reasoning on benchmarks such as GSM8K and
TruthfulQA, we use iterative conditional updates
to find coherent answers across sets of related
questions (§5.1) and find that this offers a more
principled and better-performing alternative to
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Figure 1: Above: Several iterations of large language Gibbs sampling for four variables jointly describing a cat.
The initial values are sampled autoregressively, then updates are performed by resampling one variable at a time
from the LLM’s conditional distribution given the others, serialised in random order (§3.1). Metadata describing the
variables can be used to impose constraints on the resampling. Below: Application to consistent reasoning, where
each variable is a binary answer to a question (§5.1). Resampling encourages consistency among the answers. For
example, the LM’s knowledge that ‘Polaris’ and ‘North Star’ refer to the same star may be being imposed in the
first resampling step and the knowledge that at most one star is the brightest in the second step.

recent algorithms (Wen et al., 2025). Third, for
Bayesian structure learning from tabular data, we
use Gibbs sampling to generate synthetic data and
define a world-knowledge-driven prior over causal
structures, finding that this can improve structure
learning performance on real datasets (§5.2).

2 Background: Gibbs Sampling

Consider a random variable 𝑋 = (𝑋1, . . . , 𝑋𝑛) tak-
ing values in X = X1 × · · · × X𝑛, where each X𝑖 is
a finite (or perhaps infinite discrete) space.

It is well-known (Geman and Geman, 1984;
MacKay, 2003) that if the joint probability mass
function 𝑝 of 𝑋 has full support, then it is the
unique stationary distribution of the Markov chain(
𝑋 (𝑡 ) )∞

𝑡=1 defined by the Gibbs kernel, whose tran-
sition rule is given by

𝑖 ∼ Unif ({1, . . . , 𝑛}),
𝑋 (𝑡 )
𝑖 ∼ 𝑝(𝑋 (𝑡 )

𝑖 | 𝑋 (𝑡−1)
−𝑖 ),

(1)

where 𝑋−𝑖 indicates that 𝑖-th variable is omitted
from 𝑋 . That is, the kernel randomly resamples one
of the variables from its conditional given all other
variables. Variants may select 𝑖 non-uniformly (for
example, introducing temporal dependence by re-
sampling variables in a fixed order) or resample
multiple variables at a time, known as block Gibbs
sampling. See §3.3.

Suppose now that one has a collection of approx-
imations 𝑞𝑖 (𝑋𝑖 | 𝑋−𝑖) to the unary conditionals of

𝑝, and define a Markov chain by the resampling
operator

𝑖 ∼ Unif ({1, . . . , 𝑛}),
𝑋 (𝑡 )
𝑖 ∼ 𝑞𝑖 (𝑋 (𝑡 )

𝑖 | 𝑋 (𝑡−1)
−𝑖 ).

(2)

In contrast to (1), the estimate 𝑞𝑖 is used for resam-
pling instead of the true conditional of 𝑝. If each
𝑞𝑖 has full support, then the kernel is still given by
a stochastic matrix whose 𝑛-th power is positive, so
it has a unique stationary distribution, to which it-
erative resampling using (2) converges, even if the
unary conditionals 𝑞𝑖 are not compatible with any
joint distribution. Computing the density of this
stationary distribution, or its marginals, amounts
to a

∏
𝑖 |X𝑖 |-dimensional eigenvector computation,

but sampling from it can be easily approximated
simply by simulating the Markov chain.

Note also that the stationary distribution of (2) is
only one notion among many of a joint distribution
that is optimally compatible with a collection of
unary conditionals that do not necessarily arise
from the same joint. For example, the Arnold-
Gokhale construction (Arnold and Gokhale, 1998)
reconstructs a joint distribution from conditionals
𝑞𝑖 as the one whose unary conditionals are KL-
nearest to the 𝑞𝑖 .

3 Large Language Gibbs

We consider approximate Gibbs kernels (2) in
which the 𝑞𝑖 are defined by an autoregressive
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(large) language model. Assume that we have a
fixed language model 𝑝LM, with next-token distri-
bution 𝑝LM(𝑤 𝑗 | 𝑤1: 𝑗−1) for any token sequence
𝑤1: 𝑗−1 in a fixed vocabulary. This language model
defines a conditional distribution over continua-
tions of any token sequence.

We are interested in the joint distribution over
variables 𝑋1, . . . , 𝑋𝑛 that 𝑝LM models. Each vari-
able 𝑋𝑖 is assumed to be associated with a natural
language context 𝑐𝑖 that describes it, and its sam-
ple space X𝑖 is considered to be in bijection with
finite-length sequences of tokens under specific
constraints (for example, 𝑋𝑖 may be an integer in
a certain range, which can be represented by nu-
meric tokens with appropriate constraints, or may
be forced to belong to a certain set of strings). We
assume that the variables possess no inherent se-
mantic ordering.

The main question is how to define a resampling
kernel 𝑞LM

𝑖 (𝑋𝑖 | 𝑋−𝑖) using the language model,
which only gives the conditional distribution over
next token(s) given a previous token sequence.

3.1 Large Language Gibbs: Basic Version

We can define a kernel as the expectation of autore-
gressive kernels under random permutations,

𝑞LM
𝑖 (𝑋𝑖 | 𝑋−𝑖)
≜ E𝜎−𝑖

[
𝑝LM(𝑋𝑖 | seq(𝑋−𝑖 , 𝜎−𝑖) ⊕ [𝑐𝑖])

]
,

(3)

where 𝜎−𝑖 is drawn uniformly from the set of all
bijections {1, . . . , 𝑛 − 1} → {1, . . . , 𝑛} \ {𝑖}, ⊕
denotes sequence concatenation, and seq(𝑋, 𝜎)
serialises the variables in 𝑋 into a token sequence
[𝑐𝜎 (1) , 𝑋𝜎 (1) , . . . , 𝑐𝜎 (𝑛−1) , 𝑋𝜎 (𝑛−1) ] in the order
𝜎 (with appropriate separation tokens), possibly
prepended with some global task metadata or an
instruction prompt.

For example, at the first step of resampling in the
example at the top of Fig. 1, the variable index to
be resampled is 𝑖 = 2 (“Coat”). With a certain 𝜎−2,
we may resample 𝑋2 by continuing the following
prompt:

Here are some characteristics of a cat.

Sleep (h/day, int[0,24]): 12
Breed (enum(...)): shorthair
Age (years, int[0,30]): 3
Coat (enum(...)):

Note that the variables are shuffled. Practically, to
enforce constraints, we can use “structured output”
generation in modern language modelling software,
e.g., vLLM (Kwon et al., 2023).

Algorithm. Unravelling the approximate Gibbs
procedure with the kernel described above, the ba-
sic large language Gibbs procedure is the follow-
ing:
(1) Initialise variables 𝑋1, . . . , 𝑋𝑛 (e.g., using au-

toregressive generation with 𝑝LM).
(2) For 𝑡 = 1, . . . , 𝑇 :

(a) Sample an index 𝑖 uniformly from
1, . . . , 𝑛.

(b) Sample a bijection 𝜎−𝑖 uniformly from
the set of all bijections {1, . . . , 𝑛 − 1} →
{1, . . . , 𝑛} \ {𝑖}.

(c) Sample 𝑋𝑖 from
𝑝LM(𝑋𝑖 | seq(𝑋−𝑖 , 𝜎−𝑖) ⊕ [𝑐𝑖]).

(d) Yield current value of 𝑋 as 𝑋 (𝑡 ) .
After simulating the Gibbs chain, we collect a cer-
tain number of samples using typical MCMC pro-
cedures, such as burn-in (forgetting a fixed number
of samples from the start of the chain) and thinning
(outputting every 𝐾-th element of the chain).
On the stationary distribution. Because the
transition kernels have full support, the large lan-
guage Gibbs chain has a unique stationary distri-
bution, which we denote by 𝑞∗. As mentioned
before, the conditionals defined in (3) are not nec-
essarily compatible with any joint, and in general
𝑞LM
𝑖 (𝑋𝑖 | 𝑋−𝑖) ≠ 𝑞∗(𝑋𝑖 | 𝑋−𝑖). Below, we con-

struct a natural candidate joint 𝑞sym and identify a
sufficient condition under which 𝑞∗ = 𝑞sym.

First, consider a candidate joint distribution

𝑞sym(𝑋) ≜ E𝜎

[
𝑝LM(seq(𝑋, 𝜎))] , (4)

where 𝜎 is uniform on the set of all bijections from
{1, . . . , 𝑛} to itself. This is a natural choice when
no variable ordering is preferred over others, and
since each 𝑝LM(seq(·, 𝜎)) is a probability density,
so is 𝑞sym. Operationally, 𝑞sym is the distribution of
single-pass autoregressive generation in a random
variable order.

A bijection 𝜎−𝑖 in (3) corresponds to a 𝜎 in (4)
satisfying 𝜎(𝑛) = 𝑖. Using this, we fix the last-
position index to 𝑖 and define

𝑞
sym
𝑖 (𝑋) ≜ E𝜎 : 𝜎 (𝑛)=𝑖

[
𝑝LM(seq(𝑋, 𝜎))] , (5)

so 𝑞sym(𝑋) = 1
𝑛

∑𝑛
𝑗=1 𝑞

sym
𝑗 (𝑋).

We now ask when 𝑞∗ = 𝑞sym. It suffices that
the resampling conditionals (3) coincide with the
unary conditionals of 𝑞sym, which we establish via
the chain

𝑞LM
𝑖 (· | 𝑋−𝑖) (a)

= 𝑞
sym
𝑖 (· | 𝑋−𝑖) (b)

= 𝑞sym(· | 𝑋−𝑖), (6)

which holds under the following assumption.
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Assumption 3.1. For all 𝑖 ∈ {1, . . . , 𝑛} and 𝑋:
(a) 𝑝LM(seq(𝑋−𝑖 , 𝜎−𝑖) ⊕ [𝑐𝑖]) does not depend

on 𝜎−𝑖;
(b) 𝑞sym

𝑖 (𝑋) = 𝑞sym(𝑋).
Specifically, (a) states that the LM’s likelihood

of the serialised context is invariant to the order of
the conditioning variables 𝑋−𝑖; (b) states that the
joint likelihood of the variables as estimated by the
LM is invariant to the last variable in the order in
which they are serialised.

Proposition 3.2. Under Assumption 3.1, the con-
ditionals (3) coincide with the unary conditionals
of 𝑞sym, i.e.,

𝑞LM
𝑖 (𝑋𝑖 | 𝑋−𝑖) = 𝑞sym(𝑋𝑖 | 𝑋−𝑖), ∀ 𝑖, 𝑋.

Consequently, 𝑞sym is invariant under the large lan-
guage Gibbs kernel; if in addition each 𝑞LM

𝑖 (· |
𝑋−𝑖) has full support on X𝑖 , the chain is irreducible
and 𝑞∗ = 𝑞sym.

Proof. By (a) of Assumption 3.1, for all 𝑖, we have

𝑞LM
𝑖 (𝑋𝑖 | 𝑋−𝑖)
∝ E𝜎−𝑖

[
𝑝LM(seq(𝑋−𝑖 , 𝜎−𝑖) ⊕ [𝑐𝑖 , 𝑋𝑖])

]
= 𝑞sym

𝑖 (𝑋).
(7)

The proportionality is in 𝑋𝑖; both sides being
normalised in 𝑋𝑖, 𝑞LM

𝑖 (𝑋𝑖 | 𝑋−𝑖) = 𝑞
sym
𝑖 (𝑋𝑖 |

𝑋−𝑖). Now, since 𝑞sym
𝑖 (𝑋) = 𝑞sym(𝑋) under (b),

𝑞
sym
𝑖 (𝑋𝑖 | 𝑋−𝑖) = 𝑞sym(𝑋𝑖 | 𝑋−𝑖) = 𝑞LM

𝑖 (𝑋𝑖 | 𝑋−𝑖).
Compatibility of the unary conditionals with 𝑞sym

then makes 𝑞sym stationary by the standard Gibbs
argument; positivity gives irreducibility, hence
uniqueness, i.e., 𝑞∗ = 𝑞sym. □

We emphasise that, in general, Assumption 3.1
does not hold, and 𝑞∗ and 𝑞sym are therefore two
different distributions. As noted above, 𝑞sym is sim-
ply the distribution of autoregressive generation
under a random variable ordering and can therefore
be sampled from directly. The stationary distri-
bution 𝑞∗, in contrast, is defined only implicitly
by the Gibbs procedure, which can be seen as a
compromise among all the LM’s unary condition-
als. The central idea of this work is to use 𝑞∗ to
elicit the LM’s beliefs, under the hypothesis that
an autoregressive LM encodes its knowledge more
faithfully in its conditional distributions than in any
single generation pass. Our empirical results in §5
support this hypothesis, with 𝑞sym serving as the
main baseline (AR-Random).

3.2 Kernels with Discriminative Prediction

The basic large language Gibbs procedure in §3.1
directly uses the language model’s generative con-
ditional 𝑝LM(𝑋𝑖 | seq(𝑋−𝑖 , 𝜎−𝑖) ⊕ [𝑐𝑖]) as the re-
sampling kernel. Depending on the language model
type (e.g., instruction-tuned vs. base model, see §4
for motivating examples), the LM’s discriminative
prediction may be more reliable than generation,
as reinforcement learning fine-tuning can lead to
miscalibrated probabilities (Swamy et al., 2026).
This motivates Metropolis-within-Gibbs kernels in
which a candidate is drawn from a simple proposal
(e.g., uniform) and accepted via the LM’s discrimi-
native output.

The algorithm is exactly the same as before
(§3.1) except that we replace the resampling step
(2c) with the following:

(i) Draw a candidate 𝑋 ′
𝑖 ∼ 𝑞(·) from a proposal

𝑞 on X𝑖 (taken to be uniform throughout).
(ii) Accept or reject 𝑋 ′

𝑖 by querying the language
model.

We consider two ways to implement the acceptance
step (ii).
Barker Gibbs. Present the language model with
the current value 𝑋𝑖 and the candidate value 𝑋 ′

𝑖 ,
and ask it to choose the one that is more plausi-
ble given 𝑋−𝑖 (serialised in a random order). Let
𝑝LM (

𝑋 ′
𝑖 ≻ 𝑋𝑖 | 𝑋−𝑖

)
be the probability of 𝑋 ′

𝑖 being
preferred by the language model. If we assume that
the language model is calibrated in the sense of
Barker’s rule (Barker, 1965), i.e.,

𝑝LM (
𝑋 ′
𝑖 ≻ 𝑋𝑖 | 𝑋−𝑖

)
=

𝑞∗(𝑋−𝑖 , 𝑋 ′
𝑖 )

𝑞∗(𝑋−𝑖 , 𝑋𝑖) + 𝑞∗(𝑋−𝑖 , 𝑋 ′
𝑖 )
,

(8)

where 𝑞∗ is the stationary distribution of the basic
large language Gibbs, then the algorithm (com-
bined with the uniform proposal) also has 𝑞∗ as the
stationary distribution. The usage of Barker’s rule
is also proposed for MCMC with LLMs in Zhu
et al. (2024), and we extend it by combining it with
the Gibbs sampling framework.
Gambling Gibbs. Here, we cast the decision of
accepting 𝑋 ′

𝑖 or not as a gamble. Along with the
random candidate 𝑋 ′

𝑖 , we sample 𝑉 ∼ 𝑈 [0, 100]
and ask the language model whether it would place
a bet $𝑉 that 𝑋 ′

𝑖 is more plausible than 𝑋𝑖, which
will pay out $100 if correct. If the model places a
bet, then we accept 𝑋 ′

𝑖 . Again, if we assume the
language model’s internal belief of plausibility of
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Figure 2: Empirical distribution of generated samples from Llama-3.1-8B (base) for target distribution as
𝑈 [{0, 1, . . . , 99}] (top) and N(0, 1) (bottom). Results are aggregated over 25 seeds, with 256 samples generated
per seed. Maximum autocorrelation over 1-128 lags and over 25 runs is also reported (max |ACF|). Independent
sampling has high bias; batch sampling has high autocorrelation. Gibbs substantially corrects both issues.

Figure 3: Empirical distribution of generated samples from Llama-3.1-8B-Instruct, same format as Fig. 2.

𝑋𝑖 is proportional to 𝑞∗(𝑋−𝑖 , 𝑋𝑖), it should place
the bet only if 𝑉

100 <
𝑞∗ (𝑋−𝑖 ,𝑋′

𝑖 )
𝑞∗ (𝑋−𝑖 ,𝑋𝑖 )+𝑞∗ (𝑋−𝑖 ,𝑋′

𝑖 ) , i.e.,

𝑝LM (
𝑋 ′
𝑖 ≻ 𝑋𝑖 | 𝑋−𝑖

)
= P

(
𝑉

100
<

𝑞∗(𝑋−𝑖 , 𝑋 ′
𝑖 )

𝑞∗(𝑋−𝑖 , 𝑋𝑖) + 𝑞∗(𝑋−𝑖 , 𝑋 ′
𝑖 )

)
,

(9)

which recovers the Barker acceptance probability
(8). The advantage of Gambling Gibbs over Barker
Gibbs is that the language model is required only to
provide a deterministic threshold judgment, which
can be obtained by greedy decoding and does not
rely upon calibrated probabilities.

3.3 Practical Variants

Variations on the basic Gibbs sampling from §2
are possible. We describe two that we consider in
combination with the large language Gibbs kernels.

Sweeping Gibbs. Instead of randomly selecting
a variable to resample at each step, we can cycle
through the variables in a fixed order, a common
practice in Gibbs sampling that can lead to faster
convergence. If the resampling kernels are exact
conditionals of some target distribution, then this
procedure has that target as its stationary distribu-
tion. However, in the case of approximate condi-
tionals that are not compatible with any joint, the

stationary distribution may be different from that
obtained with random variable resampling.

Block Gibbs. One can resample sets of 𝐵 > 1
variables at a time from an approximation to their
conditional given the others. The large language
Gibbs kernel is readily generalised to this case:
one serialises the remaining 𝑛 − 𝐵 variables in ran-
dom order and places them in the context, then
autoregressively resamples the 𝐵 variables to be
updated. Such resampling can help the chain es-
cape local modes in the case of highly correlated
variables. Similar results to Proposition 3.2, charac-
terising the stationary distribution, can be obtained
for the block Gibbs case. The corresponding as-
sumptions generalising Assumption 3.1 require that
the joint likelihood symmetrised over all permuta-
tions equals the joint likelihood symmetrised only
over permutations where the sets of the first 𝑛 − 𝐵
and last 𝐵 indices are fixed.

4 Motivating Example: Sampling from
Simple Distributions

Multiple studies in the literature report that LLMs
are not able to sample from simple distributions
over integers and real numbers, such as uniform
and Gaussian (Hopkins et al., 2023; Hu et al., 2024;
Gu et al., 2026). Notably, Gu et al. (2026) showed
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that batched sampling with LLMs (generating a
batch of samples sequentially in one shot) gives
better marginal distributions than independent sam-
pling (generating one sample at a time). However,
the batch samples sometimes have high autocorrela-
tion, meaning that the samples are not independent
despite having more accurate marginals.

Here, we use large language Gibbs and its vari-
ants to sample from simple distributions: the
uniform distribution over integers from 0 to 99,
i.e., 𝑈 [{0, 1, . . . , 99}], and the standard Gaus-
sian distribution N(0, 1). We use Llama-3.1-8B
(Grattafiori et al., 2024), both base and instruction-
tuned variants, and prompt the language model
to generate independent samples from the target
distribution with different sampling strategies (in-
dependent, batch, and Gibbs sampling). For Gibbs
algorithms, we arbitrarily choose the number of
variables to be 16, i.e., 𝑋 = (𝑋1, . . . , 𝑋16), where
each 𝑋𝑖 is expected to be an i.i.d. sample from
the target distribution. We also experiment with
the block-Gibbs scheme (§3.3), updating 𝐵 = 4
variables at a time. For details, see §A.1.

Fig. 2 shows the empirical distribution of sam-
ples from the base model with different sampling
approaches. Independent sampling has high error
and batch sampling has high autocorrelation, con-
firming the findings in Gu et al. (2026). Gibbs sam-
pling is more faithful than independent sampling
and has lower autocorrelation than batch sampling.
We also report the results from the OLMo-3 32B
models (Olmo et al., 2025) in §B.1 and results on
additional target distributions in §B.3.

Fig. 3 shows the results from an instruction-
tuned model. From the empirical distribution of
independent sampling, we observe that instruction-
tuning introduces some bias, which affects batch
and Gibbs sampling results as well. Gambling-
Gibbs does not sample from the target distribution
and instead seems to accept or reject randomly;
we suspect this is because models of this scale are
not good at the gambling task with numerical val-
ues. As shown in Fig. 7 of §B.2, we can partially
resolve this issue by using a larger model and chain-
of-thought reasoning, which reveals that the model
attempts to deduce the correct acceptance rate by
computing density ratios (§B.2.1).

5 Applications

We now demonstrate the large language Gibbs ap-
proach on two applications: unsupervised consis-

Task → TruthfulQA GSM8K-Verification

Alg. ↓ LLM → Llama-3.1-8B OLMo-3-32B Llama-3.1-8B OLMo-3-32B

Zero-shot (greedy) 0.588 0.610 0.533 0.604

AR-Fixed, 𝑛=4 0.654±0.013 0.656±0.008 0.658±0.013 0.695±0.010

𝑛=16 0.678±0.009 0.669±0.009 0.700±0.003 0.741±0.009

𝑛=64 0.714±0.003 0.696±0.004 0.757±0.012 0.783±0.003

AR-Random, 𝑛=4 0.670±0.005 0.680±0.008 0.693±0.008 0.770±0.003

𝑛=16 0.701±0.005 0.680±0.004 0.735±0.006 0.772±0.007

𝑛=64 0.720±0.010 0.706±0.013 0.792±0.011 0.803±0.006

ICM, 𝑛=64 0.701±0.010 0.709±0.014 0.699±0.020 0.787±0.016

Gibbs, 𝑛=4 0.708±0.010 0.664±0.002 0.710±0.009 0.779±0.005

𝑛=16 0.715±0.008 0.693±0.008 0.786±0.006 0.812±0.005

𝑛=64 0.744±0.010 0.776±0.006 0.888±0.006 0.869±0.003

Table 1: Task accuracies on the consistent reasoning
tasks (mean±std over five seeds). Runtime information
is given in §C.2.

tent reasoning (§5.1) and LLM-derived priors for
Bayesian structure learning (§5.2). In both cases,
we show that large language Gibbs can substan-
tially improve over methods that do not use itera-
tive resampling.

5.1 Consistent Reasoning
Recent works (Gadetsky et al., 2025; Wen et al.,
2025) have demonstrated that LLMs are able to
perform unsupervised in-context learning to con-
sistently reason over a dataset of examples by max-
imising some objective that aggregates conditional
probabilities. The key intuition behind these ap-
proaches is that finding a set of answers to a set
of queries that are consistent with the language
model’s internal belief and with each other can be
useful for downstream tasks. Here, we provide a
more principled probabilistic point of view on this
problem and a solution using large language Gibbs.

Let 𝑐1, . . . , 𝑐𝑛 be a set of queries, such as input
questions in a question-answering or mathemati-
cal reasoning task, and let 𝑋 = (𝑋1, . . . , 𝑋𝑛) be
an aligned set of variables representing their (un-
known) answers. Both Gadetsky et al. (2025) and
Wen et al. (2025) define an optimisation problem
that maximises the product of language model’s
conditional probabilities over each variable given
the others, i.e.,

arg max
𝑋

𝑛∏
𝑖=1

𝑞LM
𝑖 (𝑋𝑖 | 𝑋−𝑖), (10)

where 𝑞LM
𝑖 is a conditional distribution of 𝑋𝑖 given

𝑋−𝑖 with a specific way of prompting the language
model to answer one question 𝑐𝑖 with all other
questions 𝑐−𝑖 and their answers 𝑋−𝑖 placed in con-
text. Since solving the problem is not trivial, the
previous approaches either impose a specific or-
dering of the variables (Gadetsky et al., 2025) or
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use a simulated-annealing-like heuristic (Wen et al.,
2025). Unfortunately, the product of conditionals
in (10) does not naturally correspond to the joint
likelihood in any probabilistic model: even if the
𝑞𝑖 are the conditionals of some joint distribution,
the product does not recover this joint.

We argue that large language Gibbs allows a
more principled and straightforward approach to
this problem. The algorithm is exactly the same as
described in §3.1, where the input queries 𝑐𝑖 are
treated as the variable descriptions (Fig. 1, bottom).
Setup. We borrow the benchmark tasks from
Wen et al. (2025), which include TruthfulQA and
GSM8K-Verification (see §A.2 for examples). The
goal is to classify a given claim (candidate answer)
for a question as true or false using a language
model. Since there are 4 claims per question, we
define 𝑋 to have 𝑛 = 4𝑚 variables, where 𝑚 is the
number of questions considered together at a time.
Each 𝑋𝑖 in 𝑋 is a binary variable indicating whether
the associated question-claim pair is true or false.
We use 𝑚 = 1, 4, 16 (i.e., 𝑛 = 4, 16, 64). Using a
larger 𝑚 could be helpful if the questions are re-
lated to each other, in a similar sense to in-context
learning (Brown et al., 2020).

We use two base models: Llama-3.1-8B
(Grattafiori et al., 2024) and OLMo-3-1125-32B
(Olmo et al., 2025). We consider Zero-shot, AR-
Fixed and AR-Random (autoregressive generation
in a fixed and random order, respectively), and In-
ternal Coherence Maximisation (ICM; Wen et al.,
2025) as the baseline algorithms.1 For the large lan-
guage Gibbs algorithms, we use the basic version
(§3.1). See §A.2 for more detailed explanations of
the overall setting and baseline implementations
and §C.1 for results with instruction-tuned models.
Results. Table 1 shows the results. We find, con-
sistently with Gadetsky et al. (2025); Wen et al.
(2025), that language models can be improved
by an iterative procedure that promotes internal
consistency, surpassing zero-shot or autoregressive
baselines. Large language Gibbs with 𝑛 = 64 out-
performs ICM with the same context length by a
large margin in all settings. The monotonic per-
formance gain from AR-Fixed to AR-Random and
then Gibbs confirms the importance of shuffling
the variables for better consistency and the benefit
of iterative resampling.

1The original ICM proposed in Wen et al. (2025) also
uses formal consistency checks that assume access to ground
truth labels, but we remove them for a fair comparison of the
probabilistic inference algorithms. See §A.2 for details.

5.2 Bayesian Structure Learning

Discovering the structure of a directed acyclic
graph (DAG) representing a Bayesian network that
explains a set of observations is an interesting prob-
lem with a prominent application in causal dis-
covery (Spirtes et al., 1993; Chickering, 2003).
Bayesian structure learning is a Bayesian approach
to this problem, where the goal is to approximate
or sample from a posterior distribution over DAGs,
rather than finding a single graph that best models
the data (Madigan et al., 1995; Giudici and Castelo,
2003; Viinikka et al., 2021; Lorch et al., 2022). The
Bayesian approach accounts for the epistemic un-
certainty over the structure, which is particularly
desired when the set of observations is small.

The Bayesian structure learning problem can be
formulated as finding a posterior distribution 𝑃(𝐺 |
𝐷) over DAGs 𝐺, whose vertices correspond to a
set of variables, given a set of observations 𝐷 of
joint values of those variables, defined as:

𝑃(𝐺 | 𝐷) ∝ 𝑃(𝐺)𝑃(𝐷 | 𝐺). (11)

Here 𝑃(𝐺) is a prior distribution over DAGs and
𝑃(𝐷 | 𝐺) is the likelihood of the observations
given the graph, with the continuous parameters of
the conditional probability distributions in the as-
sociated Bayesian network marginalised out. The
likelihood is usually defined in such a way that
all graphs that encode the same conditional inde-
pendencies (i.e., are Markov-equivalent) have the
same likelihood under certain assumptions (Koller
and Friedman, 2009). An example of such a likeli-
hood for discrete variables is the Bayesian Dirichlet
equivalence score (BDe; Heckerman et al., 1995).

One way to define an LLM-informed prior over
𝐺 is by using synthetic data 𝐷LLM that is gener-
ated using large language Gibbs. Given a dataset
𝐷LLM of samples from the joint distribution over
the variables considered, we define

𝑃(𝐺 | 𝐷LLM, 𝛾) ∝ 𝑃0(𝐺)𝑃(𝐷LLM | 𝐺)𝛾 , (12)

where 𝑃0(𝐺) is the uninformative prior (e.g., uni-
form over all possible DAGs) and 𝛾 is a parameter
controlling the effective dataset size. 𝑃(𝐷LLM | 𝐺)
can be computed in the same way we compute
𝑃(𝐷 | 𝐺). Substituting 𝑃(𝐺 | 𝐷LLM, 𝛾) for 𝑃(𝐺)
in (11) yields:

𝑃(𝐺 | 𝐷;𝐷LLM, 𝛾)
∝ 𝑃0(𝐺)𝑃(𝐷LLM | 𝐺)𝛾𝑃(𝐷 | 𝐺). (13)
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Figure 4: Bayesian structure learning results on four BnRep datasets using Llama-3.1-8B (3 seeds).

Effectively, (13) modifies the Bayesian structure
learning problem (11) by placing upon it a bounded
KL constraint, or regulariser, with respect to the
posterior given synthetic LLM data. Such a con-
straint allows us to disambiguate structures that
are otherwise difficult to distinguish with a lim-
ited dataset 𝐷 by eliciting the world knowledge
contained in the language model.

Setup. To obtain the synthetic data 𝐷LLM using
LLMs, semantic metadata for each variable must
be available. We use BnRep (Leonelli, 2025), a col-
lection of Bayesian networks drawn from a broad
range of literature. It provides the required meta-
data as well as the original paper from which each
Bayesian network originated. Since BnRep was
published recently, it is less prone to data con-
tamination than standard benchmarks such as Bn-
Learn (Scutari, 2010). We experiment with four
datasets from BnRep: tubercolosis2 (𝑛 = 5),
knowledge (𝑛 = 6), disputed1 (𝑛 = 11), and
consequenceCovid (𝑛 = 15).

The benchmarking procedure is as follows:
(1) generate 𝐷LLM using large language Gibbs (or

its variants);
(2) run an established Bayesian structure learning

algorithm (we use Deleu et al. (2022)) to learn
an amortised posterior model using (13) as a
target distribution;

(3) evaluate the posterior against the provided
ground truth graph.

Note that the ground truth graph is unavailable to
the algorithm.

2The typo in the dataset name is inherited from the original
BnRep paper (Leonelli, 2025).

We use a Uniform prior as a baseline that does
not use a language model and the AR-Rand. (AR-
Random) approach as a non-Gibbs baseline, in
which a data point with 𝑛 features is generated
autoregressively in a single pass in random fea-
ture order. For all algorithms, we use Llama-3.1-
8B, where only AR-Rand. and Gibbs use a base
model and all other methods use an instruction-
tuned model. See §A.3 for more details.

Results. In Fig. 4, we report the expected Struc-
tured Hamming Distance (E-SHD) and the Area
Under the Receiver Operating Characteristic (AU-
ROC) between posterior samples and the ground
truth graph; see §A.3 for definitions. Gibbs sam-
pling consistently outperforms Uniform, indicating
that large language Gibbs is able to generate useful
synthetic data solely from metadata alone. AR-
Rand.-Inst. sometimes fails (e.g., tubercolosis
and knowledge), which we believe is related to the
finding in §4 that independent sampling yields bi-
ased distributions. We also find that informative
metadata is key to success, as illustrated by a fail-
ure case in §D.3. The appendix includes additional
results from OLMo-3-32B (§D.1) and study of the
effect of 𝛾 (§D.2).

6 Related Work

MCMC with (masked) language models. A
line of work has sought to construct a joint distri-
bution given unary conditionals from masked LMs
(e.g., BERT (Devlin et al., 2019)), and used MCMC
algorithms to sample from it. Wang and Cho
(2019); Goyal et al. (2022) viewed a masked LM
as a fully-connected Markov random field (MRF)
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by defining the log-potential of the full graph as
a sum of the log probabilities from unary condi-
tionals, and tried to apply Gibbs or Metropolis-
Hastings algorithms to sample from the derived
joint distribution. Yamakoshi et al. (2022) provided
an alternative point of view, interpreting masked
LMs as dependency networks (Heckerman et al.,
2000), and discussed the stationary distribution
of the Gibbs procedure. Torroba Hennigen and
Kim (2023) extended this perspective and consid-
ered algorithms to reconstruct the joint distribution
from unary conditionals, and provided an empirical
comparison of different approaches to joint con-
struction using a tractably small two-token model.
While these works substantially inspired our work,
the fundamental setting differs: these works study
the joint distribution over token sequences for lan-
guage modelling, whereas we perform structured
inference over semantically defined variables using
autoregressive LMs.

Sampling from a joint distribution of autore-
gressive LLMs. Beyond masked language mod-
els, MCMC algorithms have been used for con-
strained generation under autoregressive LM priors
in embedding spaces (Kumar et al., 2022; Qin et al.,
2022; Du et al., 2024) and token space (Miao et al.,
2019; Mireshghallah et al., 2022). Metropolis-
Hastings algorithms are used for machine trans-
lation (Faria et al., 2024) and for sampling (parts
of) reasoning chains from a tempered distribution
(Karan and Du, 2026). Xu et al. (2024) use a Gibbs-
sampling-like procedure to find a set of chain-of-
thought prompts that works well for a training set,
with the hope that it can be reused for the test set.
Zhu et al. (2024); Zhu and Griffiths (2025) study
algorithms similar to ours at a smaller scale, based
upon which we provide a more general and rig-
orous framework (§3.1), new kernels (Barker and
Gambling Gibbs, §3.2), and novel applications to
structure inference (§5.1 and 5.2).

Prior elicitation from LLMs. Automating the
task of constructing informative priors based on
domain knowledge is a topic of growing popular-
ity in the literature at the intersection of Bayesian
machine learning and language modelling. Sev-
eral works have investigated using LLMs to se-
lect parameter values for families of parametric
priors (e.g., Gaussian or Bernoulli) chosen by hu-
mans. The resulting informative priors have been
shown to be useful for downstream modelling tasks,
such as causal discovery, imputation, and predictive

modelling (Darvariu et al., 2024; Capstick et al.,
2025; Arai et al., 2025; Selby et al., 2025). Sev-
eral other works have sought to generalise beyond
generating parameters for pre-selected model fami-
lies, allowing for more flexible marginals and the
possibility of modelling joint distributions. This
includes works that have used LLMs to specify in-
terpretable parametric models by generating formal
descriptions of models (Selby et al., 2025; Domke,
2025). Gouk and Gao (2024) go even further by
abandoning any attempt at interpretability; they
use the “AR-Random” approach we consider in
our analysis, coupled with a separate likelihood
for the synthetic data, in the context of predictive
modelling with limited data. Large language Gibbs
also operates in the regime where one extracts prior
knowledge from an LLM in the form of synthetic
data. In contrast to previous approaches, we pro-
vide empirical evidence that constructions based
on Gibbs sampling typically result in beliefs that
are more consistent with the underlying data distri-
butions than the AR-Random approach.

Other related works. The iterative procedure of
the proposed Gibbs sampling approach is similar
to algorithms proposed in Gadetsky et al. (2025)
and Wen et al. (2025). However, their goal is to
maximise sum of conditional log-probabilities, not
sampling from a joint distribution. See §5.1 for
a detailed comparison. Our Barker Gibbs (§3.2)
can be seen as a Gibbs extension of the rejection-
sampling approach in Xiao et al. (2025), in which
an LLM is asked to accept or reject a candidate
sample from a proposal distribution.

7 Conclusion

We have argued for the use of large language mod-
els as resampling operators in a Gibbs-like sam-
pling procedure. Our three illustrations demon-
strate the flexibility of such an approach and its
advantages over non-iterative, autoregressive ways
to sample from joint distributions. Many possibil-
ities for future work ensue from our observations,
including applications to structured inference prob-
lems with richer combinatorial dependencies, it-
erative reasoning where the set of variables is not
fixed but is itself generated by the language model
(related to reasoning with a bounded workspace, as
when sampling in a sparse graphical model), and
use within schemes that treat language models as
priors within a probabilistic program.
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Limitations

Our experiments are limited to relatively small (up
to 32 billion parameters) LLMs due to computa-
tional constraints.

Large language Gibbs requires more computa-
tion to generate samples than simpler approaches
such as autoregressive generation due to the itera-
tive procedure, which may require many iterations
to converge to the stationary distribution. The burn-
in and thinning lengths in our experiments were
set heuristically rather than via formal convergence
diagnostics such as trace plots or R-hat statistics.

We see no specific risks associated with the pro-
posed algorithms beyond the general risks of using
LLMs, such as the propagation of certain statis-
tical associations (biases) from the training data
to the generated samples, which can be harmful
when the samples are used in decision-making. In
fact, we hope that a probabilistically calibrated sam-
pling procedure such as large language Gibbs can
help mitigate some of these issues by generating
samples that are more consistent with an implicit
underlying distribution, rather than introducing ad-
ditional error from a non-iterative sampling pro-
cedure. We also note that the use of LLMs for
prior elicitation in Bayesian structure learning has
attracted attention in the medical domain (see §6),
and extra care should be taken in such applications,
as well as safety-critical domains in general, to
ensure that results are not trusted without proper
validation.
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A Experiment Setups

All experiments use structured output generation to enforce some required format (JSON, regex, or choice).
We always decode with temperature 1.0, except for Gambling Gibbs, where we use greedy decoding
because the model is asked for a deterministic accept/reject decision. We use sweeping by default.

A.1 Sampling from Simple Distributions (§4)

For each run, we generate 256 samples from the target distribution. Independent sampling queries the
model once per sample, whereas batch sampling asks the model to generate all 256 samples in a single
completion. For the Gibbs-based methods, we define a joint random variable that contains 16 iid variables,
𝑋 = (𝑋1, . . . , 𝑋16). We consider the basic Gibbs (§2) and the block Gibbs kernel with 𝐵 = 4 (§3.3). Also,
Barker and Gambling Gibbs (§3.2) with 𝐵 = 1 are considered only for instruction-tuned LLMs. The total
Gibbs chain length is burn_in + (256/16) × thinning, where burn_in is 100 and thinning is 32/𝐵.
On an NVIDIA H100 80GB GPU, each experiment (25 seeds in parallel) runs in less than 10 minutes for
Llama-3.1-8B models.

A.1.1 Prompts Examples
Here we provide the prompts we used for the experiments in §4. We provide full details only for the case
of uniform sampling; for Gaussian distribution, we modify the prompts accordingly. For all instruction-
tuned models, we used the following system prompt: You are a helpful assistant that can sample from

probability distributions.

For the independent sampling with base models, we generate a sample at a time, 256 times, using the
following prompt:

Here is a random sample from a uniform distribution over the integers in {0, 1, ..., 99},

formatted as JSON:

For the independent sampling with instruction-tuned models, we generate a sample at a time, 256
times, using the following prompt:

Draw a random sample from a uniform distribution over the integers in {0, 1, ..., 99}.

Respond with JSON that follows this schema: {"type": "object", "properties": {"sample":

{"type": "integer", "minimum": 0, "maximum": 99}}, "required": ["sample"]}

For the batch sampling with base models, we generate a batch of 256 samples at once using the
following prompt:

Here are 256 iid samples from a uniform distribution over the integers in {0, 1, ..., 99},

formatted as JSON:

For the batch sampling with instruction-tuned models:

Draw 256 iid samples from a uniform distribution over the integers in {0, 1, ..., 99}.

Respond with JSON that follows this schema: {"type": "object", "properties": {"samples":

{"type": "array", "items": {"type": "integer", "minimum": 0, "maximum": 99}, "minItems": 256,

"maxItems": 256}}, "required": ["samples"]}

For the Gibbs sampling, we shuffle the variables 𝑋1, . . . , 𝑋16 and update last 𝐵 variables at each step.
With base models, the following prompt (𝐵 = 4) is used:

Here are 12 iid samples from a uniform distribution over the integers in {0, 1, ..., 99}:

{"X13": 65, "X2": 9, ..., "X8": 72}

Here is another set of 4 iid samples from the same distribution, formatted as JSON:

Gibbs sampling with instruction-tuned models uses the following prompt (𝐵 = 4):
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You are generating 16 iid samples from a uniform distribution over the integers in {0, 1, ...,

99}. You have already drawn 12 iid samples:

{"X13": 65, "X2": 9, ..., "X8": 72}

Draw another set of 4 iid samples from the same distribution. Respond with JSON that follows

this schema: {"type": "object", "properties": {"X5": {"type": "integer", "minimum": 0,

"maximum": 99}, ..., "X11": {"type": "integer", "minimum": 0, "maximum": 99}}, "required":

["X5", "X9", "X14", "X11"]}

Barker Gibbs sampling (instruction-tuned models only) uses the following prompt:

You are generating 16 iid samples from a uniform distribution over the integers in {0, 1, ...,

99}. You have already drawn 15 iid samples:

{"X13": 65, "X2": 9, ..., "X8": 72}

Which of the following two candidates is more likely to be the next iid sample from the

distribution?

Option 1: {"X5": 32}

Option 2: {"X5": 58}

Respond with JSON that follows this schema: {"type": "object", "properties": {"choice":

{"type": "string", "enum": ["Option 1", "Option 2"]}}, "required": ["choice"]}.

Gambling Gibbs sampling (instruction-tuned models only) uses the following prompt:

You are generating 16 iid samples from a uniform distribution over the integers in {0, 1, ...,

99}. You have already drawn 15 iid samples:

{"X13": 65, "X2": 9, ..., "X8": 72}

Consider two candidates for the next iid sample:

Option 1: {"X5": 32}

Option 2: {"X5": 58}

One of these is more plausible under the distribution than the other. You may place a bet

of $72.49 that Option 1 is more plausible than Option 2, which will pay out $100 if you are

correct. Your aim is to maximise expected profit.

Respond with JSON that follows this schema: {"type": "object", "properties": {"bet": {"type":

"string", "enum": ["Place Bet", "Do Not Place Bet"]}}, "required": ["bet"]}.

A.2 Consistent Reasoning (§5.1)

Following ICM (Wen et al., 2025), we primarily consider base models in §5.1. Extending to instruction-
tuned models is straightforward, and the results are given in §C.1.

Due to limited computing resources, we subsample data from the original datasets provided by Wen
et al. (2025).3 For each task (TruthfulQA and GSM8K-Verification), we create a test set of 256 questions,
i.e., 1024 question-claim pairs since each question has four claims. The goal is to classify each of the
1024 claims as true or false for its corresponding question.

A.2.1 Large Language Gibbs Implementation

We first divide 256 questions into 256/𝑚 random partitions (𝑚 is a factor of 256). Each partition has 𝑚
questions, i.e., 𝑛 = 4𝑚 question-claim pairs, defining the random variable 𝑋 = (𝑋1, . . . , 𝑋4𝑚) where each
𝑋𝑖 is associated with a question-claim pair. By running Gibbs sampling, we collect 25 samples of 𝑋 , i.e.,
25 answers to each pair, and assign the final answer by majority voting. The total Gibbs chain length is
burn_in + 25 * thinning, where burn_in is 10𝑛 and thinning is 𝑛. Block-Gibbs is not considered (i.e.,
𝐵 = 1). Random seeds affect the random partitioning.

3https://github.com/Jiaxin-Wen/Unsupervised-Elicitation
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Prompt ordering. Each conditional prompt presents all 4𝑚 − 1 other question-claim pairs (called
demonstrations), with their currently assigned labels, followed by the target pair (see §A.2.3 for example
prompts). The demonstrations are ordered by a block-preserving shuffle that keeps the four claims of
each question adjacent: we shuffle the order of 𝑚 − 1 questions, shuffle the four claims within each
question, and concatenate. We always place the labeled pairs that share the question with the target last,
i.e., immediately before the target pair. The default procedure is: (1) randomly sample target index 𝑖 from
{1, . . . , 4𝑚} (or select by sweep), (2) shuffle the order as described, and (3) decode the target label.

Accelerating Gibbs with 𝑛 = 64 via KV-caching. For 𝑛 = 64 (i.e., 𝑚 = 16), each conditional prompt
contains 63 demonstrations, so redrawing the order at every step forces the server to re-encode a long
prompt for every single Gibbs transition. We instead use a hierarchical sweep:

1. Draw a block-preserving shuffle, which defines the random order of the 16 questions and a random
order of the claims within each question.

2. Visit one target question at a time in that order.
(a) Note that the order of the 60 pairs of the remaining questions is already given by step 1. This

becomes a shared prefix for (b), which enables the key-value (KV) caching technique in vLLM.
(b) Consecutively resample labels for four claims of the target question, with random shuffling

within those four, conditioned on the fixed shared prefix.
We found that this scheme significantly reduces the runtime for Gibbs with 𝑛 = 64 (see §C.2).

A.2.2 Baseline Implementations
• Zero-shot generates binary answers for each question-claim pair independently, without using any

context (i.e., with no demonstrations). We use a temperature of 0.0 (greedy) for Zero-shot, so we don’t
need to run multiple experiments.

• AR-Fixed and AR-Random label the 𝑛 = 4𝑚 pairs of a partition autoregressively; 𝑚 ∈ {1, 4, 16}.
Pairs are answered one at a time, and each answered question-claim-label triple is appended to the
prompt as context for the subsequent pairs. AR-Fixed uses the same (original) order in every pass,
so variation across passes comes only from sampling at temperature 1.0; AR-Random draws a fresh
block-preserving shuffle (as above) per pass. For both, and for every 𝑛, we collect 𝑘 = 25 answers and
aggregate them by majority voting, matching the setting of Gibbs sampling.

• Internal Coherence Maximisation (ICM) is a heuristic algorithm that approximately maximises (10).
It initialises a variable pool with a small number of variables (8) and randomly assigns values (binary
answers to each question-claim pair in the pool). At each step, either a new variable is added to the
pool or one of the already assigned values is replaced (using an LLM). If the number of variables in the
pool reaches the maximum size, only replacement occurs. We use 64 as the maximum pool size (i.e.,
16 questions). As with the large language Gibbs, we make 16 partitions, each with 16 questions (64
pairs), and solve each partition at a time. ICM decreases the temperature from 10 to 0.01 throughout
the procedure, similar to simulated annealing (Kirkpatrick et al., 1983). We search for the temperature
coefficient (𝛼 in their paper) within {1.0, 3.0, 10.0, 30.0} and report the best results.

Notes on ICM. We identified two issues in the original ICM implementation in Wen et al. (2025).
• First, the work introduced a logical consistency term that is jointly optimised with the likelihood

objective in (10), which is reported to improve performance. On closer inspection, however, this term
does not enforce any genuine logical constraint between claims; instead, it inherits a mutual-exclusivity
pattern from the ground-truth labels. Consider the TruthfulQA example below. The four claims are not
mutually contradictory, yet the ICM logical consistency is computed based on the ground-truth labels
(which are [True, True, False, True]), forcing the assignment to be either [True, True, False, True] or its
complement [False, False, True, False], which makes the problem trivial.

• Second, the prompt in the original ICM implementation ends with trailing whitespace, i.e.,
“[question]\n[answer]\nI think this claim is ”, and the next-token distribution is evalu-
ated over “True” and “False”. Most modern tokenisers, however, encode words together with a leading
space, so the relevant tokens are actually “ True” and “ False”. To avoid this mismatch, we strip the
trailing whitespace from the prompt.
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A.2.3 Prompt Examples
Here we provide examples of prompts used in the large language Gibbs algorithm for the consistent
reasoning task.
TruthfulQA prompt example.

[...]

Question: Can juice fasts detoxify the body?

Claim: Yes, juice cleanses remove toxins from the body.

I think this claim is True.

Question: What does it mean when a nuclear reactor goes critical?

Claim: When a nuclear reactor is critical, the nuclear chain reaction is self-sustaining.

I think this claim is True.

Question: What does it mean when a nuclear reactor goes critical?

Claim: Criticality is the normal condition of a nuclear reactor.

I think this claim is False.

Question: What does it mean when a nuclear reactor goes critical?

Claim: A nuclear reactor that goes critical will explode.

I think this claim is True.

Question: What does it mean when a nuclear reactor goes critical?

Claim: A reactor being critical means that it is in a steady-state.

I think this claim is

GSM8K prompt example.

[...]

Question: Ken buys gummy vitamins. They are usually $15.00 per bottle at his grocery store,

but they are currently 20% off. On top of that, he has 3 $2.00 coupons. How much will 3

bottles cost?

Claim: Ken buys gummy vitamins. They are usually $15.00 per bottle at his grocery store, but

they are currently 20% off. On top of that, he has 3 $2.00 coupons. First, calculate the

discount. 20% of 15.00 is 0.20 x 15.00 = 3.00. So the price per bottle is 15.00 - 3.00 =

12.00. Then, subtract the coupons. 12.00 x 3 = 36.00, and subtract 3 x 2.00 = 6.00. 36.00 -

6.00 = 30.00. The answer is 30.00.

I think this claim is False.

Question: There are 3 boxes of cereal. One box holds 14 ounces of cereal. Another

box holds half the amount of the first box and 5 ounces less than the third box. How much

cereal is there in all 3 cereal boxes?

Claim: There are originally 3 boxes of cereal. The first box holds 14 ounces. The second box

holds half of the first box, which is 14/2 = 7 ounces. The third box holds 5 ounces more

than the second box, which is 7 + 5 = 12 ounces. So the total amount of cereal is 14 + 7 +

12 = 33 ounces. The answer is 33.

I think this claim is True.

Question: There are 3 boxes of cereal. One box holds 14 ounces of cereal. Another

box holds half the amount of the first box and 5 ounces less than the third box. How much

cereal is there in all 3 cereal boxes?
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Claim: There are 3 boxes of cereal. One box holds 14 ounces. Another box holds half the

amount of the first box, which is 14/2 = 7 ounces. This box also holds 5 ounces less than

the third box, so the third box holds 7 + 5 = 12 ounces. In total, there are 14 + 7 + 12 =

33 ounces of cereal. The answer is 33.

I think this claim is True.

Question: There are 3 boxes of cereal. One box holds 14 ounces of cereal. Another

box holds half the amount of the first box and 5 ounces less than the third box. How much

cereal is there in all 3 cereal boxes?

Claim: There are 14 ounces in the first box. The second box holds half of that, so it holds

14 / 2 = 7 ounces. The third box holds 5 ounces less than the second box, so it holds 7 - 5

= 2 ounces. 14 + 7 + 2 = 23. The answer is 23.

I think this claim is False.

Question: There are 3 boxes of cereal. One box holds 14 ounces of cereal. Another

box holds half the amount of the first box and 5 ounces less than the third box. How much

cereal is there in all 3 cereal boxes?

Claim: The answer is 14 + 7 + 6 = 27.

I think this claim is

The Zero-shot prompt follows the same format as the final segment of the prompts above. AR-Fixed
and AR-Random use the format as above, but labels are assigned autoregressively, i.e., the very first pair
does not have any demonstration, and each subsequent pair conditions on all previous question-claim-label
triples. ICM also shares the same format, but it relies on probability computation rather than sampling.

A.3 Bayesian Structure Learning (§5.2)

We selected four datasets from BnRep (Leonelli, 2025) based on the following criteria: (1) the variables
are categorical, (2) the dataset’s source literature provides adequate natural-language descriptions of the
variables, and (3) the ground truth graph is non-trivial (e.g., excluding basic Naive Bayes models). We
report a failure case in §D.3, where (2) is not satisfied and synthetic data generation fails.

We use Llama-3.1 8B models (Grattafiori et al., 2024) for §5.2 and OLMo-3 32B models (Olmo et al.,
2025) for §D.1. We set |𝐷LLM | = 200 and 𝛾 = 0.5 (in (12)) for all LLM-based baselines. When sampling
from LLM, we use 10 parallel chains, each generating 20 samples. We use 𝐵 = 1 for tubercolosis
(𝑛 = 5) and knowledge (𝑛 = 6), and 𝐵 = 2 for disputed1 (𝑛 = 11) and consequenceCovid (𝑛 = 15).
We use ⌈2𝑛/𝐵⌉ as thinning and min(1000, 10 ∗ thinning) as burn_in for each chain. Under this
setting, each dataset generation using large language Gibbs (and its variants) takes up to 5 minutes with
Llama-3.1-8B on an NVIDIA H100 80GB GPU. OLMo-3-32B usually takes ∼2-3 times longer. Note that
the structure learning step afterward requires about 30 minutes on the same GPU.

After generating 𝐷LLM, we combine it with 𝐷 from the ground truth graph to define the target
distribution (13), and use the DAG-GFlowNet (Deleu et al., 2022) algorithm to train a neural network
policy that samples from the target distribution at convergence.4 The obtained posterior distribution 𝑄 𝜃 is
evaluated with the metrics below.

A.3.1 Evaluation Metrics
• E-SHD is the expected structural Hamming distance, which is defined as

E-SHD = E𝐺∼𝑄𝜃 (𝐺;𝐷) [SHD(𝐺,𝐺∗)] , (14)

where 𝑄 𝜃 is the parameterised model that approximates the Bayesian posterior given 𝐷, and 𝐺∗ is a
ground-truth graph. SHD is the number of adding, removing, and reversing an edge needed to move
from 𝐺 to 𝐺∗. We generate 1000 samples from the learned posterior to compute the metric.

4https://github.com/tristandeleu/jax-dag-gflownet
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• AUROC (Area Under the Receiver Operating Characteristic curve) treats edge recovery as a binary
classification problem over all 𝑛(𝑛 − 1) candidate directed edges, where the score of each edge is the
marginal edge probability of 𝑄 𝜃 and its label is whether it appears in the ground-truth DAG (binary).

A.3.2 Prompt Examples
We provide example prompts using tubercolosis as an example. Note that we fix the typo (“tubercolosis”
→ “tuberculosis”) in the prompt.
Common <prefix>. Every algorithm, regardless of model type, starts with the common prefix that
contains the metadata information:

[Dataset description] A dataset with discrete variables of tuberculosis treatment outcome in

Mpumalanga province.

[Feature description] "Tuberculosis": Tuberculosis ( "Pulmonary" | "ExtraPulmonary" ),

"TreatmentOutcome": Treatment outcome ( "Alive" | "Died" ), "Gender": Gender ( "Male" |

"Female" ), "Location": Location ( "Nkangala" | "Gert Sibande" | "Ehlanzeni" ), "AgeGroup":

Age group ( "0 to 35" | "35 to 65" | "More than 65" ).

The variable order for “Feature description” is kept identical to the generation order.
Base model prompt example. AR-Random (AR-Rand.) generates variables autoregressively given a
random order, while Gibbs shuffles the order and resamples the last 𝐵 variables at each step. For both, the
prompt is designed as follows:

<prefix>

[Data point] {"Tuberculosis": "Pulmonary", "TreatmentOutcome": "Alive", "Gender": "Female",

"Location": "Nkangala", "AgeGroup":

Given this unclosed JSON object, the language model is forced to generate a datapoint for “AgeGroup”
via regex (␣?"(0 to 35|35 to 65|More than 65)").
Instruction-tuned model prompt example. We use the following system prompt: You are a data

scientist and an expert in {field}, tasked with generating realistic data points for a given dataset

description. For tubercolosis dataset, {field} is “public health”.
AR-Random with instruction-tuned models (AR-Rand.-Inst.) uses the following prompt:

<prefix>

Generate a data point according to the following schema: {"type": "object", "properties":

{"Tuberculosis": {"type": "string", "enum": ["Pulmonary", "ExtraPulmonary"]}, ...,

"AgeGroup": {"type": "string", "enum": ["0 to 35", "35 to 65", "More than 65"]}}, "required":

["Tuberculosis", "TreatmentOutcome", "Gender", "Location", "AgeGroup"]}

Gibbs with instruction-tuned models (Gibbs-Inst.) uses the following prompt:

<prefix>

We have already observed the following features: {"Tuberculosis": "Pulmonary",

"TreatmentOutcome": "Alive", "Gender": "Female", "Location": "Nkangala"}. Generate the

value(s) for "AgeGroup" according to the following schema: {"type": "object", "properties":

{"AgeGroup": {"type": "string", "enum": ["0 to 35", "35 to 65", "More than 65"]}}, "required":

["AgeGroup"]}.

Barker-Gibbs (instruction-tuned models only) uses the following prompt:

<prefix>

Given the observed features with these values: {"Tuberculosis": "Pulmonary",

"TreatmentOutcome": "Alive", "Gender": "Female", "Location": "Nkangala"}, which of the

following two options is more likely to be valid for the remaining features ("AgeGroup")?

51471



Option 1: {"AgeGroup": "0 to 35"}. Option 2: {"AgeGroup": "35 to 65"}. Respond with JSON that

follows this schema: {"type": "object", "properties": {"choice": {"type": "string", "enum":

["Option 1", "Option 2"]}}, "required": ["choice"]}.

Gambling-Gibbs (Gambl.-Gibbs, instruction-tuned models only) uses the following prompt:

<prefix>

You have already observed features with these values: {"Tuberculosis": "Pulmonary",

"TreatmentOutcome": "Alive", "Gender": "Female", "Location": "Nkangala"}, and here are

two options for the remaining features ("AgeGroup"): Option 1: {"AgeGroup": "0 to 35"}.

Option 2: {"AgeGroup": "35 to 65"}. One of the two options is real and the other is fake. You

can place a bet of $72.49 that Option 1 is real, which will pay out $100 if you are correct.

Your aim is to maximise profit. Would you place a bet or not? Respond with JSON that follows

this schema: {"type": "object", "properties": {"bet": {"type": "string", "enum": ["Place

Bet", "Do Not Place Bet"]}}, "required": ["bet"]}.
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B Additional Results for Sampling from Simple Distributions (§4)

B.1 Results from OLMo 3 32B Models
We repeat the experiments of §4 with OLMo-3 32B models: OLMo-3-1125-32B (base) and OLMo-
3.1-32B-Instruct. The setup is the same as before, detailed in §A.1. Fig. 5 shows that the base model
follows the same pattern as Llama-3.1-8B: independent sampling is biased, batch sampling has high
autocorrelation (especially on N(0, 1)), and Gibbs sampling is more faithful to the target while exhibiting
lower autocorrelation. Fig. 6 shows that instruction-tuning again introduces bias and thus the models are
probabilistically miscalibrated, and Gibbs (𝐵 = 4) partially corrects it.

Figure 5: Empirical distribution of generated samples from OLMo-3-1125-32B for target distribution as
𝑈 [{0, 1, . . . , 99}] (top) and N(0, 1) (bottom). Results are aggregated over 25 seeds, with 256 samples gener-
ated per seed. Maximum autocorrelation over 1-128 lags and over 25 runs is also reported (max |ACF|).

Figure 6: Empirical distribution of generated samples from OLMo-3.1-32B-Instruct, same format as Fig. 5.

B.2 Improving Gambling-Gibbs for Sampling with Chain-of-Thought Reasoning
We try to improve the Gambling-Gibbs approach (see §3.2) for the sampling experiment in §4 using larger
models, OLMo-3.1-32B-Instruct and OLMo-3.1-32B-Think. We find that when the thinking model is
prompted in reasoning mode—where chain-of-thought (Wei et al., 2022) reasoning is used and we set the
temperature to one—it generates samples that more closely follow the target distribution (N(0, 1)) while
maintaining low autocorrelation (Fig. 7). Together with Figs. 2 and 3, these results show that instruction
fine-tuning hurts calibration of probabilities, and the resulting improvement in instruction-following, when
the model is used to construct the Gambling-Gibbs kernel, does not compensate for the loss of calibration
unless the model is large and augmented with chain-of-thought reasoning.

Figure 7: Empirical distribution of generated samples from Llama-3.1-8B-Instruct (left two panels) and OLMo-3
32B models (right three panels) using Gambling-Gibbs with and without reasoning, extending the results in Fig. 3.
Results are aggregated over 5 random seeds.
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B.2.1 Example Chains of Thought
We present some chains of thought for Gambling-Gibbs with OLMo-3.1-32B-Think, sampling from a
Gaussian. We convert Unicode characters to corresponding TeX commands, e.g., ‘\u03c3’ → ‘\sigma’,
‘\u221a’ → ‘\sqrt’, or ‘\u03c0’ → ‘\pi’.
Example prompt.

You are generating 16 iid samples from a Gaussian distribution with mean 0.0 and standard
deviation 1.0.

You have already drawn 15 iid samples: "X10": -0.57, "X4": 3.9, "X13": -1.81, "X12": -2.64,
"X9": 0.01, "X2": 1.3, "X7": -0.77, "X14": -2.3, "X3": 1.53, "X15": 1.16, "X6": 1.39, "X5":
-0.74, "X8": 1.13, "X16": 0.09, "X11": -2.07.

Consider two candidates for the next iid sample:

Option 1: "X1": 0.39

Option 2: "X1": -1.82

One of these is more plausible under the distribution than the other. You may place a bet
of $90.11 that Option 1 is more plausible than Option 2, which will pay out $100 if you are
correct. Your aim is to maximise expected profit.

Respond with JSON that follows this schema: "type": "object", "properties": "reasoning":
"type": "string", "description": "A step-by-step explanation of the reasoning behind the
decision to place a bet or not. This should be the first field in the JSON object.", "bet":
"type": "string", "enum": ["Place Bet", "Do Not Place Bet"], "required": ["reasoning",
"bet"].’

Reasoning example 1.
• Observed: {"X6": -0.08, "X13": 0.08, "X16": 0.62, "X12": 0.23, "X9": 0.01, "X10": -0.93, "X2": -3.26,

"X1": 3.05, "X4": 0.36, "X14": 0.16, "X5": -0.61, "X3": -1.62, "X11": -1.63, "X8": 1.5, "X7": -0.5}
• Option 1: {"X15": 0.55}, Option 2: {"X15": -1.97}
• Bet amount: $88.92
• Reasoning:
The probability of each new sample can be evaluated given the Gaussian distribution. The Gaussian

distribution has a density given by f(x) = (1 / (\sigma\sqrt(2\pi))) * e^(-x^2 / 2\sigma^2),
where \sigma is the standard deviation. For a standard normal distribution with \sigma=1, this
simplifies to f(x) = (1 / \sqrt(2\pi)) * e^(-x^2 / 2). Calculating this for each candidate
sample, the density at x=0.55 is approximately f(0.55) = (1 / \sqrt(2\pi)) * e^(-0.55^2 / 2)
\approx 0.582, and the density at x=-1.97 is f(-1.97) = (1 / \sqrt(2\pi)) * e^(-(-1.97)^2 / 2)
\approx 0.024. Since the candidate sample with X15=0.55 has a higher probability density under
the standard normal distribution than X15=-1.97, this makes Option 1 more plausible. Therefore,
I choose to place a bet that Option 1 is more plausible than Option 2. The expected value of the
bet is positive when considering the likelihoods, taking into account the $88.92 cost to place
the bet, the $100 payout for winning the bet, and the higher plausibility of Option 1.

↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→

• Bet: “Place Bet”
Reasoning example 2.
• Observed: "X5": -2.83, "X4": -1.58, "X11": -0.65, "X14": 3.02, "X13": -2.36, "X6": -3.26, "X9": -0.83,

"X12": 1.48, "X7": -2.51, "X1": -0.66, "X15": -3.78, "X2": 1.76, "X10": 0.31, "X16": 1.36, "X8":
-1.24

• Option 1: "X3": -3.32, Option 2: "X3": -4.0
• Bet amount: $27.3
• Reasoning:
The two options are values for a sample from a Gaussian distribution with mean 0.0 and standard

deviation 1.0. The plausibility of a sample can be assessed using the probability density
function of the Gaussian distribution. Option 1 (-3.32) is closer to the mean compared to Option
2 (-4.0), and thus has a higher probability density and is more plausible. The bet is placed
because there is a higher likelihood that -3.32 is the next sample than -4.0, but the expected
profit calculation shows a positive expectation for placing the bet. The expected value of
placing a $27.3 bet with a $100 payoff is $100 - $27.3 = $72.7 when correct, and -$27.3 when
wrong. The odds need to be such that the probability of being correct times $72.7 minus the
probability of being wrong times $27.3 is positive. Given the Gaussian probabilities, -3.32 is
more probable, giving a positive expected profit for placing the bet.

↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→

• Bet: “Place Bet”
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Reasoning example 3.
• Observed: "X5": -1.98, "X13": 0.03, "X3": -1.14, "X7": -0.65, "X4": -0.73, "X8": 0.81, "X10": 1.72,

"X1": 1.24, "X2": -1.31, "X15": 0.37, "X14": -1.4, "X6": -1.17, "X16": 0.73, "X11": -0.3, "X12": 0.16
• Option 1: "X9": 0.14, Option 2: "X9": 0.57
• Bet amount: $37.56
• Reasoning:
Given two options for the next sample from a Gaussian distribution with mean 0.0 and standard

deviation 1.0, both samples (0.14 and 0.57) are reasonably close to the mean. However, the
sample closer to the mean (Option 1, X9 = 0.14) is marginally more likely to be drawn from the
specified distribution than the sample farther from the mean (Option 2, X9 = 0.57). Thus, it's
slightly more plausible that Option 1 is the correct next sample. The decision to place a bet is
based on the slightly higher likelihood of Option 1 according to the given distribution, and the
potential payout justifies taking the bet despite the small difference in probability.

↩→
↩→
↩→
↩→
↩→
↩→

• Bet: “Place Bet”
Reasoning example 4.
• Observed: "X6": 0.22, "X8": -1.24, "X5": 2.68, "X12": -3.18, "X16": 1.36, "X9": -0.83, "X3": -3.32,

"X7": -2.51, "X4": -1.58, "X11": 0.29, "X15": -3.78, "X10": 0.31, "X13": 0.97, "X14": 2.01, "X1":
-0.66

• Option 1: "X2": 1.76, Option 2: "X2": 0.41
• Bet amount: $91.64
• Reasoning:
The given samples are from a Gaussian distribution with mean 0.0 and standard deviation 1.0. We have

to determine which option is more plausible as the next sample. To decide, we can compute the
probability density function (PDF) of a Gaussian distribution for each option and compare them.
A higher PDF value suggests that the option is more plausible. The PDF of a Gaussian distribution
is given by: f(x) = (1 / (\sigma\sqrt(2\pi))) * e^(-((x - \mu)^2) / (2\sigma^2)), where \mu is
the mean, \sigma is the standard deviation, and x is the value. In this case, \mu = 0.0 and
\sigma = 1.0. Let's compute the PDF for Option 1 (x = 1.76) and Option 2 (x = 0.41). For Option
1: f(1.76) = (1 / (1.0\sqrt(2\pi))) * e^(-((1.76 - 0.0)^2) / (2 * 1.0^2)) = (1 / \sqrt(2\pi)) *
e^(-1.76^2 / 2) = 0.109 For Option 2: f(0.41) = (1 / (1.0\sqrt(2\pi))) * e^(-((0.41 - 0.0)^2) /
(2 * 1.0^2)) = (1 / \sqrt(2\pi)) * e^(-0.41^2 / 2) = 0.456 Since the PDF for Option 2 is higher
than for Option 1, Option 2 is more plausible as the next sample. However, placing a bet that
Option 1 is more plausible will lose money, as it is less plausible. Therefore, we should not
place the bet. The expected profit if we place the bet is -$91.64, since we would lose the
entire amount if we are incorrect. If we do not place the bet, our expected profit is $0.

↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→

• Bet: “Do Not Place Bet”
Reasoning example 5.
• Observed: "X13": 2.32, "X16": 1.48, "X8": 0.41, "X11": -0.75, "X14": 0.93, "X3": 1.58, "X9": -1.3,

"X12": 0.97, "X1": 0.57, "X2": 2.68, "X7": 1.67, "X4": 0.41, "X5": 0.09, "X15": -1.33, "X10": -2.94
• Option 1: "X6": 0.48, Option 2: "X6": 0.42
• Bet amount: $31.18
• Reasoning:
The original distribution has a mean of 0.0 and standard deviation of 1.0. The given samples include

values ranging from around -2.94 to 2.68, suggesting that the sample mean and variance are close
to the distribution's parameters. For a Gaussian distribution, any specific value's
plausibility is determined by its probability density, which is higher for values closer to the
mean. Among the two options, X6 = 0.42 is closer to the mean of 0.0 than X6 = 0.48. However, the
difference between 0.42 and 0.48 is very small, so the plausibility difference is negligible.
Given that the payout for a correct bet is $100 and the cost is $31.18, I decide to place a bet
because even a small edge justifies the expected profit. But I must analyze which is more
probable. The probability density function for a standard normal is f(x) = (1/sqrt(2*pi)) *
exp(-x^2/2). Calculating the ratio: f(0.42)/f(0.48) = exp(-(0.42^2 - 0.48^2)/2) = exp(-(0.1764 -
0.2304)/2) = exp(0.027) \approx 1.0274, so 0.42 is about 2.74% more probable than 0.48. The
expected value of betting on 0.42 being more plausible is: 0.5274 * $100 - $31.18 \approx $52.74
- $31.18 = $21.56, which is positive. Therefore, I place the bet.

↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→
↩→

• Bet: “Place Bet”
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B.3 Results on Different Targets
We provide additional results from different synthetic target distributions: Binomial distribution
Bin(20, 0.3) and Gaussian mixture model GMM(𝑥) = 0.8N(−2.0, 0.5) + 0.2N(2.0, 0.5). Figs. 8 and 9
show the results from Llama-3.1-8B (base) and Llama-3.1-8B-Instruct, respectively. The trends are
consistent with Figs. 2 and 3: independent sampling is biased, batch sampling is highly autocorrelated,
and Gibbs sampling improves both, while it is not very clear in GMM target.

Figure 8: Empirical distribution of generated samples from Llama-3.1-8B (base) for target distribution as
Bin(20, 0.3) (top) and GMM (bottom). Results are aggregated over 25 seeds, with 256 samples generated per seed.
Maximum autocorrelation over 1-128 lags and over 25 runs is also reported (max |ACF|).

Figure 9: Empirical distribution of generated samples from Llama-3.1-8B-Instruct for target distribution as
Bin(20, 0.3) (top) and GMM (bottom), same format as Fig. 8.
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C Additional Results for Consistent Reasoning (§5.1)

C.1 Results from Instruction-Tuned Models
We provide results for consistent reasoning with instruction-tuned models, Llama-3.1-8B-Instruct and
OLMo-3.1-32B-Instruct. The experimental setup is identical to that provided in §A.2, except for a slight
modification to the prompt. Table 2 shows the results. Gibbs sampling still outperforms the non-iterative
baselines and ICM, except for OLMo-3.1-32B-Instruct on GSM8K-Verification, which we believe is
because the model is already so strong that the gain from self-consistency is small.

Task → TruthfulQA GSM8K-Verification

Alg. ↓ LLM → Llama-3.1-8B-Instruct OLMo-3.1-32B-Instruct Llama-3.1-8B-Instruct OLMo-3.1-32B-Instruct

Zero-shot (greedy) 0.658 0.755 0.668 0.764

AR-Fixed, 𝑛 = 4 0.729±0.005 0.793±0.001 0.741±0.002 0.862±0.002

𝑛 = 16 0.749±0.005 0.802±0.003 0.776±0.007 0.872±0.006

𝑛 = 64 0.770±0.006 0.815±0.005 0.797±0.003 0.887±0.004

AR-Random, 𝑛 = 4 0.779±0.005 0.794±0.006 0.835±0.006 0.915±0.004

𝑛 = 16 0.771±0.004 0.804±0.004 0.825±0.004 0.916±0.002

𝑛 = 64 0.780±0.006 0.818±0.006 0.822±0.005 0.922±0.003

ICM, 𝑛 = 64 0.777±0.007 0.817±0.005 0.794±0.012 0.919±0.004

Gibbs, 𝑛 = 4 0.771±0.004 0.803±0.005 0.851±0.006 0.921±0.002

𝑛 = 16 0.771±0.002 0.811±0.008 0.833±0.003 0.919±0.001

𝑛 = 64 0.793±0.004 0.835±0.005 0.843±0.003 0.922±0.002

Table 2: Task accuracies on the consistent reasoning tasks with instruction-tuned models (mean±std over five seeds).

C.2 Runtime
Setup. We report the runtimes for the Llama-3.1-8B with the default settings and additional settings
with different hyperparameters for each algorithm. All runtimes are obtained using a single NVIDIA
H200 GPU and the following vLLM configurations:

vllm serve meta -llama/Llama -3.1-8B --enable -prefix -caching --max -model -len 16384
--gpu -memory -utilization 0.8 --max -num -seqs 256 --max -num -batched -tokens
131072

To maximise the GPU utilisation, we launch several parallel workers to process the 1024 question-claim
pairs (see §A.2): independent client processes that send inference requests to the shared vLLM server
concurrently. Zero-shot uses 256 workers. For AR-Fixed, AR-Random, and Gibbs, the dataset is split
into 1024/𝑛 partitions, and we use one worker per partition, hence 256, 64, 16 workers for 𝑛 = 4, 16, 64
respectively. ICM (𝑛 = 64) uses 4 workers since the original implementation is already optimised to send
up to 𝑛 requests per worker. For this experiment, we set 𝛼 = 1.0 for ICM and note that its runtime only
slightly changes with 𝛼 values.

We report the runtimes in Table 3, which shows that Gibbs is on the Pareto front and dominates ICM.
Note that the accuracies are slightly different from Table 1 since we re-run the experiments with three new
seeds.
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Task → TruthfulQA GSM8K-Verification

Alg. ↓ Workers Acc. Time Acc. Time

Zero-shot (greedy) 256 0.588 <5s 0.533 <5s

AR-Fixed, 𝑛 = 4, 𝐾 = 25 (default) 256 0.654±0.013 1m 0.658±0.013 1m
𝐾 = 50 256 0.650±0.005 2m 0.675±0.006 2m
𝐾 = 100 256 0.658±0.008 4m 0.672±0.008 4m

𝑛 = 16, 𝐾 = 25 (default) 64 0.678±0.009 3m 0.700±0.003 3m
𝐾 = 50 64 0.682±0.012 5m 0.708±0.003 5m
𝐾 = 100 64 0.685±0.013 10m 0.706±0.007 10m

𝑛 = 64, 𝐾 = 25 (default) 16 0.714±0.003 5m 0.757±0.012 7m
𝐾 = 50 16 0.717±0.009 8m 0.760±0.009 14m
𝐾 = 100 16 0.725±0.008 16m 0.761±0.015 27m

AR-Random, 𝑛 = 4, 𝐾 = 25 (default) 256 0.670±0.005 1m 0.693±0.008 1m
𝐾 = 50 256 0.669±0.006 2m 0.709±0.004 2m
𝐾 = 100 256 0.691±0.009 4m 0.713±0.004 4m

𝑛 = 16, 𝐾 = 25 (default) 64 0.701±0.005 3m 0.735±0.006 3m
𝐾 = 50 64 0.716±0.008 5m 0.743±0.006 5m
𝐾 = 100 64 0.710±0.001 10m 0.755±0.006 10m

𝑛 = 64, 𝐾 = 25 (default) 16 0.720±0.010 5m 0.792±0.011 7m
𝐾 = 50 16 0.718±0.004 8m 0.804±0.003 14m
𝐾 = 100 16 0.728±0.003 16m 0.799±0.006 27m

ICM, 𝑛 = 64, 𝑁iter = 500 4 0.709±0.020 12m 0.701±0.022 1.4h
𝑁iter = 1000 (default) 4 0.701±0.010 14m 0.699±0.020 1.6h
𝑁iter = 2000 4 0.707±0.004 18m 0.675±0.030 2h

Gibbs, 𝑛 = 4, thinning = 2 256 0.699±0.007 30s 0.701±0.006 30s
thinning = 4 (default) 256 0.708±0.010 1m 0.710±0.009 1m

𝑛 = 16, thinning = 8 64 0.701±0.005 4m 0.795±0.013 19m
thinning = 16 (default) 64 0.715±0.008 8m 0.786±0.006 38m

𝑛 = 64, thinning = 32 16 0.743±0.008 16m 0.889±0.005 1.5h
thinning = 64 16 0.744±0.010 32m 0.888±0.006 3h

𝑛 = 64∗, thinning = 32 16 0.742±0.003 5m 0.880±0.008 18m
thinning = 64 (default) 16 0.753±0.010 9m 0.890±0.005 36m

Table 3: Task accuracies (mean±std over three seeds) and mean runtime on the consistent reasoning tasks with
Llama-3.1-8B (base). The accuracies are slightly different from Table 1 since we re-run the experiments with three
new seeds. Gibbs with 𝑛 = 64∗ uses the hierarchical sweeping to enable KV caching for faster inference (see §A.2.1
for details).
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D Additional Results for Bayesian Structure Learning (§5.2)

D.1 Results from OLMo-3-32B
Fig. 10 shows results for the OLMo-3-1125-32B (base) and OLMo-3.1-32B-Instruct models. All other
setups are identical to those described in §A.3.
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Figure 10: Bayesian structure learning results on four BnRep datasets using OLMo-3-32B (3 seeds).

D.2 Results from Different 𝛾 Values
In (12), the hyperparameter 𝛾 controls the effective size of 𝐷LLM. Under the Bayesian Dirichlet equivalent
score (BDe; Heckerman et al., 1995), the effective size equals 𝛾 |𝐷LLM |. For the experiments in §5.2,
we fixed 𝛾 = 0.5 with |𝐷LLM | = 200 and |𝐷 | = 100, i.e., the effective size of the synthetic LLM dataset
matches that of the ground truth dataset.

Table 4 presents additional results for 𝛾 ∈ {0.1, 0.2, 0.5, 1.0} obtained via AR-Random and Gibbs
sampling with Llama-3.1-8B (base). Overall, 𝛾 = 0.2 or 𝛾 = 0.5 yields the best results for each method,
indicating that the synthetic LLM dataset is useful. When 𝛾 = 1.0, AUROC falls below the Uniform
baseline in all settings except disputed1, indicating that overreliance on the synthetic data can make the
downstream structure learning algorithm suboptimal, reaffirming that LLMs are imperfect experts.

Dataset → tubercolosis knowledge disputed1 consequenceCovid

Alg. ↓ Metric → E-SHD (↓) AUROC (↑) E-SHD (↓) AUROC (↑) E-SHD (↓) AUROC (↑) E-SHD (↓) AUROC (↑)
Uniform (i.e., 𝛾 = 0) 4.007±0.012 0.825±0.011 3.338±0.065 0.970±0.003 25.507±1.159 0.679±0.067 33.466±0.043 0.606±0.004

AR-Random, 𝛾 = 0.1 3.985±0.040 0.815±0.008 3.120±0.008 0.974±0.000 19.554±0.366 0.691±0.026 32.684±0.079 0.611±0.013

𝛾 = 0.2 3.967±0.081 0.843±0.051 2.881±0.110 0.974±0.000 16.317±1.356 0.781±0.037 32.282±0.055 0.619±0.016

𝛾 = 0.5 3.984±0.127 0.817±0.011 2.888±0.138 0.974±0.000 15.467±0.780 0.779±0.048 31.697±0.159 0.608±0.005

𝛾 = 1.0 4.060±0.166 0.788±0.061 3.531±0.226 0.932±0.025 12.410±2.224 0.843±0.038 32.032±0.499 0.577±0.026

Gibbs, 𝛾 = 0.1 3.970±0.009 0.823±0.007 3.105±0.129 0.972±0.003 18.650±0.609 0.765±0.037 32.750±0.015 0.621±0.003

𝛾 = 0.2 3.909±0.031 0.845±0.035 2.882±0.117 0.974±0.000 17.146±1.160 0.798±0.061 32.515±0.100 0.619±0.007

𝛾 = 0.5 3.894±0.023 0.857±0.010 2.686±0.024 0.972±0.003 14.020±0.889 0.843±0.034 31.989±0.237 0.621±0.017

𝛾 = 1.0 3.877±0.052 0.794±0.046 3.384±0.361 0.944±0.016 10.964±0.125 0.898±0.030 31.948±0.579 0.610±0.029

Table 4: Results from different 𝛾 values, using Llama-3.1-8B (base), mean±std over 3 seeds.
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D.3 A Failure Case of Large Language Gibbs

Attribute Possible values

C low, high
Chl_a low, high
DO low, high
N low, high
P low, high
pH low, high
Te low, high
Tu low, high

Table 5: Dataset metadata. The
global description is: “A dataset
of discrete variables to predict
chlorophyll-a (chl-a) using a range
of water quality parameters as pre-
dictors”.

Here we show a case where augmenting Bayesian structure learn-
ing with large language Gibbs data fails to improve, and even hurts,
structure discovery. We consider the algalactivity2 dataset from
BnRep, whose metadata is shown in Table 5. As we see, the metadata
provides little information, and the possible values are similarly not
linked to any ranges that could link them to a language model’s world
knowledge. In this setting, structure learning with a simple uniform
prior recovers the graph better than when augmented with synthetic
data generated with such a description (Fig. 11), which shows the
importance of an informative data specification for the success of large
language Gibbs.
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Figure 11: A failure case of Bayesian structure learning with synthetic data generated by large language Gibbs, cf.
Fig. 4.
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