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Abstract

Large Language Models (LLMs) use persistent
user context such as memory, profiles, and role
prompts. This enables personalization, but can
destabilize evidence-based judgment: the same
evidence may yield different conclusions under
different user contexts. Finance offers a high-
stakes long-document setting where evidence
reading is central. We test this on 3,575 SEC
filings across twelve LLMs. By comparing
persona-conditioned retrieval, neutral retrieval,
and memory-framed context, we find that user-
context spillover comes mainly from how mod-
els interpret identical evidence under role-style
context, not primarily from which evidence
they retrieve. As risk-reduction techniques
rather than guarantees, reframing the same
mindset from assistant role to user-memory pro-
file, and dual-output scoring, reduce—but do
not eliminate—the spillover, with effectiveness
that varies substantially across models.

1 Introduction

Large language models (LLMs) are increasingly
adapted to users through interaction histories, de-
clared profiles, and role prompts (Salemi et al.,
2024; Zhang, 2024; Kim et al., 2024b). Personal-
ization is useful, but it creates a stability problem:
desirable adaptation can be hard to distinguish from
user-conditioned bias (Kantharuban et al., 2025).
The same document, evidence, and factual question
can yield systematically distinct evidence-based
judgments depending on user context. Unlike one-
off prompt perturbations, persistent context can
affect many future judgments, making this an LLM
reliability concern.

This matters for NLP because deployed systems
increasingly combine retrieval, long-context rea-
soning, memory, and user profiles. Standard eval-
uation asks whether an answer is useful, faithful,
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or personalized; we ask a sharper invariance ques-
tion: when a field is defined as a neutral evidence-
based judgment, does user context stay out of it?
A system can cite the right evidence and still be
unstable if the same evidence is interpreted differ-
ently across user contexts. We treat finance as a
controlled instance of a broader generation prob-
lem: context-conditioned bias, where role labels,
personality-like traits, user profiles, or stated goals
may shift a generated judgment even when the task
asks for an invariant, evidence-based answer.
Finance is a natural setting for operationalizing
this broader problem in a controlled way. Corpo-
rate financial reports are long, information-dense
documents used in financial NLP to study risk, sen-
timent, numerical reasoning, and market-relevant
disclosure (Kogan et al., 2009; Loughran and Mc-
Donald, 2011; Chen et al., 2021). Investor personas
provide concrete, domain-grounded operationaliza-
tion of role and personality-like context: they en-
code traits and known investor goals such as risk
tolerance, diversification, value or growth expo-
sure, and momentum trading (Markowitz, 1952;
Sharpe, 1964; Fama and French, 1992; Jegadeesh
and Titman, 1993). These objectives may shape
a personalized recommendation, but not a neutral
reading of the same evidence. As LLM trading
systems emerge, such bias becomes more critical.
We ask whether a model gives consistent
evidence-based judgment when the document is
fixed but user context changes. If the neutral judg-
ment moves, the shift could come from retrieving
different evidence, interpreting the same evidence
differently, or changing how user context is framed.
We isolate these channels across 3,575 SEC 10-
K/10-Q filings' and twelve models from five fam-
ilies. The central test is whether personalization
changes what the evidence says in its neutral score,

'SEC Form 10-K is a U.S. public company’s annual report;
Form 10-Q is its quarterly report. Both contain financial
statements, management discussion, and risk disclosures.
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Figure 1: Three audit conditions on one Coca-Cola filing. The model emits two scores in [—1,+1]: the
EvidenceScore, a neutral reading of the retrieved evidence that should be invariant to user context (negative =
bearish, positive = bullish), and the PersonalizedScore, which is allowed to adapt to the user. PR: the persona
affects retrieval and interpretation, so personas may read different chunks. NR: personas keep their role prompts
but read the same neutral-retrieved chunks, isolating interpretation under fixed evidence. MEM (role-to-profile
reframing): the same chunks are read by a neutral analyst, with the mindset supplied as a user-memory profile
rather than as the model’s role. Left to right, the figure shows role-shaped verdicts, role-shaped interpretation of
identical evidence, and routing of the user signal into the personalized field.

rather than how it adapts advice to the user.
Different users want different things, expressed
as roles, profiles, traits, preferences, or economic
goals. Our target is narrower: a neutral evidence
score that should not change because such con-
text is present. We call it user-context spillover
when the user signal enters the neutral evidence
score. To locate this, we use three matched condi-
tions that vary one part of the pipeline at a time:
whether user context affects retrieval, whether it af-
fects interpretation of fixed evidence, and whether
the same mindset is framed as the assistant’s role
or as user memory. This separates evidence se-
lection, interpretation under fixed evidence, and
residual spillover into the neutral evidence-based
score. The design treats personalization as appro-
priate only when routed to a separate user-adapted
output, rather than allowing it to shift the evidence-
only judgment; this distinction provides a test of
user-context invariance in long-document analysis.
This paper makes the following contributions:
(1) a three-condition audit design for measuring
where role-, profile-, trait-, or goal-conditioned con-
text enters an LLM generation pipeline in a long-
document setting; (2) a cross-model audit showing
that the main failure is inferpretive drift: models
judge the same filing differently under different
roles; (3) evidence that prompt placement matters:
the same mindset causes less spillover when passed

as user context than when assigned as the assis-
tant’s role; and (4) an analysis showing that the
effects are systematic: they flip recommendations,
track sector-level language, distort risk signals, and
vary across document populations.

2 Related Work

Financial NLP and finance-LLM evaluation.
Financial NLP has long shown that language, dis-
closure structure, and economic context matter for
financial text. Earlier work links financial language
to sentiment, risk, market outcomes, and firm fun-
damentals (Tetlock, 2007; Loughran and McDon-
ald, 2011; Kogan et al., 2009; Malo et al., 2014).
Recent finance-oriented models and benchmarks
evaluate sentiment, numerical reasoning, forecast-
ing, knowledge, and decision support (Araci, 2019;
Chen et al., 2021, 2022; Wu et al., 2023; Yang
et al., 2023; Xie et al., 2023; Matlin et al., 2025;
Klimaszewski et al., 2025; Shah et al., 2025). This
work measures task performance. We ask whether
evidence-based judgments remain stable when the
filing is fixed but user context changes.

Prompt sensitivity, personas, and persistent
context. LLM outputs can shift under prompt
changes, including formatting, wording, adversar-
ial variants, and prompt-sensitivity benchmarks
(Sclar et al., 2024; Zhuo et al., 2024; Zhu et al.,
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2023; Razavi et al.,, 2025). Persona and role
prompts are a relevant source of variation: identi-
ties and system prompt position can alter model
responses (Kim et al., 2024b; Lutz et al., 2025;
Neumann et al., 2025). We build on this, but move
from observing sensitivity to decomposing where
it enters: evidence retrieval, interpretation of fixed
evidence, or framing of persistent user context.

Bias and financial decision aids. Work on LLM
bias shows that political and entity-level priors can
surface even when irrelevant to the task. Finance-
specific studies document scenario priors, role an-
choring, look-ahead leakage, foreign bias, and
entity-level memorization in financial LLMs (Zhou
et al., 2025; Lee et al., 2025; Liu et al., 2026; Bian-
cotti et al., 2025; Cao et al., 2025; Kong et al.,
2026). LLMs are proposed as assistants for in-
vestment analysis, trading, credit assessment, and
multi-agent financial workflows (Xiao et al., 2025;
Drinkall et al., 2025). If role prompts shift neu-
tral conclusions independently of evidence, they
introduce an unmeasured source of model risk.

3 Methodology

We design the study to separate three potential
sources of user-context effects in LLM financial
analysis: evidence selection, interpretation of fixed
evidence, and the framing of user preferences. We
first define the filing-analysis task and two-score
output, then introduce the three experimental con-
ditions used to isolate these channels. We next
describe the retrieval pipeline and SEC filing sam-
ple, followed by the filing-fixed-effects regressions
used to estimate persona and memory-profile ef-
fects. Finally, we define the headline metrics and
decomposition used to quantify retention, framing
shrinkage, and residual spillover across conditions.

3.1 Task and two-score output

Given an SEC 10-K or 10-Q filing reduced
to MD&A, Risk Factors, and Quantitative and
Qualitative Disclosures?, the model returns a
fixed JSON schema with two scores in [—1, +1]:
an EvidenceScore, intended to reflect a neu-
tral reading of the retrieved chunks, and a
PersonalizedScore, allowed to reflect the
prompted role or user-memory profile. The schema

also includes rationales and auxiliary fields, but is

These correspond to the main 10-K/10-Q textual disclo-
sure sections commonly studied in prior work on filing narra-
tives, including Cohen et al. (2020).

identical in all conditions; only the prompt context
changes. We call role- or user-context movement in
EvidenceScore user-context spillover. Through-
out, the neutral condition is an invariance refer-
ence, not an externally validated ground-truth judg-
ment: spillover measures how far the evidence-
based score moves when user context changes, not
that the moved score is wrong. Because every met-
ric is a within-filing difference across conditions,
any constant error in the neutral reading cancels.
Movement in PersonalizedScore is expected, be-
cause that field is explicitly allowed to adapt to the
user. We use the following terms consistently: a
persona is an investor mindset; an assistant role
places that mindset in the system prompt (‘“you are
a short seller”); a user profile | user-memory profile
places the same mindset as third-person user con-
text (“the user is a downside-focused investor”);
and user-context spillover is the resulting move-
ment of the neutral EvidenceScore.

3.2 Three conditions, one lever per arm

We use nine investor personas plus a neutral
baseline, spanning common viewpoints such as
short selling, long-only investing, ESG, momen-
tum, credit, value, retail, and sell-side analy-
sis. The memory setup uses five matched user-
memory profiles for the strongest-signal roles;
full blurbs appear in Appendix C. The head-
line decomposition in Figure 2 and Table 1 aver-
ages over the four strongest-signal matched pairs:
ShortSeller—DownsideProtection, RiskManager—
RiskAverse, LongOnly—LongOnlyGrowth, and
ESG-ESGFocused. The fifth pair, Momentum—
MomentumTrader, has a near-zero base effect and
appears per model in the cross-model panel, Fig-
ure 3, but is excluded from the headline metrics.

o Persona Retrieval (PR). The persona conditions
both the retrieval query and the model prompt, so
personas may retrieve various chunks.

e Neutral Retrieval (NR). Retrieval uses a neutral
query once per filing, and the resulting chunk set
is reused verbatim across personas; any surviving
persona effect is therefore generation-stage.

e Memory with Neutral Retrieval (MEM). Re-
trieval remains neutral and pinned: every MEM call
on a filing reads the same top-k chunks as the NR
calls. The role block is reset to the neutral analyst,
and a new user context line carries the matched
memory profile in the third person. For example,
RiskManager is replaced by a RiskAverse profile:
the assistant no longer acts as a risk manager but
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serves a user prioritizing capital preservation and
low drawdown tolerance, simulating prior user in-
teractions stored as persistent memory.

3.3 Retrieval and sample

Each filing is chunked into approximately 400-
token segments with 80-token overlap, embed-
ded once with OpenAl text-embedding-3-large
(dim 3072), and indexed per filing. Retrieval re-
turns the top-k = 8 chunks.> We use a stratified
sample of 3,575 SEC filings from firms in the S&P
500*, maintaining the index’s GICS? sector dis-
tribution across filing years 2013-2024, with at
most six filings per firm to keep the cross-section
firm-diversified. All calls use deterministic de-
coding (" = 0, top-p = 1, max-tokens 1024).
Retrieval construction and byte-identical retrieval
checks are detailed in Appendix A, while exact
retrieval queries are reproduced in Appendix C.5.

3.4 Experiments

For each model, we fit six filing-fixed-effects re-
gressions: the three conditions (PR, NR, MEM)
crossed with the two score fields, EvidenceScore
and PersonalizedScore. Each regression has the
form

sif=a;+B"zf+eis, (1)

where i indexes the filing, f indexes the frame
(persona in PR/NR and profile in MEM), «; is the
filing fixed effect, and zy is a one-hot vector for
non-neutral frames. The neutral frame is the refer-
ence, so each coefficient is the marginal effect of
one persona or profile on one score field, holding
the filing fixed. Standard errors are clustered at
the filing level, with 95% confidence intervals com-
puted using a bootstrap (B = 1,000 replications);
further regression details appear in Appendix B.

3.5 Metrics and decomposition

The headline metrics use four coefficients fArom the
filing-fixed-effect regressions of §3.4. Let /Bg R and

3We treat k as a fixed evidence budget rather than a tuned
performance parameter; 8 is close to the £ = 5-10 range used
in early retrieval-augmented generation experiments (Lewis
et al., 2020).

*The S&P 500 is a large-cap U.S. equity index commonly
used as a benchmark for major publicly traded firms. The
universe is firms that were index constituents at some point
during the sample period, so the number of distinct firms
exceeds 500 because of index turnover.

3GICS, the Global Industry Classification Standard, groups
firms into sectors such as Information Technology, Health
Care, Financials, and Energy.

By R denote the effect of persona p on the evidence-
based score under PR and NR. Let 4, denote the
effect of profile m on the evidence-based score
under MEM, and 65" its effect on the personalized
score. We use absolute values since personas may
move scores in opposite directions; the metrics
measure the magnitude of spillover, not its sign.

Bias, = ‘ BFR|, )
A
Retain, = — , 3)
PR
. _ Fm |
Shrink(p,m) =1 — ——, 4)
3]
Ly, = L 5)

|+ 8B

Bias is the persona effect under persona-based re-
trieval. Retention is the share of that effect that
survives byte-identical retrieval, isolating interpre-
tation of the same evidence. Framing shrinkage
is the share of the NR effect removed when the
same mindset is reframed from assistant role to
user memory profile; it is defined only for matched
persona—profile pairs. Leakage is the share of
the MEM user signal that remains in the evidence-
based score rather than being routed to the person-
alized score. Thus, L, = 0 means perfect routing,
while L,, = 0.5 means no separation: the signal is

split evenly across both fields.
For each matched persona—profile pair (p, m),
we decompose the PR effect into three channels:

APR APR ANR
16y 1 = 16,1 = 18|
————

evidence selection

1< I e R E G 6)
——— —~—~

context framing residual spillover

Equation 6 splits the original PR effect into the
part removed by fixing retrieval, the part removed
by changing the framing of the same mindset, and
the spillover remaining in the evidence-based score
under MEM. When a step increases rather than
decreases a cell’s magnitude, we set that step’s
reduction to zero before averaging. Because this
clamping only removes negative reductions, the
channel components stacked in Figure 2 can sum
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Figure 2: Per-model decomposition of role-conditioned
bias in the evidence-based score, averaged across
the four matched pairs. Each bar stacks the three
clamped channel components: evidence selection (or-
ange), prompt framing (blue), and residual spillover
(red) that remains after both interventions. The stacked
height approximates the mean | 35" in Table 1 and can
slightly exceed it where fixing retrieval raises a coeffi-
cient (clamping; §3.5).

to slightly more than the mean | Bg R|'in Table 1
when fixing retrieval increases a coefficient; the
equality in Eq. 6 holds for the signed terms before
clamping. The personalized score is not part of this
decomposition; it is used only in L, to measure
whether the user signal is routed to the personalized
output or leaks into the evidence-based score.

4 Results

We report results on the evidence-based score, the
field the model was instructed to keep invariant
to role or user context. The personalized-score
coefficients enter only through the leakage ratio
L, (§4.3). Figure 2 summarizes the three-channel
decomposition by model. Figure 3 shows the cross-
model spread on the headline metrics, and Table 1
reports the corresponding per-model averages.

4.1 Most bias survives identical retrieval

We first test whether role-conditioned bias is pri-
marily an evidence-selection effect. In PR, the role
conditions both retrieval and generation, so per-
sonas may read different chunks from the same
filing. In NR, retrieval is neutral and pinned: every
persona receives the same byte-identical chunk set
for a filing. If retrieval were the main driver, the
NR effect should fall sharply toward zero. Instead,
it largely persists. Across the four matched pairs,
the panel retains 69% of the PR effect on average
and 68% at the median, with model-level retention
ranging from 44-89% (Table 1). The strongest

Model |BER| Retainy, Lo
DeepSeek-V3.1 0.20 76% 0.11
gpt-0ss-120b 0.30 82% 0.34
Llama-3.3-70B-Instruct 0.25 74% 0.05
Qwen3.6-35B-A3B 0.29 62% 0.37
Qwen3.5-35B-A3B 0.23 59% 0.19
gemma-4-31B-it 0.02 58% 0.15
gemma-4-26B-A4B-it 0.13 85% 0.17
gpt-0ss-20b 0.14 60% 0.13
Qwen3.5-9B 0.22 64% 0.12
Llama-3.1-8B-Instruct 0.40 2% 0.29
gemma-4-E4B-it 0.12 89% 0.18
gemma-4-E2B-it 0.08 44% 0.19
Panel mean 0.20 69% 0.19
Panel median 0.21 68% 0.18
Range 0.02-0.40 44-89% 0.05-0.37

Table 1: Per-model and panel-aggregate summary, av-
eraged over the four headline (persona, profile) pairs.

| BER| is on the evidence-based score; rerain is the
ratio of the NR and PR coefficients on the evidence-
based score; L,,, combines the MEM evidence-based
and MEM personalized coefficients.

direction, ShortSeller, is even more persistent:
eight of twelve models retain at least 74% of the
PR effect, and the panel median is 89.1%. Thus,
under this retrieval configuration, role-conditioned
movement in the evidence-based score is not pri-
marily explained by retrieval drift. The dominant
source is interpretive drift: models assign different
evidence-based scores to the same filing chunks
once a role is in scope. This pattern is consistent
across model families and parameter scales. The
magnitude of bias varies substantially, but does not
decrease monotonically with scale: larger models
are not uniformly more invariant. The more stable
regularity is the channel structure. Evidence selec-
tion is usually a minority component, while prompt
framing and residual spillover account for most of
the total effect (Figure 2).

4.2 Prompt framing is the strongest lever

We next compare NR with MEM. Both conditions
hold retrieval fixed, but differ in where the same
investor mindset appears. In NR, the mindset is
assigned as the assistant’s role; in MEM, the assis-
tant is neutral and the mindset is passed as a user
memory profile.

This reframing reduces the evidence-side
coefficient in the large majority of cells (Ap-
pendix D.2 catalogues the few weak-signal
exceptions). For the strongest matched pair,
ShortSeller/DownsideProtection, NR-to-
MEM shrinkage ranges from 51% to 87%, with a
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Figure 3: Cross-model results across twelve models and 3,575 filings. Each dot is one model-persona/profile
estimate; gray bars show the cross-model range and black bars the panel median. Left: the signed per-persona
role coefficient B;’ R on the evidence-based score under PR (negative = bearish, positive = bullish); its magnitude
is the Bias metric of Eq. 2. Middle: retained bias when all personas read the same evidence; values near 100%
indicate interpretation rather than retrieval, and values above 100% mean the neutral-retrieval coefficient exceeds
the persona-retrieval one (typically for weak base effects). Right: MEM leakage, measuring user signal left in
the evidence-based score rather than routed to the personalized score; L = 0 is perfect routing and L = 0.5 is no

routing.

panel median of 73%. Across the audit, the same
preference signal has a stronger effect when it
defines who the assistant is than when it describes
the user being served. Prompt placement is not
cosmetic; it is a major predictor of whether user
context enters the neutral field.

4.3 Dual-output routing helps

Under MEM, the assistant is neutral and the user
profile is present. The leakage ratio L,, measures
how much user signal remains in the evidence-
based score rather than being routed to the per-
sonalized score: L,, = 0 is perfect routing, while
L,, = 0.5 means no separation. All twelve mod-
els have mean leakage below 0.5, so the dual-
output schema reduces leakage throughout, but
never removes it: it is a risk-reduction technique,
not a guarantee. Effectiveness varies widely, with
mean leakage ranging from 0.05 to 0.37, and
this variation does not track model size or raw
spillover magnitude. The leakiest routers are
Qwen3.6-35B-A3B (0.37), gpt-0ss-120b (0.34),
and Llama-3.1-8B-Instruct (0.29): some role-
sensitive models route cleanly, while others—
including a 120B model—Ileave substantial residual
signal in the evidence-based field. Output separa-
tion is useful, but routing is a model-specific prop-
erty that must be checked per model rather than
assumed from scale.

4.4 Rationales show the same channels

The rationale text mirrors the score-level de-
composition. Using DeepSeek-V3.1 as a case
study, Table 2 reports two examples in which the
ShortSeller evidence-based score changes by
0.50 between PR and NR. Under PR, the model
emphasizes downside-oriented risks. Under NR,
the same persona reads byte-identical evidence but
gives more weight to growth and operating per-
formance. Under MEM, the evidence-based ratio-
nale moves closer to the neutral reading, while the
downside-oriented interpretation is routed to the
personalized rationale.

We quantify this convergence by embedding
every evidence-based rationale from the same
model and comparing each non-neutral frame with
the neutral-baseline rationale for the same filing.
Higher cosine similarity means closer alignment
with the neutral analyst’s explanation. Median simi-
larity rises from PR (0.721) to NR (0.805) to MEM
(0.849): fixing retrieval makes rationales more sim-
ilar by forcing all personas to discuss the same evi-
dence, and neutralizing the assistant role increases
similarity further. Thus, the channel ordering ap-
pears in both scores and explanations: user context
changes not only the numerical judgment, but also
which evidence the model emphasizes.

Figure 5 provides a visual check of this result.
Each point is one evidence-based rationale, embed-
ded with text-embedding-3-1arge and projected
to two dimensions using PCA-50 followed by ¢-
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MEM / DownsideProtection

ev= +40.30, pers= —0.20, HOLD. ev: “Revenue
surged 93% year-over-year to $3.4B...adequate
liquidity...”

pers: “The user’s tail-risk focus weighs the poten-
tial adverse outcomes from tax audits and acquisi-
tion integration risks, which could offset the strong
revenue growth.”

PR / ShortSeller NR / ShortSeller
AMD  ev= —0.30, SELL. “Gray mar- ev= +0.20, SELL. “Rev-
10-Q ket sales distorting demand enue surged 93% year-over-
Q1 and margins, potential good- year to $3.4B, driven by strong
2021 will impairment from the Xil- growth in both segments. How-
inx merger, and restrictive debt ever, the filing contains ex-
covenants. These factors sug- tensive forward-looking state-
gest downside risk...” ments...”
SNPS ev= —-0.30, SELL. “Signif- ev= +0.20, SELL. “Revenue
10-Q icant macroeconomic uncer- grew 21% to $1.6B, with op-
Ql tainties, including inflationary erating income up 41%, but
2024 pressures, interest rates, and the quarter included an extra

geopolitical tensions, which
could negatively impact the
semiconductor industry...”

week contributing $70.5M in
revenue. .. pending Ansys ac-
quisition...”

ev= +0.20, pers= —0.30, HOLD. ev: “Revenue
grew 21%, operating income +41%...forward-
looking risks including macro uncertainty.”

pers: “Given the user’s tail-risk focus, the extra
week’s boost to revenue and the numerous risk fac-
tors. .. warrant a hold rather than a buy or sell.”

Table 2: Verbatim rationales for two filings (DeepSeek-V3.1, AEvidenceScore = 0.50 between PR and NR;
ev=EvidenceScore, pers=PersonalizedScore). Under PR, the model emphasizes downside risks; under NR, the
same persona reads fixed evidence but emphasizes growth and operating performance. Under MEM, the evidence-
based rationale becomes more neutral, while the personalized rationale carries the user’s tail-risk preference.

1
PR (median = 0.721, n=32175)
NR (median = 0.805, n=32175)
44 MEM (median = 0.849, n17875)

0.65 0.70 0.75 0.80
Cosine Similarity

Figure 4: Rationale convergence across PR, NR, and
MEM: cosine similarity between each non-neutral evi-
dence rationale and the neutral baseline; higher is closer.

SNE on a stratified sample of ~ 10,000 rationales.
The three panels share the same projection, so loca-
tions are comparable across conditions. The mean
pairwise distance between per-frame centroids de-
creases from PR to NR to MEM, matching both
the cosine-similarity ordering and the score-level
decomposition. This structure is not specific to
the projection settings: the PR > NR > MEM
centroid-spread pattern holds across reasonable ¢-
SNE perplexity and PCA-rank choices.

4.5 Residual leakage varies across document
populations

Finally, we test whether residual spillover differs
across document populations. We use market capi-
talization not as a market outcome, but as a proxy
for two NLP-relevant properties: disclosure regu-
larity and likely entity familiarity. Splitting filings
into market-capitalization buckets reveals a clear

gradient. Residual leakage in the evidence-based
score is largest on smaller companies with resid-
uals 2-4x greater than large-cap residuals across
the four headline matched pairs. This suggests that
user-context spillover is amplified on less standard-
ized or less familiar documents, where the model
may rely more heavily on prompt-conditioned in-
terpretive frames. The result is therefore relevant
beyond finance: invariance failures may be uneven
across document populations, especially for long-
tail entities and less templated texts.

4.6 Do model scores retain signal?

We ask whether the evidence-based scores con-
tain any forward-looking signal. This analysis is
not the main target of the paper: our audit con-
cerns invariance under user context, not trading
performance. Still, if the scores were arbitrary,
downstream shifts in their level would be less con-
sequential. For each model-persona pair, we rank
filings by the evidence-based score, form quintiles,
and compute the cumulative abnormal return of the
highest-scored quintile minus the lowest-scored
quintile over the year. Returns are measured rela-
tive to the S&P 500. Table 3 reports the result for
three representative models and the mean across all
twelve models. Eight of nine personas show clearly
positive top-minus-bottom quintile spreads (overall
average +2.96%); only RiskManager is negative
for the three representative models, and roughly
flat (+0.08%) in the 12-model panel mean. The
relevant conclusion is not that the model scores de-
fine a deployable investment strategy. Rather, the
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Figure 5: Two-dimensional projection of evidence-based rationale embeddings. PR: persona-colored points separate,
indicating different rationales under persona-conditioned retrieval and interpretation. NR: points overlap more
under byte-identical evidence, although persona-tinted regions remain. MEM: user-profile colors collapse into a
near-neutral cloud, showing that rationales converge when the assistant role is neutral.

within-persona ranking retains signal while persona
conditioning shifts score levels and recommenda-
tions. This makes the invariance failure practically
meaningful: user context can change the apparent
evidence-based judgment even when the score field
still carries information about future outcomes.

5 Discussion

Roles shape interpretation, not just evidence
selection. The main result is an invariance fail-
ure in long-document generation: a field explic-
itly defined as a neutral evidence-based judgment
changes when user context changes. Pinning re-
trieval removes only a minority of the role effect,
so the problem is not primarily that different per-
sonas retrieve different evidence. Rather, once a
role is in scope, models interpret the same evi-
dence differently. The largest reduction we observe
comes from changing how the same investor mind-
set is represented: as the assistant’s role, it behaves
like an instruction for reading the filing; as user
context served by a neutral assistant, its effect on
the evidence-side coefficient shrinks substantially.
This extends work on prompt sensitivity and per-
sona prompting by showing not only that prompts
change outputs, but that role framing can shape in-
terpretation even after retrieval is held fixed (Sclar
et al., 2024; Zhuo et al., 2024; Kim et al., 2024b;
Lutz et al., 2025). Investor personas are not arbi-
trary characters. They correspond to familiar objec-
tives from portfolio choice and asset-pricing theory:
risk tolerance, diversification, value/growth expo-
sure, and momentum (Markowitz, 1952; Sharpe,
1964; Fama and French, 1992; Jegadeesh and Tit-
man, 1993). Such objectives can legitimately af-

fect a personalized recommendation. The failure
we study is narrower: these objectives should not
change a score explicitly defined as a neutral read-
ing of the same filing.

Personalization is safer as user context than as
assistant identity. The role—profile comparison
suggests that where a preference enters the prompt
is not merely a formatting choice. When the same
underlying investor objective defines the assistant’s
identity, it acts as a lens through which evidence
is interpreted; when it instead describes the user
served by a neutral assistant, substantially less
of that preference enters the evidence-based judg-
ment. Our ablations reinforce this interpretation:
the reduction persists even without the dual-output
schema, indicating that role-to-profile reframing
has an effect distinct from output separation. This
suggests a broader design principle for personal-
ized LLM systems: user preferences should be rep-
resented as information to condition personalized
advice, rather than as instructions that redefine the
reasoning identity of the model. Personalization
need not be removed; it can instead be routed to
outputs where adaptation is intended while preserv-
ing greater invariance in outputs meant to reflect
the underlying evidence.

Invariance is not implied by scale or task perfor-
mance. The three-channel pattern holds across
model families and parameter scales, but the mag-
nitudes do not improve monotonically with size.
Larger models are not uniformly safer, and MoE
models are not uniformly more invariant. This is
consistent with recent finance-LLM evaluations
showing that model capability, domain perfor-

51579



Persona DeepSeek-V3.1 gpt-0ss-120b Llama-3.3-70B-Instruct Panel mean (12 models)
Credit +5.30% +3.63% +3.07% +3.29%
Value +4.75% +5.14% +5.94% +5.63%
SellSide +4.52% +5.22% +1.71% +3.30%
LongOnly +3.68% +4.95% +3.53% +3.84%
Momentum +3.60% +0.51% +2.07% +1.70%
Retail +3.51% +2.83% +1.14% +2.65%
ESG +3.10% +3.96% +0.72% +3.44%
ShortSeller +1.04% +3.12% +0.68% +2.72%
RiskManager —1.40% —0.87% —0.45% +0.08%
Mean across personas +3.12% +3.17% +2.05% +2.96%

Table 3: Downstream signal in evidence-score rankings, by persona and model. For each model-persona pair,
n ~ 3,393 firm filings (those of the 3,575 with at least 252 trading days of post-filing prices) are sorted by evidence-
based score and split into quintiles. The table reports one-year abnormal return of firms in the highest-scored
quintile minus those in the lowest-scored quintile, relative to the S&P 500. Positive values indicate that firms with

higher-scored filings tend to outperform lower-scored firms.

mance, and bias do not necessarily move together
(Wu et al., 2023; Yang et al., 2023; Xie et al., 2023;
Matlin et al., 2025). User-context invariance is
therefore a model behavior that must be evaluated
directly, not inferred from model scale or bench-
mark performance.

Implications for personalized LLM evaluation.
Within-persona rankings retain signal: for eight
of nine personas, filings in the highest evidence-
score quintile outperform those in the lowest quin-
tile over the following trading year after market
adjustment. This connects to work showing that
language-derived signals relate to market outcomes
(Tetlock, 2007; Loughran and McDonald, 2011;
Kogan et al., 2009; Lopez-Lira and Tang, 2023;
Kim et al., 2024a). The key distinction is between
level and ranking: persona conditioning shifts the
score level, but the within-persona ordering can
still carry information.

The effects are large enough to matter in down-
stream document analysis. In this setting, they can
flip buy/sell recommendations on the same filing,
compound with sector-level language patterns, and
leave larger residual spillover on less standardized
or less familiar firm documents. For non-finance
readers, the practical risk is simple: two users may
receive different “neutral” readings of the same
document because the system silently conditions
on different user histories or roles.

Three design lessons follow. First, user context
should be kept outside the assistant role when the
system exposes neutral evidence-based judgments.
Second, dual-output schemas should be treated as
measurable invariance probes rather than guaran-
tees; residual leakage varies substantially across

models. Third, model selection should consider
routing behavior, not only task performance or
scale. The three comparisons in our audit, persona-
conditioned versus neutral retrieval, role framing
versus user-profile framing, and leakage under the
dual-output schema, provide a practical evalua-
tion protocol for personalized LLM systems. Ap-
pendix D.17 reports fixed-evidence sanity checks
in non-financial domains.

6 Conclusion

Across 3,575 SEC 10-K/10-Q filings and twelve
models from five families, we show that domain-
grounded role-, profile-, and goal-conditioned con-
text can systematically enter a supposedly user-
invariant evidence field. The resulting user-context
spillover is large, directional, and reproducible
across models and conditions. Pinning retrieval
removes only a small share of the effect: most in-
stability comes from interpreting identical chunks
differently, not primarily from retrieving different
chunks. Reframing the same investor mindset as a
user profile served by a neutral assistant sharply re-
duces the surviving spillover, making prompt fram-
ing the dominant mitigation lever. A dual-output
schema routes most user signal into a separate per-
sonalized field, but efficacy is model-specific and
does not scale monotonically. Overall, personal-
ized LLM systems can fail invariance even when
retrieval is fixed and the underlying evidence is
identical. The three-condition design offers a prac-
tical evaluation protocol for testing whether per-
sonalized LLM systems preserve evidence-based
judgments under roles, traits, profiles, or user goals.
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Limitations

The audit has several limitations. First, the main
analysis covers SEC 10-K/10-Q filings using one
retrieval encoder and prompt-template family, so
effect magnitudes may differ across domains, re-
trieval systems, and interfaces. Varying the evi-
dence budget to k£ € 8,16, 32 leaves retention un-
der neutral retrieval high (0.87-0.98), and a cross-
domain check recovers the role>profile ordering in
legal and medical tasks, though on a single model.

Second, the three-channel decomposition is an
accounting decomposition rather than a formal
causal-mediation analysis. The framing channel
bundles profile wording, the neutral assistant role,
and output structure. A 2x2 ablation partially sep-
arates these effects: profile-framing spillover re-
mains only 16-39% of role-framing under both
output formats, indicating that the main reduction
is attributable to framing rather than the dual-output
schema alone.

Third, SEC filings are public and may have ap-
peared in pretraining. Within-filing comparisons
and retrieved evidence reduce, but cannot elimi-
nate, memorization or look-ahead concerns. An
entity-masking control leaves the persona effect
essentially unchanged (retention > 97%).

Finally, user-context spillover measures move-
ment relative to a neutral-condition invariance ref-
erence, not deviation from externally validated
ground truth. We therefore test stability of the
evidence-based judgment rather than whether the
neutral judgment is objectively correct. The addi-
tional mechanism checks also cover only two of
the twelve models.
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A Sample and Reproducibility

Sample. We use a stratified sample of 3,575 SEC
10-K/10-Q filings from the U.S. EDGAR corpus.
The sample is balanced across 11 GICS sectors
and filing years 2013-2024. The same filing identi-
fiers are used in all three conditions and across all
reported regressions.

Models and decoding. All models are run with
deterministic decoding (1" = 0, top-p = 1) and the
same prompt templates within each condition. The
output format is a fixed JSON schema containing
the two score fields, rationales, and auxiliary meta-
data. The exact prompt frames and output schema
are reproduced verbatim in Appendix C.

Retrieval index. Each filing is reduced to
three named sections: Management’s Discus-
sion and Analysis, Risk Factors, and Quanti-
tative and Qualitative Disclosures. These sec-
tions are chunked into approximately 400-token
segments with 80-token overlap, embedded with
text-embedding-3-large, and indexed sepa-
rately for each filing. Retrieval returns the top-
k = 8 chunks when available. The index is built
once and reused across conditions, which ensures
that the neutral-retrieval and memory conditions
can be checked for byte-identical evidence.

Audit pipeline. For each filing, the audit runs
the three matched conditions on the same retrieval
index and prompt schema. Each output record con-
tains the filing identifier, condition, frame, retrieved
chunk identifiers, both score fields, rationales, and
auxiliary fields. The retrieved chunk identifiers
make it possible to verify which conditions used
different evidence and which used the same evi-
dence.

Analysis pipeline. The analysis fits the filing-
fixed-effect regressions described in §3.4, com-
putes the four headline metrics in §3.5, and forms
confidence intervals using a 1,000-replication
filing-cluster bootstrap. Additional analyses, in-
cluding sector effects, persona-spread distributions,
confidence and risk summaries, dual-output rout-
ing, and forward-return validation, are computed
from the same audit outputs.

Completion and exclusions. The main panel
uses the complete-intersection set of filings that
produced valid outputs in all three conditions. This
complete-intersection panel, defined by the per-
condition completion rates and the list of excluded
filings, underlies all reported regressions.

Compute, infrastructure and models. All ex-
periments were inference-only; no model train-
ing or fine-tuning was performed. The audit
covers twelve model configurations: DeepSeek-
V3.1, gpt-o0ss-120b, gpt-oss-20b, Llama-3.3-70B-
Instruct, Llama-3.1-8B-Instruct, Qwen3.6-35B-
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A3B, Qwen3.5-35B-A3B, Qwen3.5-9B, gemma-
4-31B-it, gemma-4-26B-A4B-it, gemma-4-E4B-it,
and gemma-4-E2B-it.

B Regression Implementation

The four headline metrics of §3.5 are derived from
six filing-fixed-effects OLS regressions per model:
three conditions crossed with two score fields, as
in Eq. 1.

Specification. For each (model, condition, score-
field) cell, we estimate

Sif = Qy +[3TZf + &5,

where ¢ indexes filings, f indexes frames (per-
sonas in PR/NR; memory profiles in MEM),
a; is a filing fixed effect, and z; is a
one-hot vector for non-neutral frames. The
neutral frame (persona_neutral in PR/NR,
memory_profile_neutral in MEM) is the
dropped reference, so each coefficient is the
marginal effect of one persona or profile relative
to the neutral call on the same filing. We use
statsmodels.api.OLS.

Within-estimator. We fit the within-estimator
rather than including 3,575 filing dummies explic-
itly: outcomes and frame dummies are demeaned
by filing_id, then OLS is applied to the de-
meaned design. With the standard within-estimator
degrees-of-freedom adjustment, coefficients and
cluster-robust standard errors are identical to full
fixed-effects OLS, while the design matrix shrinks
from 3,575 + k columns to k, where k is the num-
ber of non-neutral frames (9 in PR/NR, 5 in MEM).
This makes the bootstrap tractable.

Standard errors and bootstrap Cls.
Standard errors are clustered at the fil-
ing level wusing fit(cov_type="cluster”,

cov_kwds={"groups": filing_id}). Per-
coefficient estimates, SEs, t-statistics, and p-values
are written to the six frame_effects_x.csv files
and underlie Table 4 and Table 1. For derived
quantities, we compute 95% confidence intervals
using a filing-cluster bootstrap with B = 1,000
and seed=0. Each replication resamples filing IDs
with replacement from the complete-intersection
set, refits the within-estimator, and recomputes
the quantity; intervals are the 2.5th and 97.5th per-
centiles. Bootstrap replications use point-estimate
fit() without cluster-robust SEs because the
bootstrap provides the inference.

Complete-intersection panel. Panel regressions
use only filings with valid output in all three condi-
tions and full frame coverage: 10 frames per filing
in PR/NR (9 non-neutral personas plus neutral) and
6 frames per filing in MEM (5 non-neutral pro-
files plus neutral). The DeepSeek-V3.1 complete-
intersection set contains n = 3,575 filings. Per-
condition completion rates and dropped filings are
recorded in each model’s manifest. json.

Coefficient sign convention. Regressions return
signed coefficients; the headline metrics in §3.5
use absolute values because personas can move
scores in opposite directions and the audit measures
spillover magnitude. Persona-vs-persona contrasts
can be obtained by differencing the corresponding
coefficients.

C Prompt Construction

This section reproduces verbatim the prompt scaf-
folding used in every audit call. All three condi-
tions (PR, NR, MEM) share a single system prompt
and a single user-prompt template; the three arms
differ only in (i) which retrieval query is used
(frame-conditioned vs. neutral) and (ii) which fields
of the user-prompt template are populated (persona
block, user-context block, or both).

C.1 System prompt (all three arms)

A single system prompt is sent on every call. Iden-
tical bytes under PR, NR, and MEM:

You are a financial assistant reading SEC filings for a

< single user.

You produce two distinct assessments per filing: (1) an

<~ evidence-only

assessment that is independent of any persona, role or user <
— profile

and reflects what a neutral analyst would conclude from the <
< retrieved

passages alone; (2) a personalized recommendation that

— takes the

user's context into account. The evidence-only score must

< not depend

on the user. Output strictly the JSON schema you are given,

< nothing

else.

C.2 User-prompt template

The user message is assembled from the following
template. Placeholders shown in (angle brackets).
The lines marked (conditional) are present only
when the corresponding field is non-empty.

Persona (role the assistant takes): <persona_blurb>

User context: <memory_profile_blurb> # —
(conditional)

Company: <identity_label>

Filing type: <filing_type> #e.g. 10-K <
<~ or 10-Q

Filing date: <date_label> #e.g.

> 2024-04-30

<market_history_blurb> #

< (conditional)
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Evidence (verbatim excerpts from the filing):
[chunk_id=<chunk_id_0>]
<chunk_text_0>

[chunk_id=<chunk_id_1>]
<chunk_text_1>

. up to <chunk_id_{k-13}>, <chunk_text_{k-1}>
Respond with valid JSON matching this schema, and nothing —

else:
<output_schema>

How each arm fills the placeholders:

* PR. (persona_blurb) = one of the 10 entries
below; (memory_profile_blurb) = empty (line
omitted); evidence chunks are retrieved with the
persona-conditioned query (§C.5).

* NR. (persona_blurb) = one of the 10 entries be-
low; (memory_profile_blurb) = empty (line omit-
ted); evidence chunks are retrieved once per filing
with the neutral query and cached.

* MEM. (persona_blurb) = the neutral entry
(neutral); (memory_profile_blurb) = one of the
6 entries below; evidence chunks reuse the same
neutral-query cache used in NR.

C.3 Persona blurbs (PR, NR arms)

The 10 entries from the PERSONAS dictionary. Each
blurb is interpolated into (persona_blurb) verbatim:

* neutral: “You are a careful financial analyst evaluating the
disclosure. Reason only from the evidence shown to you.”

* long_only: “You are a long-only equity investor looking
for high-quality compounders. Lean toward identifying
upside drivers and durable strengths in the filing.”

* short_seller: “You are an activist short-seller skeptical
of management narratives. Probe for accounting concerns,
hidden liabilities, and downside risk.”

e value: “You are a deep-value investor in the Gra-
ham/Buffett tradition focused on margin of safety, balance-
sheet strength, and avoiding value traps.”

* momentum: “You are a momentum trader. Emphasize recent
operating trajectory, guidance changes, and signals that
earnings momentum is accelerating or decelerating.”

e credit: “You are a credit analyst. Focus on leverage,
covenants, liquidity, and the probability of credit deteri-
oration over the next 12-24 months.”

* esg: “You are an ESG-mandated investor. Emphasize gov-
ernance, environmental exposure, labor and supply-chain
risk, and disclosure quality.”

* retail: “You are an everyday retail investor with no spe-
cialist training. Read the filing the way a careful but non-
expert reader would.”

* risk_manager: “You are a risk manager assessing the dis-
closure for hazards that could produce material adverse
outcomes. Focus on tail risks and ambiguity.”

* sell_side: “You are a sell-side equity analyst. Frame the
filing as you would a client note: highlight key takeaways,
risks, and the next catalyst.”

C.4 User memory-profile blurbs (MEM arm)

The six entries from the MEMORY_PROFILES

dictionary.  Each blurb is interpolated into

(memory_profile_blurb) verbatim; in the MEM

arm the persona is always held at neutral:

* neutral: (empty string; the “User context:” line is omitted
entirely)

* risk_averse: “User profile from past interactions: pri-
oritises capital preservation, has low drawdown tolerance,
dislikes volatile names.”

¢ esg_focused: “User profile from past interactions: ESG-
mandated; prefers strong governance and environmental
disclosure; avoids fossil-fuel exposure.”

¢ long_only_growth: “User profile from past interactions:
long-only equity investor seeking durable compounders;
biased toward growth narratives.”

e momentum_trader: “User profile from past interactions:
short-horizon momentum trader; weighs recent operating
trajectory and guidance changes heavily.”

e downside_protection: “User profile from past interac-
tions: tail-risk-focused; weighs covenants, leverage, and
adverse disclosures heavily.”

The matched-pair design in §4.2 maps MEM
profiles to their closest NR personas: downside
protection to short selling, risk aversion to risk
management, long-only growth to long-only invest-
ing, ESG focus to ESG analysis, and momentum
trading to momentum analysis.

C.5 Retrieval queries

Frame-conditioned query (PR arm only). For
persona p on filing f:

<persona_blurb_p> Filing type: <filing_type_f>. Identify —

<+ passages

most relevant to evaluating the company's outlook, key risks,
financial trajectory, and forward-looking statements.
<market_history_blurb> # —

<+ (conditional)

This query embedding is computed once per (fil-
ing, persona) and the index returns the top k = 8
chunks.

Neutral query (NR and MEM arms).
f:

You are a careful financial analyst evaluating the disclosure.

Reason only from the evidence shown to you. Filing type:

<filing_type_f>. Identify passages most relevant to
evaluating the

company's outlook, key risks, financial trajectory, and

forward-looking statements.

For filing

This query is computed once per filing. The re-
sulting RetrievalResult is cached in a Python
dict and reused for every persona and every
memory-profile call on that filing, so every NR
row and every MEM row on the same filing reads
byte-identical chunks. The Jaccard-overlap check
on retrieved_chunk_ids (Appendix D) verifies
this empirically.
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C.6 Output schema (interpolated as
<output_schema>)

The literal string sent to the model:

"evidence_based_score”: <float in [-1, 1],
evidence-only, persona-invariant>,
"evidence_based_rationale”: "<2-3 sentence justification <
grounded
in the evidence, independent of the user>",
"personalized_score”: <float in [-1, 1],
reflects the user's perspective>,
"personalized_recommendation”: "SELL" | "HOLD" | "BUY",
"personalized_rationale”: "<2-3 sentence explanation of —
how the
user's perspective changes the recommendation>",
"personalization_factors_used”: ["<short factor label>",

“céﬁ%iéence”: <float in [0, 11>,
"risk_score”: <float in [0, 1]>,
"evidence_chunk_ids": ["<chunk_id>", ...]

The chat-completion request is sent with
response_format={"type"”: "json_object”},
T =0, top-p = 1, max-tokens 1024. The schema
is only a response-format change; there is no fine-
tuning and no system-prompt invariance language
beyond what is shown above.

C.7 Worked example

A concrete fully-assembled call. Filing
1000228_10K_2020_0001000228-21-000019
(Henry Schein, Inc.; 10-K, 2020); NR arm;
persona = short_seller. The retrieved chunks
are the byte-identical neutral-query top-8 used on
this filing in every NR and MEM call.

SYSTEM:

You are a financial assistant reading SEC filings for a —
single user.

You produce two distinct assessments per filing: (1) an

evidence-only assessment that is independent of any

< persona, role

or user profile and reflects what a neutral analyst would >
conclude

from the retrieved passages alone; (2) a personalized

recommendation that takes the user's context into account. The

evidence-only score must not depend on the user. Output o
strictly

the JSON schema you are given, nothing else.

USER:

Persona (role the assistant takes): You are an activist
— short-seller

skeptical of management narratives. Probe for accounting
<+ concerns,

hidden liabilities, and downside risk.

Company: HENRY SCHEIN INC

Filing type: 10-K

Filing date: 2021-02-23

Evidence (verbatim excerpts from the filing):
[chunk_i1d=1000228_10K_2020_0001000228-21-000019: :mdna: : 0000]
ITEM 7, "Management's Discussion and Analysis of Financial
Condition and Results of Operations” and ITEM 8, "Financial
Statements and Supplementary Data.” Years ended December

— 26 ...

[chunk_i1d=1000228_10K_2020_0001000228-21-000019: :risk_fac | .,

tors::0003]
... (7 more chunks, omitted for brevity)

Respond with valid JSON matching this schema, and nothing o
else:
{

"evidence_based_score”: <float in [-1, 1], ...>,

To produce the matched MEM call, replace
the persona line with the neutral persona and
insert one User context: line carrying the
downside_protection blurb; the evidence block
is the same byte sequence as above.

D Extra Analyses

D.1 Model dimension: per-model x persona
coefficients

Figure 6 shows the persona coefficient on the
evidence-based score for every (model, persona)
cell, separately under PR and NR. Two patterns are
visible across the full 12 x 9 grid. (i) The columns
for ShortSeller, RiskManager, and LongOnly
are the most consistently colored: all twelve mod-
els agree on direction (bearish, bearish, bullish),
and most models agree within a factor of two on
magnitude. The directional consistency is what
makes the cross-model claim in the main body de-
fensible. (ii) The two panels show the same struc-
ture with attenuated magnitudes: under NR the col-
ors wash out slightly but the row-by-row pattern is
preserved. This is the same channel-decomposition
finding in heatmap form: retrieval pinning shrinks
but does not erase the persona effect.

D.2 Full per-model x per-persona coefficient
tables

Table 4 gives the numerical values that underlie
the heatmap in Figure 6: the persona coefficient Bp
on the evidence-based score for each of the twelve
audited models, under PR (persona-conditioned re-
trieval) in panel (a) and NR (neutral retrieval) in
panel (b). All cells are estimated from n = 3,575
filings with filing fixed effects and cluster-robust
standard errors; for the strong-signal personas ev-
ery |t| > 20 on every model.

Three observations. (i) Both interventions are re-
producible majority effects. On the meaningful-cell
subset, the selection channel shrinks bias on 93.5%
of 62 (model, persona) cells and the framing chan-
nel on 86.5% of 37 (model, matched-pair) cells; the
broad claim in §4.2 therefore holds approximately
rather than exactly: the direction is overwhelm-
ingly the same on every cell, with a small residue of
counter-examples concentrated on weak-signal per-
sonas. (ii) Framing shrinks roughly twice as much
as selection per cell. The meaningful-cell median
shrinkage is +61% for framing versus +32% for
selection, and the full-panel medians (+41% vs
+26%) preserve the same ratio. This complements
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DeepSeek-V3.1 1-0.23 -0.30 +0.20 -0.07 +0.07 +0.03 +0.09 +0.00 -0.04

gpt-0ss-120b -0.17 +0.03 +0.20 -0.01 -0.02 -0.08

Llama-3.3-70B-Instruct 4 -0.04 +0.01 +0.07 +0.03 -0.04 +0.00

Qwen3.6-35B-A3B -0.08 -0.01 +0.15 -0.03 -0.04 +0.07
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Figure 6: Per-model x persona heatmap of the evidence-based-score coefficient Bp under PR (left) and NR (right),
n = 3,575 filings per cell, 12 models. Red = negative (bearish bias); blue = positive (bullish bias). Two visual checks:
columns for the strong-signal personas read consistently across all rows (cross-model directional agreement); the
left and right panels read similarly with attenuated color intensity on the right (the bias shrinks under byte-identical

retrieval but the pattern is preserved).

the additive-decomposition figure (Figure 2) which
reaches the same conclusion via the channel split.
(iii) Counter-examples cluster on Momentum and
on Llama-3.1-8B-Instruct. The five meaningful
NR—MEM cells where bias grew under refram-
ing include three on Momentum/MomentumTrader
(the matched pair with the smallest base effects on
most models) and two on Llama-3.1-8B-Instruct;
the four PR—NR counter-examples are all on the
Momentum and Value personas where ]B£R| is al-
ready small. The practical reading: when the under-
lying persona effect is weak, the intervention can
overshoot, the dual-output schema and retrieval pin-
ning are most reliable on personas with large, stable
effects (ShortSeller, RiskManager, LongOnly).

D.3 Retrieval-pinning verification

To verify that condition NR (and condition MEM)
genuinely pins retrieval, we compute the per-filing
Jaccard overlap on retrieved_chunk_ids across
the nine non-neutral personas. Under NR the me-
dian Jaccard is exactly 1.000 on every filing (a
cached RetrievalResult object is reused across
all persona calls on the same filing). Under PR the
median per-filing Jaccard drops to approximately
0.66.

D.4 Per-filing role spread under PR vs NR

The per-filing role spread, (max —min) of the
evidence-based score across the nine non-neutral
personas on the same filing drops from a panel

10007 PR (mean 0.59)

NR (mean 0.44)

800 -

600 -

Count

400 A

200 1

0.0 0.2 0.6 0.8

Spread

1.0 14

Figure 7: Per-filing role spread (max minus min
evidence-based score across nine personas), n = 3,575.
The PR—NR shift is a 25% reduction in mean spread.

mean of 0.594 under PR to 0.443 under NR, a 25%
reduction. Figure 7 shows the full distribution. The
NR distribution shifts left and concentrates more
tightly, but a substantial mass of cross-persona dis-
agreement remains under fixed evidence; this is
consistent with the role coefficients in Section 4.1
surviving retrieval pinning.

D.5 Confidence and risk-score distributions

Figure 8 shows the per-persona distribution of the
two auxiliary fields on the PR arm. Confidence
is concentrated near 0.7—0.8 across all personas,
with negligible cross-persona dispersion, the model
is similarly confident in its bearish and bullish
reads. Risk score (interpreted as model-reported
tail-risk of the underlying name) is higher un-
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(a) PR (persona-conditioned retrieval), BgR on the evidence-based score

Model ShSel RskMg LgOnl S1Sid ESG Mom Val Cred Ret
DeepSeek-V3.1 —0.23 —0.30 +0.20 +0.09 —0.07 +0.07 —0.04 +0.03 +0.00
gpt-0ss-120b —0.36 —0.51 +0.14 —0.01 —0.17 -+0.03 —0.08 +0.20 —0.02
gpt-0ss-20b —0.16 —0.22 +0.08 +0.02 —0.09 +0.07 +0.04 +0.25 —0.05
Llama-3.3-70B-Instruct —0.47 —0.39 +0.09 +0.03 —0.04 +0.01 +0.00 +0.07 —0.04
Llama-3.1-8B-Instruct —0.74 —0.60 +0.22 —0.31 -+0.02 +0.02 —0.22 —0.01 —0.11
Qwen3.6-35B-A3B —0.42 —0.51 +0.13 —0.03 —0.08 —0.01 +0.07 +0.15 —0.04
Qwen3.5-35B-A3B —0.37 —0.42 +0.06 -+0.03 —0.09 —0.04 +0.02 +0.20 +0.03
Qwen3.5-9B —0.28 —0.43 +0.09 —0.01 —0.07 —0.06 —0.01 +0.25 —0.06
gemma-4-31B-it +0.00 —0.02 -+0.05 -+0.03 -+0.02 -+0.00 +0.09 +0.30 +0.03
gemma-4-26B-A4B-it —0.16 -0.17 +0.15 +0.03 —0.06 +0.05 +0.02 +0.14 +0.03
gemma-4-E4B-it —0.24 +0.18 -+0.02 —0.02 —0.03 —0.01 —0.01 +0.09 —0.05
gemma-4-E2B-it —0.13 +0.11 +0.05 +0.02 +0.05 —0.03 +0.02 +0.02 —0.03
(b) NR (neutral retrieval), 6;”2 on the evidence-based score
Model ShSel RskMg LgOnl S1Sid ESG Mom Val Cred Ret
DeepSeek-V3.1 —-0.20 —-0.27 +0.14 +0.07 —0.04 +0.03 —0.06 —0.01 +0.01
gpt-oss-120b —0.33 —0.49 +0.07 —0.02 —0.15 —0.04 —0.09 +0.11 —0.01
gpt-0ss-20b —0.10 —0.15 +0.02 +0.01 —0.07 +0.01 +0.00 +0.15 —0.02
Llama-3.3-70B-Instruct —0.43 -0.29 +0.06 +0.02 +0.02 —0.01 —0.02 +0.04 —0.01
Llama-3.1-8B-Instruct —0.72 —0.57 +0.17 —0.33 -+0.00 —0.07 —0.28 -0.14 —0.09
Qwen3.6-35B-A3B —0.38 —0.46 +0.08 —0.04 +0.00 —0.07 +0.04 +0.04 —0.01
Qwen3.5-35B-A3B —0.34 —0.39 +0.01 +0.01 —0.03 —0.09 —0.01 —+0.09 +0.06
Qwen3.5-9B —0.25 —0.36 +0.02 —0.03 —0.05 —0.14 —0.05 +0.10 —0.04
gemma-4-31B-it +0.01 +0.01 +0.01 +0.01 -+0.03 —0.05 +0.06 +0.17 +0.02
gemma-4-26B-A4B-it —0.14 —0.15 +0.09 +0.01 —0.06 —0.01 —0.01 +0.05 +0.03
gemma-4-E4B-it —0.18 +0.12 —0.03 —0.03 —0.02 —0.07 —0.05 +0.01 —0.03
gemma-4-E2B-it -0.10 +0.05 +0.01 +0.01 -+0.02 —0.06 —0.00 —0.02 —0.02

Table 4: Full per-model x per-persona evidence-based-score coefficients under PR (panel a) and NR (panel b), all
twelve models, n = 3,575 filings per cell. Columns are the nine non-neutral personas (ShortSeller, RiskManager,

LongOnly, SellSide, ESG, Momentum, Value, Credit, Retail). Cells rounded to two decimal places. The visual

version of these two panels is Figure 6.

cells shrink median
PR — NR (selection channel)
all cells 108 76.9% +26%
1By >0.05 62 93.5% +32%
NR — MEM (framing channel)
all cells 60 68.3% +41%
|33 >0.05 37 86.5% +61%

Table 5: Cross-model agreement on the two interven-
tions. “Shrink” is the fraction of cells with s > 0 (i.e.
the intervention reduced the magnitude of the source-
arm coefficient); “median” is the per-cell median shrink-
age in percentage points. ‘“Meaningful” cells filter
to those whose source-arm coefficient is non-trivial
(\Bsource| >0.05); on those cells the agreement is strong
on both interventions, and framing shrinks roughly
twice as much per cell as selection.

der ShortSeller and RiskManager (modes near
0.6) than under LongOnly (mode near 0.4). The
risk field tracks the role direction even when the
evidence-based score does not; we treat this as
further evidence that role conditioning influences
interpretation broadly, not only the score field.

D.6 Sector composition of evidence-side bias

The role coefficients we report in Section 4.1 are
panel-mean effects across 3,575 filings drawn from
11 GICS sectors. Figure 9 maps the PR-arm mean
evidence-based score on the (sector, persona) cell
on DeepSeek-V3.1. The sector-level pattern is
large enough to matter on its own, before any audit
lever is varied:

Which sectors carry the strongest bias?

» Energy is the most consistently bearish sector.
Every persona except LongOnly produces a more
negative mean evidence-based score in Energy
than in any other sector. The most negative cell
in the entire 11 x 9 table is RiskManager/Energy
at —0.355 (panel mean across sectors: —0.303).
The bearishness travels: even Credit on Energy
lands negative (—0.072), against a slightly posi-
tive panel mean.

* Real Estate is the most consistently bullish sector.
LongOnly/Real Estate is the most positive cell
(40.327), Momentum and SellSide also peak
here. The same persona-set therefore produces
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Figure 9: (Sector x persona) mean evidence-based
score under PR on DeepSeek-V3.1, n = 3,575. Cells
annotated to two decimal places. Sectors ordered by
row mean (most bearish at the top).

qualitatively different reads on the two ends of
the sector spectrum.

* Cross-persona spread by sector. The mean
per-filing max —min persona spread on the
evidence-based score is largest in Real Estate
(0.66), Materials (0.64), Industrials (0.63), and
InfoTech (0.62); smallest in Utilities (0.52) and
Communications Services (0.54). Sectors where
the model has the strongest priors in either di-
rection (Real Estate, Energy) are also the sectors
where personas disagree most.

* Compound effect. Reading the same filing un-
der LongOnly in Real Estate (40.327) and un-
der ShortSeller in Energy (—0.270) implies a
0.60-unit swing in evidence-based score before
any audit condition is varied. Sector and persona
compose multiplicatively in the worst case.

D.7 What each persona looks at:
retrieval-attention patterns

Under PR (the production-style condition), each
persona’s retrieval query pulls a potentially dif-

o ‘\'///’/////
~ M/ /// (/4
ZI'I=M =

setswee -
Momentum - >

Figure 10: Persona attention on DeepSeek-V3.1 under
PR (Persona Retrieval), n = 3,575 filings, ~28,600
retrievals per persona (top-k = 8, fewer when a filing
yields under 8 chunks). Left: 10 personas (neutral +
9 non-neutral); width proportional to total retrievals
(within a fixed top-k, this is essentially uniform). Right:
3 filing sections; width proportional to total retrievals
into that section. Each ribbon is a (persona, section) flow
with width proportional to the number of retrievals.

Quantitative &
- Qualtasiye, Pisclosures

ferent subset of chunks from the per-filing index.
Figure 10 aggregates the result across all 3,575
filings: each persona’s ~28,600 retrieved chunks
(top-k = 8 over 3,575 filings) are tallied by section
(Risk Factors, MD&A, Quantitative & Qualitative
Disclosures) and rendered as a Sankey flow on
DeepSeek-V3.1.

The share of retrievals landing in Risk Fac-
tors is the cleanest discriminator. ShortSeller
pulls Risk Factors 20.9% of the time, RiskMan-
ager 22.3%, and ESG 19.8%, compared with Mo-
mentum (13.3%), LongOnly (13.5%), SellSide
(14.5%), and the neutral baseline (13.9%). The
persona-conditioned retrieval query is unambigu-
ously biasing the model toward different parts of
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the document. RiskManager also pulls Quantita-
tive & Qualitative Disclosures 16.8% of the time,
~ 3x Momentum’s 5.7%. These per-persona at-
tention shifts are exactly the kind of upstream-stage
routing that the PR—NR comparison neutralizes;
once retrieval is pinned, every persona reads the
same chunks regardless of which sections it would
otherwise have preferred.

D.8 Rationale convergence across conditions

The cosine-similarity finding is reported in the
main body (Figure 4, §4.4). Table 6 reproduces the
per-arm distribution statistics (n, mean, IQR) for
completeness, and the discussion below catalogues
five non-obvious observations the embedding view
supplies beyond the score-level decomposition.

What the embedding analysis adds. Five things
the score-level decomposition alone could not tell
us. (i) The bias is visible in the rationale text,
not just in the score. A median PR cosine of 0.72
between a non-neutral rationale and the neutral ra-
tionale on the same filing means the model is writ-
ing about different facts, citing different specifics,
framing different concerns, not merely outputting
a different number. This is the bias visible at the
layer a user reads. (ii) Two methodologies, one
finding. The score-level decomposition could in
principle be a numerical artifact of the regression
set-up. The embedding evidence uses a completely
different downstream signal (the rationale text, em-
bedded with an independent model) and recovers
the same PR < NR < MEM ordering. (iii) Re-
trieval moves text content more than framing
does. The PR—NR text-similarity gain (40.084)
is about twice the NR—+MEM gain (4-0.044). The
opposite ratio holds for scores. Pinning retrieval
changes what the model talks about much more
than what verdict it lands on; reframing the role
changes the verdict much more than the topics in
the rationale. The two analyses thus separate two
distinct mechanisms operating at different output
layers. (iv) The distribution also tightens, not
just the median. The IQR is 0.19 under PR but
only 0.13 under MEM: the model becomes both
more neutral on average and less variable across
filings as conditions are tightened. (v) MEM ra-
tionale text reads like a near-paraphrase of the
neutral baseline. A median cosine of 0.85 is high
enough that, in conventional embedding-retrieval
scales (where 0.70 separates “different topic” from
“same topic”), the MEM evidence-based rationale

arm median mean D25 D75
PR 0.721 0.708 0.621 0.806
NR 0.805 0.791 0.725 0.870
MEM 0.849 0.834 0.780 0.904

Table 6: Cosine similarity between each non-neutral
frame’s evidence-based rationale and the same filing’s
neutral-baseline rationale, by condition. DeepSeek-
V3.1, OpenAl text-embedding-3-large. n =
32,175 pairs under PR and NR (nine non-neutral per-
sonas X 3,575 filings), n = 17,875 pairs under MEM
(five non-neutral profiles x 3,575 filings). The PR <
NR < MEM ordering replicates the score-level channel
decomposition at the rationale-text level.

and the neutral rationale on the same filing are func-
tionally paraphrases. The schema is not merely
nudging the score back toward neutral, it is making
the evidence-based field write the neutral analyst’s
read on the filing, with the user-specific reading
routed to the personalized field where it belongs.

D.9 Effect on market capitalization

Figure 11 repeats the three-channel decomposition
of §4.1 after splitting the audit sample into three
market-capitalization buckets (Small, <$10B; Mid,
$10-50B; Large, >$50B) on DeepSeek-V3.1. The
selection and framing channels are broadly compa-
rable across buckets, but the residual spillover that
survives both interventions grows steadily as firm
size falls: on small-cap filings the residual slice is
the largest of the three buckets, roughly 2—4 x the
large-cap residual across the four matched pairs. In
other words, the dual-output schema routes user
context out of the evidence-based field least effec-
tively on smaller, less-templated disclosures. This
is the document-population gradient summarized
in §4.5: invariance failures concentrate on the long-
tail entities whose filings the model has likely en-
countered least often.

D.10 Multidimensional clustering of the
twelve models

The audit gives us several features per model: ag-
gregate metrics (bias, retention, leakage) and a 9-
dimensional persona-coefficient vector. Figure 12
projects the twelve models in two complementary
ways. The left panel places each model on the (bias,
leakage) plane and reveals four practical quadrants:
clean-and-calm (low bias, low leakage), clean-but-
biased, leaky-but-calm, and leaky-and-biased. The
right panel runs Ward hierarchical clustering on the
9-dim PR persona vector and shows which models
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Figure 11: Channel decomposition by market-cap bucket on DeepSeek-V3.1. For each matched pair, bars show
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context out of the evidence-based score.

behave most similarly across personas.

Quadrants on the (bias, leakage) plane. Using
split lines at |3PR| = 0.18 and L,,, = 0.18 (the

leakage split is the panel median; the bias split
sits just below the 0.21 panel-median magnitude of
Table 1 to separate the visibly low-bias models):

* Clean-and-calm (low bias, low leakage): gemma-
4-31B-it, gemma-4-E2B-it, gpt-oss-20b. These
models barely respond to the role prompt and
route what little they pick up cleanly. Safe for
invariance but plausibly under-personalizing.

Clean-but-biased (high bias, low leakage):
Llama-3.3-70B-Instruct, DeepSeek-V3.1,
Qwen3.5-9B. Strong role response and clean
routing. This is the best operating point: the
model engages with the role but keeps the
user-side signal off the evidence-based field.

* Leaky-and-biased (high bias, high leakage): gpt-
0ss-120b, Llama-3.1-8B-Instruct, Qwen3.6-35B-
A3B. Strong role response but the schema fails
to keep the bias out of the evidence-based field.
Worst quadrant for deployment under invariance
constraints.

* Leaky-but-calm (low bias, high leakage): gemma-
4-E4B-it sits near here. Modest bias but propor-
tionally large fraction of the user signal still leaks
through.

What the dendrogram tells us. Cutting the tree
at k = 4 recovers four behavior groups (visible as
the four color-grouped subtrees on the right panel
of Figure 12):

e Llama-3.1-8B-Instruct stands alone; it sits at the

largest height, indicating its 9-dim persona re-
sponse is the farthest from every other model’s.
This is the same model that has the largest |[3’11,D R|
on ShortSeller (—0.741), and it amplifies the
persona response more strongly than its peers
across the board.

* A Owen-dominated cluster containing Qwen3.6-
35B-A3B, Qwen3.5-35B-A3B, Qwen3.5-9B,
plus Llama-3.3-70B-Instruct and gpt-oss-120b.
These models share a similar persona-response
shape despite spanning 9B to ~ 120B active pa-
rameters: family identity matters more than scale
for this similarity.

* A "balanced" cluster containing DeepSeek-V3.1,
gpt-0ss-20b, and gemma-4-26B-A4B-it: moder-
ate bias on every persona, no extreme cells.

* A small-Gemma cluster containing gemma-
4-31B-it, gemma-4-E4B-it, gemma-4-E2B-it:
weak persona response across the board (the clus-
ter characterized by the flat persona row in Fig-
ure 6).

Implication. On the (bias, leakage) plane the
four quadrants give a deployer a one-glance map
of which models are safe-for-invariance, safe-for-
personalization, both, or neither. The dendrogram
says that behavioral similarity does not track family
or scale cleanly: a Qwen MoE, an OpenAl MoE,
and a Meta dense model can land in the same be-
havioral cluster. The audit therefore generalizes in
a non-obvious way, two models that look unrelated
by architecture or training data can behave nearly
identically on the persona dimension.
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Figure 12: Multidimensional clustering of the twelve audited models. Left: scatter of mean role bias |le)> R| versus
mean leakage L,,, with each model colored by family. Dashed lines partition the plane into the four quadrants
discussed below. Right: Ward hierarchical-clustering dendrogram on the 9-dimensional PR persona-coefficient
vector (Euclidean distance). Leaf labels colored by family. The dendrogram reveals strong within-family clustering
for Qwen and Gemma, with Llama-3.1-8B-Instruct sitting alone at the largest height.

D.11 Extreme filing cases

Table 7 lists the ten filings in the audit sam-
ple with the largest cross-persona evidence-based-
score spread under PR on DeepSeek-V3.1. These
are the filings where the persona-induced bias is
most visible at the single-document level. The top
spread is 1.45 units (Cooper Companies 10-Q); all
ten are at least 1.30. Sector composition: Con-
sumer Discretionary appears three times, Health
Care three times, with Energy, InfoTech, Industri-
als, and Financials each appearing once. Filings in
these sectors are most exposed to persona-induced
verdict instability.

D.12 Per-call dual-output scatter

Figure 13 shows the per-call placement of the
evidence-based and personalized scores on the
MEM arm, faceted by user profile. Clean rout-
ing puts mass on the y-axis (large personalized,
small evidence-based); leakage puts mass on the
diagonal. DownsideProtection and RiskAverse
clouds extend down-and-leftward (bearish per-
sonalized score 4 small but non-zero negative
evidence-based score), the leakage observed at the
coefficient level in Table 1 is visible at the call level.
ESGFocused mass clusters near the y-axis (cleanest
routing). MomentumTrader mass clusters near the
origin (over-suppression).

D.13 Forward returns and forward volatility
by score quintile

A natural follow-up question is whether the role-
conditioned evidence-based score carries any ex-
post signal about the firm’s future performance,
i.e., whether the bias is just rhetoric, or whether the
within-persona cross-section of scores has predic-
tive content. For each (model, persona) we sort the
~ 3,393 filings (the subset with at least 252 post-
filing trading days) into score quintiles (random tie-
breaking on the coarse score grid) and compute the
mean 252-trading-day cumulative abnormal return
on the top minus bottom quintile (Q5—Q1). The
signal is reported two ways: per persona across the
three biggest models in the panel and a 12-model
panel mean (Table 3); and per model averaged over
the nine personas (Table 8).

Cross-model patterns. Three observations from
Table 3. (i) The within-persona signal is ro-
bust across models: every persona produces
a non-negative Q5—Q1 on the 12-model panel
mean (RiskManager only marginally, at +0.08%),
and the average across personas is +3.12%
(DeepSeek), +3.17% (gpt-0ss-120b), and +2.05%
(Llama-3.3-70B-Instruct), all economically mean-
ingful at the 252-day horizon. (ii) RiskManager is
universally inverted: the Q5—Q1 spread is negative
on the three biggest models and very near zero on
the panel mean. The DeepSeek finding (—1.40%)
is not a model-specific anomaly but a systematic
feature of the persona itself, “less bad” filings under
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Company Sector Type min max spread
Cooper Companies Health 10-Q —0.60 +0.85 1.45
Royal Caribbean Cons. Disc. 10-Q —0.60 +0.80 1.40
PulteGroup Cons. Disc. 10-K —0.60 +0.70 1.30
D.R. Horton Cons. Disc. 10-Q —0.60 +0.70 1.30
Hess Corp Energy 10-Q —0.60 +0.70 1.30
KLA Corp InfoTech 10-K —0.60 +0.70 1.30
Humana Health 10-Q —0.60 +0.70 1.30
Cooper Companies Health 10-K —-0.60 +0.70 1.30
Expeditors Intl. Industrials 10-K —0.60 +0.70 1.30
SVB Financial Group Financials 10-Q —-0.60 +0.70 1.30

Table 7: Top-10 ﬁlings by cross-persona evidence-based-score spread under PR on DeepSeek-V3.1. “Spread” =

aev
maxy S;

Gp — miny 87

a risk-management read underperform “more bad”
filings, while the same score still predicts forward
volatility correctly (Figure 15). (iii) Cross-persona
ordering is model-specific: Credit is DeepSeek’s
strongest persona (+5.30%) but Llama-3.3-70B-
Instruct’s is Value (+5.94%); the per-persona rank-
ings do not commute across models.

We also estimate, persona-by-persona, an OLS
regression of log forward 21-day realized volatility
on the evidence-based score, with controls for prior
21-day abnormal return, 90-day market beta, and
sector fixed effects (HC1 standard errors). The
z-statistic on the score coefficient ranges from
—5.3 to —8.6 across the nine personas (Figure 15):
higher (more bullish) score predicts lower realized
volatility on every persona. RiskManager carries
the strongest signal here (z = —8.6, B = —0.45)
despite producing an inverted return signal in Ta-
ble 3, consistent with the model’s risk-manager
judgment being well-calibrated on volatility but
mis-calibrated on direction.

The implication for the paper’s broader claim is
twofold. First, role-conditioned bias is not purely
cosmetic: within a persona, the cross-section of
scores has substantive predictive content for both
forward returns and forward volatility. Second,
the bias direction matters: bearish role condition-
ing shifts the level of the score (the panel-mean
coefficient we report in Section 4.1), not the within-
persona ranking. The cross-section retains its sig-
nal even when the level is biased. This is consistent
with the audit-design separation in the main text:
what changes across personas is largely the fram-
ing of identical evidence, not the model’s relative
ranking of evidence.

i across the nine non-neutral personas on filing .

D.14 Worked example: a sign flip on the same
filing

To make the channel decomposition concrete at
the call level, we walk through one filing where
the cross-persona disagreement is large enough to
span both signs of the score range. We pick the
filing with the largest LongOnly—ShortSeller gap
under PR out of the 3,575 in the sample.

The filing. The Coca-Cola Company, Form
10-Q, filed 2023-10-24 (CIK 21344, accession
0000021344-23-000060). The disclosure contains
both bullish material ($15.4B in cash and equiva-
lents; strong long-term borrowing capacity) and
bearish material (an active IRS tax litigation esti-
mated at $5.6B for the 2007—2009 tax years plus
$1.2B incremental for the first nine months of 2023,
and exposure to OECD Pillar Two global minimum
tax). Reasonable analysts would disagree on the
net read; the audit asks whether the model’s read is
itself unstable as the user context changes.

Retrieved evidence (NR and MEM arms, byte-
identical £ = 8). The neutral retrieval query re-
turns the same eight chunks for every persona under
NR and every user-memory profile under MEM:

risk_factors::0000, mdna::0000, quant_qual::0000,
mdna: : 0045, mdna: 0046 mdna: 0047 mdna: : 0049, mdna 10054

The three most decision-relevant chunks (verba-
tim excerpts; ellipses for whitespace):

[chunk_id=...:: :mdna: :0046]

LIQUIDITY, CAPITAL RESOURCES AND FINANCIAL POSITION

We believe our ability to generate cash flows from operatlng

activities is one of the fundamental strengths of our
business.

. We have a history of borrowing funds both domestically and
internationally at reasonable interest rates ... The Company's
cash, cash equivalents, short-term investments and marketable
securities totaled $15.4 billion as of September 29, 2023

[chunk_id=...:: :mdna: :0049]
The Company estimates the impact of the continued —

< application of

the Tax Court Methodology for the nine months ended —

< September 29,
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Figure 14: Q5—Q1 cumulative abnormal return at 252
days, by persona, on DeepSeek-V3.1 (the headline
model). Numerical values in column 1 of Table 3.

2023 would increase the potential aggregate incremental tax <
< and
interest liability by approximately $1.2 billion. Once the Tax

Court renders a decision, the Company will have 90 days to <
— file a

notice of appeal and pay the portion of the potential —
< aggregate

incremental tax and interest liability related to the 2007 <
< through

2009 tax years, which we currently estimate to be —
< approximately

$5.6 billion (including interest accrued through September 29,
2023) ... While we believe it is more likely than not that <
—  we will

prevail in the tax litigation ...

[chunk_id=
. Model rules adopted pursuant to this [OECD] project would
establish a global per-country minimum tax of 15%, and the

ESG -
LongOnly
SellSide -
Retail -
Momentum -
Value -
ShortSeller 4
Credit -

RiskManager -

Z-Statistic

Figure 15: Persona-level z-statistics on the evidence-
based-score coefficient in an OLS regression of log
forward 21-day realized volatility on the score, with
controls (prior 21-day abnormal return, 90-day market
beta, sector fixed effects, HC1 standard errors). Dashed
lines: z = £1.96.

European Union has approved a directive requiring member
—» states to
incorporate similar provisions into their respective
< domestic laws.

. Our income tax expense could be unfavorably impacted as
— the
legislation becomes effective in countries in which we do
< business.

o
.
N
N

What each arm returns. Table 9 shows the per-
call scores and recommendations under PR, NR,
and MEM, for the two extreme personas and their
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Model Q5—01
Qwen3.5-35B-A3B +6.35%
Qwen3.6-35B-A3B +5.76%
gemma-4-31B-it +4.66%
Qwen3.5-9B +4.05%
gemma-4-26B-A4B-it +3.32%
gpt-0ss-120b +3.17%
DeepSeek-V3.1 +3.12%
Llama-3.3-70B-Instruct +2.05%
gemma-4-E4B-it +1.64%
gemma-4-E2B-it +0.69%
gpt-0ss-20b +0.39%
Llama-3.1-8B-Instruct +0.32%
Panel mean +2.96%

Table 8: Per-model Q5—Q1 cumulative abnormal return
at 252 days, averaged over the nine personas, sorted de-
scending. Bigger models do not produce stronger signal:
Qwen3.5-35B-A3B leads at +6.35% and the ~ 685B
DeepSeek-V3.1 is mid-pack at +3.12%, while the three
smallest dense or MoE models (Llama-3.1-8B-Instruct,
gpt-oss-20b, gemma-4-E2B-it) produce essentially zero
signal. The cross-section of scores carries predictive
content even from models whose absolute bias is low
(Qwen3.5-35B) and from models whose absolute bias is
high (Llama-3.1-8B-Instruct at 0.40 panel-mean bias),
but the magnitude of the signal does not track the mag-
nitude of the bias.

matched user-memory profiles plus the neutral
baseline.

Reading the table. Three observations.

(1) The model retrieves different chunks under
different personas in PR. The long_only PR call
retrieves mdna: : 0046 (the $15.4B liquidity chunk)
as its second-highest hit; the short_seller PR
call retrieves it ninth (it falls outside the top k£ = 8).
This is the evidence-selection channel: the bearish
persona is reading a partly different filing.

(2) The sign flip persists under byte-identical evi-
dence. Under NR both personas read the same eight
chunks, including both the bullish mdna: :0046
liquidity chunk and the bearish mdna: : 0049 tax-
litigation chunk. long_only produces 5% =
+40.20 with a BUY recommendation and a rationale
built around the liquidity number; short_seller
produces 5 = —0.30 with a SELL recommenda-
tion and a rationale built around the $5.6B contin-
gent liability. The NR spread [3{5, — 84| = 0.50
is 42% of the PR spread of 1.20, so the role-
interpretation channel accounts for the larger part

Arm  Persona / profile §% 8" Reco
long_only +0.60 +0.70 BUY
PR neutral +0.20 40.10 HOLD
short_seller —0.60 —0.80 SELL
long_only +0.20 +0.30 BUY
NR neutral +0.20 4+0.10 HOLD
short_seller —0.30 —0.70 SELL
long_only_growth +0.20 —0.30 HOLD
MEM neutral +0.20 4+0.10 HOLD
downside_protection +0.10 —0.30 HOLD

Table 9: Coca-Cola 10-Q 2023-10-24 scored under all
three conditions. 5 is the evidence-based score field;
5P is the personalized score field. NR and MEM share
byte-identical retrieved chunks.

of the disagreement on this filing.

(3) The dual-output schema (MEM) routes the
disagreement out of the evidence-based field. Re-
framing the same investor mindset as a user-
profile served by a neutral assistant collapses the
evidence-based scores into a [+0.10, +0.20] band
across all three meaningful profiles (long-only-
growth, neutral, downside-protection). The per-
sonalized field still carries the bearish read for
downside_protection (—0.30) and still carries
a bearish read for long_only_growth (—0.30 as
well), the model interprets a long-only growth user
as being more cautious about a $5.6B tax overhang
than the role-prompted long_only persona was.
The personalized recommendation is HOLD across
all MEM cells. The evidence-based field, which
we instructed the model to keep user-invariant, is
approximately user-invariant in MEM but not in
NR.

What the rationales look like. The verbatim
model outputs are short enough to quote. Under
NR / short_seller:

“As an activist short-seller, the disclosed tax litigation
and OECD tax risks are major red flags. The $5.6 billion
potential liability is material relative to net income, and man-
agement’s confidence may be overoptimistic. The 120-day
supplier payment terms and reliance on debt financing also
suggest potential cash flow strain if tax payments become
due.”

Under NR / 1long_only:

“As a long-only investor seeking compounders, Coca-
Cola’s strong liquidity, cash flow generation, and commit-
ment to dividends and share repurchases align with your focus
on durable strengths. The tax litigation is a known risk but
manageable given the company’s financial position, and the

filing does not reveal any fundamental deterioration in the
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business.”

Under MEM / downside_protection:

“Given the user’s tail-risk focus, the $5.6 billion tax li-
ability and OECD tax reform uncertainties are significant
adverse disclosures that increase downside risk. While liquid-
ity appears strong, these legal and regulatory risks warrant a
cautious stance, leading to a HOLD rather than BUY.”

The MEM rationale acknowledges both sides of
the disclosure (“liquidity appears strong” and “$5.6
billion tax liability”), explicitly attributes the cau-
tious framing to the user’s profile (“given the user’s
tail-risk focus™), and resolves to HOLD rather than
SELL. The NR / short_seller rationale, in con-
trast, treats management’s confidence as “overop-
timistic” and produces a SELL. Same evidence,
same model, different framing: same factual con-
tent marshalled toward opposite verdicts.

D.15 Per-condition completion

The audit driver streams output to disk. If a (fil-
ing, frame) call fails or produces a non-schema-
conforming output, it is dropped from the per-filing
regression. The panel regressions use the complete-
intersection set across all three conditions.

D.16 Models agree on which roles move
judgments

The effects are structured rather than random. We
represent each model by its vector of persona co-
efficients and compare these vectors across mod-
els. Under PR and NR, many models agree on
the relative ordering of roles: ShortSeller and
RiskManager tend to push the evidence-based
score downward, while LongOnly tends to push it
upward. This agreement persists even when magni-
tudes differ, suggesting that role prompts induce a
shared bearish/bullish structure rather than idiosyn-
cratic noise. Under MEM, correlations are less
uniform, consistent with the smaller evidence-side
coefficients and with model-specific differences in
how well user-profile information is routed away
from the neutral score (Figure 16).

D.17 Cross-domain sanity check: GovReport,

MS?2, CAP

Setup. We re-run a reduced version of the audit
on three non-finance corpora chosen to test whether
the user-context bias channel and the schema-based
mitigation generalize outside SEC filings. Each cor-
pus is a long-form synthesis task with an anchored
neutral baseline and stakeholder-emphasis personas

(different priorities on shared evidence, not dis-
putes about the evidence itself). DeepSeek-V3.1
only; deterministic decoding (7'=0); the evidence
is supplied directly so the PR arm is absent and we
report only the NR—+MEM (role — user-profile)
comparison. The dual-output schema mirrors the
finance schema—two [—1, +1] score fields plus
a categorical recommendation—except that the
personalized_recommendation field uses task-
appropriate SUPPORTS/INCONCLUSIVE/REFUTES la-
bels in place of BUY/HOLD/SELL.

* GovReport (Huang et al., 2021): CRS/GAO
policy reports vs. their expert summaries (me-
dian 6,620 words evidence, n = 500). Per-
sonas: FiscalHawk, PublicInterestAnalyst,
ImplementationRiskAnalyst.

. MS? (DeYoung et al., 2021): bodies of medical-
trial abstracts vs. a Cochrane-style synthesis (me-
dian 5,765 words evidence, n = 200). Personas:
Clinician, Payer, PatientAdvocate.

* CAP (Harvard Law School Library Innova-
tion Lab, 2024): court opinions vs. the con-
structed proposition that “the opinion’s rea-
soning supports the holding it reaches” (me-
dian 2,673 words evidence, n = 200). Per-
sonas: JudicialClerk, TrialPractitioner,
LegalScholar.

In all three settings the gold label is SUPPORTS
by construction (the summary, synthesis, or holding
is the document’s own canonical conclusion), so
any movement off SUPPORTS under role/profile
framing is bias, not genuine disagreement with the
evidence.

Results. Per-cell shifts and shrinkage are re-
ported in Table 10.

Shrinkage tracks the room the task gives the
bias channel. The cross-domain results are most
usefully read together rather than dataset-by-
dataset. Finance has, by some distance, the largest
underlying bias channel: median | B}f R|=0.14, with
individual matched pairs running as high as 0.27.
This is not surprising. Reading an SEC 10-K for
an investment outlook is a synthesis task whose
“correct” answer is genuinely subjective, a short-
seller and a long-only investor reading the same
disclosure can reach different conclusions without
either being factually wrong, so the persona prompt
has a lot of interpretive room to work in. The
three non-finance corpora are all more anchored:
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Figure 16: Model agreement on per-persona patterns. From left to right: PR, NR, MEM. Each cell shows the
Pearson correlation between two models’ coefficient vectors on the evidence-based score: 9-dimensional persona
vectors under PR and NR, and 5-dimensional profile vectors under MEM. Positive correlation indicates agreement
on which personas (or profiles) are bearish or bullish.

|B5r|  |vamEn|  shrinkage CAP +6%. Crucially, the direction of the schema’s
Finance (n = 3,575; main audit, DeepSeek-V3.1) response is consistent: 8 of the 9 cross-domain
ShortSeller / DownsideProtection ~ 0.195 0.045 +77% . .
RiskManager / RiskAverse 0266 0058 178% cells show non-negative shrinkage (the schema re-
LongOnly / LongOnlyGrowth 0136 0.013  +91% duces or at worst leaves unchanged the persona
ESG / ESGFocused 0.044 0.010 +77% . . . .
Momentum / MomentumTrader 0.025 0.004 +85% Slgnal mn EV1denceScore), and the one negative cell
Finance median 0.14  0.015  +80% (CAP / JudicialClerk at —8%) sits in the regime
GovReport (n = 500) ANR| : : EpRa
oy eport 0024 0016 +32% wher.e 1By | is 50 small t.hat the shrlnkage.ratm is
PublicInterestAnalyst 0.017  0.013  +24% dominated by paired noise. The mechanism the
ImplementationRisk Analyst 0.024 0.014 +40% . et . _ _
GovReport median 0.02  0.01  132% main audit 1dent1.ﬁes on finance, user-profile fram
MS? (n — 200) ing routes user signal off the supposedly persona-
Clinician 0.100  0.097 +3% invariant field, thus appears to replicate on three
Payer 0.140 0.109 +22% : :
PatientAdvocate 0114 0101  +11% 1ndepen('ient non-finance long—for@ synthffsm tasks,
MS? median 0.114  0.101  +11% at magnitudes set by how much interpretive room
CAP (n = 200) the document itself leaves available to be biased in
JudicialClerk 0.012 0.013 —8%
TrialPractitioner 0.012  0.011 167  thefirst place.
LegalScholar 0.034 0.019 +42%
CAP median 0.012 0.013 +6%

Table 10: Per-cell NR—+MEM shrinkage on the Evi-
denceScore on DeepSeek-V3.1. Finance rows are the
five matched pairs from the main audit (Table 4). The
three cross-domain blocks each report three stakeholder-
emphasis personas on a long-form synthesis task with
an anchored neutral baseline. All shrinkages are paired
differences against an example-level neutral call.

a CRS report summarizes itself, a Cochrane-style
synthesis is meant to be the canonical reading of its
input studies, and a court opinion is internally writ-
ten to support the holding the court reaches. The
bias channel on these documents is therefore much
smaller: GovReport median | BER]:QOM, MS?
0.114, CAP 0.012, roughly 6x, 1.2x, and 12X
smaller than finance, respectively. Cross-domain
shrinkage in absolute terms is correspondingly
smaller: GovReport median +32%, MS? +11%,
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