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Abstract

While Group Relative Policy Optimization
(GRPO) offers a powerful framework for LLM
post-training, its effectiveness in open-ended
domains like Machine Translation hinges on
accurate intra-group ranking. We identify that
standard Pointwise Quality Metrics (PQM) fall
short in this context: candidates are evaluated
in isolation, so the comparative context is miss-
ing for distinguishing fine-grained linguistic
nuances. To address this, we introduce the
Group Quality Metric (GQM) paradigm and
its instantiation, the Group Relative Reward
Model (GRRM). Unlike traditional indepen-
dent scorers, GRRM jointly processes the en-
tire candidate group, leveraging comparative
analysis to rigorously resolve relative quality
and adaptive granularity. Empirical evalua-
tions confirm that GRRM achieves competi-
tive ranking accuracy among all baselines; in-
tegrating GRRM into the GRPO training not
only improves general translation quality but
also unlocks reasoning capabilities compara-
ble to state-of-the-art reasoning models. We
release codes, datasets, and model checkpoints
athttps://github.com/NJUNLP/GRRM.

1 Introduction

Reinforcement learning with verifiable rewards
(RLVR) has significantly advanced the reason-
ing processes of Large Language Models (LLMs),
yielding remarkable performance in sophisti-
cated domains such as mathematics and program-
ming (Lambert et al., 2024; Guo et al., 2025a).
Performing reinforcement learning on open-ended
tasks, such as Machine Translation (MT), requires
reward models to evaluate the responses generated
by the policy model. Existing works predominantly
employ Discriminative Reward Models (DRMs)
based on the Bradley-Terry model (Cheng et al.,
2025; Yang et al., 2025b). While DRMs have
proven effective in improving translation quality
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Figure 1: Performance on Seed-X-Challenge. Left:
Ranking accuracy across paradigms. Right: Translation
performance across General and MT-specialized LLMs.

in general domains, they have been criticized for
lacking reasoning capabilities, which limits their
effectiveness in challenging scenarios.

Recently, the success of LLM-based generative
evaluation (LLM-as-a-Judge) in MT (Kocmi and
Federmann, 2023a,b) suggests the potential of Gen-
erative Reward Models (Zhang et al., 2025; Mahan
et al., 2024, GenRMs). Ideally, the reasoning po-
tential of GenRMs offers more accurate reward esti-
mation, particularly for difficult samples. However,
we identify a critical limitation when applying Gen-
RMs within the widely used Group Relative Policy
Optimization (Shao et al., 2024, GRPO) frame-
work. Since GRPO estimates advantages based on
the relative quality of responses within a group, the
reward model must achieve accurate fine-grained
intra-group ranking. Our investigation reveals that
standard generative approaches, which evaluate re-
sponses independently (Pointwise Quality Metric,
PQM), suffer from two fundamental flaws: the
inability to distinguish subtle nuances and the vul-
nerability to misleading translations in challenging
samples. These flaws lead to score saturation,
where the model assigns identical maximal scores
to candidates despite significant quality disparities.
This lack of variance causes vanishing advantages
in GRPO, depriving the policy of the gradient sig-
nals needed for optimization.
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To address the limitations of the PQM paradigm,
we propose the Group Quality Metric (GQM).
Specifically, GQM enables the model to process all
candidate translations within a group collectively,
aiming to jointly estimate their quality ranking and
assign relative scores. This cross-sample context
provides consistent evaluation criteria, allowing the
model to focus on distinguishing features between
candidates. Furthermore, this paradigm allows the
model to adaptively adjust its evaluation granularity
according to the quality variance within the group.

However, current LLMs are weak when working
in GQM style. We present the training pipeline
of an instantiation of GQM, i.e. Group Rela-
tive Reward Model (GRRM), a generative reward
model structurally aligned with the group-relative
nature of GRPO. Our GRRM is initialized from
Qwen2.5-7B (Yang et al., 2024), cold-started via
Supervised Fine-Tuning (SFT) on Chinese-English
data, and subsequently optimized for ranking ac-
curacy via RLVR. We demonstrate that both our
trained GRRM and general LLMs evaluated under
the GQM formulation consistently outperform their
PQM counterparts, verifying the universality of the
proposed metric. Notably, on challenging datasets,
this paradigm delivers significant absolute gains
of 30% to 40% in translation quality ranking accu-
racy compared to PQM (Fig. 1 Left). Furthermore,
our GRRM exhibits strong cross-lingual general-
ization; despite being trained on a single language
pair, it effectively supports multilingual translation
optimization without additional adaptation.

We further validate our method in machine trans-
lation GRPO training, by using GRRM feedback to
optimize the same Qwen2.5-7B backbone. For gen-
eral domains, our model achieves an average 7.5-
point improvement in BLEURT and a 16 point in-
crease in LLM-judge scores over the SFT baseline
across seven English-to-X (En2X) language pairs.
Moreover, in challenging Chinese-English scenar-
ios, our model performs comparably to DeepSeek-
R1-0528 (Guo et al., 2025a) (Fig. 1 Right). Our
analysis shows that GRRM improves the reasoning
capabilities of translation policies, which is crucial
for solving complex translation challenges. In con-
trast, while DRMs can improve general translation
quality, they are prone to reward hacking and lack
the reasoning faculties required to guide models in
challenging contexts.

As an additional application, we show that
GRRM-based inference-time reranking improves
translation quality, including for models already

optimized via GRPO; details are provided in Ap-
pendix H.

The remainder of this paper is organized as fol-
lows. Section 2 introduces the GQM paradigm and
the GRRM training pipeline. Section 3 first eval-
uates GQM and GRRM as standalone group-wise
ranking models, while Section 4 then evaluates
GRRM as a reward for downstream multilingual
MT optimization with GRPO. Additional experi-
ments and analyses are provided in the appendix.

2 Methodology
2.1 Ranking Sensitivity in GRPO

GRPO is a reinforcement learning paradigm that
has proven highly effective for LLM post-training,
particularly in complex reasoning domains.

Formally, for each query =z, the policy my sam-
ples a group of outputs Y = {y1, ..., yg}. The pol-
icy is optimized to maximize the expected advan-
tage of the generations. Specifically, the advantage
A; for the i-th candidate is derived by standardizing
its reward r; against the group distribution:

ri —mean({ri,...,r¢})
Std({?“l, e ,7“0}>

where r; is the scalar reward score assigned to y;.

Eq. 1 underscores a critical property of GRPO:
optimization is driven by the relative quality of
candidates within a group, rather than their absolute
scores. A candidate y; is reinforced (A; > 0) solely
if it outperforms the group average. Consequently,
GRPO depends on the reward model’s ability to
accurately rank candidates within ); any ranking
inversion yields adversarial gradients that mislead
policy optimization. This sensitivity motivates our
investigation into the ranking limitations of current
reward modeling paradigms.

A= (1)

2.2 Limitations of Pointwise Quality Metric

Current generative reward models typically func-
tion as a Pointwise Quality Metric (PQM), as illus-
trated in Figure 2 (A). Formally, PQM is defined
as a mapping Spgm : X X YV — R that assigns
a scalar score 7; to a candidate y; given an input
z. Crucially, this evaluation is performed indepen-
dently for each candidate. While this pointwise
scoring is standard for general quality estimation,
our analysis demonstrates that such independence
fundamentally limits the model’s ability to capture
the fine-grained relative distinctions required for
effective GRPO updates.
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Figure 2: Comparison of PQM (A) and GQM (B).

Inability to Distinguish Subtle Differences.
LLMs frequently generate candidates that differ
only in fine-grained nuances. Without comparative
context, PQM suffers from discriminative failure.
As seen in Appendix Fig. 5 (Case 1), the model fails
to perceive the stylistic superiority of one transla-
tion over another, treating them as equivalent.

Vulnerability to Misleading Candidates. More
critically, independent evaluation leaves the reward
model vulnerable to misleading candidates. Lack-
ing a high-quality peer for contrast, even powerful
models may overlook semantic discrepancies or
localization errors, defaulting to surface fluency as
proxies for quality. As shown in Appendix Fig. 5
(Case 2), PQM fails to penalize severe localization
errors if they appear plausible in isolation.

Score Saturation. Both discriminative failure
and susceptibility to misleading candidates culmi-
nate in a phenomenon we term score saturation.
PQM frequently assigns identical maximal scores
to candidates despite significant quality disparities,
causing vanishing advantages in Eq. 1 and stalling
policy optimization. A detailed empirical analysis
is provided in Appendix A.

2.3 Group Quality Metric

To overcome the structural limitations of PQM,
we introduce the Group Quality Metric (GQM),
depicted in Figure 2 (B). Unlike the point-wise
approach, GQM evaluates the policy-generated
candidate group collectively. Formally, it maps
a source x and a candidate set ) to a score vector:
Scom @ X X Y& — RE. This holistic evaluation
shifts the paradigm from absolute estimation to

relative ranking, offering three key advantages:

By evaluating candidates jointly, GQM con-
structs a comparative context that circumvents the
discriminative bottlenecks of PQM. This context
mitigates score saturation, enabling the model to re-
solve fine-grained nuances that remain impercepti-
ble under independent evaluation (Appendix Fig. 5,
Case 1). Simultaneously, GQM introduces con-
trastive anchoring: plausible but erroneous trans-
lations (e.g., hallucinations) become salient when
directly compared against high-quality peers (Ap-
pendix Fig. 5, Case 2). This mechanism ensures
the reward signal captures both subtle stylistic pref-
erences and critical semantic errors.

Crucially, GQM scores are inherently localized
and do not map to a global absolute scale. This
allows the model to adaptively adjust evaluation
granularity: shifting focus to minor stylistic differ-
ences when group variance is low, while prioritiz-
ing major semantic discrepancies when significant
quality divergences exist.

2.4 Group Relative Reward Model

While the GQM paradigm demonstrates efficacy
when powered by frontier LLMs, directly integrat-
ing such massive models into the GRPO training
loop is computationally intractable due to high la-
tency and inference costs. We therefore introduce
the Group Relative Reward Model (GRRM), an ef-
ficient instantiation of the GQM paradigm designed
for high-throughput training loops.

GRRM is designed to process the source input
and the full candidate set ) jointly. For every tuple
(x,)), the model is instructed to produce a struc-
tured output comprising: (1) a detailed comparative
analysis of the candidates, (2) a predicted rank-
ing, and (3) a set of scalar scores {ry, ..., 7} that
strictly adhere to the predicted ranking. This de-
sign enforces a Chain-of-Thought (CoT) reasoning
process, ensuring numerical scores are grounded in
explicit comparative analysis. Fig. 6 in Appendix
shows a concrete example of GRRM prompting
and output.

We initialize GRRM via SFT on a curated
dataset to establish instruction adherence and com-
parative logic. Subsequently, to sharpen the
model’s discriminative ability to distinguish subtle
nuances, we employ RLVR to directly optimize its
ranking accuracy. In this stage, we treat the GRRM
itself as the policy to be optimized. To drive this op-
timization, we define a verifiable reward function,
Ranking Accuracy, based on ground-truth order-
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ings. Letq = {q1,...,qc} be the ground-truth
quality scores (or ranks) for the candidate group,
andr = {ry,...,rg} be the corresponding scores
predicted by GRRM. We define the correctness of
the pairwise relationship between any two candi-
dates y; and y; as:

) (2

where sgn(-) is the sign function, and I(-) is the
indicator function. This formulation enforces strict
alignment, requiring the predicted relationship—
including ties—to match the ground truth. The final
ranking accuracy reward R, is then calculated
as the fraction of correctly ordered pairs over all
distinct combinations in the group:

(é) > I 3)

2) 1<i<j<G

Lij = Llsgn(f; — 7;) = sgn(q; —

Racc =

This metric functions as a normalized variant of the
Kendall’s 7 coefficient (Kendall, 1938), adapted to
the range [0, 1] with explicit handling of ties.
Additionally, to complement the sparse ranking
signal and ensure the predicted scalar scores are
well-distributed, we further use an auxiliary score
consistency reward, detailed in Appendix C.

3 GRRM Evaluation

In this section, we provide a comprehensive eval-
uation of the proposed GRRM within the GQM
framework, benchmarking the ranking accuracy
(Eq. 3) against multiple baselines. Our experi-
ments span three distinct settings: in-domain per-
formance, multilingual generalization, and com-
plex reasoning scenarios designed to stress-test re-
ward modeling capabilities.

3.1 Experimental Setup

Datasets and Benchmarks. We construct our
training data using the Chinese-English subset of
TowerBlocks (Alves et al., 2024), comprising ap-
proximately 18.8k samples. We sample 2-4 transla-
tion candidates per source and annotate them with
Gemini-2.5-Pro (Comanici et al., 2025) under the
GQM paradigm. A held-out set of 512 samples
is reserved as the model-annotated test set. For
RLVR, we utilize the same underlying data as SFT.

We utilize Newstest2020 (Zh—En) with pSQM
(professional Scalar Quality Metric) labels (Freitag
etal., 2021) from the WMT20 metrics task. To eval-
uate cross-lingual generalization, we employ Gen-
eralMT2022 with MQM (Multidimensional Qual-
ity Metric) annotations (Freitag et al., 2021) from

WMT22. Beyond the in-domain Zh<«+En pairs,
this dataset includes English-to-German (En—De)
and English-to-Russian (En—Ru) subsets. For
these datasets, we retain up to 4 system outputs
per source and derive ground-truth rankings based
on the human-annotated scores.

To assess reasoning capabilities in complex lin-
guistic scenarios, we construct a challenge set
based on the Seed-X-Challenge test set (Cheng
et al., 2025), which features idioms, slang, and
domain-specific terminology in Zh<+En pairs. We
design a binary ranking task to test the model’s
reasoning capability: for each source, we sample
4 translation candidates and select the best one ac-
cording to BLEURT (Sellam et al., 2020). We then
pair this chosen candidate with the expert human
reference. Assuming the expert reference is strictly
superior to the weak baseline’s output, this setup
requires the reward model to correctly identify the
human translation as the winner.

Baselines. We include three categories of reward
models for comparison. Unless otherwise noted, all
trained models are initialized from Qwen2.5-7B.

* LLM-as-a-Judge: We test Gemini-2.5-Pro
and DeepSeek-R1-0528. We evaluate them
using both the standard PQM prompting and
our proposed GQM prompting, explicitly in-
structing the models to use CoT reasoning.

* DRMs: We include CometKiwi-XXL (Rei
et al., 2023), a leading reference-free Qual-
ity Estimation metric. Additionally, we train
a BT-RM using the standard Bradley-Terry
loss on pairwise preferences derived from our
Gemini-annotated training data.

¢ GenRMs: In addition to our GRRM, we train
a PQM-GenRM baseline using Gemini PQM
annotations, following an RLVR optimization
process similar to that of GRRM.

See Appendix E.1 for details on data construction
and training hyperparameters.

3.2 Performance of GRRM

Table 1 presents the ranking accuracy of various
reward models across held-out, general, and chal-
lenging datasets. We summarize our key findings
as follows:

Improvements from GQM over PQM. GQM
improves ranking accuracy over the correspond-
ing PQM setup across evaluator backbones, with
the largest gains in the challenge scenario. For
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held-out NT20

GenMT22 MQM) Seed-X-Challenge

Model Paradigm Avg.
Zh<+En Zh—En En—Zh Zh—En En—De En—Ru Zh<+En

Random - 4347 39.42 43.82 38.74 3591 37.64 44.70 40.04
LLM-as-a-Judge (w/ Reasoning)

Gemini-2.5-Pro PQM 70.28 53.56 46.41 61.99 58.92 64.88 51.26 56.17
Gemini-2.5-Pro GQM - 62.60 64.58 67.75 65.61 71.23 88.89 70.11
DeepSeek-R1-0528 PQM 66.11 48.42 43.67 58.09 53.64 59.13 47.22 51.69
DeepSeek-R1-0528 GQM 80.92 61.98 64.38 65.79 63.26 69.15 81.82 67.73
Discriminative RMs (w/o Reasoning)

CometKiwi-XXL PQM 72.01 57.82 66.49 61.60 61.20 67.12 46.72 60.16
BT-RM PQM 82.62 58.16 66.49 64.92 58.14 66.10 58.84 62.11
Generative RMs (w/ Reasoning)

PQM-GenRM (SFT) PQM 61.31 47.18 37.21 57.68 48.37 51.84 38.13 46.74
PQM-GenRM (RLVR) PQM 64.25 49.21 39.42 60.37 49.16 54.82 38.38 48.56
GRRM (SFT) GQM 79.75 56.77 59.45 64.29 58.65 64.80 69.95 62.32
GRRM (RLVR) GQM 83.19 57.57 62.12 65.55 60.75 66.39 73.93 64.38

Table 1: Ranking accuracy (%) on the held-out test set (Gemini-annotated) versus human-annotated benchmarks
and the challenge set. Avg. denotes the mean accuracy across all external benchmarks (excluding held-out). The

best performance within each model category is bolded.

LLM-as-a-Judge, employing GQM yields substan-
tial improvements; for instance, Gemini-2.5-Pro
achieves an average accuracy of 70.11% with
GQM, compared to just 56.17% with PQM. No-
tably, this performance gap is maximized in the
challenge scenario. While PQM performance
for even state-of-the-art models degrades to near-
random levels (e.g., 47.22% for DeepSeek-R1),
GQM maintains robust accuracy. This trend holds
for trained reward models as well, where GRRM
(based on GQM) significantly outperforms PQM-
GenRM. These results validate that independent
evaluation (PQM) fails to capture fine-grained rela-
tive differences. By processing candidates collec-
tively, GQM provides the model with a compara-
tive context, enabling more robust and consistent
ranking.

Effectiveness of GRRM and Reasoning. Our
proposed GRRM achieves the highest average ac-
curacy among all trained models. While we ob-
serve that RLVR optimization brings consistent
performance gains over the SFT cold-start, the
magnitude of improvement is less significant than
the paradigm shift from PQM to GQM. Crucially,
the advantage of GRRM is most pronounced in
the Seed-X Challenge set, achieving a ranking
accuracy of 73.93%. This indicates that the rea-
soning capability is essential for verifying com-
plex linguistic phenomena that statistical correla-
tions alone cannot capture. Additionally, despite
being trained solely on Zh-En data, GRRM ex-
hibits strong cross-lingual generalization to unseen

En—De and En—Ru pairs, performing on par with
the CometKiwi-XXL baseline.

Limitations of Discriminative RMs. DRMs per-
form competitively on general domain benchmarks.
This can be attributed to the Bradley-Terry loss,
which implicitly and effectively models the ranking
objective on preference pairs. However, their per-
formance collapses on the challenge set due to the
lack of generative reasoning capabilities, limiting
their utility in guiding policies through complex op-
timization landscapes. For additional comparisons
against discriminative baselines that incorporate
limited contrastive context, see Appendix G.1.

4 Applying GRRM to MT Optimization

Building upon the validation of GRRM’s ranking
capabilities, we integrate it into the training loop to
optimize the translation policy. This section evalu-
ates whether GRRM-guided optimization improves
MT performance and translation-relevant reasoning
capabilities.

4.1 Experimental Setup

Training Pipeline. We adopt a two-stage strat-
egy initialized with Qwen2.5-7B. First, we perform
SFT to set up preliminary translation and reason-
ing skills using the same Chinese-English data de-
scribed in Section 3 (with Gemini-2.5-Pro anno-
tated CoT). Second, we optimize the model using
GRPO with GRRM feedback based on the multilin-
gual translation data from TowerBlocks, covering
10 languages with approximately 150k samples.
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Since GRRM yields reference-free rewards, we
implement Cross-Lingual Augmentation (CLA) by
pairing source sentences with alternative target lan-
guages (e.g., Zh—De) from the dataset, while main-
taining the total number of update steps constant.

Datasets. Our primary evaluation targets Zh<>En
translation using WMT23 Zh—En (Kocmi et al.,
2023), WMT24++ En—Zh (Deutsch et al., 2025),
and the Seed-X-Challenge. We additionally eval-
uate En—De, Es, Fr, It, NI, Pt, and Ru on
WMT24++, and De—En, Ja—En, and Ru—En
on WMT23. For En—X, we report average per-
formance across the seven WMT24++ languages.
Detailed results are provided in Appendix G.3.

Evaluation Metrics. We employ a combination
of standard metrics and LLM-based evaluation to
provide a comprehensive assessment:

* BLEURT: We use BLEURT-20 as our pri-
mary automatic metric to measure semantic
preservation against human references.

* LLM-as-a-Judge: Despite our findings in
Section 3 regarding the superiority of GQM
for ranking, we utilize the PQM paradigm for
system-level evaluation. We justify this choice
based on two key factors: (1) Reference An-
choring: Our evaluation here includes human
references. The reference serves as a strong
anchor (conceptually similar to a group size of
2 in GQM), significantly stabilizing the judg-
ment. (2) System-Level Accuracy: While
PQM struggles with fine-grained intra-group
ranking, it remains reliable for aggregating
scores at the system level.

For Seed-X-Challenge, we further enhance
the evaluation prompt by including the expert
annotations provided with the dataset. These
annotations highlight specific translation diffi-
culties, enabling the judge to perform a more
informed assessment alongside the reference.

e Evaluator Models: To balance overhead,
we employ DeepSeek-R1-0528 as the judge
for all main results and gpt-oss-120b for
ablation studies and supplementary results.
And we additionally validate the Seed-X-
Challenge comparison with newly released
GPT-5.6-Luna and DeepSeek-v4-Pro evalu-
ators in Appendix F.

We also report additional reference-based results
using MetricX-24 in Appendix G.2.

Baselines.
lines:

We incorporate the following base-

* General LLMs: We test Gemini-2.5-Pro
and DeepSeek-R1-0528, along with
Qwen3-8B (Yang et al., 2025a) and
Qwen2.5-7B-Instruct (Yang et al., 2024) to
benchmark improvements against the base
model family.

* Translation-Specialized Models: We com-
pare against three state-of-the-art open mod-
els: (1) TowerInstruct-13B (Alves et al.,
2024), a LLaMA2 (Touvron et al., 2023)
derivative specifically adapted for transla-
tion tasks through continued pre-training and
instruction tuning; (2) SeedX-PPO (Cheng
et al., 2025), a 7B model pre-trained
on high-quality multilingual datasets and
subsequently enhanced via RL; and (3)
SSR-X-Zero-7B (Yang et al., 2025c), a
Qwen2.5-7B derivative which utilizes a self-
rewarding RL framework specifically opti-
mized for Zh<«+En translation tasks.

Reasoning Configuration. For General LLMs,
we explicitly prompt them to use CoT reasoning
to maximize their potential. For specialized mod-
els, SeedX-PP0O and SSR-X-Zero-7B leverage rea-
soning, while TowerInstruct-13B supports direct
translation only.

4.2 Main Results

Table 2 presents the performance of our GRRM-
optimized models compared to the SFT baseline
and other state-of-the-art systems. The results indi-
cate that integrating GRRM into the GRPO frame-
work significantly enhances translation quality, par-
ticularly in scenarios requiring reasoning.

Compared to the Qwen2.5-7B-SFT baseline, our
method achieves substantial improvements across
all language pairs. In the general domain (WMT
benchmarks), the model achieves an average gain
of +7.5 BLEURT points and +15.9 LLM-judge
points on En—X tasks. This successful optimiza-
tion on multilingual data validates the strong cross-
lingual generalization of GRRM, consistent with
our metric analysis in Section 3. Furthermore, on
Zh<++En tasks, our approach comprehensively sur-
passes all Translation-Specialized Models in LLM-
judge scores, narrowing the gap with much larger
proprietary models like Gemini-2.5-Pro.

The advantages of our approach are most pro-
nounced in the challenge scenarios, i.e., Seed-
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WMT Benchmarks Seed-X-Challenge
Model Zh—En En—Zh En—X Zh—En En—Zh
BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge

General LLMs
Gemini-2.5-Pro 68.66 9292 66.00 9131 68.87 9035 71.59 89.41 69.19 86.06
DeepSeek-R1-0528 67.78 9234 64.87 8924 67.72 8848 70.92 8795 68.23 84.40
Qwen3-8B 63.03 89.72 57.58 84.15 57.25 7737 61.17 8288 57.78 76.12
Qwen2.5-7B-Instruct 67.31 8849 5992 80.51 58.72 72,51 66.59 79.23 6275 72.37
Translation-Specialized Models
TowerlInstruct-13B 67.56 84.83 6292 77.63 66.61 82.68 63.32 69.54 6346 71.17
SeedX-PPO 69.02 9047 67.21 8798 6835 86.04 69.37 8247 68.72 80.56
SSR-X-Zero-7B 68.30 88.67 66.12 83.78 - - 68.84 81.15 67.08 77.56
Qwen2.5-7B-SFT 67.07 87.78 59.99 7698 57.14 6791 67.65 8091 6236 7242

+ GRPO (ours) 6741 9224 6480 87.80 64.65 83.86 69.55 8590 67.05 82.55

+ GRPO w/ CLA (ours) 67.39 92.09 6391 8829 6450 8371 69.25 88.58 67.07 83.33

Table 2: MT performance on WMT and Seed-X-Challenge benchmarks. We report BLEURT-20 and LLM-as-a-
Judge scores evaluated by DeepSeek-R1-0528. The best performance within each category is highlighted in bold.

X-Challenge. Our model equipped with Cross-
Lingual Augmentation (CLA) achieves parity with
the powerful reasoning model DeepSeek-R1-0528,
even though the latter serves as our evaluator.
Specifically, in the Zh—En subset, our model
slightly outperforms DeepSeek-R1-0528 (88.58 vs.
87.95), while remaining highly competitive in the
En—Zh subset (83.33 vs. 84.40). We provide
detailed case studies in Appendix G.5 to qualita-
tively demonstrate how our model successfully nav-
igates these challenging samples with reasoning.
A quantitative analysis of the reasoning traces in
Appendix B further shows that GRRM optimiza-
tion improves the accuracy of analyzing expert-
identified translation issues.

Our results also reveal a notable divergence be-
tween BLEURT and LLM-as-a-Judge scores. For
instance, while SeedX-PPO achieves the highest
BLEURT scores in several settings, its perfor-
mance drops significantly under the scrutiny of the
reasoning-based LLM judge. We further examine
and explain this divergence using two additional in-
dependent judges in Appendix F. Their judgments
reinforce our observation in Section 3 that tradi-
tional discriminative metrics such as BLEURT can
miss critical errors in challenging translation sce-
narios.

4.3 Ablation Study

We conduct ablation studies focusing on three key
aspects: the choice of reward signals, the impact
of training data distribution, and the role of reason-
ing in the policy model (see Table 3). We place
extended analyses on the non-reasoning baseline

and Qwen2.5-7B-Instruct in Appendix G.4.

Comparison of Reward Models. Optimizing di-
rectly against BLEURT yields the highest scores on
the BLEURT metric itself, as expected. However,
this gain does not translate effectively to LLM-
judge scores, particularly on the Seed-X-Challenge
(e.g., 81.85 vs. 84.36 on En—Zh). The same ob-
servation holds for CometKiwi (Rei et al., 2022)'.
This suggests that discriminative metrics fail to
guide the model through the complex reasoning
processes required for challenging translations.

More critically, we observe severe reward hack-
ing with BT-RM and PQM-GenRM. These models
perform catastrophically on En—Zh and En—X
tasks and suffer from off-target generation issues:
apt to generate English responses for non-English
targets. This indicates that standard discriminative
or pointwise generative rewards struggle to distin-
guish instruction-following failures from transla-
tion quality issues, allowing the policy to exploit
the reward model. In contrast, GRRM provides
robust feedback, effectively penalizing such devia-
tions and preventing reward hacking.

Cross-Lingual Generalization We examine
whether the cross-lingual generalization observed
in our reward model (Section 3) transfers to Pol-
icy Optimization. We train a variant using only
Chinese-English data, i.e., GRPO w/ GRRM (ZhEn).
While it improves performance on the Zh<+En pair,
its performance on En—X lags significantly behind
the model trained on multilingual data (79.18 vs.

"To reduce training overhead, we use a smaller CometKiwi

checkpoint for this ablation rather than the CometKiwi-XXL
model used for ranking evaluation in Section 3.
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WMT Benchmarks

Seed-X-Challenge

Ablation Configuration Zh—En

En—Zh

En—X Zh—En En—Zh

BLEURT oss-judge  BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge

Comparison of Reward Models

SFT baseline (w/ Reasoning)  67.07 85.50 59.99 76.80 57.14 6571 67.65 80.76 6236 74.30
+ GRPO w/ BLEURT 68.71 88.21 67.09 8552 66.55 82.00 69.69 8335 68.66 81.85
+ GRPO w/ COMETKiwi 68.69 88.78 6528 8450 6144 7540 69.04 82.64 66.82 79.39
+ GRPO w/ BT-RM 68.06 88.86 60.20 7699 56.53 6493 69.74 85.60 58.25 6691
+ GRPO w/ PQM-GenRM  68.63  89.01 4428 4554 27.53 8.15 69.85 84.25 47.19 4642
+ GRPO w/ GRRM 6741 89.85 6480 8791 6465 8386 6955 8730 67.05 84.36

Cross-Lingual Generalization
+ GRPO w/ GRRM (ZhEn) 66.53 89.11 63.07 86.88 61.70 79.18 69.26 86.16 66.20 83.86

Role of Reasoning

SFT baseline (w/o Reasoning) 67.61 85.28 63.50 7942 63.24 7533 6552 76.83 64.04 7334
+ GRPO w/ GRRM 6738 8842 64.15 8519 6340 7888 6857 8538 6592 79.35

Table 3: Ablation study on Reward Models and Reasoning configurations. We compare different reward signals
and training setups. We report BLEURT-20 and LL.M-as-a-Judge scores evaluated by gpt-oss-120b.

83.86). This highlights a distinct difference be-
tween evaluation and generation: while the Reward
Model demonstrates robust cross-lingual general-
ization, the Translation Policy exhibits significant
transfer loss on unseen languages, indicating that
explicit multilingual exposure remains crucial for
optimal generation quality.

The Necessity of Reasoning. Finally, we assess
the contribution of the reasoning process (CoT) to
translation quality. It is evident that models without
reasoning capabilities consistently underperform
their reasoning counterparts. Even when optimized
with GRRM, the non-reasoning model scores lower
on both general benchmarks and challenge sets
(e.g., 79.35 vs. 84.36 on Seed-X En—Zh). This
validates the necessity of a “Reasoning x Reason-
ing” paradigm: the full potential of our framework
is unlocked only when a reasoning-capable pol-
icy is paired with a reasoning-based reward model
(GRRM), enabling the system to effectively plan,
self-correct, and evaluate in complex scenarios.

5 Related Work

Reasoning for Machine Translation The in-
tegration of reasoning capabilities into Machine
Translation has emerged as a promising direc-
tion (Chen et al., 2025; Liu et al., 2025a). Previous
attempts to integrate reasoning into MT primarily
relied on prompting or SFT (Feng et al., 2025b;
Wang et al., 2025a; Cheng et al., 2025). How-
ever, Zebaze et al. (2025) observed that fine-tuning
on synthetic CoT data alone often fails to outper-
form standard fine-tuning. Fundamentally, these

SFT-based methods are not only constrained by the
scarcity of high-quality supervision but also strug-
gle to cultivate intrinsic reasoning capabilities.

Inspired by the success of reinforcement learn-
ing in mathematical and coding domains, recent
works have adopted RL to encourage self-emergent
reasoning. He et al. (2025) and Feng et al.
(2025a) adapt the GRPO framework using dis-
criminative metrics like Comet (Rei et al., 2020)
and CometKiwi (Rei et al., 2023) to guide the
model. Similarly, SSR-Zero (Yang et al., 2025c)
employs the model itself to assign pointwise qual-
ity scores combined with Comet to estimate advan-
tages, demonstrating that self-evaluation can drive
policy improvement. By contrast, ExTrans (Wang
et al., 2025b) leverages a superior large reasoning
model to generate exemplar references and eval-
uates policy outputs by contrasting them against
these anchors. However, these works employ re-
ward mechanisms that are suboptimal for foster-
ing robust reasoning. DRM-based methods lack
the generative explanatory power to guide mod-
els through complex errors and are prone to re-
ward hacking. The pointwise evaluation mecha-
nism employed by SSR-Zero fails to capture the
fine-grained relative rankings within a group.

Comparative and Reasoning-based Reward
Modeling While machine translation evaluation
has traditionally relied on PQM paradigm, employ-
ing pairwise comparative paradigms for judgment
and reward estimation is not new in general open-
ended domains (Li et al., 2024; Zhu et al., 2025).
Ye et al. (2025) leverages self-generated contrastive

51941



pairs to train judges via DPO, enhancing robust-
ness against bias compared to pointwise models.
Liu et al. (2025b) introduces a pairwise judge com-
bined with a knockout tournament for Best-of-N
sampling. Furthermore, integrating CoT into evalu-
ation has proven critical; Guo et al. (2025b) demon-
strates that executing a deliberate reasoning process
before scoring improves accuracy by utilizing test-
time compute.

However, these comparative approaches have
yet to be effectively adapted to the group-wise
context required by the GRPO framework. Ex-
isting pairwise methods are structurally misaligned
with GRPO: estimating advantages for a group
of responses via pairwise judges necessitates
tournament-style evaluations (e.g., ELO ratings),
which incur prohibitive computational costs. In
contrast, our GRRM extends the comparative intu-
ition to a list-wise context. By ranking all candi-
dates in a single generation, our approach avoids
the repeated decoding required by pointwise gener-
ative reward models and is therefore more efficient
for group-wise reward assignment.

6 Conclusion

In this work, we identify and address the limi-
tations of pointwise generative judges in GRPO
training, specifically their insufficient sensitivity
to distinguish intra-group quality differences in
machine translation. To overcome this, we pro-
pose the Group Quality Metric (GQM), a paradigm
that evaluates candidates jointly to capture fine-
grained distinctions often missed by pointwise met-
rics. Building on this foundation, we introduce
the Group Relative Reward Model (GRRM). Our
experiments demonstrate that GRRM significantly
outperforms pointwise generative baselines, achiev-
ing robust ranking accuracy across diverse lan-
guages and challenging reasoning tasks. Crucially,
integrating GRRM into the GRPO loop strengthens
the reasoning capabilities of translation policies.
This enables our approach to rival state-of-the-art
systems like DeepSeek-R1 in complex scenarios
while effectively mitigating reward hacking.

Limitations

We acknowledge several limitations of the pro-
posed Group Quality Metric (GQM) and GRRM.
First, unlike PQM which scales linearly, GQM is
constrained by the maximum group size covered
during training. Extrapolating to group sizes signifi-

cantly beyond the training distribution may degrade
ranking accuracy. However, this limitation does
not hinder effective GRPO training. Recent work
demonstrates that using small group sizes com-
bined with larger batch sizes yields performance
comparable to larger group configurations (Wu
et al., 2025), rendering GQM’s capacity sufficient
for optimization.

Second, GQM relies on relative ranking, which
introduces challenges in reward assignment when
the overall group quality is low. Since GRRM
treats intra-group ranking as the ground truth for
advantage estimation, it may assign high relative
scores to the "best" candidate even if all transla-
tions in the group are suboptimal. Consequently,
GQM might fail to penalize the group globally as
effectively as an absolute metric would. Integrat-
ing absolute quality constraints alongside relative
ranking remains a promising direction for future
work.

Efficiency is another limitation of GRRM. It is
more efficient than pointwise generative reward
models for group-wise reward assignment, as it
evaluates all candidates in a single generation rather
than decoding each evaluation separately. Never-
theless, GRRM still incurs autoregressive decoding
costs, while discriminative reward models score
candidates with non-autoregressive forward passes.
Thus, GRRM improves efficiency within the gen-
erative paradigm but remains less efficient than
discriminative alternatives.
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A Empirical Analysis of Score Saturation

As discussed in Section 2.2, when a model is
used under the standard Pointwise Quality Met-
ric (PQM) paradigm, it often produces overly opti-
mistic scores and, in particular, frequently assigns
the maximum possible score. We refer to this phe-
nomenon as score saturation. This reduces reward
variance within a candidate group, shrinking the
standardized advantages and erasing the learning
signal.

In this section, we present an empirical analysis
to substantiate our claim that PQM suffers from se-
vere score saturation compared with GQM, which
in turn impedes effective policy optimization.

A.1 Setup

Our datasets follow Section 3.1: the held-
out Zh<>En set, NT20 (Zh—En), GenMT22
(En—Zh, Zh—En, En—De, En—Ru), and Seed-
X-Challenge (Zh<+En).

Saturation in LLM-based evaluation. For each
dataset, we compute (i) the average score and
(i1) the saturation rate, i.e., the fraction of candi-
dates receiving the maximum allowed score un-
der the corresponding prompting protocol. We re-
port results for two advanced LLM judges (i.e.,
Gemini-2.5-Pro and DeepSeek-R1-0528) under
both PQM and GQM prompting.

Saturation during GRPO optimization. To con-
nect saturation to optimization dynamics, we also
track the reward values observed during GRPO
training of the translation policy when using PQM-
GenRM versus our GRRM as the reward provider.

A.2 Results

PQM yields systematic saturation. As shown
in Figure 3, across all seven datasets and for both
judges, PQM consistently produces higher aver-
age scores than GQM, accompanied by markedly
higher saturation rates. For example, with
Gemini-2.5-Pro, PQM saturation ranges from
28.24% to 64.02%, while GQM reduces it to

22.04%-39.63%. With DeepSeek-R1-0528, sat-
uration drops even more sharply—from 18.58%—
47.41% (PQM) to 3.41%-13.12% (GQM). This
indicates that pointwise PQM prompting tends to
over-assign the maximum score, whereas GQM’s
joint comparison makes differences among candi-
dates more salient and alleviates saturation.

PQM-based rewards saturate early during
GRPO. Figure 4 further shows that PQM-based
reward modeling can lead to an early reward
plateau during policy optimization. PQM-GenRM
rewards increase rapidly and approach a near-
ceiling regime early in training, suggesting that
the policy quickly learns to trigger near-maximal
scores from the PQM reward model (i.e., reward
hacking and saturation), after which the reward
provides limited additional shaping.

In contrast, GRRM rewards increase more grad-
ually and continue to fluctuate in a non-saturated
regime. This pattern is consistent with GRRM
providing a more discriminative and robust signal
that remains informative throughout optimization,
aligning with GRPO’s reliance on within-group
comparisons.

B Quantitative Analysis of Reasoning
Traces

The qualitative examples in Appendix G.5 are com-
plemented by a direct, issue-level evaluation of the
policy reasoning traces. We use all 396 examples
in Seed-X-Challenge and ask DeepSeek-v4-Pro to
atomize the human-written expert comments into
a frozen set of 1,414 translation-specific issues.
The same issue set is used to evaluate the SFT
checkpoint and the GRRM-optimized checkpoint
independently.

Evaluation protocol. For each system, the eval-
uator receives only the reasoning trace; the corre-
sponding final translation is removed. It labels ev-
ery frozen issue as Correct (the trace substantively
analyzes the issue), Incorrect (it addresses the is-
sue but reaches an incorrect conclusion), or Missing
(the issue is not analyzed). The prompt explicitly in-
structs the evaluator not to reward trace length, pre-
sentation, or generic discussion. Thus, the compari-
son measures analysis of the same expert-identified
difficulties rather than verbosity or a preference for
a particular response format.

As shown in Table 4, GRRM optimization raises
the overall rate of correct issue analysis by 13.37
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Figure 3: Analysis of score saturation across seven benchmarks. We compare the Average Score (left) and
Saturation Rate (right) under PQM and GQM paradigms using Gemini-2.5-Pro and DeepSeek-R1-0528. PQM
consistently exhibits score inflation and high saturation, whereas GQM effectively mitigates this issue, providing
more discriminative evaluation.

Model Zh—En (667 issues) En—Zh (747 issues) Overall (1,414 issues)
C(%) 1(%) M%) AC C (%) 1(%) M (%) AC C(%) 1(%) M(%) AC
Qwen2.5-7B-SFT 61.47 30.88 7.65 - 33.20 56.49 10.31 -  46.53 4441 9.05 -

+ GRPO (ours) 68.82 24.89 6.30 +7.35 51.94 38.15 991 +18.74 59.90 31.90 8.20 +13.37

Table 4: Issue-level analysis of reasoning traces on the 396 Seed-X-Challenge examples. Following the main results
table, models are rows and translation directions are column groups. C/I/M denote Correct, Incorrect, and Missing
percentages; AC is the gain in Correct analysis in percentage points relative to the SFT checkpoint.

points, with improvements in both translation direc-  sponse concluding with two specific components:
tions. The transition analysis attributes most of the  an explicit ranking string (e.g., A > B = (C)and a
improvement to correcting analyses that were previ-  dictionary of scalar scores (e.g., {A:6,B :5,C :
ously incorrect (243 issues), rather than to covering ~ 5}).

previously missing issues (44 issues). This inter-
pretation is also consistent with the trace lengths:
on En—Zh, where the accuracy gain is larger, the
optimized traces are substantially shorter. These
results provide quantitative evidence for improved
accuracy in reasoning about expert-identified trans-
lation issues.

Internal Consistency Constraint. Before evalu-
ating accuracy, we enforce a strict self-consistency
check to ground the numerical outputs. Let 7iex be
the explicit ranking string generated by the model,
and Tyeore be the ranking induced by sorting the
generated scalar scores S. We define a binary con-
sistency gate Cgaee:

C Auxiliary Score Consistency Reward Coate = L(fiext = Fscore) )

To encourage the model to generate calibrated nu-
merical scores that reflect the magnitude of quality
differences, we augment the standard ranking ac-
curacy reward with a score consistency objective. =~ Margin-Aware Score Reward. For samples
The GRRM is instructed to output a structured re-  passing the consistency gate, we calculate the Score
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This gate is applied in the reward calculation to
penalize inconsistency.
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Figure 4: Reward trends during GRPO training
with 30-step moving averages, using PQM-GenRM
vs. GRRM as reward providers (scores normalized
to [0,1]). The PQM-GenRM rewards saturate early
whereas GRRM remains in a non-saturated regime and
continues to provide discriminative training signal.

Consistency Reward (Rgcore). Unlike simple regres-
sion losses (e.g., MSE), which can be sensitive to
the absolute scale of ground-truth labels, our metric
focuses on preserving the relative margins between
candidates. Let g;, g; be the ground-truth scores
and 5;, 5; be the predicted scores for candidates 7
and j. We compute the absolute margin error J;;
for every pair:

dij = |(8i — 8;) — (¢ — ;)] (5)
We then map this error to a reward value using a
discrete kernel function K (-), designed to penalize
deviations while allowing for minor integer fluctu-
ations. Based on our empirical tuning, we define:

1.0 ifé6=0

06 ifo=1
K(9) = 6
Q 0.2 ifd=2 ©

0 otherwise

The final score consistency reward is the average
kernel value across all pairs:

1
Rscore e Z K(éz]) (7)
(2) 1<i<j<G

Total Reward. The final reward used for RLVR
optimization is the sum of the ranking accuracy
(Eq. 3) and the score consistency reward, gated by
the internal consistency check:

Rtotal = Cgate : (Racc + Rscore) (8)

This formulation ensures that the model is opti-
mized to produce reasoning that results in both cor-
rect ordering and precise, margin-aware numerical
estimations.

PQM-GenRM Configuration. For the PQM-
GenRM baseline, which evaluates candidates inde-
pendently, we adapt the reward to target absolute
accuracy. Unlike the margin-based approach in
GRRM, we compute the absolute error § = |§ — q|
between the predicted score $ and the ground truth
q. The final reward utilizes a similar discrete kernel
function K (¢) defined above to penalize deviations,
ensuring a fair comparison between the optimiza-
tion objectives.

D Stabilizing Group Relative Policy
Optimization

Standard GRPO often exhibits training instabil-
ity, particularly in the mid-training phase, where
the model can become overly sensitive to nega-
tive rewards. This frequently leads to sharp distri-
bution shifts and even collapse. To mitigate this,
we propose Stable GRPO, which incorporates an
auxiliary objective to anchor the policy updates to

high-quality trajectories.
Recall that GRPO optimizes the policy by max-
imizing a clipped surrogate objective based on

group relative advantages:

lyil
o Z o ZKCLIP } )

Jareo(0) = Eg g3

where the clipping objective is:

£8P (9) = min (wi,t(o)Ai, clip(wi 1 (6), 1 —e, 1+5)Ai),
(10)
and the importance ratio is:

mo(Yit | T, Yi,<t)
Toua (Wit | @5 Yi,<t)

w;+(0) = (11)

Building upon the standard GRPO objective, we
introduce an advantage-weighted SFT term:

Tstavtearro (0) = Eg (4,3
lyil

1508 o

Here, EZ-SET(H) applies a standard log-likelihood
maximization, strictly gated by positive advan-
tages:

(12)

= max(0, 4;) In 7y (y;, ) (13)

L35 (0)

2We omit the KL regularization term for brevity.
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where 7y controls the strength of this regularization.

The key design is that £5FT is applied only to
samples with positive advantages (A4; > 0), com-
plementing £L°MP by strengthening updates on pos-
itive samples in the non-clipped regime and serving
as an unclipped fallback signal when clipping sup-
presses the surrogate gradient.

We apply Stable GRPO for machine translation
optimization only. For reasoning-based translation
models, we set v = 0.1 (increasing to v = 0.2
for the Cross-Lingual Augmentation variant). For
non-reasoning translation models, we set v = 1.0.

E Implementation Details

In this section, we detail the training configura-
tions for both the Reward Model (GRRM) and the
Machine Translation Policy Optimization.

E.1 Reward Model Implementation

Training Data Construction. We construct the
training dataset using the Chinese-English subset
of TowerBlocks (MT), by sampling group-level
candidates using a seed translation model. Specifi-
cally, we employ the Qwen2.5-7B model fine-tuned
on the TowerBlocks (MT) dataset (approximately
150k samples). This seed model is also used as
SFT baseline (w/o Reasoning) in Section 4 and
Appendix G.4. We apply standard sampling with
a temperature of 7' = 1.0. For each source sen-
tence, we sample a group of NV candidates, where
N € {2,3,4} with a frequency ratio of 1:1:3. To
enhance candidate diversity and ensure the pres-
ence of high-quality samples within the generated
groups, we inject the ground-truth reference into
the candidate pool with a probability of 0.5. These
constructed groups are subsequently annotated by
Gemini-2.5-Pro.

Evaluation Data Processing. For the human-
annotated test sets (Newstest2020 and Gen-
eralMT2022), we calculate the final quality score
for each translation candidate by averaging the rat-
ings across raters. From the available system out-
puts for each source, we retain a subset of 2 to
4 candidates, following the same distribution ra-
tio as the training data. However, we observe that
randomly selected candidates often possess similar
human quality scores (clustering near the ceiling),
which introduces ambiguity into the ranking evalua-
tion. Therefore, to ensure a rigorous assessment of
the model’s ability to distinguish quality variances,
we enforce a filtering constraint: the constructed

group must include the candidates with the mini-
mum and maximum human scores for that entry.

Training Hyperparameters. We employ 16
Nvidia A100 (80GB) GPUs for all training experi-
ments detailed in this paper, including both reward
modeling and the subsequent machine translation
policy optimization.

In the SFT stage, we optimize the model for 3
epochs with a global batch size of 64. We employ a
cosine learning rate scheduler with a peak learning
rate of 6 x 1076 and a warmup ratio of 0.1.

In the RLVR stage, we adopt Group Sequence
Policy Optimization (Zheng et al., 2025, GSPO),
an enhanced variant of GRPO that uses sequence-
level importance ratios to improve training stability
and efficiency.

We set the learning rate to 1 x 10~ with a co-
sine scheduler, decaying to a minimum ratio of 0.2.
The training is conducted with a total batch size of
512 and a PPO mini-batch size of 128. For each
prompt, we generate G = 8 rollouts with a maxi-
mum generation length of 4096 tokens. The model
is trained for a single epoch. Following recent
practices in reasoning model training, we disable
the KL divergence penalty to encourage broader
exploration of reasoning paths. Additionally, fol-
lowing Dr. GRPO (Liu et al., 2025¢), we remove
the standard deviation normalization terms from
the advantage calculation in GRPO.

E.2 MT Optimization Implementation

SFT Hyperparameters. For the policy model
cold-start, we perform Supervised Fine-Tuning for
1 epoch with a global batch size of 64. We utilize
a cosine learning rate scheduler, setting the peak
learning rate to 1 x 1075 with a warmup ratio of
0.1. For the reasoning baseline, SFT uses the Zh-En
data described in Section 3. For the non-reasoning
baseline used in the ablation experiments, we in-
stead use the full multilingual TowerBlocks (MT)
dataset to avoid the severe Zh-En overfitting ob-
served under restricted non-reasoning SFT, where
the model failed to generalize to other languages
during RL.

GRPO Hyperparameters. We utilize GSPO and
apply the same stabilization enhancement in Ap-
pendix D on top of GSPO for MT policy optimiza-
tion. The configuration largely mirrors the GRRM
RLVR stage (Appendix E.1), with specific adjust-
ments to suit the translation task. We switch to a
constant learning rate scheduler to maintain stable

51948



GPT-5.6-Luna  DeepSeek-v4-Pro

Model
Zh—En En—Zh Zh—En En—Zh
SeedX-PPO 84.78 86.52 79.78 79.54
Qwen2.5-7B-SFT 82.77 75.09 76.73 66.71
+ GRPO w/ CLA (ours) 89.32 87.18 85.77 82.10

Table 5: Independent LLM-judge evaluation on Seed-
X-Challenge from two additional evaluators.

updates throughout the training process. The num-
ber of rollouts per prompt is set to G = 4, aligning
with the group size capacity of our reward model.

To enhance optimization stability and reduce the
gradient norm, we scale the rewards to the range
[0, 0.1]. Furthermore, following DAPO (Yu et al.,
2025), we employ a soft length penalty with the
overlong buffer set to 2048 tokens.

To ensure fair comparison across different data
settings, we adjust the number of training epochs
to keep the total number of optimization steps con-
sistent. Specifically, we train for 2 epochs on the
standard multilingual TowerBlocks (MT) dataset
(150k samples). For the CLA variant, we train for
1 epoch, while for the Chinese-English only subset,
we extend training to 8 epochs.

F Independent Evaluators and Metric
Divergence on Seed-X-Challenge

Table 2 reveals a metric divergence on Seed-X-
Challenge: SeedX-PPO obtains higher BLEURT
scores than our CLA model in both directions,
whereas the main LLM judge prefers our model.
We therefore focus on this comparison to test
whether the result depends on a particular LLM
evaluator and to examine why BLEURT and LLM
judgments disagree.

We conduct an additional evaluation with
GPT-5.6-Luna and DeepSeek-v4-Pro. Both eval-
uators receive the source, human reference, and the
expert comment associated with each challenge ex-
ample. We evaluate the CLA variant of our policy,
SeedX-PPO, and the controlled SFT initialization.
Additionally, we use pairwise GQM to directly
compare our translations against those produced by
SeedX-PPO, reporting Win/Tie/Loss percentages
from the perspective of our system.

As shown in Tables 5 and 6, both evaluators
reproduce the same directional pattern across the
two prompting paradigms. Both place our system
above SeedX-PPO and the SFT baseline in each
direction. For GPT-5.6-Luna, the aggregate im-
provement is 2.59 points over SeedX-PPO and 9.33

Evaluator Direction Win Tie Loss
Zh—En 6244 355 3401
GPT-5.6-Luna po 7p 4874 503 4623
Zh—En 5584 457 3959
DeepSeek-vd-Pro 7y 4925 6.03 4472

Table 6: Reference-based GQM preference (%) between
Ours (+CLA) and SeedX-PPO on Seed-X-Challenge.
Win and Loss are defined from the perspective of our
system.

points over SFT. Direct GQM comparison rules out
independent score calibration as the sole explana-
tion: the overall GPT-5.6-Luna result is 55.56%
wins, 4.29% ties, and 40.15% losses. The advan-
tage is clear on Zh—En, whereas En—Zh is close.
Thus, the overall finding is consistent across evalu-
ators and prompting paradigms.

BLEURT-LLM-judge divergence. At the seg-
ment level, the two judges agree with each other
but disagree with BLEURT on 91 examples: they
prefer our translation in 71 cases and SeedX-PPO
in 20. The latter cases show that the judges do not
unconditionally favor our system. Inspection of
representative disagreements shows that the LLM
judges identify critical errors involving numerical
relations, terminology, semantic reversal, and hallu-
cination in outputs from either system. This helps
explain the metric divergence, while the bidirec-
tional preferences argue against a one-sided evalu-
ator bias.

G Extended Analyses

G.1 Additional Contrastive Discriminative
Baselines

In addition to the main baselines discussed in Sec-
tion 3, we further compare GRRM with two recent
MT evaluation models that introduce candidate-
level contrastive context while still producing dis-
criminative scores: MT-Ranker (Moosa et al.,
2024) and COMET-poly (Ziifle et al., 2025). This
comparison is designed to disentangle the effects of
two key components in our framework: (1) access
to contrastive context among translation candidates,
and (2) generative reasoning over the full candidate
group.

Since these methods are not natively designed
for our multi-candidate group ranking setting, we
adapt them as follows. MT-Ranker is a pairwise
judge; for datasets with more than two candidates
per source, we aggregate pairwise outcomes into
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Case 1: Fine-grained Lexical Nuance

Source: B4 B AR § T R ER AT Lok o) 8% woiz

Case 2: Localization & Logical Error

Source: 4~ R FT A 4564 B (Lit: "Seven-five discount” — 75%

Candidate Translations:

A: United Nations says Afghanistan’s democracy depends on women’s political

status.
B: U.N. says Afghanistan democracy depends on women’s political role.
C: Afghan democracy depends on women’s political clout, U.N. says.

PQM Evaluation (Independent)

Ranking: A=B=C Scores: A:10, B:10, C:10

Analysis: PQM suffers from score collapse. It fails to distinguish the precision of
"status" (A) versus the slightly broader "role" (B) or the informal register of "clout"

(C), assigning maximum scores to all.

GQM Evaluation (Group Relative)

Ranking: A>B>C Scores: A:10, B:9, C:8

Analysis: GQM successfully captures fine-grained distinctions. It identifies "status"
as the most precise equivalent for the source term, while penalizing "clout" for being

stylistically inconsistent with the UN subject matter.

Case 3: Hallucination vs. Stylistic Stiffness

Source: While most output is human-readable, bar code printers are an example of

an expanded use for printers.

of price — 25% off)

Candidate Translations:

A: All menu items are 75% off today.
B: All menu items are 25% off today.

PQM Evaluation (Independent)

Ranking: A=B Scores: A:10, B:10

Analysis: Vulnerable to misleading fluency. "75% oft" is grammati-
cally perfect, so PQM fails to detect the localization error where "7.5
Zhe" means 25% off, not 75%.

GQM Evaluation (Group Relative)

Ranking: B> A  Scores: A:1, B:10

Analysis: By contrasting the two options, the numerical discrepancy
becomes salient. GQM correctly identifies that A contains a critical
localization error despite its superficial fluency.

Case 4: Identifying Semantic Errors

Source: Garland is the chief judge for the U.S. Court of Appeals for
the District of Columbia Circuit.

Candidate Translations:

A: KEFATAOMO Sl R TRy, mE, £MAATRIT A h £,

EREE 2GR RRE .
(Over-translation: "output barcodes"; Unidiomatic: "contact... range")

Candidate Translations:

A: WEREEFMADHR LIFEARER AT -
(Misses “Circuit” / Federal distinction)
B: v 248 % B A AT R ORI E LR A B H R

B: Afm. BRARGROITOMERTROARIES, EEHBGITRIG T .

) & RATERALAE R T A AL R & .
(Semantically correct but stylistically stiff/repetitive)

PQM Evaluation (Independent)

Ranking: A>B Scores: A:5, B:4

Analysis: PQM fails to detect the unidiomatic usage ("#%7#% %] ") and hallucination in

A, likely over-penalizing B for stiffness.

GQM Evaluation (Group Relative)

Ranking: B> A Scores: A:2, B:8

Analysis: GQM prioritizes semantic accuracy. Comparing the two, it identifies the

hallucinated content in A as a severe flaw, ranking the accurate B higher.

(Correctly translates specific court name)

PQM Evaluation (Independent)

Ranking: A=B Scores: A:10, B:10

Analysis: PQM overlooks the omission of “Circuit” in A. The sen-
tence is fluent and plausible in isolation, so the semantic error is
missed.

GQM Evaluation (Group Relative)

Ranking: B> A  Scores: A:6, B:10
Analysis: In the group context, the contrast makes the omission of
"Circuit" in A salient, penalizing the semantic error.

Figure 5: Comparison of Pointwise Quality Metric (PQM) and Group Quality Metric (GQM) across four distinct
scenarios. Case 1 & 2 (Top): Demonstrate GQM'’s ability to resolve fine-grained stylistic nuances and identify
localization errors that PQM misses due to independent evaluation. Case 3 & 4 (Bottom): Illustrate how GQM
uses contrastive context to detect hallucinations and semantic omissions that appear fluent in isolation. Case 1,3,4
were conducted using Gemini-2.5-Pro and Case 2 was conducted using DeepSeek-R1-0528.

a global ordering using the ELO rating procedure.
For Seed-X-Challenge, which is formulated as a
binary ranking task, MT-Ranker is evaluated di-
rectly on pairwise comparisons. COMET-poly can
take additional candidates as contrastive context,
but it only assigns a score to the first candidate
rather than producing a native list-wise ranking.
‘We use the COMET-poly-cand1-wmt25 model and
randomly select another candidate from the same
group as its contrastive context.

Table 7 shows that contrastive discrimina-
tive evaluators outperform purely pointwise met-
rics in challenging two-candidate settings, but
still lag behind GRRM. On Seed-X-Challenge,

where neither ELO aggregation nor group-size
mismatch is involved, MT-Ranker-XXL and
COMET-poly reach 65.66% and 66.60% rank-
ing accuracy, respectively—substantially above
CometKiwi-XXL and BT-RM, confirming the
value of candidate-level contrastive context for de-
tecting subtle translation errors. However, both
remain well below GRRM at 73.93%, suggesting
that contrastive context alone is not enough; gener-
ative reasoning over candidate differences provides
additional gains on idioms, slang, terminology, and
other difficult phenomena.

A similar pattern holds on the multi-candidate
benchmarks. MT-Ranker-XXL. and COMET-poly
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Model held-out NT20 GenMT22 (MQM) Seed-X-Challenge Ave.
Zh<+En Zh—En En—Zh Zh—En En—De En—Ru Zh<+En

Additional MT evaluation baselines

MT-Ranker-XXL  65.82 51.37 56.59 56.22 50.09 55.96 65.66 55.98
COMET-poly 54.13 46.49 54.78 49.37 49.64 54.71 66.60 53.60
Reference rows

CometKiwi-XXL  72.01 57.82 66.49 61.60 61.20 67.12 46.72 60.16
BT-RM 82.62 58.16 66.49 64.92 58.14 66.10 58.84 62.11
GRRM (RLVR) 83.19 57.57 62.12 65.55 60.75 66.39 73.93 64.38

Table 7: Additional ranking accuracy (%) with MT-Ranker and COMET-poly, compared with representative
baselines from Table 1. Avg. denotes the mean accuracy across external benchmarks, excluding the held-out set.

achieve average accuracies of 55.98% and 53.60%,
respectively, compared with 64.38% for GRRM.
This drop reflects the limitation of local contrastive
scoring without a global view of the full candidate
set. ELO aggregation converts pairwise preferences
into a group ranking, but cannot fully recover list-
wise comparative information. Likewise, COMET-
poly uses other candidates only as auxiliary context
when scoring a single candidate, rather than jointly
reasoning over the entire group.

Overall, the results suggest two conclusions:
contrastive context is useful for translation reward
modeling, as evidenced by the gains of MT-Ranker
and COMET-poly on Seed-X-Challenge; but the
full GQM formulation in GRRM is more effec-
tive, especially when GRPO requires accurate intra-
group ranking over multiple policy samples. The
consistent gap further suggests that explicit rea-
soning is crucial: it not only exposes candidate
differences, but also helps the model make more
reliable decisions on subtle and linguistically com-
plex errors.

G.2 Additional Results with MetricX-24

To complement the main results reported with
BLEURT and LLM-as-a-Judge, we further
evaluate all systems using MetricX-24 in
reference-based mode.  Specifically, we use
the MetricX-24-Hybrid-XXL evaluator in the
bfloat16 variant, producing regression-style qual-
ity scores clipped to the range [0, 25], where lower
values indicate better translation quality.

As shown in Table 8, the overall conclu-
sions remain consistent with the main results.
Among general LLMs, Gemini-2.5-Pro achieves
the strongest MetricX-24 performance. Among
translation-specialized models, our GRPO-based
variants substantially improve over the SFT base-
line across all evaluation sets, and +GRPO w/ CLA

obtains the best or tied-best results on most settings
within our model family. These results provide
an additional validation of the gains brought by
GRRM-based policy optimization.

G.3 Full Multilingual Benchmarks

We provide the detailed breakdown of the aggre-
gated performance reported in the main results. Ta-
ble 9 details the En—X performance across seven
European and Slavic languages from WMT24++,
while Table 10 presents the WMT23 X—En results
for German, Japanese, and Russian.

The results demonstrate that our GRPO-based
optimization yields consistent improvements over
the SFT baseline across diverse language families.
For WMT23 X—En benchmark, while SeedX-PPO
generally leads in BLEURT, our method achieves
superior or competitive LLM judge scores, particu-
larly in directions like Ja—En and Ru—En.

G.4 Extended Ablation Studies

In this section, we provide supplementary exper-
iments to further validate the robustness and uni-
versality of our proposed framework. Table 11
presents the detailed results.

Reward Model Stability on Non-Reasoning
Baselines. We first investigate whether the in-
stability of certain reward models (observed in Sec-
tion 4.3) persists when optimizing a standard, non-
reasoning translation policy. As shown in the first
block of Table 11, the PQM-GenRM continues to
exhibit severe failure modes, particularly on En—X
tasks (dropping to a score of 7.13), confirming that
the vulnerability to reward hacking is inherent to
the reward model itself rather than specific to rea-
soning policies. In contrast, our GRRM consis-
tently outperforms other reward signals (BLEURT,
BT-RM) across most benchmarks. However, it
is worth noting that even with the best reward

51951



Model WMT Benchmarks Seed-X-Challenge
Zh—En En—Zh En—X Zh—En En—Zh
General LLMs
Gemini-2.5-Pro 1.54 2.11 242 1.99 1.98
DeepSeek-R1-0528 1.70 2.27 2.77 2.32 2.12
Qwen3-8B 3.47 4.68 5.30 4.38 5.13
Qwen2.5-7B-Instruct 2.13 3.75 543 3.44 3.54
Translation-Specialized Models
Towerlnstruct-13B 2.16 3.18 3.23 4.50 3.01
SeedX-PPO 1.63 1.98 2.95 2.51 1.80
SSR-X-Zero-7B 1.80 243 - 2.90 248
Qwen2.5-7B-SFT 2.05 4.09 6.02 3.19 4.58
+ GRPO (ours) 1.68 2.37 3.41 2.56 2.37
+ GRPO w/ CLA (ours) 1.67 247 3.36 2.56 2.26

Table 8: MetricX-24 results on WMT and Seed-X-Challenge benchmarks. Lower is better (|). The best

performance within each category is highlighted in bold.

WMT24++ En—X Detailed Results

Model
En—De En—Es En—Fr En—It En—NI En—Pt En—Ru
BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge BLEURT Rl-judge
General LLMs
Gemini-2.5-Pro 7175  89.79 7182 91.10 64.63 91.03 7133 91.14 7221 89.54 6341 90.00 6691 89.88
DeepSeek-R1-0528 69.61 88.18 71.17 90.68 63.53 89.44 70.62 89.57 7126 87.10 6291 87.61 6490 86.76
Qwen3-8B 6390 77.13 6458 8271 4045 7621 6253 7898 6289 7137 5680 80.58 49.62 74.62
Qwen2.5-7B-Instruct 59.43 6894 6284 78.61 5447 7680 59.84 71.83 6144 6421 56.64 76.82 5641 7039
Tr lati cr ialized Model:
Towerlnstruct-13B 69.11 8234 68.68 8426 61.51 8333 70.35 84.40 7049 82.09 6337 8330 62.73 79.02
SeedX-PPO 7115 86.03 70.63 87.51 62.76 8631 71.19 86.69 71.69 8420 6525 8595 65.76 85.62
Qwen2.5-7B-SFT 59.06 65.68 6191 7425 5133 7141 60.12 66.59 58.10 60.05 5577 7298 5372 64.44
+ GRPO (ours) 68.12 82.63 6659 8691 59.78 8527 6743 84.07 67.04 7930 61.24 85.65 6232 8322
+ GRPO w/ CLA (ours) 67.92 82.60 66.44 86.76 60.18 8584 6698 83.67 6650 78.62 61.12 8643 62.39 82.07

Table 9: Detailed breakdown of WMT24++ En—X results. We report BLEURT-20 and LLM-as-a-Judge scores

evaluated by DeepSeek-R1-0528.

model (GRRM), the non-reasoning baseline (Score
79.35 on Seed-X En—Zh) still significantly lags be-
hind the reasoning-enhanced policy reported in the
main text (Score 84.36). This further corroborates
our conclusion that the "Reasoning x Reasoning"
paradigm is essential for peak performance.

Generalization to Instruction-Tuned Models.
To assess the universality of our approach,
we apply our GRPO training with GRRM di-
rectly to a standard instruction-tuned model,
Qwen2.5-7B-Instruct, without any task-specific
SFT warm-up. As shown in the second block of
Table 11, our method yields substantial improve-
ments over the strong base model. Notably, on the
unseen En—X task, the performance improves by
over 11 points on the oss-judge metric (70.84 —
82.44). This result demonstrates that our frame-
work is not limited to specialized translation mod-
els but can serve as a general-purpose alignment
technique to enhance the multilingual capabilities
of off-the-shelf LLMs.

G.5 Case Studies: Reasoning on Challenging
Translation Cases

To provide a qualitative perspective on the quantita-
tive gains observed in the Seed-X-Challenge, Fig-
ure 7 illustrates how our GRRM-optimized model
reasons through challenging translation cases in-
volving cultural ambiguities.

In the scenario of Translating Idiomatic Ex-
pressions (Case 1), the model successfully nav-
igates the English proverb “The grass is always
greener on the other side.” Instead of producing a
rigid or literal translation (e.g., regarding the color
of grass), the model identifies the underlying se-
mantic meaning of dissatisfaction and envy. It then
retrieves the culturally equivalent Chinese proverb
“1% .1y B & AR L & (This mountain looks higher
than that one), ensuring the translation resonates
with native speakers.

Similarly, in the Decoding Internet Slang (Case
2), the model encounters the phrase “INTJ & &
X E”, which blends technical MBTI terminology
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WMT23 X—En Detailed Results

Model De—En Ja—En Ru—En Average
BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge

General LLMs

Qwen3-8B 69.12 88.65 60.87 80.11 6542 84.66 65.14 84.47

Qwen2.5-7B-Instruct 71.75  86.21 66.23 79.03 71.04 83.80 69.67 83.01

Translation-Specialized Models

Towerlnstruct-13B 7448  90.04 66.74 7566 7298 8646 7140 84.06

SeedX-PPO 7543 92.05 70.19 8499 7440 89.82 73.34 88.95

Qwen2.5-7B-SFT 71.51 85.54 6638 78.08 71.15 84.15 69.68  82.59
+ GRPO (ours) 70.25 90.69 67.72 8550 7193 90.14 6997 88.78
+ GRPO w/ CLA (ours) 70.83 9047 67.73 8498 7183 89.25 70.13  88.23

Table 10: Detailed breakdown of WMT23 X—En results. We report BLEURT-20 and LLM-as-a-Judge scores

evaluated by gpt-oss-120b.

WMT Benchmarks

Seed-X-Challenge

Supplementary Configuration Zh—En

En—Zh

En—X Zh—En En—Zh

BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge

Comparison of Reward Models for Non-Reasoning Baselines

SFT baseline (w/o Reasoning) 67.61 85.28 6350 7942 6324 7533 6552 7683 64.04 73.34
+ GRPO w/ BLEURT 68.36 86.46 6528 81.19 65.12 7749 6721 79.17 6525 75.99
+ GRPO w/ BT-RM 68.26 8835 64.67 8544 6333 7821 69.41 82.88 66.00 78.85
+ GRPO w/ PQM-GenRM 68.02 87.55 38.88 36.08 27.14 7.13 6832 8210 4249 39.85
+ GRPO w/ GRRM 6738 8842 64.15 8519 6340 78.88 6857 8538 6592 79.35

GRRM with Instruct-Tuned Base Model

Qwen?2.5-7B-Instruct 6731 85.84 59.92 7942 58.72 70.84 66.59 7995 6275 73.93
+ GRPO w/ GRRM 67.15 89.40 64.88 87.07 63.89 8244 6874 86.99 6737 8345

Table 11: Additional ablation results. We report performance for (1) Applying different reward models to a non
reasoning model tuned from Qwen2.5-7B, and (2) Applying GRRM optimization on top of the instruction-tuned

Qwen2.5-7B-Instruct model.

with colloquial Chinese slang. A literal break-
down might fail to capture the nuance of “¥”
(feign/pretend) in this specific context. However,
the model’s reasoning trace explicitly decomposes
the acronyms and analyzes the character traits, cor-
rectly deriving the idiomatic English translation:
“putting on an extroverted front.”

These cases confirm that our approach does not
merely memorize translation pairs but actively per-
forms semantic analysis and cultural alignment,
justifying the substantial improvements seen in the
LLM-judge evaluations.

H GRRM Application: Inference-time
Reranking

In this section, we investigate the effectiveness of
GRRM as a verifier to select the best translation
from multiple candidates during inference.

Experimental Setup. We conduct experiments
on both reasoning and non-reasoning models, eval-
uating their respective SFT baselines and GRPO-

optimized checkpoints. For candidate generation,
we employ standard sampling with a temperature
of 0.6 to produce N = 4 candidates per input.
We compare our GRRM reranking strategy against:
(1) Sampling Baseline, representing the expected
performance of the policy; and (2) Best-of-V,
which selects the candidate with the highest log-
probability assigned by the policy model. Addition-
ally, for non-reasoning models, we include Beam
Search with a beam width of 4 as a strong decod-
ing baseline. Notably, we exclude Beam Search
for reasoning models, as the extensive length of
Chain-of-Thought sequences renders the decoding
process prohibitively slow and computationally in-
tractable.

Results and Analysis. The results presented in
Table 12 show that ranking with GRRM consis-
tently outperforms the Sampling and Best-of-N
baselines across all datasets and model stages.
Even for GRPO-optimized models, which have
already been aligned via RL, inference-time rerank-
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WMT23 WMT24++ Seed-X-Challenge

Base Model Inference Strategy Average
Zh—En En—Zh Zh—En En—Zh
BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge BLEURT oss-judge
SET Baseline Sampling Baseline 66.78 85.04 59.33 74.20 66.95 80.17 61.64 70.02 63.67 77.36

Best-of-IV 66.76 85.21 59.79 75.50 66.88 79.57 61.94 71.27 63.84 77.89

(w/Reasoning) g ikingw/ GRRM  67.68 8806 6150 8147 6805 8322 6329 7715 6513  82.47

Sampling Baseline 67.40 90.15 64.77 88.05 69.23 87.41 67.20 84.79 67.15 87.60
+ GRPO w/ GRRM  Best-of- N 67.55 90.28 64.99 88.26 69.42 87.73 67.21 83.89 67.29 87.54
Ranking w/ GRRM  67.45 90.41 65.17 88.90 69.16 87.77 67.54 85.90 67.33 88.25

Sampling Baseline 66.05 82.63 61.50 74.63 64.16 73.75 63.04 69.29 63.69 75.07
SFT Baseline Best-of-IV 67.11 84.49 62.42 77.48 64.88 73.85 6291 71.00 64.33 76.71
(w/o Reasoning) Beam Search 68.18 86.28 63.62 81.34 66.25 77.68 64.16 75.45 65.55 80.19
Ranking w/ GRRM  67.54 86.65 63.18 81.06 65.75 78.35 63.99 75.46 65.12 80.38

Sampling Baseline 67.17 88.10 63.91 84.93 68.19 84.97 65.96 79.44 66.31 84.36
Best-of-IV 67.38 88.47 64.12 85.11 68.47 85.24 65.66 78.00 66.40 84.21
Beam Search 67.54 88.81 64.20 85.45 68.48 85.62 65.98 78.64 66.55 84.63
Ranking w/ GRRM  67.37 89.21 64.32 86.27 68.53 86.59 66.60 80.03 66.70 85.53

+ GRPO w/ GRRM

Table 12: Inference-time Reranking Performance. We compare different decoding strategies across reasoning
and non-reasoning models.

ing provides further performance gains. For rea-
soning models where Beam Search is computa-
tionally intractable, scaling test-time compute via
GRRM reranking proves to be a robust inference
paradigm. Rather than relying on a single gener-
ation, this verify-and-select strategy significantly
boosts the SFT baseline (e.g., an average increase
of over 5 points in LLM-judge scores) by effec-
tively filtering out flawed reasoning paths. In non-
reasoning settings, while Beam Search remains
competitive on BLEURT, GRRM reranking consis-
tently achieves superior LLM-judge scores. This
suggests that GRRM prioritizes semantic fidelity
and better aligns with human preferences compared
to likelihood-based decoding strategies.
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GRRM Prompt Example

User: Given a source text in English and multiple translation candidates in Chinese. Perform a step by step analysis and compari-
son of the translation quality for the candidates. Finally, rank and score the candidates with integer scores on a scale from 0 to 10.

Source text:

“we

Garland is the chief judge for the U.S. Court of Appeals for the District of Columbia Circuit.

“e

Translation A:

MmEREEFHLEHR LREREREE

Translation B:

“we

I ZAREFBFRILEHRKARE LIRERG TR ET -

GRRM Output
### Analysis and Comparison
Source Text: Garland is the chief judge for the U.S. Court of Appeals for the District of Columbia Circuit.

1. Translation A: /w2 & % B @IL BN R LR AR ER EE .

* Accuracy: This translation correctly identifies Garland as the chief judge of a court in the D.C. area, but it is imprecise.
The "Court of Appeals for the District of Columbia Circuit” is a specific federal appellate court in the U.S. legal system.
"District of Columbia Circuit" is a key part of its name that signifies it’s part of a "Circuit" of federal appeals courts, not just any
court in D.C. By translating "Circuit" as "_E 7 % 2" (Court of Appeals), the translation implies he is a chief judge of the D.C.
"appellate court" generally, which misses the "Circuit" designation that distinguishes it from other appellate courts. This is a
loss of specific legal precision.

* Clarity: The meaning is generally clear.

2. Translation B: Ao 2 /&% £ B L EH R KA RS LR ARG EREE -

* Accuracy: This translation is highly accurate. "B #8 & & £ 5 % %" (Federal Circuit Court of Appeals) is the standard
official name for "U.S. Court of Appeals” in the context of U.S. federal courts. The structure "Circuit Court of Appeals for the
District of Columbia” implies it’s the D.C. court of this specific federal judicial "Circuit". This translation correctly identifies
Garland as the chief judge of the full, specific court with the correct legal terminology in Chinese.

* Clarity: The meaning is unambiguous and fully preserves the nuances of the original text. "4z £ 4&" is the standard pinyin.
##t# Conclusion

Translation A is acceptable but lacks specificity due to the omission of "Circuit" in the court’s name. It’s under-
standable but not technically correct in a legal context.

Translation B is excellent. It uses the precise and official name "3 #f % ® L 9% i I£" for the "U.S. Court of Ap-
peals", correctly translating "Circuit" as part of the full name of the court. It is both accurate and clear.

### Final Ranking:
B>A
### Scores:

B: 10, A:7

Figure 6: An example of GRRM for machine translation evaluation. Given a source sentence and multiple translation
candidates, the model performs comparative reasoning, then outputs a ranking and relative integer scores. The GQM
prompt used for data annotation is similar, except for the additional requirements regarding the output format.
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Case 1: Translating Idiomatic Expressions (En — Zh)

Source: The grass is always greener on the other side.

Model Reasoning Trace

### Step-by-step Analysis

1. "The grass is always greener on the other side.": This is a well-
known English idiom. A literal, word-for-word translation would be unnatural
in Chinese. The core meaning is that people often feel their current situ-
ation is not as good as they perceive another person’s or another situation to be.

2. Identifying the Chinese equivalent: The most common and id-
iomatic translation for this concept in Chinese is " .y 2 A& A ol " (zhe
shan wangzhe na shan gao), which literally means "To look at the other
mountain, thinking it’s higher." This perfectly captures the essence of wanting
what one doesn’t have.

3. Exploring other options:

* AR 09 3 B % £ 4" (Bi'an de cio z6ngshi géng 11): A more literal,
poetic translation, "The grass on the other shore is always greener," which is
also understandable but not as common in everyday speech as the idiom.

* "fig £ I K" (gé an guan hud): This idiom means "to watch a fire from
the other bank," implying a passive, detached, or envious observation, but
it doesn’t fully capture the comparison between one’s own situation and
another’s.

4. Final Selection: "iX i 2 & A8 .1 &" is the most idiomatic and
widely used equivalent. A slightly more formal and written version is "A4&
Bk, KL (rén wing gaochit zou, shui wing dichi lit), meaning
"People strive for higher ground, water flows to lower ground," which also
conveys a similar message. However, "iZ .1y # % 78 .l 3" is the most direct
and natural translation.

Case 2: Decoding Internet Slang (Zh — En)

Source: INTJ.& & XE

Model Reasoning Trace
#i## Step-by-Step Analysis

1. "INTJ'": This is an acronym for a specific personality type in
the Myers-Briggs Type Indicator (MBTI), which stands for "Introverted,
Intuitive, Thinking, Judging". It is a technical term and should be kept as
"INTJ".

2. "&&": This means "always", "constantly”, or "tend to al-
ways". It implies a consistent, habitual behavior.

3. "#E": This is the core of the phrase.

*"Z " (zhuang) means "to pretend”, "to act", "
act", or "to be fake".

*"E" is an abbreviation for "Extroverted” (from the Myers-Briggs Type
Indicator’s "Extraverted" trait).

* Combined, "&E" means "to act like an extrovert" or "to put on an
extroverted front". The person is pretending to be outgoing and sociable
when they are, in reality, more introverted.

to feign", "to put on an

4.  Synthesis: A literal translation would be "INTJ always pre-
tends to be an extrovert”. A slightly more natural and idiomatic version
would be "INTJs are always putting on an extroverted front" or "INTJs
constantly feign extroversion". "INTJs always act like extroverts" is also a
good option.

5. Final Selection: "INTJs are always putting on an extroverted
front" is a very accurate and natural translation that captures the essence of
the original phrase.

Final Translation

KL BEAL G-

Final Translation

INTJs are always putting on an extroverted front.

Figure 7: Qualitative analysis of translation reasoning. We showcase the model’s ability to handle cultural nuances
by identifying idiomatic equivalents (Case 1) and decoding internet slang (Case 2) through step-by-step analysis.

51956



