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Abstract

SQL dialects vary in syntax, types, and
functions across database engines. Text-to-
SQL benchmarks, however, are predominantly
SQLite based. This creates a critical evaluation
gap: cross-dialect evaluation reveals weak per-
query agreement (Cohen’s k = 0.39), show-
ing that SQLite performance is an unreliable
proxy for other dialects. Yet extending Text-
to-SQL evaluations to other dialects remains
prohibitively difficult, requiring expensive man-
ual query transpilation or relying on tools that
often fail on complex SQL. To close this gap,
we introduce PolySQL, a novel dual-execution
method that eliminates the need for query tran-
spilation by comparing normalized execution
results. Notably, our approach achieves higher
evaluation fidelity than current art with 100%
query coverage. Our large scale study reveals
a 25.2% average relative accuracy drop from
SQLite to other dialects and identifies a sig-
nificant dialect difficulty hierarchy. We find
this degradation stems from logical rather than
syntactic errors (61% vs. 8%). We release our
framework code, experiments, and leaderboard
to enable rigorous dialect-robust evaluation at
https://github.com/IBM/polysql.

1 Introduction

Text-to-SQL systems translate natural language
questions into executable SQL queries, enabling
non-technical users to interact with DBs. However,
SQL is not a monolithic language: different DB
engines implement distinct dialects that vary in syn-
tax, type systems, and available functions (see Ta-
ble 1 for examples of dialects syntactic differences).
Despite this diversity, Text-to-SQL benchmarks are
predominantly evaluated on SQLite, creating a criti-
cal gap between research evaluation and production
deployment. Researchers and practitioners lack the
infrastructure to systematically evaluate how mod-
els generalize across dialects. This evaluation gap
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Figure 1: Dual Execution vs. Query Transpilation.
(a) Single-dialect evaluation. The model maps an NL
question g to SQL, the SQL is executed on the source
DB to obtain R57¢, that is compared against a gold
query result R°"¢. (b) Transpilation for cross-dialect
evaluation. The model generates an SQL query 49t
in the target dialect, which is executed on a migrated
(offline) DB. To obtain the reference result R*9%, the
gold query is first transpiled into the target dialect (y%9%)
and executed on the same DB; results are compared
as in (a). (c) PolySQL. The gold query is executed
on the source DB, while the predicted target-dialect
query 9t is executed on a DB migrated (offline) to the
target system. A normalized comparator enables result
comparison across dialects.

prevents the community from understanding—and
ultimately improving—model behavior when ex-
posed to different dialects.

While multi-dialect benchmarks exist, they re-
main fundamentally constrained by how dialect
variation is introduced. High-fidelity approaches
that manually rewrite gold queries for each dialect,
such as BIRD (Li et al., 2023), ensure semantic
equivalence but do not scale beyond a handful of
dialects. Alternatively, benchmarks that aggregate
datasets from diverse execution environments, such
as Spider 2.0 (Lei et al., 2025), increase surface di-
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versity but conflate dialect differences with changes
in question content, making it impossible to iso-
late the performance degradation caused by syn-
tactic variation alone. Automated transpilation ap-
pears to offer a scalable middle ground; however, in
practice, both rule-based tools and large language
models struggle with complex queries, leading to
limited coverage or outright semantic errors. As a
result, existing multi-dialect evaluation methodolo-
gies fail to provide a reliable, controlled measure
of multi-dialect performance.

We introduce PolySQL (Poly Dialect SQL
Benchmark), a dual-execution framework that elim-
inates the need for query transpilation (Figure 1c).
Gold queries execute on the source DB (e.g.,
SQLite) while model predictions execute on mi-
grated target DBs (e.g., PostgreSQL). A normal-
ized comparator bridges formatting differences, en-
abling direct result comparison across dialects.

This approach leverages a key insight: bridging
dialect differences is fundamentally easier at the re-
sult level than the query level. While query transpi-
lation requires handling complex dialect-specific
syntax, result comparison requires only surface-
level normalization (e.g., timestamp formats, nu-
meric precision). DB migration, necessary for both
approaches, is handled by mature ELT pipelines'.

To validate our approach, we benchmark against
BIRD’s manually-transpiled queries. Our dual-
execution method outperforms all automated al-
ternatives—including SQLGlot (Mao, 2021) static
transpilation and LLM-based approaches—while
maintaining 100% query coverage. For this study,
we migrate three benchmarks (Spider, BIRD,
Archer) to five enterprise dialects (PostgreSQL,
MySQL, Snowflake, BigQuery, ClickHouse), gen-
erating 15 multi-dialect evaluation environments.

We benchmark 16 models covering a range of
sizes and families across all environments to quan-
tify cross-dialect robustness. Our evaluation re-
veals that SQLite performance is an unreliable pre-
dictor, with substantial ranking instability across
dialects. Most significantly, we find this degrada-
tion is driven by logical errors rather than syntactic
ones. Of queries that fail solely due to dialect
shift—queries correct on SQLite but incorrect on
the target dialect—61% result in syntactically valid
but logically altered SQL, while only 8% fail due
to invalid syntax. Furthermore, our study reveals a
clear dialect difficulty hierarchy: PostgreSQL and

"https://github.com/dlt-hub/dlt

Table 1: Syntactic Divergence. A representative sam-
ple demonstrates the variation in syntax required to
extract the year component for different SQL dialects.

Dialect Extract Year Syntax

SQLite strftime(’'%Y’, date_col)
PostgreSQL.  EXTRACT(YEAR FROM date_col)
MySQL YEAR (date_col)

ClickHouse toYear(date_col)

MySQL form an intermediate tier, while BigQuery
and Snowflake constitute the most challenging tier.
Our contributions are as follows:

1. Methodological Contribution: We imple-
ment PolySQL, and establish that DB migra-
tion with normalized comparison achieves
higher fidelity than other SOTA methods for
cross-dialect benchmark porting, while main-
taining 100% execution coverage.

2. Empirical Analysis: Through the largest
multi-dialect study to date (16 models, 6 di-
alects, 3 Benchmarks), we measure a 25.2%
relative cross-dialect accuracy drop and in-
troduce a Dialect Robustness Score (Ap-
pendix C) that measures model consistency
across dialects. We demonstrate that degrada-
tion is driven by logical errors (61%) rather
than syntactic errors (8%).

3. Resource Release: We release PolySQL with
extensible support for new dialects and bench-
marks, enabling immediate evaluation of ar-
bitrary models. We provide 15 multi-dialect
evaluation environments spanning 3 bench-
marks and 5 enterprise dialects, and a live
leaderboard for community benchmarking?.

2 Methodology: PolySQL

We formulate the problem of Automatic Extension
to Multi-Dialect Evaluation as extending single-
dialect benchmarks to arbitrary target dialects.
Both query transpilation and our dual-execution
approach require DB migration, but we eliminate
the need for query transpilation itself by imple-
menting a Dual-Execution Protocol: gold queries
execute on the source DB while predictions exe-
cute on migrated target environments, with results
compared via a normalized comparator.

2Code, results, and evaluation environments are publicly
available at https://github.com/IBM/polysql.
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In this section, we define the formal task (§2.1),
describe the automated migration pipeline (§2.2),
and detail the dual-execution and normalization
protocols (§2.3).

2.1 Problem Formulation

We define a Text-to-SQL benchmark relative
to a specific execution dialect d. Let B¢ =
{(gi, S, y$) }¥, be a benchmark where ¢; denotes
a natural language question, S¢ € S? represents
the concrete DB state (schema and data) realized
in the backend engine of dialect d, and yf is the
ground-truth SQL query, executable on Sld .

In the context of standard evaluation, we are
typically provided with a single source benchmark
B%re fixed to a specific source dialect dg,.. (e.g.,
SQLite), such that we only possess ground-truth
queries y%sre.

Our objective is to generalize this evaluation
to an arbitrary target dialect d;. This neces-
sitates a fundamental first step: the transforma-
tion of the physical execution environment via
(857, dygt) — S'*. Once the target state S is
established, the critical challenge becomes defin-
ing the valid ground truth for this new environment.
This presents two distinct pathways: transpilation-
based (the standard approach) and dual-execution
(our contribution).

1. Synthetic Ground Truth (Query Transpila-
tion) The standard approach (Figure 1b) attempts
to map the source gold query to the target dialect
via a function Wy (y*"¢) — §'9'. Evaluation then
proceeds by comparing the model’s prediction 79!
against this synthetic 7'9' on the target DB. How-
ever, due to semantic divergence in SQL dialects,
Wyt 1s inherently lossy. A failure to perfectly tran-
spile "¢ results in a corrupted ground truth, penal-
izing correct models or rewarding incorrect ones.

2.  Cross-Environment Comparison (Dual-
Execution) Alternatively, we propose to discard
the need for a target ground truth query entirely
(Figure 1c¢). Instead of relying on a potentially cor-
rupted 7'9¢, we utilize the original, human-verified
source query y;"¢ as the anchor of truth. We in-
troduce a Dual-Execution Protocol that operates
as follows. First, we execute the gold query y;"°
on the source DB &; to obtain result set R;™.
Second, we execute the model’s predicted query
319" on the target DB S;" to obtain result set R.Y".
The approach then evaluates correctness by directly

. tgt
comparing these result sets: RS" ~ R.7", where ~

denotes normalized comparison (detailed in §2.3).
For notational simplicity, we henceforth drop the
subscript ¢ when discussing a single instance.

Concrete Example: Consider evaluating a Text-
to-SQL model on PostgreSQL using a bench-
mark originally in SQLite. Given a natural lan-
guage question “List all users born in 19907,
we have: (1) a SQLite DB with a users table,
(2) a gold SQLite query using strftime(’'sY’,
birthdate) = "1990’, and (3) a migrated Post-
greSQL DB with identical data. During evaluation,
the model generates a PostgreSQL query using
EXTRACT(YEAR FROM birthdate) = 1990. We
execute the gold query on the SQLite DB and the
predicted query on the PostgreSQL DB. If both
return the same set of users (after normalization),
the prediction is deemed correct—despite using
different SQL syntax.

In this work, we adopt the second approach.
By decoupling the evaluation metric from query
transpilation, we eliminate the noise introduced by
static analysis tools, ensuring that the benchmark’s
fidelity relies solely on the deterministic migration
of the DB state.

2.2 Automated Environment Isomorphism

To implement ®, we employ the Data Load Tool
(dlt)?, an industrial-grade ELT framework that pro-
vides production-ready connectors for major SQL
engines. Our migration pipeline operates in three
phases: (1) schema introspection extracts table def-
initions, column types, and relationships from the
source DB; (2) type mapping converts source types
to target-compatible equivalents while preserving
data semantics (e.g., SQLite’s TEXT dates to Post-
greSQL’s TIMESTAMP); and (3) bulk data trans-
fer loads rows into the target engine using opti-
mized batch operations.

Critically, we selectively relax referential in-
tegrity constraints during migration. Academic
benchmarks frequently contain "dirty" data that
violates foreign key constraints—a common prop-
erty of real-world evaluation datasets. Enforcing
strict integrity would cause the target DB to reject
these rows, corrupting the benchmark. Our pipeline
preserves data fidelity through strictly typed yet
constraint-permissive loading.

Shttps://github.com/dlt-hub/dlt
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2.3 Dual-Execution and Normalized
Comparator

The core challenge of Dual-Execution is Output
Representation Divergence. While the DB states
are isomorphic, the execution engines are hetero-
geneous. Different backends return semantically
equivalent data in structurally distinct formats—for
instance, SQLite yields dates as strings and loose
numerics, whereas PostgreSQL enforces strict
TIMESTAMPTZ objects and high-precision DECIMAL
types. Consequently, a naive equality check be-
tween R*"¢ and R'9! fails, yielding false negatives
even for semantically correct queries.

To bridge this gap, we implement a Normalized
Comparator. For each example, we execute the
gold query on the source DB (y°"¢ on §°7¢) and the
predicted query on the target DB (p on S'9%). Both
executions produce result sets (R*"¢ and R'9") that
are compared after normalization. This ensures
that our evaluation isolates the semantic correct-
ness of the model’s logic from the implementation
details of the underlying engine. The normalization
function enforces three key transformations:

(1) Bag Semantics Alignment: For queries
without explicit ORDER BY, we canonically sort
both result sets to prevent false negatives from
engine-specific default ordering.

(2) Type Homogenization: We apply strictly
defined casting rules to align driver-specific type
representations (e.g., SQLite’s loose numerics vs.
PostgreSQL’s strict DECIMAL types).

(3) Precision Tolerance: We employ ¢ =
10~ tolerance for floating-point comparisons and
whitespace normalization to distinguish true seman-
tic errors from arithmetic or formatting artifacts.
Full normalization specifications are detailed in
Appendix B.

3 Experimental Setup

This section describes the experimental setup used
throughout sections §4 and §5. We conduct large-
scale cross-dialect Text-to-SQL experiments by
running SOTA models across multiple SQL di-
alects and datasets using PolySQL and other base-
lines as the evaluation infrastructure. In total, we
evaluate 16 models over 300 shared evaluation in-
stances across six SQL dialects, resulting in 28,800
executed predictions.

Benchmarks. We evaluate on three widely used
Text-to-SQL benchmarks: Spider (Yu et al., 2018)
(cross-domain generalization), BIRD (Li et al.,

Table 2: SQLite as a Proxy for Target Dialects. We
evaluate whether SQLite performance reliably predicts
enterprise dialect performance by comparing each of 16
models on the same 300 evaluation instances (100 per
benchmark) across SQLite and five target dialects. Each
row shows the agreement between SQLite and a target
dialect across all model predictions. Despite moderate
linear correlation (r ~ 0.75), the poor ranking fidelity
(p = 0.64) and low per-query agreement (x ~ 0.39)
make SQLite an unreliable predictor for deployment.

Dialect ‘ Cohen’s x Spear. p Pears. r
Snowflake 0.31 0.49 0.58
MySQL 0.35 0.76 0.77
BigQuery 0.40 0.72 0.73
ClickHouse 0.45 0.67 0.84
PostgreSQL 0.45 0.56 0.82
Average | 0.39 0.64 075

2023) (DB efficiency and complexity), and Archer
(Zheng et al., 2024) (arithmetic reasoning). For
each benchmark, we randomly sample 100 evalua-
tion instances and migrate all associated DBs from
their native SQLite implementations to five enter-
prise dialects: PostgreSQL, MySQL, Snowflake,
BigQuery, and ClickHouse. This yields 15 multi-
dialect evaluation environments (3 benchmarks x 5
target dialects). We cap each benchmark at 100 in-
stances to keep the study computationally tractable:
the full grid of 16 models over 6 dialects and 300
instances already amounts to 28,800 query execu-
tions, each incurring both LLM inference and live
database-execution costs across five cloud engines.
Despite this modest size, the design retains suffi-
cient statistical power—McNemar’s tests (Figure 2)
and paired ¢-tests confirm that our key effects (the
cross-dialect accuracy drop and the dialect diffi-
culty hierarchy) are statistically significant. While
our experiments use SQLite as the source dialect
to align with existing benchmarks, PolySQL is
not limited to this setting. Our codebase sup-
ports migrations from MySQL, PostgreSQL, and
Snowflake as source DBs, demonstrating the frame-
work’s ability to operate bidirectionally across di-
alects.

Models. We evaluate 16 state-of-the-art Text-
to-SQL models spanning proprietary and open-
weights systems, covering a broad range of model
sizes and capabilities. The models are grouped
into three tiers: (1) Frontier models: Ope-
nAl GPT-OSS (120B, 20B), Claude 3.5 Sonnet,
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Table 3: Fidelity of Cross-Dialect Evaluation Methods. Comparison of automated evaluation methods against
BIRD’s manually transpiled queries. Coverage denotes the fraction of queries that execute successfully; Reliability
reports agreement with the reference using Cohen’s x, Spearman’s p, and Pearson’s r. Pred — Source (SQLGlot)
transpiles model predictions back to SQLite; Gold — Target (SOQLGlot) transpiles gold queries to the target dialect.
LILM-as-a-Judge evaluates correctness without execution, while Gold — Target (LLM) uses an LLM to transpile
gold queries. PolySQL executes predictions on the migrated target DB and gold queries on the source DB, avoiding

query transpilation.

Class Method \ Requires Migration \ Reliability & Ranking
‘ DBs Queries ‘ Coverage k P r
Static Pred — Source (SQLGlot) | No Yes 46.1% 0.39 0.56 0.55
Gold — Target (SQLGlot) | Yes Yes 409% 048 0.69 0.65
LLM LLM-as-a-Judge (No Exe) | No No 100%  0.38 0.66 0.78
Gold — Target (LLM) Yes Yes 100%  0.66 0.68 0.84
Exec (Ours) PolySQL | Yes No | 100% 072 0.75 0.85

Claude 3.5 Haiku, and Llama 3.1 405B; (2) High-
performance open-weights models: DeepSeek
(V2.5, V3), Qwen 2.5 72B, Llama 3.3 70B,
and Llama 4 Maverick; (3) Efficient and code-
specialized models: DeepSeek Coder 33B,
Llama 4 Scout 17B, Llama 3.1 8B, Qwen 3 8B,
Mistral Small, and Granite 3.3 8B. All models are
evaluated using greedy decoding (temperature = 0)
to ensure reproducibility.

Prompting Strategy. We adopt a zero-shot-with-
instructions setting to evaluate models under ex-
plicit dialect constraints without relying on few-
shot examples. For each target SQL dialect, we
construct a concise set of five dialect-specific syn-
tax guidelines (e.g., preferred date functions or
identifier quoting rules), which are injected into
the system prompt together with the migrated DB
schema (DDL). Guidelines were generated using
Gemini-2.5-Pro, manually validated for correct-
ness, and held fixed across all models. Full prompts
are provided in the code.

Evaluation. For each model prediction, we apply
a dual-execution evaluation protocol. The model-
generated query is executed on the DB migrated
to the target dialect, while the corresponding gold
query is executed on the original source (SQLite)
DB. The resulting outputs are compared using our
Normalized Comparator (§2.3), which accounts
for dialect-specific formatting differences. This
comparison yields a binary correctness signal that
is used to compute execution accuracy.

Reproducibility. To support replication, we pub-
licly release the full PolySQL framework at https:

//github.com/IBM/polysql, including the au-
tomated migration pipeline (§2.2), the normal-
ized comparator implementation (Algorithm 1),
the dialect-specific prompt guidelines, the 15 mi-
grated multi-dialect evaluation environments, and
the model predictions and per-query verdicts un-
derlying every table and figure. Combined with
greedy decoding (temperature = 0), the released en-
vironments make the reported execution accuracies
reproducible.

4 Results: Validating PolySQL

To validate the reliability and practicality of
PolySQL as a cross-dialect Text-to-SQL evalua-
tion method, we assess how closely automated
evaluation approaches align with manually tran-
spiled queries from BIRD, which serve as our ref-
erence. Specifically, we compare execution out-
comes for all 16 models on BIRD obtained via
PolySQL against single-dialect evaluation results
derived from BIRD’s human-transpiled queries on
the corresponding target dialects. We benchmark
our execution-based protocol against four alterna-
tives spanning two classes: (1) rule-based query
transpilation using SQLGlot, applied either by tran-
spiling model predictions back to the source dialect
or by transpiling gold queries forward to the tar-
get dialect; and (2) LLM-based approaches using
GPT-0ss-120Db, either as a judge without execu-
tion or as a query transpiler. Agreement is quan-
tified using Cohen’s Kappa, Spearman’s p, and
Pearson’s 7, capturing alignment at the query level,
consistency of model rankings, and correlation of
aggregate model performance, respectively. As
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shown in Table 3, rule-based transpilation crashes
on 54%-59% of queries (coverage < 46%), while
LLM-based approaches achieve full coverage but
substantially lower agreement (x = 0.38-0.66). In
contrast, our execution-based approach achieves
both 100% coverage and the highest reliability
(k = 0.72, p = 0.75), eliminating the need for
query transpilation.

The Failure of Static Transpilation. Static
query transpilation tools (e.g., SQLGIlot) exhibit se-
vere survivorship bias: a large fraction of queries
fail to transpile due to complex logic or dialect-
specific constructs. As a result, reported reliability
reflects performance on a reduced and easier sub-
set of the benchmark, inflating agreement metrics.
In practical evaluation settings, discarding hard
queries undermines both coverage and the validity
of model comparison.

The Instability of LLM Judges. LLM-based
approaches achieve 100% coverage but trade pre-
cision for hallucination. The "LLM-as-a-Judge"
baseline achieves a Cohen’s Kappa of only 0.38,
indicating that its verdicts are little better than ran-
dom guessing compared to ground-truth execution.
Even when using an LLM to transpile Gold queries
("Gold — Target"), the reliability (x = 0.66) lags
behind strict execution, as the model frequently
generates syntactically valid but semantically in-
correct translations.

The PolySQL Solution. PolySQL resolves this
dilemma by shifting the migration burden from the
query to the DB. By keeping the SQL queries invari-
ant and adapting the schema to support them, we
achieve Universal Coverage (100%): unlike static
tools, we guarantee an execution signal for every
sample in the dataset. Additionally, we achieve De-
terministic Reliability («x = 0.72): unlike LLM
judges, our verdicts are based on physical exe-
cution, achieving the highest agreement with the
source-truth.

This results in the highest ranking fidelity (Spear-
man p = 0.75) and correlation (r = 0.85), con-
firming that PolySQL is the only method capable
of benchmarking SOTA models without discard-
ing complex queries or introducing probabilistic
noise. We stress, however, that kK = 0.72 denotes
substantial rather than perfect agreement with the
manual gold standard: it is the closest any auto-
mated method comes to human-transpiled refer-
ences while retaining full coverage, but it does not
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Figure 2: Dialect Difficulty Hierarchy via McNemar’s
Test. Heatmap of pairwise McNemar’s test p-values
comparing model performance across dialects. Dark
green indicates significant differences (p < 0.05), while
light colors indicate statistical indistinguishability. Post-
greSQL and MySQL form a statistically indistinguish-
able intermediate tier (p ~ 0.40), while BigQuery and
Snowflake constitute the most challenging tier, signif-
icantly harder than all others (all p ~ 0.01). SQLite
shows significant differences from all target dialects (all
p < 0.001), confirming the SQLite Premium.

eliminate the residual gap to manual transpilation-
with-correction. We discuss this fidelity ceiling and
its practical implications in §8.

5 Analysis: Multi-dialect Text-to-SQL

Having validated that PolySQL achieves higher fi-
delity than query transpilation (§4), we now use
it to conduct the largest cross-dialect Text-to-SQL
study to date. We address three research questions:
(1) Can SQLite serve as a reliable proxy for en-
terprise dialects? (2) How do models rank across
different dialects? (3) Why do models fail when
transitioning from SQLite to target dialects?
Using the experimental setup described in §3 (16
models, 6 dialects, 300 evaluation instances, 100
per benchmark), we rigorously quantify the cross-
dialect generalization gap. The following analysis
demonstrates that SQLite is an insufficient proxy
for production dialects (§5.1), presents the first
multi-dialect leaderboard (§5.2), and dissects the
root causes of cross-dialect model failure (§5.3).

5.1 The Necessity of Dialect-Specific
Evaluation

Having validated our framework’s fidelity, we now
investigate whether SQLite-based evaluation can
serve as a reliable proxy for production dialects.
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We compare each model’s performance on SQLite
against its performance on each of the five target
dialects using the same evaluation instances. The
results (Table 2), measured using the reliability
metrics from §4, reveal that SQLite exhibits weak
per-query agreement (Cohen’s k=0.39), poor rank-
ing fidelity (Spearman p=0.64), and only moderate
linear correlation (Pearson r=0.75) with target di-
alects, demonstrating a gap between this pragmatic
default and production reality.

While a surface-level analysis might suggest va-
lidity—indicated by a moderate Pearson correlation
(r = 0.75)—this metric is deceptive. It captures
the general trend that "better models are better ev-
erywhere" but masks specific failure modes. Cru-
cially, the metrics that define benchmarking utility
tell a different story. The Spearman rank correla-
tion (p ~ 0.64) is significantly lower than the linear
correlation, implying that optimizing for a SQLite
leaderboard does not guarantee SOTA performance
on target dialects.

The failure is most acute when attempting fine-
grained error analysis. We employ Cohen’s
Kappa specifically to test the "fine print" of evalu-
ation: can SQLite reliably identify which specific
queries fail in a target dialect? The low agreement
(k =~ 0.39) confirms that it cannot.

5.2 Multi-Dialect Benchmarking Results

We benchmarked 16 state-of-the-art models across
all 6 supported dialects. Table 5 presents the first
comprehensive view of cross-dialect Text-to-SQL
performance.

Dialect Distribution Shift. Models exhibit a
systematic 25.2% relative accuracy drop when
evaluated on enterprise dialects compared to
SQLite (from 48.8% to 36.5% average accuracy).
This performance gap is statistically significant
(paired t-test, p < 0.001), indicating system-
atic rather than incidental differences. We quan-
tify this per model using our Dialect Robust-
ness Score (DRS)—the fraction of SQLite accu-
racy a model retains on the enterprise dialects,
DRS = AcCiarget/ ACCsQLites Where AcCiarget 18 the
average accuracy over the five target dialects (for-
mal definition in Appendix C)—reported in the
final column of Table 5. Scores cluster between
0.68 and 0.78: every model sheds roughly a fifth
to a third of its SQLite accuracy on average, and
no model exceeds 0.78, underscoring that dialect
fragility is pervasive rather than confined to weaker
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Figure 3: Ranking Instability Across Dialects. The
y-axis reports model rank averaged over three datasets,
as measured by PolySQL on each SQL dialect (x-axis).
Rankings on SQLite (leftmost) differ markedly from
those on enterprise dialects, revealing substantial rank
reordering and limiting the predictive value of SQLite-
based leaderboards (detailed analysis in Table 2).

models.

Rank Volatility. Performance on SQLite does
not perfectly predict performance elsewhere (Fig-
ure 3). While Claude 3.5 Sonnet maintains dom-
inance across all dialects, other models exhibit
significant rank changes—for instance, Llama-3.1-
405b ranks 2nd on SQLite but 9th on Snowflake.
Model selection based solely on SQLite leader-
boards thus risks suboptimal performance in enter-
prise settings.

Dialect Difficulty. Snowflake and BigQuery
prove most challenging (34.8-35.2% average ac-
curacy), while PostgreSQL and MySQL form an
intermediate tier (37.6-37.8%). McNemar’s test
confirms this stratification is statistically significant
(p < 0.01).

5.3 Cross-Dialect Logic Failures

To understand why performance degrades on target
dialects, we analyze the specific failure modes of
cross-dialect regressions. We define Gap Errors as
queries where the model produces correct SQL on
SQLite but fails on the target dialect, isolating pure
cross-dialect degradation independent of inherent
query difficulty.

We employed GPT-OSS-120B with structured
rubrics to classify gap errors (full prompt in Ap-
pendix A). We validated this automated approach
by manually labeling 100 randomly sampled gap er-

505



Category Represents Frequency (%)
Schema Linking Hallucinated tables/columns that don’t exist 9.0%
Filtering/Logic Wrong row selection, filters, JOINS, or logic 61.2%
Aggregation/Grouping  Wrong GROUP BY, aggregations, or ordering 10.9%
Dialect Syntax Dialect-specific syntax or function errors 7.7%
Evaluation Framework Ground truth issues, execution failures, etc. 11.1%

Table 4: Error Classification Categories and Distribution

Table 5: Multi-Dialect Execution Accuracy. Models are ranked by average performance across 6 dialects. Bold
indicates significant (p < 0.05) best performance per column. The final column reports the Dialect Robustness
Score (DRS; App. C)—the fraction of SQLite accuracy retained across the five enterprise dialects.

Model SQLite Postgres MySQL Snowfl. BigQ. ClickHs. Avg DRS
Claude 3.5 Sonnet  63.1 50.0 48.8 45.2 47.2 48.4 50.5 0.76
GPT-OSS-120B 54.8 42.1 43.3 41.3 40.5 40.9 43.8 0.76
DeepSeek V2.5 52.8 40.5 38.5 43.7 40.9 42.1 43.1  0.78
DeepSeek V3 53.2 42.9 40.5 39.7 37.3 44.8 43.1  0.77
Llama 3.1 405B 54.8 40.9 40.5 34.5 39.3 45.2 42.5  0.73
Claude 3.5 Haiku 54.8 39.3 42.1 38.1 38.5 42.1 42.5  0.73
GPT-OSS-20B 53.2 41.7 41.7 34.5 38.5 39.7 41.5  0.74
Llama 4 Maverick 51.2 42.5 38.5 38.5 36.9 39.7 41.2  0.77
Qwen 2.5 72B 52.0 39.3 38.5 35.3 36.1 43.7 40.8 0.74
Llama 3.3 70B 50.0 39.3 40.5 40.5 34.5 38.1 40.5  0.77
Mistral Small 46.0 37.3 36.1 32.5 32.1 40.5 374 0.78
Llama4 S 17B 47.2 34.1 36.9 32.5 32.5 40.5 373 0.75
DeepSeek C 33B 43.7 34.9 33.7 32.1 29.8 34.5 34.8 0.76
Qwen 3 8B 40.9 29.4 32.9 23.8 23.8 28.2 29.8 0.68
Llama 3.1 8B 34.5 26.2 28.2 26.6 25.0 16.7 26.2 0.71
Granite 3.3 8B 27.8 20.6 23.8 23.8 24.2 6.3 21.1 071

rors, achieving 90% agreement between automated
and manual classifications. Table 4 presents the
distribution of failure modes.

The dominant failure mode (61.2%) is Logic
Degradation—syntactically valid queries with in-
correct semantic reasoning—while Dialect Syntax
errors account for only 7.7% of the generalization
gap. Logic errors dominate syntactic errors, indi-
cating that dialect shift affects semantic reasoning
beyond mere syntax.

Notably, 11.1% of gap errors were classified
as Evaluation Framework issues—primarily am-
biguous gold query semantics rather than frame-
work bugs. Even after excluding these cases, Logic
Degradation remains the dominant failure mode at
68.8% of determinate errors.

6 Related Work

6.1 Cross-Dialect Evaluation

Recent efforts to address the fragmentation of SQL
dialects generally fall into three categories:

Manual Curation vs. Aggregation. BIRD (Li
et al., 2023) represents the gold standard for fidelity,
employing human experts to transpile queries from
SQLite to PostgreSQL and MySQL. However,
this manual process is prohibitively expensive and
static, effectively freezing the benchmark in time.
Conversely, Spider 2.0 (Lei et al., 2025) achieves
diversity by aggregating disparate datasets from
various engines. While the authors performed a lim-
ited pilot study (N = 180) noting that Snowflake
was significantly more challenging than BigQuery
(Lei et al., 2025), this manual analysis was re-
stricted to a tiny subset of the data. Without an
automated migration framework, they could not
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scale this insight to the full benchmark, resulting
in a disjointed landscape where dialect difficulty
cannot be systematically isolated from question
complexity.

Synthetic Adaptation. Several works leverage
synthetic data or intermediate representations to
bridge the gap. Dialect-SQL (Shi et al., 2025)
and SQL-GEN (Pourreza et al., 2025) generate
training samples for Oracle and BigQuery to vali-
date specific adaptation methods, while ExeSQL
(Zhang et al., 2025) adapts models to new dialects
through execution-driven, agentic bootstrapping
and OmniSQL (Li et al., 2025) synthesizes high-
quality Text-to-SQL data at scale. A parallel line
targets dialect translation: CrackSQL (Zhou et al.,
2025) and Mallet (Ngom and Kraska, 2024) trans-
late queries across engines, while MoMQ (Lin
etal., 2024) employs a mixture-of-experts for multi-
dialect generation. However, these contributions
are primarily modeling techniques rather than sys-
tematic evaluation frameworks, and they often lack
public, execution-ready benchmarks for external
validation. Crucially, because no standardized
multi-dialect benchmark previously existed, these
works were forced to evaluate on proprietary or
non-standard dataset splits, rendering their reported
"gap closures" difficult to reproduce or compare
against other baselines.

7 Conclusions

The transition of Text-to-SQL from academic cu-
riosity to industrial necessity requires a commen-
surate shift in evaluation methodology. To address
this evaluation need, we introduced PolySQL, a
framework that replaces brittle query transpilation
with execution-based cross-dialect evaluation. By
migrating DB state rather than query logic and em-
ploying a normalized comparator to bridge engine-
specific formatting differences, we achieve the
highest benchmark fidelity to date (x=0.72) while
maintaining 100% execution coverage. Critically,
our framework supports arbitrary source dialects
(not just SQLite), with our codebase demonstrat-
ing migrations from MySQL, PostgreSQL, and
Snowflake.

Our analysis reveals a critical insight: cross-
dialect failures are predominantly logical (61%)
rather than syntactic (8%), challenging the assump-
tion that dialect adaptation is merely syntax trans-
lation. This suggests future work should prioritize
semantic robustness over pattern matching. For

practitioners, SQLite benchmarks provide insuffi-
cient signal for production—dialect-specific evalu-
ation is essential for reliable deployment.

Ultimately, PolySQL redefines the standard for
robust Text-to-SQL evaluation. By releasing our
framework and 15 multi-dialect evaluation environ-
ments, we remove the evaluation bottleneck that
has constrained cross-dialect research. Future work
can now systematically investigate multi-dialect
training strategies, dialect-aware prompting tech-
niques, and architectural modifications that pre-
serve reasoning coherence under syntactic varia-
tion. As Text-to-SQL systems continue to mature,
PolySQL provides the rigorous evaluation founda-
tion necessary to ensure their reliability in diverse,
real-world DB environments.

8 Limitations

While PolySQL enables scalable cross-dialect eval-
uation, our methodology involves specific trade-
offs regarding feature scope and performance attri-
bution.

Source-Bias and Feature Intersection. Our mi-
gration pipeline operates on the intersection of
source and target dialect capabilities. Because the
underlying questions and schemas originate from
SQLite-based benchmarks (Spider, BIRD), they
do not require—and thus do not test—features ex-
clusive to enterprise dialects, such as Snowflake’s
semi-structured VARIANT data handling, Post-
greSQL’s advanced window functions, or Big-
Query’s array structs. Consequently, our study
measures dialect portability (how well a model
translates generic logic to specific syntax) rather
than native dialect mastery (how well a model lever-
ages engine-specific optimizations).

Disentanglement of Knowledge vs. Instruc-
tion Following. Our zero-shot-with-instructions
prompting strategy evaluates the model’s end-to-
end ability to adapt to a target dialect. We ob-
serve that performance degradation often mani-
fests as logical errors (§5.2). However, our cur-
rent experimental design cannot fully disentangle
whether these failures stem from a lack of para-
metric knowledge (the model does not "know" the
dialect) or a failure of instruction following (the
model ignores the dialect constraints in the prompt).
While we mitigate this by using a standardized, ver-
ified instruction set, smaller models with weaker
instruction-following capabilities may be dispro-
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portionately penalized, regardless of their internal
representation of SQL syntax.

Normalization Boundaries. Our normalized
comparator (§2.3) is designed to be permissive re-
garding formatting while strict on semantics. How-
ever, certain edge cases in floating-point arithmetic
and localized collation (sorting orders) vary deeply
at the engine level. While we enforce a strict
€ = 107 tolerance and canonical sorting, ex-
tremely subtle divergences in how different engines
handle NULL ordering or mixed-type comparisons
may still yield false negatives, though our manual
audit suggests this affects < 1% of queries.

Comparator Fidelity Ceiling. PolySQL agrees
strongly but not perfectly with manually transpiled
ground truth (x = 0.72), which corresponds to
substantial rather than near-perfect agreement un-
der standard interpretations of Cohen’s . This
residual gap stems from the normalization edge
cases noted above (§2.3) and, occasionally, from
ambiguous gold-query semantics. We therefore
position PolySQL as a scalable first-phase screen-
ing tool that delivers immediate, automated cross-
dialect signal at 100% coverage—substantially
more reliable than any automated alternative (Ta-
ble 3)—rather than as a replacement for expensive
manual transpilation-with-correction when a certi-
fied production gold standard is required.

Migration Overhead. Unlike static analysis eval-
uation, PolySQL requires active DB infrastructure.
Executing 16 models across 15 environments re-
quired significant compute resources for DB host-
ing and migration. While the human cost of evalu-
ation is eliminated, the computational cost is non-
trivial compared to text-matching metrics.
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9 Appendices

A Automated Error Classification
Protocol

To quantify the "Cognitive Fragility" phenomenon,
we performed a root-cause analysis on all samples
where the model succeeded on the source dialect
(SQLite) but failed on the target dialect. To en-
sure consistency and eliminate human bias, we uti-
lized a standardized LLM judge (gpt-0ss-120b)
to classify failures into four mutually exclusive cat-
egories.

Crucially, our classification protocol enforces a
strict distinction between Syntactic Ignorance and
Logical Collapse. Failures arising from type sys-
tem violations (e.g., performing arithmetic on date
objects without casting) are classified as Filtering/-
Logic Errors, as they represent a failure to reason
about the fundamental data model of the target en-
vironment, rather than mere surface-level syntax
differences. The full system instruction used for
classification is provided below:

DEFAULT_JUDGE_TEMPLATE = """
You are a meticulous SQL evaluation analyst. Your task is to analyze a

single failed NL-to-SQL prediction and classify the PRIMARY root
cause of the failure.

CONTEXT: MULTI-DIALECT SQL EVALUATION (THE "GAP" ANALYSIS)

This evaluation tests whether language models can generalize from
SQLite (Academic Standard) to Enterprise Dialects (PostgreSQL,
BigQuery, Snowflake, etc.).

CRITICAL CONTEXT:

1. The model's query SUCCEEDED in SQLite (returned correct results).

2. The exact same query (conceptually) FAILED in the Target Dialect (e.
g., PostgreSQL).

3. Your job is to explain WHY the transition caused a failure.

Key fields you will receive:
- ‘gen_type': The TARGET SQL dialect (e.g., postgres, bigquery,
snowflake).

schema”: The database schema in the TARGET dialect.

‘predicted_sql: The model's generated SQL.

- ‘gold_sql’: A reference query in SQLite (provided ONLY for intent
understanding) .

- ‘question’: The natural language question.

- ‘pred_error: Error message from executing predicted_sql (if any).

- ‘results_equal : Whether both queries returned the same results (
False = failure).

YOUR TASK

. If ‘results_equal is True -> output “null" (no error to classify).

. Otherwise, determine the PRIMARY root cause.

. Choose the MOST SPECIFIC category that applies.

. Follow the DECISION PROCEDURE strictly (it prioritizes Logic errors
over Syntax errors).

A WN =

ERROR CATEGORIES (use these exact names)

The model referenced columns or tables that DO NOT EXIST in the
provided target schema.

A) COLUMN/TABLE HALLUCINATION:
- Referencing a column/table name that doesn't exist.
- Using a column from the wrong table.
- NOTE: If the table exists in SQLite but NOT in the Target Schema,
this is a schema_linking_error (model failed to read the new
schema) .

The model wrote syntactically valid SQL (or SQL that failed due to type
mismatch in a WHERE clause), but the underlying LOGIC selects
the wrong rows.

A

<

LOGICAL MISMATCH:

- Wrong comparison operators (> vs ">=7).

- Wrong boolean logic (“AND" vs “OR").

- Missing JOINs or wrong JOIN conditions.

- Constraint/Integrity Violations (e.g., query fails due to NOT NULL
constraint).

B) TYPE/VALUE LOGIC ERRORS:

- Comparing incompatible types (e.g., string '2023' vs integer 2023)
IF it represents a failure to understand the data model.

- SQLite-isms that imply wrong typing (e.g., ‘date_col + 7" treating
date as int).

- *Note:* If this throws a syntax error in Postgres, it is still a
FILTERING error (logic) because the model fundamentally
misunderstood the data type.

N

CATEGORY 3: aggregation_error (GROUPING FAILURE)

The model selected the correct rows, but failed in aggregation,
grouping, or ordering.

A

<

GROUPING/OUTPUT LOGIC:

- Wrong “GROUP BY' columns (often violates strict modes in Postgres/
BigQuery).

- Missing “GROUP BY" when aggregating.

- Wrong aggregate function ( COUNT" vs °"SUM’).

- Wrong "ORDER BY' direction or column.

CATEGORY 4: dialect_error (SYNTAX ONLY)

The model's LOGIC (Schema, Filtering, Aggregation) is CORRECT, but it
used syntax or functions forbidden in the target dialect.

A

<

SYNTAX IGNORANCE:

- Using SQLite functions in Target (e.g., ‘strftime’ in BigQuery).
- Hallucinated functions that exist nowhere.

- Wrong quoting (backticks vs double quotes).

- Wrong casting SYNTAX (e.g., “::int" in MySQL).

B

N

STRICTNESS VIOLATION (SLOPPINESS):

- Query would work in SQLite but violates strict typing rules in
Target (where the logic is arguably correct, but syntax is too
loose).

- EXCLUDES: GROUP BY violations (Must be classified as Category 3).

DECISION PROCEDURE (STRICT ORDER)

1. CHECK FOR SCHEMA REFERENCE ERRORS
- Did it invent a table or column?
-> If yes: “schema_linking_error"

2. CHECK FOR ROW SELECTION/LOGIC ERRORS
- Did it filter on the wrong logic?
- Did it try to compare a String to an Int (logic flaw)?
- Did it mess up the JOINs?
-> If yes: “filtering_error"

3. CHECK FOR AGGREGATION/OUTPUT ERRORS
- Did it group by the wrong thing?
- Did it fail a "Strict Group By" check?
-> If yes: ‘aggregation_error’

4. CHECK FOR DIALECT SYNTAX ERRORS
- Everything else makes sense, but it used ‘strftime’ instead of
EXTRACT °?
- Everything else makes sense, but it used
-> If yes: ‘dialect_error’

instead of *° " 77

5. CHECK FOR EVALUATION/PROCESS ISSUES (Last Resort)
- The SQL is flawless, but execution failed? (Timeout/Crash)
- The SQL is flawless, but ‘results_equal’ is False? (Float/Sort
mismatch)
- The Gold Query is wrong?
-> If yes: “invalid_evaluation’

OUTPUT FORMAT

If “results_equal’ is True:
Output only: null

Otherwise output valid JSON exactly like this:
{{
"question_id": <int>,
"category": "<schema_linking_error|filtering_error|
aggregation_error|dialect_error|invalid_evaluation>",
"explanation": "<1-2 sentences explaining the root cause>",
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"evidence": "<Short quote from SQL or error message proving the
classification>"

1}

PREDICTION DATA TO ANALYZE

{prediction_json}

B Normalized Comparator Specification

To ensure rigorous cross-dialect comparison, our
Normalized Comparator follows a strict three-stage
protocol:

1. Structural Alignment (Bag vs. List Seman-
tics). We explicitly handle the distinction be-
tween ordered and unordered result sets. Let Qgola
be the ground truth query and Rpred, Rgola be the
execution result sets (rows).

* Ordered Context: If (g4 contains an ex-
plicit ORDER BY clause, we enforce strict
list equality. The comparator validates that
Rpredli] = Rgola[i] for all indices 4, penaliz-
ing any deviation in row sequence.

¢ Unordered Context (Bag Semantics): If no
ordering is specified, we treat the outputs as
multisets. To enable deterministic compari-
son, we lexicographically sort both Rpeq and
Ryo1q by all columns prior to evaluation. This
ensures that valid queries are not penalized
for engine-specific default sorting (e.g., Post-
greSQL’s heap scan order vs. SQLite’s B-Tree
order).

2. Schema Homogenization. To account for
dialect-specific column naming conventions (e.g.,
case sensitivity), we normalize column headers to
lowercase and structurally align the dataframes.
If the model predicts a superset of the required
columns (e.g., returning an extra ID column), we
align Rpreq to the schema of Rgolq, discarding ex-
traneous columns while preserving the required
signal.

3. Type-Aware Value Comparison. Finally, we
perform cell-wise comparison with type tolerance:

* Numeric Tolerance: Direct equality checks
fail across dialects due to floating-point preci-
sion differences (e.g., 64-bit vs. 32-bit floats).
We employ a tolerance threshold (¢ = 107°)
using numpy.allclose, allowing for minor
driver-level variations while rejecting incor-
rect values.

» String Normalization: String values are
whitespace-stripped to handle padding differ-
ences (e.g., CHAR vs VARCHAR output).

* Type Looseness: We permit valid cross-type
matches (e.g., int64 vs uint32) provided
the numerical values fall within the tolerance
threshold.

This rigorous normalization ensures that our
evaluation metric measures semantic correct-
ness—the retrieval of the correct data—rather than
overfitting to the implementation details of the un-
derlying engine.

B.1 Algorithmic Specification

We provide the complete normalized comparison
procedure in Algorithm 1 for reproducibility and
implementation clarity.

Implementation Notes:

* LexSort performs multi-column lexico-
graphic sorting with NULL-last semantics

* Type inference uses driver-level metadata
(e.g., numpy .dtype for numeric detection)

* Execution failures (syntax errors, timeouts)
are caught and return False

* The complete implementation with type coer-
cion rules is provided in our codebase

Extending to New Dialects. Adding a target di-
alect requires only (i) a dlt-supported connec-
tor for schema and data migration (§2.2) and (ii)
any dialect-specific output-normalization rules. In
practice, the three transformations above—bag-
semantics alignment, type homogenization, and
precision tolerance—are dialect-agnostic and al-
ready cover the majority of engines; additional
rules are needed only when an engine emits a
novel physical representation (e.g., a nonstandard
DECIMAL or timestamp encoding). Such cases are
surfaced semi-automatically: because the compara-
tor runs the gold query on the source and the pre-
diction on the target, any systematic representa-
tion mismatch appears as a cluster of false neg-
atives among queries that are otherwise semanti-
cally correct. Auditing this residual-disagreement
set—rather than manually enumerating a new di-
alect’s type system—is the practical procedure we
use to identify the few additional casting rules re-
quired per engine.
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Algorithm 1 Normalized Cross-Dialect Result Comparison

Require: Gold query y*"¢, predicted query '9¢, source DB S*¢, target DB S'9!
Ensure: Boolean correctness signal: True if semantically equivalent, False otherwise

1:

AR A A R A B A W WL W LWL WL L WERNNILNDININNNRNDN = = o= s o e e e e e
RS A A S oul = <R N AR N A S S i < e~ B = A LR SR O ol =R AT A ol S ol =

R A O S i

R + Execute(y*"¢,S8°°)

R + Execute(g9t, St9t)

if R°7¢ = () and RY' = () then
return True

end if

if |[R57¢| £ |RY9!| then
return False

end if

/l Stage 1: Structural Alignment

if y°"° contains ORDER BY then
preserve_order < True

. else

R « LexSort(R*"°)
R + LexSort(R'"?)
preserve_order <— False

: end if

: // Stage 2: Schema Homogenization

: R*"¢.columns < Lowercase(R*"“.columns)
. RY.columns < Lowercase(R'Y!.columns)

if R!9.columns ¢ R*".columns then
return False

: end if

: RY' « RY'[R®".columns)

. // Stage 3: Type-Aware Value Comparison
: fori =1to |R*| do

for j = 1to |R*"“.columns| do
,US’I’C (_ R<97’C[7;7j]
oot — B9, ]
if v57¢ = NULL and v'9" = NULL then
continue
end if

if IsNumeric(v®"¢) and IsNumeric(v'9%) then

if [v°7¢ — 0!9!| > ¢ then
return False
end if

else if IsString(v®™) and IsString(v'9%) then

if Strip(v®"¢) # Strip(v'9') then

return False
end if
else
if v57¢ £ v'9¢ then
return False
end if
end if
end for

. end for
: return True

> Execute gold on source
> Execute prediction on target

> Both empty: correct

> Row count mismatch

> Sort all columns lexicographically

> Missing required columns

> Align column order, drop extras

be=10"°

> Direct equality for other types

> All checks passed
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C Dialect Robustness Score

To quantify model consistency across dialects, we
define the Dialect Robustness Score as follows:

ACCSQLite - ACCtarget

Dialect Robustness = 1 —
AccsqLite
o ACCtarget

(D

AccsqLite
where:

* AccsqLite 1S the model’s accuracy on the
SQLite (source) dialect

* ACCprger 18 the model’s average accuracy
across the five enterprise target dialects
(PostgreSQL, MySQL, Snowflake, BigQuery,
ClickHouse)

Interpretation:

* A score of 1.0 indicates perfect robust-
ness—the model maintains its SQLite perfor-
mance across all target dialects (no degrada-
tion)

¢ A score of 0.8 indicates the model retains 80%
of its SQLite performance on average

* Lower scores indicate greater dialect-specific
fragility and poor generalization

This metric provides a single normalized mea-
sure of cross-dialect consistency, enabling direct
comparison of model robustness independent of
absolute performance levels.

D Notation Reference

Table 6: Mathematical Notation Used in Methodol-
0gy

Symbol Definition

d SQL dialect (e.g., SQLite, PostgreSQL,
MySQL)

dsre Source dialect

digt Target dialect

B4 Text-to-SQL benchmark for dialect d

N Number of examples in benchmark

qi Natural language question (example 7)

S{i Database state (schema + data) in dialect
d

S Database state in source dialect (short-
hand for S¢=v<)

Stat Database state in target dialect (after mi-
gration)

s4 Space of all possible database states in
dialect d

yd Ground-truth SQL query for dialect d
(gold query)

sre Gold query in source dialect (shorthand)
i Gold query in source dialect for example

i

ot Synthetic/transpiled query in target di-
alect (via Wyg¢)

ot Model’s predicted query in target dialect

Qfg t Model’s predicted query for example ¢
(shorthand)

P Predicted SQL query from model (alter-

O(S°7, digt)
Wige(y°"°)

RS’I‘C

Rigt

3D

native notation for §9%)

Database migration function

Query transpilation function to target di-
alect dyg¢

Result set from executing query on
source database

Result set from executing query on target
database

Floating-point comparison tolerance
(1077)

Cohen’s Kappa (agreement metric)
Spearman rank correlation

Pearson linear correlation
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