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Abstract

Language models are trained on tokenized text
that obscures the sound structure of words, yet
they reliably produce morphemes whose form
is phonologically conditioned. It remains un-
clear whether they rely on item-specific mem-
orization or rule-like generalization and, if the
latter, how that generalization is implemented.
We therefore ask whether this phonological
condition is represented within language mod-
els and how it is causally used for allomorph
selection. For the English indefinite article
a/an, we show that the phonological condition
is encoded along a single linear direction in
trigger-token embeddings, that this direction
causally drives article selection in token-level
wug tests, and that, at the article-prediction po-
sition, the model forecasts the upcoming trigger
token and uses the forecasted trigger’s phono-
logical feature to choose the article. We then
ask whether this rule-like generalization ex-
tends beyond English article selection, both
to allomorph selection in other languages and
to explicit phonological judgment. Together,
these results provide a mechanistic account of
phonologically conditioned allomorph selec-
tion in language models, and dissociate this
generation-time ability from explicit metalin-
guistic judgments.

1 Introduction

Large language models (LLMs) now extend well
beyond standard NLP benchmarks into a growing
range of real-world applications (Bommasani et al.,
2021; Zhao et al., 2026). Yet because these models
are neural networks trained end-to-end on massive
amounts of raw text without explicit linguistic su-
pervision (Devlin et al., 2019; Brown et al., 2020),
the nature of the linguistic knowledge they inter-
nalize remains incompletely understood.

Understanding the linguistic knowledge that
LLMs internalize is theoretically important, as they
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offer a rare view into how a non-human system
comes to represent language. It is also practically
important, because LLMs are increasingly used in
settings where reliable linguistic behavior matters,
including language assessment, therapy, and ed-
ucation (Yancey et al., 2023; Allen et al., 2025;
Davis et al., 2024). These considerations have mo-
tivated a growing body of work on what linguistic
knowledge LLMs acquire and how they deploy it.

Within this broader effort to understand various
linguistic domains, we focus on morphophonology
— the domain in which phonology and morphology
interact. When humans acquire a spoken language,
phonological information is directly available in the
acoustic signal. LLMs, in contrast, are trained on
text alone, and tokenization further abstracts words
into atomic units that do not expose their sound
structure, leaving phonology available to them only
indirectly (Itzhak and Levy, 2022; Kaushal and Ma-
howald, 2022). And yet these models are trained to
produce morphemes whose form is phonologically
conditioned. Whether their ability to do so reflects
item-specific memorization or a rule-like general-
ization1 remains unclear; if the latter, the mecha-
nism by which the generalization is implemented
is unknown. We use phonologically conditioned al-
lomorph selection to ask whether language models
represent a phonological condition shared across
tokens, rather than tied to particular lexical items,
and how they use that representation for allomorph
selection.

Concretely, we focus first on the English indefi-
nite article a/an, a canonical case of phonologically
conditioned allomorphy. We first ask whether the
phonological condition governing this choice is en-
coded in trigger-token embeddings, and show that
it is concentrated in a single direction in embed-

1Throughout, rule-like generalization denotes a property
of the model’s behavior, not of its implementation. We do not
claim that the model encodes or applies a symbolic rule, and
our experiments are not designed to settle that question.
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ding space (§4). We then use token-level wug tests
to show that this direction causally controls the
model’s choice between a and an (§5). To identify
the internal mechanism, we use FutureLens (Pal
et al., 2023) and its reverse mapping to show that,
at the article-prediction position, the model fore-
casts the upcoming trigger token and selects the
article based on the phonological feature of that
forecast (§6). Finally, we use the same token-level
wug framework to examine the scope of this ef-
fect beyond English article selection, finding analo-
gous causal effects in Korean, Turkish, Italian, and
French allomorphy but a dissociation from explicit
sound-judgment questions (§7).

Our results carry a simple memorization-vs-
generalization question into a mechanistic account
of how the phonological condition for a/an is rep-
resented, used, and routed inside the model, and
how far this account extends beyond English arti-
cle selection. Whereas prior work on phonological
knowledge in LLMs has relied largely on metalin-
guistic benchmarks and output-level evaluation (Su-
varna et al., 2024; Edman et al., 2024), our analysis
contributes by directly inspecting the internal rep-
resentations and generation mechanisms that pro-
duce these behaviors. Our code is available at https:
//github.com/Koolkumn/allomorph-selection.

2 Related Work

2.1 Subtoken Information in Language
Models

Language models are usually trained on text, and
tokenization makes tokens their basic input units.
They therefore lack explicit access to the inter-
nal structure of tokens, such as orthographic form,
phonological form, or morphological composition
(Edman et al., 2024; Bostrom and Durrett, 2020;
Xue et al., 2022). Yet the strings they learn to pre-
dict come from human languages in which these
lower-level properties can be relevant to predict-
ing the next word or morpheme. This mismatch
has motivated a growing body of work on how
language models handle structure below the token
level. Prior work has approached this problem in
two broad ways: by modifying models so that they
can access such structure more directly, and by ask-
ing what pretrained models know about structure
below the token level.

One line of work modifies the input or training
setup so that models can access structure below the
token level, for example by using bytes or charac-

ters (Xue et al., 2022; Clark et al., 2022), adding
phoneme or IPA information (Gale et al., 2023;
Nguyen et al., 2023), or incorporating phonolog-
ical features into morphological models (Guriel
et al., 2023). Studies in these settings show that
phonological and morphophonological structure
can be made available to neural models, and can
sometimes be detected in their internal representa-
tions (Astrach and Pinter, 2025; Silfverberg et al.,
2021). They leave open, however, how standard
language models handle phonological conditions.

A second line of work analyzes already trained
models. Work such as PhonologyBench (Suvarna
et al., 2024), CUTE (Edman et al., 2024), EXE-
CUTE (Edman et al., 2025), and Weissweiler et al.
(2023) evaluates whether LLMs can use phonologi-
cal, orthographic, or morphological information in
their outputs. However, because these benchmarks
evaluate models by asking direct questions about
linguistic form, it remains unclear whether success
reflects metalinguistic knowledge used to answer
the task or information represented and used during
ordinary text generation. Thus, these studies do not
show how the relevant phonological condition is
internally represented or used during prediction.

Most closely related to our work, probing studies
show that token embeddings contain substantial
character-level information (Itzhak and Levy, 2022;
Kaushal and Mahowald, 2022). Our study builds
on this observation by identifying a phonological
direction in token embedding space and showing
that this direction causally contributes to allomorph
selection.

2.2 Linear Representation Hypothesis
A growing body of interpretability work suggests
that models’ internal features are organized linearly
in activation space. Under the linear representation
hypothesis, a feature can often be read out by pro-
jecting activations onto a direction, and in some
cases manipulated by intervening along that direc-
tion (Park et al., 2024; Gurnee and Tegmark, 2024;
Marks and Tegmark, 2024). This perspective mo-
tivates the use of linear probes and steering inter-
ventions. However, linearly decodable information
may be distributed across a low-dimensional sub-
space rather than concentrated in a single direction,
and decodability alone does not establish causal use
(Ravfogel et al., 2020; Elazar et al., 2021; Ravfogel
et al., 2022). We therefore treat the dimensionality
and causal role of the phonological condition for
a/an selection as empirical questions, first identify-
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Allomorph Initial sound Examples

a consonant a banana; a university /j-/
an vowel an apple; an hour /aU-/

Table 1: Allomorphs of the English indefinite article
a/an, conditioned by the initial sound of the trigger
token rather than its orthography.

ing a linear phonological direction and then testing
whether the information is concentrated in that sin-
gle direction and causally used in article prediction.

3 Preliminaries

3.1 Phonologically Conditioned Allomorphy

Many morphemes have multiple surface realiza-
tions, or allomorphs, whose distribution is condi-
tioned by phonological, morphological, or lexical
context (Haspelmath and Sims, 2010). When this
choice of allomorph is determined by the surround-
ing sound structure, the phenomenon is known as
phonologically conditioned allomorphy. Crucially,
this process is highly productive: human speakers
readily apply the pattern to novel words such as
neologisms and borrowings. This behavior sug-
gests that the choice of allomorph is derived from a
phonological rule rather than memorized lexically
(Haspelmath and Sims, 2010; Berko, 1958).

To study whether LLMs make such phonolog-
ically conditioned choices, we focus on the En-
glish indefinite article a/an, a canonical case of
allomorph selection. The relevant contrast is phono-
logical rather than orthographic: a appears before
consonant-initial words, including orthographic
vowel cases such as university, whereas an appears
before vowel-initial words, including orthographic
consonant cases such as hour (Table 1) (Pak, 2016).
We refer to the following word-start token whose
initial sound conditions this choice as the trigger
token.

3.2 Notation and Setup

We analyze decoder-only Transformer language
models with L transformer layers and hidden di-
mension d. Let V denote the vocabulary, and let
E ∈ R|V |×d be the token embedding matrix. We
write Ei ∈ Rd for the embedding vector in row i
of E. At timestep t, let hℓt ∈ Rd denote the hidden
state after transformer layer ℓ; in particular, hLt is
the final transformer-layer state before the model’s
final RMS normalization. The model’s next-token
distribution at timestep t, denoted Pt ∈ [0, 1]|V |, is

computed by applying an unembedding map D(h)
to hLt :

Pt = D(hLt ),

D(h) = softmax

(
Wout

(
γ ⊙ h

RMS(h)

))
,

where Wout ∈ R|V |×d is the output projection ma-
trix, γ ∈ Rd is the effective scaling vector of the fi-
nal RMS normalization, and ⊙ denotes the element-
wise product.

For a token x ∈ V , Pt(x) denotes the prob-
ability assigned to x by this distribution. When
the timestep is clear from context, we write this
probability simply as P (x). For weight-tied mod-
els, the output projection is the same matrix as
the input embedding matrix; in this case, we write
Wout = E.

For English a/an, our main analysis proceeds in
the three stages previewed above. We first iden-
tify a phonological direction in trigger-token em-
beddings (§4). We then test whether that direc-
tion is causally used for article prediction (§5).
Third, we examine how the relevant information
is routed through the model (§6). We evaluate
these three stages across three instruction-tuned
decoder-only language models: Llama-3.2-3B-
Instruct (Grattafiori et al., 2024), Qwen2.5-3B-
Instruct (Qwen Team, 2024), and Gemma-3-1b-it
(Gemma Team, 2025). These models all use tied
input and output embeddings, and their tokenizers
each represent the article forms “ a” and “ an” as
single tokens. In addition, we ask whether the same
embedding-based account extends beyond English
a/an (§7). Artifact details, licenses, and terms of
use are reported in Appendix G.

4 A Phonological Direction in Token
Embedding Space

If models select the a/an allomorphs through a rule-
like generalization, analogous to human speakers,
then the phonological feature that conditions this
choice should be encoded somewhere in the model.
Prior work shows that token embeddings encode
character-level and orthographic information about
tokens (Itzhak and Levy, 2022; Kaushal and Ma-
howald, 2022); following this line of work, we ask
whether the phonological feature that determines
a/an selection is represented in token embedding
space, and how that representation is organized.
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Orthography Phonology

consonant-start vowel-start

consonant-start
Train

banana, city
Test

hour, honor, heir

vowel-start
Test

one, unique, university
Train

apple, ordinary

Table 2: Train/test split for fitting the phonological di-
rection. Training tokens are cases where orthography
and corpus-derived phonological label agree; test tokens
are exceptions where orthography predicts the wrong
allomorph.

4.1 Identifying a Phonological Direction
We first identify a phonological direction by train-
ing a linear classifier to distinguish vowel-initial
from consonant-initial trigger tokens using their
token embeddings. Because English spelling usu-
ally predicts whether a word begins with a vowel
or consonant sound, a classifier could achieve high
accuracy by tracking spelling alone. We therefore
train the classifier on tokens whose orthographic
and phonological labels agree, and evaluate it on
exception tokens whose labels conflict.

Concretely, we assign each token that functions
as a trigger token in the English Wikipedia cor-
pus two labels.2 The phonological label indi-
cates whether the token behaves as vowel-initial or
consonant-initial for a/an selection, and the ortho-
graphic label is a simple first-letter heuristic, de-
fined by whether the written form begins with one
of a, e, i, o, u. Tokens whose two labels agree are
used for training, while tokens whose labels con-
flict are held out as an exception test set (Table 2).
Thus, the classifier is trained on ordinary positive
cases such as apple and ordinary, and ordinary neg-
ative cases such as banana and city, but evaluated
on exception positives such as hour, honor, and
heir, and exception negatives such as one, unique,
and university, where spelling alone predicts the
wrong allomorph.

For each retained token, we use its embedding
as the input to a binary logistic regression classi-
fier. We normalize the classifier’s weight vector
and denote the resulting direction by d1 ∈ Rd. If
d1 captures a genuinely phonological distinction,
it should classify the exception tokens correctly,
not merely perform well on ordinary tokens where
spelling and sound agree.

2We use the English Wikipedia snapshot 20231101.en
distributed in the Hugging Face wikimedia/wikipedia
dataset (https://huggingface.co/datasets/wikimedia/
wikipedia).

Model Train n CV acc. Test correct Misses

Llama 8,934 99.89 41/41 –
Qwen 8,915 99.85 39/41 heir, honors
Gemma 9,873 99.93 49/50 hei

Table 3: Phonological-direction fitting results. Train
n counts retained trigger-token vocabulary items and
CV accuracy is a percentage; the test column reports
correctly classified tokens out of the full exception set.
The test set consists only of orthography–phonology
exception tokens.

Across all three models, the learned direction
generalizes strongly to the held-out exception to-
kens (Table 3). Cross-validation accuracy exceeds
99.8% in every case, and exception-set accuracy
remains high even though a first-letter heuristic
would predict the wrong article. This indicates that
trigger token embeddings encode a phonological
vowel/consonant distinction, not merely an ortho-
graphic one.

4.2 Testing the Dimensionality of the
Representation

Prior work on probing and concept erasure has
shown that a linearly decodable property need not
be confined to a single direction: removing one
classifier direction can leave residual signal that an-
other linear classifier can recover (Ravfogel et al.,
2020, 2022). Following Iterative Null-space Pro-
jection (Ravfogel et al., 2020), we therefore ask
whether the phonological condition for a/an is
concentrated in d1, or instead distributed across
a larger linear subspace.

To test this, we remove d1 from all token embed-
dings and train a second classifier on the residual
embeddings, keeping the train/test split identical to
the first:

E′ = E − (Ed1)d
⊤
1 .

If the a/an condition is distributed across multiple
independent directions, the second classifier should
remain predictive; if its performance collapses, the
information is concentrated in a single dominant
direction.

Across all three models, the second classifier
fails to exceed chance on cross-validation once d1

is projected out (Table 4),3 and a non-linear MLP
probe on the residual embeddings also stays near
chance. The phonological feature is therefore en-
coded in a one-dimensional subspace of the embed-

3The training tokens are class-imbalanced, so the chance
level is not 50% (Appendix A).
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Model d1 Residual after removing d1

CV acc. Test acc. CV acc. Test acc.

Llama 99.89 100.0 40.82 73.2
Qwen 99.85 95.1 38.31 61.0
Gemma 99.93 98.0 51.74 42.0

Table 4: Dimensionality test for the phonological em-
bedding direction. All entries are accuracies in percent.
The first two columns evaluate the original classifier di-
rection d1; the last two evaluate a new residual classifier
trained after projecting d1 out of all embeddings. Test
accuracy is measured on the same held-out exception
set as Table 3.

ding space, and we refer to this direction d1 simply
as d in the remainder of the paper. The MLP probe,
the stability of d, and other experimental details
are reported in Appendix A.

5 Causal Use in Token-Level Wug Tests

Section 4 showed that the phonological feature rel-
evant to a/an selection is encoded along a single
direction d in token embedding space, but this re-
sult does not by itself show that the model uses
this direction when choosing between the two al-
lomorphs. If a model’s choice for a previously
unseen trigger token tracks that token’s component
along d, this would provide causal evidence that
the model uses the phonological feature produc-
tively, rather than relying on memorized article
preferences for familiar lexical items. This is the
logic of the classical wug test (Berko, 1958), in
which speakers inflect nonce words such as wug.
English speakers choose the plural allomorph for
such items from the stem’s final segment alone,
showing that the pattern is applied by rule rather
than retrieved from memory. We design a token-
level version of this test, using nonce trigger tokens,
the model’s native lexical units, whose embeddings
vary only in their component along d.

5.1 Token-Level Wug Test

We construct each nonce trigger token by sampling
a base embedding from the empirical distribution
of ordinary trigger-token embeddings, projecting
out its d component, and adding back a chosen
amount of d. This construction keeps each nonce
embedding statistically close to real trigger-token
embeddings, while ensuring that controlled vari-
ants of the same nonce token differ only along
d. We validate the sampled nonce bases in Ap-
pendix B.

Source prompt Prefix

Translate to English.
<nonce> I saw

Table 5: Translation template for the token-level wug
test. The <nonce> placeholder is replaced by the re-
served nonce token for each model.

Concretely, for each model we let µ ∈ Rd and
Σ ∈ Rd×d be the mean and covariance of the or-
dinary trigger-token embeddings used to identify
d, and sample 500 base embeddings z ∈ Rd with
z ∼ N (µ,Σ). We remove the d component of
each,

z̃ = z − (z⊤d)d,

and add back a chosen amount of the phonological
direction to obtain controlled variants of the nonce
token,

z(α) = z̃ + αd.

Let ᾱc and ᾱv be the mean values of E⊤
i d over

the consonant-start and vowel-start training tokens
from Section 4. We sweep α over 30 values sym-
metrically around the midpoint (ᾱc + ᾱv)/2, ex-
tending half a gap beyond ᾱc and ᾱv.

We insert each z(α) into the embedding row
of a reserved nonce token and place that token
as the trigger in a Chinese-to-English translation
prompt. The Chinese source sentence does not
specify which English article form should be used,
so the model should choose between a and an when
producing the English translation. We use the tem-
plate in Table 5, and measure the next-token proba-
bilities assigned to a and an after the English prefix.

The nonce-token sweep strongly shifts article
prediction in all three models (Figure 1). Near the
consonant-start anchor, the score P (an) − P (a)
is strongly negative, reflecting a preference for a;
near the vowel-start anchor, it becomes positive,
reflecting a preference for an, though not as strong
as the preference for a.

Since the nonce token is held fixed except for its
embedding component along d, this result shows
that the phonological direction is not merely decod-
able from token embeddings, but causally affects
the model’s allomorph choice. Crucially, the nonce
token never appears in the model’s training data,
so the model cannot have memorized any article
preference for it; the causal effect of d therefore
reflects a productive phonological generalization
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Figure 1: Effect of varying the d component of nonce
trigger tokens in the token-level wug test. Each line
shows one model; the plotted value is P (an)−P (a), av-
eraged over 500 nonce bases in the Chinese-to-English
translation template. The x-axis normalizes α so that 0
is the consonant-start class mean and 1 is the vowel-start
class mean.

rather than lexical recall. The sweep also reveals an
asymmetry: |P (an)− P (a)| is consistently larger
at the consonant-start anchor than at the vowel-
start anchor, indicating a stronger preference for
a than for an. This asymmetry is consistent with
the base-rate skew of English, in which consonant-
initial words — and hence a — vastly outnumber
vowel-initial words and an; the model’s prior ap-
pears to inherit this skew. Experimental details for
this section are reported in Appendix B.

6 Forecasting the Trigger During Article
Prediction

Section 5 showed that the trigger token’s compo-
nent along the phonological direction d causally
affects the model’s choice between a and an. We
now ask how this effect is implemented inside the
model. For human speakers, selecting between
a and an is naturally conditioned on the follow-
ing word: speakers choose the article by consider-
ing the initial sound of the upcoming trigger word.
Decoder-only transformers face a different situa-
tion. Because they generate text autoregressively,
the model cannot explicitly access the trigger to-
ken when predicting a/an. We hypothesize that
the model, like human speakers, anticipates the
trigger token when selecting a/an and chooses the
article based on the phonological feature of that
anticipated trigger.

...

...

...

...

...

...

...

...

Layer L

...

Layer ℓ

...

Embed.

hL
t hL

t+1

hℓ
t

Fℓ

an apple

· · · before article
t

article
t + 1

trigger
t + 2

Figure 2: Schematic of the FutureLens map. From the
article prediction position t, Fℓ maps an intermediate
state hℓ

t to a forecast of the article-position final state
hL
t+1, whose decoding predicts the trigger token.

6.1 Forecasting the Trigger from the
Prediction Position

We first ask whether the hidden state at the article-
prediction position already contains a forecast of
the upcoming trigger token. We use FutureLens
(Pal et al., 2023), a framework for testing whether
a single hidden state anticipates not only the next
token but also the one after it. Let t denote the
article-prediction position and t+1 the article posi-
tion: the model predicts a/an from hLt , and predicts
the following trigger token from hLt+1. For each
example, a single forward pass gives us both the
intermediate state hℓt at every layer ℓ and the final
state hLt+1; we cache these as source–target pairs
and, for each layer, fit a FutureLens map

Fℓ(h
ℓ
t) = Wℓh

ℓ
t + bℓ

from the source to the target (Figure 2).
Using the unembedding map D defined above,

we train Fℓ over training examples D to make the
decoded distribution of the predicted future state
match Pt+1, the model’s output distribution at the
article position:

Lℓ = ED
[
KL

(
Pt+1 ∥D(Fℓ(h

ℓ
t))

)]
.

Each example consists of two consecutive
Wikipedia sentences: the first provides left con-
text, and the second contains a target occurrence
of a or an. Following Pal et al. (2023), we apply a
top-1 consistency filter: we retain only occurrences
for which decoding from hLt predicts the observed
article, and decoding from hLt+1 predicts the fol-
lowing word-start trigger token. We constrain Wℓ

to be orthogonal so that the linear component of
the FutureLens map is invertible in closed form,
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Figure 3: FutureLens top-5 agreement across layers.
The probe maps the hidden state before a target token
to the final state at the target-token position, whose de-
coding predicts the following token. The a/an condition
is compared with random-token controls.

with W−1
ℓ = W⊤

ℓ .4 At evaluation, we ask whether
the top-k tokens decoded from Fℓ(h

ℓ
t) include the

ground-truth trigger token at t+2. For the random-
token control, we keep the context construction
and top-1 filtering criteria the same, but replace the
a/an target position with a randomly selected token
in the second sentence.

The FutureLens probe is much more predictive
for a/an examples than for matched random-token
controls in late layers (Figure 3), with peak top-5
agreement around 90% across models. This indi-
cates that, in late layers at the position where the
model chooses between a and an, the hidden state
contains a future-state forecast that predicts the
following trigger token.

6.2 Steering the Forecasted Phonological
Feature

We next ask whether the phonological component
of this forecast is causally used for article predic-
tion. We do so by mapping the phonological di-
rection d back to the position where the article is
predicted and testing whether intervention along
this direction changes the model’s a/an prediction.

Ignoring the final normalization and the bias
term, the FutureLens matrix Wℓ maps a vector in
the hidden state space at the article-prediction posi-
tion t to the unembedding space at position t+ 1,
where the model predicts the trigger token. Be-
cause we constrain Wℓ to be orthogonal, its trans-
pose W⊤

ℓ can be viewed as the inverse map from
this unembedding space back to the hidden state
space at t. With weight tying, the phonological di-
rection d learned in embedding space can be used
directly as the corresponding direction in unembed-
ding space. We therefore map d back through W⊤

ℓ

and define a phonological direction in the hidden
4Appendix C compares ordinary and orthogonal Future-

Lens maps and shows that the constraint preserves the late-
layer forecasting accuracy on which our analysis relies.
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0 5 10 15 20 25
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Gemma
a →  an an →  a

Figure 4: Counterfactual steering along the FutureLens-
transposed phonological direction. For each layer,
baseline-a examples are steered to the an class mean and
baseline-an examples are steered to the a class mean.
The plot reports top-1 flip rates on held-out examples.

state space at t:

sℓ =
W⊤

ℓ d

∥W⊤
ℓ d∥ .

For each layer, we compute the mean projection
of training examples with a and an onto sℓ, denoted
µ
(ℓ)
a and µ

(ℓ)
an . At test time, we replace the compo-

nent of hℓt along sℓ with one of these class-mean
values:

h̃ℓt = hℓt − ((hℓt)
⊤sℓ)sℓ + αsℓ,

where α ∈ {µ(ℓ)
a , µ

(ℓ)
an}. We evaluate this inter-

vention as a counterfactual top-1 test. From the
held-out strict test set, we select 1,000 examples
where the unmodified model predicts a as its top-1
article and 1,000 where it predicts an. We then set
α = µ

(ℓ)
an for the baseline-a examples and α = µ

(ℓ)
a

for the baseline-an examples, continue the forward
pass, and count how often the top-1 article flips to
the opposite form.

Steering this single direction flips a large ma-
jority of the model’s article choices in late lay-
ers (Figure 4). Across all three models, peak flip
rates reach roughly 84–90%, indicating that the
FutureLens-transposed phonological direction has
a strong causal effect on the article decision at the
prediction position. Experimental details for this
section are reported in Appendix C.

Together, Sections 4–6 show that the phonologi-
cal feature required for a/an selection is represented
as a single direction d in trigger-token embedding
space, that this direction is causally used in arti-
cle selection, and that the model selects between
a and an by internally forecasting the upcoming
trigger token and using its phonological feature to
determine the appropriate allomorph.
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Figure 5: Cross-linguistic token-level wug interventions.
Each panel plots top-1 rates for the two allomorph fami-
lies and for other outputs. The x-axis normalizes α so
that 0 and 1 are the two class means along the learned
direction.

7 Generalization Beyond English Article
Selection

The preceding sections showed that English a/an
selection is supported by a causal phonological di-
rection in trigger-token embeddings. We now ask
whether analogous causal effects appear in allo-
morph selection across other models and languages,
and whether the English a/an direction affects the
model’s answers to explicit questions about the trig-
ger token’s sound. In addition, we verify that the
forecasting mechanism of Section 6 also holds in a
large model without weight tying; this experiment
and its results are reported in Appendix D.

7.1 Cross-Linguistic Allomorph Selection

We select four allomorph systems that vary in mor-
phological type and language family: the Korean
object particle -eul/-reul, the Turkish locative suf-
fix -de/-te vs. -da/-ta, the Italian indefinite article
un/uno, and the French definite article le/la vs. l’.
In Korean and Turkish the trigger precedes the al-
lomorph, whereas in Italian and French it follows.
In each case the conditioning feature is binary, but
the set of surface forms is not always binary: Turk-
ish alternates four locative forms and French three
definite articles.

Following the same token-level wug protocol as
in Section 5, for each language we learn a linear di-
rection in the target model’s embedding space from
the corresponding Wikipedia snapshot,5 sample

5We use the 20231101.fr, 20231101.ko,
20231101.tr, and 20231101.it snapshots of the

Language Model Conditioning feature

Korean EXAONE-4.0-1.2B (LG AI
Research, 2025)

presence of a final
consonant

Turkish Trendyol-LLM-8B-T1
(Trendyol LLM & Core NLP
Team, 2025)

backness of the
preceding vowel

Italian Minerva-7B-instruct-v1.0
(Orlando et al., 2024)

phonological shape of
the onset

French Lucie-7B-Instruct-v1.1
(Gouvert et al., 2025)

vowel-initiality of the
trigger

Table 6: Cross-linguistic allomorphy cases used in the
token-level wug intervention. The last column gives the
phonological feature that conditions the choice in each
language.

nonce embeddings from the empirical distribution
of the corresponding trigger tokens, and vary only
the nonce token’s component along that direction.
Table 6 lists the model and the conditioning feature
for each language.

Figure 5 shows language-specific skews in base-
line allomorph preference, but in all four cases the
learned direction produces a clear top-1 shift to-
ward the corresponding allomorph. This suggests
that the causal embedding-direction effect identi-
fied for English is not specific to English, a single
model, or a single allomorph system. We further
apply the FutureLens analysis of Section 6 to Ital-
ian and French, where the trigger follows the al-
lomorph, and find that, as in English, the model
internally forecasts the upcoming trigger token and
uses the forecasted trigger’s phonological feature to
select the allomorph; this experiment and its results
are reported in Appendix F.

7.2 Dissociation from Explicit Sound
Judgment

For human speakers, allomorph selection and ex-
plicit judgments about sound draw on a single
phonological representation: the sound form of
a word is available both to the grammatical process
that selects an allomorph and to conscious reflec-
tion about pronunciation. A language model has
no such guarantee. It is trained on text alone, with
no phonetic transcription or other explicit signal
about pronunciation, and the two behaviors are sup-
ported by different evidence in that text: allomorph
selection can be learned directly from which arti-
cle precedes each token, whereas statements about
sounds come from metalinguistic descriptions of
pronunciation. We therefore ask whether the En-
glish phonological direction that causally drives

same wikimedia/wikipedia dataset.
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Question Prompt

Sound
judgment

Answer yes or no only.
Consider the English phrase
“the<nonce>”.
Does the noun begin with a {consonant,
vowel} sound in English pronunciation?

Table 7: Explicit sound-judgment prompts. The
<nonce> placeholder is replaced by the reserved nonce
token for each model (with no space after the), and
{consonant, vowel} indicates two prompt variants used
separately.
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Figure 6: Effect of varying the d component of nonce
trigger tokens in explicit sound-judgment prompts. The
upper panel asks whether the nonce noun begins with
a consonant sound, and the lower panel asks whether
it begins with a vowel sound. The plotted value is
P (yes)−P (no), averaged over 500 nonce embeddings.

a/an selection is also recruited when the model is
explicitly asked about a nonce token’s sound.

We use the same nonce trigger tokens and the
same α sweep as in Section 5, but replace the trans-
lation prompt with yes/no questions asking whether
the nonce noun begins with a consonant or vowel
sound (Table 7).

Unlike article prediction, the explicit sound judg-
ments show much weaker and less consistent ef-
fects of d, with no corresponding monotonic shift
toward the expected answer (Figure 6). Thus, the
direction that LLMs use for allomorph selection is
not reliably exposed through explicit sound judg-
ments, supporting a dissociation between internal
phonological features for generation and metalin-
guistic reports about sound.

8 Conclusion

Starting from the question of how language models
choose between phonologically conditioned allo-
morphs, we showed that the phonological feature
distinguishing English a and an is encoded as a one-
dimensional direction in token embeddings, that
this direction causally shapes article generation,
and that the model deploys it through an internal
forecast of the upcoming trigger token. We then
asked whether this rule-like generalization extends
beyond English a/an, both to allomorphy in other
languages and to a different kind of task.

We show that language models acquire a general-
ization for phonologically conditioned allomorphy,
a phenomenon widely attested across languages,
and that this generalization appears across multi-
ple model families and languages. In addition, the
analysis methods introduced to reveal these general-
izations are themselves extensible. The token-level
wug test introduced here offers a general protocol
for probing phonological and other latent linguistic
generalizations in LLMs through nonce-token ma-
nipulation, and extends naturally beyond a single
linear direction to higher-dimensional subspaces
or other constructions of nonce embeddings. Simi-
larly, our inverse FutureLens mapping and its use
for steering extend FutureLens beyond next-token
prediction into a tool for causal intervention: any
feature decodable from a hidden state’s future fore-
cast can be mapped back to the present position
to test its causal effect on the model’s current de-
cision. At the same time, the connection and dis-
sociation between the phonological information
used for generation and the phonological knowl-
edge accessed when the model is asked directly
about sound deserve a more detailed analysis in
future work, and should also inform the design of
future benchmarks.

Limitations

Our study has several limitations. First, our anal-
ysis is restricted to decoder-only language models
with conventional tokenizers, and does not cover
models that depart from standard tokenization, such
as BLT-style architectures (Pagnoni et al., 2025).
We also do not analyze multimodal LLMs that
process speech together with text; extending the
present approach to such models would be an inter-
esting direction for future work.

Second, to obtain phonological labels at scale,
we derive them from empirical corpus patterns
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rather than from observed pronunciations. Al-
though we apply strict filtering, we cannot rule out
noise in these corpus-derived labels, and some re-
tained items may therefore provide imperfect prox-
ies for phonological class.

Finally, the mechanism described in Section 6 is
inferred through an auxiliary FutureLens probe and
is therefore only a limited account of the model’s in-
ternal computation. Our analysis shows that a fore-
casted phonological feature can be mapped back to
the article-prediction position and causally steered,
but it does not identify the exact computations by
which the model implements this mechanism. A
more circuit-level account of these computations
remains an important direction for future work.
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A Experimental Details for Section 4

Corpus scan. Trigger-token counts were
collected from the English Wikipedia snap-
shot 20231101.en in the Hugging Face
wikimedia/wikipedia dataset (Table 12).
We scanned up to 500,000 documents, skipped
documents with empty text or fewer than 50 char-
acters, and tokenized each remaining document
without special tokens, truncating at 2,048 tokens.
A token was counted only when it immediately
followed the single-token article form a or
an and its decoded string began with a space;
tokens without this initial space were excluded as
continuation pieces.

Token filters. We retained a post-article token
type only if it occurred at least 30 times in total, at
least 95% of those occurrences followed one article
form, and its decoded string began with a lower-
case alphabetic character after stripping whitespace.
Usage labels were assigned by the same 95% cri-
terion: tokens occurring after an at that threshold
were labeled vowel-initial, and tokens occurring

after a at that threshold were labeled consonant-
initial. Orthographic labels used the first stripped
character, with a, e, i, o, u treated as vowel letters.

Direction fitting. Using the split in Table 2, we
fit binary logistic regression to the corresponding
rows of the model’s lm_head matrix. The clas-
sifier used L-BFGS optimization, C = 1.0, and
a maximum of 1,000 iterations. The normalized
coefficient vector defined d1, with positive scores
corresponding to the vowel-initial class.

Stability of the direction. Because the classifier
is fit with L-BFGS, d1 does not depend on a ran-
dom seed, but it can still depend on which trigger
tokens happen to enter the training set and on how
the cross-validation folds are drawn. We therefore
vary both. We refit the direction on 200 bootstrap
resamples of the training tokens — each a training
set of the same size, drawn with replacement within
each class — and recompute cross-validation ac-
curacy over 50 redrawn five-fold splits. Both are
stable in all three models (Table 8): every refit di-
rection points almost the same way as the reported
d1, with a mean cosine similarity of at least 0.989,
and cross-validation accuracy varies by at most
10−4.

Residual directions. For the residual-direction
analysis, we loaded the same train/test split and
projected d1 out of every row of the lm_head
matrix before fitting a new classifier. Residual
classifiers used the same optimization settings
as above, with class_weight="balanced".
After each residual direction was learned, it was
projected out before the next iteration. The search
was allowed to continue for up to 20 residual direc-
tions, but stopped once five-fold cross-validation
accuracy fell below 60%; all three models met this
stopping criterion at the first residual direction.

Chance level for the residual classifier. Because
the training tokens are class-imbalanced (vowel- to
consonant-initial ≈ 1:4), 50% is not the chance
level for the residual classifier. We estimated it
directly with a label-permutation test, refitting the
residual classifier on 200 random shuffles of the
training labels. The null cross-validation accuracy
is 61.2±0.6% for Llama, 59.4±0.6% for Qwen,
and 56.9±0.6% for Gemma. Every residual accu-
racy in Table 4 falls below the entire null distribu-
tion, including Gemma’s 51.74%.
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Model Stability of d1 MLP bal. acc.

Bootstrap cos. CV-shuffle acc. Full Resid.

Llama 0.989±0.001 0.9993±0.0001 1.000 0.542
Qwen 0.990±0.0004 0.9990±0.0001 0.983 0.542
Gemma 0.992±0.0004 0.9993±0.0001 1.000 0.486

Table 8: Robustness checks for the phonological direc-
tion. Bootstrap cosine is the cosine similarity between
the reported d1 and the directions refit on 200 resam-
pled training sets; CV-shuffle accuracy is five-fold cross-
validation accuracy over 50 redrawn splits. The last two
columns give the balanced accuracy of the MLP probe
on the exception set, before and after d1 is projected
out. All entries are mean±standard deviation where a
distribution is available.

Non-linear probes. To check that this collapse is
not an artifact of restricting the probe to a linear de-
cision boundary, we repeated the residual analysis
with a multi-layer perceptron,

ŷ = σ
(
w⊤

2 ReLU(W1ẽ+ b1) + b2

)
,

where ẽ is a standardized embedding row and
W1 ∈ R128×d, trained with Adam for at most
300 iterations with early stopping. We report bal-
anced accuracy on the exception set, which is itself
imbalanced (about 71% consonant-initial), so that
raw accuracy there is not dominated by the base
rate. On the full embeddings the probe separates
the exception tokens almost perfectly, but once d1

is projected out it drops to near chance (Table 8),
as the linear classifier does.

B Experimental Details for Section 5

Nonce validation. To check whether the sam-
pling procedure produced effective nonce bases,
we measured closeness to the trigger-token distri-
bution and similarity to existing vocabulary items.
Let Ei be the embedding row for token i, let T
be the retained trigger-token ids, and let µT =
|T |−1

∑
i∈T Ei. For a query vector x, centroid dis-

tance is
∆(x) = ∥x− µT ∥2.

Nearest-vocabulary cosine is

N(x) = max
k∈V

x⊤Ek

∥x∥2∥Ek∥2
,

with k = i excluded when x = Ei is itself a real
trigger-token embedding. Table 9 reports mean and
standard deviation over real trigger tokens and over
sampled nonce bases. The nonce bases match real

Model Set Centroid dist. Nearest cos.

Llama3.2 Words 1.111±0.076 0.684±0.126
Nonce 1.114±0.026 0.226±0.076

Qwen2.5 Words 1.068±0.072 0.686±0.140
Nonce 1.069±0.023 0.169±0.043

Gemma3 Words 0.919±0.038 0.717±0.129
Nonce 0.918±0.028 0.242±0.038

Table 9: Validation of the sampled nonce bases. Cen-
troid distance is measured from the mean of the retained
trigger-token embeddings. Nearest-vocabulary cosine is
the maximum cosine similarity to any vocabulary em-
bedding row; for real trigger tokens, the token’s own
row is excluded.
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Figure 7: Top-1 next-token choices in the token-level
wug test. Rates are computed over 500 nonce bases in
the Chinese-to-English translation template. The x-axis
normalizes α so that 0 is the consonant-start class mean
and 1 is the vowel-start class mean.

trigger tokens in centroid distance, but have much
lower nearest-vocabulary cosine, indicating that
they remain close to the trigger-token distribution
without collapsing onto existing lexical items.

Top-1 choices. The same sweep also produced
a categorical shift in the model’s top-1 next-token
choices (Figure 7). Near the consonant-start anchor,
almost all nonce bases selected a; near the vowel-
start anchor, most selected an, while other top-1
tokens remained rare.

C Experimental Details for Section 6

Prediction-conditioned contexts. Examples
were constructed from the same English Wikipedia
snapshot 20231101.en. Each example consists
of the sentence containing the target token
preceded by the immediately previous sentence.
Table 10 shows representative examples from the
Llama split. In the a/an condition, the target token
is the article; in the random-token control, the
target token is a randomly selected word-like token
from the same type of two-sentence context. In
both cases, the FutureLens source is the hidden
state immediately before the target token, and
the future target is the final hidden state at the
target-token position, whose decoding predicts the
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following token.

Strict splits. We retained only examples in which
the target token was the model’s top-1 prediction
at the preceding position, and the following token
was the model’s top-1 prediction at the target posi-
tion. Following tokens were required to contain at
least one alphanumeric character. For each model
and each condition, the final strict split contains
90,000 training examples and 10,000 held-out test
examples; the a/an split is balanced before splitting,
with 50,000 examples per article form. Splits were
performed at the text level, so examples from the
same two-sentence context do not appear in both
train and test sets.

Orthogonal FutureLens. The inverse-mapping
analysis uses the transpose of the FutureLens ma-
trix, so the final probes constrain the linear map to
be orthogonal:

W⊤
ℓ Wℓ = I.

We initialized Wℓ with the centered orthogonal Pro-
crustes solution. During optimization, the weight
matrix was periodically projected back to the clos-
est orthogonal matrix in Frobenius norm: for a
candidate matrix A = USR⊤, we set Wℓ = UR⊤.

As a check on the constraint itself, Figure 8 com-
pares ordinary FutureLens maps with orthogonal
FutureLens maps on matched strict a/an runs for
Llama, Qwen, and Gemma. The comparison is not
intended to establish layerwise equivalence; rather,
it shows that in the late layers where trigger fore-
casting is strongest, the orthogonal maps retain the
same peak-level top-5 agreement as ordinary Fu-
tureLens maps. Thus, the orthogonality constraint
does not explain away the forecasting effect used
in the mechanistic analysis.

Steering probability shifts. The counterfactual
steering analysis also records the change in article
probabilities, not only the top-1 flip rate reported
in Figure 4. Figure 9 shows that steering baseline-
a examples toward the an class mean increases
P (an) and decreases P (a) in the same late layers
where flips are most frequent; steering baseline-an
examples toward the a class mean produces the
reverse pattern.

D The Forecasting Mechanism in a 70B
Model

Motivation. The mechanism described in the
main text was established in relatively small mod-

els of one to three billion parameters, all of which
tie their input and output embeddings, and it is not
clear whether it also holds in a larger model without
weight tying. We therefore apply the experiments
of Section 6 to Llama-3.3-70B-Instruct (Grattafiori
et al., 2024), asking whether a model at this scale
likewise forecasts the upcoming trigger token at the
article-prediction position and uses the forecasted
trigger’s phonological direction to choose between
a and an.

Setup. The model has 80 layers and a hidden size
of 8,192. The corpus, the strict filtering criteria, the
probe objective, the orthogonality constraint, and
the steering protocol are unchanged. The strict a/an
split contains 80,000 training and 20,000 held-out
test examples, again balanced with 50,000 exam-
ples per article form, and the random-token control
is built the same way. Because this model does not
tie its embeddings, we obtain d in the unembed-
ding space by fitting the classifier of Section 4 to
the rows of Wout instead of E. To limit compute,
we fit probes at every second layer from layer 40
upward, the upper half of the network, where both
effects are strongest in the smaller models.

Results. Both effects reappear at this scale (Fig-
ure 10). FutureLens top-5 agreement in the a/an
condition peaks at 81.8% in the final layer, against
45.1% for the random-token control, a separation
comparable to the one observed in the smaller mod-
els. Counterfactual steering along sℓ flips the top-1
article for an average of 86.1% of held-out exam-
ples at layer 78 (79.7% from a to an and 92.5%
from an to a). As in the smaller models, the steer-
ing effect is confined to the final layers and emerges
later in depth than the forecast itself.

The same account therefore holds in a model
more than twenty times larger than any in our main
analysis: the article-prediction position carries a
forecast of the upcoming trigger token, and a single
phonological direction carried by that forecast has a
strong causal effect on the article decision. Because
that direction is learned here in the unembedding
space and mapped back through W⊤

ℓ , the result
also shows that the inverse FutureLens intervention
does not require weight tying.

E Experimental Details for Section 7

Cross-linguistic templates. Table 11 summa-
rizes the allomorphy systems, examples, translation
prompts, assistant prefixes, and scored allomorph
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Condition Context excerpt Target Next

a/an . . . Natasha Irons / Steel appears in Multiversity as a member of the Justice League . . . a member
Random . . . explained the properties of the nucleus in terms of these sub-atomic particles and the forces . . . atomic particles

Table 10: Representative context examples. Bold marks the target token, and underlining marks the following token
predicted from the target-token position.
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Figure 8: Top-5 trigger agreement for ordinary and orthogonal FutureLens maps on matched strict a/an runs. The
orthogonal maps preserve the late-layer forecasting accuracy relevant to the inverse-mapping analysis.

families.

Cross-linguistic scoring. Direction-learning
counts were collected from the Hugging
Face wikimedia/wikipedia dataset, us-
ing the 20231101.fr, 20231101.ko,
20231101.tr, and 20231101.it splits.
For each language, we streamed up to 100,000
documents, skipped empty documents and docu-
ments shorter than 50 characters, tokenized each
remaining document without special tokens, and
truncated it to 2,048 model tokens.

Token types were labeled by the allomorphic
context in which they occurred. French counted
word-start lexical tokens following le/la against raw
non-word-start lexical tokens following l’; Korean
counted word-start tokens immediately preceding

against those preceding ; Turkish counted
tokens preceding front-vowel locative suffix se-
quences (de, te, ’de, ’te) against those preceding
back-vowel sequences (da, ta, ’da, ’ta), requiring
the suffix to end at a word boundary and exclud-
ing leading-space suffix tokens; Italian counted
word-start lexical tokens following un against those
following uno, excluding empty, punctuation-only,
nonalphabetic, and uppercase tokens. A token type
was retained only if at least 95% of its counted
occurrences fell on one side of the contrast and it
met the selected minimum count: 30 for French
and Korean, 5 for Turkish, and 15 for Italian.

After fitting the language-specific direction, we
sampled nonce embeddings from the empirical

distribution of the retained token embeddings, re-
moved their component along the learned direction,
and swept that component using the same midpoint-
centered rule as in the English wug test. At each
sweep point, we scored the allomorph family im-
mediately after the assistant prefix. When an allo-
morph family can be represented by more than one
tokenizer sequence, we sum the sequence probabil-
ities for that family before computing the plotted
rates.

Direct sound-judgment setup. The direct sound-
judgment experiment uses the same 500 nonce em-
beddings and the same midpoint-centered α sweep
as the English article-choice wug test. The prompt
has two variants, asking whether the nonce noun in
the phrase the<nonce> begins with a consonant
or vowel sound, with no intervening space after the.
The assistant prefix is Answer:, so the measure-
ment targets the model’s next-token answer to the
yes/no question.

Sound-judgment scoring. For each prompt vari-
ant and sweep value, we score the next token after
Answer:. The yes family sums single-token vari-
ants with and without an initial space and with
lowercase or capitalized spelling; the no family is
defined analogously. The experiment records mean
P (yes) and P (no) over nonce tokens, and also
records whether the top-1 next token falls in the
yes family, the no family, or neither. Figure 6 plots
P (yes)− P (no), the direct contrast for the binary
judgment.
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an class mean; the bottom row steers baseline-an examples toward the a class mean. Values are mean probability
after intervention minus mean probability before intervention, over up to 1,000 held-out examples per direction.
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Figure 10: The forecasting mechanism in Llama-3.3-
70B-Instruct. Left: FutureLens top-5 agreement with
the ground-truth trigger token at t + 2, for the a/an
condition and the random-token control. Right: top-
1 flip rate under counterfactual steering along sℓ, for
baseline-a and baseline-an examples. Probes are fit at
every second layer from 40 to 80.

F The Forecasting Mechanism in French
and Italian

Motivation. Section 7 extended the analysis to
other languages only at the level of the trigger to-
ken’s embedding. Here we ask whether the mecha-
nism described in Section 6 also operates in models
of other languages. We use French and Italian, the
two languages in our set in which the trigger fol-
lows the allomorph, so that the model must commit
to a form before the trigger token is available. In
Korean and Turkish the trigger precedes the allo-
morph, and there is no upcoming trigger to forecast.

Setup. We repeat the experiments of Section 6
on the French and Italian models of Table 6, using
the Wikipedia snapshots and the token labels de-
scribed in Appendix E. The strict filtering criteria,
the probe objective, the orthogonality constraint,
and the steering protocol are unchanged. Each
strict split contains 80,000 training and 20,000
held-out test examples, balanced with 50,000 ex-
amples per allomorph class before splitting, and
the random-token control is built the same way.
Neither model ties its embeddings, so, as in Ap-
pendix D, the language-specific direction d is ob-
tained in the unembedding space, from the rows
of Wout rather than E. French needs one adjust-
ment: Lucie tokenizes l’ as two tokens, while le
and la are single tokens, so we align every example
on the state immediately before the lexical trigger,
pool the two classes during training, and report
evaluation separately for each class.

Results. Both effects reappear in the two lan-
guages (Figure 11). FutureLens top-5 agreement
with the ground-truth trigger token peaks at 94.8%
in the final layer for French, against 57.0% for the
random-token control, and at 91.4% at layer 31 for
Italian, against 36.9% for its control. Counterfac-
tual steering along sℓ flips the top-1 allomorph in
the final layer for an average of 74.9% of held-out
French examples (71.1% from le/la to l’ and 78.7%
in the reverse direction) and 66.3% of Italian ex-
amples (67.2% from un to uno and 65.4% in the
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A. Allomorphy systems

Language Allomorphy Examples

French Definite article contraction: le/la before consonant-initial nouns, l’ before
vowel-initial nouns.

le livre ‘the book’; la maison ‘the house’; l’école
‘the school’

Korean Object particle alternation: after consonant-final nouns, after vowel-final
nouns.

‘book-OBJ’; ‘apple-OBJ’

Turkish Locative vowel harmony: front-vowel -de/-te vs. back-vowel -da/-ta. evde ‘at home’; okulda ‘at school’; parkta ‘at the
park’

Italian Masculine indefinite article alternation between un and uno. un libro ‘a book’; uno studente ‘a student’

B. Evaluation templates

Language User prompt and assistant prefix Scored families

French Translate to French.
I saw the <nonce>.
Prefix: J’ai vu

le/la vs. l’

Korean Translate to Korean: I saw<nonce>.
Prefix: <nonce>  vs. 

Turkish Translate to Turkish.
I work at the <nonce> every day.
Prefix: Her gün <nonce>

de/te vs. da/ta

Italian Translate to Italian.
I saw a<nonce>.
Prefix: Ho visto

un vs. uno

Table 11: Cross-linguistic allomorphy examples and translation templates. The <nonce> placeholder denotes the
nonce token whose embedding is replaced during the sweep. Korean forms are shown in Hangul.
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Figure 11: The forecasting mechanism in French and
Italian. Top: FutureLens top-5 agreement with the
ground-truth trigger token, for the allomorph condition
and the random-token control. Bottom: top-1 flip rate
under counterfactual steering along sℓ, in both direc-
tions. Probes are fit at every layer from 16 to 32.

reverse direction). As in English, the forecast is al-
ready accurate in the middle of the network, while
the steering effect grows sharply only in the last
few layers.

The allomorph-prediction position in these two
languages therefore behaves as it does in English:
it carries a forecast of the upcoming trigger token,

and a single direction within that forecast has a
strong causal effect on the allomorph decision. We
take this as evidence that a similar mechanism sup-
ports allomorph selection beyond English a/an.

G Responsible Research and
Reproducibility Details

Artifacts and terms of use. Table 12 lists the
main external artifacts used in this study. We used
the pretrained models only for offline research anal-
ysis and did not fine-tune, redistribute, or deploy
them. All model access and use followed the terms
listed on the corresponding Hugging Face model
cards at the time of the experiments. The derived ar-
tifacts produced by this work, including learned di-
rections, nonce embeddings, probes, and aggregate
results, are intended for research and reproducibil-
ity rather than for deployment as model modifica-
tions.

Data privacy and content. Our corpus-derived
examples come from public Wikipedia text rather
than from newly collected private or user-level data.
Wikipedia may contain names of public or private
individuals and may contain offensive material in
some articles. We did not collect user metadata,
infer demographic attributes, or attempt to identify
individuals. The analysis reduces the corpus to to-
ken counts, filtered token types, aggregate statistics,
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Artifact Creator/source Size License or terms URL

Llama-3.2-3B-Instruct (Grattafiori
et al., 2024)

Meta 3B Llama 3.2 Community Li-
cense

https://huggingface.co/meta-llama/
Llama-3.2-3B-Instruct

Llama-3.3-70B-Instruct (Grattafiori
et al., 2024)

Meta 70B Llama 3.3 Community Li-
cense

https://huggingface.co/meta-llama/
Llama-3.3-70B-Instruct

Qwen2.5-3B-Instruct (Qwen Team,
2024)

Alibaba Cloud/Qwen Team 3B Qwen Research License
Agreement

https://huggingface.co/Qwen/
Qwen2.5-3B-Instruct

Gemma-3-1b-it (Gemma Team,
2025)

Google 1B Gemma Terms of Use https://huggingface.co/google/
gemma-3-1b-it

EXAONE-4.0-1.2B (LG AI Re-
search, 2025)

LG AI Research 1.2B EXAONE AI Model License
Agreement 1.2 – NC

https://huggingface.co/
LGAI-EXAONE/EXAONE-4.
0-1.2B

Trendyol-LLM-8B-T1 (Trendyol
LLM & Core NLP Team, 2025)

Trendyol 8B Apache-2.0 https://huggingface.co/Trendyol/
Trendyol-LLM-8B-T1

Minerva-7B-instruct-v1.0 (Orlando
et al., 2024)

Sapienza NLP 7B Apache-2.0 https://huggingface.co/sapienzanlp/
Minerva-7B-instruct-v1.0

Lucie-7B-Instruct-v1.1 (Gouvert
et al., 2025)

OpenLLM-France 7B Apache-2.0 https://huggingface.
co/OpenLLM-France/
Lucie-7B-Instruct-v1.1

Wikipedia snapshots
20231101.en, 20231101.fr,
20231101.ko, 20231101.tr,
20231101.it

Wikimedia via Hugging Face
Datasets

– CC BY-SA 3.0 and GFDL https://huggingface.co/datasets/
wikimedia/wikipedia

Table 12: External artifacts used in the experiments. License and terms are reported as listed on the linked model or
dataset cards.

and model-internal representations; we do not re-
distribute the raw Wikipedia corpus, and the paper
includes only short illustrative excerpts.

Compute and software. The experiments were
run on a single NVIDIA DGX Spark system and
two NVIDIA A100 GPUs, and took approximately
96 GPU-hours in total. The software environ-
ment used the NVIDIA PyTorch Docker image
nvcr.io/nvidia/pytorch:25.12-py3,
with PyTorch, Hugging Face transformers,
datasets, and accelerate,
scikit-learn, nltk, and matplotlib.
Experiment-specific data sizes, splits, hyperparam-
eters, and aggregation procedures are reported in
Appendices A–F.

AI assistance. We used Codex and Claude Code
for experimental coding and writing edits. All out-
puts were manually reviewed by the authors before
incorporation.
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