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Abstract

Understanding long videos requires fine-
grained perception and multi-step, higher-order
reasoning over complex, long-range spatio-
temporal dynamics. Vision-language models
(VLMs) encode video frames into visual tokens
and attempt to perform both perception and
multi-step planning latently, within a single for-
ward pass. This coupled formulation, however,
is bottlenecked by the LLM’s limited capacity
to discover and execute multi-step strategies in
its latent representations. To address this bottle-
neck, we propose Hierarchical Programmatic
Probing (HPP), a framework that decouples
semantic perception from higher-order tem-
poral reasoning by reformulating long video
understanding as iterative, programmatic ex-
ploration of a hierarchically segmented video.
Specifically, a coding-capable LLM plans and
executes a multi-step strategy in an interac-
tive coding environment, probing the video
for information and invoking a VLM for lo-
calized perception on demand. To make prob-
ing tractable over long videos, we introduce
three components: information-density-aware
hierarchical segmentation, late-interaction se-
mantic retrieval, and structured probing func-
tions for coarse-to-fine temporal localization.
We validate HPP on LongVideoBench, which
requires both fine-grained perception and long-
range relational reasoning, and show that de-
coupling the two via iterative programmatic
probing yields substantial gains. Further re-
sults on EgoSchema, VideoMME, and MLVU
demonstrate the effectiveness of our approach
across diverse long-video benchmarks.

1 Introduction

Long video understanding has become increasingly
critical as video content accounts for a growing
share of global internet traffic across diverse do-
mains. The dominant paradigm extends Large
Language Models (LLMs) to video by projecting
frames into the LLM’s embedding space via a vi-
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sual encoder and performing perception and reason-
ing jointly over the resulting token sequence within
a single forward pass (Zhu et al., 2023; Wang et al.,
2023a; Liu et al., 2023; Lin et al., 2023a; Bai et al.,
2025b; Wang et al., 2025a).

This monolithic formulation of VLMs is struc-
turally mismatched for long video understanding.
Unlike short clips, long videos require both local-
ized perceptual grounding to extract sparse visual
information from thousands of redundant frames
and multi-step planning over long temporal hori-
zons to reason about complex spatio-temporal in-
teractions. However, recent work has shown that
latent reasoning within a single forward pass is in-
effective for resolving temporal dependencies and
executing multi-step planning (Li et al., 2025¢; Xu
et al., 2026). Compounding this, the number of vi-
sual input tokens grows rapidly with duration (e.g.,
one hour video produces 1.08M visual tokens in
Gemini (Google, 2026)), inflating compute and KV-
cache as LLMs scale while diluting relevant signal
across the extended context (Liu et al., 2024).

Video-agent frameworks aim to address these
challenges by treating videos as text-like docu-
ments, relying on dense captioning of sampled
frames (Wang et al., 2023c; Zhang et al., 2024b;
Kahatapitiya et al., 2025) or incorporating rigid
search processes and external tools into prede-
fined workflows (Wang et al., 2024b, 2025¢; Yang
et al., 2025c). For example, (Kahatapitiya et al.,
2025) converts video chunks into a language repos-
itory through captioning and summarization, en-
abling downstream reasoning with LLMs, while
VideoTree (Wang et al., 2025¢) does dense cap-
tioning of a tree structured video frames, inputting
to LLM for reasoning in a single step. This re-
liance on dense captioning and manually designed
heuristics imposes rigid workflows that constrain
adaptive exploration, limiting the ability to fully
exploit both the sparse nature of video data and the
iterative, dynamic problem-solving capabilities of
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modern LLMs. Meanwhile, these capabilities of
LLMs have advanced rapidly recently (Jimenez
et al., 2024; OpenAl, 2026a; Qwen Team; An-
thropic, 2026a). LLMs have become significantly
better at coding and structured problem-solving, ex-
hibiting strong planning, multi-step execution, and
emergent symbolic reasoning (Anthropic, 2025;
Schroeder et al., 2025; Yang et al., 2025b; Zhang
et al., 2025a). These abilities enable them to au-
tonomously decompose tasks and execute iterative
strategies through code, making them particularly
well-suited for long-horizon, programmatic reason-
ing.

Building on these programmatic and multi-step
planning capabilities, we ask: can long-video un-
derstanding be reformulated by decoupling seman-
tic perception from higher-order temporal reason-
ing, allowing a coding-capable LLM to plan and
execute structured exploration while a VLM han-
dles event recognition and fine-grained perceptual
extraction within frames or short segments? To
this end, we cast long video understanding as itera-
tive, programmatic probing over structured video
segmentation. We propose Hierarchical Program-
matic Probing for long video understanding (HPP),
a framework that enables a coding-capable LLM
to perform high-level reasoning while interactively
exploring long videos within a coding environment.
Within this framework, the LLM is responsible for
strategy formulation, planning, and relational infer-
ence through programmatic interaction, whereas a
lightweight VLM is invoked for targeted semantic
perception over selected frames or short segments.

Video navigation through code, however,
presents unique challenges compared to text:
videos consist of massive, highly redundant frame
sequences with varying information density, mak-
ing naive frame-level processing computationally
prohibitive. To enable efficient exploration, our
framework provides the LLM with a set of struc-
tured probing functions inside the programming
environment. Specifically, we introduce (1) an
information-density-aware, computationally effi-
cient hierarchical structuring method that converts
raw frames into multi-scale segments by exploit-
ing temporal redundancy; (2) a motion-adaptive
late-interaction semantic retrieval module for local-
izing query-relevant segments; (3) structure-aware
video sampling functions for fine-grained tempo-
ral navigation; and (4) a small VLM for targeted
spatio-temporal understanding of segments.

To demonstrate the effectiveness of HPP, we first

evaluate our approach on LongVideoBench (Wu
et al., 2024), a large-scale long-video benchmark
that stratifies videos by duration and task complex-
ity across perception and relational reasoning. Con-
sistent with our central hypothesis, decoupling se-
mantic perception from programmatic reasoning
enables strong long-horizon performance even with
a smaller VLM. We further validate our approach
on general long video understanding benchmarks,
including EgoSchema, VideoMME, MLVU (Man-
galam et al., 2023; Fu et al., 2024; Zhou et al.,
2024a), confirming the effectiveness of our pro-
posed HPP across diverse long-video settings.

2 Related Work

Here, we briefly position our work in relation to
prior research; a more detailed discussion is pro-
vided in Appendix D.

Long Video Understanding. Prior post-training
works for long video understanding span a wide
range of methods, including extending context to
accommodate more visual tokens (Zhang et al.,
2024c) and compressing visual tokens (Shen et al.,
2024; Zhang et al., 2023; Liu et al., 2025; Tao
et al., 2025), often trading fine-grained details
for efficiency. More relevant to our work, agent-
based frameworks address long-context limitations
through tool-augmented reasoning or predefined
search procedures (Chen et al., 2025; Wang et al.,
2025c; Yang et al., 2025c¢), but typically rely on
dense captioning, rigid heuristics, or multiple co-
ordinated VLMSs. In contrast, our method decou-
ples perception from reasoning, reformulating long-
video understanding as hierarchical programmatic
probing in which an LLM navigates the video
through code and adaptively discovers strategies
for complex, long-horizon tasks.

Coding-based Approaches for Vision Tasks.
Neural Module Networks (NMNs) (Andreas et al.,
2016; Hu et al., 2017; Johnson et al., 2017; Hu
et al., 2018) pioneered compositional visual ques-
tion answering, decomposing each question into a
program layout that is then executed over the im-
age. However, these approaches require learning
program layouts. More recent methods have used
LLM’s code generation abilities to solve image
understanding tasks in single forward pass (Suris
et al., 2023; Gupta and Kembhavi, 2023; Marsili
et al., 2025). In contrast, our approach is focused
on long video understanding by decoupling per-
ception and reasoning, enabling LLMs to perform
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Figure 1: Overview of HPP. A coding-capable LLM is initialized with minimal context and iteratively navigates a
video through code execution and structured probing functions in a REPL, invoking a VLM on demand for targeted

perception before producing the final answer.

multi-step planning with code.

3 Method

Our method consists of an LLM navigating video
through code execution and a set of efficient video
probing functions. To fully exploit the LLM’s
reasoning and coding abilities without imposing
a rigid task formulation, we initialize the LLM
with minimal inputs: a system prompt for context,
video metadata, and the user query. The model
is given access to (i) an interactive Python envi-
ronment (REPL) initialized with system variables,
(ii) a set of video probing functions for structured
navigation, and (iii) a small vision-language model
(VLM) for targeted spatio-temporal understanding.
Given a query, the reasoning-and-navigation
LLM first interprets the task and formulates a high-
level strategy. It then executes this strategy by
writing and executing Python code, selectively in-
voking probing functions to navigate the video and
querying the VLM when fine-grained visual under-
standing is required. This iterative loop of reason-
ing, code execution, and video interaction enables
explicit symbolic reasoning while efficiently ex-
ploring long videos, as illustrated in Figure 1.

Interactive Hierarchical Programmatic Probing
Environment

The core of our framework is an interactive probing
environment that enables a coding-capable LLM
to iteratively navigate long videos, retrieve query-
relevant evidence, and refine its reasoning based
on intermediate execution feedback. Inspired by
Recursive Language Models (Zhang et al., 2025a),
we adopt a REPL-based interaction paradigm in
which the LLM executes code within an isolated
container and receives structured, terminal-style
outputs, forming a tight reasoning—execution loop.

Unlike natural language, videos consist of dense

and highly redundant frame sequences, making
naive frame-level exploration computationally pro-
hibitive. To support efficient and structured prob-
ing, we design four key modules within the REPL
environment. First, we introduce a computation-
ally efficient hierarchical structuring mechanism
that leverages codec information to transform raw
videos into multi-scale segments. Second, we
design a semantic retrieval module that allows
the LLM to localize query-relevant segments us-
ing both global embeddings and fine-grained to-
ken—frame late-interaction similarity. Third, we
expose structured video sampling functions that
enable fine-grained temporal navigation while con-
straining exploration to a controlled action space.
Finally, we integrate a lightweight VLM that can be
queried for targeted spatio-temporal understanding
over selected frames or clips, while higher-level
reasoning remains within the LLM.
1) Hierarchical Structure for Efficient Probing.
Most VLMs implicitly assume that videos consist
of static information and downsample frames at
uniform intervals. However, this uniform sampling
is suboptimal as videos exhibit significant temporal
redundancy and substantial variation in informa-
tion density: some segments contain critical events,
while others are largely repetitive. To enable the
LLM to navigate video more efficiently in the in-
teractive coding environment, we propose a hier-
archical module that decomposes long videos into
progressively coarser, perceptually and temporally
coherent segments as needed.

The first part is to efficiently partition large num-
ber of video frames ({ f;}/_,) into shots ({si}fil)
with similar content and small motion. The tempo-
ral motion can be extracted by handcrafted (Beau-
chemin and Barron, 1995) or deep learning-based
optical flow (Teed and Deng, 2020). However, the
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Figure 2: (Left) Overview of our method for efficiently converting raw video frames into shot-level segments by
directly leveraging codec information. (Right) An example of information-density-aware segmentation of a video
into shots with keyframes.

expensive computation of optical flow methods
makes them unsuitable for our purpose. To per-
form this step efficiently, we leverage compressed
representation used for storage and transmission
and can be extracted at high speed (Wu et al., 2018;
Jin et al., 2024). Specifically, most modern video
codecs (e.g., MPEG-4, H.264 etc.) exploit tempo-
ral redundancy of successive frames by only storing
few frames that are least compressible (I-frames)
and reconstruct the rest of the frames from motion
vectors and residuals (Musmann et al., 2005). From
an information-theoretic perspective, compression
aims to minimize the expected code length of a
video sequence by reducing the conditional entropy,
Zthl H(f | ft), where f; is motion-compensated
prediction of frame f; and stores motion vector my
and residuals r;, such that ft ~ W(fi—1, my,ry)
where W(-) denotes motion warping.

As shown in Figure 2, we leverage informa-
tion from the compressed bitstream as a coarse
but extremely efficient structural prior. We use
timestamps of I-frames ({t;}1_,) to partition the
frames into shot candidates s; = {f; | tx <
t < tg+1}, where fi, is keyframe for k-th shot.
To further reduce redundancy, we merge adja-
cent shots whose keyframes are visually similar
(merge,, ,, ., if [|ft, — ft,y. || < 75). For each shot
sk, we compute a shot energy using motion and
residual vectors,

v =Y (Imelly + Allreln), (1)

tes;

which serves as a proxy for information change,
as video codecs allocate fewer bits to more redun-
dant content while preserving essential temporal
context. (Lu et al., 2019) This proxy is used in sub-
sequent steps for motion-adaptive frame selection.

For longer videos, shot-level segmentation alone
is insufficient for effective navigation. To ad-
dress this, shots can be further grouped into spatio-

temporally coherent scenes and globally semanti-
cally consistent clusters using a lightweight dis-
tilled visual encoder. We defer the details to Sec-
tion A of the Appendix.

2) Fine-grained, Motion-aware Semantic Search
for Query-based Localization. After dividing a
video into manageable segments, the next step is to
enable the LLM to retrieve query-relevant content
via text. Video retrieval methods typically employ
a bi-encoder architecture, in which frames are uni-
formly sampled from a video segment, encoded
using a vision encoder, and aggregated into a sin-
gle global embedding (Shu et al., 2024a; Xu et al.,
2021). This global representation, together with a
text embedding, is then used to compute similarity
and retrieve relevant results.

However, unlike general video retrieval, text-
based localization within a single video requires a
more fine-grained approach, as different segments
may share substantial visual similarity. For ex-
ample, localizing a segment corresponding to the
query “bird flying over water” in a nature docu-
mentary requires distinguishing it from visually
similar scenes of birds flying over a desert. More-
over, motion dynamics can vary significantly across
short segments, making uniform frame sampling
suboptimal. To address these challenges, we de-
sign a video localization method that adaptively
samples frames based on the magnitude of motion
within each shot and computes similarity using late
interaction between independently encoded shot
and query embeddings (Khattab and Zaharia, 2020;
Reddy et al., 2025).

The localization is performed at the segment
level (e.g., shots). Let {si}fil denote the set of
shots for a video, where each shot s; contains
Ts, frames { fu}tTfl and a keyframe. We sam-
ple frames proportionally to the shot’s motion
energy ; computed using Eq. 1. The number
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Figure 3: HPP vs. VLMs on LongVideoBench, broken down by video duration, perception-based questions (L1),
and long horizon relational questions (L2). Results are taken from (Wu et al., 2024), * indicate evaluation under the

setting in which VLM is used in our method.

of sampled frames for the i-th shot is given by

N = ﬁ Biotal, Where By is total frame
m=1 "M

budget. For each shot s;, n; frames {f; x}};
are sampled and encoded using a CLIP-like vi-
sion encoder ¢,, to obtain frame-level embeddings
zip = Go(fir) € R?. Similarly, a textual query
consisting of n; tokens ¢;;", is encoded using a
text encoder ¢; to obtain token-level embeddings
ai = ¢(q) € R

To capture fine-grained token—frame interactions
within each shot while maintaining the efficiency
of dot-product similarity, we compute a weighted
late-interaction MaxSim score:

. 1 i
MaxSim(g, s;) = — Z Wj ;- Max (q’iTZjvk> ;
i ¢

where w; ;, is the weight of the k-th frame in shot
s;, assigning higher importance to keyframes. This
per-token motion-adaptive per-frame interaction
captures fine-grained and dynamic spatio-temporal
information. To further capture shot-level global
information, we aggregate frame and query embed-

dings via mean pooling: z; w ?11 z;¢, and
2 t=

q= n% >, i, and compute a shot-level similar-
ity with the query: Sim(q, s;) = q'z;. The final
similarity score combines fine-grained and global
similarities: score(q, s;) = o - MaxSim(q, s;) +
(1—ay)-Sim(q, sj), where o is a weighting hyper-
parameter. By modeling both global shot-level se-
mantics and fine-grained token—frame interactions,
the search module captures static spatial context
as well as motion-driven action cues, leading to
more precise and reliable localization. Top-k can-
didate shots are returned along with their similarity
scores, which LLM can use to decide which shots

to further probe. Scenes are not embedded sepa-
rately; instead, a scene representation is computed
by using the embeddings of its constituent shots,
reducing computation while preserving semantic
structure.

3) Effective Sampling Interface and Perception.
After localizing relevant temporal regions, the next
step is to enable the LLM to efficiently sample rel-
evant segments for effective perception with the
VLM. We provide a set of structured functions
that support multi-scale temporal sampling. These
functions include retrieving a frame at a specific
timestamp, extracting frames over a time interval,
hierarchy-aware frame sampling, temporal zoom-
in within a selected segment, and segment clipping.
More details of these functions are provided in
Section A. These structured functions provide a
predictable and well-defined interface within the
REPL, enabling the LLM to systematically explore
the video at the segment level with greater reliabil-
ity and control.

4 Effectiveness of Decoupled Perception
and Reasoning

To evaluate effectiveness of our central thesis,
that decoupling perception from reasoning and en-
abling multi-step code-based planning improves
long-video understanding, we first compare HPP
against VLMs on LongVideoBench (LVB) (Wu
et al., 2024), which stratifies questions into per-
ceptual (1) and relational (L2) categories. While
L1 questions primarily test perceptual grounding
such as recognizing objects, actions, and events
within local segments, L2 demands relational rea-
soning over temporally distributed evidence, requir-
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Table 1: Decoupling perception from reasoning along
two axes on LongVideoBench.

(a) Better Perception Yields Better Performance. With
the fixed LLM, HPP consistently improves over monolithic
VLMs at both small and large vision-encoder scales, demon-
strating the ability of programmatic reasoning to utilize better
perception models.

LVB-3600 Avg

Setting Vision All A

L1 L2 L1 L2

Small vision Encoder (~0.3B)

Monolithic VLM 2B - - - - 574 -

+ HPP (Kimi-K2) 2B 70.5 56.0 70.5 70.1 70.3 +10.9
Large Vision Encoder (~6B)

Monolithic VLM 38B - - - - 657 -

+ HPP (Kimi-K2.6) 38B 69.5 657 765 69.2 735 +7.8

(b) Coding ability of the LLM transfers to video reason-
ing. With the same VLM (2B VLM, 0.3B encoder), stronger
coding LLMs yield directly stronger video understanding,
demonstrating the effectiveness of programmatic reasoning
for long video understanding.

Term LVB-3600 Avg.

LLM All
World LI L2 L1 L2
Baseline VLM - - - - - 574%
MiniMax-M2.5 49.0 60.0 427 63.7 547 592
Kimi-K2.6 57.5 68.0 60.0 69.1 67.6 68.3
Claude Opus 4.6 62,5 76.0 72.0 80.3 723 763

ing both fine-grained perception and long-horizon
multi-step reasoning across long videos. LVB
consists of 3600 questions spanning four duration
groups from short to longer.

Figure 3 reports results on LVB, with baseline
results taken from (Wu et al., 2024). For cost effi-
ciency, we use GPT-5-mini as the reasoning LLM
and Qwen3-VL-2B (Bai et al., 2025a) as the per-
ception VLM. On shorter videos and L1 task, our
method performs comparably to VLMs. However,
our method’s gains are most pronounced on longer
videos (600s and 3600s subset) and L2 relational
tasks that require multi-step planning and multi-
modal temporal information retrieval. For example,
TAA (attribute change of an object between two
subtitle-anchored moments) and T30 (identifying
an object appearing before/after a subtitle) both
demand cross-modal temporal anchoring followed
by fine-grained perception at distant segments, pre-
cisely the kind of reasoning that monolithic VLMs
struggle with, as they must integrate information
across thousands of frames in a single pass. Sim-
ilarly, strong improvements on E3E (temporal or-
dering of events) and SOS (re-identifying an object
across different scenes) demonstrate that our hier-
archical localization, programmatic probing and

Question: Which of the following sequences of scenes is correct?

A) First, two people with long hair leaning against the wall in a grayscale photo, then orange-
bordered screen with blue interior, then purple background with yellow letters, lastly man in
black clothes with white hair talking

B) [...]

Q) [...]

D) First, orange-bordered screen with blue interior, then purple background with yellow
letters, then man in black clothes with white hair talking, lastly grayscale photo of two
people. v/

E) First, grayscale photo, then man in black with white hair talking, then orange-bordered
screen, lastly purple background with yellow letters.

IDIEEE] . - w5

1130s
Decompose into 4 sub-goals & parallel search
LLM: Locate each scene independently across 169 scenes

scenes = get_scenes() # 169 scenes

# Parallel search for all 4 described scenes
queries = ["grayscale photo two people leaning wall", "orange bordered
screen blue interior”, "purple background yellow letters text", [..]]
for q in queries:
res = search_in_scenes(q, n=3)
for r in res:
print(f"Scene {r['scene_id']}: "f"score={r['score']:.2f}")

Search results: Orange screen: scene 8, 33, 0 Purple text: scene 30, 128, 8 Grayscale photo:
scene 23,67, 43 White-hair man: scene 152, 68, 132

€) Zoom into candidates & verify with VLM
LLM: For each candidate, extract frames and confirm visual content

# Zoom into each top candidate scene
f1 = zoom({"scene_id": 8}, n=6)
f2 = zoom({"scene_id": 30}, n=4)

# VLM verification for each
vlm_query("Is this an orange-bordered screen with blue interior?", f1)

[...]

VLM verification results: v Scene 8: orange border confirmed v Scene 30: purple + yellow text
X Scene 23: not grayscale photo ? Scene 152: needs more verification

B Iterative refinement for uncertain scenes
LLM: Scene 23 rejected, try alternative candidates from results

# Scene 23 failed — try next candidates
# Also search with varied phrasing
alt = search_in_scenes("two men standing wall long hair", n=5)

# Check multiple candidates for grayscale
for sid in [43, 67, 143]:
frames = zoom({"scene_id": sid}, n=4)
vlm_query("Is this a grayscale photo
of two people leaning wall?", frames)

# Also check multiple for white-hair man
for sid in [62, 86, 145, 152]:
frames = zoom({"scene_id": sid}, n=4)
vim_query(“"Man in black clothes with white hair talking?", frames)

Grayscale photo: scene 23 X - scene 43 X - scene 67 v/

White-hair man: scene 68 X -> scene 62 X - scene 86 X -> scene 145 ~ - scene 152 v/

(@) Temporal ordering & match to options
LLM: Sort confirmed scene IDs and match against 5 orderings

Answer Reasoning: orange (Sc. 8) - purple (Sc. 30) - man (Sc. 152)...
but grayscale (Sc. 67) is between purple and man, only option D places orange 1st & purple 2nd

Figure 4: An example of HPP in action. The model
decomposes the query into sub-goals and executes its
strategy in the REPL using compositional code (e.g.,
parallel search across paraphrased queries). HPP probes
the video efficiently despite its 34k frames: structuring
it into 169 scenes, retrieving and zooming into localized
regions for targeted inspection, and iteratively refining
its evidence before answering.

multi-step planning enable the model to first lo-
calize relevant moments and then invoke targeted
perception, reducing distraction from redundant
frames and enabling structured long-range under-
standing.

Decoupling enables independent scaling of VLM
and LLM. To further test our decoupling hy-
pothesis, we scale either the vision encoder or
the reasoning LLM (Table 1) on a 600-question
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# Question: In this video, how many instances are there
s of the 'stomping grapes' action scene in total?
# Stage 2 - Localization
queries = ["grape stomping"”, "stomping”, "grapes”, "feet
< in grapes”, ...,"wine press”, "winery harvest"]
all_hits, seen = [], set()
for q in queries:
for h in search_in_shots(q, n=30):
key = (round(h['start'], 2), round(h['end'], 2))
if key not in seen:
seen.add(key)
all_hits.append(h)
print(f"Total unique candidate shots: {len(all_hits)}")

w o

— S ©C ® o Wn

Listing 1: An example of effective utility of program-
matic probing. HPP issues 5-15 paraphrase variants
of the target concept and uses the REPL to merge and
de-duplicate results by timestamp, yielding a more com-
plete retrieval set than any single query.

subset of LongVideoBench, sampled proportion-
ally across the original distribution of 4 dura-
tion groups, 2 difficulty levels, and 13 question
types. Varying the vision encoder and keeping
LLM fixed (Kimi-K2.6 (Team et al., 2026)), HPP
improves the monolithic baseline by +10.9 at
0.3B vision encoder and +7.8 at 6B vision en-
coder. We report vision-encoder size since VLMs
often scale the LLM without correspondingly scal-
ing the encoder. For this comparison, we use
InternVL3.5-2B and InternVL3.5-38B (Wang et al.,
2025a). Furthermore, to show the benefit of
stronger coding models, we switch LLM with in-
creasing coding abilities (as measured by Termi-
nalWorld (Chu et al., 2026)). We use three mod-
els (Kimi-K2.6, MiniMax-m2.7 (MiniMax, 2026)
and Claude Opus4.6 (Anthropic, 2026b)) and fixed
VLM (Qwen3VL-2B). Results are reported in Ta-
ble 1(b), with performance scaling monotonically
with general coding ability (59.2 — 68.3 — 76.3),
confirming that HPP directly benefits from stronger
LLMs.

How Code-based Programmatic Probing Works.
Figure 4 illustrates HPP on a 4-scene temporal or-
dering question from a 20-minute history documen-
tary, where reused visual templates (e.g., colored
borders) create many partial matches across 169
scenes. The LLM decomposes the question into
four sub-goals, issues parallel semantic searches,
zooms into candidates for VLM verification, and
iteratively refines failed matches with varied query
phrasings and cross-modal cues. After confirming
all four scenes, it reasons over their temporal order
to select the correct answer, inspecting only 68 of
33,909 frames (0.2%).

Emergent and Adaptively Composed Coding-
based Strategies. A notable property of HPP
is that the reasoning LLM spontaneously devel-

Table 2: Comparison on challenging long-video un-
derstanding benchmarks. Our method outperforms or
achieves competitive results compared with methods
relying on significantly larger vision models.

Model Ego LVB MLVU VMME
Claude 4.5 Opus - 57.3 - 71.6
GPT-40 (OpenAl, 2024) 722 667  64.6 712
Gemini 1.5 Pro (Team, 2024) 71.1 640 - 81.3
ShareGPT4Video-8B (Chen et al., 2024a) - 39.7 46.4 43.6
VideoChat2-7B (Li et al., 2024b) 56.7 39.3 479 43.8
LongVA-7B (Zhang et al., 2024d) - 51.3 58.8 54.3
LLaVA-Video-7B (Zhang et al., 2025b) 573 582 70.8 69.7
Aria-28B (Li et al., 2025b) - 642 723 72.1
LLaVA-Video-72B (Zhang et al., 2025b) ~ 65.6  64.9 - 76.9
InternVL-2.5-78B (Chen et al., 2024b) - 636 757 74.0
LLaVA-OneVision-72B (Li et al., 2025a)  62.0 63.2 68.0 69.6
VideoLLaMA-2-72B (Cheng et al., 2024)  63.9  — 45.6 64.7

VideoAgent (Wang et al., 2024b) 54.1 - - -

VideoTree (Wang et al., 2025¢) 61.1 413 - -

Dr. Video (Ma et al., 2025) 61.9 - - 71.7
VideoRAG-72B (Luo et al., 2026) - 654 738 75.7
Ours HPP 704 664 693 71.8

ops effective coding strategies to efficiently navi-
gate the video, without being explicitly instructed
to do so. For instance, Listing 3 shows a pat-
tern we term multi-query ensemble search
with deduplication: since semantic search is
nearly free after the first invocation (embeddings
are cached), the LLM exploits this by issuing mul-
tiple paraphrase variants of the target concept (syn-
onyms, compound descriptions, and visual surface
forms) at negligible additional cost. It then merges
and deduplicate results by timestamp, forming a
retrieval set more complete than any single query
alone. Such patterns arise consistently across differ-
ent questions and video types because of flexibility
offered by code-based navigation. We provide a
detailed analysis and examples in Section E.

5 General Long Video Understanding

To further demonstrate the effectiveness of HPP for
long-video understanding, we compare it against
a broad spectrum of approaches across four chal-
lenging benchmarks (Table 2). The baselines in-
clude large proprietary models (e.g., GPT-40, Gem-
ini 1.5 Pro), open-source VLMs ranging from
7B—78B parameters, and recent agentic frame-
works such as VideoAgent (Wang et al., 2025b)
and VideoRAG (Jeong et al., 2025). For HPP, we
pair GPT-5-mini as the coding-capable LLM with
Qwen3VL-2B as the lightweight perception model.
Our method achieves strong performance across all
benchmarks. For instance, on LongVideoBench,
our framework achieves 66.4 average accuracy, out-
performing several larger models. Comparable im-
provements on EgoSchema and MLVU, where HPP
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Table 3: Comparison of our framework on MLVU’s
Sub-Scene Captioning task with GPT-4o.

Method MLVU SSC
GPT-40 6.80 (Zhou et al., 2024b)
HPP 6.83

matches or surpasses models an order of magnitude
larger, confirm that the benefit generalizes across
long-video settings. These results support our cen-
tral hypothesis: externalizing higher-order tempo-
ral reasoning into adaptive, code-driven probing
rather than scaling perception within a single for-
ward pass, yields strong long-video understanding
without scaling the VLM.

Evaluation beyond QA Benchmarks. We eval-
uate HPP on the MLVU Sub-Scene Captioning
(SSC) task (Zhou et al., 2024b) to further demon-
strate HPP’s performance for open-ended video
understanding. SSC requires a model to identify a
unique, typically sub-minute scene in a long movie
from a descriptive prompt that avoids character
names and movie-specific terms. The model must
then generate a detailed caption of that scene, cov-
ering relevant plot details beyond those already
stated in the prompt. Performance is evaluated
for relevance and accuracy using an Al model as
the judge. For this experiment, we make minimal
changes to our setup, using Claude Opus 4.6 as the
main LLM and Qwen3-VL-2B as the perception
module. We add a brief task description to the code
interface and replace references to multiple-choice
questions with instructions appropriate for caption
generation. Results in Table 3 compare HPP with
GPT-40. HPP achieves a score of 6.83, slightly
outperforming GPT-40 at 6.80.

Contribution of Code Execution vs. Tool Us-
age. To isolate the contribution of code execution
from general tool use, we compare HPP against
a ReAct-style tool-calling variant under the same
experimental setup. We retain the original model
configuration and task settings, but replace refer-
ences to code generation and REPL execution in
the prompt with direct tool calling. Both variants
use the same LLM, VLM, probing functions, subti-
tle access, and iteration budget. We evaluate both
on the same randomly sampled 150-question subset
of LVB-3600 using GPT-5 mini as the reasoning
LLM and Qwen3-VL-2B as the VLM.

The results are shown in Table 4. Under this
controlled setting, HPP consistently outperforms
the ReAct-style tool-calling baseline, indicating
that executing code provides benefits beyond ac-

Table 4: Comparison of HPP with a ReAct-style tool-
calling variant on a randomly sampled 150-question
subset of LVB-3600.

Method L1 L2  Avg
ReAct Style Tool Usage 63.0 51.8 56.7
HPP with Code 73.8 612 66.7
A +10.8 +94 +10.0

cess to the tools. Code execution provides a more
expressive probing interface: the model can chain
operations, preserve intermediate results in vari-
ables, and compose the available probing functions
using standard Python constructs. It also offers
structured execution feedback through printed out-
puts, exceptions, and error handling, enabling the
model to inspect and revise its reasoning.
Latency and Efficiency. HPP reduces upfront
processing relative to the compared agentic frame-
works by allocating resources lazily and on de-
mand, while leveraging codec metadata for efficient
frame decoding and video structuring. Table 5 re-
ports mean latency on 150-question subsets of the
LVB-600 and LVB-3600 splits. Main-LLM latency
covers all API round trips; REPL latency covers all
invoked functions including code execution, frame
extraction, indexing, retrieval, and VLM inference.
HPP requires 99.1 seconds and 110.4 seconds per
query on LVB-600 and LVB-3600, respectively.
We further compare HPP with single-pass VLMs
and agentic video frameworks. Because the evalua-
tion settings differ, the reported figures should be
interpreted only as indicative of latency scale. Al-
though a monolithic VLM generates an answer in
2.87 seconds, its overall latency for long-video un-
derstanding is dominated by frame decoding. Vide-
oRAG reports 21-48 minutes of RAG construc-
tion per video and approximately 30 seconds of
inference per query, while VideoAgent requires
about 14 minutes per query ((Luo et al., 2026)). In
comparison, HPP requires no upfront indexing and
takes 110 seconds per query on average.
Comparison of Duration and Resource Usage.
Figure 5 compares HPP’s token usage against
standard frame sampling (e.g., Gemini (Google,
2026)) across all 15 sub-tasks of our four evalua-
tion datasets, ordered along the x-axis by increasing
video duration and task complexity. While HPP
uses slightly more tokens on short videos (15-60s)
due to its probing overhead, the trend reverses
sharply as videos grow longer and tasks more com-
plex: reaching up to 16 x fewer tokens than stan-
dard sampling on the longest, hardest tasks. Ap-
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Figure 5: Comparison of average token usage with stan-

dard LLM frame sampling (Google, 2026) and HPP.
Table 5: Comparison of the latency of different compo-

nents within our framework, along with a comparison
of end-to-end latency against agentic frameworks.

Component LVB-600 LVB-3600 Method Offline  Infer.
VLM* 30.81s VLM* 27.94s  2.87s
Main LLM 48.6s 50.0s VideoAgent - 14m
REPL 49.8s 59.7s VideoRAG  21-48m  3ls
Full 99.1s 110.4s HPP 0s 110.4s

pendix C provides a detailed analysis of HPP’s
resource usage across video lengths and question
types, covering API costs, LLM/VLM token con-
sumption, probing-function patterns, and REPL
utilization. The analysis shows that HPP adaptively
allocates compute to query difficulty: few itera-
tions on easy queries, longer probing on temporally
complex ones. It also scales substantially more
efficiently than standard frame sampling.

System Component Ablation. We conduct our
ablation study on a 120 sample subset from the
3600-second split of LongVideoBench, as it repre-
sents the most challenging setting, requiring both
long-video understanding and long-horizon reason-
ing. We first analyze the contribution of the major
components of our framework (bottom of Table 6).
The standalone VLM used in our framework per-
forms poorly on its own, as expected, since HPP
uses it with 8 frames per clip. Similarly, disabling
either our semantic localization module or the struc-
tured probing functions significantly degrades ac-
curacy (46.2 and 48.9 respectively), showing that
both components are necessary for effective tem-
poral localization and organization of retrieved ev-
idence. Removing the VLM entirely leads to the
largest degradation (29.2). We also observe that
prompt design and model capacity affect perfor-
mance: using a simplified prompt (full prompt is in
Appendix Section F.2) reduces accuracy (59.2 vs.
63.7), while scaling the VLM from 2B to 8B im-
proves performance (66.2). Using a stronger LLM
(GPT)5) further increases accuracy to 68.3.
Semantic Search Ablation. The upper side of

Embedding Model Acc. Similarity Metric Acc.

None 46.2 Sim 57.9
SigLIP 47.5 MaxSim 54.8
CLIP 58.3  Hybrid (a,0.3) 53.9
VideoXL 63.7 Hybrid («s,0.7) 63.7
LLM Prompt Search Struct. VLM LVB
X X X X 2B 30.5*
GPT-mini Default v v 2B 63.7
GPT-mini Default X v 2B 46.2
GPT-mini Default v X 2B 48.9
GPT-mini Default v v X 29.2
GPT-mini Default X X 2B 48.9
GPT-mini Simple v v 2B 59.2
GPT-mini Default v v 8B 66.2
GPT Default v v 8B 68.3

Table 6: Retrieval and system-component ablations. *
indicate VLM evaluated on settings used in HPP.

Table 6 shows our evaluation for design choices
in the semantic search, including the embedding
model and similarity metric for retrieval. The em-
bedding model plays a crucial role in identifying
relevant video segments. Without embeddings, per-
formance drops to 46.2, while stronger multimodal
representations progressively improve results, with
VideoXL (Shu et al., 2024a) achieving the best
performance (63.7). We also compare similarity
metrics for retrieval: cosine similarity achieves an
accuracy of 57.9, token-level MaxSim performs
worse (54.8), while our proposed hybrid approach
achieves 63.7, highlighting the effectiveness of de-
sign choices.

6 Conclusion

We presented HPP, a programmatic framework
for long-form video understanding that explicitly
decouples semantic perception from higher-order
temporal reasoning. Instead of treating videos as
having uniformly distributed information, our ap-
proach reformulates video understanding as itera-
tive code-driven probing over hierarchically struc-
tured video representations within a coding envi-
ronment. In this setting, a coding-capable LLM
performs planning, strategy execution, and rela-
tional reasoning, while a lightweight VLM is in-
voked only for targeted perceptual understanding.
This design enables efficient exploration of long
videos and better leverages the emerging reasoning
capabilities of modern LLMs.
Acknowledgments. This work was supported by
the Engineering and Physical Sciences Research
Council [grant number EP/Y009800/1], through
funding from Responsible Ai UK (KP0016).
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7 Limitations

While HPP is effective across a range of long-video
benchmarks, several limitations remain. Firstly,
HPP’s effectiveness is fundamentally tied to the
coding LLM that drives probing. Our scaling ex-
periments (Table 1) show that performance scales
monotonically with the LLM’s coding ability: HPP
inherits future gains from stronger LLMs but is
also bounded by the LLM’s current capacity to
decompose queries, formulate adaptive strategies,
and recover from failed probes.

Although externalizing reasoning into code cir-
cumvents the depth limit of latent multi-step reason-
ing, each individual probing decision still relies on
the LLM’s intrinsic planning ability within a single
turn. Weaker LLMs may issue ill-formed retrieval
queries, terminate prematurely without sufficient
evidence, or fail to chain probes coherently. More
subtly, HPP also inherits the LLM’s biases: query
interpretation, the choice of paraphrases for seman-
tic retrieval, and the prompts issued to the VLM
all reflect the LLM’s pretraining priors, which can
systematically privilege some types of evidence or
framings over others.

Another limitation arises from HPP’s au-
tonomous, multi-turn nature. Because the LLM
plans and executes its own probing strategy, tra-
jectories occasionally go awry in ways that are
difficult to anticipate from the question alone. For
instance, the model may latch onto an incorrect hy-
pothesis early and confirm it through biased follow-
up probes, repeatedly issue near-duplicate retrieval
queries, or commit to a final answer before suffi-
cient evidence has been gathered. Another failure
mode observed with some smaller LLMs is the
model’s inability to return a final answer and in-
stead continuing to loop for more and more confir-
mations.

A related failure mode is context filling: across
multiple turns, intermediate reasoning, VLM re-
sponses and especially verbose code outputs ac-
cumulate in the context window, and we occasion-
ally observe the LLM weighting earlier (sometimes
weakly supported) evidence over more recent and
more reliable findings, or losing track of the origi-
nal query under accumulated context. These fail-
ures are characteristic of autonomous agentic sys-
tems and are not fully mitigated by the structured
probing API.

Finally, our evaluation focuses on
multiple-choice long-video QA benchmarks

(LongVideoBench, EgoSchema, VideoMME,
MLVU). Performance on open-ended genera-
tion, dense captioning, fine-grained temporal
grounding, or interactive video tasks remains to be
characterized.
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A Extended Method Details

In this section, we briefly expand on three key as-
pects of the REPL environment: hierarchical seg-
mentation, VLM-based perception, and the various
probing functions exposed by the environment.
From Shots to Scenes and Clusters. Shot-level
decomposition enables the LLM to efficiently in-
spect a video at a fine-grained level. However,
videos often contain semantically similar scenes,
including temporally distant segments that convey
the same underlying narratives. To this end, hierar-
chical structure module can group shots into tempo-
rally consistent scenes ({cl}lL: 1) and semantically
similar clusters ({C}2_,), as shown in Figure 6.
For scenes, each shot s; with keyframe { f;, }
is encoded using a small distilled visual en-
coder ®(-)(Ranzinger et al., 2024) to obtain
spatio-temporal and semantic features z;, ,e;, =
®(f,,) € RP. Given the sequence of shot-level
features {z;}7Y |, we compute pairwise cosine dis-
tances between adjacent shots:
Z;r Zi+1

Dy(i,i+1)=1— —HL
’ [12ill[|Zi1

and contiguous shots with high similarity (D(i,7 +
1) < 75) are grouped into scenes.

Next, non-contiguous and semantically similar
scenes are grouped into clusters. Given global se-
mantic embeddings for a shot calculated in previ-
ous step, we pool to form scene level embeddings
h, = o Y ice, © and compute a pairwise simi-
larity matrix using cosine similarity: S(i,j) =
1-— thtlll;zrﬁ The resulting L x L similarity ma-
trix is used as input to agglomerative clustering
to group semantically related scenes into clusters
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Figure 6: Overview of our method for constructing hierarchical video units from shots to scenes, and clusters using

a lightweight image encoder.

{C.}2 . Each cluster is represented by the union
of keyframes from its constituent scenes and forms
the highest level of the hierarchy, enabling coarse-
to-fine navigation of long videos.

Segment-level Perception with Small VLM. To
perform localized spatio—temporal understand-
ing over the extracted segments, we employ a
lightweight VLM (e.g., Qwen3VL-2B (Bai et al.,
2023)) as a perception module. The LLM gener-
ates task-conditioned textual prompts and submits
them, together with the sampled frame(s) or short
video clip, to the VLM in order to extract query-
relevant visual and temporal evidence. The VLM
is invoked without additional system prompts or ex-
ternal contextual information; it functions purely as
a visual-temporal encoder and interpreter. Higher-
level reasoning, cross-segment aggregation, and
decision-making remain entirely within the LLM.

REPL Environment and Structured Probing
Functions HPP exposes the video to the coding
LLM through a stateful Python Read—Evaluate—
Print Loop (REPL), in which the LLM emits code,
observes printed output, and continues reasoning
across turns. Each session is initialized with a
small set of pre-loaded variables that anchor the
LLM in the task without consuming context budget:
a subtitles list of {start, end, text} dictionaries

(or None when unavailable), and video metadata
exposed via get_video_info() (duration, resolu-
tion, frame rate, shot count). These initial variables
let the LLM scope the problem before issuing any
query and act as a free, always-available textual
information about the video. Crucially, the REPL
is persistent across turns: the LLLM can accumu-
late evidence in arbitrary Python variables (e.g.,
evidence_by_option = {}), revisit and refine
retrieved segments, and compose primitives into
multi-step strategies that span many iterations. This
persistence is what makes adaptive, code-driven
probing tractable. Specifically, intermediate find-
ings do not need to be re-derived, and the LLM’s
reasoning state is externalized into inspectable vari-
ables rather than carried latently inside a single
forward pass.

Furthermore, HPP exposes the video to the cod-
ing LLM as system functions in REPL, organized
into five families that span the cost: information
trade-off and together support coarse-to-fine tem-
poral localization.

e Video-structure functions (get_shots,
get_scenes, get_clusters,
get_shot_detail) return the hierarchi-
cal segmentation as text—shot and scene
boundaries, keyframe timestamps, and
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Question: Four people walking (2 adults, 2 children, specific clothing, holding hands). Which
vegetable appears first after the subtitle "Music"?
[A) Tomato B) Carrot C) Cabbage D) Watermelon E) Eggplant

905 s

Search subtitles for "Music" & locate the walking scene
LLM: "Find all 'Music' subtitle cues, then locate the family walking scene near one of them"

# Find all "Music" subtitle timestamps

search_subtitles(subs, r"Music")

# hits at 224s, 469s, 659s, 848s

# Locate the family walking scene

search_in_shots("family walking street
children holding hands", n=5)

"Music" appears 4 times:
@224's, @469 s, @659 5, @848 5

Family walking scene:
near 3rd "Music" cue (~660 s)

a Scan frames after "Music" cue for vegetables

LLM: "Extract frames after Music cue and ask VLM to identify vegetable"

# Extract frames after 3rd "Music"
frames = get_frames(660, 770, n=12)

(659s)

# Frame-by-frame VLM vegetable detection
vlm_query("What vegetables or food items

VLM perception:

@660-700 s: street scene, no vegs
@700-718 s: market stalls appearing
@720 s: tomato detected v/

@730+ s: cabbage, other vegs later

are visible? List each one.", frames)

e Confirm first vegetable & eliminate alternatives

tomato @720's

LLM: "Tomato appears at 720s, before any other vegetable. Cabbage appear later."

Vegetable timeline after "Music" @659 s:

Tomato @720 s & first
Cabbage @735 s (later)

o

FINAL(Tomato)

Carrot, Eggplant: not found

Figure 7: An example of HPP in action. The model decomposes the query into sub-goals, executes its strategy in
the REPL, and probes the video. It first searches for the word "music" and adjacent family-walking scenes, then
uses the VLM to identify the target. Despite the video containing 27,000 frames, the model efficiently navigates it
by first structuring the video into shots, retrieves relevant evidence, and invokes the VLM for targeted perception

only on selected scenes.

visually similar clusters —letting the LLM
orient itself temporally before committing
any perceptual budget.

* Semantic retrieval functions
(search_in_shots, search_in_scenes)
perform late-interaction queries to localize
segments relevant to a natural-language
phrase, returning ranked candidates with
timestamps and scores.

e Subtitle functions (search_subtitles,
find_times, get_subtitles,
summarize_subtitles) provide free,
text-only access to dialogue and on-screen
factual content, which often answers dialogue

or factual questions outright.

* Frame and clip extraction (get_frame_at,
get_frames, sample, get_overview, zoom,
sample_shot, get_clip) materialize visual
content from chosen regions at controlled
granularity, with zoom and sample operat-
ing directly over the hierarchical segments
returned by the structure functions.

* Vision-language queries (vlm_query) route
a small set of frames or a short clip to a
lightweight VLM with a natural-language
prompt, returning a textual description—the
only path through which raw pixels enter the
LLM’s reasoning.

The functions are organized along the cost : cod-
ing and printing are free, subtitle operations and
structure queries are cheap, frame extraction and
semantic retrieval are moderate, and VLM calls,
particularly over clips, are the most expensive. This
structure pushes the LLM toward a natural coarse-
to-fine strategy: orient using cheap signals (struc-
ture, subtitles, retrieval), narrow the temporal re-
gion of interest, and invoke perception only on the
resulting targeted segments. Because the functions
are exposed as Python functions within the REPL,
the LLM composes them adaptively, chaining re-
trieval into zoom into VLM, maintaining evidence
in variables across turns, and probing multiple re-
gions in parallel, rather than following a predefined
workflow. The same primitives thus support a wide
range of query types, from dialogue-driven factual
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Table 8: Results on the MLVU benchmark. Our method significantly improves performance across holistic,
single-detail, and multi-detail long-video understanding tasks compared to open and close source single pass

models.
Methods Holistic Single Detail Multi Detail M-Avg
TR AR NQA ER PQA AO AC
MovieChat (Song et al., 2023) 18.7 103 233 151 16.0 17.1 15.0 16.5
Movie-LLM (Song et al., 2024) 275 256 100 113 16.0 200 217 18.9
LLaMA-VID (Li et al., 2024c¢) 209 231 217 113 16.0 186 15.0 18.1
MA-LMM (He et al., 2024) 440 231 133 302 140 18.6 133 22.4
MiniGPT4-Video (Ataallah et al., 2024) 649 46.2 20.0 302 30.0 157 15.0 31.7
LongVA (Zhang et al., 2024c) 81.3 41.0 467 39.6 46.0 17.1 23.3 42.1
Video-CCAM (Fei et al., 2024) 79.1 385 450 528 560 243 26.7 46.1
LLaVA-Onevision (Li et al., 2024a) 83.5 564 467 584 58.0 357 233 51.7
GPT-40! (OpenAl, 2024) 83.7 688 429 478 57.1 462 350 54.5
VLM Baseline (2B) 814 635 63.1 503 562 367 21.8 54.5
Ours HPP (2B) 79.8 645 704 60.8 709 81.1 539 69.3

questions answered entirely through subtitles to
fine-grained perceptual questions resolved by clip-
level VLM queries.

B Extended Results

B.1 Extended Results on Benchmark Datasets

Table 8 reports results on the MLVU benchmark,
which evaluates long-video understanding across
three categories: holistic reasoning (Topic Reason-
ing or TR, Anomaly Recognition or AR), single-
detail queries (Neddle QA or NQA, Ego Reason-
ing or ER, Plot Question or PQA), and multi-detail
reasoning (Action Order or AO, Action Count or
AC). Our approach achieves a 69.3 overall aver-
age, substantially outperforming the baseline VLM
(54.5) and surpassing strong open-source and pro-
prietary models such as LLaVA-OneVision (51.7)
and GPT-4o0 (54.5). The improvements are particu-
larly pronounced in multi-detail reasoning, where
our method achieves 81.1 on Action Order and
53.9 on Action Count, far exceeding prior meth-
ods that typically remain below 50. These tasks
require aggregating multiple pieces of information
across distant segments, which standard end-to-
end VLMs struggle with due to temporal redun-
dancy and limited reasoning structure. By contrast,
HPP’s hierarchical probing allows the model to it-
eratively localize relevant segments and combine
evidence across time. We also observe strong gains
on single-detail tasks, including Needle QA (70.4)
and Plot QA (70.9), demonstrating improved tem-
poral grounding and question-specific retrieval.

B.2 Visualization of Reasoning Traces

Our framework answers queries by iteratively in-
teracting with the video through a programmatic
interface. During inference, the LLM plans actions,
writes and executes code in the REPL, invokes
probing functions, and combines the returned infor-
mation with its internal reasoning to progressively
refine the answer. To make this process transpar-
ent and easier to inspect, we provide an interactive
visualization application as part of supplementary
code.

The information on how to run the application
attached in Readme file in the code. Running the
application launches a dashboard that summarizes
key statistics about the model’s execution traces
across datasets. Users can select a dataset and split
to explore individual reasoning sessions in detail.
Each session can be viewed from two complemen-
tary perspectives: a functional view that highlights
the sequence of probing function calls and retrieved
information, and a coding view that displays the
generated code and its execution results. These vi-
sualizations allow readers to follow how the model
explores the video, narrows down candidate seg-
ments, and gathers evidence before producing the
final answer.

C Cost Comparison and Resource
Utilization

In this section, we present a detailed analysis of
the costs associated with our method compared to
using GPT-5-mini Vision. We also provide a com-
prehensive breakdown of resource utilization. To
structure this analysis, we divide it into four parts:
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Figure 8: Performance comparison with the baseline VLM across video duration groups, along with the distribution
of resource usage (iterations, LLM tokens, and VLM calls).

(1) A comprehensive comparison of performance
and video duration, distribution of number of cod-
ing iterations, distribution of LLM tokens and dis-
tribution of VLM token usage across four datasets,
(2) a comparison of API costs of our method and
using GPT-5-mini’s native vision understanding,
(3) a breakdown of token usage of our method for
each task, (4) a comparison of the average utiliza-
tion of the different probing functions within HPP,
and (5) an evaluation of REPL environment usage.

C.1 Comparison of Duration and Resource
Usage

In Figure 8, we compare the accuracy of our
method with the baseline across different video
duration groups and analyze the corresponding re-
source utilization. First, our method maintains con-
sistent performance as video duration increases,
demonstrating robust long-horizon understanding.
Second, the computational resources used by the
framework adapt to the complexity of the query
and the length of the video. For example, on
EgoSchema, most queries are resolved within 2—3
iterations with relatively few VLM calls, whereas
on LVBench, where questions often require more
complex temporal reasoning, the framework per-
forms longer iterative probing. This behavior high-
lights the adaptive nature of our approach, which
allocates computation only when necessary.

C.2 Comparison of API Usage Cost

Figure 9 compares the API usage cost of our
method with GPT-mini’s native vision capabilities
in order to evaluate the efficiency of our approach.
For clarity, the results are presented using both
linear and logarithmic scales. As shown in Fig-
ure 9, the cost of our method remains comparable
to the baseline for short videos, while becoming
significantly lower as video length increases. This

demonstrates that our approach scales more effi-
ciently for long-form video understanding.

During our experiments, we log both input and
output token usage for each query. To estimate the
overall API cost of our method, we assume that
approximately 70% of the input tokens correspond
to the system prompt, which can be cached across
requests. Cached tokens incur a significantly lower
cost compared to regular input tokens. Following
the pricing model reported by OpenAl (OpenAl,
2026b), we compute the total cost using the follow-
ing formula:

Cost = input_tokens,; - (0.8 Ccachea + 0.2 Cjnput)
+ output_tokens ; - Cougput

where input_tokens,, and output_tokens,, de-
note the number of input and output tokens in mil-
lions, and Ccached> Cinput> and Coygpur correspond to
the respective token prices.

Recent LLM-based video understanding systems
typically process video by sampling frames at 1
FPS, where each frame requires approximately 300
tokens (Google, 2026). For a one-hour video, this
results in 300 x 3600 = 1.08M tokens for visual
inputs alone. We compare this baseline with the
number of tokens used by our method across dif-
ferent video scales, demonstrating the improved
efficiency of our approach.

C.3 Token Usage Across Video Lengths and
Question Types

To better understand the computational cost of our
method, we analyze the token usage associated
with both the main LLM and the VLM compo-
nents. Specifically, we report the input and output
tokens consumed across different subsets of the
benchmark datasets. The results are summarized
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Figure 9: Comparison of API usage cost between our method and GPT-mini’s native vision. Costs are reported for
different split of four benchmark datasets used in our method and visualized. While both methods have comparable
cost for short videos, our approach scales more efficiently and results in substantially lower API cost for longer

videos.

in Figure 10, which provides a detailed breakdown
of token usage.

C.4 [Utilization Patterns of Probing Functions

A key aspect of our framework is the set of prob-
ing functions that the main LLM invokes within
the code execution environment to perform coding-
based reasoning over videos. To better understand
how the model utilizes these functions, we analyze
the average usage frequency of probing functions
across different question types and video lengths.

Figure 11 presents the distribution of function
calls in our framework. The results show that the
model frequently relies on semantic search and
VLM query functions as its primary sources of infor-
mation retrieval and visual reasoning. In addition,
the usage of other probing functions varies depend-
ing on the question type, indicating that the model
dynamically selects tools based on the reasoning
requirements of each query.

C.5 [Utilization Patterns of the REPL

To analyze how our framework leverages the code
execution environment, we examine the amount
of Python code generated during reasoning. Fig-
ure 12 shows the distribution of the number of
executed Python code lines per question across dif-
ferent splits of the four benchmark datasets used in
our evaluation. This analysis provides insight into
how extensively the model relies on programmatic
reasoning when solving video understanding tasks.

D Extended Related Work

D.1 Exploiting Temporal Redundancy and
Structured Video Representations

Long videos contain substantial temporal redun-
dancy, making direct frame-level processing inef-
ficient. Video segmentation methods aim to par-
tition videos into semantically or temporally co-
herent units such as shots or scenes, which serve
as higher-level structural representations for down-
stream tasks (Sun et al., 2025). These segment-
level abstractions enable more efficient indexing,
retrieval, and reasoning compared to raw frame
sequences.

A closely related area is video compression,
which explicitly exploits temporal redundancy to
reduce storage and transmission costs. Early com-
pression techniques focused primarily on frame-
level encoding, whereas modern video codecs
incorporate motion estimation and motion com-
pensation to model temporal dependencies across
frames (Musmann et al., 2005). In typical com-
pression pipelines, a subset of frames known as
intra-coded frames (I-frames) are stored indepen-
dently, while intermediate frames are reconstructed
through motion vectors and residual information
relative to reference frames. From an information-
theoretic perspective, this process reduces redun-
dancy by encoding only the incremental informa-
tion necessary to reconstruct successive frames.
Although designed for compression, these repre-
sentations implicitly capture important structural
cues. For instance, motion vectors have been
used as efficient approximations of optical flow,
while I-frames often correlate with visually salient
keyframes (Ai et al., 2023). Prior work has lever-
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computation for different lengths and question types.
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Figure 11: Average usage of probing functions across different question types and video lengths for four datasets
used in our paper. Our framework predominantly relies on semantic search and VLM query functions, while other
probing functions are invoked adaptively depending on the reasoning requirements of each question.

aged such compression signals to accelerate video
processing pipelines or approximate motion dynam-
ics (Wu et al., 2018; Jin et al., 2024). In contrast
to prior work that primarily uses compression arti-
facts for computational acceleration, we leverage
temporal redundancy as a structural prior for hier-
archical video decomposition. Our approach treats
redundancy-aware segmentation as a first-stage ab-
straction layer that enables efficient downstream
retrieval and reasoning over long videos.

D.2 Moment Localization and Retrievalin
Videos

Video moment localization aims to identify tempo-
ral segments within long videos that correspond
to a natural language query. Early approaches
train task-specific architectures that align frame-
level visual representations with textual embed-

dings through cross-modal objectives (Anne Hen-
dricks et al., 2017; Gao et al., 2017a; Wu and Han,
2018; Liu et al., 2018; Wang et al., 2020; Liu et al.,
2021). These methods typically rely on densely
sampled frames and specialized supervision sig-
nals designed for benchmark datasets. More recent
research has explored generalized retrieval frame-
works that reduce reliance on task-specific train-
ing and improve cross-domain transferability (Lin
et al., 2023b; Lei et al., 2021; Ren et al., 2023).
These approaches aim to unify retrieval and local-
ization tasks by learning more flexible video—text
representations.

A closely related problem is text-based video
retrieval, where the goal is to retrieve relevant
videos given a natural language query. Early works
extend contrastive image—text pretraining meth-
ods such as CLIP (Radford et al., 2021) to the
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Figure 12: Distribution of the number of executed Python code lines across different splits of the four benchmark
datasets. The statistics illustrate how frequently our method leverages the REPL for programmatic reasoning.

video domain by aggregating frame-level repre-
sentations (Zhang et al., 2024a; Xu et al., 2021;
Wang et al., 2023b). Subsequent models train large-
scale video—text alignment systems specifically de-
signed for video retrieval, achieving substantially
stronger performance (Wang et al., 2024a; Halbe
et al., 2026; Wang et al., 2024c). Existing methods
for language-based video localization often rely
on dense captioning pipelines or classifier-based
feature extraction (Gao et al., 2017b; Huang et al.,
2024). While effective for narrow tasks, these ap-
proaches typically require exhaustive frame-level
encoding and predefined alignment procedures.

In contrast, our framework employs pretrained
video—text retrieval models as semantic search
modules within a hierarchical video representa-
tion. Rather than performing exhaustive frame-
level matching, retrieval operates over structured
temporal segments derived from our hierarchy,
enabling scalable and query-adaptive localization
within long videos.

D.3 Long Video Understanding with
Multimodal LLMs

Understanding long-form videos remains a major
challenge for multimodal large language models

(MLLMs) (Li et al., 2024a, 2023a,c; Shen et al.,
2024). Unlike short clips, long videos contain com-
plex temporal dependencies, variable information
density, and massive input sizes that strain current
architectures.

One common strategy involves token compres-
sion techniques that reduce redundancy in visual
representations (Li et al., 2025d; Hu et al., 2025;
Yang et al., 2025a; Li et al., 2024c; Jiang et al.,
2025). These methods merge similar visual tokens
or apply aggressive compression ratios to fit long
videos within limited context windows (Shen et al.,
2024; Zhang et al., 2023). However, such com-
pression often discards fine-grained visual details,
leading to degraded performance on tasks requiring
precise temporal reasoning.

Another direction focuses on extending the con-
text windows of large language models to support
longer multimodal inputs (Zhang et al., 2024c).
While larger context windows enable models to
process longer sequences, they do not inherently
solve the challenge of efficiently locating relevant
information within long videos. Retrieval-based
approaches attempt to address this limitation by se-
lectively identifying informative segments. For ex-
ample, VideoTree (Wang et al., 2025c) constructs a
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hierarchical tree over frame-level representations to
guide search through long videos. However, build-
ing such structures requires expensive frame-level
clustering and captioning. Similarly, VCA (Yang
et al., 2025¢) formulates video exploration as a
reinforcement learning problem where an agent
navigates a graph representation of the video to
identify relevant segments.

Another line of work focuses on adaptive sam-
pling and iterative refinement. The Thinking-with-
Frames paradigm (Maaz et al., 2024; Li et al.,
2023b) alternates between global reasoning and lo-
cal inspection of candidate frames. SpecTemp (Hu
et al., 2025) further decouples perception and rea-
soning through speculative temporal exploration,
while other works employ hierarchical agent de-
composition for targeted analysis (Chen et al.,
2025).

D.4 Agent-based Long Video Understanding.

Recent approaches treat video understanding as
an agentic process in which models interact with
external tools to retrieve and analyze relevant in-
formation (Wang et al., 2025¢; Yang et al., 2025c;
Wang et al., 2024b). Early frameworks rely on re-
trieval tools such as CLIP (Radford et al., 2021)
to identify key frames (Li et al., 2025d), though
they often struggle with domain gaps and limited
temporal coverage. LVAgent (Chen et al., 2025)
introduces multi-agent collaboration among mul-
timodal models, enabling dynamic team selection
and iterative retrieval. Our approach differs from
these systems in two key aspects. First, we employ
a single coding-capable LLLM that performs strat-
egy planning and iterative exploration within a pro-
grammatic execution REPL environment. Second,
rather than relying on dense captioning pipelines
or multiple specialized agents, our framework uses
lightweight perceptual modules combined with hi-
erarchical retrieval, enabling efficient and flexible
reasoning over long videos.

E Emergent and Adaptive Coding and
Probing Functions-based Strategy
Patterns

An important aspect of our method, HPP, is its
ability to flexibly combine probing functions with
a code execution environment (REPL) to analyze
videos for efficient information extraction. This
integration enables our method to iteratively query
visual information and programmatically process

intermediate results, leading to more structured and
interpretable reasoning over complex video data.

In practice, we observe that HPP leverages these
components in several unique and creative ways,
forming distinct reasoning patterns during infer-
ence. To better understand these behaviors, we ana-
lyze the reasoning traces generated by our method
and document representative samples here.

To facilitate further inspection and reproducibil-
ity, we provide an interactive visualization tool in
the attached code of supplementary material that
allows readers to explore the reasoning traces in
detail.

E.1 Pattern 1: Hierarchical Coarse-to-Fine
Localization

As shown in Listing 2, our method is able to uti-
lize hierarchical structure functions for coarse-to-
fine localization. Rather than searching the full
video at a uniform granularity, our method indepen-
dently discovers a three-stage pyramid: (1) seman-
tic search at the scene level to identify candidate
temporal regions; (2) refinement at the shot level
within those regions; (3) dense frame sampling
within the top-scoring shots for VLM verification.
This mirrors coarse-to-fine search strategies in clas-
sical computer vision (Burt and Adelson, 1987) but
is constructed entirely from probing function com-
positions in the code. The VLM calls only on the
most promising temporal regions. This emergent
efficiency is never instructed.

E.2 Pattern 2: Multi-Query Ensemble Search
with Deduplication

For semantically ambiguous queries, our method
(HPP) generates 5—15 paraphrase variants of the
target concept (synonyms, compound descriptions,
visual surface forms) and issues each as a separate
search_in_shots call. Results are merged and
deduplicated by (start, end) timestamp pair,
forming a union-of-retrieval set that is substantially
more complete than any single query alone. The
explicit deduplication step demonstrates the utility
of the code execution environment in the reasoning
abilities of our method.

E.3 Pattern 3: Subtitle-anchored Temporal
Pinpointing

When subtitles are available, our method (HPP)

identifies that spoken text provides more precise

temporal localization. It uses find_times() to

retrieve an exact timestamp for a target phrase, then
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# Question: What does the hand coming out of the computer
< do? A) Delivers a product B) Shakes the woman's hand
s C) Takes the woman's credit card D) Points at

— something on the screen.

w

# Stage 1 - coarse: search across shots with multiple
< phrasings

4| r1 = search_in_shots("hand coming out of computer”, n=5)
5| r2 = search_in_shots("hand from screen reaching to

< woman”, n=5)

6 | results = (r1 or []) + (r2 or [1)

7 | seen = set()

8 [ unique = [r for r in results if not

— (seen.add(r['shot_id']) or r['shot_id'] in seen)]

10 | # Stage 2 - After latent reasoning; fine: sample multiple
< frames from top-k candidate shots

11| frames = []

12 | for sid in [37, 38, 39, 40]:

13 frames += sample_shot(sid, n=2)

15 [ # Stage 3 - verify: single VLM call with answer options
< embedded

16 | vlm_query("Which best describes the action: (A) Delivers
< a product, "

17 "(B) Shakes the woman's hand, (C) Takes her
< credit card, (D) Points at something."”,

18 frames)

Listing 2: Code illustration of Pattern 1. HPP adopts
a coarse-to-fine exploration strategy using inexpensive
probing functions, integrating latent and code-based rea-
soning with a verification loop to obtain the final answer.
This mirrors coarse-to-fine search strategies in classical
computer vision (Burt and Adelson, 1987) but is con-
structed entirely from probing function compositions in
the code.

# Question: In this video, how many instances are there
— of the 'stomping grapes' action scene in total? A) 6
— B)@C)5D) 1.

3| # Stage 2 - Localization

4| queries = ["grape stomping"”, "stomping”, "grapes"”, "feet
< in grapes”,

5 "stepping on grapes”, "wine press"”, "winery harvest"]
6| all_hits, seen = [], set()

7 | for q in queries:

8 for h in search_in_shots(q, n=30):

9 key = (round(h['start'], 2), round(h['end'], 2))
10 if key not in seen:

11 seen.add(key)

12 all_hits.append(h)

13 | print(f”Total unique candidate shots: {len(all_hits)}")

Listing 3: Illustration of Pattern 2 - Multi-Query Ensem-
ble Search with Deduplication. Since semantic search
is nearly free after the first invocation (embeddings are
cached), Our method (HPP) exploits this by issuing
5-15 paraphrase variants of the target concept such as
synonyms, compound descriptions, and visual surface
forms, at negligible extra cost. Then it utilizes REPL
for results to be merged and deduplicated by timestamp,
forming a union-of-retrieval set more complete than any
single query alone.

# Question: In the orange-red sunset, what is the girl,
who is sitting back to the camera on a kayak with
short sleeves and hair tied, doing when the subtitle
'exciting activities like kayaking and' appears? A)
Admiring the sunset on the kayak B) Sitting on the
kayak and waving her hands C) Chatting with friends
D) Taking photos with a mobile phone E) Rowing the
boat on the water.

([ g

3[# Stage 0 — subtitle pinpointing

4 | matches = find_times(subtitles, r"exciting activities
< like kayaking and")
5|t = matches[@]['time"'] # + 106.13s

7 | # Iteration 1 — visual extraction anchored to subtitle
— timestamp

8 | frames = get_frames(t - 2, t + 2, n=6)

9| vlm_query("Is the girl facing away from camera on a

— kayak, "

10 "wearing short sleeves with hair tied, under an
< orange-red sunset?”, frames)

Listing 4: Code illustration of Pattern 3 — Subtitle-
anchored Temporal Pinpointing. When subtitles are
available, HPP uses text as a precise temporal pointer: it
searches for a target phrase via regex to retrieve an exact
timestamp, then uses that timestamp to extract frames
for VLM verification.

uses that timestamp as a pointer for visual frame
extraction (zoom(t, context=2, n=8)).

E.4 Pattern 4: Temporal Non-Maximum
Suppression for Event Counting

In counting tasks, our method (HPP) implements an
explicit temporal clustering algorithm: (1) collect
candidate event timestamps via multi-query search;
(2) sort chronologically; (3) apply a gap-threshold
merge (typically 1-2 s) to collapse adjacent shots
that belong to the same event occurrence into a
single cluster; (4) verify each cluster with VLM;
(5) count verified clusters as the answer. This con-
stitutes a spontaneous re-implementation of tempo-
ral non-maximum suppression. The 1-second gap
threshold is chosen heuristically and varies across
questions (0.5-2s depending on action type), sug-
gesting it reasons about action granularity. This
is a spontaneous re-implementation of temporal
non-maximum suppression (Brown et al., 2014).

E.5 Pattern 5: Structured Per-Shot VLM
Verification with Output Parsing

For both counting and ordering tasks, our method
(HPP) designs a two-stage pipeline: semantic
search returns O(20-50) candidate shots, then each
shot is sent to the VLM (batched) with a binary
or structured-output prompt ("YES - playing trom-
bone (count=N) | NO"). It then parses VLM natural
language responses using re.search() to extract
structured fields, enabling programmatic aggrega-
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How many times does the athlete complete a full jumping sequence?

® Raw candidate shots
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Figure 13: Code illustration of Pattern 4 - Temporal Non-Maximum Suppression for Event Counting. Our method
(HPP) collects candidate event timestamps via multi-query semantic search, then applies a gap-threshold merge to
collapse temporally adjacent shots into distinct event clusters using REPL. This is a spontaneous re-implementation
of temporal non-maximum suppression (Brown et al., 2014). Each cluster is then verified with VLM to yield a final

count.

scene_yes = []

1

2| for sid in candidate_scenes:

3 sc = next(s for s in scenes if s['scene_id'] == sid)

4 imgs = zoom(sc, context=0.1, n=6)

5 resp = vlim_query(

6 f"Scene {sid}
s [{sc['start']:.1f}-{sc['end']:.1f}s]: "

7 "Is any person actively playing a trombone? "

8 "Answer ONLY: 'Yes — playing trombone (count=N)
<~ or 'No'.", imgs)

9 if resp.lower().startswith("yes"):

10 m = re.search(r'count\s*=\sx(\d+)"', resp)

11 scene_yes.append({'scene_id': sid, 'count':

< int(m.group(1)) if m else 13})

Listing 5: Code illustration

tion of VLM extracted information across many
calls. This constitutes a spontaneous form of tool-
use augmentation: treating the VLM as a structured
classifier rather than a free-form reasoner, and us-
ing re.search to recover structured data from its
outputs.

E.6 Pattern 6: Parallel Event Localization for
Temporal Ordering

For chronological ordering questions, our method
(HPP) decomposes the global ordering problem
into N independent localization subproblems: one
per event in the ordering question. Each event is
located via a dedicated semantic search call. The
representative timestamp of each event’s top search
hit is then used for comparison, converting tempo-
ral ordering into simple integer comparison.

F Additional Implementation Details

Our system prompt consists of the following main
parts.

# One search call per event — parallel localization
r_abseil = search_in_shots("abseiling, rappelling down
s cliff”, n=5) # -+ 2.0s

r_jewelry = search_in_shots("making jewelry, crafting
< necklace", n=5) # -+ 132.9s

r_milking = search_in_shots("milking cow, dairy”, n=5)
s # +195.4s

r_toilet = search_in_shots("cleaning toilet, bathroom"”,
< n=5) # 4 292.2s

[N}

w

IS

[

N

# Verify each with a single keyframe, then order by

<~ timestamp

order = sorted([('abseil',2.0), ('jewelry',132.9),
('milking',195.4), ('toilet',292.2)],
< key=lambda x: x[1])

10 | # + abseil + jewelry + milking -+ toilet -+ Answer: A

© oo

Listing 6: Code illustration of Pattern 6 - Parallel Event
Localization for Temporal Ordering. Our method de-
composes the global ordering problem into N indepen-
dent localization subproblems and uses semantic search
for localization.

F.1 General Details

For our experiments, we use GPT-5-mini as the
main LLM, Qwen-3V-L 2B (Bai et al., 2023) as
the VLM, and VideoXL (Shu et al., 2024b) for
semantic video search. Unless explicitly stated
otherwise, results for prior methods are extracted
directly from the corresponding publications. To
ensure a fair comparison, we run the baseline VLM
at the same frame sampling rate used in our method,
aligning input conditions across all evaluations.

F.2 System Prompt

In this section, we present the system prompt used
in our framework. As discussed in the main paper,
the prompt is built upon the Recursive Language
Model (RLM) framework (Zhang et al., 2025a)
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and is adapted for long-form video understanding.
Specifically, we extend the original formulation
with video-specific instructions and structured guid-
ance that help the model plan exploration strategies
and efficiently interact with the video through the
REPL.

The prompt begins with a high-level description
of the task and the overall reasoning setting. It then
introduces the REPL environment, including the
accessible variables and the available probing func-
tions that the model can invoke to inspect different
parts of the video. In addition, the prompt provides
several strategy hints and operational guidelines
that encourage the model to reason about the video
structure, progressively refine its search, and avoid
unnecessary visual queries. Finally, the prompt
includes a set of explicit rules together with a short
example illustrating how the probing functions can
be combined during reasoning. These components
guide the LLM to formulate structured exploration
strategies and effectively navigate long videos dur-
ing inference.

You are tasked with answering a question about a long
video. You can explore, search, and analyze the video
interactively in a REPL environment equipped with
video structure functions, frame extraction, visual
search, subtitles, and a vision-language model (VLM).
You will be queried iteratively until you provide a
final answer.

T i g

3 | *xYou CANNOT see images or video directly.** You see only
< text. To understand visual content, you MUST extract
— frames and pass them to vlm_query(), then read its
— text response.

5 | **IMPORTANT**: Never provide answer in the same
< iterations where you have REPL code blocks.

7 | The REPL environment is initialized with:

1. *xVideo functions#x* B extract structure, frames,

< clips, and semantically search the video, search

s subtitles (see below).

2. A vlm_query(prompt, image_paths, video_path) function
< to ask a vision model about extracted frames or video
— clips. This is your eyes H use it heavily.

BN

.

N

10 A pre-loaded subtitles variable (list of {start, end,
text} dicts, or None if unavailable). Subtitles are
free and fast B check them first for dialogue and

— factual questions, search for specific information.
11| 4. The ability to use print() to view output and continue
< reasoning across turns.

12

13 | You will only see truncated outputs from the REPL, so

— always print() what you need to see. Use variables as
< buffers to build up evidence across turns before
< answering.

14

15 | ## AVAILABLE FUNCTIONS

16

17 | ### Video Structure (text output, no VLM cost — use these
— first!)

18 | - get_video_info() -> dict: Video metadata (duration,

< resolution, fps, shot count)

19 | - get_shots() -> list[dict]: Shot boundaries {shot_id,
— start, end, duration, keyframe, action}

20 | - get_scenes() -> list[dict]: Scenes (grouped shots)

< {scene_id, start, end, shot_ids, keyframe, action}
21 | - get_clusters() -> list[dict]: Visually similar scenes
— {cluster_id, scene_ids, start, end, keyframe}

22 | - get_shot_detail(shot_id) -> dict: Action keyframes for
< one shot {keyframes, action}

23

24

25

26

27

28

29

30

31
32

33

34

35
36

37

38

39

40

41

42

43

45
46

47

48

49
50
51

52
53

54
55
56
57
58

59
60

61
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### Frame Extraction (returns image paths — pass to

— vim_query)

- get_frame_at(timestamp) -> str: Single frame at exact
< time (seconds)

- get_frames(start, end, n=10) -> list[str]: N

< evenly-spaced frames from a time range

- sample(level="auto"”, ids=None, n=None) -> list[str]:

< Smart hierarchy-aware keyframe sampling. Levels:

< "shots"/"scenes"/"clusters"/"auto”

- get_overview(n=10) -> list[str]: Quick N-frame overview
< of the entire video

- zoom(target, context=0, n=5) -> list[str]: Dense frames
< around a target (timestamp, shot dict, or scene dict)
- sample_shot(shot_id, n=8) -> list[str]: N uniform

< frames within one shot

### Clip Extraction (returns video path — pass to
< vlm_query via video_path=)

- get_clip(start, end) -> str: Extract a video clip
< (.mp4) between two timestamps

### Search (find relevant moments by language)

- search_in_shots(query, n=3) -> list[dict]: Semantic
< search across shots {shot_id, start, end, score,
< keyframe}

- search_in_scenes(query, n=3) -> list[dict]: Semantic
< search across scenes {scene_id, start, end, score,
— keyframe}

### Subtitles (text-based — fast and free)

A subtitles variable is pre-loaded (list of {start, end,
< text} dicts, or None). Access it directly B do NOT
< use globals() or vars() to check for it.

- search_subtitles(subtitles, pattern) -> list[dict]
< Regex search in subtitles

- find_times(subtitles, pattern) -> list[dict]:

< Timestamps where regex matches [{time, text}, ...]
- get_subtitles(subtitles, start, end) -> list[dict]:
< Subtitles within a time range

- summarize_subtitles(subtitles) -> str: Condensed

< time-chunked overview

### VLM — Vision-Language Model (your eyes into the

< video)

- vlm_query(prompt, image_paths) -> str: Ask VLM about
< images. Pass str or list[str] (max 8 images per

— call).

- vlm_query(prompt, video_path=clip_path) -> str: Ask VLM
< about a video clip.

#*IMPORTANT REPL usage tips:#**: In each iteration, use
< multiple small, focused code blocks instead of one
< large block. When possible, explore different

< directions in parallel using several REPL blocks to
< maximize efficiency and iteration speed.

*xUsage Cost Order*x: Pure coding/printing is cheapest.
Subtitle operations are second cheapest. Frame
extraction (e.g., get_frame_at, sample, zoom) is
third cheapest. Video structure functions come next
(get_shots() cheapest; get_scenes() / get_clusters()
slightly higher first call, then cached). Semantic
search is cheap and should be prioritized before
visual analysis. VLM image queries are expensive
(batch), and VLM video clip queries are the most
expensive, reserved only when motion context is
necessary.

A [

## STRATEGY — How to Efficiently Explore a Video

Think of video analysis like the text-only: you
understand the question, you chunk the input (video
structure), query a sub-model per chunk (VLM on
frames), save evidence to buffers, then synthesize.
Here is the recommended approach:

Trry

1. **Understand structure first (cheaper).** Call

< get_shots() or get_scenes() to see the video's
< temporal layout. If subtitles are available, call
< summarize_subtitles(subtitles) or search them —
< subtitles often contain the answer directly for
< dialogue/factual questions.
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2. **Broad visual scan.** Use sample("”scenes”, n=8) or

— get_overview(n=8) to get representative keyframes,
< then ask VLM to describe them. This gives you a map
< of the video's content.

3. *xTargeted investigation.** Based on what the VLM
< reported and what the question asks, zoom into the
< relevant region: zoom({"scene_id": 3}, n=6) or

— search("specific thing”, n=3) to find the right

< moment, then vlm_query() with focused questions.

4. Maintain a persistent evidence record in variables
< across turns (e.g., evidence = [] or

< evidence_by_option = {}).

After each probe, append a short structured note with:
— timestamp/shot, option(s) supported or contradicted,
< and why.

Before FINAL(), print this record and base your choice
< only on recorded evidence.

5. x%xCross-check and refine.x* If the answer is not yet
clear, probe from a different angle: search subtitles
for keywords, sample adjacent shots, or extract a
clip for the VLM. Save key findings to variables.

- For counting questions: Before calling FINAL(),
< you MUST print a list of confirmed timestamps:

< event_times = [t1, t2, ...] with count = N. Each
— entry.

—
—
—

6. x*xAggregate and answer.*x Only after collecting
— evidence from multiple VLM calls and/or subtitle
< searches across multiple turns, synthesize your
< findings and provide FINAL()

## EXAMPLE
Here is a complete multi-turn example. Note how each turn
< writes code, then STOPS to wait for output:

*xTurn 1% B Understand structure and subtitles:
shots = get_shots()
print(f”{len(shots)} shots, {shots[@]['start']:.0f}s -
< {shots[-11['end']:.0f}s")
for s in shots[:5]:
print(f"” Shot {s['shot_id']}: {s['start']:.1f}s -
— {s['end']:.1f}s ({s['duration']:.1f}s)")
if subtitles:
print(summarize_subtitles(subtitles))
else:
vlm("Based on these frames, what type of video is
— this?", get_overview(n=6))
(Wait for output. Do NOT answer yet.)

*x*xTurn 2% B Broad visual overview:

frames = sample(”scenes”, n=8)

response = vlm_query("For each frame: what objects,

< people, actions, and text are visible? Be specific.”,
s frames)

print(response)

(Wait for output. Do NOT answer yet.)

*xTurn 3%* B Semantic search for relevant moments, select

< n based on question requirement:
r1 = search_in_shots("person picking up object”, n=5)
r2 = search_in_shots("hand reaching into bag”, n=5)

for r in r1 + r2:
print(f" {rl'start']:.1f}s - {r['end']:.1f}s
— score={r['score']:.2f}")

(Wait for output. Do NOT answer yet.)

**xTurn 4%% B Targeted investigation based on findings:
# VLM mentioned something relevant in scene 3 — zoom in
detail_frames = zoom({"scene_id": 3}, context=1, n=6)
detail = vlm_query("Describe exactly what happens here.
< Focus on [specific aspect from question].”,

— detail_frames)

print(detail)

(Wait for output. Do NOT answer yet.)

**xTurn 5%* B Enough evidence. Aggregate and answer:
Based on my investigation:

- Turn 2: VLM described [finding 1]

- Turn 3: Semantic search found this [findings 2]

- Turn 4: VLM confirmed [finding 3]

- Subtitles at 45s mention [finding 4]

This matches option C.

FINAL(C)

119
120
121
122
123
124
125
126
127
128
129
130
131

132

133

134

135

136

137

138

139

140
141
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## FINAL ANSWER

When (and ONLY when) you have gathered enough evidence
< across multiple turns:

- Use FINAL(your answer) to provide the answer directly,
< on a newline without any other character. For

< multiple-choice, answer with ONLY the letter
FINAL(C). New line, without anything before or after it.
- Or use FINAL_VAR("variable_name") inside a code block
— to return a variable.

## RULES

- **NEVER guess.** If you have not called vlm_query() (or
< searched subtitles) and read the response, you do not
< know what is in the video.

- **NEVER directly pass query to VLM#*. Reasoning is your

< responsibility; the VLM is only for perception.

- **NEVER put FINAL() in the same response as [~ Jrepl[ "
code block.** Write code OR give your final answer,
never both. Your code will run and you will see
results next turn H do not speculate about the
output. Always output FINAL(A) in a new line without
any other character.

For semantic search, run at most 2 Dsearch_in_shots()ﬂ
s or ﬂsearch_in_scenes()ﬂ calls per iteration. Each
< query should be a specific, descriptive phrase or
< short sentence (e.g. "person throwing a javelin”,
< not just "javelin”). Vary your phrasings across
iterations B do not repeat the same query twice.

**Probe before you answer.** You must have actual
< evidence from the REPL (VLM output or subtitle
< matches from prior turns) before calling FINAL().

- #**xFor anomaly/unusual-event:** first use semantic
search to locate the abnormal segment, then show VLM
frames from xbefore and afterx that moment and ask
"what changed or happened here?”. When answer options
contain similar categories (e.g. Burglary vs. Robbery,
Assault vs. Abuse), include all candidate labels
explicitly in your VLM query and ask it to choose the
best match { do not search for just one label.

For action scene counting: First find candiate shots

< with semantic search with multiple phrasing. Then,

< use regions with high score for confirmation with VLM

< with proper prompt.

- x*xAlways explore multiple directions in each iteration

< with REPL code.

- x*xAlways print() results*x so you can see them in the

— next turn.
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