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Abstract

Sanskrit multi-component compounding
presents a severe structured prediction chal-
lenge: the space of valid parse structures grows
exponentially with compound length, implicit
semantic relations are highly context-sensitive,
and accurate type assignment demands
simultaneous global structural coherence
and local morphological precision across a
fine-grained label typology. Existing systems
address Nested Compound Type Identification
for Sanskrit (NeCTIS) discriminatively,
predicting dependency edges and semantic
types in a single greedy pass. Reformulating
NeCTIS as iterative generative refinement via
diffusion over the full label sequence resolves
this structural inconsistency but exposes a
complementary bottleneck - coarse global
attention that suppresses the localized mor-
phological signals necessary for fine-grained
type discrimination. We address this through a
local refinement mechanism within a restricted
window.

We further provide the first systematic eval-
uation of large language models on NeCTIS,
finding consistent and substantial failures under
zero-shot and few-shot conditions - attributable
to the absence of structural inductive biases,
Sanskrit under-representation in pretraining,
and morphological sensitivity requirements that
broad-coverage models are fundamentally ill-
equipped to satisfy. Our codebase is available
at github.com/raypretam/diff-comp.

1 Introduction

Sanskrit, a morphologically rich and highly fu-
sional language, is renowned for its extensive use
of compounding (Samdasa) (Coulson, 1976; Wright,
1968). Unlike structurally rigid languages where
compounds are typically binary, Sanskrit texts
routinely employ multi-word, deeply nested com-
pounds to express complex semantic propositions.
Their prevalence is partly driven by prosody: San-

skrit verse must satisfy semantic and metrical con-
straints simultaneously, and poets frequently ar-
range words to meet the latter (Jagadeeshan et al.,
2026a,b), a freedom that compounding affords by
suppressing inflectional material and relaxing word
order. According to the Digital Corpus of San-
skrit (Hellwig, 2010-2021), more than 41% of com-
pounds contain three or more components (Krishna
et al., 2016), and in classical poetry their use is
near-ubiquitous (Kumar, 2012). Decoding such
compounds demands resolving a two-fold puzzle:
identifying the precise boundaries of the nested
constituent spans, and decoding the implicit seman-
tic relations between them. This challenge has been
formalized as the Nested Compound Type Identifi-
cation for Sanskrit (NeCTIS) task (Sandhan et al.,
2023b) providing evaluation datasets and strong
discriminative baseline. As illustrated in Figure 1,
the compound sumitra-ananda-vardhanah (“Sum-
itra-delight-enhancer”), an example of the NeCTIS
task, highlighting the nested spans and their associ-
ated semantic relations using distinct colors.

sumitra-ananda-vardhanah

Endocentric (T6)

Endocentric (T6)

<sumitra-<ananda-vardhanah>T6>T6
| T6
I ' T6

Figure 1: llustration of the NeCTIS task for the
multi-component compound sumitra-ananda-vardhanah
(Translation: Sumitra-delight-enhancer), highlighting
nested spans and their associated semantic relations us-
ing distinct colors.

Existing NeCTIS systems rely on discrimina-
tive Biaffine parsers that predict span boundaries
and semantic types in a single greedy pass (Dozat
and Manning, 2017; Kitaev et al., 2019; Sandhan
et al., 2023b). Although effective, these models
are mainly based on locally computed edge scores,
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which may limit their ability to capture global struc-
tural dependencies in deeply nested compounds
(McDonald et al., 2005; Zhang et al., 2020). Fur-
thermore, Large language models provide a natural
alternative, but their autoregressive nature does not
explicitly enforce hierarchical structure. Moreover,
Sanskrit is underrepresented in most pretraining
corpora, which may limit their effectiveness on
fine-grained compound type identification. Our
experiments confirm that current LLMs perform
poorly on NeCTIS under few-shot settings and in-
struct fine-tuned settings.

We reformulate NeCTIS as a generative struc-
tured prediction problem, instantiated via Diffu-
sionSL (Huang et al., 2023), a discrete denoising
diffusion framework operating over continuous bit-
space label representations. By iteratively refin-
ing the full label sequence from noise, the model
conditions each denoising step on the global label
state, naturally suppressing globally inconsistent
structures. Global self-attention distributes the rep-
resentational capacity across all tokens, which can
dilute the influence of localized morphological cues
when compounds contain many components. We
refer to this phenomenon as the Granularity Gap,
where the global context dominates over the lo-
cal morphological signals required for fine-grained
type discrimination (Bohnet et al., 2013; Hellwig,
2016; Lai et al., 2025). We address this with a
local refinement module, a restricted-window atten-
tion mechanism that restores sensitivity to O(1/w)
for window w < n- recovering fine-grained dis-
criminative capacity within the globally consistent
generative framework.

Experiments on DiffNeCTIS demonstrate im-
provements in Unlabeled Span Score (USS) and
Labeled Span Score (LLSS) and Exact Match (EM)
over strong discriminative baselines. Critically, lo-
cal refinement induces a systematic trade-off: EM
improves while USS and LSS compress. This is
a precision effect rather than a recall one. Gold-
span recall in fact improves under local refinement
(missed spans fall from 1.61% to 0.98%; Table 6),
but the confined receptive field shifts boundaries on
a subset of non-gold-aligned predictions, and USS
and LSS micro-averaged F1 over predicted spans
absorb that cost. We analyse this decomposition
in §5.4; it has broader implications for diffusion-
based structured prediction in morphologically rich
languages. Our contributions are as follows:

* We reformulate NeCTIS as a diffusion-based
structured prediction problem.

* We provide the first systematic LLM evalu-
ation on NeCTIS, diagnosing failure along
structural, linguistic, and discriminative axes.

* We identify the Granularity Gap in diffusion-
based sequence labelling and propose a local
refinement module that recovers fine-grained
morphological discrimination within a glob-
ally consistent generative framework.

2 Background

2.1 Sanskrit Compounding and the NeCTIS
Task

Sanskrit compounding (Samdsa) combines two or
more nominal stems into a single word, requiring
euphonic transformations (sandhi) at constituent
borders. This sandhi process blurs surface con-
stituent boundaries, making segmentation neces-
sary for downstream analysis. The meaning of a
compound comes from the semantic compatibility
(samarthya) between its constituents, as defined in
the Paninian grammatical tradition (Hellwig and
Petersen, 2012). A typology of compound classes,
including Tatpurusa (endocentric/determinative),
Bahuvrihi (exocentric), Dvandva (copulative), Kar-
madharaya (appositional), and Avyayibhava (in-
declinable), yields up to 56 fine-grained subtypes
(Ramkrishnamacharyulu et al., 2012)

Sanskrit Compound Type Identification
(SaCTI). Sanskrit Compound Type Identifica-
tion has attracted significant attention over the
past decade. Decoding the meaning of a Sanskrit
compound requires determining its constituents
(Huet, 2009; Hellwig and Nehrdich, 2018),
understanding how these constituents are grouped
and identifying the semantic relationship between
them (Kumar, 2012). Previous studies proposed
rule-based approaches, a data-driven approach
(Sandhan et al., 2023a), and a hybrid approach
(Krishna et al., 2016) for SaCTI. (Sandhan et al.,
2022) proposed a context-sensitive architecture for
binary compounds.

Nested Compound Type Identification for San-
skrit (NeCTIS). (Sandhan et al., 2023b) intro-
duced the Nested Compound Type Identification
task to extend compound analysis to the multi-
component setting. Multi-component compounds
are formed through successive binary combinations
of constituents, producing a nested hierarchical
structure whose parse space grows combinatori-
ally. A compound of N components admits Cy_1
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Example.: "... sumitra-agnanda-vardhanah ..." (¥ = 3 compone_nts)

[ Input: sentence X containing H-cnmponent compnund J

Components: c1 = sumitra, c2 = &nano!a, c3 = vardl«an&h

V

XLM-R encoder EB
H = B6(x) € Rnd

J

H (encoder repr,

" Global Diffusion Stage

! Coarse
. Labels

BitDiT D

Global self-attn
o(1/n) per token

xT~ N(0,1) Dencise ja

bit2tag omse

]

Coarse labels (4 classes) e.g.
Tatpurusa, Bahuvrihi, Duandva,
Avyayibhava

. Local Refinement Module Tl H (encoder repr. )

Cnndit‘.omir\a c
h(t) + h(coarse) + H

LocalDiT
Window aftention O(1/w)

Window-restricted attention (w = 5)

Output: ¥ = {{IM, IT, T3V (W-1 labeled spnns)

IH = head index, IT = tail index, T = Fine_—g'm‘meu! type (56 closses)

Exomple: [2,3, Endocentrie-T6], [1,3, Endocentrie-T6]

Figure 2: DiffNeCTIS Architecture. The global stage de-noises coarse label sequences via BitDiT with full
self-attention; the local refinement stage applies window-restricted attention (w = 5) to recover fine-grained type

distinctions suppressed by O(1/n) signal dilution.

valid parse structures, where C), is the n-th Catalan
number (Huet, 2009):

1 [2n (2n)!
n+1\n (n+1)!n!
Formally, given a sentence X = {z1,x2,...,Zn}

containing an NN-component compound z,, the
NeCTIS system must produce:

N-1

}/;':{[17,}[7[?7TZ]}Z:17 YVPGP]\I (2)

where I and I denote the head and tail indices
of the ¢-th span, T} is the compound type label, and
Py is the set of all valid full parenthesizations with
|Pn| = Cn—1. The task assumes prior knowledge
of compound boundaries and segmented compo-
nents.

2.2 Diffusion Models for Structured
Prediction

Denoising Diffusion Probabilistic Models (DDPM,;
Ho et al., 2020) define a forward process that injects
Gaussian noise into clean data xg over ' timesteps,
yielding x; ~ N (y/aixo, (1—a;)I), and a learned
reverse process pg(x;—1 | X;) that recovers the data
via iterative denoising. All positions are denoised
in parallel, avoiding the exposure bias of autore-
gressive decoders (Arora et al., 2022).

Applying diffusion to sequence labeling requires
bridging discrete tags with continuous noise. Diffu-
sion based sequence labeling architectures (Huang
et al., 2023; Shen et al., 2023; Yin et al., 2025;
Han et al., 2023) address this via a Bit-Tag Con-
verter (BT Converter) that encodes each tag as its
[log, |S|]-bit binary index scaled to a continuous
range, and a Bit Diffusion Transformer (BitDiT)
that models the conditional reverse process with
DDIM sampling (Song et al., 2022).

3 Proposed Method

3.1 Problem Formulation

We formalize Nested Compound Type Identifica-
tion (NeCTIS) as a conditional structured predic-
tion problem over hierarchically nested spans. the
NeCTIS system must produce a list of N—1 la-
beled spans:

N-1
=1

v, ={[i", I, 1]} (3)
The count N —1 follows from the binary-branching
structure of Sanskrit compounding: combining
components N through successive binary merges
yields exactly /N —1 internal nodes in the resulting
parse tree, each requiring a span and a type label,
making NeCTIS a joint structure-label prediction
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problem. [ lH and [, lT denote the head and tail com-
ponent indices of the i-th span, and T; € 7T is the
compound type label assigned to that span, drawn
from a fine-grained taxonomy of | 7| = 56 classes.

A valid output Y}, must correspond to a full bi-
nary parenthesization of the N components. Let
‘Pn denote the set of all valid parenthesizations; its
cardinality satisfies |Py| = Cny_1, where Cy_1 =
+ (2%\[__11)) is the (N —1)-th Catalan number.

We define the training objective as conditional
structured prediction. Given a training set D =
{(x®), Y(i))}EE, we seek parameters 6 that max-
imize:

.- (@) (%)
* 7 %
0* = argmnggllogm()/ | X ) %)

Because each compound’s output must lie in Py x
TN=1, the model must capture both the structural
constraints governing valid parenthesizations and
the fine-grained semantic distinctions that deter-
mine type labels.

3.2 Diffusion-based Sequence Labeling for
NeCTIS

We cast NeCTIS as a diffusion-based sequence la-
beling task, adapting the DiffusionSL framework
(Huang et al., 2023) to generate compound type
label sequences via iterative denoising. Each span
label T; € T is mapped to a continuous bit repre-
sentation via tag2bit*: given |T| = 56 classes,
each label is encoded as a [log, 56] = 6-bit bi-
nary vector scaled to [—b, b]®, yielding clean data
X € R(N—l)xm'

Each label is assigned an index and encoded as
its 6-bit binary form, following the BT Converter of
Huang et al. (2023); decoding thresholds each bit
at zero and reads the result as an integer. Indices
are assigned by sorting the label inventory, so the
encoding carries no taxonomic structure: two sub-
types of the same coarse class may differ in every
bit. Since 26 = 64 exceeds the label inventory, a
small number of codewords are unassigned; these
decode to No_rel, i.e. to a non-prediction rather
than to a spurious compound type. The coarse
conditioning term hoarse (7°°%™°) (Eq. 9) is what
reintroduces taxonomic structure into this flat ge-
ometry.

The decoder Dy employs a Transformer-based
architecture (BitDiT) §A.2 with adaptive layer nor-
malization to incorporate w and the timestep em-
bedding. Because D, applies self-attention across

all N—1 label positions at every timestep, it main-
tains a global receptive field over the full label
structure, enabling the model to capture long-range
dependencies among span labels and ensure struc-
turally consistent parenthesizations. We use the fol-
lowing notation throughout: H € RM*? denotes
the encoder output & (X); ¢ € {1,...,T} is the
diffusion timestep; x; € RO =1)xm j¢ the noised
label representation at step ¢; §°°*"*° is the coarse-
label prediction from the global stage; c is the con-
ditioning signal aggregating H, ¢, and ¢°°**¢; and
LocalDiT is the window-attention denoiser of the
local stage. ﬁgi(f)f 4! denotes the standard DDPM
noise-prediction loss on the global stage.

The Granularity Gap. BitDiT attends over all n
label positions at every denoising step. When that
attention is spread evenly, no single position con-
tributes more than about 1/n of the signal (Hahn,
2020). Coarse types are robust to this: telling
tatpurusa from bahuvrihi depends on the overall
meaning of the compound. Fine-grained types
are not. Telling sasthi-tatpurusa (genitive) from
saptami-tatpurusa (locative) depends on the case-
marking suffix of one adjacent component (Tsar-
faty et al., 2013; Hellwig, 2016; Sandhan et al.,
2023b), and that cue gets a smaller share of the at-
tention budget as compounds grow toward 16 com-
ponents. This is a motivation for the architecture,
not a proof. Attention can also learn to be sharp, in
which case one neighbour keeps full weight how-
ever long the compound. The two accounts make
different predictions, and subsection 5.4 tests them:
if the signal is diluted, then restricting attention
to a local window should help most on long com-
pounds, and most on types decided by adjacent
cues. We therefore split denoising into a global
stage for coarse structure (GlobalDiT(xy,t, H))
and a local stage with window-restricted attention
(LocalDiT (x¢, t, H, §°2™°); subsection 3.3).

3.3 From Coarse to Fine: Window-Restricted
Denoising

To address the granularity gap, we augment the
diffusion denoising process with a local refine-
ment stage that restores O(1/w) signal strength
for pairwise component interactions, directly tar-
geting the fine-grained label distinctions that global
self-attention dilutes. The algorithms are shown in
1 and 2.

Local Refinement via Window Attention. We
replace full self-attention in the refinement stage
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with window-restricted attention. For a window
of size w, the local neighborhood of position i is
defined as W(i) = {j : |i — j| < |w/2]}, and the
local attention output is:

LocalAttn(Q, K, V),; = Z a;j v (5)
Jew(i)
where the attention weights are computed with a
windowed softmax:

exp (qu k;/ \/3>

B Jj e wW(i)
il =\ Liewq) exp <qiTkl/\/g>
0 otherwise
(6)
Since |W(i)| = w is independent of sequence

length n, the expected per-token influence is
O(1/w) rather than O(1/n), and the sensitivity
of the local representation z; to token x; satisfies:

”azj _ {om i — 4l < [w/2]
0

Oz; otherwise
This O(1) bound, independent of n, directly ad-
dresses the signal dilution identified in (Hahn,
2020). With w = 5, each position attends to its two
nearest neighbors on either side, capturing the local
head-modifier relationships critical for fine-grained
type distinction.

(7

Conditioned Local Denoising. The local refine-
ment stage operates as a secondary denoising net-
work conditioned on the encoder representations
and the coarse predictions from the global diffusion
stage. Given coarse prediction §°°?"*¢, the local de-
noiser predicts the fine-grained clean labels:

}A(gne = LOC&IDiT(Xt, t7 I_I7 g}Coarse) (8)

The conditioning signal aggregates temporal, struc-
tural, and contextual information:

C = htime (t) + hcoarse (gcoarse) +H (9)

where hyine () is a sinusoidal timestep embedding
and heparse (7°°%™°) is a learned embedding of the
predicted coarse category. Conditioning on ¢°?"¢
constrains the effective label space to fine-grained
types consistent with the predicted coarse category,
reducing search complexity from a flat 56-class
prediction to approximately max, |F;| classes per
coarse group c.

The overall training objective combines the

global and local stage losses:

2
L=r% g, [ %6 — x| } (10)

Design Trade-offs. Window-restricted attention
improves fine-grained label precision but limits the
receptive field available for structural decisions.
Span boundary identification (measured by USS)
requires awareness of global compound structure
(Kitaev et al., 2019; Beltagy et al., 2020), partic-
ularly for long compounds where distant compo-
nents influence parenthesization. Restricting at-
tention to a fixed window may therefore reduce
structural accuracy in exchange for label precision.
Additionally, conditioning on a fixed §°°*"*® might
introduce a cascading dependency: errors in the
global stage propagate into the local stage, poten-
tially degrading USS and LSS when coarse pre-
dictions are unreliable (Finkel et al., 2006). We
analyze these trade-offs empirically in §5.4.

4 Experimental Settings

4.1 Datasets

We evaluate on the NeCTIS benchmark (Sandhan
et al., 2023b), comprising an in-domain dataset
(33,055 compounds; 22,547/4,107/6,401 train/de-
v/test) and an out-of-domain test set (NeCTIS
OO0D; 1,189 compounds drawn from different
source texts). Compounds are pre-segmented and
range from 2 to 16 components, with annotations at
two granularities: coarse (4 types) and fine-grained
(56 sub-types). The distribution is heavily skewed
toward binary compounds and Tatpurusa sub-types.
The combination of exponential parse space (Cata-
lan number growth), long-tail label distribution,
and context-dependent structural ambiguity makes
NeCTIS a challenging low-resource benchmark.
All models are trained on the NeCTIS training split
Table 1 and results Table 2 are averaged over 3
runs.

Dataset #Comp. Train Dev Test #Types
NeCTIS 33055 22547 4107 6401 4 (56)
NeCTISOOD 1189 - - 1189 4(56)

Table 1: Data statistics for NeCTIS and NeCTIS-OOD

4.2 Evaluation Metrics

We adopt the three metrics from (Sandhan et al.,
2023b):

Unlabeled Span Score (USS). Micro-averaged
F1 over predicted spans, ignoring type labels. USS
measures structural prediction accuracy: whether
the model identifies the correct nested parenthesiza-
tion of components.
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Coarse

Fine-grained

w/o context w/ context w/o context w/ context

System USS LSS EM USS LSS EM USS LSS EM USS LSS EM
NECTIS
LSTM - CE 9546 89.06 76.82 9742 8924 77.00 9538 79.72 56.83 97.25 79.56 57.98
LSTM - CSSL 9524 8771 7448 97.52 8995 7823 9567 80.55 59.18 98.18 80.79 59.25
XLMR - CE 96.21 89.06 76.82 97.00 89.24 77.00 96.35 8336 6392 96.34 83.69 64.12
XLMR - CSSL 96.37 91.03 80.60 97.85 91.16 8043 96.75 83.54 6432 9721 84.07 65.38
DiffNeCTIS (Ours) 98.10 94.61 81.57 98.92 9471 82.06 97.25 8340 65.04 9871 86.11 68.33

+ Local Refinement - - - - - - - - - 96.82 83.94 74.01
NECTIS OOD
LSTM - CE 9332 7894 5740 9567 7996 5730 93.88 6796 36.60 9588 67.26 36.26
LSTM - CSSL 9597 80.55 59.18 98.18 80.79 59.56 94.10 6821 3724 9624 68.45 38.29
XLMR - CE 9556 8424 65.00 9556 84.45 6550 93.88 7426 4570 9545 7354 4437
XLMR - CSSL 96.46 8594 65.21 95.57 8526 6590 9424 75.02 4579 96.08 73.89 44.98
DiffNeCTIS (Ours) 98.70 86.37 6639 98.43 8524 6576 9649 77.71 47.08 97.29 74.15 45.29

+ Local Refinement - - - - - - - - - 96.19 73.13 49.02

Table 2: Evaluation on the NeCTIS datasets, considering 2 levels of annotations (Coarse: 4 labels, Fine-grained: 56
labels) and 2 settings (with and without context). Best results in bold, second-best underlined and Local Refinement

results being italicized. Results averaged over 3 runs.

Labeled Span Score (LSS). Micro-averaged F1
over span—label tuples (771, IT T;). A predicted
span is counted as correct only if both the span
boundaries and the compound type label match the
gold annotation. LSS captures joint structural and
semantic accuracy.

Exact Match (EM). The percentage of com-
pounds for which all N—1 predicted span-label
tuples exactly match the gold parse. EM is the
strictest metric, reflecting full parse correctness
and penalizing any single span or label error.

4.3 Baseline Methods

We compare against systems spanning two model-
ing paradigms namely Large Language Modelling
and Discriminative Paradigms, chosen to isolate
the contributions of encoding architecture, training
objective, and decoding strategy.

Large Language Models. We evaluate whether
explicit linguistic rules help LLMs perform San-
skrit compound analysis on NeCTIS (Table 3), un-
der both coarse- and fine-grained settings with
and without context. We run instruction fine-
tuning and zero-shot experiments with Gemma-
3-4B, Gemma-3-12B-IT, and Gemma-2-27B-
IT (Team, 2024), and Qwen-2.5-32B (Hui et al.,
2024); all models are loaded in 4-bit via BitsAnd-
Bytes (Dettmers et al., 2023). We further probe
constrained decoding, reranking, and beam search
on Qwen-2.5-32B (Appendix Table 11). The full
prompt template is in Appendix A.4.

Discriminative baselines. DepNeCTI (Sand-
han et al., 2023b) applies a bi-affine attention mod-

ule (Dozat and Manning, 2017) to encoder repre-
sentations (LSTM or XLM-R versions) to trans-
form NeCTIS into dependency parsing. We re-
port both the LSTM version with cross-entropy
(LSTM-CE) and with contrastive loss (LSTM-
CSSL) (Ray et al., 2024), as well as the XLM-
R encoder variants (XLMR-CE, XLMR-CSSL)
(Ray et al., 2024). These represent the earlier state
of the art for NeCTIS.

S Results and Analysis

5.1

Table 2 presents in-domain (NeCTIS) and out-of-
domain evaluations across coarse and fine-grained
settings. In the coarse-grained task, DiffNeCTIS
consistently outperforms the strongest discrimina-
tive baseline (XLMR+CSSL) regardless of senten-
tial context, yielding improvements of up to +3.55
LSS and +1.63 EM with context (82.06 vs. 80.43).
This demonstrates that diffusion-based decoding
inherently provides a stronger inductive bias for
structural prediction than standard bi-affine depen-
dencies. This advantage amplifies in the more chal-
lenging fine-grained setting (56 labels). With con-
text, DiffNeCTIS surpasses XLMR-CE by +2.37
USS, +2.42 LSS, and +4.21 EM, highlighting its
superior capacity for joint structure-and-label pre-
diction.

Local Refinement. In the fine-grained with-
context configuration, window-restricted attention
in the diffusion decoder yields a significant EM
gain: 74.01 vs. 68.33 for DiffNeCTIS alone (45.68

Main Results
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Coarse

Fine-grained

w/o ctx w/ ctx w/o ctx w/ ctx
Model USS LSS EM USS LSS EM USS LSS EM USS LSS EM
Gemma-3-27B-IT (5-shot inference) 43.43 33.51 0 44.04 33.57 0 4251 21.38 0 43.32  20.98 0
Gemma-3-27B (IFT) 73.50 55.50 31.50 7423 56.38 32.50 7251 43.60 1579 7246 4298 12.06
Qwen-2.5-32B (5-shot inference) 49.79 38.06 0 50.92 38.24 0 48.35 24.15 0 49.21 23.87 0
Qwen2.5-32B (IFT) 80.12 50.67 3197 81.25 51.64 34.16 78.92 46.57 1823 79.18 45.82 15.92

Table 3: Evaluation on the NeCTIS dataset using LLMs under two annotation levels (Coarse: 4 labels, Fine-grained:
56 labels) and two settings (with and without context), comparing few-shot inference and instruction fine-tuning

(IFT) for large language models.

EM), achieving the highest EM among all systems.
Local Refinement exhibits a precision-recall trade-
off: USS decreases from 98.71 to 96.82 (—1.89)
and LSS drops from 86.11 to 83.94 (—2.17), while
EM improves substantially from 68.33 to 74.01
(+5.68) as shown in Table 2, the confined receptive
field improves label precision at the cost of global
structural accuracy.

Out-of-domain generalization.  DiffNeC-
TIS generalizes robustly on NeCTIS OOD. In
the coarse setting, it achieves 98.70 USS and
86.37 LSS without context, and 98.43/85.24/65.76
(USS/LSS/EM) with context, representing gains
of +2.76 USS, +5.28 LSS, and +8.46 EM
over LSTM-CE. In the fine-grained OOD setting
with context, improvements over LSTM-CE reach
+1.41 USS, +6.89 LSS, and +9.03 EM.These re-
sults indicate that the diffusion model’s iterative
refinement confers greater domain shift resilience
than single-pass discriminative models.

5.2 LLM Evaluation and Failure Analysis

LLM evaluation reveals a clear size-dependent
failure pattern. Smaller models (Gemma-3-4B,
Gemma-3-12B) produce no meaningful output,
scoring 5-10% on USS and LSS metrics. In the
few-shot setting, larger models (Gemma-2-27B,
Qwen-2.5-32B) achieve moderate USS and LSS
scores but fail to recover complete compound struc-
tures, yielding EM scores of zero across all set-
tings. In contrast, instruction fine-tuning (IFT)
substantially improves performance: Gemma-3-
27B-IFT and Qwen-2.5-32B-IFT, as shown in Ta-
ble 3 achieves notable gains across all metrics, in-
cluding non-zero EM scores. This confirms that
broad linguistic pretraining is insufficient for NeC-
TIS: the task demands structured reasoning and
task-specific inductive biases that general-purpose
LLMs do not provide as shown in Appendix A.S.

5.3 Ablation Study and Analysis

We ablate key components of DiffNeCTIS on the
fine-grained with-context NeCTIS setting. Results
are summarized in Table 8.

Self-conditioning. Removing self-conditioning
(Strudel et al., 2022) from the diffusion decoder
reduces LSS by 1.87 points (86.11 — 84.24) and
EM by 2.58 points, while USS remains comparable
(98.81) as shown in Table 8. This confirms that
self-conditioning primarily benefits label predic-
tion quality rather than structural accuracy, consis-
tent with its role in sharpening the denoising signal
during iterative refinement.

Denoising steps. Increasing A from 1 to 50 as
shown in Table 8 yields monotonic improvement.
Beyond A = 100, performance slightly degrades,
suggesting that 50 steps strikes an effective bal-
ance between refinement quality and inference cost.
Inference time scales linearly with .

Window size. Varying w reveals in Table 8 a
clear tradeoff: smaller windows (w = 3) main-
tain EM but degrade USS more aggressively, while
larger windows (w = 9) recover USS but reduce
the EM gains. The default window size (w = 5)
provides the best configuration. This shows that
window-restricted attention improves fine-grained
label precision but limits the receptive field avail-
able for structural decisions.

Biaffine conditioning: To inject pairwise rela-
tional signals, we augment the BitDiT decoder with
bi-affine features computed directly over encoder
representations H, bypassing any coarse condition-
ing. For each span position ¢, the bi-affine score

between head and tail representations is:
s;j =h] Wiaghj +u'h; +v'h; (1)

where Wig € R¥4 u, v € R? are learned pa-
rameters. The projected score matrix is added to
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the conditioning signal at every denoising step, pro-
viding O(1) pairwise sensitivity that complements
rather than replaces the O(1/n) global attention
signal. To preserve coarse structural regulariza-
tion without introducing cascade dependencies, we
add an auxiliary coarse classification loss on the
encoder output:

L = Laig + M Lecoarse (12)

where p controls the regularization strength and
Lecoarse 18 a cross-entropy loss over the 4-class
coarse taxonomy applied to H; it serves purely
as an inductive bias on the encoder and does not
condition the reverse diffusion process. As shown
in Table 8, does not recover the structural accuracy
of the base model, exhibiting degraded USS and
LSS.

Local refinement is not a standard cascade:
Local refinement and bi-affine conditioning intro-
duce a second conditioning signal with different
substance. The bi-affine variant injects a preset pair-
wise score matrix initially derived from encoder
representations H and utilized at each denoising
phase. Thus, it acts as a hard structural prior: if
the initial pairwise affinities are wrong, the reverse
process cannot rectify them, restoring the precise
one-shot edge scoring diffusion was supposed to
prevent. It empirically declines to 91.79, hitting
74.14 LSS and 71.40 EM, surpassing DiffNeCTIS
but below Local Refinement. Instead, local refine-
ment relies on 2™, timestep embedding, and
H (Eq.9). In place of span boundaries or attach-
ments, coarse prediction provides a semantic prior
over four categories. If the coarse label is wrong,
LocalDiT can rely on H as encoder evidence is
provided at every stage.

Oracle conditioning: We substitute y°°*">° with
gold coarse labels during local refinement to iso-
late the impact of coarse-stage error propagation
(Table 4). Oracle conditioning provides just +0.37
USS, +0.88 LSS, and 41.72 EM, showing that
global stage mistakes contribute minimally to resid-
ual errors and that coarse predictions serve as a
semantic prior rather than a constraint. This aligns
with good coarse-stage performance (98.92 USS,
Table 2) and window-size ablation (Table 8), which
attributes the remaining gap to receptive-field con-
straints rather than cascade propagation.

Coarse conditioning  USS LSS EM

Predicted (ours) 96.82 83.94 74.01
Gold (oracle) 97.19 8482 7573
A +0.37 +0.88 +1.72

Table 4: Oracle experiment on fine-grained NeCTIS
(w/ context): local refinement conditioned on predicted
versus gold coarse labels. The small gap indicates that
coarse-stage error propagation is not the dominant resid-
ual error source.

Diff. + Ref.
N # USS LSS EM USS LSS EM
2-3 4,569 989 859 689 99.1 862 70.0
4-6 1,007 99.3 81.8 48.6 994 829 499
7-9 114 99.6 809 289 99.8 829 342
10-12 20 99.8 56.8 30.0 99.8 87.8 40.0
12+ 4 99.1 903 25.0 100.0 93.0 25.0

Table 5: Performance stratified by compound length (/N
= number of components) for DiffNeCTIS and + Local
Refinement on fine-grained NeCTIS (w/ context). #
denotes the number of compounds per bin.

5.4 Analysis of the USS/LSS/EM Tradeoff

Breakdown by compound length. Table 5 strati-
fies results by the number of components N. For
short compounds (/N = 2-3), which comprise 81%
of the test set (4,569 instances), Local Refinement
improves EM by +1.1% (68.9% — 70.0%) while
maintaining comparable USS and LSS. The most
pronounced gains emerge on longer compounds:
at N = 7-9, EM improves by +5.3% (28.9% —
34.2%) with a corresponding +2.0% LSS gain; at
N = 10-12, EM improves by +10.0% (30.0% —
40.0%). For the longest compounds (N > 12),
USS reaches 100% and LSS improves by +2.7%.

Error Type DiffNeCTIS + Local Ref. A
Correct 63.15% 64.66%  +1.50
Label Error 28.67% 28.13% —0.54
Span Error 6.57% 6.23% —0.33
Missed 1.61% 0.98% —0.63

Table 6: Error type distribution over 6,014 gold spans.
Correct: both span and label match; Label Error: span
correct, label wrong; Span Error: boundaries incorrect;
Missed: no overlapping prediction.

Error type classification. Table 6 sorts every
gold span into four outcomes: correct (span and
label both match), label error (span correct, label
wrong), span error (boundaries wrong), and missed
(no overlapping prediction). Local refinement im-
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proves all four. Label errors fall from 28.67% to
28.13%, span errors from 6.57% to 6.23%, and
missed spans from 1.61% to 0.98%. This may
look inconsistent with the USS and LSS drop in
Table 2, but the two tables measure different things.
Table 6 covers the 6,014 gold spans, so it reports
recall. USS and LSS are F1 over predicted spans,
so they also pay a precision cost when refinement
shifts a boundary onto a span that has no gold coun-
terpart. Refinement therefore recovers more gold
spans while predicting less precisely overall. One
further caveat on the aggregate: LSS improves on
every length bin above N = 3 (Table 5). Short
compounds dominate the test set at 81%, and re-
finement is close to neutral there, so the gains on
longer compounds do not survive averaging.

Coarse Type # Diff. +Ref. ALSS
Tatpurusa 4,980 34.8 349 +0.1
Dvandva 647  30.6 343 +3.8
Other 221 290 30.2 +1.2
Bahuvrihi 166  33.9 33.8 —0.1

Table 7: Per-type fine-grained LSS breakdown by coarse
compound type, computed as span-level accuracy within
each coarse class (not micro-averaged F1 as in Table 2).

Per-class analysis. Table 7 breaks down fine-
grained LSS by coarse compound type. Con-
trary to our initial hypothesis that Tatpurusa sub-
types would benefit most from local attention (due
to their reliance on case-marking distinctions),
Dvandva (copulative) compounds show the largest
gain (+3.8%), while Tatpurusa improves by only
+0.1%.

The near-zero Tatpurusa improvement is an arti-
fact of aggregation: T6 (sasthi-tatpurusa), com-
prising 45% of all Tatpurusa spans, degrades
by —2.5% under Local Refinement, offsetting
gains in T3 (+5.0%), Bs6 (+3.3%), K1 (+1.8%),
and K6 (+4.3%). T6 involves semantically me-
diated genitive relations requiring broader con-
textual scope than w = 5 provides, whereas
Dvandva’s strong gain (+3.9% for Di) reflects
that copulative coordination is discriminated by
adjacent conjunct identity, a purely local signal.
This reveals a type-dependent Granularity Gap:
locally-discriminated types benefit from window re-
striction while structurally-mediated types require
global scope as shown in Table 9.

6 Conclusion

We investigated structured generative approaches
for Nested Compound Type Identification in San-
skrit (NeCTIS), reformulating the task as diffusion-
based sequence labeling. Our model, DiffNeC-
TIS, outperforms discriminative bi-affine baselines
across both coarse and fine-grained settings. We
identified a Granularity Gap in global-attention dif-
fusion models and proposed a coarse-to-fine local
refinement mechanism that substantially improves
exact match accuracy with modest USS and LSS
trade-offs. Our LLM evaluation confirms that cur-
rent large language models fail on NeCTIS by wide
margins, underscoring the continued need for task-
specific structured architectures in morphologically
complex, low-resource settings.

7 Limitations

Our work has several limitations. First, the
diffusion-based decoder requires iterative DDIM
sampling at inference, making it slower than single-
pass discriminative models; we use 50 denoising
steps as a speed-quality trade-off, but latency re-
mains higher. Second, the local refinement mod-
ule’s window-restricted attention improves EM but
degrades USS, and LSS on the in-domain test set
and OOD generalization, suggesting the two-stage
cascade introduces domain sensitivity that warrants
further investigation. Third, our evaluation is lim-
ited to Sanskrit due to the absence of comparable
multi-component compound datasets in other lan-
guages; generalizability to other morphologically
rich languages remains untested. Finally, hyperpa-
rameter sensitivity particularly the noise schedule,
SNR scaling, and window size requires careful tun-
ing, and we did not conduct an exhaustive search
over these choices.

8 Acknowledgments

We appreciate and thank all the anonymous re-
viewers for their constructive feedback towards
improving this work. The work was supported in
part by the National Language Translation Mission
(NLTM): Bhashini project by the Government of
India and Svarupa', a 501(c)(3) non-profit initia-
tive based in California, USA for providing us 2
L40 GPUs for this research work.

"https://svarupa.org/

54029


https://svarupa.org/

References

Kushal Arora, Layla El Asri, Hareesh Bahuleyan, and
Jackie Cheung. 2022. Why exposure bias matters:
An imitation learning perspective of error accumu-
lation in language generation. In Findings of the
Association for Computational Linguistics: ACL
2022, pages 700-710, Dublin, Ireland. Association
for Computational Linguistics.

Iz Beltagy, Matthew E. Peters, and Arman Cohan.
2020. Longformer: The long-document transformer.
Preprint, arXiv:2004.05150.

Bernd Bohnet, Joakim Nivre, Igor Boguslavsky, Richard
Farkas, Filip Ginter, and Jan Haji¢. 2013. Joint mor-
phological and syntactic analysis for richly inflected
languages. Transactions of the Association for Com-
putational Linguistics, 1:415-428.

M. Coulson. 1976. Sanskrit: An Introduction to the
Classical Language. Teach yourself books. Hodder
and Stoughton.

Tim Dettmers, Artidoro Pagnoni, Ari Holtzman, and
Luke Zettlemoyer. 2023. Qlora: Efficient finetuning
of quantized llms. In Advances in Neural Information
Processing Systems, volume 36, pages 10088-10115.
Curran Associates, Inc.

Timothy Dozat and Christopher D. Manning. 2017.
Deep biaffine attention for neural dependency pars-
ing. Preprint, arXiv:1611.01734.

Jenny Rose Finkel, Christopher D. Manning, and An-
drew Y. Ng. 2006. Solving the problem of cascading
errors: Approximate Bayesian inference for linguis-
tic annotation pipelines. In Proceedings of the 2006
Conference on Empirical Methods in Natural Lan-
guage Processing, pages 618626, Sydney, Australia.
Association for Computational Linguistics.

Michael Hahn. 2020. Theoretical limitations of self-
attention in neural sequence models. Transactions of

the Association for Computational Linguistics, 8:156—
171.

Xiaochuang Han, Sachin Kumar, and Yulia Tsvetkov.
2023. Ssd-lm: Semi-autoregressive simplex-based
diffusion language model for text generation and
modular control. Preprint, arXiv:2210.17432.

Oliver Hellwig. 2010-2021. Dcs - the digital corpus of
sanskrit.

Oliver Hellwig. 2016. Improving the morphological
analysis of classical Sanskrit. In Proceedings of the
6th Workshop on South and Southeast Asian Natural
Language Processing (WSSANLP2016), pages 142—
151, Osaka, Japan. The COLING 2016 Organizing
Committee.

Oliver Hellwig and Sebastian Nehrdich. 2018. San-
skrit word segmentation using character-level recur-
rent and convolutional neural networks. In Proceed-
ings of the 2018 Conference on Empirical Methods

in Natural Language Processing, pages 2754-2763,
Brussels, Belgium. Association for Computational
Linguistics.

Oliver Hellwig and Wiebke Petersen. 2012. Astadhyayt
2.0: Digital research environment for panini’s gram-
mar. University of Diisseldorf.

Jonathan Ho, Ajay Jain, and Pieter Abbeel. 2020.
Denoising diffusion probabilistic models. In Ad-
vances in Neural Information Processing Systems,
volume 33, pages 6840-6851. Curran Associates,
Inc.

Ziyang Huang, Pengfei Cao, Jun Zhao, and Kang Liu.
2023. Diffusionsl: Sequence labeling via tag diffu-
sion process. In Findings of the Association for Com-
putational Linguistics: EMNLP 2023, pages 12907—
12921.

Gérard Huet. 2009. Sanskrit segmentation. INRIA.

Binyuan Hui, Jian Yang, Zeyu Cui, Jiaxi Yang,
Dayiheng Liu, Lei Zhang, Tianyu Liu, Jiajun
Zhang, Bowen Yu, Keming Lu, and 1 others. 2024.
Qwen?2. 5-coder technical report. arXiv preprint
arXiv:2409.12186.

Manoj Balaji Jagadeeshan, Samarth Bhatia, Pretam Ray,
Harshul Raj Surana, Akhil Rajeev P, Priya Mishra,
Annarao Kulkarni, Ganesh Ramakrishnan, Prathosh
Ap, and Pawan Goyal. 2026a. Chandomitra: Towards
generating structured Sanskrit poetry from natural
language inputs. In Proceedings of the 19th Con-
ference of the European Chapter of the Association
for Computational Linguistics (Volume 1: Long Pa-
pers), pages 518-534, Rabat, Morocco. Association
for Computational Linguistics.

Manoj Balaji Jagadeeshan, Atul Singh, Nal-
lani Chakravartula Sahith, Amrith Krishna,
and Pawan Goyal. 2026b. Pingala: Prosody-aware
decoding for sanskrit poetry generation. Preprint,
arXiv:2603.24413.

Nikita Kitaev, Steven Cao, and Dan Klein. 2019. Multi-
lingual constituency parsing with self-attention and
pre-training. In Proceedings of the 57th Annual Meet-
ing of the Association for Computational Linguistics,
pages 3499-3505, Florence, Italy. Association for
Computational Linguistics.

Amrith Krishna, Pavankumar Satuluri, Shubham
Sharma, Apurv Kumar, and Pawan Goyal. 2016.
Compound type identification in Sanskrit: What roles
do the corpus and grammar play? In Proceedings of
the 6th Workshop on South and Southeast Asian Nat-
ural Language Processing (WSSANLP2016), pages
1-10, Osaka, Japan. The COLING 2016 Organizing
Committee.

Anil Kumar. 2012. An automatic sanskrit compound
processing.

54030


https://doi.org/10.18653/v1/2022.findings-acl.58
https://doi.org/10.18653/v1/2022.findings-acl.58
https://doi.org/10.18653/v1/2022.findings-acl.58
https://arxiv.org/abs/2004.05150
https://doi.org/10.1162/tacl_a_00238
https://doi.org/10.1162/tacl_a_00238
https://doi.org/10.1162/tacl_a_00238
https://books.google.co.uk/books?id=CASFbwAACAAJ
https://books.google.co.uk/books?id=CASFbwAACAAJ
https://doi.org/10.52202/075280-0441
https://doi.org/10.52202/075280-0441
https://arxiv.org/abs/1611.01734
https://arxiv.org/abs/1611.01734
https://aclanthology.org/W06-1673/
https://aclanthology.org/W06-1673/
https://aclanthology.org/W06-1673/
https://arxiv.org/abs/2210.17432
https://arxiv.org/abs/2210.17432
https://arxiv.org/abs/2210.17432
http://www.sanskrit-linguistics.org/dcs/index.php
http://www.sanskrit-linguistics.org/dcs/index.php
https://aclanthology.org/W16-3715/
https://aclanthology.org/W16-3715/
https://doi.org/10.18653/v1/D18-1295
https://doi.org/10.18653/v1/D18-1295
https://doi.org/10.18653/v1/D18-1295
http://panini.phil.hhu.de/panini/panini/
http://panini.phil.hhu.de/panini/panini/
http://panini.phil.hhu.de/panini/panini/
https://proceedings.neurips.cc/paper_files/paper/2020/file/4c5bcfec8584af0d967f1ab10179ca4b-Paper.pdf
https://gallium.inria.fr/~huet/PUBLIC/SALA.pdf
https://doi.org/10.18653/v1/2026.eacl-long.24
https://doi.org/10.18653/v1/2026.eacl-long.24
https://doi.org/10.18653/v1/2026.eacl-long.24
https://arxiv.org/abs/2603.24413
https://arxiv.org/abs/2603.24413
https://doi.org/10.18653/v1/P19-1340
https://doi.org/10.18653/v1/P19-1340
https://doi.org/10.18653/v1/P19-1340
https://aclanthology.org/W16-3701/
https://aclanthology.org/W16-3701/
https://sanskrit.uohyd.ac.in/faculty/amba/PUBLICATIONS/Student_Thesis/anil.pdf
https://sanskrit.uohyd.ac.in/faculty/amba/PUBLICATIONS/Student_Thesis/anil.pdf

Peichao Lai, Jiaxin Gan, Feiyang Ye, Yilei Wang, and
Bin Cui. 2025. Improving low-resource sequence
labeling with knowledge fusion and contextual label
explanations. Preprint, arXiv:2501.19093.

Ryan McDonald, Koby Crammer, and Fernando Pereira.
2005. Online large-margin training of dependency
parsers. In Proceedings of the 43rd Annual Meet-
ing of the Association for Computational Linguistics
(ACL’05), pages 91-98, Ann Arbor, Michigan. Asso-
ciation for Computational Linguistics.

K. V. Ramkrishnamacharyulu, Amba Kulkarni, Tiru-
mala Kulkarni, and Anil Kumar. 2012. Guidelines
for tagging of sanskrit compounds. Final draft for
circulation among SHMT consortium members.

Pretam Ray, Jivnesh Sandhan, Amrith Krishna, and
Pawan Goyal. 2024. CSSL: Contrastive self-
supervised learning for dependency parsing on rel-
atively free word ordered and morphologically rich
low resource languages. In Proceedings of the 2024
Conference on Empirical Methods in Natural Lan-
guage Processing, pages 8458-8466, Miami, Florida,
USA. Association for Computational Linguistics.

Jivnesh Sandhan, Laxmidhar Behera, and Pawan Goyal.
2023a. Systematic investigation of strategies tailored
for low-resource settings for low-resource depen-
dency parsing. Preprint, arXiv:2201.11374.

Jivnesh Sandhan, Ashish Gupta, Hrishikesh Terdalkar,
Tushar Sandhan, Suvendu Samanta, Laxmidhar Be-
hera, and Pawan Goyal. 2022. A novel multi-task
learning approach for context-sensitive compound
type identification in Sanskrit. In Proceedings of the
29th International Conference on Computational Lin-
guistics, pages 4071-4083, Gyeongju, Republic of
Korea. International Committee on Computational
Linguistics.

Jivnesh Sandhan, Yaswanth Narsupalli, Sreevatsa Mup-
pirala, Sriram Krishnan, Pavankumar Satuluri, Amba
Kulkarni, and Pawan Goyal. 2023b. DepNeCTI:
Dependency-based nested compound type identifi-
cation for Sanskrit. In Findings of the Association
for Computational Linguistics: EMNLP 2023, pages
13679-13692, Singapore. Association for Computa-
tional Linguistics.

Yongliang Shen, Kaitao Song, Xu Tan, Dongsheng Li,
Weiming Lu, and Yueting Zhuang. 2023. Diffusion-
ner: Boundary diffusion for named entity recognition.
Preprint, arXiv:2305.13298.

Jiaming Song, Chenlin Meng, and Stefano Ermon.
2022. Denoising diffusion implicit models. Preprint,
arXiv:2010.02502.

Robin Strudel, Corentin Tallec, Florent Altché, Yilun
Du, Yaroslav Ganin, Arthur Mensch, Will Grath-
wohl, Nikolay Savinov, Sander Dieleman, Laurent
Sifre, and Rémi Leblond. 2022. Self-conditioned
embedding diffusion for text generation. Preprint,
arXiv:2211.04236.

Gemma Team. 2024. Gemma: Open models based

on gemini research and technology. arXiv preprint
arXiv:2403.08295.

Reut Tsarfaty, Djamé Seddah, Sandra Kiibler, and
Joakim Nivre. 2013. Parsing morphologically rich
languages: Introduction to the special issue. Compu-
tational Linguistics, 39(1):15-22.

J. C. Wright. 1968. J. f. staal: Word order in sanskrit
and universal grammar. (foundations of language
supplementary series, vol. 5.) xi, 98 pp. dordrecht:
D. reidel publishing co., 1967. guilders 30. Bul-
letin of the School of Oriental and African Studies,
31(1):205-205.

Qiaoxuan Yin, Jianquan Ouyang, and Huanrong Tang.
2025. Exploring iterative refinement for nested
named entity recognition with iou-aware denoising
diffusion. In Proceedings of the 34th ACM Interna-
tional Conference on Information and Knowledge
Management, CIKM °25, page 3888-3898, New
York, NY, USA. Association for Computing Machin-
ery.

Yu Zhang, Zhenghua Li, and Min Zhang. 2020. Effi-
cient second-order TreeCRF for neural dependency
parsing. In Proceedings of the 58th Annual Meet-
ing of the Association for Computational Linguistics,
pages 3295-3305, Online. Association for Computa-
tional Linguistics.

54031


https://arxiv.org/abs/2501.19093
https://arxiv.org/abs/2501.19093
https://arxiv.org/abs/2501.19093
https://doi.org/10.3115/1219840.1219852
https://doi.org/10.3115/1219840.1219852
https://sanskrit.uohyd.ac.in/scl/GOLD_DATA/Tagging_Guidelines/samaasa_tagging16mar12-modified.pdf
https://sanskrit.uohyd.ac.in/scl/GOLD_DATA/Tagging_Guidelines/samaasa_tagging16mar12-modified.pdf
https://doi.org/10.18653/v1/2024.emnlp-main.482
https://doi.org/10.18653/v1/2024.emnlp-main.482
https://doi.org/10.18653/v1/2024.emnlp-main.482
https://doi.org/10.18653/v1/2024.emnlp-main.482
https://arxiv.org/abs/2201.11374
https://arxiv.org/abs/2201.11374
https://arxiv.org/abs/2201.11374
https://aclanthology.org/2022.coling-1.358/
https://aclanthology.org/2022.coling-1.358/
https://aclanthology.org/2022.coling-1.358/
https://doi.org/10.18653/v1/2023.findings-emnlp.914
https://doi.org/10.18653/v1/2023.findings-emnlp.914
https://doi.org/10.18653/v1/2023.findings-emnlp.914
https://arxiv.org/abs/2305.13298
https://arxiv.org/abs/2305.13298
https://arxiv.org/abs/2010.02502
https://arxiv.org/abs/2211.04236
https://arxiv.org/abs/2211.04236
https://doi.org/10.1162/COLI_a_00133
https://doi.org/10.1162/COLI_a_00133
https://doi.org/10.1017/S0041977X00113497
https://doi.org/10.1017/S0041977X00113497
https://doi.org/10.1017/S0041977X00113497
https://doi.org/10.1017/S0041977X00113497
https://doi.org/10.1145/3746252.3761051
https://doi.org/10.1145/3746252.3761051
https://doi.org/10.1145/3746252.3761051
https://doi.org/10.18653/v1/2020.acl-main.302
https://doi.org/10.18653/v1/2020.acl-main.302
https://doi.org/10.18653/v1/2020.acl-main.302

A Appendix

A.1 Why NeCTIS as Dependency Task?

As discussed in (Sandhan et al., 2023b), a number
of factors led to the choice to structure NeCTIS
as a dependency parsing task. Usually, successive
binary combinations that adhere to particular
semantic relations are used to produce compounds
with more than two components. With a few
exceptions, this procedure produces a nested
structure of binary compounds that forms a con-
stituency tree. There are difficulties, nevertheless,
with approaching this as a constituency parsing
problem. Compounds’ layered structure follows a
semantic structure based on component relations
rather than a syntactic framework. Annotating the
types as directed relations allows us to describe the
same spans as dependency structures if we replace
the intermediary nodes with semantic relations.
Furthermore, headwords in constituency spans
can be recognized by their respective kinds even
though they are not marked explicitly. Dependency
structures, on the other hand, make it possible
to identify the headword from labels that are
applied to it within the compound. Notably,
dependency structures can be mutually converted
with their corresponding spans and accurately
contain constituency information. In summary,
dependency relations, which can be expressed
as directed labels inside the dependency parse
structure, are similar to the semantic interactions
between compound components. The semantic
relations are succinctly represented by this method
without the need for intermediate nodes. Finally, it
makes it possible to identify compound types and
structure or constituency span at the same time.

Algorithm 1 Training (forward process).

Require: Noise schedule {a; - - - ar}; word en-
coder & Yyr — R™ 9 decoder Dy
(}Rnxm7 N, Rnxd) — Rnxm

1: for all (X, /) in dataset do

w = &(X) {word embeddings}

Initial signal: xo = tag2bit*(¥)

t ~ Unif(1,T) {sample timestep}

e ~ N(0,I) {Gaussian noise}

Latent variable: x; = /ay xo++v/1 — ;e

Gradient descent step on:

Vi = le — Doloxe,t,w)

8: end for

A A S ol

I?

Algorithm 2 Inference with Local Refinement.

Require: Sentence X = (x1---xp) € V", skip
steps s, window size w.
Ensure: Fine-grained tag sequence ffine
1: H = &(X) {shared encoder representations }

2: //- Stage 1: Global Diffusion (coarse labels) -

3 xgpl) ~ N(0,I) {sample noise for coarse
stage}

4: t T

5. while ¢ > 0 do

%) = DIV, t, H) {global self-

attention }
7. k=max(t—s, 0)
8: X,(Cl) = %(xgl) — m&gl)) +

VI—a,x\" {DDIM step}
9: t+ k
10: end while
11 geoarse = bit2tag*(x(()1)) {decode coarse la-
bels}
12: // - Stage 2: Local Refinement (fine-grained
labels) -
13: € = Agime (t) + hcoarse (§°°**°) + H {condition-
ing signal}
14: xg) ~ N(0,I) {sample noise for fine stage}
15t T
16: while ¢ > 0 do
17: X(()Z) = Dlﬁcal(x?), t, ¢) {window atten-
tion, |W(i)| = w}
18: k= max(t —s, 0)

oo x) = YE(xP - T @) +

VI—ar %P {DDIM step}
200 t<+ k
21: end while
22 ffine — bit2tag*(xé2)) {decode fine-grained
labels}
23: return /fine

A.2 Denoising Network: Bit Diffusion
Transformer

The Bit Diffusion Transformer (BitDiT) serves as
the denoising network in our framework. It con-
sists of a BERT-style encoder that processes the
input sentence and a decoder that generates clean
tags in parallel. The decoder employs adaptive
layer normalization (AdaLN) to incorporate condi-
tional signals (timestep and sentence encodings),
replacing traditional cross-attention mechanisms.
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(b) Denoising process.
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Figure 3: In the diffusion sequence labeling architecture, the forward and denoising steps are distinct yet comple-
mentary. The symbol © denotes the concatenation operator, and an open arrow represents loss propagation. During
the forward process, the encoder Fy embeds the input sentence to serve as the conditional signal. The real labels are
transformed into bits and fed into the diffusion process, where the latent variable x; is computed from the sampled
noise e; and concatenated with time embeddings 7(¢) and the conditional signal. Subsequently, the decoder D,
learns to extract the noise that was added to x;, with all parameters optimized using the MSE loss between the
real and predicted noise. In the denoising process (Figure 3b), the conditional signal is computed once via Ejy, and
an initial signal 7 is sampled from Gaussian noise. Iteratively, D, removes noise from the input, utilizing the
conditional signal to estimate the previous latent state ;_ ¢ until the fully denoised state & is reached. Finally, Z(
is fed back to the BT module to recover the sequence of predicted labels.

Configuration USS LSS EM
DiffNeCTIS (full) 98.71 86.11 68.33
— self-conditioning  98.81 84.24  65.75
+ biaffine cond. 93.79 80.14 71.40
Denoising steps \
A=1 90.18 64.12 29.32
A=10 93.79 7348 4521
A = 50 (default) 98.71 86.11 68.33
A =100 97.79 8439 67.92
Window size w (Local Refinement)
w=3 95.16 8195 72.16
w = 5 (default) 96.82 83.94 74.01
w=29 97.37 84.13 71.96

Table 8: Ablation study on fine-grained NeCTIS (w/
context). A: denoising steps; w: window size.

This design choice accelerates convergence and
improves final performance.

The decoder comprises four components: (1) a
Condition Embedder that fuses timestep and sen-
tence representations, (2) a Pre Layer (MLP) that
projects bit representations to higher dimensions,
(3) a Generator with NV Transformer blocks using
AdalN, and (4) a Post Layer that normalizes and
projects back to the original dimension. Learned
scale factors control the amount of newly learned
information before each residual connection. The
overall generation process is:

X0 = Post(Generator(Pre(x;), ct)) (13)
where c; represents the conditional signal.

The Transformer block architecture used in the
BitDiT decoder is illustrated in Figure 4. Each
block processes noisy tag bits x; through two se-
quential sub-blocks:

1. First sub-block: Adaptive Layer Normal-
ization (ALN) — Multi-Head Self-Attention
(MHSA) — Scaled skip-connection

2. Second sub-block: ALN — Feed-Forward
Network (FFN) — Scaled skip-connection

The computation proceeds as:

Xt = o1 X MHSA(ALNl(Xt), Ct) + X (14)
x; = as x FEN(ALNy(x;), ¢t) + % (15)
a2 = Linear; 2(c;) (16)

where 1 and a9 are learned scale factors condi-
tioned on c;.

The Adaptive Layer Normalization learns scale
~ and shift 5 parameters based on the conditional
embedding c;:
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Type Coarse # DiffNeCTIS + Local Ref. ALSS
T6 Tat. 2,230 40.5 38.0 -25
K1 Tat. 564 32.7 345 +1.8
Di Dvan. 605 31.7 35.6 +3.9
Bs6  Tat. 407 30.0 333 +3.3
Tn Tat. 338 36.0 36.8 +0.9
K7 Tat. 270 36.6 375 +0.9
T3 Tat. 247 27.5 32.4 +5.0
U Other 141 30.5 312 +0.7
Tp Tat. 129 39.6 379 —-1.7
T7 Tat. 106 15.8 17.3 +1.5
BvS  Bahu. 81 37.6 39.0 +1.4
Bv Bahu. 55 36.0 31.6 —44
K6 Tat. 50 16.3 20.6 +4.3
Al Other 44 29.4 33.0 +3.6
Ds Dvan. 41 13.8 15.8 +1.9

Table 9: Fine-grained LSS for the 15 most frequent sub-types. T3 shows the largest gain (+5.0%), while T6, the most
frequent type (37% of all spans) degrades by —2.5%, explaining the near-zero aggregate Tatpurusa improvement in

Table 7.

Figure 4: Transformer block details of the BitDiT De-
coder. MHSA represents Multi-Head Self-Attention and
FFN represents Feedforward Network. 3 and ~y are the
learned affine parameters for adaptive layer normaliza-
tion. « is the scale factor before each skip connection.

ALN(xs,¢;) = v x LN(x)) + 8 (17)
Xt — E(Xt)

LN = 18

(i) Var(x;) + € (1%

~ = Linears(c;) (19)

f = Linear4(c;) (20)

where € ensures numerical stability and prevents
division-by-zero errors.

This architecture enables the model to dynami-
cally adjust normalization parameters and residual
contributions based on both the current timestep
and input context, leading to more effective denois-
ing compared to standard cross-attention mecha-
nisms.

A.3 Diffusion VS Structured Prediction

We compare in Table 10 the properties of vari-
ous axis as to why DiffNeCTIS makes sense even
though it incurs more cost to train and infer.

A.4 Prompt For Large Language Models

The full prompt used for inference is shown in
Figure 5.

A.5 LLM Failure analysis

A qualitative analysis comparing the gold spans of
the NeCTIS dataset in the without context coarse
classification setting, with the model predictions,
reveals several consistent error patterns. The most
common issue is that the model shows Tatpurusa
overgeneralization, often predicting Tatpurusa
even when the gold label corresponds to another
compound type (e.g., for input pisaca adi ravah
the model predicts (0,3 Tatpurusa) instead of
(9,3 Bahuvrihi). Similarly, the model frequently
misclassifies Dvandva compounds as Tatpurusa;
e.g., the input mrga-vayasa-misikah is predicted
as (0,3 Tatpurusa) instead of the gold compound
span (0,3 Dvandva). Occasional Avyayibhava
confusions are observed, e.g., for input vacana
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Axis CRF

CKY (TreeCRF)

DiffNeCTIS

Pairwise transitions
O(K?) transitions
Approximate (local factors)
Forward—backward / Viterbi

Factorization
Label-space cost
Global consistency
Inference

Span/rule scores
O(K - G) rules
Exact under PCFG
O(n*K?)

None - full-sequence joint denoising
O(K) (bit-encoded)
Implicit via iterative refinement
O(A - n?) parallel

Table 10: Comparison of structured prediction properties across CRF, CKY (TreeCRF), and DiffNeCTIS.

sama kalam is predicted as (0,3 Avyayibhava)
instead of (0,3 Tatpurusa), suggesting mis-
interpretation of compounds. Another class of
errors involves boundary and span segmentation,
where the predicted span structure differs from
the gold annotation; for example, for input pada
arthesu vakya artha avagama $akti adhana
Saktih the model predicts (0,2 Tatpurusa |
2,4 Tatpurusa | 6,8 Tatpurusa) instead
of (0,2 Tatpurusa | 2,8 Tatpurusa), intro-
ducing an additional split. Finally, the model
struggles with long nested compounds (e.g., for
the input <mantra ausadhi mani mangala
bali wupahara homa niyama prayascitta
upavasa svastyayana pranipata gamana adi
is decomposed into several Tatpurusa spans
(0,2 Tatpurusal3,5 Tatpurusal|8,10
Tatpurusal|10,12 Tatpurusa|11,13
Tatpurusa) instead of (0,14 Dvandva),
indicating difficulty in modelling complex
enumerative structures.

Configuration USS LSS EM

Qwen-2.5-32B (Fine-grained, w/ context)

IFT (baseline) 79.18 4582 1592
+ Beam Search 80.50 4722 17.57
+CD 83.01 5048 22.15
+ Reranking (k=5,n0 CD) 81.98 48.61 22.76
+ CD + Reranking + Beam  84.09 52.46 33.70

Table 11: Ablation of decoding strategies for Qwen-2.5-
32B on the fine-grained NeCTIS setting (w/ context).
CD: Contrastive Decoding; Reranking with & = 5 can-
didates. Best results in bold.

A.6 Hyperparameters for Instruction
FineTuning LLMs

We evaluate our approach using the instruction-
tuned large language model Gemma-3-4B, Gemma-
3-12B-IT, and Gemma-2-27B-IT from the Gemma
model family, as well as Qwen-2.5-32B imple-
mented through the Hugging Face Transform-
ers framework. The model is deployed using
4-bit NF4 quantization via BitsAndBytes with
bfloat16 computation to enable memory-efficient

inference. Generation is performed with a max-
imum input length of 2048 tokens and up to
400 generated tokens using deterministic decoding
(do_sample=False). Inference is executed with a
batch size of 8 and left-padding for efficient de-
coding. Evaluation is conducted on test sentences
consisting of segmented Sanskrit tokens annotated
with compound spans. Model outputs are converted
to the NeCTIS evaluation format and evaluated us-
ing Unlabeled Segmentation Score (USS) and La-
beled Segmentation Score (LSS), reported as F1
scores over predicted and gold spans. We addi-
tionally report Exact Match (EM), measuring the
proportion of predicted compound structures that
exactly match the gold nested structures.
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Parameter Value Parameter Value
Model Architecture

Backbone xlm-roberta-large Network Architecture transformer
dim_model 1024 dim_time 512
Depth 12 Objective pred_xo
Time Steps 100 Sampling Steps 50
DDIM Samplingn 1.0 Noise Schedule cosine
Loss Type L2 Self-Condition True
SNR Scale 1.0 Add LSTM False
Freeze BERT False Ensemble False
Max Length 256 Num Classes 56
Training

Batch Size 16 Accumulation Steps 1

Max Epochs 200 Max Steps 500,000
Optimizer AdamW LR Scheduler cosine
IrgERT 2x107° Ifother 5x 1074
Weight Decay 0.01 Max Grad Norm 1.0
‘Warmup Steps 1,000 Warmup Ratio 0.01
Num Workers 4 GPUs 1

Data

Dataset nectis_finegrain  Granularity Finegrain

Table 12: Hyperparameters and Configuration for NeCTIS Finegrained Nested Compound Identification (XLM-
RoBERTa + DiffusionSL)
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You are an expert Sanskrit linguist specializing in compound word (samasa)
analysis. Your task is to identify ALL compounds in a segmented Sanskrit
sentence, including nested compounds.

COMPOUND TYPES:

1. Tatpurusha : Determinative compound where first element modifies second -
Test: Can be paraphrased as X-sya Y (Y of X) - Example: raja-putra = rajnah
putrah (king’s son)

2. Bahuvrihi : Possessive compound referring to an external entity - Test: Can
be paraphrased as yasya X asti (one who has X) - Example: su-mukha - yasya
sundaram mukham asti (one who has a beautiful face)

3. Dvandva : Copulative compound coordinating elements with "and” - Test: Can
be paraphrased as X ca Y ca (X and Y) - Example: rama-krsna -+ ramah ca krsnah
ca (Rama and Krishna)

4. Avyayibhava : Adverbial compound with indeclinable prefix - Forms an adverb
- Example: yatha-sakti - according to ability

CRITICAL RULES:

1. Indexing: Use 0-based indexing. End index is EXCLUSIVE. - [@:2] means words
at positions @ and 1 only - [2:5] means words at positions 2, 3, and 4

2. Nested Compounds: When compounds contain other compounds: - Identify ALL
levels (inner and outer) - List INNER compounds BEFORE outer compounds - Example:
If words 1-3 form a compound, and words ©-3 form another, list [1:3] first,
then [0:3]

3. Output Format: Return ONLY valid JSON with all compounds

EXAMPLE 1: Complex Mixed (Tatpurusha & Bahuvrihi)

Sentence: “pAda raja upamAH giri nadl vega upamam”

Word indices: @:pAda 1:raja 2:upamAH 3:giri 4:nadl 5:vega 6:upamam

Total words: 7

Analysis:

Words ©-2 (pAda raja) form Tatpurusha: “dust of feet”. Words 0-3 (pAda raja
upamAH) form Bahuvrihi: “one who is like the dust of feet”. Words 3-5 (giri nadI)
form Tatpurusha: “mountain river”. Words 3-6 (giri nadl vega) form Tatpurusha:
“speed of mountain river”. Words 3-7 (giri nadl vega upamam) form Bahuvrihi:
“one representing the speed of a mountain river”.

Output JSON:

{ "compounds”: [ { "start”: @, "end": 2, "type": "Tatpurusha"”, "text"”: "pAda
raja" }, { "start": 0, "end": 3, "type": "Bahuvrihi”, "text"”: "pAda raja
upamAH" 3}, { "start”: 3, "end"”: 5, "type": "Tatpurusha”, "text": "giri nadIl”
}, { "start”: 3, "end”: 6, "type": "Tatpurusha", "text": "giri nadl vega" }, {
"start”: 3, "end": 7, "type": "Bahuvrihi”, "text": "giri nadl vega upamam” } ]

3

EXAMPLE 2: Dvandva and Tatpurusha

Sentence: “SIta Atapa varzAByaH surakzA arTaM vetra kawaH”

Word indices: @:SIta 1:Atapa 2:varzAByaH 3:surakzA 4:arTaM 5:vetra 6:kawaH
Total words: 7

Analysis:

Words ©-3 (SIta Atapa varzAByaH) form Dvandva: “cold, heat, and rain”. Words
3-5 (surakzA arTaM) form Tatpurusha: “for the purpose of protection”. Words
5-7 (vetra kawaH) form Tatpurusha: “mat made of cane”.

54037




Output JSON:

\{ "compounds"”: [

\{ "start”: @, "end": 3, "type": "Dvandva”, "text": "SIta Atapa varzAByaH" \},
\{ "start”: 3, "end"”: 5, "type": "Tatpurusha"”, "text": "surakzA arTaM" \},

\{ "start”: 5, "end": 7, "type": "Tatpurusha”, "text": "vetra kawaH" \}

1\}
EXAMPLE 3: Bahuvrihi with Dvandva List

Sentence: "sa sarzapaM tumburu DAnya vanyaM"

Word indices: 0:sa 1:sarzapaM 2:tumburu 3:DAnya 4:vanyaM

Total words: 5

Analysis:

Words ©0-2 (sa sarzapaM) form Bahuvrihi: "accompanied by mustard” (Saha-Bahuvrihi).
Words 2-5 (tumburu DAnya vanyaM) form Dvandva: "tumburu, grain, and wild-grain”.
Output JSON:

{ "compounds": [

{ "start": @, "end": 2, "type"”: "Bahuvrihi”, "text": "sa sarzapaM" 3},

{ "start": 2, "end”: 5, "type"”: "Dvandva"”, "text”: "tumburu DAnya vanyaM” }

112

EXAMPLE 4:

Sentence: "tyAga saMnyAsa vikalpe yaTA darSite Barata sattama”

Word indices: 0@:tyAga 1:saMnyAsa 2:vikalpe 3:yaTA 4:darSite 5:Barata 6:sattama
Total words: 7

Analysis:

Words ©0-2 (tyAga saMnyAsa) form Dvandva: "renunciation and resignation”.

Words 0-3 (tyAga saMnyAsa vikalpe) form Tatpurusha: "in the option of renunciation-
resignation”.

Words 3-5 (yaTA darSite) form Avyayibhava: "as shown”.

Words 5-7 (Barata sattama) form Tatpurusha: "best of Bharatas”.

Qutput JSON:

{ "compounds”: [

{ "start": @, "end”: 2, "type"”: "Dvandva"”, "text": "tyAga saMnyAsa" },

{ "start": @, "end": 3, "type"”: "Tatpurusha”, "text": "tyAga saMnyAsa vikalpe" },

{ "start": 3, "end”: 5, "type"”: "Avyayibhava", "text": "yaTA darSite" },

{ "start”: 5, "end": 7, "type": "Tatpurusha”, "text"”: "Barata sattama” }

13
EXAMPLE 5:

Sentence: "A jIvana kAlam koza pfzWAni"

Word indices: @:A 1:jIvana 2:kAlam 3:koza 4:pfzWAni

Total words: 5

Analysis:

Words ©0-2 (A jIvana) form Avyayibhava: "throughout life / until life"”.
Words @-3 (A jIvana kAlam) form Tatpurusha: "time of whole life”.
Words 3-5 (koza pfzWAni) form Tatpurusha: "dictionary pages”.
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Output JSON: "compounds”: [ "start”: @, "end": 2, "type": "Avyayibhava",

"text": "A jIvana” , ‘"start”: @, "end": 3, "type": "Tatpurusha”, "text": "A
jIvana kAlam” , ‘"start”: 3, "end”: 5, "type": "Tatpurusha”, "text": "koza
pfzWAni" ]

NOW ANALYZE THE FOLLOWING SENTENCE:

Sentence: "<SEGMENTED_SENTENCE>"

Word indices: <WORD_INDICES>

Total words: <NUM_WORDS>

TASK: Carefully identify ALL compounds (including nested ones). List inner
compounds before outer. Return ONLY the JSON output.

Output JSON:

Figure 5: LLM inference prompt used for Sanskrit compound identification on the NeCTIS dataset in the without
context coarse classification setting.

54039



