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Abstract

Building trustworthy medical multimodal large
language models (MLLMs) is critical for reli-
able clinical decision support. Existing medi-
cal hallucination benchmarks mainly focus on
data collection, but often ignore where hallu-
cinations originate within the reasoning pro-
cess. We find that hallucination sources vary
across samples: errors may arise from visual
misrecognition, incorrect medical knowledge
recall, or flawed reasoning integration. To en-
able source-level hallucination diagnosis, we
introduce CLINHALLU, a benchmark for stage-
wise hallucination diagnosis in medical MLLM
reasoning. CLINHALLU contains 7,031 val-
idated instances, where each instance is aug-
mented with a structured reasoning trace de-
composed into Visual Recognition, Knowledge
Recall, and Reasoning Integration. We also
use stage-replacement interventions to mea-
sure how correcting specific stages affects the
final answer. Beyond evaluation, we show
that trace-supervised fine-tuning reduces stage-
wise hallucinations. CLINHALLU provides
a fine-grained hallucination testbed for diag-
nosing and mitigating reasoning failures in
medical MLLMs. The benchmark is publicly
available at https://github.com/alibaba-damo-
academy/ClinHallu.

1 Introduction

MLLMs are increasingly used in medical scenar-
ios (Li et al.,, 2023a; Chen et al., 2024; Jiang
et al., 2025), including medical visual question
answering (VQA) (Liu et al., 2021; Zhang et al.,
2024; Zuo et al., 2025; Yao et al., 2026), report
generation (Zambrano Chaves et al., 2025; Yuan
et al., 2026), and clinical decision support (Singhal
et al., 2025; Tanno et al., 2025; Yang et al., 2026).
These applications place high demands on reliabil-
ity. However, in real-world medical use, a model
may describe a non-existent lesion in an image, as-
sociate it with an incorrect clinical implication, and
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The CT shows a continuous hypoattenuated layer between the
skin and abdominal wall. Since fat is normally subcutaneous
and appears hypoattenuated on CT, the answer is fat.

Visual The CT shows a localized fluid-like pocket between the
MLt skin and abdominal wall. A focal subcutaneous collection
> can appear hypoattenuated on CT, the answer is abscess.

Knowledge The CT shows a continuous hypoattenuated layer between the
Hallucination | Skinand abdominal wall. Since subcutaneous hypoattenuation
usually indicates abscess, the answer is abscess.

. The CT shows a continuous hypoattenuated layer between
Reasoning the skin and abdominal wall. Although this matches normal
Hallucination | subcutaneous fat, the term “hypoattenuated is mistaken

as a pathological sign, so the answer is abscess.

Figure 1: Different reasoning failures can produce the
same wrong answer in medical VQA. In this example,
the correct answer is “fat”, but visual misrecognition,
incorrect knowledge recall, and flawed reasoning inte-
gration can each lead the model to answer “abscess”.
This motivates CLINHALLU, which diagnoses halluci-
nations by localizing them to specific reasoning stages
rather than only judging final-answer correctness.

still present the response in a confident manner (Xia
et al., 2024; Asgari et al., 2025). Such fluent and
seemingly plausible but unsupported outputs are
referred to as “hallucinations” (Li et al., 2023b; Liu
et al., 2024; Huang et al., 2025; Ji et al., 2023).
They remain a central obstacle to the reliable use
of MLLMs in high-stakes medical settings, as they
can mislead clinical interpretation and compromise
downstream medical decision-making (Pal et al.,
2023; Kim et al., 2025).

Recent medical hallucination benchmarks have
made important progress in evaluating unre-
liable model outputs. For example, Med-
HALT (Pal et al., 2023) examines hallucination
in medical LLMs, while multimodal benchmarks
such as CARES (Xia et al.,, 2024) and Med-
HallMark (Chen et al., 2026) extend hallucina-
tion evaluation to medical vision-language models.
Despite these advances, most existing evaluations
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Table 1: Comparison with representative medical hallucination benchmarks. We compare CLINHALLU
with existing benchmarks in terms of data scale, reasoning-process supervision, and hallucination evaluation.
CLINHALLU uniquely supports structured chain-of-thought (CoT) annotations, stage-wise traces, source localization,

and hallucination rate evaluation, enabling fine-grained diagnosis of medical MLLM hallucinations.

Benchmark Data Size Multi-  Structured Stage-wise Hallucination Hallucination
modal CoT Trace Source Loc. Rate Eval.
Med-HALT 18,866 X X X X v
MedHalu 2,077 X X X X v
MedHallu 10,000 X X X X v
CARES 41K v X X X X
Med-HallMark 7,341 v X X X v
MedVH N/A v X X X v
MedHallTune 100K v X X X X
MedHEval 15,976 v X X v v
CLINHALLU 7,031 v v v v v

remain centered on the final output: they judge
whether the model’s answer or response is correct,
and then use this judgment to determine whether
hallucination occurs. Such evaluations can iden-
tify that a model produces an unreliable answer,
but provide limited evidence about how the error
arises during multimodal reasoning. As illustrated
in Fig. 1, the same wrong answer may be caused
by different trace-level failures: the model may
misrecognize the visual evidence, recall incorrect
medical knowledge, or fail to properly integrate
otherwise relevant evidence and knowledge. When
these distinct failure sources are collapsed into a
single final-answer judgment, current benchmarks
have limited ability to diagnose where hallucina-
tions originate and how they propagate.

To address this limitation, we introduce CLIN-
HALLU, a benchmark for stage-wise hallucina-
tion diagnosis in medical MLLM reasoning. We
construct CLINHALLU from four medical VQA
datasets, yielding 7,031 validated instances. CLIN-
HALLU augments each medical VQA instance with
a validated reference trace decomposed into Vi-
sual Recognition, Knowledge Recall, and Reason-
ing Integration, and uses stage-replacement inter-
ventions to test how correcting specific stages af-
fects the final answer. Experiments on representa-
tive MLLMs show that CLINHALLU reveals stage-
dependent failure patterns, and quantifies how vi-
sual and knowledge errors propagate into down-
stream reasoning. These results demonstrate the
value of CLINHALLU as a fine-grained diagnostic
testbed for medical MLLMs.

* We present a data curation pipeline for con-

structing CLINHALLU, a benchmark for
source-level hallucination diagnosis in med-
ical MLLMs. CLINHALLU contains 7,031
validated medical VQA instances, each aug-
mented with structured reference traces cover-
ing visual recognition, knowledge recall, and
reasoning integration.

* We design a stage-wise evaluation pipeline
and replacement-based interventions, en-
abling hallucination diagnosis by identifying
which reasoning stage limits final-answer cor-
rectness. We further evaluate 11 representa-
tive closed-source and open-source MLLMs
on CLINHALLU.

* We provide a fine-grained analysis of halluci-
nation bottlenecks across datasets and models.
Beyond diagnosis, we show that structured
traces can serve as supervision for reducing
stage-wise hallucinations.

2 Related Work

Reasoning in medical MLLMs. Recent ad-
vances in medical Al span both visual perception
and multimodal reasoning (Yang et al., 2025a,b;
Yuan et al., 2026). Medical MLLMs have re-
cently shown strong potential in visual question
answering, report understanding, and clinical de-
cision support (Li et al., 2023a; Saab et al., 2024).
Built upon general-purpose MLLMs such as GPT-
4V (OpenAl, 2023), Gemini (Team et al., 2025a),
LLaVA (Liu et al., 2023), and Qwen-VL (Bai et al.,
2023), medical variants (e.g., Med-Gemma (Sell-
ergren et al., 2026)) adapt multimodal reasoning
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Figure 2: Overview of the CLINHALLU construction pipeline. CLINHALLU integrates four medical VQA
datasets and augments each sample with a structured reasoning trace covering Visual Recognition (V), Knowledge
Recall (K), and Reasoning Integration (R). Generated traces are filtered by format validity and answer consistency,
yielding validated stage-wise annotations for diagnosing hallucination sources in medical MLLM reasoning.

capabilities to specialized medical scenarios. Re-
cent efforts also enhance medical MLLM reason-
ing, for example through CoT (Wei et al., 2022)
and in-context learning (Brown et al., 2020; Dong
et al., 2024). Nevertheless, models may produce an
explanation while grounding its answer in incorrect
visual evidence (Lyu et al., 2023), relying on inac-
curate medical knowledge, or drawing an unsup-
ported conclusion (Chang et al., 2025). Therefore,
hallucination evaluation is essential for building
trustworthy medical MLLMs.

Medical hallucination benchmarks. Medical
hallucination benchmarking has seen rapid
progress. Text-only benchmarks, such as Med-
HALT (Pal et al., 2023), MedHalu (Agarwal
et al., 2026), and MedHallu (Pandit et al., 2025),
mainly focus on hallucination detection in med-
ical question answering, healthcare queries, and
clinical knowledge assessment. Multimodal bench-
marks, including CARES (Xia et al., 2024), Med-
HallMark (Chen et al., 2026), MedVH (Gu et al.,
2026), MedHallBench (Zuo and Jiang, 2025), Med-
HallTune (Yan et al., 2026), and MedHEval (Chang
etal., 2025), further extend hallucination evaluation
to medical VLMs through visual question answer-
ing or trustworthiness assessment.

However, existing medical hallucination bench-
marks remain largely answer-centric: they can iden-
tify hallucinated outputs, but offer limited insight
into their underlying sources. To address this lim-
itation, we introduce CLINHALLU, a benchmark
and evaluation framework that uses structured rea-
soning traces to diagnose not only whether hallu-
cination occurs, but also where it originates. A
detailed comparison with existing benchmarks is
provided in Table 1.

3 CLINHALLU Benchmark

We introduce CLINHALLU, a stage-wise halluci-
nation diagnosis benchmark for MLLMs. Let z;
denote the medical image or image set, g; the ques-
tion, a; the ground-truth answer, and G the MLLM
under evaluation. Conventional VQA evaluation
compares the model prediction a; = G(x;, g;) with
a;, which only measures final-answer correctness
and leaves the reasoning process unexamined.

As illustrated in Fig. 2, CLINHALLU augments
each VQA sample d; with a validated structured
reasoning trace:

ClinHall
di A — (xi7q’i77_i7ai)7 (1)
where 7; records the reference reasoning process
leading to the answer. Accordingly, each model is
asked to generate both a trace and an answer,

so that hallucinations can be localized by compar-

ing the generated 7; with the reference 7;, with
detailed definitions provided below.

Source data. CLINHALLU integrates four repre-
sentative medical VQA datasets: VQA-RAD (Lau
et al., 2018), PathVQA (He et al., 2020), Med-
FrameQA (Yu et al., 2026), and MedXpertQA (Zuo
et al., 2025). Together, they provide complemen-
tary coverage across medical domains, imaging
modalities, and task formulations.

Structured reasoning trace construction. We
augment each standardized VQA sample with a
structured reference reasoning trace. Given the
medical image x; and question g;, a reference trace
generator Gt produces

Ti = Gref(Ti, qi),  Ti = (Vi kiyri).  (3)
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Figure 3: Evaluation protocol of CLINHALLU. Given a medical VQA sample, the evaluated MLLM generates a
structured trace and final answer. We then replace selected generated stages with validated reference stages and ask
the model to complete the remaining reasoning process. The resulting traces and answers are judged against the
references to compute stage-wise hallucination rates (HY, HX, H") and answer accuracy (Acc), enabling diagnosis

of the main bottleneck in medical MLLM reasoning.

Here, v;, k;, and r; denote Visual Recognition,
Knowledge Recall, and Reasoning Integration, re-
spectively. For example, in Fig. 2, the trace first
observes that the brain image contains bright fluid,
then recalls that fluid is bright in T2-weighted
MRI but dark in T1-weighted MRI, and finally
connects the observation with this rule to answer
T2-weighted MRI. This decomposition separates
visual evidence, medical knowledge, and their inte-
gration, enabling stage-wise hallucination analysis
and intervention-based diagnosis.

Trace validation and filtering. Since reference
traces are generated at scale, we further validate
and filter them to ensure their reliability. For each
generated trace 7; = (v;, k;, r;), we apply an LLM-
as-judge model J(-) to evaluate two criteria: format
validity and answer consistency:

Gty

= J(m, 2, a;), “4)

where c t checks whether the trace follows the
required three-stage format and whether all stages
are non-empty, and c¢** checks whether the trace
supports the ground-truth answer a; without intro-
ducing conflicting conclusions. We retain a trace
only when both criteria are satisfied:

o(m) =1 [cﬁmt A c?ns} . 5)
The final benchmark is then defined as

Dciintaie = {(4, ¢, 7, ai) | (1) =1}, (6)

This filtering step ensures that retained traces are
complete and answer-consistent, providing reliable
references for downstream evaluation.

Released benchmark instances. After filtering,
D(iinHallu contains 7,031 validated VQA instances
from four source datasets. Each instance includes
the original multimodal sample and a three-stage
reference trace, supporting stage-wise hallucina-
tion analysis. As shown in Table 1, prior bench-
marks typically focus on text-only hallucination or
lack structured reasoning traces for multimodal set-
tings. CLINHALLU instead combines multimodal
inputs, structured CoT annotations, source local-
ization, and hallucination-rate evaluation, enabling
fine-grained diagnosis of medical MLLM failures.

4 Evaluation

4.1 Evaluation Overview

CLINHALLU evaluates both final-answer correct-
ness and the source of hallucinations in the rea-
soning process. As illustrated in Fig. 3, for each
instance x;, the evaluated model first generates
a structured trace 7; = (0;, l%i, 7;) and then pro-
duces a final answer a;. Given the reference trace
7; = (v4, ks, ;) and answer a;, CLINHALLU con-
ducts three evaluations: (1) answer-level evalua-
tion, which measures whether a; matches a;; (2)
stage replacement intervention, which replaces se-
lected generated stages with reference stages (e.g.,
; — v;) to obtain decoupled stage-wise evalu-
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ations; and (3) stage-wise diagnosis, which re-
ports hallucination rates at each stage and measures
replacement-induced answer-accuracy changes.

4.2 Answer-Level Evaluation

We first evaluate whether the final answer produced
by the candidate MLLM is correct. For each in-
stance, an answer judge J(-) compares the pre-
dicted answer a; with the ground-truth answer a;
and assigns a binary correctness label:

Ci € {051}7 (7)

ci = J(zi,44,a;),

where ¢; = 1 indicates a correct answer and ¢; = 0
otherwise. The answer-level accuracy is:

D

Acc = \D\ Zcz (8)

However, final-answer accuracy cannot identify
the source of an error. We therefore introduce stage-
wise hallucination evaluation to localize failures in
different sources, i.e. visual recognition, knowl-
edge recall, and reasoning integration.

4.3 Stage-Wise Evaluation

Reasoning hallucinations may arise from upstream
errors in visual recognition or knowledge recall,
leading to a cascading effect. To disentangle these
and identify which stage contributes most to hallu-
cination, we apply stage replacement interventions
to decouple the structured CoT, and then analyze
hallucination rates and answer accuracy before and
after replacement.

Stage replacement intervention. As illustrated
in Fig. 3 (b), for each intervention, one or more
generated stages are replaced with their reference
counterparts, and the evaluated MLLM G is asked
to continue the remaining reasoning process and
produce a new answer. Specifically, for each in-
stance x;, let (v;, k;, 7, a;) denote the reference
output, and let (05, I%i, 7i, ;) denote the stages and
answer generated by G.

For visual-stage replacement, the reference vi-
sual stage v; is provided, and G generates the re-
maining knowledge, reasoning, and answer:

(ki, 7, 00) = Gz, v3).  (9)

For knowledge-stage replacement, the gener-
ated visual stage ¥; is retained while the reference
knowledge stage k; is provided:

(74, ;) = G(wi, 03, k).

Rep-V :

RepK : (10)

For joint visual-and-knowledge replacement,
both reference stages v; and k; are provided, and G
generates only the remaining 7; and a;:

RCp—VK : (ﬁ,&l) = Q(xi,vi,ki). (11)
Hallucination rate evaluation. We assess each
stage under the intervention context where its up-
stream stages are fixed to reference counterparts.
Specifically, the hallucination labels for each stage
are defined as:

h = J(xi, bi,v:),
hE = J(x4, ki mEPV, i),

R ~
h;* = J (x4, 7 REP-VK, Ti)

(12)

where hZV, hl-K, hf% € {0,1}. Here, ];37;7REP_V de-
notes the knowledge stage generated after replacing
the visual stage, as defined in Eq. 9, and 7; rpp-vk
denotes the reasoning stage generated after replac-
ing both visual and knowledge stages, as defined in
Eq. 11. A value of 1 indicates that the correspond-
ing stage contains hallucinated content. We then
compute the hallucination rate for each stage:

(13)

|D|Zh

se{V,K,R}.

By controlling upstream stages through replace-
ment, these hallucination rates directly reflect the
model’s hallucination tendency at each stage.

Accuracy diagnosis. In addition to hallucina-
tion rates, we use answer accuracy changes to di-
agnose which upstream stage most affects final-
answer correctness. For each replacement setting
s € {Rep-V,Rep-K, Rep-VK}, we compute the
average accuracy gain over all evaluated models:

1
SACC = T Z (ACCfn
‘M’ meM

— AccQRY) | (14)

where AccORC denotes the original answer accu-
racy of model m defined by the answer judge in
Eq. 8, and Acc}, denotes its answer accuracy un-
der replacement setting s. A larger A} . indicates
that correcting the corresponding stage leads to a
greater improvement in final-answer correctness,
suggesting that this stage is a more important bot-
tleneck in the reasoning process.
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Table 2: Accuracy and stage-wise hallucination rates on CLINHALLU. We report accuracy (Acc; Eq. 8) and
hallucination rates (Eq. 13) for Visual Recognition (HY), Knowledge Recall (HX), and Reasoning Integration (HP).
Within each model group, the best value for each metric is highlighted in bold.

Model | VQA-RAD | PathVQA | MedFrameQA | MedXpertQA | AVG
| Acet HY| HF| HF||Acct HY| HX| HF||Acct HY| HF| HF||Acct HY| HX| HF||Acct HY| HF| HF|
Closed-source MLLMs
Qwen3-VL-Flash| 709 507 92 6.8 | 724 457 135 70 | 640 510 178 9.1 | 471 61.1 394 74 | 636 521 200 76
Qwen3-VL-Plus | 74.2 445 6.8 39 | 729 419 67 52 | 659 467 109 7.6 |559 558 256 21 | 672 472 125 47
Gemini-3-Flash | 82.5 229 3.6 3.0 |816 215 28 19 |713 310 55 3.0 |80 276 42 13 |80.1 258 40 23
Open-source MLLMs
Qwen2.5-VL-7B| 549 594 341 125|460 612 380 84 |453 648 439 291|247 782 658 223|427 659 455 18.1
Qwen3-VL-8B | 650 57.0 172 42 | 550 554 234 52 |539 582 326 147|320 714 597 7.0 |515 605 332 78
Lingshu-7B 653 451 122 89 | 648 488 198 51 |53.0 494 256 235|277 656 515 169 | 527 522 273 136
MedGemma-4B | 71.8 380 243 142 | 602 50.1 295 13.6 | 546 523 30.1 324 | 264 641 498 617 | 532 511 334 305
InternVL3.5-8B | 69.7 350 137 2.7 | 587 443 216 32 | 605 408 21.1 102|265 625 499 102|539 456 266 6.6
Qwen3-VL-32B | 786 478 95 30 | 63.6 477 114 22 | 657 497 163 94 | 472 581 378 3.1 | 638 508 188 4.4
Qwen3.5-4B 777 389 140 33 | 697 503 242 27 | 660 530 297 86 | 438 660 542 59 | 643 520 305 5.1
Qwen3.5-9B 804 323 62 33 | 727 347 142 22 | 707 415 186 8.1 | 526 589 358 56 | 691 419 187 48

4.4 Evaluation after Training with Traces

To examine whether the structured traces in CLIN-
HALLU can also serve as effective supervision, we
conduct trace-supervised fine-tuning on Qwen3.5-
9B. Since MedFrameQA and MedXpertQA do
not include training sets, we restrict fine-tuning
to VQA-RAD and PathVQA. We construct golden
traces for their training splits using the same trace
generation pipeline and evaluate the fine-tuned
models on the corresponding test sets in CLIN-
HALLU. Detailed fine-tuning configurations are
provided in Appendix A.

5 Experiments

5.1 Experimental Setup

Evaluation models. We evaluate both closed-
source and open-source MLLMs. The closed-
source models include Qwen3-VL-Flash (Bai et al.,
2025a), Qwen3-VL-Plus (Bai et al., 2025a), and
Gemini-3-Flash. The open-source models include
Qwen2.5-VL-7B (Bai et al., 2025b), Qwen3-VL-
8B (Bai et al., 2025a), Lingshu-7B (Team et al.,
2025b), MedGemma-4B (Sellergren et al., 2026),
InternVL3.5-8B (Wang et al., 2025), Qwen3-VL-
32B (Bai et al., 2025a), Qwen3.5-4B (Qwen Team,
2026), and Qwen3.5-9B (Qwen Team, 2026).

For benchmark construction and evaluation,
Qwen3.5-Plus (Qwen Team, 2026) serves as the
reference generator G,.¢ for golden CoT trace con-
struction, as defined in Eq. 3. We use Qwen3.5-
27B (Qwen Team, 2026) as the main judge model J
for both trace validation and evaluation, including
final-answer correctness and stage-wise hallucina-
tion analysis, as defined in Egs. 4, 7, and 12.

Implementation details. All local open-source
models are served using the vLLM frame-
work (Kwon et al., 2023). For CoT generation,
we set the temperature to 0.7 to encourage diverse
reasoning traces. For final-answer judging and
stage-wise hallucination judging, we use a lower
temperature of 0.01 to ensure deterministic and re-
producible evaluation. The prompts used for each
stage are provided in Appendix C.

5.2 Results Analysis

FINDING 1. Visual hallucination is generally se-
vere; relatively, VOA-RAD is visual-bottlenecked,
MedXpertQA is knowledge-bottlenecked, while
PathVQA and MedFrameQA are more balanced.
Table 2 first reveals distinct dataset-level halluci-
nation patterns. Across all subsets, visual hallu-
cination is consistently high, with average rates
exceeding 40%. On VQA-RAD, visual halluci-
nation is the dominant error source, with an aver-
age rate of 42.9% across models, far higher than
knowledge hallucination at 13.7%. MedXpertQA
exhibits a different pattern: knowledge hallucina-
tion becomes much more severe, reaching 43.1%.
By contrast, PathVQA and MedFrameQA show
more balanced visual-knowledge error profiles.
Tables 3 and 4 lead to the same conclusion based
on answer-accuracy changes. Correcting the vi-
sual stage on VQA-RAD improves Acc by 15.5%,
much larger than the 4.6% gain from correcting
knowledge. In contrast, MedXpertQA benefits
more from knowledge replacement, with a 33.4%
gain compared with 13.8% from Rep-V. PathVQA
and MedFrameQA again show more comparable
gains between visual and knowledge replacement.
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Table 3: Accuracy diagnosis under stage-replacement interventions on CLINHALLU. For each subset, we
report the original answer accuracy (Acc), computed using Eq. 8, and the corresponding accuracy gains, AXCC,
AK ., and AYE, following Eq. 14. Darker blue cells indicate larger gains. Higher 1 is better.

Model | VQA-RAD | PathVQA | MedFrameQA | MedXpertQA
| Acet AXeo T ARt AKEM] Accet AXet ARt AXET Acet  AXect ARt AXEA] Acct AKt ARt AXET
Closed-source MLLMs
Qwen3-VL-Flash | 70.9  +19.9 +4.8 +223 | 724 +11.0 +99 +187 | 640 +15.6 +163 +27.6 | 47.1 +163 +32.3 +442
Qwen3-VL-Plus 742 +17.5 +27  +19.0 | 729 4109 +79 +182 | 659 +16.0 +13.5 +25.8 | 559 +18.5 +254 +40.8
Gemini-3-Flash 825 +125 +1.5 +122 | 81.6 +4.8 +5.4 +8.7 71.3  +143 +15.7 +22.1 | 85.0 +8.3 +7.5 +13.5
Open-source MLLMs
Qwen2.5-VL-7B 549 +222 +6.8  +32.6 | 46.0 +19.8 +16.7 +35.5 | 453 +9.7 +15.6 +262 | 247 +8.8 | +384 +50.6
Qwen3-VL-8B 65.0 +21.9 +39 4282 | 55.0 +19.7 +13.3 +32.7 | 539 +183 +18.1 4345 | 32.0 +184 | +42.1
Lingshu-7B 653 +18.1 +59 +234 | 648 +10.5 +153 +21.3 | 53.0 +12.6 +18.5 +26.5 | 27.7 +11.4 | +47.8
MedGemma-4B 71.8 +6.8 +9.5 +11.3 | 60.2 +8.8 +16.0 +174 | 54.6 +6.0 +12.3 +10.2 | 264 +7.9 4247 +8.6
InternVL3.5-8B 69.7 +169 +5.1 +255 | 587 +17.3 +17.9 +30.1 | 60.5 +15.1 +192 +27.8 | 26.5 +15.3 | +46.7
Qwen3-VL-32B 78.6  +11.0 +2.1 +15.7 | 63.6 +19.1 +123 +426.6 | 65.7 +15.5 +12.8 +259 | 472 +18.0 +33.9 +47.6
Qwen3.5-4B 777 +119 +42  +15.1 | 69.7 +8.7 +10.0 +17.8 | 66.0 +13.0 +16.7 +25.0 | 43.8 +16.4 +37.9 +50.3
Qwen3.5-9B 804 +11.6 +39 +142 | 72.7 +9.2  +103 +16.1 | 70.7 +9.4  +14.0 +20.0 | 52.6 +12.7 +30.9 +42.0

Table 4: Average gains under stage-replacement in-
terventions. Each value reports the model-averaged
accuracy gain corresponding to Table 3. Darker cells
indicate larger gains. The varying patterns suggest that
hallucination bottlenecks differ across datasets.

Subset Ach T A.{%(cc T AAcc T
VQA-RAD +15.5 +4.6 +20.0
PathVQA +12.7 +12.3 +22.1
MedFrameQA +13.2 +15.7 +24.7
MedXpertQA +13.8 +33.4 +43.4
VQA-RAD PathVQA MedFrameQA MedXpertQA
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Figure 4: Fix and break rates under stage-replacement
interventions. We report gains after replacing V (Visual),
K (Knowledge), and VK (both) across four subsets.

Together, these results indicate that hallucination
bottlenecks are dataset-dependent.

FINDING 2. Replacing visual and/or knowl-
edge stages improves performance, with dataset-
dependent gains. Average gains cannot distin-
guish whether replacement corrects wrong answers
or breaks originally correct ones. We therefore
report “Fix” and “Break” rates to measure sample-
level trajectory changes under each replacement

setting s € {V,K,VK}. Let ¢; € {0,1} de-
note whether the original answer is correct, and
cl(s) € {0, 1} denote whether the answer is correct
after replacement. We define

Sl =0nd? =1

S P1fe; = 0]
Z|D| 1 [ci =1nc = 0}

Fix(®) =

(15)

Y2 e = 1]

As shown in Fig. 4, replacement effects vary
across datasets. On VQA-RAD, Rep-V fixes more
wrong answers than Rep-K (73% vs. 29%), con-
sistent with its visual-dominant bottleneck. In con-
trast, MedXpertQA is knowledge-driven: Rep-K
achieves a higher Fix Rate than Rep-V (64.0% vs.
42%) and a lower Break Rate (10% vs. 22%).
PathVQA and MedFrameQA show more balanced
Fix/Break patterns, suggesting mixed visual and
knowledge failure sources.

Break(® =

FINDING 3. Reasoning ability is not the pri-
mary bottleneck for reliable prediction. Table 2
shows that reasoning-stage hallucination is gener-
ally lower than visual- and knowledge-stage hallu-
cinations across most models and datasets. Consis-
tently, Table 3 shows that Rep-VK usually brings
the largest accuracy gains. These results suggest
that reliability failures mainly arise from upstream
visual grounding and knowledge recall, rather than
the final reasoning step. MedGemma-4B is an
exception, where high reasoning hallucination is
partly due to frequent failed or incomplete CoT
generation after intervention.
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Table 5: Ablation study of trace-supervised fine-
tuning on Qwen3.5-9B. We compare no fine-tuning
(w/o FT), answer-only fine-tuning (Ans-only), and
trace-supervised variants using visual-recognition (V),
knowledge-recall (K), visual-and-knowledge (V+K),
and full trace (V+K+R) supervision. All variants are
trained on constructed training sets from VQA-RAD
and PathVQA and evaluated on their corresponding sub-
sets in CLINHALLU. We report answer accuracy (Eq. 8)
and stage-wise hallucination rates (Eq. 13).

Dataset Variant Acct HY | HX| HE|
wioFT 804 323 62 33
Ans-only  82.8 28.2 5.9 3.9
v 822 28 56 30

VQA-RAD ¢ 819 315 110 36
V+K 825 270 59 30
V+K+R 837 226 42 27
WoFT 727 347 142 22
Ans-only  73.6 32.8 11.6 23
v 771 302 139 2.1

PathVQA ¢ 756 448 153 25
V+K 779 280 98 23

V+K+R 78.8  27.6 7.8 2.0

FINDING 4. Trace-supervised fine-tuning helps
mitigate stage-wise hallucinations. Beyond di-
agnosis, we examine whether the structured traces
in CLINHALLU can be used to fine-tune models for
improved reliability. Specifically, we construct fine-
tuning samples by using different parts of the an-
notated reasoning trace as supervision signals. The
Ans-only variant uses only the final answer as the
target output, without any intermediate trace. For
trace-supervised variants, we supervise the model
with Visual Recognition (V), Knowledge Recall
(K), their combination (V+K), or the full trace in-
cluding Reasoning Integration (V+K+R). As shown
in Table 5, Ans-only fine-tuning improves Acc but
provides limited stage-wise gains and increases H'.
In contrast, V-only supervision reduces H", while
K-only supervision is less stable without visual in-
formation. Combining V+K is more effective than
either alone, and full trace supervision achieves the
highest Acc and lowest hallucination rates. These
results show complete trace supervision is more
effective for hallucination mitigation.

5.3 Human Evaluation

We conduct human evaluation to assess whether the
automatic judge J aligns with human annotations.
We sample a 10% stratified subset of CLINHALLU
and ask two evaluators with medical backgrounds
to annotate answer correctness (Acc) and three
stage-wise hallucination labels (HY, HX and H).

Table 6: Human validation of automatic evaluation.
H-H denotes agreement between two human annotators.
H-J denotes the average agreement between each human
annotator and the automatic judge J. We report both
agreement accuracy and Cohen’s k.

Label H-H H-J
Acct kT Acet k7T
ACC 0962 0919 0940 0.872
HY 0.932 0.861 00917 0.831
HE 0915 0.822 0.897 0.785
HE 0910 0.820 0.903 0.805

For each label, we report agreement accuracy and
Cohen’s x (Cohen, 1960) for both human-human
(H-H) and average human-judge (H-J) agreement.
As shown in Table 6, J closely matches human
judgments, with 94.0% agreement and a Cohen’s x
of 0.872 for Acc, close to human-human agreement
(96.2%, k of 0.919). Stage-wise labels also reach
89.7-91.7% agreement with s values of 0.785-
0.831, supporting J for large-scale evaluation.

6 Conclusion

We introduce CLINHALLU, a benchmark for diag-
nosing stage-wise hallucinations in medical mul-
timodal reasoning. Unlike answer-centric evalu-
ations, CLINHALLU augments medical VQA in-
stances with structured reference traces covering
Visual Recognition, Knowledge Recall, and Rea-
soning Integration, enabling hallucination sources
to be localized within the reasoning process. Ex-
periments on CLINHALLU show that hallucination
bottlenecks vary across datasets. We also demon-
strate that these traces provide effective supervi-
sion: full trace-supervised fine-tuning improves
answer accuracy and reduces stage-wise hallucina-
tions. Overall, CLINHALLU offers a fine-grained
testbed for understanding and mitigating hallucina-
tions in medical MLLMs, supporting the develop-
ment of more reliable medical multimodal systems.

7 Limitations

CLINHALLU has its limitations. The current bench-
mark focuses on medical VQA-style tasks and does
not cover long-form report generation or real-world
clinical decision-support scenarios. We choose
VQA as the initial setting because it offers a con-
trolled testbed. Future work will extend CLIN-
HALLU to broader medical reasoning scenarios.
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Appendix
A Fine-Tuning Configuration

Training Data Construction. Of the four source
datasets, only VQA-RAD and PathVQA provide
official training splits, so we use them for trace-
supervised fine-tuning. For each dataset, we apply
the same data curation pipeline used to construct
CLINHALLU to obtain faithful structured traces.
After curation, we obtain 1,221 training samples
for VQA-RAD and 10,187 for PathVQA. These
curated samples are then used to train the model.

Fine-Tuning Hyperparameters We fine-tune
Qwen3.5-9B (Qwen Team, 2026) using LoRA (Hu
et al., 2022) with rank » = 8 and scaling factor
a = 16. Training is conducted with LLaMA-
Factory (Zheng et al., 2024) using a cosine learning-
rate schedule, an initial learning rate of 1 x 1074,
and a warmup ratio of 0.1. All other hyperparame-
ters follow the default settings of LLaMA-Factory.

B Case Study

We present a representative case study to illustrate
the stage-replacement behavior in Fig. 5 and Fig. 6.
The model misidentifies an “AIlS avulsion frac-
ture” as a “femoral neck fracture” and recalls incor-
rect anatomical knowledge, leading to the wrong
answer “gluteus medius”. Replacing knowledge
recall alone is insufficient, while replacing both
stages enables the model to correctly infer “rectus
femoris”, revealing a coupled visual-knowledge
failure hidden by answer-level evaluation alone.

C Prompt Templates

We summarize the prompt templates used through-
out the CLINHALLU pipeline. The prompts are or-
ganized according to the main stages of our frame-
work, including benchmark construction, stage re-
placement, and automatic judging. The complete
prompt templates are provided in Figs. 7-13.

D Use of AI Assistants

We used Al to assist with English writing polish.
All scientific content, experimental design, and con-
clusions are solely our own. No Al-generated text
was used without human review and revision.

E Datasets and Licenses

Data source. We use four publicly available med-
ical VQA datasets: VQA-RAD (Lau et al., 2018),

PathVQA (He et al., 2020), MedXpertQA (Zuo
et al., 2025), and MedFrameQA (Yu et al., 2026).
VQA-RAD is released under the CCO 1.0 Universal
License; PathVQA and MedXpertQA are released
under the MIT License; and MedFrameQA is re-
leased under the CC BY 4.0 License. All datasets
are used for research purposes, and we follow their
license terms and attribution requirements.

Privacy and content screening. All source
datasets used in CLINHALLU are benchmark
datasets released for research purposes. We do
not collect new patient data or personally identi-
fying information. During data curation, we only
use the released images, questions, answers, and
metadata provided by the original datasets. The
curated benchmark does not contain information
that directly identifies individual patients.

Ethics review. The study uses publicly available
benchmark datasets and does not collect new pa-
tient data. Human evaluation only involved an-
notating model outputs and benchmark instances
for research validation, without collecting sensitive
personal information from annotators.

F Human Evaluation Details

Two annotators with medical backgrounds were re-
cruited from our group and compensated as part of
their regular research appointments. Each annota-
tor performed the evaluation independently. Anno-
tators were informed that their annotations would
be reported in this paper.

G Intended Use and Risk Analysis

Intended use. CLINHALLU is designed for re-
search on medical MLLM evaluation, hallucination
diagnosis, and model analysis. It should be used to
measure and compare model behavior under con-
trolled benchmark settings.

Out-of-scope use. CLINHALLU is not intended
for direct patient-care decision making.

Potential risks. A possible risk is that benchmark
improvements may be over-interpreted as clinical
reliability. To mitigate this, we report stage-wise
hallucination rates in addition to answer accuracy
and explicitly analyze failure sources.
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r __Input |
Question: A radiograph (Figure A) shows a hip injury
sustained by an adolescent male during a track competition.
Based on the radiographic findings, which muscle is most
likely responsible for this injury?

Options: A. Tensor fascia lata / B. Gluteus medius / C.
Biceps femoris / D. Gluteus minimus / E. Rectus femoris

Ground-truth Answer: E. Rectus femoris
(Figure A) Qwen2.5-VL-7B Prediction: B. Gluteus medius
MedXpert

L Case ID: MM-5 Answer Correct: No

{ Golden |

Visual Recognition

The image is an anteroposterior (AP) radiograph of the pelvis. The bony
structures of the pelvis, including the iliac crests, sacrum, coccyx, pubic
symphysis, and proximal femurs, are visible. A radiopaque gonadal shield is present
centrally at the bottom of the image. On the patient's right side (indicated by
the 'R’ marker on the left of the image), there is a small, detached bony
fragment located just inferior to the anterior inferior iliac spine (AILS),
adjacent to the superior aspect of the acetabulum. The rest of the hip joints
appear congruent, and no other obvious fractures are seen in the proximal femurs
or pelvic ring.

Knowledge Recall

Avulsion fractures are common injuries in adolescents, particularly athletes,
because the apophyses (sites of tendon attachment) are often weaker than the
tendons themselves during periods of rapid growth. Different muscles attach to
specific bony landmarks on the pelvis:

The Tensor fascialata and Sartorius attach to the Anterior Superior Iliac Spine
(ASIS).

The Rectus femoris (straight head) attaches to the Anterior Inferior Iliac Spine
(AILS).

The Hamstrings (Biceps femoris, Semitendinosus, Semimembranosus) attach to
the Ischial Tuberosity.

The Gluteus medius and Gluteus minimus attach to the Greater Trochanter.

The Iliopsoas attaches to the Lesser Trochanter.

The Adductors attach to the Pubis.

Injuries typically occur during forceful muscle contraction, such as sprinting or
kicking.

Reasoning

The visual evidence shows an avulsion fracture at the Anterior Inferior Iliac
Spine (AILS) on the right side. Based on anatomical knowledge, the straight head
of the Rectus femoris muscle originates from the AIIS. In an adolescent male
participating in a track competition (which involves sprinting and forceful leg
extension), a sudden, powerful contraction of the Rectusfemoris can avulse the
apophysis at its origin. Therefore, the Rectus femoris is the muscle responsible
for this specific injury pattern. The other muscles listed attach to different
locations (ASIS, Ischial Tuberosity, Greater Trochanter)which do not match the
radiographic finding.

Answer

E. Rectus femoris

\_

Figure 5: Case study.
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— — | Qwen2.5-VL Trace |
Visual Recognition

The image shows a radiograph of a pelvis and hips. There appears to be a fracture
involving the proximal aspect of the femur, specifically the femoral neck region.
The bones and joint spaces are visible, but there is no obvious dislocation. The
surrounding soft tissues are not clearly defined due to the nature of the
radiograph.

Knowledge Recall

Hip fractures can occur due to direct trauma, such as a fall, or indirect trauma
like a sports injury. The femoral neck is a common site for fractures in older
adults, but in younger individuals, it may be associated with muscle strain or
overuse injuries. The gluteus medius is a major abductor of the hip and is
particularly susceptible to injury when the hip is adducted and the foot is
dorsiflexed.

Reasoning

Given the radiographic finding of a femoral neck fracture, the most likely muscle
responsible for this injury would be one that is involved in the mechanics of hip
abduction. The gluteus medius is the primary abductor of the hip and is known to
be injured in certain hip abduction patterns. The tensor fascia lata and rectus
femoris are primarily responsible for knee flexion and extension, and the biceps
femoris is more associated with the lower leg's functions rather than hip
abduction. The gluteus minimus is a smaller muscle and less commonly associated
with femoral neck fractures compared to the gluteus medius.

| Answer B. Gluteus medius

L_Rep-K |
Visual Recognition- < <model own> >

Knowledge Recall - < <replaced with golden>>
Reasoning

Given the radiograph shows a fracture at the femoral neck region, we need to
consider which muscle is most likely to cause such an injury through avulsion at
the greater trochanter. The tensor fascia lata, rectus femoris (straight head),
and hamstrings (biceps femoris, semitendinosus, semimembranosus) attach more
distally and would not typically cause a fracture at the femoral neck through
avulsion. The iliopsoas and adductors attach to the pubis and lesser trochanter,
respectively, and are less likely to cause this type of injury.

Therefore, the muscle most likely responsible for the femoral neck injury seen
in the radiograph is the Gluteus medius.

| Answer B. Gluteus medius

| Rep-VK |
Visual Recognition -< <replaced with golden> >
Knowledge Recall - <<replaced with golden> >
Reasoning

The radiographic image shows an avulsion fracture at the anterior inferior iliac
spine (AIIS). This specific location is where the rectus femoris muscle attaches,
particularly its straight head. Avulsion fractures at the AILS are commonly
associated with the rectus femoris muscle, as it contracts forcefully during
activities like sprinting and quick directional changes, leading to this type of
injury.

Given the radiographic finding and the known anatomical attachments of the
muscles involved, the muscle most likely responsible for this injury is the rectus
femoris.

| Answer E. Rectus femoris

Figure 6: Case study.
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[REFERENCE TRACE CONSTRUCTION PROMPT]

You are an expert medical professional. Your task is to analyze a
medical image (or medical question) and provide a structured Chain-
of-Thought (CoT) reasoning.

You MUST follow this exact 3-step reasoning framework:

=== THE 3 STEPS ARE INDEPENDENT ===

- Step 1 (Visual Recognition): Describe what you see in the image.
Do NOT reference the question or attempt any diagnosis.

- Step 2 (Knowledge Recall): Recall medical knowledge related to
the question. Do NOT reference the image or your visual
observations.

- Step 3 (Reasoning): Integrate Step 1 and Step 2 to derive the
final answer.

=== OUTPUT FORMAT (follow EXACTLY) ===

[Visual Recognition]

Describe the medical objects, structures, and visual features in
the image. Focus on objective visual findings. Do NOT make
diagnostic judgments.

[Knowledge Recall]

Based on the question, recall relevant medical concepts,
definitions, or criteria. Do NOT reference the image.
[Reasoning]

Integrate your visual findings with your medical knowledge to
derive the answer.

[Answer] your final answer here.

=== RULES ===

1. Each step MUST start with the exact header: [Visual Recognition],
[Knowledge Recall], [Reasoning]

2. [Reasoning] MUST end with [Answer] followed by the final answer
3. [Visual Recognition] must NOT contain any diagnosis or reference
to the question

4. [Knowledge Recall] must NOT reference the image or visual
observations

5. Do NOT fabricate observations - only describe what you genuinely
observe

6. Use proper medical terminology

7. Be honest about uncertainty

8. If and only if explicit answer options are provided in the
prompt, treat the question as multiple-choice.

9. For multiple-choice questions, [Answer] MUST be the option
letter followed by the option content (e.g., [Answer] C. Lung
cancer)

10. If no explicit answer options are provided, do NOT invent
option letters, labels, or choices.

11. For yes/no questions without explicit options, [Answer] MUST be
exactly 'yes' or 'no'.

J

Figure 7: Prompt templates used in the CLINHALLU pipeline.
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[TRACE VALIDATION PROMPT]

You are a strict evaluator for medical reasoning traces.

Given a question, a ground-truth answer, and a structured reasoning
trace, judge whether the trace is wvalid.

A valid trace must satisfy both criteria:

1. Format Validity: the trace must contain all required stages, and
each stage must be non-empty and clearly separated.

2. Answer Consistency: the trace must support the ground-truth
answer without introducing conflicting conclusions.

Question: {question}
Ground-truth Answer: {ground truth}
Generated Trace: {trace}

Return the result in the following format:
Format Validity: Yes/No

Answer Consistency: Yes/No

Reason:

[Stage-Wise Evaluation PROMPT]

You are an expert medical professional. Your task is to analyze a
medical image (or medical question) and provide a structured Chain-
of-Thought (CoT) reasoning.

You MUST follow this exact 3-step reasoning framework:

[Visual Recognition]

Describe the medical objects, structures, and visual features in
the image. Focus on objective visual findings. Do NOT make
diagnostic judgments.

[Knowledge Recall]
Based on the question, recall relevant medical concepts,
definitions, or criteria. Do NOT reference the image.

[Reasoning]

Integrate your visual findings with your medical knowledge to
derive the answer.

[Answer] your final answer here

Question: {question}

{options_text}If no options are shown above, answer directly and do
not invent option letters.

Generate the 3-step CoT reasoning ([Visual Recognition] ->
[Knowledge Recall] -> [Reasoning] + [Answer]).

Figure 8: Prompt templates used in the CLINHALLU pipeline.
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p
[REP-V PROMPT]

You are continuing a structured Chain-of-Thought reasoning for a
medical question.

Question: {question}
The [Visual Recognition] step has already been completed:

[Visual Recognition]
{visual_recognition}

Now continue with the remaining steps:

1. [Knowledge Recall] - Recall relevant medical knowledge (do NOT
reference the image)

2. [Reasoning] - Integrate visual findings with knowledge to derive
the answer. End the [Reasoning] step with [Answer] followed by the
final answer.

Output ONLY [Knowledge Recall] and [Reasoning]. End [Reasoning]
with [Answer] followed by the final answer.

[REP-K PROMPT]

You are continuing a structured Chain-of-Thought reasoning for a
medical question.

Question: {question}
The first two steps have already been completed:

[Visual Recognition]
{visual_recognition}

[Knowledge Recall]
{knowledge recall}

The visual-recognition step is generated by the evaluated model,
while the knowledge-recall step is replaced with the reference one.

Now continue with the final step:

[Reasoning] - Integrate the visual findings with the medical
knowledge to derive the answer.

End with [Answer] followed by your final answer.

Output ONLY [Reasoning]. End [Reasoning] with [Answer] followed by
the final answer.

Figure 9: Prompt templates used in the CLINHALLU pipeline.
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[REP-VK PROMPT]

You are continuing a structured Chain-of-Thought reasoning for a
medical question.

Question: {question}
The first two steps have already been completed:

[Visual Recognition]
{reference visual recognition}

[Knowledge Recall]
{reference_ knowledge recall}

Now continue with the final step:

[Reasoning] - Integrate the visual findings with the medical
knowledge to derive the answer.

End with [Answer] followed by your final answer.

Output ONLY [Reasoning]. End [Reasoning] with [Answer] followed by
the final answer.

[ANSWER JUDGE SYSTEM PROMPT]

You are an expert medical AI evaluator. Your task is to determine
whether a model's predicted answer is correct by comparing it
against the ground truth answer for a medical visual question
answering task.

You MUST respond with a valid JSON object (no markdown, no extra
text) .

Figure 10: Prompt templates used in the CLINHALLU pipeline.
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[ANSWER JUDGE USER PROMPT]

Question: {question}
Ground Truth Answer: {ground truth}
Model's Predicted Answer: {predicted answer}

Determine whether the predicted answer is semantically correct.
Be lenient on wording but strict on medical facts.

Respond with this exact JSON format:
{

"answer correct": 0 or 1,

"answer reasoning": "brief explanation of why the answer is
correct or wrong"

}

[STAGE-WISE HALLUCINATION JUDGE SYSTEM PROMPT]

You are an expert medical AI evaluator. Your task is to determine
whether a single reasoning step in a medical visual question
answering chain-of-thought contains hallucinated, unsupported, or
medically incorrect content.

Judge the candidate step against the provided question, answer,
reference step, and any support context. When images are provided,
use them as evidence.

You MUST make a binary decision and respond with a valid JSON
object (no markdown, no extra text).

Figure 11: Prompt templates used in the CLINHALLU pipeline.
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[VISUAL HALLUCINATION JUDGE USER PROMPT]

Step Type: Visual Recognition
Question: {question}

Ground Truth Answer: {ground_ truth}
Reference Visual Recognition:
{reference_text}

Candidate Visual Recognition:
{candidate_text}

Determine whether the candidate visual-recognition step contains
hallucinated visual facts, unsupported findings, or materially
incorrect observations.

Use the reference step as guidance, but prioritize the actual image
evidence when available.

Respond with this exact JSON format:
{

"hallucinated": 0 or 1,

"reason": "brief explanation focused on factual support and
hallucination risk"

}

[KNOWLEDGE HALLUCINATION JUDGE USER PROMPT]

Step Type: Knowledge Recall
Question: {question}

Ground Truth Answer: {ground_ truth}
Reference Knowledge Recall:
{reference_ text}

Candidate Knowledge Recall:
{candidate_ text}

Available support context:
{support_ context}

Determine whether the candidate knowledge-recall step introduces
hallucinated, unsupported, irrelevant, or medically incorrect
knowledge.

Be strict on factual correctness and relevance to the case.

Set hallucinated to 1 if there is any material hallucination or
unsupported medical claim; otherwise 0.

Respond with this exact JSON format:
{

"hallucinated": 0 or 1,

"reason": "brief explanation focused on factual support and
hallucination risk"

}

Figure 12: Prompt templates used in the CLINHALLU pipeline.
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[REASONING HALLUCINATION JUDGE USER PROMPT]

Step Type: Reasoning
Question: {question}
Ground Truth Answer: {ground_ truth}

Reference Reasoning:
{reference_text}

Candidate Reasoning:
{candidate_text}

Available support context:
{support_context}

Determine whether the candidate reasoning step contains
hallucinated claims, unsupported logical jumps, or medically
incorrect inference.

Focus on whether the conclusion is justified by the available
evidence and context.

Set hallucinated to 1 if there is any material hallucination or
unsupported inference; otherwise 0.

Respond with this exact JSON format:
{

"hallucinated": 0 or 1,

"reason": "brief explanation focused on factual support and
hallucination risk"

}

Figure 13: Prompt templates used in the CLINHALLU pipeline.
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