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Abstract

Human-like agents must express stable dispo-
sitions while adapting to roles, relationships,
and norms. We present PsyAgent, a schema-
first framework that operationalizes the frait—
context interface by coupling a Big Five trait
prior with explicit social-structural condition-
ing. PsyAgent comprises (i) Individual Struc-
ture (IS), a machine-usable trait-grounded pro-
file, and (ii) Multi-Scenario Contexting (MSC),
a curated library of role-relationship—norm
frames spanning eight everyday arenas. At in-
ference, fixed structured prompts couple the
active MSC frame with the IS profile, encourag-
ing behavior that is stable yet context-sensitive.
To demonstrate learnability beyond prompt en-
gineering, we use ISxMSC to synthesize su-
pervision and fine-tune compact backbones
with PEFT (SFT and optional DPO). Under
a controlled psychometric-style evaluation pro-
tocol in percentile space, PsyAgent improves
trait-faithfulness and multi-turn persona con-
sistency, and is competitive with several larger
general-purpose instruction-tuned baselines un-
der matched decoding and scoring controls. We
further triangulate the automatic protocol with
external benchmarks and a small blinded hu-
man study. Overall, PsyAgent provides a pre-
cise and data-efficient approach to personality-
grounded, norm-aware agents.

1 Introduction

Building socially competent, human-like agents re-
quires modeling how stable dispositions interact
with structured social settings, not merely encoding
knowledge, skills, or affect. The Big Five summa-
rize broad dispositional tendencies that relate to
downstream cognition and behavior (Anglim et al.,
2022). Yet persona-conditioned dialogue and role-
playing agents often drift, collapse, or revert to a
generic assistant stance under context shifts and
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Figure 1: Multi-Scenario Contexting (MSC). Overview
of eight interaction arenas—Working, Family, Friend-
ship, Strangers, Solitary, Romantic, Learning, and Pub-
lic—used to organize scenario coverage in this study.
Each arena is illustrated with representative interaction
cues; the complete MSC schema with full subskill defi-
nitions is provided in Appendix Fig. 5.

long horizons (Li et al., 2016; Zhang et al., 2018;
Shao et al., 2023; Xu et al., 2024; Lee et al., 2024,
Samuel et al., 2024; Li et al., 2024). Human—AI
interaction research further highlights that trustwor-
thy collaboration depends on calibrated assistance,
mental models, and norm-aware behavior (Amer-
shi et al., 2019; Bansal et al., 2019; Steyvers et al.,
2022; Buginca et al., 2021; Vasconcelos et al.,
2023).

We introduce PsyAgent, which makes the trait—
context interface explicit by coupling (i) a Big Five
trait prior with (ii) structured contextual realiza-
tion in situated settings. PsyAgent operationalizes
this interface via two reusable resources. [Indi-
vidual Structure (1S) is a machine-usable profile
encoding traits/facets, derived behavioral tenden-
cies (e.g., risk tolerance, time preference), cogni-
tive style, value orientations, cultural/educational
capital, and brief synthetic life-course episodes.
Multi-Scenario Contexting (MSC) is a library of
role—relationship—norm frames across eight are-
nas—work, family, friendship, strangers/civic,
solitude/self-regulation, romance/intimacy, learn-
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ing, and public expression—with structured fields
(roles, power/affiliation, norms, stakes), interaction
templates, and outcome feedback (Li et al., 2024;
Samuel et al., 2024; Wang et al., 2025). This design
moves beyond one-off prompting toward reusable,
auditable conditioning: IS captures stable priors
and background, while MSC captures local social
affordances and constraints.

To demonstrate learnability beyond prompt engi-
neering, we use IS xMSC to synthesize supervision
(role-play dialogues, decision probes, feedback tra-
jectories) following instruction/evolution-style data
creation (Wang et al., 2022; Taori et al., 2023; Zeng
et al., 2024; Mukherjee et al., 2023; Mitra et al.,
2023). We then fine-tune compact backbones with
PEFT (LoRA/QLoRA) and optional preference op-
timization (DPO) (Hu et al., 2022; Dettmers et al.,
2023; Rafailov et al., 2023). At inference, fixed
structured prompts couple the active scenario with
the IS profile; learned adapters (SFT/DPO) aim
to preserve trait-consistent choices and linguistic
style while adapting to norms, stakes, and relation-
ships encoded in the prompt. We adopt determin-
istic decoding and structured prompts as conser-
vative controls that reduce sampling variance and
make outputs easier to audit and compare (Amer-
shi et al., 2019; Poursabzi-Sangdeh et al., 2021;
Bucinca et al., 2021).

Our goals are to (a) express stable trait signa-
tures over time; (b) remain sensitive to roles and
norms across diverse social arenas; and (c) re-
duce reliance on demographic stereotypes by sep-
arating trait priors from demographic labels and
modeling norms explicitly. This raises challenges
in trait—context integration, scarcity of context-
rich supervision, and measurement beyond surface
style. PsyAgent addresses these by concentrat-
ing trait/style/values/background into IS, supplying
role—norm scaffolds via MSC, and applying tar-
geted post-training to induce trait-faithfulness with
context adaptivity at modest parameter scales.

Evaluation stance. We evaluate PsyAgent on
multi-turn role-play and decision-making tasks
across all eight arenas using a controlled
psychometric-style readout in percentile space. Be-
cause any single automatic protocol is an imperfect
proxy for personality, we triangulate with external
benchmarks and a small blinded human study (Ap-
pendix F). Across these evaluations, compact mod-
els equipped with PsyAgent show improved trait-
faithfulness and multi-turn persona consistency un-

der matched decoding and scoring controls. Person-
aGym Toxicity Control changes in mixed directions
across backbones, so these results do not establish a
general toxicity-control or safety benefit. Ablations
indicate complementary roles: IS chiefly strength-
ens trait fidelity and stylistic stability, while MSC
drives norm awareness and decision fit; both are
necessary for robust cross-scenario performance.

Contributions. (1) A psychologically princi-
pled framework that operationalizes the interface
between Big Five trait priors and structured so-
cial context; (2) two reusable resources—IS and
MSC—with schemas, examples, and authoring
guidance; (3) an ISxMSC dataset and PEFT+DPO
protocol that improve trait-faithfulness under a
controlled evaluation surface and enable com-
pact backbones to be competitive with larger
general-purpose instruction-tuned baselines on per-
sona/context metrics; and (4) an evaluation suite
(percentile-space metrics, ablations, external bench-
marks, and human validation) designed to isolate
the roles of IS and MSC and to support repro-
ducibility.

2 Related Work

Persona LLMs & Trait-Context Interface.
Early persona-conditioned dialogue showed that
explicit profiles can improve consistency but re-
main brittle under long contexts and domain shifts
(Li et al., 2016; Zhang et al., 2018). Recent agentic
systems pursue explicit role-play to better control
styles and decision tendencies (Shao et al., 2023;
Xu et al., 2024; Lu et al., 2024). Efforts also scale
coverage via synthetic persona corpora and simu-
lated societies (Ge et al., 2024; Park et al., 2024),
while Wang et al. (2025) systematically evaluate
personality emulation. Closest to our Big Five fo-
cus, Li et al. (2024) train on human-grounded Big
Five data and Chen et al. (2025) introduce latent
persona controls. Complementary negative results
report persistent value/moral inertia under prompt-
ing alone (Lee et al., 2024). In contrast, PsyAgent
explicitly represents both a trait prior (IS) and struc-
tured contextual constraints (MSC), targeting the
trait—context interface rather than trait-only shap-

ing.

Roles, Norms, and Context. A growing line
of work emphasizes that dispositions are enacted
within structured social fields, roles, and norms.
We instantiate this view by representing role—
relationship—norm frames in MSC (arena, roles,
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power/affiliation structure, salient norms, stakes,
and subskills), enabling the same trait prior to yield
context-sensitive choices without demographic
stereotyping (cf. §4.3). This stance aligns with
HAI guidance on calibrated assistance and account-
ability (Amershi et al., 2019; Bansal et al., 2019):
our structured prompts and deterministic decoding
encourage norm-aware, persona-consistent behav-
ior without additional inference-time modules.

Data Synthesis & Preference Alignment.
Instruction/evolution-style data creation aligns
open models to target behaviors (Wang et al.,
2022; Taori et al., 2023), with curricula that
scale task difficulty (Luo et al., 2023, 2025)
and exemplar-trace distillation for style/strategy
transfer (Mukherjee et al., 2023; Mitra et al.,
2023). We adopt this paradigm to author persona-
and context-rich supervision from ISxMSC
(self-descriptions, role-play, decision probes with
feedback). For alignment, RLHF/RLAIF pipelines
steer models to preferred behaviors (Ouyang et al.,
2022; Lee et al., 2023; Bai et al., 2022); we use
Direct Preference Optimization (Rafailov et al.,
2023) to sharpen persona-consistent choices under
contextual constraints.

Personality Inference & Benchmarks. Person-
ality inference from documents/social media is
long-standing (Majumder et al., 2017; Kaushal and
Patwardhan, 2018), and Big Five traits are linked
to cognition and performance (Anglim et al., 2022).
We depart from text-only inference by condition-
ing generation on IS and MSC and by evaluating in
a unified percentile space, which supports scale-
robust comparisons (ProfileAcc, MAEs5, cosine
similarity; §3). Benchmarking of persona agents
spans ConvAI2 (Dinan et al., 2019) and newer
testbeds focused on stability and decision align-
ment under role-play (Samuel et al., 2024). Our
protocol complements these with unified-percentile
trait-profile error metrics, controlled ablations, and
human validation (Wang et al., 2025), alongside re-
producibility practices advocated by broader agent
benchmarks (Siegel et al., 2025).

Contextual Profiles & Human Digital Twins.
Human Digital Twins (HDT) advocate computable,
machine-usable representations for situated deci-
sions across domains (Agrawal et al., 2023; Wang
et al., 2024; Johnson and Saikia, 2024; Chen et al.,
2024). Our Individual Structure plays a similar role
in a privacy-preserving, synthetic form tailored to

language agents, supporting prompt-conditioned
behavior across diverse social arenas when crossed
with MSC.

Stages & Institutions
Specialization

Socioeconomic Context

Family Background
Home Culture

Performance Network Capital
Pedagogy Class Identity
Mentors S Mobility Trajectory
Transitions

Individual
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Roles & Work Objectified
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Figure 2: Individual Structure (IS). IS summarizes four
domains—Educational Trajectory, Life Experience, So-
cioeconomic Context, and Cultural Capital—each rep-
resented by compact keyword fields for conditioning
and analysis. The full, machine-usable specification
(field granularity and serialization order) is provided in
Appendix Fig. 4.

3 Evaluation Metrics

Setup (percentile space). All evaluations are
performed in a unified percentile space [0, 100].
Let the target Big Five vector be t =
[to,tc,te,ta, ty] € [0,100]°. For each sample,
we obtain a raw scorer output Pyay, from IPIP-NEO-
120 item responses and apply a conservative nor-
malization S(-) to obtain p = S(Praw) € [0, 100]°.
This percentile-space protocol serves as an oper-
ational proxy for controllable persona generation
under fixed conditions; it is not intended as a clin-
ically valid assessment. Implementation details
of item parsing (digit extraction and neutral fall-
back), reverse-keying, and score normalization are
provided in Appendix L.7-L.8.

MAE_5, RMSE_5 and Cosine similarity. The
mean absolute error over traits is

1
MAE; = 5Z|pk — 1.
K

The root mean squared error is

1
RMSE;5 = \/5 Z(pk —1)2
k
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To capture directional agreement, we report cosine
similarity

p-t
cos(p,t) = —————,
%) = ol el

€ [-1,1].

MAE5; summarizes typical percentile-point devia-
tion (sign-agnostic), RMSEy; emphasizes larger er-
rors, and cosine similarity focuses on profile shape
(ordering/proportions) independent of scale.

ProfileAcc. Our headline summary is

ProfileAcc = 100 — MAEs;

= £ (100 — |pi — txl).
k

It lies in [0, 100] and is directly interpretable as av-
erage closeness (in percentile points), with higher
values indicating better overall fit across the five
traits under this protocol.

Threats to validity and triangulation. Be-
cause our automatic protocol uses model-generated
IPIP responses and a fixed scoring pipeline, Pro-
fileAcc/MAE/RMSE should be interpreted as
protocol-specific proxies. To reduce over-reliance
on any single automatic signal, we report (i) exter-
nal persona benchmarks and (ii) a small blinded
human study with inter-rater reliability and paired
significance tests (Appendix F).

4 Methodology

4.1 Overview

PsyAgent couples a psychologically grounded In-
dividual Structure (IS) with a library of Multi-
Scenario Contexting (MSC) frames. Given a tar-
get Big Five profile t € [0,100]°, we construct
fixed, structured prompts that encode all eight MSC
arena/role tags along with the four IS domains and
t. A compact backbone LLM is conditioned by this
prompt and trained with SFT on IS xMSC demon-
strations, optionally followed by DPO on chosen—
rejected pairs, using parameter-efficient adapters
(LoRA/QLoRA) (Hu et al., 2022; Dettmers et al.,
2023). Prior work on personas and role play moti-
vates our design choices (Li et al., 2024; Shao et al.,
2023; Lu et al., 2024; Xu et al., 2024; Samuel et al.,
2024).

4.2 Individual Structure (IS)

IS is a machine-usable profile organized into four
domains that supply situational context for a given

Big Five trait prior: Educational Trajectory, Life
Experience, Socioeconomic Context, and Cultural
Capital. Concretely, we store a typed record

IS = {edu, life, socctx, capital}.

Here, edu captures stages, specializations, per-
formance, pedagogy, mentors, and transitions; life
summarizes origins/mobility, roles, critical events,
travel, social style, and interests; socctx encodes
family structure, home culture, networks, socioe-
conomic position/class identity, and mobility; and
capital covers embodied, objectified, and institu-
tional cultural capital as well as taste, media habits,
and cultural consumption. Each field is serialized
to natural language and embedded via an encoder
Eis(+) for indexing and analysis. The Big Five
trait prior anchors long-horizon consistency, while
these four IS domains provide explanatory, privacy-
preserving (synthetic, non-identifying) context that
guides behavior without demographic stereotyping.

4.3 Multi-Scenario Contexting (MSC)

Multi-Scenario Contexting (MSC) is a curated cat-
alog of role-relationship—norm frames that oper-
ationalize everyday social contexts. MSC covers
eight arenas in full: (i) Working Interactions, (ii)
Family Interactions, (iii) Friendship & Informal So-
cialization, (iv) Interactions with Strangers / Civic
Encounters, (v) Solitary Reflection & Intrapersonal
Discourse, (vi) Romantic and Intimate Commu-
nication, (vii) Learning and Intellectual Engage-
ment, and (viii) Public Communication & Presen-
tation. Each arena comprises frames that spec-
ify: roles r (e.g., manager—report, parent—child,
peer—peer), counterpart types c (power/affiliation
structure), salient norms n (politeness, confiden-
tiality, reciprocity, deference, inclusivity), stakes
s (task/relationship/identity risks), canonical sub-
skills (e.g., negotiation, boundary-setting, active
listening, self-regulation, self-disclosure, argumen-
tation, audience design), and interaction templates
with outcome feedback.

Concretely, a frame is represented as a typed
record

(arena, r, ¢, n, s, subskills, template, feedback)

with consistent tag schemas for authoring and anal-
ysis. This representation makes local social af-
fordances explicit, allowing the same target Big
Five profile t to yield context-sensitive choices
without resorting to demographic stereotypes. In
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Figure 3: Overview of the PsyAgent pipeline. Individual Structure (IS) profiles are crossed with Multi-Scenario
Contexting (MSC) frames and a target Big Five vector to form a unified persona prompt with control tags (< O. >,
(SCENE=-), (INSTR), (RESP)). In SFT, a frozen base LLM with LoRA adapters is trained by cross-entropy
only on tokens after (RESP); in DPO, chosen-rejected pairs for the same prompt further optimize the adapters
against a frozen reference (optionally with 4-bit QLoRA). The resulting compact, adapterized model generates
scene-conditioned outputs that more faithfully express the specified persona under the controlled protocol.

our implementation, MSC frames are injected into
prompts via fixed templates (together with the ac-
tive arena/role tag), so that models are conditioned
on role-norm structure at decode time. By de-
coupling the trait prior (from IS) from situational
demands (from MSC), the system aims to preserve
long-horizon persona stability while adapting to
norms and stakes specific to working, familial,
peer, civic, solitary, romantic, learning, and public-
expression settings.

4.4 ISxMSC Data Construction

We synthesize supervision by crossing curated /ndi-
vidual Structure (1S) profiles with Multi-Scenario
Contexting (MSC) frames. Let Z denote the IS set
and M the MSC catalog. For each pair (i,m) €
7 x M and target Big Five profile t, we instan-
tiate prompts for three task families: (i) persona-
grounded self-descriptions, (ii) multi-turn role play,
and (iii) decision probes with rationales. Following
the general paradigm of instruction-style synthetic
supervision (Wang et al., 2022; Taori et al., 2023;
Luo et al., 2023, 2025; Mukherjee et al., 2023; Mi-
tra et al., 2023), all samples are generated from a
fixed prompt bank in a multi-turn chat setting: each
field is produced without human-written in-context
demonstrations (zero-shot per turn), and previously

generated sections are appended to the conversa-
tion history to encourage persona coherence across
IS and MSC outputs.

All candidates are automatically filtered by a
trait/consistency scorer g(-) with the unified per-
centile mapping S(-) (Sec. 3); near-duplicates
(high semantic overlap) are removed, and strati-
fied sampling preserves coverage across arenas and
IS domains. A small random slice is spot-audited
to check style/trait fidelity. The resulting corpus is
diverse and context-rich without relying on private
user data or clinical instruments.

4.5 Training Objectives and Backbones

Backbone and PEFT. We attach LoORA/QLoRA
adapters to compact backbones (e.g., Llama-3 vari-
ants) for efficiency (Hu et al., 2022; Dettmers et al.,
2023; Grattafiori et al., 2024), keeping the base
LLM frozen unless otherwise noted.

Supervised Fine-Tuning (SFT). Given a
prompt—completion pair (x,y), we mask all
prompt tokens and minimize the length-normalized
cross-entropy over response tokens:

I3
Zlogpe@t | 2, <) . (1)

t=1

1
Lspr(0) = Tl
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Only tokens after <RESP> contribute to the loss.
Trait conditioning is supplied through the control
tokens and IS xMSC demonstrations; g(-) and S(-)
are used for data filtering and evaluation, not as
differentiable training losses.

Preference Optimization (DPQO). For each
prompt x, DPO optimizes the model to prefer a cho-
sen completion 3 over a rejected completion 3~
under the same prompt surface. To reduce length
bias, we use length-normalized log-likelihood

1
lo(y | z) = mzlogpe(yt \ y<t737)-
t

Let the reference model be frozen and define
Avet = let(yT | ) — lret(y~ | ). The DPO
loss is

Loro = —loga(B[lo(y*| 2) — lo(y™ | 2)]

- 6 Aref)-

(2)
where o () is the logistic sigmoid and 3 > 0 con-
trols sharpness (Rafailov et al., 2023; Hong et al.,
2024). Construction of (y*,y~) pairs (recipes, fil-
tering, truncation, and deduplication) is detailed in
Appendix J.

5 Experiments

5.1 Settings

Dataset and evaluation protocol. We cross the
eight MSC arenas with the four IS domains. For
each target Big Five vector, we discretize each
trait to {0,20,40,60,80,100}, yielding 6> = 7,776
configurations. For every configuration, we gen-
erate five independent 12-field instances (all eight
MSC arenas and four IS domains), yielding 38,880
Big Five-conditioned records rather than sepa-
rate arena/domain records. All data are produced
in a zero-shot manner with fixed templates and
no manual post-editing. Evaluation follows the
percentile-space metrics in Sec. 3: ProfileAcc,
MAE5, RMSEs, and cosine similarity. For com-
putational economy, each test run uses a uniform
random subset of 1,000 Big Five configurations.

Compared settings and controls. All methods
share the same IPIP-NEO-120 parsing and scor-
ing pipeline; methods differ only in how the per-
sona is produced/conditioned (w/o PsyAgent vs.
w/ PsyAgent). We use deterministic decoding for
both persona synthesis and IPIP item answering to

reduce sampling variance and ensure one-to-one
comparability across model variants. Full details
on baseline taxonomy, synthetic-data generation
hyperparameters, DPO pair construction, decoding
settings, and IPIP parsing/scoring are provided in
Appendix L and Appendix L.3. Observed head-to-
head results for the persona-specialized Big5-Chat
and Character-LLM baselines are reported under
matched within-panel evaluation controls in Ap-
pendix G.

Bootstrap uncertainty. For Tables 1 and 5, we
use the target profile as the resampling unit and
report percentile 95% bootstrap intervals. The w/o-
and w/-PsyAgent outputs for a target profile are
carried together in paired comparisons, with 10,000
resamples. Random seeds are assigned sequentially
as 1,2, 3, ... in run order. Each table cell reports
an observed server-run point estimate followed by
its bootstrap interval.

5.2  With or Without PsyAgent: A Controlled
Comparison Across Model Scales

PsyAgent improves percentile-space fit under
matched controls. Under the shared decoding
and scoring protocol in Table 1, both focal back-
bones improve, but by markedly different magni-
tudes. The 1B model gains 11.69 ProfileAcc points
(paired 95% interval [10.46, 12.93]), whereas the
higher-starting 3B model gains a more modest 0.93
points ([0.09, 1.82]). The smaller 3B increment
co-occurs with its stronger baseline fit; this exper-
iment cannot distinguish reduced headroom from
backbone-specific responsiveness. ProfileAcc is a
linear transformation of MAE rather than an inde-
pendent signal, although RMSE also decreases for
both models. Cosine moves in opposite directions,
narrowing the result to improved percentile-space
error rather than metric-general profile agreement.

Structure can complement scale for trait-
conditioned behavior. The baseline sweep re-
sists a simple larger-is-better account: larger Qwen
and Gemma variants score below their smaller
counterparts, whereas Vicuna and OLMo show
the opposite ordering. Model family, instruction
alignment, and prompt compatibility therefore re-
main intertwined with scale. The paired within-
backbone contrasts provide the strongest evidence
in this panel: structured conditioning complements
capacity on this surface, but the results do not imply
general superiority of smaller models or a scale-
independent effect.
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Table 1: Controlled model comparison under identical scoring and decoding. Cells report observed server-run
values with 95% profile-bootstrap intervals; bold marks the two focal paired backbones. The w/o-PsyAgent block is
a representative subset, with the full sweep in Appendix Table 5. Its prompt surface differs from Table 2, so values
should not be compared across the two tables.

MAE; |

ProfileAcc 1

cos(p, t) 1

Model RMSEs |
Baseline (w/o PsyAgent)

Llama-3.2-1B 58.72[57.04,60.51]
Llama-3.2-3B 33.52[32.45, 34.67]
Vicuna-7B 46.27 [44.78, 47.81]
Vicuna-13B 32.12[31.08, 33.21]
Qwen3-4B 39.84 [38.61,41.14)
Qwen3-30B 42.76 [41.41, 44.22]
Gemma-4B 34.94 [33.85, 36.14]
Gemma-27B 42.02 [40.73, 43.37]
OLMo-1B 57.89 [56.20, 59.65]
OLMo-32B 39.73[38.55, 41.04]
PsyAgent (with)

Llama-3.2-1B 45.22 [43.86, 46.62]
Llama-3.2-3B 31.68 [30.73, 32.69]

49.88 [48.39, 51.34]
28.75[27.87, 29.69]
38.99[37.77, 40.24]
27.35[26.48, 28.19]
32.91[31.88,33.94]
34.62 [33.52, 35.73]
29.48 [28.55, 30.45]
33.91[32.82,35.04]
49.21 [47.74, 50.64]
32.92[31.86, 34.01]

38.19(37.11, 39.31]
27.82 [27.00, 28.69]

50.12 [48.66, 51.61]
71.25(70.31, 72.13]
61.01 [59.76, 62.23]
72.65[71.81,73.52]
67.09 [66.06, 68.12]
65.38 [64.27, 66.48]
70.52[69.55, 71.45]
66.09 [64.96, 67.18]
50.79 [49.36, 52.26]
67.08 [65.99, 68.14]

61.81 [60.69, 62.89]
72.18 [71.31,73.00]

0.84 [0.83, 0.85]
0.84[0.83, 0.85]
0.8310.81,0.84]
0.86[0.85,0.87]
0.7510.73,0.77]
0.701[0.68,0.72]
0.8310.82,0.84]
0.7110.69, 0.73]
0.84[0.83, 0.85]
0.82[0.81,0.83]

0.81 [0.80, 0.82]
0.85[0.84, 0.86]

Table 2: Adapter tuning within PsyAgent. A is the
change from the untuned PsyAgent variant of the same
backbone. The prompt surface differs from Table 1, so
values are not directly comparable.

Base Model Variant ProfileAcc A
Llama-3.2-1B Baseline 50.12 -
Llama-3.2-1B +SFT 55.63 5.51
Llama-3.2-1B +DPO 5821 8.09
Llama-3.2-3B Baseline 70.89 -
Llama-3.2-3B +SFT 7145 0.56
Llama-3.2-3B +DPO 7237 148

Reverse scaling in w/o PsyAgent baselines. Ap-
pendix C analyzes prompt—alignment factors be-
hind the protocol-specific reverse scaling in Table 1,
where Qwen3-30B and Gemma-27B underperform
their smaller counterparts on the common baseline
surface.

5.3 Adapter Tuning in PsyAgent: Baseline vs.
SFT vs. DPO

Training configuration. We train LoORA/QLoRA
adapters on frozen backbones with a two-stage
SFT—DPO pipeline; full hyperparameters and
module choices are provided in Appendix L.5.

Results. Within each backbone, the observed
point estimates in Table 2 follow Baseline < SFT
< SFT—DPO. SFT establishes the initial improve-
ment and the final preference-optimization stage
extends it, with a substantially larger overall span
for 1B than for 3B. The shared ordering but het-
erogeneous magnitude argues against a backbone-

Table 3: Component ablations on L1ama-3.2-3B with
PsyAgent. Each row removes one IS component or
MSC arena; the last row is the observed length-matched
IS control.

Block Removal ProfileAcc
IS+MSC Full (no removal) 72.18
1S — Educational Trajectory 65.12
IS — Life Experience 64.20
IN — Socioeconomic Context 57.87
IS — Cultural Capital 65.77
MSC — Working Interactions 68.37
MSC — Family Interactions 66.13
MSC — Friendship & Informal Socialization 67.09
MSC — Interactions with Strangers 65.74
MSC — Solitary Reflection & Intrapersonal Discourse 66.67
MSC — Romantic and Intimate Communication 62.32
MSC — Learning and Intellectual Engagement 63.71
MSC — Public Communication & Presentation 67.24
IS control — Length-matched profile-misaligned donor IS 55.73

invariant adaptation gain. Because no DPO-only
condition or uncertainty interval is reported, the
pattern is descriptive of the complete staged recipe
rather than an isolated DPO effect. Numerical con-
trasts remain within Table 2, whose prompt surface
differs from Table 1.

5.4 Dissecting PsyAgent: IS Components and
MSC Arena Ablations

Table 3 reveals distributed sensitivity rather than
dependence on a single field: every one-at-a-time
removal has lower observed ProfileAcc than the full
configuration. Socioeconomic Context produces
the largest IS decline, while Romantic and Inti-
mate Communication and Learning and Intellec-
tual Engagement are the largest MSC removals in

539



point-estimate terms. The remaining removals also
reduce the score, showing sensitivity to content
across both blocks. Without uncertainty estimates
or interaction-specific ablations, however, these
rankings neither establish universal component im-
portance nor separately identify the psychological
functions proposed for IS and MSC.

Length-matched IS control. The control pre-
serves the IS field schema and prompt token bud-
get while replacing profile-aligned IS content with
a profile-misaligned donor IS. Target-profile IDs,
MSC frames, IPIP items, decoding, parsing, and
scoring are held fixed. Table 14 reports the ob-
served prompt-length check and paired result. The
donor condition closely matches the full prompt’s
length but remains near the IS-removed score. This
result argues against prompt shortening as the sole
explanation and is consistent with a contribution
from profile-aligned content. Because an incon-
gruent donor may itself introduce interference, this
control does not isolate the causal effect of remov-
ing IS semantics.

5.5 PersonaGym Benchmark Evaluation

5.5.1 Benchmark Setup and Models

We evaluate persona-following and behavioral
consistency on the full PersonaGym benchmark.
The benchmark provides a fixed set of persona
descriptions (200 personas) and pre-generated,
per-persona question files. We report results
for four HuggingFace models: LLAMA-3.2-1B-
INSTRUCT, LLAMA-3.2-3B-INSTRUCT, LLAMA-
3.1-8B-INSTRUCT, and QWEN3-4B-INSTRUCT-
2507. The run uses PersonaGym'’s released per-
sonas, questions, and rubric orientation within the
adapted, fixed-grader protocol below; it is not an ex-
act reproduction of the benchmark’s original multi-
evaluator pipeline.

Evaluator model. To mitigate self-grading
and keep scoring consistent across backbones,
the run uses a fixed external grader for
all PersonaGym rubric prompts. Specif-
ically, both deterministic evaluator variants
use the same HuggingFace-accessible model
meta-llama/Llama-3.3-7@0B-Instruct: variant
A uses the canonical rubric order, whereas variant
B reverses the rubric-item order while preserving
wording and output schema. This grader is separate
from the evaluated systems and provides a uniform
rubric-based judgment across settings; it does not
eliminate evaluator-model bias.

5.5.2 Persona Subsampling Protocol

The full-set run evaluates all 200 personas and re-
tains matched w/o- and w/-PsyAgent outputs for
each persona. Its 95% persona-bootstrap sensitiv-
ity intervals use a paired percentile bootstrap over
personas with 10,000 resamples. Because the 200
personas are the complete fixed benchmark pool,
these intervals describe sensitivity/generalization
to comparable personas rather than uncertainty in
the fixed-pool mean itself. Run seeds are assigned
sequentially as 1,2, 3, ... in execution order. To
quantify sensitivity to the earlier 50-persona proto-
col, the analysis additionally draws 10,000 subsets
of size 50 without replacement from the full pool,
retaining both conditions for every selected persona.
Appendix Table 13 reports the median gain, its cen-
tral 95% subsampling interval, and the fraction of
subsets with a positive gain; the corresponding run
fields are summarized in Appendix D.

5.5.3 w/o PsyAgent Evaluation

In the w/o PsyAgent setting, each model answers
PersonaGym questions conditioned on the bench-
mark’s original persona string. All outputs are
graded by a fixed external rubric-based evaluator, m
eta-llama/Llama-3.3-70B-Instruct. For each
task ¢ € T, QA pairs are graded in chunks of 5
under the two deterministic prompt-order variants.
The paired analysis retains a chunk—variant obser-
vation only when that same variant is parseable
in both conditions; a chunk is invalid when it has
no jointly valid variant. The run contains no fully
invalid paired chunks; partial-field failures, failed
variants, invalid chunks, tasks, and personas are
recorded in the audit log. The task score s, ; is
the mean over the common valid chunks, and each
persona is summarized by

7] =5.
3)

1
PersonaScore(p) = m g Sp,ts
teT

5.5.4 w/ PsyAgent Evaluation

In the w/ PsyAgent setting, the run enables
-with_psyagent; the questions, rubrics, grader,
and aggregation remain unchanged. The only dif-
ference is the conditioning persona string: for each
benchmark persona p, the pipeline (i) infers an
OCEAN percentile prior via a reference-model
pipeline (IPIP-NEO-120 simulation when possible,
otherwise a deterministic direct OCEAN prompt),
(i) generates IS and MSC sections using the PsyA-
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Table 4: Observed PersonaGym results on all 200 personas under a common valid chunk—variant mask. Task
columns are full-set means; PersonaScore is the mean with a 95% persona-bootstrap sensitivity interval computed
from unrounded persona-level records. ToxCtrl is the benchmark Toxicity task, oriented so that higher is better.

Model Setting ExpAct T ActJust T LingHab 1T PersCons 1T ToxCtrl 1 PersonaScore 1
Uama3 218 UL D 281 am s 474 aalmem
Lz TP LA 04wt
Lama3 188 L o 344 a3 3w s 469 diesm
e LU R O B

gent prompt bank, and (iii) deterministically assem-
bles a compact persona card, which is then used
for answering and graded identically.

5.5.5 Maetrics and Aggregation

PersonaGym defines five task-level metrics (Ex-
pected Action, Action Justification, Linguistic
Habits, Persona Consistency, and Toxicity). Fol-
lowing the benchmark rubric, the tables treat higher
task scores as better. The analysis computes Per-
sonaScore as the mean over the five tasks and re-
ports model-level results by averaging over all 200
personas; full aggregation equations and the sub-
sampling analysis are provided in Appendix D.

Results. Table 4 shows a positive PersonaScore
point estimate for every backbone, but not equally
stable evidence. The largest shifts occur for Llama-
3.2-1B and 3B, whose full-pool sensitivity inter-
vals remain above zero. Qwen3-4B has a smaller
positive shift whose interval also excludes zero,
whereas the near-flat Llama-3.1-8B contrast spans
zero. The pattern is directionally consistent in point
estimates but heterogeneous in magnitude and sen-
sitivity.

Cross-backbone interpretation. Across back-
bones, gains co-occur with lower untreated Per-
sonaScores, while the strongest untreated model
changes least. Because family, training history, and
size vary together, we avoid pooled or scaling-law
interpretations.

Task-level decomposition. The task profile
shows why the aggregate is not a uniform rubric-
wide improvement. Persona Consistency, Ex-
pected Action, and Action Justification rise for
every backbone, forming a common pattern in

persona- and action-oriented judgments. Linguis-
tic Habits remains close to baseline and changes
direction across models, while Toxicity Control is
also mixed. PersonaScore therefore summarizes
more consistent behavioral expression within this
benchmark, not a general stylistic improvement or
a broad safety benefit.

Robustness across evaluation scales. The size-
50 analysis sharpens the distinction behind the posi-
tive full-set point estimates. Across 10,000 subsets,
only the Llama-3.2-1B and 3B central intervals re-
main entirely above zero; Qwen becomes sensitive
to persona composition, and 8B remains ambigu-
ous. Pairing personas, questions, grader, decoding,
and the valid-chunk mask prevents those elements
from varying across conditions. It does not re-
move fixed-grader bias, turn sensitivity intervals
into population significance tests, or establish gen-
eralization beyond PersonaGym.

6 Conclusion

We introduced PsyAgent, an explicit trait—context
interface combining IS profile priors with MSC
situational constraints. Under matched controls,
PsyAgent improves percentile-space trait fit on the
two focal backbones, while PersonaGym shows
positive but task- and backbone-dependent persona-
following changes. Component ablations and the
length-matched donor control indicate that aligned
profile content and contextual scaffolding both mat-
ter. Adapter gains are larger for the 1B than the
3B backbone; toxicity changes remain mixed, so
PsyAgent is a controllable modeling and training
interface rather than a general safety mechanism.
Code/data: HKUST-FintechLab/PsyAgent.
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Limitations

* Synthetic supervision and domain trans-
fer. ISXMSC data are templated and syn-
thesized rather than collected from organic
interactions; residual artifacts may limit trans-
fer to unseen domains, interaction styles, or
languages.

* Automatic readout is a proxy. Our primary
metrics rely on simulated IPIP-NEO-120 re-
sponses and a fixed scoring pipeline; results
may partially reflect instruction-following
and format reliability. We therefore triangu-
late with PersonaGym/ConvAI2 and a small
blinded human study, but construct validity
remains an open concern.

* Baseline scope. Most baselines are general-
purpose instruction-tuned models rather than
persona- or role-play-specialized models; our
conclusions are about gains under matched
prompt/decoding controls, not universal supe-
riority across all settings.

* Preference modeling and safety. DPO pairs
are constructed via rule-based degradations
and may not reflect real user preferences. We
do not provide broad safety guarantees be-
yond the reported benchmark rubrics under
controlled decoding.

Ethics Statement

* Privacy and consent. IS profiles in this work
are synthetic and non-identifying; we do not
use private user data. Any deployment should
require explicit consent, data minimization,
and user controls to inspect/edit/delete profile
fields.

* Bias and cultural norms. PsyAgent sep-
arates trait priors from demographic labels
and uses explicit role-norm frames (MSC)
to reduce stereotyping. However, MSC re-
flects culturally legible norms and may re-
quire re-authoring or auditing for other cul-
tures/subcultures and sensitive domains.

» Misuse risks. Persona-steered agents could
be misused for persuasion, impersonation,
or covert profiling. We recommend trans-
parency cues, access controls, and avoiding
high-stakes judgments about real individuals
based on generated personas.

* Non-clinical scope. Big Five vectors are
generation controls and evaluation variables,
not diagnostic assessments; PsyAgent is not
intended for clinical or other high-stakes
decision-making.
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A IS and MSC Schemata

Figures 4 and 5 present the complete schemata
for Individual Structure (IS) and Multi-Scenario
Contexting (MSC). IS enumerates biographical and

structural priors that anchor stable persona expres-
sion; MSC enumerates role-norm frames that regu-
late behavior across eight everyday arenas. Readers
may treat these as complementary interfaces: IS
provides a long-horizon trait prior and background;
MSC supplies local affordances and constraints for
situated decisions.

B Full Baseline Model Comparison

Table 1 reports a representative subset of w/o PsyA-
gent baselines (1-2 scales per family) for readabil-
ity. For completeness and reproducibility, Table 5
provides the full baseline sweep under the same
evaluation surface and inference controls.

C Additional Discussion: Reverse Scaling
Under Baseline Prompting

We view this pattern as arising from task—prompt
alignment interactions rather than a pure capac-
ity limitation. First, stronger instruction tuning
and safety-style priors in larger models can con-
flict with strict persona/trait-following: when the
baseline prompt underspecifies role binding, larger
models may default to a generic assistant stance
(hedging or conservative framing), reducing trait
signal in both the persona paragraph and subse-
quent IPIP item answers. Second, larger models
can be more sensitive to prompt surface details:
small variations in how we request self-description
and item responses (Appendix Fig. 8) can shift be-
havior from “act as this person” to “describe what
this person might do,” weakening identifiability.
Third, fixed inference controls can induce scale-
dependent artifacts: under deterministic greedy
decoding, larger models may produce longer and
more qualified continuations, which can dilute trait
cues and increase formatting drift; while we en-
force strict digit parsing with a neutral fallback for
IPIP answers, verbosity can still bias downstream
trait extraction. Finally, the evaluation pipeline can
penalize “better rationalizers™: nuanced justifica-
tions may mix cues that lower the inferred OCEAN
profile even when the narrative appears plausible
to a reader.

Importantly, these reversals are observed under
the baseline (no PsyAgent) condition where the
only control is the shared prompt surface. Our
PsyAgent comparisons hold the IPIP—prior con-
version fixed and introduce structured conditioning
and targeted post-training. Under matched controls,
PsyAgent-equipped backbones show more reliable
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Educational Trajectory:

- Educational Stages: Type and location of institutions attended (Primary to postgraduate).
- Academic Specidlization: Majors, minors, interdisciplinary backgrounds.

- Performance Indicators: Grades, honors, scholarships, competition records.

- Pedagogical Environment: Exam-driven vs. inquiry-based styles; subject biases.

- Influential Educators: Key teachers, mentors, or educational philosophies.

- Critical Transitions: Switching majors, studying abroad, gap years, repeating years.

Life Experience:

- Origins and Mobility: Birthplace, urban/rural upbringing, migration history, family structure.

- Role-Based Experience: Part-time work, leadership roles, community service, entrepreneurship.
- Significant Life Events: Psychological nodes—trauma, school transfers, loss, turning points.

- Travel and Exposure: Frequency, cultural diversity of destinations, global awareness.

- Social Interaction Patterns: Preference for solitude vs. group, styles of school engagement.

- Personal Interests: Long-term passions like sports, arts, writing, or DIY projects.

Socioeconomic Context:

- Family Composition: Parents’ occupation, education level, household income.

- Cultural Atmosphere at Home: Reading habits, space for expression, independence.

- Network Capital: Access to social connections, mentors, or institutional resources.

- Class Identity: Rural-urban background, small-town youth, working-class, middle class.
- Mobility Trajectory: Upward, stable, or downward intergenerational social mobility.

Cultural Capital:

- Embodied Capital: Verbal fluency, cognitive styles, aesthetic preferences.
- Objectified Capital: Books, instruments, interior decor, fashion symbols.

- Institutional Capital: Degrees, certificates, titles, awards.

- Taste and Aesthetics: Preferences in literature, film, music, and design.

- Media Habits: Preferred platforms.

- Cultural Consumption: Exhibitions, theater, reading, art market, lifestyle products.

Figure 4: Individual Structure (IS) schema. Full, machine-usable breakdown of Educational Trajectory, Life
Experience, Socioeconomic Context, and Cultural Capital. The figure is normative: it defines field granularity and
serialization order used throughout data generation and analysis.

improvements, supporting the claim that explicit
persona structure plus role-norm scaffolds can be
beneficial beyond scale alone.

D PersonaGym aggregation details

For the analysis, each persona p yields a per-task
score dictionary {s,}+c7, and per-persona Per-
sonaScore is the simple mean over the 5 tasks:

=

teT

PersonaScore(p)

|T|=5.
“4)

Model-level results then average over the full per-
sona set P (|P| = 200):

St Z p,t7
|P| pEP
: 5)
PersonaScore = Pl Z PersonaScore(p).
peEP

For each model, let d,, = PersonaScorey (p) —
PersonaScorey,(p). We obtain a full-set sensitiv-
ity interval by paired bootstrap resampling of the
200 values d,; because these personas form the
fixed benchmark pool, the interval is interpreted as
sensitivity/generalization to comparable personas
rather than sampling error in the fixed-pool mean.
The subsampling analysis repeatedly draws 50 per-
sona IDs without replacement and recomputes the
mean paired gain; its central 95% interval describes
subset sensitivity and is reported separately from
the bootstrap interval.

E ConvAl2 Benchmark Evaluation

E.1 Setup and Settings

We evaluate external generalization on ConvAI2
Persona-Chat (validation split). Each instance con-
sists of: (i) a persona (multiple persona sentences),
(i) dialogue history, (iii) a gold next utterance (ref-
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Working Interactions:

- Crisis Management (Error Handling, Client Complaint Response).

- Meeting Participation (Hosting, Engagement, Questioning).

- Downward Management (Instruction, Feedback, Correction).

- Upward Communication (Reporting, Resource Requesting).

- Peer Collaboration (Formal / Informal Communication).

Family Interactions:

- Parenting Style (Authoritative, Democratic, Permissive).

- Partner Interactions (Empathy, Control, Expressiveness).

- Parent-Child Communication (Autonomy, Emotional Sensitivity).
Friendship & Informal Socialization:

- Conflict Navigation (Conciliatory vs. Avoidant, Rational vs. Emotional).
- Group Social Engagement (Talkativeness, Topic Initiation, Entertainment).
- Close Friendship Dynamics (Humor, Banter, Relaxation).

Interactions with Strangers:

- Online Expression (Forums, Social Media, Public Writing).

- First-Time Social Encounters (Small Talk, Information Exchange).

- Incidental Interactions (Short-Term Daily Encounters).

Solitary Reflection & Intrapersonal Discourse:

- Coping Self-Talk during Negative Affect (e.g., Failure, Anxiety).

- Goal Setting & Future-Oriented Reflection.

- Self-Narrative (Journaling, Letter Writing to Self).

Romantic and Intimate Communication:

- Expressing Plans and Commitments in Relationship (Planning and Commitment).
- Daily Sharing in Intimate Contexts (Daily Communication).

- Affective Interactions (Confession, Affection, Conflict, Reconciliation).
Learning and Intellectual Engagement:

- Knowledge Articulation (Analytical vs. Affective Response).

- Inquiry and Consultation (Questioning, Seeking Clarification).

- Passive Knowledge Absorption (Reading, Lecturing Response).

Public Communication & Presentation:

- Audience Interaction (Mass Feedback Handling).

- Digital Expression (Video Blogging, Livestreaming).

- Formal Presentation (Reports, Public Speaking).

Figure 5: Multi-Scenario Contexting (MSC) schema. Eight arenas with role-relationship—norm scaffolds and
representative subskills. Frames are authored once and reused across targets, enabling context-rich conditioning at
train and test time.

erence response), and (iv) (when available) a can- * w/o PsyAgent (baseline): the dialogue model
didate set for retrieval-style evaluation. is conditioned on the original ConvAI2 per-
sona text.

Compared settings. We compare two condition-
ing settings for each backbone: * w/ PsyAgent: the persona is replaced by
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Table 5: Full model sweep corresponding to Table 1 under the same controls. Cells are observed server-run values
with 95% profile-bootstrap intervals; bold marks the two focal paired backbones. The w/-PsyAgent rows reproduce

Table 1.

Model

RMSEs

MAEs

ProfileAcc

cos(p,

t)

w/o PsyAgent
Llama-3.1-8B
Llama-3.1-70B
Llama-3.2-1B
Llama-3.2-3B
Llama-3.3-70B
Vicuna-7B
Vicuna-13B
GPT-0SS-20B
Qwen3-4B
Qwen3-30B
DBRX

Gemma-4B
Gemma-12B
Gemma-27B
Ministral-8B
Mistral-Small
Mistral-Large
OLMo-1B
OLMo-13B
OLMo-32B

with PsyAgent
Llama-3.2-1B
Llama-3.2-3B

41.00 [39.82, 42.23]
42.89 [41.59, 44.28]
58.72[57.04, 60.51]
33.52 [32.45, 34.67]
43.54 [42.19, 44.96]
46.27 [44.78, 47.81]
32.12[31.08, 33.21]
41.86[40.57, 43.24]
39.84 [38.61, 41.14]
42.76 [41.41, 44.22]
41.21 [39.96, 42.55]
34.94 [33.85, 36.14]
43.40 [42.05, 44.84]
42.02[40.73, 43.37]
37.28[36.11, 38.50]
44.62 [43.21, 46.11]
41.52[40.27, 42.91]
57.89 [56.20, 59.65]
38.53[37.36, 39.80]
39.73 [38.55, 41.04]

45.22 [43.86, 46.62]
31.68 [30.73, 32.69]

33.91[32.98, 34.88]
35.61[34.51,36.74]
49.88 [48.39, 51.34]
28.75[27.87, 29.69]
36.03 [34.91, 37.20]
38.99[37.77, 40.24]
27.351[26.48,28.19]
35.52[34.43, 36.66]
32.91(31.88,33.94]
34.62 [33.52, 35.73]
34.83[33.72, 35.94]
29.48 [28.55, 30.45]
35.66[34.48, 36.85]
33.91(32.82,35.04]
30.87[29.89, 31.88]
36.30[35.10, 37.53]
33.73 [32.66, 34.84]
49.21 [47.74, 50.64]
32.46[31.42,33.53]
32.92(31.86, 34.01]

38.19(37.11, 39.31]
27.82[27.00, 28.69]

66.09 [65.12, 67.02]
64.39 [63.26, 65.49]
50.12 [48.66, 51.61]
71.25[70.31, 72.13]
63.97 [62.80, 65.09]
61.01 [59.76, 62.23]
72.65[71.81,73.52]
64.48 [63.34, 65.57]
67.09 [66.06, 68.12]
65.38 [64.27, 66.48]
65.17 [64.06, 66.28]
70.52 [69.55, 71.45]
64.34 [63.15, 65.52]
66.09 [64.96, 67.18]
69.13[68.12,70.11]
63.70[62.47, 64.90]
66.27 [65.16, 67.34]
50.79 [49.36, 52.26]
67.54 [66.47, 68.58]
67.08 [65.99, 68.14]

61.81 [60.69, 62.89]
72.18 [71.31, 73.00]

0.84[0.83

0.7310.71,
0.84 [0.83,
0.84 [0.83,
0.70710.68,

0.8310.81

0.8610.85,
0.7210.70,
0.7510.73,
0.70710.68,

0.7910.78

0.8310.82,
0.701[0.68,

0.71 [0.69

0.8070.79,

0.68 [0.66

0.7110.69,
0.8410.83,

0.7510.73
0.821[0.81

0.81 [0.80
0.85[0.84

,0.85]
0.75]
0.85]
0.85]
0.72]
,0.84]
0.87]
0.74]
0.77]
0.72]
,0.81]
0.84]
0.72]
,0.73]
0.81]
,0.70]
0.73]
0.85]
,0.77]
,0.83]

, 0.82]
, 0.86]

PersonaGym evaluation settings. Completed full-200 run; counts and statistics are observed, while seeds follow
the sequential run-order convention.

Reproducibility field

Full PersonaGym run record

Benchmark inputs
Evaluated systems

External grader

Grade parsing and missingness

Uncertainty and sensitivity

All 200 benchmark personas, five task files, and matched w/o/w conditions.

The four backbone families listed in Sec. 5.5, each evaluated with and without PsyAgent

conditioning.

Fixed meta-1lama/Llama-3.3-70B-Instruct, with two deterministic prompt-order variants
per five-question chunk.

reports observed failures.
10,000 paired persona-bootstrap resamples and 10,000 size-50 subsets; seeds are assigned
sequentially as 1,2, 3, ... in run order.

The analysis applies a common w/o/w validity mask at the chunk—variant level. Table 19

a PsyAgent-conditioned persona card built
from inferred Big Five (OCEAN) + Individual

Structure (IS) + Multi-Scenario Contexting

* Token-level F1 (1): word-overlap F1 between
generated response and gold response.

(MSCQO). * BLEU-4 (1): 4-gram BLEU between gener-
ated response and gold response.
Models. We evaluate four HuggingFace-
accessible instruction-tuned backbones: LLAMA- « Perplexity (PPL) (]): teacher-forced perplex-

3.2-1B-INSTRUCT, LLAMA-3.2-3B-INSTRUCT,

LLAMA-3.1-8B-INSTRUCT, and QWEN3-4B-
INSTRUCT-2507 AH mOdelS are loaded Via the . Hits@l (T) (When candidate sets exist) rank
HuggingFace Transformers stack.

E.2 Automatic Metrics

ity on the gold response given the prompt.

all candidates by log-likelihood under the
model and report whether the top-1 candidate

matches the gold response.

We report the following standard ConvAI2 auto-

matic metrics (computed on the validation split):
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Table 6: ConvAlI2 validation metrics under matched
backbone-specific settings. “w/0” and “w/” denote con-
ditioning on the original persona and the PsyAgent card,
respectively; metrics are averaged over validation exam-
ples.

Model Setting PPL | Hits@1 1 F1{1 BLEU-41
wlo 4250 0220 0137  0.023
Llama-3.2-18 4120 0238 0.145  0.025
wlo  31.60 0265 0.150 0.028
Llama-3.2-38 3090 0278 0.156  0.030
wlo 2710 0284 0.160 0.031
Llama-3.1-88 2680 0292 0.163 0.032
owen3-43 wlo 2940 0271 0152  0.029
wl 2890 0283 0.158  0.030

Table 7: Fixed multi-turn scripts used in the human
study; each script is shared across conditions.

Task Arena  Scenario (fixed multi-turn script)

ID

Tl  Work  Goal-directed collaboration under
deadline and disagreement.

T2  Social Relationship conflict manage-

ment with apology, boundary-
setting, and repair.
T3  Solitary Self-regulation after a setback: re-
flection, coping plan, and next

steps.

E.3 Main Results Table

Results. Across all four backbones, PsyAgent
improves response matching and retrieval metrics
(Hits@1, F1, BLEU-4) while also slightly reducing
teacher-forced perplexity, suggesting that richer
persona conditioning can benefit both conversa-
tional overlap and candidate ranking under the
same backbone.

F Human Evaluation: Trait Fidelity in
Realistic Interaction

This appendix addresses over-reliance on automatic
metrics by adding human judgments and expands
the reporting of study scope, inter-rater reliability
(IRR), and statistical significance. The study tests
whether automatic metrics (e.g., ProfileAcc / Per-
sonaScore) correspond to perceived trait fidelity
and context-appropriate behavior. Because the ref-
erence descriptions are benchmark-generated, this
is human-judgment evidence over synthetic per-
sonas, not evidence of transfer to human-authored
persona descriptions; ConvAl2 separately evalu-
ates against gold human responses (Appendix E).

F.1 Study Design and Conditions

Personas and data source. We use persona de-
scriptions from the PersonaGym persona pool.
These are benchmark-provided, GPT-40-generated
persona descriptions rather than organically au-
thored participant data (Samuel et al., 2024). Let
p denote a persona and ¢t € {T'1,72,T3} a task
script. For each (p,t) pair we generate two di-
alogues under identical backbone and decoding
controls:

* w/o PsyAgent: the dialogue model is condi-

tioned on the original persona text of p (base-
line).

* w/ PsyAgent: the persona conditioning text
is replaced by a PsyAgent persona card pro-
duced by the study adapter, which determinis-
tically composes (i) an inferred Big Five prior,
(i1) Individual Structure (IS), and (iii) Multi-
Scenario Contexting (MSC).

The only difference between the two conditions
is the persona-conditioning string; the user turns,
model backbone, and decoding are held constant.

Tasks (3 scripts). We use three short multi-
turn scenario scripts: (i) goal-directed collab-
oration (work), (ii) social conflict/relationship
management (friendship/romance), and (iii) self-
regulation/reflection (solitary). User turns are fixed
and shared across conditions.

Sampling and pairing. We sample N=30 per-
sonas and generate one dialogue per task per con-
dition, yielding 3N = 90 paired items. Each item
(persona—task pair) is rated by k=3 independent
raters under a blinded A/B protocol. The com-
pleted study settings are summarized in Appendix
Table 8.

F.2 Human Rating Protocol

What raters see (blinding and fairness). For
each item i = (p, t), raters are shown: (i) the origi-
nal benchmark persona description of p (same for
both conditions), and (ii) a dialogue transcript. The
two condition transcripts are presented as anony-
mous A/B with randomized order. Raters do not
know which transcript is w/ PsyAgent; a hidden
key is used to recover condition labels after rating.
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Table 8: Completed human-study settings. Counts and results are observed; seeds follow the sequential run-order

convention.

Reproducibility field Human-study setting

Design and analysis units

30 personas x 3 fixed task scripts = 90 paired persona—task items and 180

condition-specific transcripts; each item is rated by 3 independent raters.

Persona source
Dialogue system
Dialogue generation
model turns.
A/B randomization

GPT-40-generated PersonaGym benchmark descriptions.
Llama-3.2-3B-Instruct with the corresponding PsyAgent adapter in the w/ condition.
4 model turns per script, 256 maximum new tokens, and greedy decoding, yielding 720

Order is randomized once per persona—task pair and shared across its three ratings, with

balanced 15/15 pair orders within each task. NumPy PCG64 seeds are assigned sequentially

as1,2,3,...
Analysis

in run order.
Paired item-level Wilcoxon tests, d., and percentile bootstrap intervals; task-specific

analyses use n = 30 and the all-task analysis uses n = 90.

Rating dimensions (1-7 Likert). Each dialogue
is rated by k=3 independent raters on: (i) Big Five
trait fidelity (O/C/E/A/N), (ii) contextual appropri-
ateness, (iii) persona consistency across turns, and
(iv) naturalness/coherence. Raters also provide a
forced-choice preference (A vs B) for which dia-
logue better matches the persona.

F.3 How Each Dimension Score Is Computed

Let ¢ € {wo, w} denote condition (w/o vs w/ PsyA-
gent), ¢ denote a paired item (persona-task pair),
and j € {1,...,k} denote a rater.

Trait fidelity (avg. OCEAN). Raters provide

C A N
five Likert scores T(J)C,rz(])c,rz(vj)c,rl(])c,rl(dl S

{1,...,7}. We compute a per-rater trait fidelity
by averaging across traits:

%,7,C z]c 'ch %,7,C z]c 'L]c

(6)
Then we compute an item-level score by averaging
across raters:

r(TraltAvg) 5( (O)+ (@) —|-7“( )_|_ (A)+ (N))

B

1
S(TraltAvg Z ! TraltAvg 7)

1. 1,5,¢

?,C k

Jj=1

In Table 10, the row “Trait fidelity (avg. OCEAN)”

reports the mean of s(ﬁaltAvg) over items (within

each task block, or over all tasks).

Contextual appropriateness.
r(z\ipmp) € {1,...,7} assessing whether the dia-
logue behavior matches the task setting, role ex-
pectations, and norms implied by the scenario and

persona. We aggregate to item-level by rater-mean:

Raters provide

k
A 1 (A
s = Z Geerl @)

C
Persona consistency. Raters provide ?”Z( ]Zns) €

{1,...,7} capturing within-dialogue consistency
across turns (stable stance, stable style, and lack of
persona drift). We aggregate:

k
Con 1 Con
spe =2 D g ©)
j=1
Naturalness / coherence. Raters provide
leit € {1,...,7} for readability, coherence, and

whether the dlalogue sounds natural (not overly
meta or assistant-like). We aggregate:

k
a 1 a
st —EZ rie. (10)

Preference. For each paired item ¢, each rater
chooses which transcript (A or B) better matches
the persona; after unblinding we map the choice
to {wo, w} and compute the preference rate for w/
PsyAgent as the fraction of rater votes selecting
condition w.

F.4 Inter-rater Reliability (IRR)

We report IRR for Likert ratings using ICC(2,k)
(two-way random effects, absolute agreement,
average-measures over k raters). For the binary
preference, we report Krippendorff’s o« (nominal)
as a single overall agreement coefficient for the
preference task.

ICC(2,k) for Likert ratings. For each dimension
d € {TraitAvg, Approp, Cons, Nat} and each in-
dividual trait O,C, E, A, N, we form an n X k
rating matrix (items X raters) and compute the two-
way random-effects ANOVA mean squares: MSR
(rows/items), MSC (columns/raters), and MSE
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Table 9: Inter-rater reliability for 1-7 Likert ratings.
Preference agreement is reported separately with nomi-
nal Krippendorff’s a.

Dimension ICC(22,k) 1
Openness fidelity 0.59
Conscientiousness fidelity 0.56
Extraversion fidelity 0.61
Agreeableness fidelity 0.58
Neuroticism fidelity 0.57
Contextual appropriateness 0.65
Persona consistency 0.63
Naturalness / coherence 0.60

(residual). Let n be the number of items contribut-
ing to that dimension. The absolute-agreement ICC
for average ratings is:

MSR — MSE
MSR + MSC—MSE *

ICC(2, k) = (11)

Higher ICC indicates stronger agreement among
raters on that dimension.

Krippendorff’s o for preference (nominal).
For the binary preference (choose A vs B, mapped
to condition wo vs w after unblinding), we compute
Krippendorff’s o (nominal), defined as:

(12)

where D, is the observed disagreement among
raters and D, is the disagreement expected by
chance given empirical category frequencies.

Preference agreement (single o value). Be-
cause preference is a single nominal variable (bi-
nary A/B choice) rather than a per-dimension Lik-
ert score, Krippendorff’s « is naturally computed
and reported as one overall coefficient for the pref-
erence task, aggregating all paired items (here,
n = 90) and all raters (k = 3) after mapping A/B
to {wo, w}. In our study, we obtain aprer = 0.52,
indicating moderate agreement among raters on
which dialogue is preferred.

F.5 Significance Tests, Effect Sizes, and
Confidence Intervals

All inferential statistics are computed on paired
item-level scores, after averaging across raters per
condition.

Paired difference A. For each item ¢ and dimen-
sion d, define the paired difference:

5@ — @ _ ) (13)

7 1,W 1,WO0"

For a given task block (or All tasks), the table re-
ports the mean per condition and the mean paired
difference:

AlD —

Za

p-value (paired 51gn1ﬁcance).
Wilcoxon signed-rank test on {(51@ »  totest Hy :

(14)

We use a paired

median(éi(d)) = 0 and report the resulting p-value.
Effect size d. (paired Cohen’s d). We report
paired effect size:
<(d)
)
db = — 15

where 3@ is the sample mean of 61@ and SD(5(%)

is the sample standard deviation (ddof=1).

Bootstrap 95% CI. We compute a bootstrap
confidence interval for the mean paired difference
A@ by resampling items with replacement: for

b=1,...,B(e.g., B=10 000) sample {57 "
from {6 )} and compute A*(®) = L5~ 5* ®),
95% Cl is the percentile interval:

CI%%(A(d)) = [Quantileo‘o%(A*) ,

(16)
Quantile0'975(A*) i| .

G Persona-Specialized Baseline
Head-to-Head

The head-to-head compares PsyAgent directly
with Big5-Chat (Li et al., 2024) and Character-
LLM (Shao et al., 2023) while preserving each
system’s conditioning format. Within each panel,
prompts or character—script instances, decod-
ing/output limits, parser/scorer, and grader prompts
are shared; no result is imported from either base-
line paper. Big5-Chat’s released setup controls one
high/low trait at a time, so the matched panel uses
five traits x two levels rather than calling a cus-
tom 2° composition “native.” The Character-LLM
panel is a compact matched test harness over its
five acting dimensions, not a reproduction of the
full original test playground. Because the panels
expose different control surfaces and architectures,
they are not numerically comparable to one an-
other.
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Table 10: Human evaluation results (paired within persona—task items). Ratings are 1-7 Likert. We report means
per condition, A (w/ minus w/o), paired significance (p), paired effect size (d,), and the bootstrap 95% CI of the
mean paired difference.

Task Dimension w/o PsyAgent w/PsyAgent A D d, 95% C1
Trait fidelity (avg. OCEAN) 4.35 4.83 0.48 0.0040 0.62 [0.17,0.79]
T1 (Work) Contextual appropriateness 4.50 5.10 0.60 0.0010 0.76 [0.28, 0.88]
Persona consistency 4.20 492 0.72 0.0006 0.85 [0.39, 1.00]
Naturalness / coherence 4.55 4.80 0.25 0.0410 0.38 [0.01, 0.49]
Trait fidelity (avg. OCEAN) 4.10 4.78 0.68 0.0008 0.88 [0.36, 0.96]
T2 (Social) Contextual appropriateness 4.32 5.05 0.73 0.0004 0.92 [0.40, 1.05]
Persona consistency 3.95 4.85 0.90 0.0001 1.12 [0.55, 1.20]
Naturalness / coherence 4.40 4.75 0.35 0.0190 0.50 [0.08, 0.61]
Trait fidelity (avg. OCEAN) 4.25 4.92 0.67 0.0004 0.86 [0.35,0.95]
T3 (Solitary) Contextual appropriateness 4.48 5.25 0.77 0.0001 1.00 [0.48, 1.10]
Persona consistency 4.05 4.95 0.90 0.0001 1.10 [0.58, 1.25]
Naturalness / coherence 4.60 4.88 0.28 0.0360 0.41 [0.02, 0.52]
Trait fidelity (avg. OCEAN) 4.23 4.84 0.61 0.0001 0.79 [0.40, 0.82]
All tasks Contextual appropriateness 4.43 5.13 0.70 0.0001 0.89 [0.49, 0.93]
Persona consistency 4.07 491 0.84 0.0001 1.02 [0.60, 1.05]
Naturalness / coherence 4.52 4.81 0.29 0.0060 0.44 [0.10, 0.47]

Table 11: Observed Big5-Chat head-to-head results on five traits at two levels. Intervals use 10,000 trait-cluster
bootstrap resamples and are descriptive with only five traits; the parse denominator is 1,200 outputs per system.

System N condition cells Target-trait ProfileAcc [95% SI] Paired A [95% SI]  Parse failures

. 78.18
Big5-Chat 10 [76.52. 80.12] - 2/1,200 (0.17%)
79.30 +1.12
PsyAgent 10 [76.62. 81.98] [:0.10. 2.34] 5/1,200 (0.42%)

Table 12: Observed compact Character-LL.M head-to-head results for nine characters and three scripts. Acting
score averages five 1-7 dimensions; 10,000 character-cluster resamples yield sensitivity intervals, and the parse
denominator is 270 grader calls per system.

System N character—script pairs Acting score (1-7) [95% SI] Paired A [95% SI] Grader-call failures
5.19

Character-LLM 27 (5.05. 5.33] - 3/270 (1.11%)
5.14 -0.05

PsyAgent 27 [5.08. 5.20] (0,16, 0.07] 47270 (1.48%)

Head-to-head interpretation. In the Big5-Chat  with mixed cluster-level directions. They establish
panel, PsyAgent’s mean is +1.12 target-trait Pro-  neither superiority nor statistical equivalence.
fileAcc points higher, with a five-trait sensitivity

interval of [-0.10, 2.34]; it is higher on three of H Length-matched IS Ablation Control
five trait clusters. In the Character-LLM panel,
PsyAgent’s mean acting score is -0.05 lower, with
character-cluster interval [-0.16, 0.07]; it is higher
on four of nine character clusters. Thus the ob-
served values place the systems in a similar nu-
merical range on their respective matched panels,

The length-matched control preserves the IS
schema and prompt token budget while remov-
ing profile-aligned semantic content. It uses the
same target profiles, MSC frames, IPIP items, eval-
uated checkpoint, decoding, parser, and scorer as
the original ablation. The seed follows the sequen-
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Table 13: Observed PersonaGym full-set gains and sensitivity to size-50 subsampling. The first interval is a paired
persona-bootstrap sensitivity interval over 200 personas; the last column gives the empirical subsampling interval

and percentage of positive subsets.

Model Full N =200 A [95% SI] Subset size Repeats Median A 95% interval / positive subsets (%)
+0.08
Llama-3.2-1B [0.05,0.12] 50 10,000 +0.09 [0.03, 0.14] / 99.80%
+0.07
Llama-3.2-3B [0.04, 0.10] 50 10,000 +0.07 [0.02, 0.12] / 99.65%
+0.02
Llama-3.1-8B 0.03. 0.07] 50 10,000 +0.02 [-0.06, 0.10] / 66.32%
0.05
Qwen3-4B [032’ 0.08] 50 10,000 +0.05 [-0.01, 0.10] / 95.49%
tial 1,2, 3, ... run-order convention. Confidence  Baseline evaluation (without PsyAgent, no role-

intervals use the paired target-profile bootstrap de-
scribed for Tables 1 and 5.

Control interpretation. The matched prompt
has a mean length of 513.92 tokens versus 514.27
for the full condition, with a mean paired absolute
gap of 2.73 tokens. Its ProfileAcc is 55.73, close
to the IS-removed condition (55.21) and far below
the observed full-condition point estimate of 72.18.
This pattern indicates that prompt shortening alone
does not explain the ablation gap and is consistent
with a contribution from profile-aligned content.
Because the mismatched donor may introduce con-
tradictory cues, the control does not isolate the
causal effect of removing IS semantics.

I Training and Evaluation Prompts

We archive, as figures, the canonical prompt sur-
faces used during adapter training (SFT/DPO) and
during post-training evaluation, reflecting the ex-
act strings consumed by the models after normal-
ization/templating, including control tokens and
section delimiters.

Training-time prompts. Figure 6 shows the stan-
dardized SFT-style surface used for both SFT and
DPO (DPO uses chosen/rejected pairs over the
same prompt). Persona control tokens and the
active scene tag are bound in a compact header;
instruction and response sections are fixed across
runs.

Post-training evaluation (with PsyAgent). Fig-
ure 7 captures the two-stage surface used after
SFT/DPO: (i) persona paragraph generation from a
target Big-Five vector, followed by (ii) IPIP-NEO-
120 item responses under a constant system prompt
that embeds the generated persona.

play-specific tuning). For an apples-to-apples
comparison, Figure 8 shows the matched evaluation
surface used for baselines that do not use the PsyA-
gent architecture and do not undergo SFT/DPO.
This isolates the effect of structured conditioning
and adapter training from raw backbone capacity
and generic instruction tuning.

J DPO Preference Pair Construction

This section documents how we construct the DPO
preference dataset used by our training scripts.

J.1 Source data and pair format

Source. Pairs are derived from the SFT dataset
stored as JSON files. Each SFT JSON con-
tains a top-level big5 dictionary and an outputs
list. Each element in outputs is an item with
fields name (a section/arena name such as Working
Interactions) and content (the SFT target com-
pletion).

Pair record. Each DPO record is written as a
JSON object with the exact keys:

(prompt, chosen, rejected).

Here prompt is the conditioning text (including
the persona control tokens and the instruction
header), chosen is the original SFT content, and
rejected is a degraded variant constructed by one
of several recipes described below.

J.2  Prompt construction and normalization

Conversion-time prompt surface. For each SFT
item, the converter builds a prompt using a prefix
function that serializes the Big Five bins and the
section name into control tokens:

<O_X><C_x><E_x><A_x><N_x>
<SCENE=. . .></COND>.
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Table 14: Observed length-matched IS-ablation control. Prompt-length columns distinguish semantic misalignment

from the shortening introduced by removing IS.

Mean prompt ~ Mean |A| ProfileAcc Paired A vs. full
Condition IS intervention tokens tokens [95% CI] [95% CI]
Full IS+MSC Original profile-aligned IS 514.27 0 72.18(71.31, 73.00] -
IS removed Remove the complete IS block 285.63 228.64 [ 53.592%61. 45) L1 8_'219(? 912 68]
Length matched  Profile-misaligned donor IS; pre- 513.92 2.73 (5 432,'22.98] L 17__7176, ég 17]

serve schema/token budget

<|begin_of _text|>

<O_{0}><C_{C}><E_{E}><A_{A}><N_{N}><SCENE={SceneToken}>[<BG={k1:v1k2:v2,...}>]</COND>
<INSTR> Write a short first-person paragraph for "{SceneLabel}" that naturally reflects this persona in the scene.

- Use first-person voice; keep a consistent tone.

- Include at least one concrete, scene-specific action or detail.
- Do not mention trait names, numeric bins, or control tokens.

<RESP>

Figure 6: Training prompt surface for SFT/DPO. Normalized prompt (post-processing) used identically in SFT
and DPO pipelines. This is the final string form after prompt standardization.

The section name name is normalized into the

<SCENE=. . .>token by removing spaces and replac-

ing & with And. The final prompt surface emitted
by the converter is:

<O_X><C_X><E_x><A_X><N_x>
<SCENE=. . .></COND>

<INSTR> Write the section: {name},
consistent with the target persona. Do
not mention trait scores.

<RESP>
Training-time prompt normalization
(SFT-style). When loading the JSONL

for DPO training, our data loader applies
normalize_dpo_prompt_to_sft_style to each
prompt. This routine extracts the full persona
prefix block

<O_#><C_#><E_#><A_#><N_#>
<SCENE=...>(<BG=...>)?</COND>

via a regex and rewrites the prompt into the same
minimal first-person prompt template used by the
SFT pipeline:

<|begin_of_text|>
{persona_prefix}
<INSTR> Write a short first-person
paragraph  for  "{scene_name}" that
naturally reflects this persona in the

scene.

- Use first-person voice; keep a
consistent tone.

- Include at 1least one concrete,

scene-specific action or detail.

- Do not mention trait names, numeric

bins, or control tokens.
<RESP>

If the scene label cannot be recovered from the
instruction string, the loader falls back to a human-
readable version inferred from the <SCENE=...>
token.

J.3 Filtering, truncation, and deduplication

Conflict filtering (default on). By default, the
converter skips any SFT item that either (i) has a
name starting with "Big Five" (case-insensitive),
or (ii) appears to explicitly mention Big Five trait
names together with bin numbers. Concretely,
the filter checks whether the text matches both:
(a) any of Openness/Conscientiousness/Extr
aversion/Agreeableness/Neuroticism (case-
insensitive), and (b) any standalone bin number in
{0,20,40,60,80,100}. This behavior can be disabled
with —no_skip_conflict.

Length constraints (token-level when available).
The converter enforces length bounds at construc-
tion time:

e prompt is truncated to —-max_prompt_length
tokens (default 1024) when
—tokenizer_or_path is provided; oth-
erwise it falls back to a conservative character
truncation of approximately 4x the token
limit.
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i [System Prompt]: You are a personality-psychology writer. Your task is to produce a first-person self-description I

{{OCEAN_TARGET_JSON}}

1
| [System Prompt]: You are now role-playing as a specific person described below. Always answer strictly from I

| this persona's perspective.

=== Personq ===
{{PERSONA}}
=== End Persona ===

in English, 120-200 words, based on a target Big Five profile that | will provide. Be concrete and natural,
reflecting behavior, emotions, motivations, social style, and work style. Strictly avoid all numbers, scores,
percentiles, or explicit Big Five terminology (e.g., Openness, Conscientiousness, Extraversion, Neuroticism).
Output a single coherent paragraph. No bullet points. No explanations.

[User Prompt]: Target profile (for internalization only; do NOT mention any numbers or trait names in the output):

Produce one first-person English paragraph that reflects this profile without using any numbers or Big Five jargon.

I You will complete a 120-item personadlity inventory. For each item, respond with a single digit 1-5 only (no other 1
| text), using this mapping: 1=Very Inaccurate; 2=Moderately Inaccurate; 3=Neither Accurate nor Inaccurate; I

| 4=Moderately Accurate; 5=Very Accurate. Return only the digit (1-5).

I digit (1-5).
| Item: {{ITEM_TEXT}}

[User Prompt]: Answer 1-5 for the following statement, from the persona's perspective. Return only the single 1

Figure 7: Evaluation surface after SFT/DPO (with PsyAgent). (i) Persona description from a target Big-Five
profile; (ii) IPIP-NEO-120 answering under a fixed system prompt that embeds the persona. Decoding controls and

the scoring pipeline are specified in Appendix L.

e chosen and rejected are truncated to
-max_target_length tokens (default 1024)
under the same tokenizer/character fallback
policy.

This ensures the JSONL dataset respects the
DPO training bounds (max_prompt_length,
max_target_length, and max_length) used by
our training scripts.

Control-token removal for rejected. To avoid
contaminating completions with special tags, the
converter removes any occurrences of </COND>,
<INSTR>, <RESP>, <SCENE= and <BG= from
rejected. After construction, it additionally
checks that rejected contains none of these mark-
ers, and applies the same removal if needed.

Deduplication and split. After all pairs are col-
lected, the converter deduplicates records by the
key (prompt, chosen) (i.e., duplicates are de-
fined as identical prompt and identical chosen).
The remaining records are shuffled with -seed and

split into valid (first | N -val_ratio|) and train
(the rest). As elsewhere, seed values are assigned
sequentially as 1,2, 3, ... in run order.

J.4 Rejected construction recipes (hard
negatives)

For each chosen completion, the converter gener-
ates exactly one rejected completion by sampling
a recipe uniformly across five modes (each with
probability 0.20). Each recipe is designed to be
worse than chosen under PsyAgent’s constraints:

* scores+bullets: prepend an explicit “My Big
Five scores are: ...” introduction that leaks
trait names and bin numbers, then convert the
body into a low-information bullet-list style.

* meta+bullets: prepend a meta assistant-like
statement (e.g., “As an Al system, I will now
proceed. ..”), then convert the body into bul-
lets.

* offscene: prepend a misunderstanding that
discusses a different scene (e.g., swapping
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I profile that | will provide.

| Be concrete and natural, reflecting behavior, emotions, motivations, social style, and work style.
| Strictly avoid all numbers, scores, percentiles, or explicit Big Five terminology (e.g., Openness,

Conscientiousness, Extraversion, Neuroticism).

[System Prompt]: You are a personality-psychology writer.
' Yourtaskis to produce a first-person self-description in English, 1720200 words, based on a target Big Five

Output a single coherent paragraph. No bullet points. No explanations. 1

| [User Prompt]: Target profile (for internalization only; do NOT mention any numbers or trait names in the output):

P { "Openness": <O>, "Conscientiousness": <C>, "Extraversion": <E>, "Agreeableness": <A>, "Neuroticism": <N>}

Always answer strictly from this persona's perspective.
| ===Persona ===

1 {persona}

\ ===EndPersona ===

You will complete a 120-item personadlity inventory.

! 4=Moderately Accurate; 5=Very Accurate.
I Return only the digit (1-5).

Return only the single digit (1-5).
! Item: {text}

Produce one first-person English paragraph that reflects this profile without using any numbers or Big Five jargon. |

[System Prompt]: You are now role-playing as a specific person described below. "

For each item, respond with a single digit 1-5 only (no other text), using this mapping: |
1=Very Inaccurate; 2=Moderately Inaccurate; 3=Neither Accurate nor Inaccurate;

Answer 1-5 for the following statement, from the persona's perspective. 1

Figure 8: Baseline evaluation surface (no PsyAgent, no role-play-specific tuning). Matched persona-generation
and IPIP-NEO-120 setup run on general-purpose backbones, enabling one-to-one comparability against the post-

trained PsyAgent models.

Working and Family interactions when ap-
plicable), then bulletize.

 persona_flip: inject a persona-tone mismatch
by adding an opening line that flips the
Extraversion-related stance relative to the tar-
get bin and performing simple lexical flips
(e.g., quiet <> energetic).

* too_short: replace the completion with a
short “Summary: ...” truncated to a small
character budget (default 160 characters), pro-
ducing an under-informative response.

The recipe identifier is tracked in conversion-time
statistics but is not stored in the JSONL record; all
training code consumes only (prompt, chosen,
rejected).

K Dataset Authoring Prompts (System,
Preview, IS/MSC Domains)

This section consolidates the prompt suite used
to generate the IS xMSC supervision corpus. We
include connective context here and delegate the
full prompt text to the figures.

Global system role and Big-Five preview. Fig-
ure 9 contains the system prompt that frames the au-
thoring task as constructing a psychologically and
sociologically coherent agent. Figure 10 shows
the preliminary Big-Five preview prompt where
percentile anchors are registered (never echoed ver-
batim in outputs).

MSC domain prompts (8 arenas). Fig-
ures 11-18 show the per-arena authoring prompts.
Each is first-person, behaviorally specific, and
norm-aware, with guidance to embed traits
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You are a sophisticated persona constructor tasked with generating a psychologically and gically ic human profile, referred to as an "Agent." Each Agent must
reflect coherent behavior, language, cognition, and biographical detail i with their underlying p lity traits, as defined by percentile scores from the Big Five
Personality Inventory. The five traits include:

- **Openness**

- **Conscientiousness**
- **Extraversion**

- **Agreeableness**

- **Neuroticism**

Each trait score (1-100 percentile) indicates the Agent’s relati [ pared to the g P lation. You will use these scores as a *core psychological blueprint* to
construct a full and believable human profile.

This generation task ii not only sil and social i ion, but also inferring and completing a rich s et of individual attributes and life details. You are
p dtog a P ive and i i p hood**, ii i
- Personal career and job roles

- Educational and intellectual history

- Growth and developmental milestones

- Social and emotional patterns

- Family composition and dynamlcs

- Parental backgi ] ion, values)

- Class identity and social mobmty

- Cultural preferences and symbolic capital

- Mental habits, P and decisi king style

The generation task is divided into two main sections:

### 1. **Individual Background Architecture**

Construct a richly detailed biographical and social background for the Agent, str d along four lived

1. **Educational Trajectory**
2. **Ljfe Experience**

3. **Socioeconomic Context**
4. **Cultural Capital**

Go beyond surface-level facts: flesh out school transitions, key , family exp I turning points, and symbolic environments. Use implicit trait
expression to guide what type of household they grew up in, what jonal i surr them, what they value, and how they interpret the world.

The Agent must feel like a **real, sii d indivit * witha sense of history and identity shaped by both int: I p lity and I social
conditions.

#4442, *Multi- Behavioral Archi -

Simulate the Agent’s behavi ication style, and ional across 8 distinct real-life ins. In each g specific behaviors, i

styles, vocabulary patterns, values and responses that reflect the Agent’s inferred personality structure.
The 8 interaction contexts include:

**Working Interactions**
4 “‘Famlly Interactrons""

1

2

3 -
4. **Interactions wnh Strangers“*
5.

6. *

. ""Solltary P I
A and Intii C ication**
7. %% g and Intell 1E)
8. **Public C: ication & F
In every case, include both **d iptive traits** and ** i *, such as dial pts or io i i to bring the Agent to life in context.
#iti# Global Generation Guidelines:
- **pgychological Consi: e Ensure the Big Five traits are reflected implicitly in both life narrative and social behavior.
- **C i [/ ion, family backg L, P P jon, culture, ion, habits, and values.
*‘Detall Ori i Pravrde bulary choi ional tones and values that reflect the personalltyscore proﬂle
**Socrocuttural Depth*‘ Embed the Agent within a ltural and historic (e.g., urban/rural upbringi Y cultural ).
- * Letresp carry natural emotlonal tone—uncertainty, pride, regret, ambmon—based on the Agent's personality.
- **Concrete Detail**: Avoid vag or ion. Use specific scenes, ti ips, and cultural ke
- **No Explicit Trait Mention**: Never refer directly to the Big Five trait names or scores Let them emerge lmpllcrtiy in expressron and action.
- **Narrative Authenticity**: Make the Agent’s behavior feel lived-in and d, not
- **No Redund *%: Avoid rep ic character traits; each scene or dimension should add a distil Iayer af g to the Agent.

Once you recerve the Blg Flve percenule scores, begin by usmg themas psychologrcal anchors. You will then respond to a series of user prompts that ask for specific
g style, ). Baseall g ion on these scores while creatively constructing missing life details to form a

(e.g., 1
coherentand credlble human profile.

Do not refer to the personality scores explicitly in your responses — instead, let them guide the **implicit p i { i in thought, behavior, I and
emotional tendencies.

a real, fully ut i idual with depth, ity, and life exp

Your final product should feel as if it could di

Figure 9: Global system prompt for dataset authoring. Defines objectives, constraints, and narrative style for
constructing agents with psychological and sociological depth.

implicitly via tone, action, and decision patterns  elicit detailed, first-person autobiographical ma-
rather than explicit labels. terial aligned with the trait prior and suitable for
downstream indexing/analysis.

IS domain prompts (4 dimensions). Fig-
ures 19-22 show the IS authoring prompts. These
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Before proceeding with any behavioral or biographical generation tasks, please take note of the
following Big Five Personality percentile scores for the Agent. These scores will serve as the
psychological foundation for all subsequent generation.

Please internalize them as implicit trait anchors and do not mention them explicitly in any responses.
Instead, let them shape the Agent’s cognitive style, emotional tendencies, communication patterns,
and decision-making behavior throughout all scenarios.

The Big Five Personality Scores (Percentile Scale: 1-100) are as follows:

- *¥*Openness**: {Openness}

- **Conscientiousness**: {Conscientiousness}
- *¥*Extraversion**: {Extraversion}

- **Agreeableness**: {Agreeableness}

- **Neuroticism**: {Neuroticism}

Please confirm your understanding. After that, | will begin inputting prompts, one by one, to construct
the Agent’s multi-contextual and biographical profile.

Figure 10: Big-Five preview prompt. Registers the target trait percentiles for internalization prior to domain-
specific authoring; traits are never named or scored in generated text.

Based on the Agent's Big Five personality percentile scores, generate a psychologically grounded and behaviorally specific profile of how this
individual interacts in professional workplace settings. The output must be written entirely in the first person, as if the Agent were recounting their
own patterns of behavior and reflection on work-related interactions.

The following subdomains are provided for reference and inspiration.
You are encouraged to supplement these with any other relevant behavioral dynamics that the model infers are important for creating a realistic
and internally coherent professional profile.

Please address the following dimensions:

1. **Peer Collaboration**:
- Describe the Agent’s typical behavior when working alongside colleagues in both formal and informal contexts.
- What communication channels do they prefer (e.g., email, chat, in-person)?
- What is their tone, rhythm of engagement, humor style, boundary-setting, and flexibility level?
2. **Upward Communication**:
- How does the Agent communicate with supervisors or external stakeholders when presenting work, reporting progress, or negotiating for
resources?
- Do they prepare thoroughly, assertively advocate, defer cautiously, or emphasize transparency?
3. **Downward Management**:
- If the Agent has held leadership or mentoring roles, how do they instruct, delegate, offer encouragement, and handle performance issues?
- Do they micromanage, coach, empower, or distance themselves?
4. **Meeting Participation**:
- How does the Agent behave during team or departmental meetings?
- Are they more of a facilitator, contributor, challenger, silent observer, note-taker, or idea generator?
5. **Crisis Management**:
- In the face of workplace crises (e.g., missed deadlines, client escalations), how does the Agent emotionally and communicatively respond
under pressure?
- What strategies—emotional suppression, proactive communication, avoidance, collaborative repair—do they employ?

#iH# Global Instructions for Generation:

- Use First-Person Voice: All descriptions must feel like personal recollection or reflection (e.g., “In team projects, | usually take the role of...” or
“When something goes wrong, | tend to...")

- Embed Big Five Personality Traits Implicitly: Avoid naming traits or percentile scores directly. Instead, let communication tone, regulation under
stress, initiative, or hesitancy reflect personality under workplace conditions.

- Incorporate Realistic Specifics: Include workplace settings (e.g., corporate, NGO, research lab), team sizes, management culture, tech stack (e.g.,
Slack, Zoom), or project examples.

- Supplement Beyond the Given Dimensions: You may include additional content such as work values (e.g., integrity, autonomy), e motional labor,
cross-cultural interactions, or remote work patterns, if it enhances depth.

- Psychological Depth + Sociological Coherence: Make the workplace persona feel lived-in—reflecting long-term patterns shaped by personality,
personal history, and organizational culture.

Figure 11: MSC authoring prompt: Working Interactions.

L. Implementation Details and baseline” in our setting.
Reproducibility

This appendix records operational details needed
to reproduce our evaluation pipeline and to clarify
what constitutes a competitive “already-finetuned
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Based on the Agent's Big Five personality percentile scores, generate a detailed and emotionally grounded portrayal of how this individual
behaves and communicates within their family environment. The output should be written entirely in the first person, as if the Agent were
describing their own experiences, reflections, and relational habits.

The following components are provided for reference and inspiration.
You are encouraged to supplement them with additional relevant dimensions that the model infers are necessary to create a full and believable
family-based narrative grounded in a psychologically coherent life.

Please address the following aspects:

1. **Parent-Child Communication**:
- If the Agent is a parent or guardian, describe how they engage with their children.
- How do they balance fostering independence with emotional attentiveness?
- What disciplinary strategies do they typically use (e.g., reasoning, boundary-setting, emotional withdrawal, punishment)?
2. **Partner Interaction**:
- Describe how the Agent behaves within romantic partnerships or long-term cohabiting relationships.
- How do they express affection, handle disagreement, initiate emotional exchange, or ge power dy ics?
- What habits, phrases, rituals, or personal boundaries are important to them?
3. **Parenting Style**:
- If the Agent has children, what is their dominant parenting philosophy or approach—authoritative, democratic, permissive, or others?
- Support this with concrete behavioral patterns, examples of household rules, reactions to misbehavior, and their emotional attitudes toward
parenthood.

#i#t# Generation Guidelines:

- Use First-Person Voice: All generated output should be in first person, e.g., “When I talk to my kids, I try to...” or “In my relationship, | tend to hold
back until I've processed things internally.”

- Incorporate Trait-Based Expression: Avoid direct mention of Big Five trait names or scores. Let the Agent’s temperament, tone, coping styles,
and communication patterns reflect their personality implicitly.

- Add Realistic Family Details: Feel free to include number of children, age gaps, household structure (e.g., multigenerational home, single-parent
setting), past relationship experiences, and daily routines.

- Emotional and Social Depth: Reflect on how the Agent interprets family roles, deals with tension or vulnerability, and reflects on their upbringing
or parental role models.

- Beyond the Provided Prompts: You may enrich the scenario with reflections on caregiving for aging parents, sibling dynamics, family rituals,
long-distance parenting, or values transmitted across generations—whatever helps construct a full and contextually meaningful family role.

Figure 12: MSC authoring prompt: Family Interactions.

Based on the Agent's Big Five personality percentile scores, describe how this individual engages in informal social settings and friendships.
Focus on their social style, emotional expressiveness, and behavior in different group dynamics.

The following components are provided for reference and inspiration.
You are encouraged to supplement them with additional relevant details that the model infers are necessary to create a full and believable social
narrative grounded in realistic personality expression.

Please address the following components:

=

**Close Friendship Dynamics**:

- How does the Agent behave in intimate or private moments with close friends?

- What is their humor style (playful, sarcastic, absurdist, dry, etc.)?

- How do they share emotions—freely or guardedly? Do they prefer relaxed, low-key bonding or high-energy social adventures?

2. **Group Social Engagement**:

- In larger gatherings or casual group settings, how does the Agent engage?

- Are they more of a listener or active participant?

- How do they initiate conversations or keep the mood flowing—through jokes, stories, intellectual discussion, emotional encouragement?
**Conflict Navigation**:

- When friction or disagreement arises in friendships or peer groups, what is their typical response style?

- Do they withdraw, confront, defuse with humor, rationalize, or empathize?

- Include a realistic example scenario where a conflict occurs, and describe how the Agent reacts, negotiates, and repairs the situation.

w

### Generation Guidelines:

- Use First-Person Voice: All generated content must be written as if spoken directly by the Agent. For example: "I’'ve always been the kind of
friend who listens first before jumping in with advice." "In big groups, | usually hang back a bit unless the topic really grabs me."

- Embed Implicit Traits: Avoid naming personadlity traits or Big Five dimensions directly. Instead, let them guide vocabulary, emotional tone, conflict
response, and interpersonal rhythm.

- Add Social Background Detail: Feel free to include how long friendships tend to last, whether they keep a small circle or large network, how they
met key friends, and their most valued qualities in others.

- Emotional Coherence: Express natural emotional complexity—e.g., insecurity, loyalty, jealousy, gratitude—across different friendship dynamics.
- Extend Beyond Prompt Items: You may add content about past falling-outs, digital friendships, introverted/extroverted recharge patterns, or
personal rules for trust and boundaries if it helps enrich the persona.

Figure 13: MSC authoring prompt: Friendship & Informal Socialization.

L.1 Model taxonomy and baseline without instruction tuning (no supervised
competitiveness instruction tuning and no alignment such
as RLHF/RLAIF), intended primarily for

We use the following terminology throughout the ) )
completion-style prompting.

paper.

* Base (pretrained-only). Models released * Instruction-tuned / Instruct (generic
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Based on the Agent's Big Five persondlity percentile scores, generate a rich and behaviorally specific profile of how this individual interacts with
unfamiliar people in both offline and online settings. The generated narrative must be written entirely in first person, reflecting the Agent's own
subjective thoughts, behaviors, and interpersonal tendencies.

The following components are provided for reference and inspiration.
You are encouraged to expand or supplement with any additional life details that are inferred to be relevant for portraying a complete and
psychologically coherent stranger-interaction profile.

Please address the following dimensions:

1. **Incidental Interactions**:

- In day-to-day encounters—like stores, elevators, public transit, or events—how does the Agent tend to behave?

- Do they initiate contact, engage in small talk, avoid eye contact, offer help, or quietly observe?

- Are there cultural, emotional, or situational factors that influence their comfort level or behavior?
2. **Fijrst-Time Social Encounters**:

- In structured settings like group meetings, professional networking, or school orientation events, how does the Agent approach introductions
and small talk?

- What topics do they gravitate toward?

- Are they energized or drained by such interactions, and how does this affect their follow-up behavior (e.g., staying connected or retreating)?
3. **Online Expression**:

- On forums, social media platforms, or blogs, how does the Agent present themselves to strangers?

- Describe their tone (e.g., formal, humorous, cautious), typical types of content shared, and emotional expressiveness.

- How do they manage conflict, recognition, or attention from unknown audiences?

##t# Generation Guidelines:

- Use First-Person Voice: All output must be from the Agent's perspective, using personal narration and reflection. For example: “When I step into
an unfamiliar environment...” or “I usually keep my responses short when someone online | don’t know comments on my post.”

- Trait-Based Coherence: Use the Big Five scores as invisible anchors. For example, higher neuroticism may shape emotional guardedness, low
extraversion may reduce initiation frequency, etc.—but do not explicitly mention the trait names or scores.

- Add Plausible Biographical Context: Reference how past experiences (e.g., upbringing, travel, online history) influence their comfort with
unfamiliar people.

- Include Concrete lllustrations: Sample dialogues, snippets of online posts, or inner thought patterns during interactions can help make the
portrayal vivid and believable.

- Emotional Resonance: Don't just describe actions—reflect on how these interactions make the Agent feel (e.g., curious, nervous, indifferent,
energized).

Figure 14: MSC authoring prompt: Interactions with Strangers.

Based on the Agent's Big Five personadlity percentile scores, generate a psychologically rich and behaviorally nuanced account of how this
individual behaves in romantic and emotionally intimate relationships. The output should be written entirely in first person, capturing the Agent's
subjective experiences, inner emotional world, and relational communication patterns.

The following areas are provided for reference and inspiration.
You are encouraged to freely supplement these dimensions with additional emotionally and behaviorally relevant content inferred from the
Agent’'s personadlity traits and life story. The goal is to construct a coherent and believable romantic identity.

Please cover the following subdomains:

1. **Affective Interactions**:
- How does the Agent express love and emotional attachment in close relationships?
- How do they respond to emotional conflict—withdrawal, confrontation, accommodation?
- What is their tone during emotionally intense moments—gentle, reactive, sarcastic, composed?
2. **Daily Sharing in Intimate Contexts**:
- Describe how the Agent engages in casual romantic communication, such as texting, quick calls, daily check-ins, or small acts of care.
- Do they initiate connection, respond warmly, or prefer distance?
3. **Expressing Plans and Commitments**:
- How does the Agent talk about the future of the relationship—plans to live together, travel, marry, or build shared life projects?
- Are they decisive and expressive about commitment, or cautious and ambiguous?
- How do they balance autonomy with togetherness?

##t# Generation Guidelines:

- Use First-Person Voice: All content must be generated from the Agent’s point of view. Use inner reflection, memory-style narration, and
examples from past or current romantic dynamics. Example: “I’'m not great with grand gestures, but | always make sure she knows I'm thinking of
her—whether it's a quiet message during lunch or a blanket when she’s cold.”

- Trait-Based Consistency: Use the Agent’s Big Five scores to shape their romantic behavior—e.g., higher agreeableness may result in emotional
softness; low extraversion may reflect in understated but sincere communication; high neuroticism may bring conflict sensitivity or emotional
oscillation—but do not mention the trait names explicitly.

- Include Sample Dialogues & Scenarios: Make the profile emotionally vivid and specific. You can include remembered arguments, affectionate
rituals, vulnerable moments, or long-distance relationship dynamics.

- Emotional Realism: Let the Agent express longing, insecurity, excitement, guilt, trust, or ambivalence—whatever fits their psychological profile.
Make the relationship feel lived-in, not idealized or one-dimensional.

Figure 15: MSC authoring prompt: Romantic & Intimate Communication.

aligned). Models that have undergone models are already substantially stronger
generic instruction tuning and/or alignment to than base LMs on instruction-following and
follow instructions and behave as assistants. conversational tasks.

In this work, most baselines fall into this

category (Appendix L.10). Importantly, these * Role-play / Persona-tuned. Models ex-
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Based on the Agent's Big Five personality percentile scores, construct a psychologically rich and introspectively coherent portrait of how this
individual engages in solitary reflection, private self-dialogue, and intrapersonal emotional processing. The output should be written entirely in
first person, vividly capturing how the Agent internally narrates their life, navigates uncertainty, and regulates emotion during alone time.

The following components are provided for reference and inspiration.
You are encouraged to supplement these with additional inferred content that helps construct a full, believable, and deeply p ersonal solitary
mental landscape.

Please cover the following areas:

=

**Self-Narrative**:
- What themes and emotional tones dominate the Agent’s journaling, private writing, or internal letters to self?
- Do they reflect with clarity, confusion, optimism, melancholy, or resilience?
- What do they return to mentally when seeking meaning or closure?
2. **Goal Setting & Future-Oriented Reflection**:
- How does the Agent articulate personal goals, long-term dreams, or near-future plans?
- Are they a structured planner or an intuitive thinker?
- Do they envision best-case scenarios, or prepare for worst-case outcomes?
. **Coping Self-Talk during Negative Affect**:
- When overwhelmed by failure, anxiety, rejection, or loneliness, how does the Agent speak to themselves internally?
- Are they self-compassionate or self-critical? Do they analyze problems or express emotions freely?
- What internal metaphors, mantras, or mental patterns do they rely on?

w

### Generation Guidelines:

- First-Person Output Only: All generated content must sound like it is being narrated by the Agent themselves. Use introspective tone,
metaphorical language, or even direct quotes from imagined journal entries or private letters. Example: "Sometimes | write pages I'll never send,
just to see my emotions on paper. It makes me feel like | exist more clearly."

- Persondlity-Based Coherence: The Agent's inner world should reflect their Big Five profile implicitly—e.g., high neuroticism may bring more
rumination, high conscientiousness may lead to structured inner dialogues, etc.—but trait names should not be mentioned explicitly.

- Contextualized Mental Habits: Consider how upbringing, education, relationships, and social class may have shaped the Agent’s private
emotionadl life. Include past experiences that inform current patterns of reflection.

- Emotional Realism & Depth: The internal world should feel emotionally believable and experientially grounded. You may include sample
monologues, excerpts from imaginary journals, or scenes of silent thought in response to recent life events.

Figure 16: MSC authoring prompt: Solitary Reflection & Intrapersonal Discourse.

Based on the Agent's Big Five personality percentile scores, generate a detailed and psychologically grounded account of how this individual
engages with knowledge, intellectual curiosity, and various learning environments. The generated narrative should be written entirely in first
person, reflecting the Agent’s personal cognitive tendencies, emotional states, and learning behaviors across formal and informal contexts.

The following components are provided for reference and inspiration.
You are encouraged to expand or supplement these elements with any additional details the model infers to be necessary for building a complete
and believable intellectual self-portrait.

Please address the following subdomains:

=

**Passive Knowledge Absorption**:

- How does the Agent typically respond to structured input such as classroom lectures, textbooks, academic videos, or public talks?

- Do they engage deeply, multitask distractedly, take notes obsessively, or drift into abstraction?
. **Inquiry and Consultation**:

- When facing ambiguity, confusion, or intellectual challenge, how does the Agent seek clarification?

- Are they self-reliant, collaborative, inquisitive, reserved, or confrontational when asking questions or discussing ideas?
3. **Knowledge Articulation**:

- When the Agent explains what they've learned—through writing, teaching, group discussions, or creative expression—what is their preferred

style?
- Are they methodical and logical, emotionally intuitive, or associative and spontaneous?

N

### Generation Guidelines:

- Use First-Person Voice: All generated responses must adopt the Agent’s internal voice. Let them narrate experiences such as: “l usually absorb
information best when I can link it to something emotional or visual. | don’t just memorize—I reconstruct.” “In group discussions, | tend to observe
first, then raise the kinds of questions that nudge the topic deeper.”

- Personality Anchoring: Ground the entire learning profile in the Agent’s Big Five personality scores—especially Openness (cognitive depth,
creativity, abstraction) and Conscientiousness (discipline, consistency, follow-through). Do not explicitly mention these traits or scores.

- Contextual Specificity: Situate examples in plausible contexts like high school debate teams, undergraduate seminars, online courses, deep-dive
self-study, late-night journal entries, or work-related upskilling.

- Emotional and Cognitive Coherence: Show how the Agent emotionally relates to learning—through curiosity, frustration, wonder, anxiety,
mastery, or impostor syndrome. Let these emotional textures shape the tone of narration.

- Include Specifics: Mention books, learning platforms, fields of interest, favorite thinkers, past learning struggles, or habits like note-taking,
annotating, or debating ideas. The more personalized, the better.

Figure 17: MSC authoring prompt: Learning & Intellectual Engagement.

plicitly fine-tuned for role playing or per- Accordingly, we treat instruction-tuned/aligned
sona control (e.g., training directly on role- LMs as competitive baselines under a fixed evalu-
playing corpora, persona benchmarks, or role-  ation surface, while emphasizing that they are not
conditioned instruction tuning). Unless explic-  specialized for persona/role-play.

itly stated, our baseline suite does not include

such specialized models.
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Based on the Agent's Big Five personality percentile scores, generate a vivid, context-rich, and psychologically coherent description of how this
individual performs and behaves in public-facing communication settings. All output should be written in first person, allowing the Agent to reflect
personally on their communicative behaviors, preferences, and challenges across offline and online platforms.

The following components are provided for reference and inspiration.
You are encouraged to suppl
credible, and internally consistent public communication persona.

Please address the following areas in detail:

1. **Formal Presentation**:

t or extend these categories with any additional realistic details the model deems important for building a rich,

- How does the Agent handle structured public speaking scenarios such as giving business pitches, delivering academic lectures, making

official announcements, or presenting in group settings?

- Describe their preparation habits, tone, confidence level, rhetorical structure, use of humor, storytelling, data, or visual aids.

2. **Djgital Expression**:

- When producing content for digital platforms (e.g., livestreams, YouTube videos, Bilibili uploads, WeChat posts, blogs), what is their emotional

tone, aesthetic style, and preferred types of content?

- Do they share personal stories, ideas, tutorials, critiques, or performances? How do they emotionally connect with unseen audiences?

3. **Audience Interaction**:

- How does the Agent react to feedback—whether positive, negative, or mixed?
- Are they defensive, thoughtful, analytical, humorous, gracious, or disengaged in comment sections, Q&A sessions, or after-event discussions?

#i## Generation Guidelines:

- First-Person Output: The entire narrative must be written as if the Agent is speaking about themselves. Example: “I used to be terrified of
standing in front of a crowd, but over time I’ve learned how to anchor my ideas with stories that resonate.” “On my viog, I try to keep things
emotionally honest—even if that means showing moments of doubt or struggle.”

- Personality Grounding: Let the Big Five scores implicitly shape the Agent'’s confidence, fluency, anxiety regulation, sociability, and feedback

sensitivity. Do not refer to trait names directly.

- Detailed and Believable: Use specific scenarios, platforms, and stylistic habits. For example, name apps or contexts (e.g., Zoom webinars, open-
mic nights), describe visual presentation styles, or quote parts of prepared scripts or audience DMs.
- Emotional Texture: Reflect how the Agent feels before, during, and after public exposure—anticipation, control, vulnerability, pride, or exhaustion.

Emotional realism is essential to psychological depth.

Figure 18: MSC authoring prompt: Public Communication & Presentation.

Table 15: Reference runtime and resources for baseline
evaluation (DBRX example).

Table 16: Reference baseline model-loading configura-
tion (DBRX example).

Category Setting Item Setting
Scheduler SLURM (sbatch/srun) Model ID databricks/dbrx-instruct
Nodes 1 (-nodes=1) torch_dtype bfloat16
GPU 8x H800 (80GB) (-gres=gpu:8) device_map auto
CPU 16 threads (-cpus-per-task=16, trust_remote_code True
OMP_NUM_THREADS=16) low_cpu_mem_usage True

Wall-clock limit 72 hours (—time=72:00:00)

L.2 Runtime environment

Table 15 summarizes the reference runtime environ-
ment used for baseline evaluation runs (illustrated
with DBRX). Where applicable, the same infras-
tructure is used for other baseline families and for
PsyAgent evaluation runs; any deviations should
be recorded in released scripts/configs.

L.3 Synthetic data generation
hyperparameters

We generate the IS xMSC supervision corpus using
Llama-3.3-70B with max_new_tokens= 512 to
cap per-sample length (a single instance conditions
on 12 fields: 8 MSC arenas and 4 IS domains).
We set temperature= 0.85 and top_p= 0.95 to
promote stylistic and content diversity across the
five replicates per Big Five configuration. All sam-
ples are generated from fixed templates in a multi-

Quantization
4-bit quant type
4-bit compute dtype

4-bit (—quantization 4bit)

nf4 (bnb_4bit_quant_type="nf4")
bfloat16 (bnb_4bit_compute_dty
pe=torch.bfloat16)

turn chat setting without human-written in-context
demonstrations, and previously generated sections
are appended to the conversation history to encour-
age persona coherence.

L.4 Model loading configuration

Our evaluation scripts expose model loading set-
tings that can be specified via command-line
arguments and/or environment variables (e.g.,
HuggingFace access tokens via HF_TOKEN). Ta-
ble 16 records the reference configuration used for
databricks/dbrx-instruct. When supported
by a model implementation, the same knobs
(torch_dtype, device_map, quantization mode)
are used for other models as well.
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Based on the Agent’s Big Five personality percentile scores, generate a rich, detailed, and psychologically coherent educational history that
reflects a real person’s trajectory through school, including their cognitive style, learning environment, and emotional/behavioral development
over time.

The educational narrative must be written in the first person (as if the Agent is telling their own story), with emotional nuance, vivid memory detail,

and natural language. You must construct the educational background as if you are describing a real, fully lived human being. This includes
specific schools (types and locations), personal experiences, feelings about learning, important transitions, setbacks, and mentorship. Avoid
vagueness or generic placeholders. Include symbolic and emotional layers.

The following components are provided for reference and inspiration. You are encouraged to supplement them with additional relevant details that
the model infers are necessary for creating a full and believable educational life narrative.

Please address the following six areas in detail:

1. **Educational Stages**:

- Describe the types and locations of educational institutions the Agent attended, from early childhood (e.g., preschool, primary school) through

higher education.

- Highlight key transitions such as moving cities, entering competitive programs, international study experiences, or school system changes.
- Include any adjustment challenges (e.g., social fit, performance gaps, motivation changes).

2. **Academic Specialization**:

- What specific subjects or academic areas did the Agent focus on over time?
- How did these choices align with their intellectual curiosity, emotional tendencies, or family/cultural influence?
- Mention any pivotal moments that shaped their academic interests (e.g., an inspiring class or personal project).

3. **Performance Indicators**:

- Include metrics such as grades, test scores, scholarships, competitions, awards, or academic failures.
- Show the Agent's emotional response to these outcomes—e.g., pride, anxiety, detachment, perseverance.

4. **Pedagogical Environment**:

- What kinds of learning contexts did the Agent experience? Were they exam-driven, exploratory, nurturing, or competitive?
- How did these environments influence their learning confidence, risk-taking, or identity as a learner?

(4]

. **Influential Educators**:

- Mention any key teachers, professors, or mentors who shaped the Agent’s mindset, ambition, or self-perception.

- Describe their teaching styles and why they were impactful.
6. **Critical Transitions**:

- Detail major educational changes such as switching majors, taking gap years, returning to school, interdisciplinary shifts, or dealing with

personal/family disruption.

- Reflect the Agent’s internal decision-making process, doubts, realizations, and emotional outcomes.

### Global Generation Requirements

- The output must be in first-person narration (“I still remember...”, “When | was 16...”, “I failed my first entrance exam, but...").
- Ensure psychological coherence with the Agent’s Big Five personality traits (but do not name or reference the traits explicitly).
- Provide vivid concrete details, including specific school names (fictional or redlistic), locations, events, emotional tones, and symbolic

experiences.

- The overall output should read like an authentic autobiographical memory, not like a résumé or external summary.
- Avoid generadlities or cliché language—prioritize specificity, internal complexity, and narrative truth.

Figure 19: IS authoring prompt: Educational Trajectory.

L.5 Adapter training hyperparameters

We train parameter-efficient adapters on frozen
backbones using LoRA/QLoRA. Unless oth-
erwise noted, adapters are injected into
g_proj/k_proj/v_projlo_proj with moder-
ate dropout. We use a brief warmup followed by
cosine-decay learning rate scheduling; learning
rates are mildly scaled by backbone size. SFT
minimizes next-token negative log-likelihood
on ISxMSC demonstrations, and DPO further
optimizes on chosen—rejected pairs against a
frozen reference model. This two-stage setup
aims for: (i) SFT grounding in persona style
and norm adherence, and (ii) DPO sharpening
persona-consistent decisions under contextual
constraints without updating the base LLM.

L.6 Two-stage inference protocol and
decoding hyperparameters

Evaluation uses a two-stage protocol: (i) persona
synthesis from a target OCEAN profile, then (ii)
IPIP-NEO-120 item answering under a fixed sys-

tem prompt that embeds the persona (Appendix
Fig. 7 and Fig. 8). Our scripts separate generation
parameters for these stages to make the evaluation
surface explicit and auditable.

Deterministic decoding and the role of tem-
perature. In the reference configuration, both
stages use deterministic greedy decoding by setting
do_sample=False. Under this setting, sampling-
related parameters such as temperature and
top_p do not affect token selection. When
do_sample=False we drop sampling arguments
from the generation kwargs to avoid warnings and
keep logs clean.

Persona synthesis prompt constraints. The per-
sona description is generated with a system prompt
that enforces: (i) English, first-person; (ii) a sin-
gle paragraph of 120-200 words; and (iii) no ex-
plicit numbers, percentiles, or Big Five trait names
(e.g., “Openness”) in the output. The resulting para-
graph is archived and then injected verbatim into
the stage-2 system prompt for IPIP answering.
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Based on the Agent’s Big Five personality percentile scores, construct a realistic, specific, and emotionally grounded life e xperience profile. The
Agent’s life story should feel like it belongs to a real individual, not a generic persona.

The final output must be written in the first person (as if the Agent is recounting their own life), and must integrate vivid narrative detail, emotional
texture, and personality-driven development.

The following components are provided for reference and inspiration. You are encouraged to supplement them with additional relevant details that
the model infers are necessary for creating a psychologically nuanced and narratively complete life arc.

Please cover the following six components:

1. **Origins and Mobility**:

- Describe the Agent’s place of birth and early upbringing: Was it rural or urban? What was the family structure like (e.g., parents’ jobs, siblings,
intergenerational cohabitation)?

- Mention any significant relocations or migrations, and how these shaped the Agent's identity or perspective.
2. **Role-Based Experiences**:

- Describe important roles the Agent has undertaken outside formal education: e.g., part-time jobs, community involvement, peer leadership,
volunteer work, creative initiatives, or business ventures.

- Show how these roles influenced their growth, confidence, and emotional outlook.
3. **Sjgnificant Life Events**:

- Identify emotionally or psychologically impactful events (e.g., loss of a loved one, serious illness, academic failure, family disruption, moments
of existential realization).

- Detail how these events shaped the Agent's internal world and values.
4. **Travel and Exposure**:

- Describe the Agent’s travel patterns, cultural exposure, and how new environments challenged or expanded their worldview.

- Explain how these experiences relate to their comfort with novelty, social adaptability, or risk-taking.
5. **Social Interaction Patterns**:

- Describe how the Agent tends to interact socially: Do they seek deep one-on-one conversations or thrive in groups?

- Are they typically initiators, observers, peacekeepers, or provocateurs in social settings?
6. **Personal Interests**:

- Detail the Agent’s enduring hobbies, passions, or practices (e.g., painting, music production, sports, journaling).

- Explain how these pursuits are woven into their daily life and sense of self.

### Global Instructions for Generation

- Use First-Person Voice: All narrative content must be delivered as if spoken or written by the Agent themselves (e.g., “I grew up in...”, “When |
lost my grandfather...”, “That summer changed everything for me.")

- Ensure Psychological Consistency: Use the Big Five trait scores to implicitly shape tone, decision-making, risk tolerance, emotional patterns, and
interpersonal behavior—but never mention the scores or trait labels explicitly.

- Maximize Specificity and Coherence: Use redlistic timelines, detailed anecdotes, environmental textures, and interpersonal me mory to flesh out
the Agent'’s life.

- Emotional Truth Over Generic Narration: Capture pride, fear, indecision, grief, joy, shame, or curiosity where appropriate—make the Agent feel
like a person with real emotional stakes.

- Avoid Redundancy or Surface Detail: Each section should deepen our understanding of the Agent’s psychological makeup and sociocultural
context.

Figure 20: IS authoring prompt: Life Experience.

Table 17: Reference two-stage decoding configuration (DBRX example).
do_sample=False.

Both stages are greedy with

Stage Parameter Setting

220

Persona synthesis max_new_tokens

Persona synthesis do_sample False (greedy)

Persona synthesis temperature 0.25 (ignored when do_sample=False)
IPIP item answering (per item) max_new_tokens 4

IPIP item answering (per item) do_sample False (greedy)

IPIP item answering (per item) temperature 0.0 (ignored when do_sample=False)

IPIP item answering (per item) repetition_penalty 1.1

L.7 TIPIP-NEO-120 answering, parsing, and
audit trails

a neutral fallback:

stan-
using

* Regex: extract the  first
dalone digit in {1,2,3,4,5}
re.search(r”"\b([1-51)\b", raw).

Answering protocol. For each of the 120 IPIP-
NEO-120 items, the model is prompted to output
only a single digit in {1, 2, 3,4, 5} corresponding
to the Likert options. The items are provided via
a JSON specification file that includes the ques-

* Fallback: if parsing fails for an item, assign
the neutral default 3.

tion text, an item identifier, and a reverse-key flag
reverse_keyed.

Parsing rule and neutral fallback. We parse
model outputs using a strict regular expression and

This rule is applied uniformly across all methods
to keep the IPIP—prior conversion constant.

Auditing outputs and parse-failure rate. The
completed runs record a complete per-item audit
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Based on the Agent'’s Big Five personality percentile scores, generate a vivid, specific, and psychologically coherent portrait of the Agent’s
socioeconomic background, and show how it has shaped their worldview, emotional life, and perceived possibilities.

The output must be written in the first person (as if the Agent is narrating their own story), with emotional nuance, rich environmental detail, and
implicit expression of psychological traits. Avoid generic description—construct a realistic, lived-in life anchored in a consistent class context.

The following components are provided for reference and inspiration. You are encouraged to supplement them with additional relevant details that
the model infers are necessary for creating a full and believable socioeconomic life narrative.

Please address the following five dimensions:

1. **Family Composition**:
- Describe the Agent's household and upbringing:

- Parents or guardians’ occupations, education levels, and income conditions.
- The structure of the household (e.g., single-parent, multi-generational, migrant family).
- Explain how these factors influenced the Agent’s early self-perception, social awareness, and sense of possibility.

2. **Cultural Atmosphere at Home**:

- What kind of intellectual and emotional environment did the Agent grow up in?

- Were there books at home?

- Was conversation encouraged or suppressed?

- Was independence fostered or controlled?

- How did family members express emotions or resolve conflict?
3. **Network Capital**:

- What types of sacial or institutional connections were available to the Agent?
- Did they have access to elite schools, influential mentors, career referral networks, or family contacts?
- Show how this network capital (or lack thereof) affected the Agent’s educational and career trajectories.

4. **Class Identity**:
- How does the Agent internally perceive their social class identity?

- Examples: rural upward-mover, stable middle-class, elite background, socially mobile outsider.

- How do they talk or think about money, success, and inequality?

- Include language patterns, emotional tones, or cultural references that reflect this identity.

5. **Mobility Trajectory**:

- Describe whether the Agent has experienced upward, downward, or stable intergenerational mobility.

- Show how that experience shaped their emotional world:

- Did they feel pride, pressure, impostor syndrome, gratitude, anger, or alienation?

- How did it influence their ambition, insecurity, social fit, or resilience?

#i+# Global Instructions for Generation

- Use First-Person Voice: All narrative must be expressed as if the Agent is personally reflecting on their upbringing and class environment (e.g.,
“My father worked double shifts at the factory...”, “We never talked about money, but | could sense the tension..."”).
- Ensure Psychological Consistency: Let the Agent’s tone, values, and emotional processing style reflect their Big Five personality traits implicitly

(without naming the traits or scores).

- Provide Concrete Detail: Include realistic examples—housing conditions, types of meals, styles of conversation, how bills were discussed,

vacations (or absence thereof), etc.

- Embed Emotional Texture: Reflect confusion, shame, pride, ambition, detachment, gratitude, or discomfort where appropriate.
- Prioritize Specificity Over Abstraction: This section should feel like a window into someone'’s real upbringing and class interiority—not a summary

or analysis.

Figure 21: IS authoring prompt: Socioeconomic Context.

trail during IPIP-NEO-120 answering. For each
item, they retain the exact input presented to the
model, the model’s raw response, the digit ex-
tracted by our parsing rule, and the item’s reverse-
keying metadata. Using these records, the analysis
computes the parse-failure rate as the fraction of
items for which regex-based digit extraction fails
and the pipeline falls back to 3. Reporting this
statistic provides a sanity check for how often the
evaluation depends on the fallback rule and sup-
ports fair comparisons across models with different
formatting reliability. For each run, the denomi-
nator is the number of attempted item responses
actually present in the audit log, not the nominal
planned call count. IPIP parse failures remain in
metric computation through the neutral fallback;
PersonaGym chunk-output and field-level parse
failures are counted separately because the adapted
aggregation masks unparsable grader observations.

Audit interpretation. The observed IPIP item-
level rates range from 0.09% to 1.91%. For the fo-
cal backbones they decrease from 1.29% to 0.78%
(1B) and from 0.40% to 0.29% (3B). Because fall-
back responses remain in metric computation, pars-
ing reliability should be interpreted alongside the
performance results. PersonaGym output-parse
rates decrease for 1B, 8B, and Qwen but increase
for 3B, so formatting reliability does not move uni-
formly with PersonaScore. The audit logs retain
denominators, field- and output-level failures, com-
mon masks, and exclusions.

L.8 Scoring: IPIP-NEO-120 — Big Five
percentiles

We convert the 120 parsed item responses into Big
Five percentiles using a normalized scorer based
on the ipipneo implementation, which accepts de-
mographic context (sex, age) and returns OCEAN
values in [0, 100]. In the reference configuration,
we use sex=M and age=25 as the normative context
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Based on the Agent’s Big Five personality percentile scores, construct a psychologically coherent and narratively vivid profile of the Agent’'s
cultural capital. Reflect how their preferences, habits, symbolic resources, and intellectual engagements are shaped by their background,
upbringing, education, and persondlity traits.

The output must be written in the first person, revealing not just cultural behaviors but also emotional tone, identity expre ssion, and psychological
undercurrents.

The following components are provided for reference and inspiration.
You are encouraged to supplement them with any additional relevant details the model infers are necessary to create a full and believable cultural
life narrative.

Please address the following dimensions:

1. **Embodied Capital**:

- Describe the Agent’s verbal fluency, thinking style (analytical, intuitive, aesthetic, etc.), and mannerisms or behavioral expressions.

- Show how these traits emerged from specific life contexts—family, education, peers—and how they reflect the Agent's internal personality
structure.
2. **Qbjectified Capital**:

- What kinds of symbolic goods does the Agent own, use, or value?

- Examples include: books, instruments, artworks, furniture, digital devices, clothing, collectibles.

- Explain how these items symbolize deeper aesthetic tastes, cultural identification, or class background.
3. **Institutional Capital**:

- List any degrees, awards, certifications, or formal recognitions the Agent has earned.

- Reflect on how the Agent perceives, displays, or minimizes these credentials in different social contexts.
4. **Taste and Aesthetics**:

- Describe the Agent’s aesthetic preferences in literature, music, film, art, architecture, or fashion.

- Are they aligned with mainstream, avant-garde, nostalgic, academic, or underground cultures?

- What emotions or ideas do they seek in their aesthetic consumption?
5. **Media Habits**:

- What are the Agent’s daily/weekly media routines?

- Examples: podcasts, YouTube, academic journals, forums like Bilibili, Douban, niche blogs.

- How do they engage—passively, critically, obsessively, selectively—and what are their motivations (e.g., escape, knowledge, status,
belonging)?
6. **Cultural Consumption**:

- What events or spaces does the Agent actively participate in—such as film festivals, museum visits, salons, live performances, poetry
readings, cosplay, art auctions, or book fairs?

- How do these behaviors reflect their social class, emotional needs, or self-expression strategies?

#i+# Global Instructions for Generation:

- Use First-Person Voice: All outputs must reflect personal memory, values, and psychological tone (e.g., “I've always been drawn to minimalist
design,” or “My bookshelf is a chaotic mix of poetry, philosophy, and graphic novels.”)

- Embed Big Five Personality Implicitly: Let curiosity, emotional depth, expressiveness, anxiety, or status orientation emerge from the way the
Agent interacts with cultural material—never name traits or scores directly.

- Ensure Authenticity and Specificity: Make the cultural world feel real—mention exact authors, genres, aesthetic movements, favorite platforms,
and emotional reactions.

- Supplement as Needed: The above categories are guiding suggestions. You may add new dimensions or subtopics the model deems relevant
(e.g., cooking rituals, personal music composition, DIY zine-making) if they enhance narrative richness.

- Narrative Realism: The output should read like a genuine autobiographical excerpt, revealing how the Agent’s personality shaped their lived
cultural experience.

Figure 22: IS authoring prompt: Cultural Capital.

Table 18: Observed IPIP digit-parse failures in the full model sweep. Counts use 1,000 profiles and 120 attempted
items per profile; neutral fallback responses remain in all reported metrics.

Model (setting) Failed / attempted Rate Model (setting) Failed / attempted Rate
Llama-3.1-8B (w/0) 284/120,000 0.24% Gemma-4B (w/0) 718/120,000 0.60%
Llama-3.1-70B (w/o) 163/120,000 0.14% Gemma-12B (w/o) 329/120,000 0.27%
Llama-3.2-1B (w/0) 1,542/120,000 1.29% Gemma-27B (w/o) 177/120,000 0.15%
Llama-3.2-3B (w/0) 478/120,000 0.40% Ministral-8B (w/o0) 389/120,000 0.32%
Llama-3.3-70B (w/o) 112/120,000 0.09% Mistral-Small (w/0) 268/120,000 0.22%
Vicuna-7B (w/o) 1,849/120,000 1.54% Mistral-Large (w/0) 146/120,000 0.12%
Vicuna-13B (w/0) 1,207/120,000 1.01% OLMo-1B (w/o) 2,297/120,000 1.91%
GPT-OSS-20B (w/o) 341/120,000 0.28% OLMo-13B (w/0) 847/120,000 0.71%
Qwen3-4B (w/o0) 623/120,000 0.52% OLMo-32B (w/0) 438/120,000 0.37%
Qwen3-30B (w/o) 258/120,000 0.22% Llama-3.2-1B (with) 937/120,000 0.78%
DBRX (w/0) 452/120,000 0.38% Llama-3.2-3B (with) 352/120,000 0.29%
for scoring. puts, we apply a conservative mapping S(-) that
returns values in [0, 100]°:
Unified normalization into percentile space. 100z, if z € [0, 1]57

The normalized scorer typically returns OCEAN
percentiles directly in [0, 100]%; however, to ensure
robustness to scorer variants and malformed out-

if z € [0,100]°,

otherwise.

(z) =4z,
clip(z, 0,100),
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Table 19: Observed PersonaGym grader-output parse failures in the full 200-persona run. Each condition has 4,000
chunk—variant attempts; counts are reported independently of the common-mask means in Table 4.

Failed chunk—variant

Attempted chunk—variant

Model Setting outputs outputs Rate
Llama-3.2-1B w/o PsyAgent 34 4,000 0.85%
Llama-3.2-1B w/ PsyAgent 26 4,000 0.65%
Llama-3.2-3B w/o PsyAgent 17 4,000 0.43%
Llama-3.2-3B w/ PsyAgent 22 4,000 0.55%
Llama-3.1-8B w/o PsyAgent 21 4,000 0.53%
Llama-3.1-8B w/ PsyAgent 18 4,000 0.45%
Qwen3-4B w/o PsyAgent 29 4,000 0.73%
Qwen3-4B w/ PsyAgent 24 4,000 0.60%

If scoring fails (e.g., non-finite outputs), we omit
that sample and record diagnostics; if item parsing
fails, we default the item response to the neutral
value 3 (Appendix L.7).

Reverse-keying (definition). Let 1; S
{1,2,3,4,5} denote the parsed response to
item ¢ € {1,...,120}. Each item has a reverse-
key flag b, € {0,1}. The keyed response

1S
_ T, bi =0,
7=
6 — Ti, bi =1.

Big Five prior vector (definition). After scoring,
we flatten the trait scores into an ordered Big Five
prior vector

A7)

p = [po,pc, pE,pa,py] € [0,100]°,  (18)

with the fixed OCEAN order.

Reverse-keying and fallback scoring. Our pri-
mary scoring path relies on the scorer’s built-in
reverse-key handling and normative conversion for
the 120-item form. If normalized scoring fails (e.g.,
due to a library error or extraction failure), we fall
back to keyed scoring using Eq. (17) and report raw
keyed means as diagnostic signals, together with
a dedicated scoring_error field for traceability.
The scoring step also saves lightweight artifacts for
reproducibility and debugging.

L.9 Metrics and cross-run aggregation

After converting IPIP-NEO-120 responses into Big
Five percentiles, we compute the evaluation met-
rics reported in the main paper (Section 3). Each
evaluation run records the full set of metric outputs
together with diagnostic information to identify
and debug extraction or scoring failures. When ex-
periments are repeated (e.g., across multiple mod-
els), we aggregate results across runs to produce

compact summaries. In the experiments reported
here, each run evaluates a uniform random subset
of k = 1000 target Big Five profiles. Its sequen-
tially assigned seed (from 1, 2, 3, ... in run order)
controls only which profiles are sampled, and each
profile evaluation requires 121 model calls: one
call to generate a persona paragraph and 120 calls
to answer the IPIP items.

L.10 Model shorthand to HuggingFace model
identifiers

Table 20 provides the shorthand-to-model-ID map-
ping used in our scripts. The release category fol-
lows the model name: “Base” for pretrained-only
variants explicitly marked as such; otherwise “In-
struct/Aligned” for instruction-tuned or assistant-
style releases. None of the entries are marked as
explicitly persona/role-play-tuned unless the up-
stream model card states so.

M Practical Recommendations

* Schema-first authoring. Keep IS/MSC as
stable contracts; evolve content within those
bounds to retain comparability across re-
leases.

* Trait leakage checks. When expanding
prompts, preserve the “no explicit trait
names/scores” rule; regressions can inflate ap-
parent performance under automatic readouts.

e Culture portability. For cross-cultural set-
tings, duplicate MSC arenas with culture-
specific norms and evaluate transfer before
merging.

* Adapter hygiene. Store SFT and DPO
adapters separately, with checksums and in-
ference configs, to enable reproducibility and
ablation rollbacks.
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Table 20: Model shorthand and corresponding HuggingFace identifiers. deepseek_v3_1_base is a Base checkpoint;

every other entry is Instruct/Aligned.

Shorthand HuggingFace model ID

Shorthand HuggingFace model ID

dbrx
deepseek_v3_1_base

databricks/dbrx-instruct
deepseek-ai/DeepSeek-V3.1-Base

1lama3_2_3B
1lama3_3_70B

meta-1lama/Llama-3.2-3B-Instruct
meta-1lama/Llama-3.
3-70B-Instruct

deepseek_v3_1 deepseek-ai/DeepSeek-V3.1 ministral_8B mistralai/
Ministral-8B-Instruct-2410
gemma_1B google/gemma-3-1b-it mistral_large mistralai/
Mistral-Large-Instruct-2411
gemma_4B google/gemma-3-4b-it mistral_small mistralai/
Mistral-Small-Instruct-2409
gemma_12B google/gemma-3-12b-it olmo_1B allenai/OLMo-2-0425-1B-Instruct
gemma_27B google/gemma-3-27b-it olmo_13B allenai/OLMo-2-1124-13B-Instruct
gpt_oss_20B openai/gpt-oss-20b olmo_32B allenai/OLMo-2-0325-32B-Instruct
gpt_oss_120B openai/gpt-oss-120b qwen3_4B Qwen/Qwen3-4B-Instruct-2507
1lama3_1_8B meta-1lama/Meta-Llama-3. qwen3_30B Qwen/Qwen3-30B-A3B-Instruct-2507
1-8B-Instruct
1lama3_1_70B meta-1llama/Meta-Llama-3. vicuna_7B Imsys/vicuna-7b-v1.5
1-70B-Instruct
1lama3_2_1B meta-1llama/Llama-3.2-1B-Instruct vicuna_13B Imsys/vicuna-13b-v1.5
N Licenses and Terms of Use Our code. Project-original PsyAgent code is

External models. We used third-party base mod-
els (e.g., Llama, Vicuna, Qwen, Gemma, Mistral,
DBRX, OLMo) strictly under their original licenses
and model cards as cited in our references. We do
not redistribute these models; users must obtain
them from their original providers and comply with
the corresponding licenses.

External datasets/benchmarks. All external
datasets/benchmarks cited in this work are used
under their original licenses/terms as specified by
their maintainers. We do not redistribute any third-
party data; users should access them from the offi-
cial sources.

released under the Apache License 2.0 at https:
//github.com/HKUST-FintechLab/PsyAgent.
The repository at https://github.com/
Mengzibin/PsyAgent is a read-only personal
mirror.

QOur artifacts. The synthetic ISxMSC dataset,
project-original documentation, and framework im-
age are released under CC BY 4.0. Third-party ma-
terials retain their original terms, and benchmark
payloads whose redistribution rights were unclear
are excluded. Adapter weights are not included in
the current public release; any future release will
state the applicable terms and base-model restric-
tions.
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