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Abstract

Multilingual dictionaries are among the most
valuable documentary resources for low-
resource and endangered languages, yet many
remain available only as scans. For many
decades, their digitization and conversion
into a machine-readable format was nearly
impossible due to language-specific scripts
and complex dictionary structure. Recent
vision-language models offer a promising so-
lution, but it is unclear how well they preserve
characters, markup, and process lexicographic
structure. We introduce MUDIDI, a two-stage
framework for multilingual dictionary digiti-
zation, to fill this gap. Stage 1 evaluates the
quality of character recognition and markup
preservation and Stage 2 focuses on dictionary
entry segmentation with subsequent map-
ping into a machine-readable lexicographic
structure. We present a dataset that consists
of human-annotated lexicographic entries
collected from 30 public-domain dictionaries
featuring diverse writing systems, language
families, and formats. We benchmark OCR
systems, general-purpose Large Language
Models (LLMs), and Vision Language Mod-
els (VLMs) on the dataset, demonstrating
superior performance of LLMs across most
writing systems and languages in both stages.
We further provide practical guidelines on
improving the results for more challenging
scenarios and demonstrate that supplementing
additional information, such as dictionary
introduction, to the LLMs can improve the
quality of the digitized dictionary.

https://huggingface.co/datasets/
Davidsamuel101/MUDIDI/

) https://github.com/naarm-nlp/
MUDIDI

1 Introduction

“How many words for snow does the Chukchi lan-
guage have? How many of them share the same

stem?” Although this almost century-old question
(Whorf, 1940) has been widely debated, resolv-
ing it remains challenging because it requires rel-
evant dictionaries to be available in a structured
and machine-readable format (Khishigsuren et al.,
2025). Yet, the vast majority of the dictionar-
ies published in the 19th and 20th centuries are
still primarily inaccessible, even when scanned
copies exist. Large archives of linguistic field-
work materials such as PARADISEC (Harris et al.,
2015)! and ELAR (Nathan, 2013)> would cer-
tainly benefit from transforming their collections
into machine-readable formats and unlocking the
knowledge collected over decades of work. Prop-
erly digitized dictionaries would therefore greatly
benefit not only linguists and cognitive scientists,
but, most importantly, speaker communities. Mul-
tilingual dictionaries are central to language docu-
mentation, education, translation, and community-
led language revitalization (Mosel, 2004; Garrett,
2018). Digitizing these dictionaries seems espe-
cially important because languages disappear at
a rate of one every two weeks, with half of the
world’s languages spoken today predicted to be
severely endangered or extinct by the end of the
century (United Nations, 2019).

Until recently, the lack of reliable Optical
Character Recognition (OCR) systems was one
of the major obstacles in digitization, especially
for authentic writing systems. Contemporary Vi-
sion Language Models (VLMs), general-purpose
Large Language Models (LLMs) and document-
specific multimodal models have changed the land-
scape of document understanding, with strong re-
sults on visual-text and document parsing bench-
marks such as OCRBench (Fu et al., 2025), Om-
niDocBench (Ouyang et al., 2025), and Real5-
OmniDocBench (Zhou et al., 2026). The arrival

'https://www.paradisec.org.au/
“https://www.elararchive.org/
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STAGE1 Page transcription
INPUT

PDF/IMAGE Scanned dictionary page
{Text ! Alphabet list— optional

amuiéparsaka 4épea HEKOTOpOe BPEMsl, HEMHOro
morozst

APKBIYETHI HAKIGHHO, MOKATO; APKBIYETHI Ba-
JIbBIH HAKJOHHBIHA, MOKATHIH

APKBIYBITKOK KaudThes (0 nddke, camonéme)

apMarTsl CIJIHO; APMAITHI BAJ[BBIH CHIIbLHBI;
apMasTATrBIPreIH 1066/1a; MpeBocx6cTBo

apoMBBLBBIH 1. MOmEEI; 2. GoraTHps

~—)p| Vision-language model

transcribe line by line, preserving

markup and read order

Lexicographic parsing

PASS 1- ONCE PER DICTIONARY

INPUT

PDF/IMAGE Sample pages — one or more, from this dictionary

PDF/IMAGE 1 Introduction pages — optional

—>

—p  JsoN
INPUT TEXT

PDF/IMAGE

once per page

OUTPUT

Text  Faithful page transcript

<b>annépaTeaka</b> Y€pes HEKOTOPOE BPEMS, HEMHGTO
noroasi

<b>apKblueTbl</b> HaKNGHHO, NOKATO; <b>apKblueThl Ba-</b>
<b>AbblIH</b> HaKNGHHBIN, NOKATbIiA

<b>apKbIubITKOK</b> KauaTbCs <i>(0 NOAKe, camonéTe)</i>
<b>apmarTei</b> CHNbHO; <b>apMarTel BanwbIH</b> CHIbHBI;
<b>apmantartreipreii</b> no6€aa; NpeBocxoacTsO
<b>apomBbibblH</b> 1. MOWHbIN; 2. 6oraTbipb

two passes

PASS 2 - ONCE PER PAGE

parse-rules — from Pass 1
Page transcript — from Stage 1
Scanned page — layout shows where one entry ends and the next begins

1

l LM
{ LLM } {Segment entries and label fields }

Learn how this dictionary is written

1

parse-rules — markers, structural rules, abbreviations

OUTPUT JSON

{ "markers": [ {"marker": "Ix",

"description”: "headword / lexeme"}, ... ],
“rules"; [ "Numbered senses: one \Ix, then \sn 1, \gn ...",
"Sub-entries: run-on \se sub-lemma, then \gn ...", ... ],
"abbreviations": { "MH.": "MHOXeCTBEHHO® Yncno", ..

OUTPUT

\Ix anngpateaka
\gn yepes HEKoTOpoe
BPEMS, HEMHOTO
noroasi

1

MDF  One block per entry — characters copied exactly

\IX apKblyeTbI
\gn HakNGHHO, NokaTo
\Se apKblueTsl BanbblH
\gn HaKNGHHsIiA,
nokaTkIA

\IX apoiBblAbbIH
\sn1

\gn MOWHbIRA
sn2

\gn 6oratbipb

= \IX @PKbIYBITKOK
\gn KauaTbCs

)

\un o ndake, camonéte

Figure 1: The two-stage dictionary digitization process: Stage 1 results in vanilla OCR, Stage 2 segments the
dictionary entries and assigns their parts to MDF fields (for example, \Ix denotes the headword, \va — variant form,
\hm — homonym number, \sn — sense number, \gn — gloss, \un — usage note, and \se — subentry).

of such technological capabilities is very timely,
as they offer a promising solution to support lin-
guistic communities across the world. However,
to our knowledge, the models were not evaluated
in terms of their ability to process diverse writ-
ing systems as well as interpret complex dictio-
nary formats. Dictionary pages present particu-
lar challenges: they often contain multiple scripts,
dense abbreviations, unusual punctuation, diacrit-
ics, multi-column layouts, cross-reference sym-
bols, and entry-specific conventions.

This paper fills this gap by introducing the first
multilingual benchmark and systematically assess-
ing the ability of contemporary language models
and OCR systems to process diverse dictionary
structures. In particular, we ask the following re-
search questions: (1) How well do the models han-
dle diverse writing systems? (2) How accurately
do the models segment and interpret dictionary
entries? (3) To what extent can they incorporate
external auxiliary information to improve the dic-
tionary processing quality? To address the ques-
tions, we decompose the OCR problem into two
parts: (i) faithful page transcription and structure
preservation (vanilla OCR), and (ii) lexicographic
interpretation and transformation into SIL’s Mul-

tidictionary Formatter (SIL Language Technology,
2000, MDF).
Our contributions are threefold:

1. We propose a two-stage OCR quality evalua-
tion framework: Stage 1 focuses on the qual-
ity of character recognition, markup preserva-
tion, and read order; Stage 2 measures entry
segmentation and MDF field assignment;

2. We release the first dictionary digitization
dataset consisting of three human-annotated
pages from each of 30 public-domain mul-
tilingual dictionaries, covering diverse writ-
ing systems, language families, regions, typo-
graphic conventions, page layouts, and digiti-
zation conditions;

3. To our knowledge, this is the first paper that
evaluates the ability of LLMs and VLMs (i) to
process such a diverse set of scripts, and (ii)
to segment and interpret dictionary entries.

2 Related work

2.1 Document processing and OCR

VLMs increasingly treat OCR as one capability
within a broader document-understanding inter-
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face: Qwen2.5-VL’s team reports strong docu-
ment parsing and multilingual visual-text under-
standing (Bai et al., 2025). Specialized document
models such as PaddleOCR-VL-1.5, GLM-OCR,
MinerU2.5-Pro, and dots.ocr explicitly target ro-
bust document parsing and OCR-style extraction
(Cui et al., 2025; Duan et al., 2026; Niu et al.,
2026; Li et al., 2025), with PaddleOCR-VL-1.5
and dots.ocr focusing on multilingual page-level
parsing. Yet, despite rapid progress in VLM-based
document parsing, dictionary digitization remains
underexplored.

2.2 OCR for cultural heritage collections and
low-resource languages

Recent work has argued for revisiting OCR in
cultural heritage collections using modern VLMs
and large-context models, especially where ear-
lier OCR engines performed poorly on histori-
cal scans or unusual layouts (van Strien, 2026).
Dasanaike (2026) reports successful use of Gemini
for digitization of historical census images span-
ning 9 countries, 5 high-resource languages, and
200 years, emphasizing the importance of having
access to high-quality scans. Jiirviste and Jakob-
son (2025) used zero-shot VLMs to extract struc-
tured JSON from historical Estonian—German lex-
icographical material and found, for example, that
Claude 3.7 Sonnet could produce error-free struc-
tured JSON for 41% of headword entries in one
experiment. Outside lexicography, recent low-
resource language work has used digitized gram-
mars and linguistic resources as context for LLM-
based translation, but these studies typically rely
on traditional OCR systems with post-correction
rather than evaluating dictionary-specific extrac-
tion (Merx et al., 2025; Tanzer et al., 2024). Over-
all, there is still little systematic work on using
VLMs and LLMs to digitize multilingual dictionar-
ies or other linguistic reference works into linguis-
tically structured formats.

3 Methodology
3.1 Task definition

Given a dictionary page image I, the goal is
to produce a structured representation Y contain-
ing ordered dictionary entries. Following the
MDF schema, each entry e; contains one or more
fields from a predefined lexicographic inventory:
ei = {lz,ps,gn,zv,xn,sd,cf,...}, where lx
is the headword, ps is the part of speech, gn

is the translation/gloss in the national language,
xv is an example sentence, xn is the national-
language translation of the example sentence, sd
is a semantic-domain label if available, and cf is a
cross-reference.

As Figure 1 illustrates, we formalize dictionary
digitization as two linked stages:

Stage 1: page transcription. Produce a faith-
ful transcription of the dictionary page, with Uni-
code text and markup preserved using <b> and
<i> tags. For multi-column pages, lines follow
column-major reading order: the first column top
to bottom, and then the next column top to bottom.

Stage 2: lexicographic parsing. Convert the
gold-reference transcript annotated by language
experts, together with the original page image, into
ordered dictionary entries with MDF-compatible
fields.

This decomposition allows transcription quality
and lexicographic structure to be measured and im-
proved independently, so errors can be attributed
to faithful text recovery versus entry parsing.

3.2 Dictionary data

Our sample primarily contains dictionaries pub-
lished in the 19th and early 20th centuries that are
in public domain and available through HathiTrust
(Christenson, 2011).> We chose languages priori-
tizing the diversity of writing systems and dictio-
nary formats, limiting the sample to the scripts in-
cluded in Unicode. In addition, we mainly focused
on those translating from a lower- into a higher-
resource language as this direction opens opportu-
nities for post-processing the dictionary data using
technologies available for high-resource languages
(e.g. automatic translation between them).

The dataset features samples of the following 30
dictionaries, spanning 17 families and 20 scripts,
with many of them representing endangered
languages: Assyrian—English,  Bengalese—
English, Canala—English, = Chepang—English,
Chukchi—Russian, Circassian—English—Turkish,
Efik—English, Evenki—Russian, Georgian—
Russian, Gojri-English—Hindi, Greek—English,
Gujarati-English, Ifiupiatun Eskimo—English,
Japanese—English, Kashmiri-English, Khmer—
English, Malay—English, Na—English—Chinese—
French, Nahuatl-French, Punjabi—English, Reel-
English, Ritharngu—English, Sanskrit—English,
Shilluk—English, Syriac—English, Telugu—English,

31t requires signing in to access the data. We also checked
and confirmed that there was no data contamination.

56808



Thai—Russian, Tiri-English, Vernacular Syriac—
Kurdish—Turkish—-English, Yiddish—English.
Appendix A (Table 3) provides more information
about the samples, including the writing systems.

From each dictionary, we randomly extract
three content pages. For Stage 2, we addition-
ally collect the most relevant dictionary introduc-
tion pages that provide alphabetic characters and
explain abbreviations and entry structure. These
pages are not part of the main page-level dataset,
but are used in prompt-induction experiments.

3.3 Data annotation

In each stage, we first use a strong system to pro-
duce silver-standard annotations that are validated
by native speakers and language experts. The final
edited files are then included as gold-standard ones
in the dataset. The detailed process for each stage
is provided below.

Stage 1: Silver-standard transcripts are pro-
duced by prompting a Gemini 3.5-Flash model
with the dictionary PDF page and the alphabet list
for the source language (prompts are provided in
Appendix J). Each dictionary is validated and cor-
rected by a language expert for that language us-
ing Label Studio (Tkachenko et al., 2020); Ap-
pendix C provides a screenshot of the interface.
The gold OCR text used in model evaluation is de-
rived from these column-structured annotations by
fixing a canonical reading order: for typical multi-
column layouts, lines are ordered column-major
(first column top-to-bottom, then the next). When
a dictionary spreads a single entry across columns,
e.g., a headword in the left column and gloss in the
right, we instead order lines row-wise (left to right
within each row), because one row corresponds to
one entry and matches how a reader follows the
page. Header and footer lines keep their natural
file order. This convention makes the reference se-
quence meaningful for both human review and au-
tomatic scoring; models are compared against the
same ordered line list.

Stage 2: Unlike Stage 1 transcription, Stage 2
requires parsing each page into lexicographic
records: segmenting dictionary entries and suben-
tries, assigning SIL’s MDF field markers, and
reconciling layout, typography, and multilingual
gloss structure against both the page image and
the Stage 1 transcript. This is a substantially more
interpretive task than faithful character reproduc-
tion, we therefore use Gemini 3.1-Pro for Stage 2
to produce the strongest possible silver-standard

MDF files for expert annotation. For each page,
we produce an MDF file by prompting Gemini 3.1-
Pro with gold reference text from Stage 1, the cor-
responding dictionary page image, and the dictio-
nary’s introduction pages when available.

Following the two-pass approach outlined in
§3.4.3, annotators correct both the first-pass “field-
discovery” JSON output and the MDF-formatted
file produced by Stage 2. Field assignment in
the MDF files is corrected in accordance with the
SIL’s MDF guidelines, and the validated annota-
tions form the gold reference used for Stage 2 eval-
uation. Because this task requires MDF expertise,
which limits the pool of qualified annotators, we
focused on 10 dictionaries. Two annotators in-
dependently annotated the same page from each
dictionary. The following dictionaries were cho-
sen to represent diverse formats and descriptive
traditions: Chukchi—Russian, Circassian—English—
Turkish, Efik—English, Evenki—Russian, Greek—
English, Ifupiatun Eskimo—English, Kashmiri—
English, Na—-English—Chinese—French, Nahuatl-
French, and Tiri-English. Inter-annotator agree-
ment between the two annotators was high across
all 10 dictionaries, with a Cohen’s kappa of 0.99,
indicating almost perfect agreement. The annota-
tors then resolved all disagreements to produce the
gold-standard Stage 2 annotations used to evaluate
the model outputs.

Appendix B (Table 4) summarizes the result-
ing gold-standard corpus, including page layout,
grapheme counts, and the number of bold and italic
markup tags per dictionary, as well as MDF field
counts for the 10 dictionaries included in Stage 2.

3.4 Experimental design

3.4.1 Systems

We compare specialized document VLMs, con-
ventional OCR, and general-purpose LLMs. At
Stage 1, we evaluate MinerU2.5 Pro, PaddleOCR-
VL-1.5, and GLM-OCR, along with Mathpix as a
commercial conventional-OCR baseline. Against
these, we evaluate five general-purpose models:
Gemini 3 Flash, Gemini 3.1 Pro, GPT-5.5, Claude
Opus 4.7, and the open-source VLM Qwen3-VL-
235B-A22B-Instruct.* At Stage 2, the parsing
experiments are run on Gemini 3.1 Pro, Claude
Opus 4.7, GPT-5.5, and the same Qwen3-VL-
235B-A22B-Instruct variant; extended reasoning

4Gemini 3 Flash and Gemini 3.1 Pro are accessed via the
Gemini API; GPT-5.5, Claude Opus 4.7, and Qwen3-VL are
accessed via OpenRouter.
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is enabled for the first three models.

3.4.2 Stagel

Stage 1 is a faithful page transcription (vanilla
OCR) that preserves lightweight markup without
segmenting dictionary entries or assigning lexico-
graphic fields. We evaluate two groups of models,
each producing the same output format but differ-
ing in how transcription is obtained.

General LLM. A prompted LLM receives the
page image and, optionally, an alphabet list con-
taining valid characters for the source language.
The model transcribes the page line by line, pre-
serving markup with <b> and <i> tags.

Specialized VLM. Unlike general LLMs,
specialized document VLMs including MinerU,
PaddleOCR-VL-1.5, and Mathpix operate as
conventional OCR. We provided a page image
or PDF to these models. Because they cannot be
prompted, we excluded them from prompt-based
ablation studies, except for GLM-OCR which is
the only specialized VLM that can be prompted.
A language agnostic post-processing script is
applied to each model output so that it is best
aligned with the gold standard transcript.

Script-level analysis. Each of the 30 dictionar-
ies examined in this study contains a source lan-
guage and a target language. The target is often a
high-resource language, such as English, written in
the Latin script, on which models are expected to
perform relatively well. We therefore distinguish
between source- and target-language scripts within
each dictionary and implement Stage 1 evaluation
separately for each script. To identify the script of
each token, we first obtained labels using Gemini
3 Flash and then manually reviewed and corrected
them. We then used the corrected labels to aggre-
gate the evaluation metrics by script.

Comparative analysis. We investigate whether
Stage 1 transcription improves when models re-
ceive a source-language alphabet list and auxil-
iary OCR text for post-correction, following Greif
et al. (2025). We therefore run two ablation stud-
ies: 1. Alphabet list: With vs. without the source-
language alphabet list, with OCR hints disabled
throughout. This tests whether explicit charac-
ter inventory helps models transcribe low-resource
scripts more accurately; and 2. OCR-assisted
post-correction: With vs. without an OCR hint,
holding Gemini 3.1 Pro with alphabet input fixed
across all dictionaries. The hint is the raw out-
put from Mathpix Convert, which achieves the

lowest aggregate GCER and WER among the spe-
cialized OCR systems in our benchmark. Models
are prompted that the OCR text may contain er-
rors and should be used only to resolve ambiguous
glyphs; the page image remains authoritative (see
Appendix J). This tests whether post-correction im-
proves transcription beyond vision-only decoding.
We expect the alphabet list to help on unfamiliar
scripts. We also expect OCR hints to help on dense
pages and non-Latin scripts, but they may also an-
chor models to systematic OCR mistakes.

3.43 Stage?2

Stage 2 is lexicographic parsing: it segments the
page transcript into ordered dictionary entries and
assigns MDF field markers (headword, pos, def-
initions, examples, cross-references, and suben-
try/sense structure). To isolate parsing from OCR
quality, we feed human-validated gold transcrip-
tions from Stage 1. The LLM is instructed to copy
characters from this transcription exactly, using
the page image (and optional introduction) only for
entry boundaries and field assignment. We supply
the page image at this stage because entry struc-
ture is often signalled visually rather than textually:
indentation, hanging indents, column breaks, and
the physical grouping of subentries under a head-
word carry information that a flat transcript does
not preserve. We therefore expect layout context
to help the model decide where one entry ends and
the next begins, and which lines belong to a suben-
try rather than a new record. The only allowed
changes are structural: removing inline markup,
rejoining hyphenated line breaks, and splitting or
merging spans across MDF fields.

The parsing pipeline runs in two passes. Pass 1
(once per dictionary) processes the dictionary in-
troduction pages and one sample page to infer the
dictionary’s MDF markers and entry structure. Its
output is a JSON file containing a list of MDF
fields, abbreviations, and structural rules for dic-
tionary entry boundaries; we refer to this output as
the parse-rules. Pass 2 (once per page) receives
the parse-rules, a page snippet, the gold OCR text
from Stage 1, and optionally the MDF guidelines
and introduction pages (when available), and gen-
erates an MDF-formatted text file for the corre-
sponding page.

Comparative analysis. We measure how much
the models benefit from 1. Dictionary introduc-
tion, which includes front-matter abbreviations,
layout conventions, and part-of-speech keys, sup-
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plied to both passes when enabled, and 2. Of-
ficial SIL’s MDF guidelines, attached at Pass 2
only to test whether explicit field documentation
helps beyond the per-dictionary map inferred in
Pass 1. The four combinations (both, introduction
only, manual only, neither) are evaluated against
the same fixed gold Stage 1 transcripts.

End-to-end analysis. As mentioned above, we
evaluated Stage 1 and Stage 2 independently to iso-
late the model’s capability to perform text recog-
nition and parsing dictionary entries. However,
it is important to evaluate whether errors from
Stage 1 text recognition propagate and affect the
model’s capability to parse the entries on Stage 2.
We therefore also evaluate an end-to-end pipeline
in which model-generated Stage 1 transcriptions,
rather than gold-standard transcriptions, are pro-
vided as input to Stage 2.

Other analysis. We also run a gold parse-
rules diagnostic for every dictionary whose best
per-dictionary Stage 2 configuration has imper-
fect MDF Field F1, except Efik (Table 22). The
above ablation studies use the parse-rules inferred
in Pass 1. To measure how much remaining error is
attributable to Pass 1 quality rather than page-level
parsing, we re-run each dictionary with the same
model and introduction/manual setting but replace
the inferred parse-rules with a human-validated
gold version before Pass 2. This isolates the effect
of parse-rules quality while holding all other inputs
fixed (Appendix I, Table 24). Finally, we evaluate
whether including markup from Stage 1 improves
the ability of models in Stage 2 to parse OCR text
into MDF-formatted entries. To this end, we re-
move bold and italic tags from the gold Stage 1
transcriptions, provide the resulting text as input
to Stage 2, and evaluate the model outputs.

3.5 Evaluation Metrics

3.5.1 Stagel

Stage 1 evaluates faithful page transcription:
whether a system recovers visible characters, pre-
serves typographic emphasis (bold and italic), and
outputs lines in an order consistent with the gold
reference. In a dictionary, bold typically marks
headwords, and italics signal examples or gram-
matical categories, so accurate transcription and
markup are prerequisites for entry structuring in
Stage 2.

OCR-VLMs require running alignment before
starting the evaluation part because they often

merge or split lines relative to the reference. Fol-
lowing OmniDocBench (Ouyang et al., 2025), we
use quick match at line granularity: each flat
line is one unit; we build a matrix of normalised
grapheme edit distances (NED), greedily merge ad-
jacent predicted lines while NED improves, then
assign pairs by Hungarian matching; remaining
units are linked by fuzzy subset search, and pairs
whose NED exceeds a rejection threshold are dis-
carded. Character and markup scores use only
aligned units; unmatched gold or predicted lines
count as errors. This is insensitive to harmless line
splits/merges and to content-preserving reordering
for character metrics, but order is scored separately
below.

Character recognition. We report GCER
(grapheme edits / gold graphemes), WER, and
TextEdit (mean NED over aligned units), micro-
averaged across pages. Distances use Unicode
grapheme clusters. For the script-level analysis,
where spans are pooled by language-script tag,
TextEdit is computed as total grapheme edits di-
vided by the larger of the total gold and predicted
grapheme counts.

Markup preservation. On the same aligned
units, words are matched in sequence (ignoring
case and punctuation for alignment only; pairs kept
only if character similarity > 0.5). We score
whether bold and italic tags coincide with the ref-
erence on matched words. Summary tables report
Markup F1, the F1 score over pooled bold and
italic tag matches, indicating how reliably typo-
graphic emphasis is preserved.

Line read order. Following Ouyang et al.
(2025) we report ReadOrderEdit which asks
whether the model predicted lines appear in the
same sequence as the gold reference described
above. Reordering lines or omitting them hurts
the score even when the transcribed words are
largely correct. Lower is better; zero indicates
agreement with the annotator-defined order. Read-
order scores are macro-averaged by page because
each page represents a separate layout challenge.

3.5.2 Stage2

Stage 2 evaluates structured lexicon extraction:
whether a system recovers the correct dictionary
entries on a page and assigns MDF fields appro-
priately. With the transcript held fixed at the gold
reference (§3.4.3), the metrics below score lexi-
cographic parsing alone, including entry segmen-
tation, sub-entry nesting, and field-marker assign-
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ment. Predicted and gold outputs are blank-line-
delimited MDF files. Both sides are normalised
(Unicode NFC, typography stripped, whitespace
collapsed) before matching.

Dictionary entry detection. Each blank-line-
separated block is one dictionary entry. Predicted
and gold entries are aligned by normalised field
content (markup excluded) with a similarity thresh-
old of 0.6. Matched pairs are true positives (TP),
unmatched predictions are false positives (FP), and
unmatched gold entries are false negatives (FN).
These entry-level counts define Entry F1.

Field assignment. Within matched entries,
field lines are aligned by content similarity (thresh-
old 0.7). Correct markers, including equivalent
gloss/definition markers (e.g. \ge vs. \de), are
TP; mislabelled markers contribute one FP and one
FN. Unmatched gold and predicted lines, includ-
ing those in unmatched entries, contribute FN and
FP, respectively. These line-level counts define
MDF Field F1.

At their respective entry and field-line levels,
both metrics are computed as

2TP

Fi= oo
2TP + FP + FN

where higher is better.

Entry read order. We report ReadOrderEdit:
the normalised Levenshtein edit distance between
the predicted and gold entry sequences (range
[0,1], lower is better), where unmatched entries
count as insertions or deletions. The gold sequence
follows the canonical entry order set during annota-
tion (Section 3.3), which is column-major for typ-
ical multi-column layouts and row-wise for dictio-
naries whose entries span columns. A system that
misreads layout is penalised even when individual
records match.

4 Results
4.1 Stagel

Table 1 aggregates the results across all dictio-
naries and illustrates that general-purpose LLMs
substantially outperform other types of models,
with Gemini being the best performing one across
all evaluation metrics except for ReadOrderEdit
(Appendix F provides dictionary-specific results).
We also observed that the OCR quality of higher-
resource parts (written in English, French, Rus-
sian) is nearly perfect (we disregarded some in-
consistencies in absence/presence of stress marks

Table 1: Stage 1 OCR evaluation results aggregated
across 30 dictionaries, comparing transcription with
and without the source-language alphabet list in the
prompt. Check marks indicate that the alphabet (A) was
supplied. Best aggregate scores are bolded: lower is
better for Edit, GCER, WER, and Order, higher is bet-
ter for Markup F1.

Model A Edit GCER WER Mrk. F1 Order
OCR systems

GLM-OCR 038 042 0.53 0.02 043
GLM-OCR v 0.55 0.86 0.97 0.00 0.49
Mathpix 032 026 044 0.00 0.43
MinerU2.5-Pro 029 0.56 0.67 0.00 0.35
PaddleOCR-VL-1.5 036 042 0.52 0.00 0.42
Vision Language Models

Qwen3-VL-235B 0.11
Qwen3-VL-235B v/ 0.11

0.12 0.21 0.01 0.13
0.14 0.23 0.01 0.15

General-purpose LLMs

Claude Opus 4.7 0.06 0.07 0.14 0.71 0.11
Claude Opus 4.7 v 0.07 0.07 0.15 0.72  0.12
GPT-5.5 0.06 0.06 0.15 0.60 0.02
GPT-5.5 v 006 0.05 0.15 0.63 0.02
Gemini 3 Flash 0.05 0.06 0.12 0.80 0.04
Gemini 3 Flash v 004 0.04 0.12 0.80 0.05
Gemini 3.1 Pro 0.04 0.05 0.12 0.77 0.03
Gemini 3.1 Pro v 004 005 0.12 0.80 0.04

in Russian) while less commonly used systems
present higher error rate. As mentioned in §3.4.2,
we therefore produced token-level language-script
annotations to evaluate OCR quality for each script
individually.

Script-level transcription quality evaluation.
Appendix D reports transcription performance by
language-script pair. Overall, general-purpose
LLMs perform best across scripts.  Gemini
achieves the best results on all three metrics for 16
of the 20 scripts, while Claude performs best on all
three metrics for Arabic, Latin, and Thai.

Overall, writing systems that are less com-
monly used or have limited presence in the digi-
tal world achieve highest WER and CER scores,
with Cuneiform (Assyrian) being the most chal-
lenging as the majority of digital resources primar-
ily rely on romanized transliteration. Special char-
acters in all extended scripts are more likely to be
incorrectly predicted (and confused with a similar
but more commonly used counterpart). Diacritics
present another challenge, especially in less com-
monly used character combinations. Some Arabic-
based scripts such as the ones used in Syriac, Kash-
miri and Circassian are also challenging. The
Circassian case can probably be explained by the
change to cyrillic-based writing in the early 20th
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century, i.e. the script is no longer used by speak-
ers of that language. A similar situation appears
to be in Thai: the dictionary provides word forms
in both Thai script and cyrillic with excessive use
of tone markers, with the latter one no longer be-
ing in use. Conventional OCR systems primarily
perform well on languages with latin-based scripts
such as Chepang, Efik, Eskimo, Ritharngu, and
others, with Mathpix and MinerU2.5-Pro being
particularly strong, but they still lag behind VLMs
and LLMs.

Alphabet-aware transcription. Table 1 re-
ports the alphabet ablation from §3.4.2 (OCR hints
disabled), aggregated over 30 dictionaries. For
general-purpose LLMs, effects are small, model-
specific, and vary by metric. Alphabet input im-
proves TextEdit and GCER for both Gemini mod-
els and GPT, and improves Markup F1 for Gem-
ini 3.1 Pro, GPT, and Claude, but worsens aggre-
gate reading order for every model. Its effect on
WER is also mixed: Gemini 3 Flash and GPT im-
prove slightly, while Gemini 3.1 Pro and Claude
get worse scores. Gemini 3.1 Pro with alphabet
input yields the lowest aggregate TextEdit, while
Gemini 3 Flash with alphabet input yields the low-
est GCER and WER and the highest Markup F1.
Among conventional OCR systems, only GLM-
OCR receives the alphabet list and its performance
with the alphabet list degrades sharply across all
metrics. For Qwen3-VL-235B, TextEdit remains
similar, while GCER, WER, and ReadOrderEdit
worsen with alphabet input. The complete results
per dictionary can be found in Appendix F.

OCR-assisted prompting has a mixed but
modest effect for Gemini 3.1 Pro with alpha-
bet input. Across the 30 dictionaries, the Math-
pix hint slightly improves TextEdit (0.043 to
0.041), GCER (0.045 to 0.043), WER (0.122 to
0.112), and ReadOrderEdit (0.039 to 0.036), while
Markup F1 decreases from 0.800 to 0.784. The full
per-dictionary breakdown is reported in Table 20
in Appendix G.

Markup and layout preservation. OCR sys-
tems preserve little to no markup and often fail in
terms of the reading order. This result contrasts
highly with the behavior of LLMs — they excel
in preserving the structure and achieve high F1 in
markup recovery. Still, some dictionaries, espe-
cially those with Arabic-based orthographies (Cir-
cassian, Malay, and Kashmiri), as well as Syriac
dictionaries, remain challenging.

Table 2: Stage 2 MDF evaluation results aggregated by
model. Check marks indicate that the corresponding
condition was enabled.

Model Intro MDF Ent. F1 MDF F1 ROE
Vision Language Models

Qwen3-VL-235B 0.90 0.58 0.20
Qwen3-VL-235B v/ 0.92 0.61 0.13
Qwen3-VL-235B v 0.88 059 0.24
Qwen3-VL-235B v/ v 0.92 0.65 0.13
General-purpose LLMs

Claude Opus 4.7 0.99 0.80  0.02
Claude Opus 4.7 v/ 1.00 0.79  0.00
Claude Opus 4.7 v 1.00 0.84  0.00
Claude Opus 4.7 v/ v 0.99 0.78 0.01
GPT-5.5 1.00 0.78  0.00
GPT-5.5 v 0.99 0.81 0.01
GPT-5.5 v 1.00 0.81  0.00
GPT-5.5 v v 1.00 0.80 0.01
Gemini 3.1 Pro 0.98 0.78  0.03
Gemini 3.1 Pro v 0.99 0.83 0.02
Gemini 3.1 Pro v 0.99 0.83  0.02
Gemini 3.1 Pro v v 0.99 0.88 0.01

4.2 Stage 2

Table 2 summarizes the Stage 2 results from §3.4.3
on gold Stage 1 transcripts. All general-purpose
LLMs achieve high Entry F1 (>0.99 in most con-
ditions); differences appear mainly in MDF F1 and
read-order error.

Dictionary introduction. Including the dic-
tionary introduction improves MDF field assign-
ment by 4-5 F1 points for Gemini and by 4 points
for GPT without the manual. Qwen improves on
all three metrics, whereas Claude remains near-
perfect on Entry F1 but loses MDF F1.

MDF reference manual. The SIL MDF guide-
lines improve MDF F1 for Gemini by 45 points
and for Claude by 4 points without the introduc-
tion; other effects are mixed. Gemini with both in-
puts yields the best overall MDF F1. Qwen gains
1-4 points but remains below the general-purpose
LLMs on all metrics.

End-to-end pipeline. Table 25 (Appendix I) re-
ports aggregate results across the 10 Stage 2 dic-
tionaries when model-generated Stage 1 transcrip-
tions are supplied to Stage 2. On average across
the general-purpose LLMs and conditions, Entry
F1 and MDF F1 are lower and read-order error is
higher than in Table 2. For Qwen, however, the
condition without either input achieves the highest
Entry F1 and lowest read-order error, and exceeds
its parsing-only counterpart on all three metrics.

Gold Pass 1 parse-rules. Human-validated
gold parse-rules improve MDF field assignment
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F1 by 4 points on average across the five evalu-
ated dictionaries, although effects vary by dictio-
nary. Table 24 reports the results using each dictio-
nary’s best Stage 2 model and introduction/manual
setting; Efik is not included (Appendix I).

Removal of markups. Table 26 reports aggre-
gate Stage 2 results across 10 dictionaries, compar-
ing performance with and without bold and italic
markup in the gold Stage 2 input. For this analy-
sis, we evaluated only Claude Opus 4.7, Gemini
3.1 Pro, and GPT-5.5, with both the introduction
and the MDF reference manual included. When
markup is removed, Entry F1 and read-order er-
ror degrade for Gemini and GPT, but improve
for Claude. For MDF field assignment, remov-
ing markup improves performance for Claude and
GPT, but worsens performance for Gemini.

5 Practical Recommendations

Based on our Stage 1 and Stage 2 experiments and
on the human annotation workflow, we summarize
the following guidance for practitioners digitizing
multilingual dictionaries.

1. Model choice. Among the general-purpose
LLMs we evaluated, Gemini 3 Flash and Gem-
ini 3.1 Pro achieve similarly strong character-level
transcription quality. Across the tested configu-
rations, Pro yields the lowest aggregate TextEdit,
while Flash yields the lowest GCER and WER and
the highest markup preservation (bold and italic).
Given this trade-off and the lower cost of Flash,
we recommend Gemini 3 Flash as the default for
Stage 1 transcription unless a specific language or
page type clearly favors Pro.

2. Alphabet list. Supplying a source-language
alphabet list can improve transcription on some
languages and models, but the effect is modest,
model-specific, and varies by metric. A practical
workflow is to run Stage 1 without an alphabet list
first, compare it with an alphabet-conditioned run
on a small representative sample, and retain the al-
phabet list only when it improves transcription on
that sample.

3. Stochastic and systematic errors. During
gold OCR text annotation, we observed that many
remaining Stage 1 errors are systematic (for ex-
ample, repeated glyph confusions or column-order
mistakes on a particular language) rather than ran-
dom noise, and that some errors change or disap-
pear across repeated runs with the same model.
Concrete examples of both failure modes are

shown in Appendix E: a mixed-direction reading-
order error in Yiddish—English and a repeated IPA
glyph substitution in Chepang—English. When a
stable pattern emerges, practitioners should add
a dictionary-specific prompt note or lightweight
post-processing rule, then validate the intervention
on representative pages before full re-transcription.
This ability to inject custom rules is a practical
advantage of LLM/VLM-based transcription com-
pared to conventional OCR.

4. MDF guidelines. SIL’s MDF guidelines can
improve field assignment, with Gemini benefiting
most consistently; effects for other models depend
on whether the dictionary introduction is also sup-
plied.

5. Stage 2 parse rules. We recommend doing
a brief human review and reannotation (when nec-
essary) of each dictionary’s parse rules and field-
assignment conventions, informed by the initial
Pass 2 output. A second run with the modified
parse rules can reduce recurring errors, although
gains are dictionary-dependent. This step is lower
effort than MDF-level re-annotation.

6. End-to-end pipeline. Our analysis suggests
that the best-performing models achieve relatively
high accuracy for both entry detection and MDF
field assignment. This result indicates that practi-
tioners can use the end-to-end pipeline to digitize
dictionaries, since annotating gold transcripts for
Stage 1 across hundreds of pages is often infeasi-
ble in practice.

6 Conclusion

We introduced MUDIDI, a two-stage framework
and the first highly multilingual dictionary digitiza-
tion benchmark, spanning 30 public-domain dictio-
naries. Separating faithful transcription from MDF
parsing enables fine-grained analysis of character,
markup, reading-order, entry-segmentation, and
field-assignment errors. Gemini 3 Flash and Gem-
ini 3.1 Pro outperform specialized OCR engines
and document-focused VLMs across most writing
systems, although cuneiform, Syriac, and Arabic-
based orthographies remain challenging. Dictio-
nary introductions and SIL MDF guidelines can
improve field assignment, although effects vary
by model and configuration. We hope MUDIDI
accelerates the conversion of legacy dictionaries
into structured resources for speaker communities,
archivists, and linguists.
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7 Limitations

Limitations inspire future research directions. We
outline major limitations observed in the current
approach.

First, although we aim to cover as diverse a
set of languages and scripts as possible, many re-
main unrepresented in this study. Future work
should include a more geographically and ge-
nealogically balanced sample of languages and
broaden script coverage to include scripts such
as Ethiopic (Amharic and Tigrinya), Hangul (Ko-
rean), traditional Mongolian, Tamil, Malayalam,
and Kannada.

Second, we evaluate only three pages per dic-
tionary in Stage 1 and one page per dictionary in
Stage 2. Because bilingual dictionaries typically
contain many more pages, it remains unclear how
model performance varies across an entire dictio-
nary. Future studies could examine fewer dictio-
naries while evaluating all their pages. Such stud-
ies could help identify recurring errors, particu-
larly in dictionary-entry parsing, and inform the
development of automated correction tools.

Third, we did not evaluate whether excluding
the dictionary page image from Stage 2 extraction
degrades model performance. More generally, it
would also be interesting to evaluate a single-stage
approach in which the dictionary page image is pro-
vided directly to language models to extract struc-
tured information.

Finally, we provide the alphabet lists in text for-
mat. Whether providing them as images would
improve model performance in the alphabet abla-
tion study remains an open question. Future work
could also provide images of language-specific
word pairs alongside their corresponding text to ex-
amine whether this improves accuracy.

8 Ethical Considerations

Human Annotators Gold-standard Stage 1 an-
notations were collected from one language expert
per source language (§3.4.2). For Stage 2, two an-
notators independently annotated one page from
each of the ten dictionaries and resolved disagree-
ments (§3.4.3). Annotators were recruited through
the authors’ personal networks and compensated
at approximately US$30/hour, above the national
minimum wage in the relevant jurisdictions and
above prevailing local rates for similar annotation
work in the annotators’ countries of residence. In-
formed consent was obtained prior to annotation.

The protocol was not subject to formal ethics re-
view: annotation consisted of correcting model-
generated drafts.

Risks Dictionary digitization can support lan-
guage maintenance, education, and research, but
it also raises questions of rights, consent, cultural
sensitivity, and community control. Some dictio-
naries contain culturally restricted knowledge or
were produced under colonial conditions. If the
work is done on Indigenous languages, it should
follow the FAIR principles balanced by the CARE
principles for Indigenous Data Governance and re-
spect Indigenous Cultural and Intellectual Prop-
erty, involving prior consent on the data usage, at-
tribution of communities as the ICIP owners, and
benefit sharing. For community and archival ma-
terials, model outputs should be treated as provi-
sional drafts rather than final products, and inte-
grated into community-led data review and man-
agement workflows in which speakers play an ac-
tive role in validating, correcting, and curating
their language data. We also emphasize that the pa-
per provides a framework and recommendations to
improve the quality of dictionary digitization but
the practical implementation, incorporation and
use of such a system need to respect the copyright
law.

Al assistant disclosure LLM-based coding as-
sistants were used for code authoring, testing and
analysis, and LLMs were used for proofreading
and adjusting the phrasing in the manuscript. All
claims, methodological designs, and analysis deci-
sions are the authors’.
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A List of Dictionaries

Source J20 EGIDS Language family Area Script Characters Target Citation
Assyrian 0 10 Afro-Asiatic Eurasia Cuneiform, m focerd @ English Williams & Northgate,
Latin-EH 1868
Bengali 3 1 Indo-European Eurasia Bengali 9 © & English Mendies, 1828
Canala (Xaracuu) 0 6a Austronesian Papunesia Latin-EH m"“ai English Grace, 1975
Chepang 0 6b Sino-Tibetan Eurasia Latin-EM pa? English Caughley, 2000
Chukchi 0 6b Chukotko- Eurasia Cyrillic-EM KHJ Russian Inenlikei, 1982
Kamchatkan
Circassian 1 5 Northwest Eurasia Arabic-EH, R English, Loewe, 1854
(Adyghe) Caucasian Latin-EM Turkish
Efik 0 3 Atlantic-Congo Africa Latin-EL o6né English Hugh, 1886
Evenki 0 6b Tungusic Eurasia Cyrillic-EL y3H Russian Vasilevish, 1958
Georgian 3 1 Kartvelian Eurasia Georgian Jbom Russian Kankava, 2001 (3rd ed)
Gojri 0 5 Indo-European Eurasia Devanagari, Latin | English, Anjum & Sadiq, 2021
Hindi
Greek 3 1 Indo-European Eurasia Greek Ely English Kyriakidgs, 1892
Gujarati 1 2 Indo-European Eurasia Gujarati aLedl English Edalji, 1863
Inupiatun Eskimo 1 8a Eskimo-Aleut North Latin-EH utm English Seiler, 2012
America
Japanese 5 1 Japonic Eurasia Katakana, Kanji, 7+ F English Hepburn, 1886
Latin-EL
Kashmiri 1 4 Indo-European Eurasia Kashmiri S ES English Chaltra, 1922
(Arabic-EH), Latin
Khmer 1 1 Austroasiatic Eurasia Khmer I§ iﬁ 118) English ICC, 2012
(Cambodian)
Malay 3 3 Austronesian Eurasia Arabic-EM, Lg s English Howison, 1801
Latin-EL
Na (Mosuo) 0 6b Sino-Tibetan Eurasia IPA, Latin-EH le¢H English, Michaud & Galliot,
Chinese, 2018
French
Nahuatl 1 6a/b Uto-Aztecan North Latin-EL COoT French Siméon, 1885
America
Punjabi 2 2 Indo-European Eurasia Gurmukhi, EXL at English Janvier, 1854
Latin-EM
Reel 0 6a Nilotic Africa Latin-EM, IPA g€pa English Cienetal., 2015
Ritharngu 0 8b Pama-Nyungan Australia Latin-EH réd English Heath, 1980
Sanskrit 2 9 Indo-European Eurasia Devanagari Sgd English Yates, 1846
Shilluk 0 5 Nilotic Africa Latin-EH are English Ayoker & Kur, 2016
Syriac 0 9 Afro-Asiatic Eurasia Syriac oA English Yohannan, 1900
Telugu 1 2 Dravidian Eurasia Telugu ® 3 Ro English Sankaranarayana, 1900
Thai 3 1 Tai-Kadai Eurasia Thai, Cyrillic-EH T Uz Russian Morev, 1964
Tiri (Grand Couli) 0 7 Austronesian Papunesia Latin-EH 5b¥y English Grace, 1976
Vernacular Syriac 0 6b Afro-Asiatic Eurasia Syriac, Latin-EM & P Kurdish, Maclean, 1901
Turkish,
English
Yiddish 1 9 Indo-European Europasia Hebrew AR) English Harkavy, 1901

Table 3: Languages and scripts included in the dataset and evaluation; listed alphabetically by source language.
The J20 column follows the resource taxonomy of Joshi et al. (2020), ranging from 0 for low-resource languages
to 5 for high-resource languages. The EGIDS column follows the Expanded Graded Intergenerational Disruption
Scale (Lewis and Simons, 2010), ranging from 0 for international languages to 10 for extinct languages. In addition,
we provide source language scripts. Many of these scripts are based on Latin/Arabic/Cyrillic scripts and include
special characters or diacritics; we arranged them into three categories: Lightly Extended (EL) with up to 3 special
characters/diacritics; Moderately Extended (EM) with 3 to 6 special characters/diacritics; and Highly Extended
(EH) with 6 or more special characters/diacritics. Note that this is a very rough reflection of the authenticity of the
corresponding writing system as it neither incorporates the frequency of their usage nor does it distinguish rarely
used special characters from tonal markers that could be applied to a range of vowels.
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B Dictionary Statistics

Dictionary Rows Columns Graphemes Bold Tags Italic Tags MDF Fields
Assyrian-English 99 1 3,483 60 47 -
Bengalese-English 294 2 7,611 241 248 -
Canala-English 254 2 4,098 0 0 -
Chepang-English 254 2 5,990 196 141 -
Chukchi-Russian 100 1 2,280 94 20 80
Circassian-English-Turkish 219 3 2,117 50 55 110
Efik-English 296 2 5,426 96 227 145
Evenki-Russian 291 2 4,138 242 274 214
Georgian-Russian 129 2 4,302 183 38 -
Gojri-English-Hindi 88 1 3,503 79 0 -
Greek-English 330 2 7,637 198 89 246
Gujarati-English 210 2 3,847 125 106 -
Ifiupiatun Eskimo-English 324 2 9,283 321 280 273
Japanese-English 260 2 9,608 243 111 -
Kashmiri-English 189 2 3,168 110 37 172
Khmer-English 244 2 3,846 119 0 -
Malay-English 214 2 4,442 135 0 -
Na-English-Chinese-French 255 2 6,369 39 0 116
Nahuatl-French 300 2 10,194 102 252 172
Punjabi-English 422 3 7,634 253 191 -
Reel-English 136 2 2,463 198 38 -
Ritharngu-English 248 2 4,773 203 179 -
Sanskrit-English 228 2 3,861 293 184 -
Shilluk-English 150 1 6,792 153 98 -
Syriac-English 167 2 3,389 159 72 -
Telugu-English 206 2 3,954 126 111 -
Thai-Russian 192 2 4,651 127 91 —
Tiri-English 244 2 3,873 147 0 102
Vernacular Syriac-Kurdish-Turkish-English 263 2 6,436 314 210 -
Yiddish-English 141 2 5,686 201 174 -

Table 4: Per-dictionary corpus statistics. Rows and columns indicate the number of rows and columns included per
each dictionary. Graphemes indicate the number of graphemes per gold transcription. Bold and italic tags are the
number of markup tags from gold transcription. MDF fields indicate total number of fields included per dictionary,
shown only for 10 dictionaries included in Stage 2 evaluation.
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uﬂ's

uﬂsmw, adr. Necessarily ; cer-
tainly, surely, positively.

5K oq K, 1. Support, prop, stay;
a post, pillar.

uws$4, n. Calumny, reproach.

53 $s0, . A honse, habitation.

©3FEy e . Ended, terminated.

eos-565%, v. 1. To hurry, hasten.

s, 1 t. To hasten, hurry,
expedite, quicken.

g5, n. Occasion,opportunity,
time ; necessity, need, urgency ;
haste, hurry. —a. Necessary,
urgent, required.

53K, 1. Ruin, loss; end, ter-
mination; exhaustion, fatigue.

64

C Label Studio Setup

Original Dictionary Page

wob

@B, a. Included, involved;
subordinate, secondary.

o0, 1. The south.

oo HEse, a.Southern;downward,
headlong. i

g6, a.Unutterable unspeak-
able, ineffable,indescribable, not
expressible in words ; improper
or not fit to be uttered, uhscene,

©o Sa, a. Obtained.

oo %, n. Obtaining, getting.

©oBams, a. Unrestrained, resist-
less. [much, ample.

@8, a. Abundant,

©oax, adr. Abundantly, excess-
ively. [unavoidable.

g gem, 1. Conclusion, termina-
tion, end; death, decease.

ws@romes, n. Termination, con-
clusion, end; completion;remain-
der; determination, resolution,
decision.

©xpdam, a. Finished, ended, com-
pleted; known, understood.

5G| ~0T, M Attack, assault.

e, 1. State,condition, situation,
position; period, stage.

eng‘;fén, n. Residing, dwelling,
abode, residence,

LI

o—

5,0 Inevitable, irresistible,

o Fsew, a. Not real, nnreal,un-
trae, unfounded, fictitious,

©p, pron. pl. of wa. Those, those
things, they.

©p¥ors, a. Unimpaired, entire,
perfect.

©D Oy, @ Uninterrupted, un-
intermitting.

e:&_)p'aauw-, adv. Uninterrupt-
edly, unintermittingly.

©0:2,) 1. A blind man; he who

eh&’.,} is maimed, crippled or
deformed.

eoxg, . Ignorance, want of

excessive, .

OCR Transcription — Post-Edit

o €& 7

Compare with the original page on the left. Fix any
character errors, missing text, or formatting issues in
the transcription boxes below. Leave Header / Footer
blank if the page has none.

Header (page-level metadata above the columns)

9543 64 @

Left Column

<b>eosddgioorr, </b> <i>adv.</i> Necessarily ; cer-
tainly, surely, positively.

<b>@5éoe§ém,</b> <i>n.</i> Support, prop, stay;
a post, pillar.

<b>e9558&,</b> <i>n.</i> Calumny, reproach.
<b>e055880,</b> <i>n.</i> A house, habitation.
<b>e55:&)80,</b> <i>a.</i> Ended, terminated.
<b>eB58H¢, </b> <i>v.i.</i> To hurry, hasten.
<b>es08 g, < /o> <i>v. t.</i> To hasten, hurry,
expedite, quicken.

<b>eH5585m,</b> <i>n.</i> Occasion, opportunity,
time ; necessity, need, urgency ;

haste, hurry. —<i>a.</i> Necessary,

#424

S O

-0

Update

Figure 2: Label Studio Setup. The dictionary page scan is on the left. The language expert uses editor on the
right to correct silver-standard annotations produced by a system. Once ready, they press “Update”. To assist the
annotators, we group the text into header, body, and footer; for multi-column pages, we also separate the text by
column.
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D Stage 1 Results for Language-Script Pairs

Table 5: Stage 1 language-script-specific evaluation results. Best scores are bolded (lower is better for all three

metrics).

Model Alph. Edit GCER

WER

Model Alph. Edit GCER

WER

Assyrian-Cuneiform (1 dictionaries, 147 words, 352 graphemes) Assyrian-Latin (1 dictionaries, 140 words, 663 graphemes)

OCR systems

GLM-OCR

GLM-OCR v
Mathpix

MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v
General-purpose LLMs
Claude Opus 4.7
Claude Opus 4.7
GPT-5.5

GPT-5.5 v
Gemini 3 Flash

Gemini 3 Flash v
Gemini 3.1 Pro

Gemini 3.1 Pro v

<

1.00
1.00
1.00
1.00
1.00

1.00
1.07

1.00
0.87
1.24
1.23
0.80
0.57
0.88
0.62

1.00
1.00
1.00
1.00
1.00

1.00
4.86

1.00
0.89
1.24
1.23
0.80
0.70
0.88
0.63

1.00
1.00
1.00
1.00
1.00

1.00
1.00

1.00
0.90
1.00
0.99
0.88
0.75
0.96
0.82

OCR systems
GLM-OCR
GLM-OCR v
Mathpix
MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v

General-purpose LLMs
Claude Opus 4.7

Claude Opus 4.7 v
GPT-5.5

GPT-5.5 v
Gemini 3 Flash

Gemini 3 Flash v
Gemini 3.1 Pro

Gemini 3.1 Pro v

0.07
0.08
0.31
0.65
0.78

0.05
0.25

0.09
0.06
0.10
0.10
0.11
0.08
0.05
0.08

0.07
0.08
0.31
1.51
0.78

0.05
0.32

0.09
0.06
0.10
0.10
0.11
0.08
0.05
0.08

0.22
0.24
0.47
0.35
0.85

0.12
0.20

0.15
0.20
0.27
0.30
0.31
0.25
0.16
0.21

Bengalese-Bengali (1 dictionaries, 261 words, 1,281 graphemes)

OCR systems

GLM-OCR

GLM-OCR v
Mathpix

MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v
General-purpose LLMs
Claude Opus 4.7

Claude Opus 4.7 v
GPT-5.5

GPT-5.5 v
Gemini 3 Flash

Gemini 3 Flash v
Gemini 3.1 Pro

Gemini 3.1 Pro v

0.92
0.87
0.18
0.44
0.72

0.22
0.23

0.03
0.03
0.07
0.06
0.07
0.08
0.04
0.03

0.92
0.87
0.18
0.44
0.72

0.22
0.23

0.03
0.03
0.07
0.06
0.07
0.08
0.04
0.03

1.00
1.00
0.46
0.80
0.96

0.47
0.48

0.11
0.12
0.17
0.17
0.23
0.25
0.15
0.09

Canala-Latin (1 dictionaries, 257 words, 1,043 graphemes)

OCR systems
GLM-OCR
GLM-OCR v
Mathpix
MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v
General-purpose LLMs
Claude Opus 4.7
Claude Opus 4.7 v
GPT-5.5

GPT-5.5 v
Gemini 3 Flash
Gemini 3 Flash v
Gemini 3.1 Pro
Gemini 3.1 Pro v

0.25
0.27
0.16
0.26
0.29

0.16
0.10

0.02
0.03
0.12
0.10
0.08
0.14
0.05
0.07

0.25
0.27
0.16
0.26
0.29

0.16
0.10

0.02
0.03
0.12
0.10
0.08
0.14
0.05
0.07

0.55
0.53
0.40
0.63
0.64

0.42
0.25

0.07
0.11
0.35
0.31
0.25
0.43
0.16
0.22

Chepang-Latin (1 dictionaries, 342 words, 1,914 graphemes)

OCR systems

GLM-OCR

GLM-OCR v
Mathpix

MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v
General-purpose LLMs
Claude Opus 4.7

Claude Opus 4.7 v
GPT-5.5

GPT-5.5 v
Gemini 3 Flash

Gemini 3 Flash v
Gemini 3.1 Pro

Gemini 3.1 Pro v

0.15
0.14
0.14
0.18
0.20

0.15
0.15

0.03
0.02
0.01
0.01
0.17
0.18
0.13
0.07

0.15
0.14
0.14
0.18
0.20

0.15
0.15

0.03
0.02
0.01
0.01
0.17
0.18
0.13
0.07

0.57
0.56
0.57
0.64
0.67

0.58
0.58

0.11
0.11
0.04
0.05
0.61
0.58
0.48
0.27

Chinese-Han (1 dictionaries, 94 words, 414 graphemes)

OCR systems
GLM-OCR
GLM-OCR v
Mathpix
MinerU2.5-Pro
PaddleOCR-VL-1.5
Vision Language Models
Qwen3-VL-235B
Qwen3-VL-235B v
General-purpose LLMs
Claude Opus 4.7
Claude Opus 4.7 v
GPT-5.5

GPT-5.5 v
Gemini 3 Flash
Gemini 3 Flash v
Gemini 3.1 Pro
Gemini 3.1 Pro v

0.00
0.20
0.00
0.00
0.01

0.00
0.00

0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00

0.00
0.24
0.00
0.00
0.01

0.00
0.00

0.00
0.00
0.00
0.00
0.00
0.00
0.00
0.00

0.01
0.04
0.00
0.00
0.02

0.00
0.00

0.00
0.00
0.00
0.00
0.01
0.00
0.00
0.00
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Model Alph. Edit GCER WER Model Alph. Edit GCER WER
Chukchi-Cyrillic (1 dictionaries, 108 words, 750 graphemes) Circassian-Arabic (1 dictionaries, 99 words, 442 graphemes)
OCR systems OCR systems

GLM-OCR 026 027 0.75 GLM-OCR 1.00 1.00 1.00
GLM-OCR v 026 027 0.81 GLM-OCR v 1.00 1.00 1.00
Mathpix 0.11 0.11 0.60 Mathpix 0.67  0.67 0.94
MinerU2.5-Pro 0.10 0.10 0.57 MinerU2.5-Pro 0.81 0.81 0.96
PaddleOCR-VL-1.5 0.17  0.17 0.70 PaddleOCR-VL-1.5 0.88  0.88 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 020 020 0.73 Qwen3-VL-235B 090  0.90 1.00
Qwen3-VL-235B v 0.21 0.21 0.77 Qwen3-VL-235B v 0.87 087 1.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.12 0.12 0.55 Claude Opus 4.7 0.47 0.48 0.81
Claude Opus 4.7 v 0.08  0.08 0.49 Claude Opus 4.7 v 047 050 0.86
GPT-5.5 0.17  0.17 0.71 GPT-5.5 0.91 0.91 0.99
GPT-5.5 v 0.15 0.15 0.67 GPT-5.5 4 087  0.87 0.98
Gemini 3 Flash 0.06  0.06 0.31 Gemini 3 Flash 0.54 055 0.87
Gemini 3 Flash v 0.02  0.02 0.10 Gemini 3 Flash v 052 0.52 0.90
Gemini 3.1 Pro 0.09  0.09 0.52 Gemini 3.1 Pro 0.69  0.80 0.89
Gemini 3.1 Pro v 0.11 0.11 0.53 Gemini 3.1 Pro v 0.58 0.58 0.93

Circassian-Latin (1 dictionaries, 88 words, 594 graphemes)

Efik-Latin (1 dictionaries, 367 words, 1,723 graphemes)

OCR systems OCR systems

GLM-OCR 0.09  0.09 0.41 GLM-OCR 0.09  0.09 0.29
GLM-OCR v 0.67  0.67 0.73 GLM-OCR v 0.10  0.10 0.29
Mathpix 025 025 0.42 Mathpix 0.04  0.04 0.13
MinerU2.5-Pro 0.16  0.16 0.40 MinerU2.5-Pro 0.07  0.07 0.25
PaddleOCR-VL-1.5 0.55 055 0.82 PaddleOCR-VL-1.5 0.14  0.14 0.40
Vision Language Models Vision Language Models

Qwen3-VL-235B 020 021 0.45 Qwen3-VL-235B 0.03  0.03 0.11
Qwen3-VL-235B v 0.17  0.17 0.42 Qwen3-VL-235B v 0.02  0.02 0.10
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.05 0.05 0.22 Claude Opus 4.7 0.01 0.01 0.03
Claude Opus 4.7 v 0.06  0.06 0.40 Claude Opus 4.7 v 0.01 0.01 0.04
GPT-5.5 0.10  0.10 0.40 GPT-5.5 0.03  0.03 0.13
GPT-5.5 v 048 048 0.65 GPT-5.5 4 0.03  0.03 0.13
Gemini 3 Flash 0.11 0.11 0.22 Gemini 3 Flash 0.02 0.02 0.10
Gemini 3 Flash v 0.09  0.09 0.17 Gemini 3 Flash v 0.02  0.02 0.08
Gemini 3.1 Pro 023 023 0.38 Gemini 3.1 Pro 0.01 0.01 0.06
Gemini 3.1 Pro v 0.05  0.06 0.26 Gemini 3.1 Pro v 0.01 0.01 0.06
English-Latin (25 dictionaries, 21,557 words, 87,978 graphemes) Evenki-Cyrillic (1 dictionaries, 303 words, 1,911 graphemes)
OCR systems OCR systems

GLM-OCR 0.10  0.11 0.06 GLM-OCR 080  2.58 0.80
GLM-OCR v 039 045 0.23 GLM-OCR v 085 370 0.84
Mathpix 0.08  0.08 0.11 Mathpix 0.11 0.11 0.45
MinerU2.5-Pro 028 037 0.07 MinerU2.5-Pro 0.11 0.11 0.49
PaddleOCR-VL-1.5 0.17  0.17 0.16 PaddleOCR-VL-1.5 0.16  0.16 0.54
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.05  0.05 0.05 Qwen3-VL-235B 0.13  0.13 0.51
Qwen3-VL-235B v 0.08  0.09 0.05 Qwen3-VL-235B v 0.13  0.13 0.52
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.03  0.03 0.02 Claude Opus 4.7 0.11 0.11 0.48
Claude Opus 4.7 v 0.02  0.02 0.02 Claude Opus 4.7 4 0.08  0.08 0.40
GPT-5.5 0.01  0.01 0.01 GPT-5.5 0.10  0.10 0.45
GPT-5.5 v 0.01 0.01 0.01 GPT-5.5 v 0.11 0.11 0.46
Gemini 3 Flash 0.02  0.02 0.02 Gemini 3 Flash 0.03  0.03 0.17
Gemini 3 Flash v 0.03 0.03 0.03 Gemini 3 Flash v 0.03 0.03 0.18
Gemini 3.1 Pro 0.02 0.02 0.02 Gemini 3.1 Pro 0.01 0.01 0.08
Gemini 3.1 Pro v 0.03  0.03 0.03 Gemini 3.1 Pro v 0.03  0.03 0.17

Table 6: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better for
all three metrics).
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Model Alph. Edit GCER

WER

Model Alph. Edit GCER

WER

French-Latin (5 dictionaries, 1,911 words, 8,246 graphemes) Georgian-Georgian (1 dictionaries, 189 words, 1,383 graphemes)

OCR systems OCR systems

GLM-OCR 0.03  0.03 0.06 GLM-OCR 093 093 1.00
GLM-OCR v 0.69  2.05 0.15 GLM-OCR v 0.93 5.62 1.00
Mathpix 0.03  0.03 0.06 Mathpix 0.13  0.13 0.50
MinerU2.5-Pro 0.00 0.00 0.01 MinerU2.5-Pro 1.01 1.01 1.00
PaddleOCR-VL-1.5 0.02  0.02 0.03 PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.01 0.01 0.02 Qwen3-VL-235B 036 037 0.80
Qwen3-VL-235B v 0.00  0.00 0.02 Qwen3-VL-235B v 027 027 0.72
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.00 0.00 0.01 Claude Opus 4.7 0.02 0.02 0.08
Claude Opus 4.7 v 0.00  0.00 0.01 Claude Opus 4.7 v 0.02  0.02 0.07
GPT-5.5 0.06  0.06 0.02 GPT-5.5 0.15 0.15 0.39
GPT-5.5 v 0.03  0.03 0.02 GPT-5.5 v 012 0.12 0.31
Gemini 3 Flash 0.01 0.01 0.01 Gemini 3 Flash 0.01 0.01 0.07
Gemini 3 Flash v 0.00 0.00 0.01 Gemini 3 Flash v 0.01 0.01 0.05
Gemini 3.1 Pro 0.00  0.00 0.01 Gemini 3.1 Pro 0.01 0.01 0.04
Gemini 3.1 Pro v 0.00 0.00 0.01 Gemini 3.1 Pro v 0.01 0.01 0.04
Gojri-Devanagari (1 dictionaries, 88 words, 273 graphemes) Gojri-Latin (1 dictionaries, 75 words, 465 graphemes)

OCR systems OCR systems

GLM-OCR 043 046 0.81 GLM-OCR 0.01 0.01 0.01
GLM-OCR v 074 077 0.95 GLM-OCR v 0.07  0.07 0.07
Mathpix 0.00  0.00 0.01 Mathpix 0.00  0.00 0.00
MinerU2.5-Pro 0.03  0.03 0.11 MinerU2.5-Pro 0.00  0.00 0.00
PaddleOCR-VL-1.5 0.16  0.16 0.38 PaddleOCR-VL-1.5 0.08  0.08 0.11
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.02  0.02 0.05 Qwen3-VL-235B 0.00  0.00 0.01
Qwen3-VL-235B v 0.03  0.03 0.07 Qwen3-VL-235B v 0.00  0.00 0.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.00 0.00 0.00 Claude Opus 4.7 0.00 0.00 0.00
Claude Opus 4.7 v 0.00  0.00 0.00 Claude Opus 4.7 v 0.00  0.00 0.00
GPT-5.5 0.08  0.08 0.21 GPT-5.5 0.00  0.00 0.00
GPT-5.5 v 0.08  0.08 0.23 GPT-5.5 v 0.00  0.00 0.01
Gemini 3 Flash 0.04  0.04 0.08 Gemini 3 Flash 0.00  0.00 0.00
Gemini 3 Flash v 0.03 0.03 0.08 Gemini 3 Flash v 0.00  0.00 0.00
Gemini 3.1 Pro 0.03  0.03 0.10 Gemini 3.1 Pro 0.00  0.00 0.00
Gemini 3.1 Pro v 0.04  0.04 0.11 Gemini 3.1 Pro v 0.00  0.00 0.00

Greek-Greek (4 dictionaries,

443 words, 2,586 graphemes)

Gujarati-Gujarati (1 dictionaries, 138 words, 498 graphemes)

OCR systems OCR systems

GLM-OCR 024 024 0.77 GLM-OCR 1.00 1.00 1.00
GLM-OCR v 024 024 0.76 GLM-OCR v 1.00 1.00 1.00
Mathpix 0.16  0.16 0.47 Mathpix 0.15 0.15 0.32
MinerU2.5-Pro 0.11 0.11 0.39 MinerU2.5-Pro 099  0.99 0.99
PaddleOCR-VL-1.5 027 027 0.63 PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.05  0.05 0.28 Qwen3-VL-235B 036  0.36 0.59
Qwen3-VL-235B v 0.05  0.05 0.27 Qwen3-VL-235B v 033 033 0.59
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.06  0.06 0.20 Claude Opus 4.7 0.07  0.07 0.19
Claude Opus 4.7 v 0.06  0.06 0.20 Claude Opus 4.7 v 0.07  0.07 0.17
GPT-5.5 0.05  0.05 0.25 GPT-5.5 0.15  0.15 0.33
GPT-5.5 v 0.03  0.03 0.15 GPT-5.5 v 013 0.13 0.28
Gemini 3 Flash 0.01 0.01 0.03 Gemini 3 Flash 0.08  0.08 0.19
Gemini 3 Flash v 0.00  0.00 0.02 Gemini 3 Flash v 0.07  0.07 0.19
Gemini 3.1 Pro 0.01 0.01 0.05 Gemini 3.1 Pro 0.06 0.06 0.14
Gemini 3.1 Pro v 0.03  0.03 0.16 Gemini 3.1 Pro v 0.04  0.04 0.11

Table 7: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better for
all three metrics).
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Model Alph. Edit GCER WER Model Alph. Edit GCER WER
Hindi-Devanagari (1 dictionaries, 200 words, 838 graphemes) Iiiupiatun Eskimo-Latin (1 dictionaries, 362 words, 2,961 graphemes)
OCR systems OCR systems

GLM-OCR 042 042 0.69 GLM-OCR 0.18  0.18 0.43
GLM-OCR v 0.54 054 0.73 GLM-OCR v 0.08  0.08 0.37
Mathpix 0.00 0.00 0.01 Mathpix 0.04  0.04 0.21
MinerU2.5-Pro 0.05 0.05 0.14 MinerU2.5-Pro 0.05 0.05 0.35
PaddleOCR-VL-1.5 0.14  0.14 0.33 PaddleOCR-VL-1.5 0.09  0.09 0.41
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.02  0.02 0.05 Qwen3-VL-235B 0.03  0.03 0.16
Qwen3-VL-235B v 0.02  0.02 0.05 Qwen3-VL-235B v 0.02  0.02 0.15
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.00 0.00 0.01 Claude Opus 4.7 0.00 0.00 0.02
Claude Opus 4.7 v 0.00 0.00 0.01 Claude Opus 4.7 4 0.00 0.00 0.02
GPT-5.5 0.03  0.03 0.10 GPT-5.5 0.03  0.03 0.17
GPT-5.5 v 0.04  0.04 0.10 GPT-5.5 v 0.03  0.03 0.17
Gemini 3 Flash 0.02  0.02 0.06 Gemini 3 Flash 0.01 0.01 0.07
Gemini 3 Flash v 0.02  0.02 0.04 Gemini 3 Flash v 0.02  0.02 0.08
Gemini 3.1 Pro 0.00  0.00 0.02 Gemini 3.1 Pro 0.01 0.01 0.04
Gemini 3.1 Pro v 0.00  0.00 0.01 Gemini 3.1 Pro v 0.01 0.01 0.05
Japanese-Kanji (1 dictionaries, 101 words, 200 graphemes)  Japanese-Katakana (1 dictionaries, 148 words, 575 graphemes)

OCR systems OCR systems

GLM-OCR 038  0.38 0.60 GLM-OCR 0.15  0.15 0.43
GLM-OCR v 039 039 0.59 GLM-OCR v 0.16  0.16 0.47
Mathpix 048 048 0.71 Mathpix 037 037 0.69
MinerU2.5-Pro 0.35 0.35 0.61 MinerU2.5-Pro 0.07 0.07 0.22
PaddleOCR-VL-1.5 035 035 0.58 PaddleOCR-VL-1.5 020  0.20 0.48
Vision Language Models Vision Language Models

Qwen3-VL-235B 023 023 0.42 Qwen3-VL-235B 0.04  0.04 0.15
Qwen3-VL-235B v 0.16 0.16 0.28 Qwen3-VL-235B v 0.03  0.03 0.10
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.16 0.16 0.29 Claude Opus 4.7 0.04 0.04 0.14
Claude Opus 4.7 v 0.15 0.15 0.29 Claude Opus 4.7 v 0.03 0.03 0.13
GPT-5.5 029  0.29 0.51 GPT-5.5 0.03  0.03 0.10
GPT-5.5 v 026  0.26 0.44 GPT-5.5 v 0.02  0.02 0.06
Gemini 3 Flash 0.09  0.09 0.17 Gemini 3 Flash 0.03  0.03 0.10
Gemini 3 Flash v 0.15 0.15 0.26 Gemini 3 Flash v 0.04  0.04 0.14
Gemini 3.1 Pro 022 022 0.36 Gemini 3.1 Pro 0.02  0.02 0.06
Gemini 3.1 Pro v 0.17  0.17 0.30 Gemini 3.1 Pro v 0.03  0.03 0.13
Japanese-Latin (1 dictionaries, 519 words, 2,742 graphemes) Kashmiri-Arabic (1 dictionaries, 141 words, 551 graphemes)

OCR systems OCR systems

GLM-OCR 0.02  0.02 0.09 GLM-OCR 1.00 1.00 1.00
GLM-OCR v 0.02  0.02 0.09 GLM-OCR v 1.00 1.00 1.00
Mathpix 0.07  0.07 0.20 Mathpix 1.00 1.00 1.00
MinerU2.5-Pro 0.04  0.04 0.08 MinerU2.5-Pro 1.00 1.00 1.00
PaddleOCR-VL-1.5 0.05  0.05 0.13 PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.04  0.04 0.07 Qwen3-VL-235B 0.78  0.78 0.96
Qwen3-VL-235B v 0.11 0.12 0.06 Qwen3-VL-235B v 0.70  0.70 0.96
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.00  0.00 0.01 Claude Opus 4.7 0.77 077 0.93
Claude Opus 4.7 v 0.01 0.01 0.02 Claude Opus 4.7 v 034 034 0.80
GPT-5.5 0.03  0.03 0.07 GPT-5.5 0.80  0.80 0.96
GPT-5.5 v 0.03  0.03 0.07 GPT-5.5 v 0.31 0.31 0.82
Gemini 3 Flash 0.01 0.01 0.02 Gemini 3 Flash 0.51 0.51 0.89
Gemini 3 Flash v 0.01 0.01 0.03 Gemini 3 Flash v 039 039 0.75
Gemini 3.1 Pro 0.02  0.02 0.01 Gemini 3.1 Pro 032 032 0.80
Gemini 3.1 Pro v 0.01 0.01 0.02 Gemini 3.1 Pro v 0.76  0.76 0.94

Table 8: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better for
all three metrics).
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Kashmiri-Latin (1 dictionaries, 167 words, 989 graphemes) Khmer-Khmer (1 dictionaries, 168 words, 710 graphemes)

OCR systems OCR systems

GLM-OCR 048 048 0.62 GLM-OCR 1.00 1.00 1.00
GLM-OCR v 059 059 0.81 GLM-OCR v 1.00 1.00 1.00
Mathpix 0.69  0.69 0.90 Mathpix 1.00 1.00 1.00
MinerU2.5-Pro 0.70 0.70 0.92 MinerU2.5-Pro 1.01 1.01 1.00
PaddleOCR-VL-1.5 0.63  0.63 0.89 PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 052 057 0.68 Qwen3-VL-235B 0.91 0.91 0.92
Qwen3-VL-235B v 050  0.56 0.66 Qwen3-VL-235B v 082  0.82 0.87
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.25 0.25 0.39 Claude Opus 4.7 0.25 0.25 0.43
Claude Opus 4.7 v 0.01  0.01 0.04 Claude Opus 4.7 v 025 026 0.40
GPT-5.5 0.01 0.01 0.05 GPT-5.5 0.19  0.19 0.34
GPT-5.5 v 0.01 0.01 0.04 GPT-5.5 v 022 022 0.37
Gemini 3 Flash 027 030 0.31 Gemini 3 Flash 0.19  0.19 0.31
Gemini 3 Flash v 0.03 0.03 0.15 Gemini 3 Flash v 0.19  0.19 0.38
Gemini 3.1 Pro 0.01 0.01 0.04 Gemini 3.1 Pro 0.09  0.09 0.19
Gemini 3.1 Pro v 0.75 0.99 0.90 Gemini 3.1 Pro v 0.08 0.08 0.18

Malay-Arabic (1 dictionaries, 199 words, 887 graphemes)

Malay-Latin (1 dictionaries, 180 words, 977 graphemes)

OCR systems OCR systems

GLM-OCR 099 099 0.99 GLM-OCR 0.02  0.02 0.11
GLM-OCR v 099  0.99 0.99 GLM-OCR v 095 14.67 0.38
Mathpix 0.80  0.80 0.94 Mathpix 0.15 0.15 0.31
MinerU2.5-Pro 0.51 0.51 0.79 MinerU2.5-Pro 0.05  0.05 0.19
PaddleOCR-VL-1.5 077 077 0.92 PaddleOCR-VL-1.5 019  0.19 0.42
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.66  0.66 0.85 Qwen3-VL-235B 0.56  0.60 0.74
Qwen3-VL-235B 4 0.69  0.69 0.85 Qwen3-VL-235B v 055 059 0.74
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.07 0.07 0.26 Claude Opus 4.7 0.01 0.01 0.07
Claude Opus 4.7 v 0.06 0.06 0.22 Claude Opus 4.7 v 0.01 0.01 0.08
GPT-5.5 020 020 0.51 GPT-5.5 0.05  0.05 0.21
GPT-5.5 v 0.14  0.14 0.38 GPT-5.5 4 0.06  0.06 0.21
Gemini 3 Flash 039 040 0.53 Gemini 3 Flash 032 045 0.29
Gemini 3 Flash v 039 039 0.72 Gemini 3 Flash v 0.31 0.32 0.44
Gemini 3.1 Pro 0.18  0.18 0.52 Gemini 3.1 Pro 0.05  0.06 0.28
Gemini 3.1 Pro v 0.08  0.08 0.32 Gemini 3.1 Pro v 0.03  0.03 0.16
Na-IPA (1 dictionaries, 185 words, 991 graphemes) Na-Latin (1 dictionaries, 31 words, 124 graphemes)

OCR systems OCR systems

GLM-OCR 073 0.73 0.88 GLM-OCR 0.01 0.01 0.03
GLM-OCR v 1.00  4.00 0.89 GLM-OCR v 0.01 0.01 0.03
Mathpix 084 084 1.00 Mathpix 026 026 0.26
MinerU2.5-Pro 073 0.73 0.88 MinerU2.5-Pro 0.16  0.19 0.03
PaddleOCR-VL-1.5 0.74  0.74 0.89 PaddleOCR-VL-1.5 0.14  0.14 0.19
Vision Language Models Vision Language Models

Qwen3-VL-235B 056  0.56 0.86 Qwen3-VL-235B 0.00  0.00 0.00
Qwen3-VL-235B 4 055 055 0.86 Qwen3-VL-235B v 0.00  0.00 0.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.21 0.21 0.60 Claude Opus 4.7 0.00 0.00 0.00
Claude Opus 4.7 v 0.21 0.21 0.72 Claude Opus 4.7 v 0.00 0.00 0.00
GPT-5.5 037 037 0.84 GPT-5.5 0.01 0.01 0.03
GPT-5.5 v 038 038 0.78 GPT-5.5 v 0.00  0.00 0.00
Gemini 3 Flash 0.02  0.02 0.08 Gemini 3 Flash 0.00  0.00 0.00
Gemini 3 Flash v 0.02  0.02 0.09 Gemini 3 Flash v 0.00  0.00 0.00
Gemini 3.1 Pro 0.00 0.00 0.01 Gemini 3.1 Pro 0.00 0.00 0.00
Gemini 3.1 Pro v 0.02  0.02 0.10 Gemini 3.1 Pro v 0.00 0.00 0.00

Table 9: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better for
all three metrics).
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Nahuatl-Latin (1 dictionaries, 528 words, 4,215 graphemes)

Punjabi-Gurmukhi (1 dictionaries, 301 words, 814 graphemes)

OCR systems OCR systems

GLM-OCR 0.10  0.10 0.38 GLM-OCR 1.00 1.00 1.00
GLM-OCR v 049 084 0.45 GLM-OCR v 0.99 1.22 1.00
Mathpix 0.02  0.02 0.13 Mathpix 1.00 1.00 1.00
MinerU2.5-Pro 0.03 0.03 0.19 MinerU2.5-Pro 1.00 1.00 1.00
PaddleOCR-VL-1.5 0.05  0.05 0.26 PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.06  0.06 0.32 Qwen3-VL-235B 0.70  0.70 0.80
Qwen3-VL-235B v 0.05  0.05 0.27 Qwen3-VL-235B v 025 0.25 0.51
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.02 0.02 0.07 Claude Opus 4.7 0.11 0.11 0.24
Claude Opus 4.7 v 0.01 0.01 0.04 Claude Opus 4.7 v 0.10  0.10 0.22
GPT-5.5 0.14  0.15 0.20 GPT-5.5 012 0.12 0.23
GPT-5.5 v 0.08  0.09 0.18 GPT-5.5 4 012 0.12 0.24
Gemini 3 Flash 0.02  0.02 0.04 Gemini 3 Flash 0.09  0.09 0.20
Gemini 3 Flash v 0.00  0.00 0.03 Gemini 3 Flash v 0.14  0.14 0.30
Gemini 3.1 Pro 0.00  0.00 0.02 Gemini 3.1 Pro 0.09  0.09 0.18
Gemini 3.1 Pro v 0.00 0.00 0.02 Gemini 3.1 Pro v 0.08 0.08 0.17
Punjabi-Latin (1 dictionaries, 216 words, 1,210 graphemes)  Reel-Latin (1 dictionaries, 219 words, 969 graphemes)

OCR systems OCR systems

GLM-OCR 048 048 0.89 GLM-OCR 023 023 0.53
GLM-OCR v 090 230 0.97 GLM-OCR v 0.91 6.40 0.61
Mathpix 030  0.30 0.84 Mathpix 0.18  0.18 0.42
MinerU2.5-Pro 039 039 0.84 MinerU2.5-Pro 024 024 0.58
PaddleOCR-VL-1.5 047 047 0.88 PaddleOCR-VL-1.5 036 036 0.77
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.31 0.31 0.87 Qwen3-VL-235B 0.17  0.17 0.43
Qwen3-VL-235B v 037 037 0.86 Qwen3-VL-235B v 0.17  0.17 0.46
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.28 0.28 0.83 Claude Opus 4.7 0.08 0.08 0.26
Claude Opus 4.7 v 0.21 0.21 0.83 Claude Opus 4.7 v 0.07  0.07 0.26
GPT-5.5 0.18  0.18 0.78 GPT-5.5 0.04  0.04 0.14
GPT-5.5 v 017  0.17 0.77 GPT-5.5 4 0.09  0.09 0.30
Gemini 3 Flash 0.21 0.21 0.82 Gemini 3 Flash 0.00 0.00 0.00
Gemini 3 Flash v 0.18  0.18 0.77 Gemini 3 Flash v 0.00  0.00 0.00
Gemini 3.1 Pro 0.18  0.18 0.77 Gemini 3.1 Pro 0.00  0.00 0.00
Gemini 3.1 Pro v 0.17 0.17 0.77 Gemini 3.1 Pro v 0.00 0.00 0.00

Ritharngu-Latin (1 dictionaries, 221 words, 1,427 graphemes) Russian-Cyrillic (4 dictionaries, 1,641 words, 8,976 graphemes)

OCR systems OCR systems

GLM-OCR 012 0.12 0.52 GLM-OCR 030 031 0.66
GLM-OCR v 0.11 0.11 0.52 GLM-OCR v 092 223 0.84
Mathpix 0.10  0.10 0.48 Mathpix 012 0.12 0.34
MinerU2.5-Pro 012 0.12 0.57 MinerU2.5-Pro 0.70 1.78 0.56
PaddleOCR-VL-1.5 030  0.30 0.69 PaddleOCR-VL-1.5 0.40  0.40 0.71
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.07  0.07 0.38 Qwen3-VL-235B 0.21 0.21 0.48
Qwen3-VL-235B v 0.07  0.07 0.38 Qwen3-VL-235B v 0.18  0.18 0.48
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.04  0.04 0.21 Claude Opus 4.7 0.04  0.04 0.21
Claude Opus 4.7 v 0.06  0.06 0.30 Claude Opus 4.7 v 0.06  0.06 0.32
GPT-5.5 0.06  0.06 0.30 GPT-5.5 0.06  0.06 0.27
GPT-5.5 v 0.09  0.09 0.43 GPT-5.5 4 0.07  0.07 0.30
Gemini 3 Flash 0.07  0.07 0.35 Gemini 3 Flash 0.02  0.02 0.10
Gemini 3 Flash v 0.11 0.11 0.52 Gemini 3 Flash v 0.02 0.02 0.11
Gemini 3.1 Pro 0.07 0.07 0.37 Gemini 3.1 Pro 0.04 0.04 0.22
Gemini 3.1 Pro v 0.10 0.10 0.47 Gemini 3.1 Pro v 0.05 0.05 0.25

Table 10: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better
for all three metrics).
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Sanskrit-Devanagari (1 dictionaries, 320 words, 1,034 graphemes) Shilluk-Latin (1 dictionaries, 157 words, 835 graphemes)

OCR systems
GLM-OCR 0.08  0.08 0.31
GLM-OCR v 0.07  0.07 0.29
Mathpix 0.04  0.04 0.14
MinerU2.5-Pro 0.04 0.04 0.19
PaddleOCR-VL-1.5 022 023 0.55
Vision Language Models
Qwen3-VL-235B 0.01 0.01 0.08
Qwen3-VL-235B v 0.01 0.01 0.08
General-purpose LLMs
Claude Opus 4.7 0.00 0.00 0.01
Claude Opus 4.7 v 0.00  0.00 0.01
GPT-5.5 0.03 0.03 0.12
GPT-5.5 v 0.03 0.03 0.12
Gemini 3 Flash 0.00 0.00 0.00
Gemini 3 Flash v 0.00 0.00 0.00
Gemini 3.1 Pro 0.00 0.00 0.01
Gemini 3.1 Pro v 0.01 0.01 0.04

Model Alph. Edit GCER WER
OCR systems

GLM-OCR 090  0.90 0.98
GLM-OCR v 0.98  0.98 1.00
Mathpix 0.44 044 0.68
MinerU2.5-Pro 0.55 0.55 0.83
PaddleOCR-VL-1.5 092 092 0.97
Vision Language Models

Qwen3-VL-235B 0.58 058 0.76
Qwen3-VL-235B v 043 043 0.68
General-purpose LLMs

Claude Opus 4.7 0.14 0.14 0.34
Claude Opus 4.7 v 0.12  0.12 0.25
GPT-5.5 0.53 053 0.67
GPT-5.5 v 026 026 0.51
Gemini 3 Flash 0.13 0.13 0.25
Gemini 3 Flash v 0.11 0.11 0.19
Gemini 3.1 Pro 0.08 0.08 0.20
Gemini 3.1 Pro v 0.08 0.08 0.20
Syriac-Syriac (1 dictionaries, 187 words, 868 graphemes)
OCR systems

GLM-OCR 1.00 1.00 1.00
GLM-OCR v 1.00 1.00 1.00
Mathpix 1.00 1.00 1.00
MinerU2.5-Pro 1.00 1.00 1.00
PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models

Qwen3-VL-235B 1.00 1.00 1.00
Qwen3-VL-235B v 0.94 1.04 1.00
General-purpose LLMs

Claude Opus 4.7 0.77 0.77 1.00
Claude Opus 4.7 v 0.63  0.63 0.95
GPT-5.5 075 075 1.00
GPT-5.5 v 0.64 0.64 0.98
Gemini 3 Flash 087  0.89 1.00
Gemini 3 Flash v 0.56  0.56 0.88
Gemini 3.1 Pro 0.82 0.82 0.99
Gemini 3.1 Pro v 0.54 0.54 0.89

Telugu-Telugu (1 dictionaries, 139 words, 574 graphemes)

OCR systems
GLM-OCR 1.00 1.00 1.00
GLM-OCR v 1.00 1.00 1.00
Mathpix 0.85 1.74 0.86
MinerU2.5-Pro 097 097 1.00
PaddleOCR-VL-1.5 0.87  2.40 0.83
Vision Language Models
Qwen3-VL-235B 0.62  0.62 0.83
Qwen3-VL-235B v 0.66  0.66 0.84
General-purpose LLMs
Claude Opus 4.7 0.23 0.23 0.53
Claude Opus 4.7 v 025 025 0.59
GPT-5.5 025 025 0.58
GPT-5.5 v 022 022 0.51
Gemini 3 Flash 0.08  0.08 0.24
Gemini 3 Flash v 0.14  0.14 0.33
Gemini 3.1 Pro 0.06  0.06 0.18
Gemini 3.1 Pro v 0.04  0.04 0.15

Thai-Cyrillic (1 dictionaries, 121 words, 952 graphemes)

OCR systems

GLM-OCR 0.70  0.83 1.00
GLM-OCR v 0.95 095 1.00
Mathpix 0.50  0.50 0.95
MinerU2.5-Pro 0.86  0.86 1.00
PaddleOCR-VL-1.5 0.84  0.84 1.00
Vision Language Models

Qwen3-VL-235B 0.81 0.81 1.00
Qwen3-VL-235B v 0.66  0.66 1.00
General-purpose LLMs

Claude Opus 4.7 0.40 040 0.93
Claude Opus 4.7 v 0.41 0.41 0.96
GPT-5.5 052 0.52 1.00
GPT-5.5 v 038  0.38 0.98
Gemini 3 Flash 049 049 0.96
Gemini 3 Flash v 047 047 0.92
Gemini 3.1 Pro 0.39 0.39 0.99
Gemini 3.1 Pro v 029  0.29 0.97

Thai-Thai (1 dictionaries, 129 words, 734 graphemes)

OCR systems
GLM-OCR 099  6.56 1.00
GLM-OCR v 1.00 1.00 1.00
Mathpix 0.14 0.14 0.31
MinerU2.5-Pro 0.75 1.55 0.80
PaddleOCR-VL-1.5 0.99 1254 0.98
Vision Language Models
Qwen3-VL-235B 0.09  0.09 0.35
Qwen3-VL-235B v 0.08  0.08 0.29
General-purpose LLMs
Claude Opus 4.7 0.02  0.02 0.09
Claude Opus 4.7 v 0.02  0.02 0.10
GPT-5.5 0.02  0.02 0.10
GPT-5.5 v 0.03  0.03 0.10
Gemini 3 Flash 0.03  0.03 0.17
Gemini 3 Flash v 0.03  0.03 0.12
Gemini 3.1 Pro 0.03 0.03 0.15
Gemini 3.1 Pro v 0.02  0.02 0.09

Table 11: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better

for all three metrics).
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Tiri-Latin (1 dictionaries, 238 words, 985 graphemes)

OCR systems

GLM-OCR 033 033 0.55
GLM-OCR v 029  0.29 0.53
Mathpix 0.14  0.14 0.42
MinerU2.5-Pro 0.23 0.23 0.52
PaddleOCR-VL-1.5 038 038 0.63
Vision Language Models

Qwen3-VL-235B 012 0.12 0.33
Qwen3-VL-235B v 0.10  0.10 0.30
General-purpose LLMs

Claude Opus 4.7 0.06 0.06 0.19
Claude Opus 4.7 v 0.02  0.02 0.08
GPT-5.5 0.09  0.09 0.31
GPT-5.5 v 0.10  0.10 0.26
Gemini 3 Flash 0.12 0.12 0.35
Gemini 3 Flash v 0.05  0.05 0.18
Gemini 3.1 Pro 0.10 0.10 0.35
Gemini 3.1 Pro v 0.04  0.04 0.13

Turkish-Arabic (3 dictionaries, 109 words, 466 graphemes)

OCR systems
GLM-OCR 0.78  0.78 0.99
GLM-OCR v 1.00 1.00 1.00
Mathpix 0.41 0.41 0.77
MinerU2.5-Pro 0.32 0.32 0.67
PaddleOCR-VL-1.5 0.71 0.71 0.83
Vision Language Models
Qwen3-VL-235B 0.73 0.73 0.90
Qwen3-VL-235B v 0.62  0.62 0.83
General-purpose LLMs
Claude Opus 4.7 0.17 0.17 0.41
Claude Opus 4.7 v 0.23 0.23 0.51
GPT-5.5 0.41 0.41 0.67
GPT-5.5 v 0.55 0.55 0.78
Gemini 3 Flash 0.30 0.30 0.55
Gemini 3 Flash v 0.35 0.35 0.65
Gemini 3.1 Pro 0.44 0.44 0.61
Gemini 3.1 Pro v 0.31 0.31 0.72

Vernacular Syriac-Latin (1 dictionaries, 159 words, 913 graphemes) Vernacular Syriac-Syriac (1 dictionaries, 317 words, 1,310 graphemes)

OCR systems

GLM-OCR 024 024 0.54
GLM-OCR v 048 050 0.66
Mathpix 047 047 0.62
MinerU2.5-Pro 0.88  5.09 0.62
PaddleOCR-VL-1.5 0.57 057 0.86
Vision Language Models

Qwen3-VL-235B 020 020 0.58
Qwen3-VL-235B 4 0.18  0.18 0.60
General-purpose LLMs

Claude Opus 4.7 0.05 0.05 0.24
Claude Opus 4.7 v 0.07  0.07 0.30
GPT-5.5 0.08  0.08 0.35
GPT-5.5 v 0.09  0.09 0.38
Gemini 3 Flash 0.12 0.12 0.42
Gemini 3 Flash v 0.11 0.11 0.45
Gemini 3.1 Pro 0.08  0.08 0.33
Gemini 3.1 Pro v 0.09  0.09 0.34

OCR systems
GLM-OCR 1.00 1.00 1.00
GLM-OCR v 1.19 241 1.00
Mathpix 1.00 1.00 1.00
MinerU2.5-Pro 1.00 1.00 1.00
PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models
Qwen3-VL-235B 1.00 1.00 1.00
Qwen3-VL-235B v 0.95 1.11 1.00
General-purpose LLMs
Claude Opus 4.7 0.63 0.63 0.88
Claude Opus 4.7 v 049 049 0.82
GPT-5.5 0.62  0.62 0.91
GPT-5.5 v 0.60  0.60 0.90
Gemini 3 Flash 0.58  0.58 0.83
Gemini 3 Flash 4 0.55 055 0.88
Gemini 3.1 Pro 0.61 0.61 0.89
Gemini 3.1 Pro v 0.53 0.53 0.85

Yiddish-Hebrew (1 dictionaries, 285 words, 2,022 graphemes)

OCR systems

GLM-OCR 092 092 1.00
GLM-OCR v 1.00 1.00 0.99
Mathpix 0.75  0.75 0.98
MinerU2.5-Pro 099 099 1.00
PaddleOCR-VL-1.5 1.00 1.00 1.00
Vision Language Models

Qwen3-VL-235B 089  0.89 0.97
Qwen3-VL-235B v 0.91 0.91 0.96
General-purpose LLMs

Claude Opus 4.7 0.41 0.41 0.85
Claude Opus 4.7 v 049 049 0.82
GPT-5.5 036 036 0.88
GPT-5.5 v 0.31 0.31 0.87
Gemini 3 Flash 033 033 0.52
Gemini 3 Flash 4 025  0.25 0.60
Gemini 3.1 Pro 0.32 0.32 0.75
Gemini 3.1 Pro v 028 028 0.49

Table 12: Stage 1 language-script-specific evaluation results (continued). Best scores are bolded (lower is better

for all three metrics).
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E Error Analysis

This appendix illustrates two systematic Stage 1 failure modes in which a model produces a coherent
but incorrect transcription rule across many entries. The examples are drawn from the canonical gold
OCR and Stage 1 output trees and are intended to show why dictionary-specific instructions can be more
effective than treating every discrepancy as independent noise.

E.1 Mixed-direction reading order in Yiddish—-English

The first page of the Yiddish—English dictionary is printed in two columns. Within each entry, the English
gloss is on the left and the Hebrew-script headword is on the right. The gold transcription preserves that
visual order and reads the complete left column before the right column. Gemini 3.1 Pro without the
alphabet list instead emits the Hebrew headword before the English gloss for many entries, effectively
reconstructing a conventional headword—gloss order rather than transcribing the page.

Source Transcription of one entry

Gold (visual order) 1) to finish praying; 2) to va. JYOYIIN
Gemini 3.1 Pro (no 1YOYAIN va. 1) to finish praying; 2) to
alphabet)

Table 13: Yiddish—-English reading-order error. The model moves the Hebrew headword to the beginning of the
entry even though it appears after the English gloss in the image.

This is a mixed left-to-right/right-to-left ordering problem rather than a failure to recognise the script
alone. The Hebrew token is often legible, but the model’s dictionary-schema prior and the absence of
explicit token coordinates encourage a semantically natural headword-first serialization. A prompt-level
intervention should state that the task is visual transcription: preserve the left-to-right order within ev-
ery printed line, keep right-to-left tokens in their original visual position, and do not reorder a line into
headword—gloss fields.

E.2 IPA glottal-stop substitution in Chepang—English

Chepang is marked as IPA+Latin-based in the dictionary configuration, and its alphabet list includes the
IPA character ?. Gemini 3 Flash repeatedly replaces this character with the ASCII question mark ?. The
substitution occurs in word-initial, medial, and final positions, including multiple occurrences in the same
word.

Source Repeated forms

Gold -co?.cayp ?u?.dhon.?i
Gemini 3 Flash (no -co?.cary ?u?.dhen.?i
alphabet)

Table 14: Chepang—English glyph confusion. The IPA glottal stop ? is systematically rendered as the visually
familiar question mark ?.

Across the three evaluated Chepang pages, the gold contains 272 occurrences of ?; the Gemini 3 Flash
no-alphabet output contains none and uses 7 throughout the corresponding material. The alphabet list
alone does not prevent the error, so the useful intervention is an explicit confusable-character instruction:
“The Chepang character ? (Unicode U+0294, LATIN LETTER GLOTTAL STOP) is a valid letter and
is distinct from 7 (U+003F). Preserve every occurrence exactly; never replace it with punctuation.” A
one-page rerun can verify the intervention by checking preservation of U+0294 before expanding it to
the full dictionary.
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F Stage 1 Results for Each Dictionary

Model Alph. Edit GCER WER Mrk. F1 RO Model Alph. Edit GCER WER Mrk. F1 RO
Assyrian-English Bengalese-English
OCR systems OCR systems
GLM-OCR 0.56 023 036 0.00 0.33 GLM-OCR 020 019 025 0.00 0.21
GLM-OCR v 057 022 035 0.00 0.33 GLM-OCR v 052 045 048 0.00 0.52
Mathpix 0.70 036 0.46 0.00 0.45 Mathpix 0.07  0.07 0.16 0.00 0.20
MinerU2.5-Pro 0.56 1.82 242 0.00 0.42 MinerU2.5-Pro 0.11 0.11 0.20 0.00 0.10
PaddleOCR-VL-1.5 0.81 0.57  0.66 0.00 0.55 PaddleOCR-VL-1.5 0.19  0.19 030 0.00 0.23
Vision Language Models Vision Language Models
Qwen3-VL-235B 030 0.19 033 0.00 0.21 Qwen3-VL-235B 0.04 0.04 0.10 0.00 0.00
Qwen3-VL-235B v 029 1.11 098 0.00 0.19 Qwen3-VL-235B v 004 005 0.10 0.00 0.00
General-purpose LLMs General-purpose LLMs
Claude Opus 4.7 030 018 024 0.71 0.21 Claude Opus 4.7 0.01 0.01  0.02 0.66 0.00
Claude Opus 4.7 v 025 012 023 0.71 0.19 Claude Opus 4.7 v 001 0.01  0.02 0.49 0.00
GPT-5.5 028 015 027 0.71 0.16 GPT-5.5 0.02  0.01 0.04 0.00 0.00
GPT-5.5 v 029 018 028 0.71 0.12 GPT-5.5 v 001 0.01  0.03 0.00 0.00
Gemini 3 Flash 026  0.18 045 0.52 0.11 Gemini 3 Flash 0.01 0.01  0.04 0.96 0.00
Gemini 3 Flash v 025 015 033 0.58 0.08 Gemini 3 Flash v 001 0.01 0.04 0.97 0.00
Gemini 3.1 Pro 026 014 029 0.63 0.15 Gemini 3.1 Pro 0.02  0.02 0.04 0.76 0.00
Gemini 3.1 Pro v 022 014 032 0.56 0.06 Gemini 3.1 Pro v 001 0.01  0.02 0.80 0.00
Canala-English Chepang-English
OCR systems OCR systems
GLM-OCR 0.13 0.11 0.22 0.00 0.42 GLM-OCR 0.11 0.11 0.24 0.00 0.39
GLM-OCR v 025 018 029 0.00 0.43 GLM-OCR v 011 0.11 0.24 0.00 0.46
Mathpix 0.09 0.08 020 0.00 0.39 Mathpix 0.10  0.10 0.26 0.00 0.30
MinerU2.5-Pro 0.12 010 026 0.00 0.24 MinerU2.5-Pro 0.10  0.11 025 0.00 0.34
PaddleOCR-VL-1.5 0.13 010 024 0.00 0.24 PaddleOCR-VL-1.5 013  0.12 028 0.00 0.47
Vision Language Models Vision Language Models
Qwen3-VL-235B 0.04 0.03 0.12 0.00 0.01 Qwen3-VL-235B 0.04 005 0.18 0.00 0.01
Qwen3-VL-235B v 002 002 007 0.00 0.00 Qwen3-VL-235B v 004 005 0.18 0.00 0.01
General-purpose LLMs General-purpose LLMs
Claude Opus 4.7 0.01  0.01 0.02 0.00 0.00 Claude Opus 4.7 0.01 0.01 0.04 0.98 0.00
Claude Opus 4.7 v 0.01 0.01 0.03 0.00 0.00 Claude Opus 4.7 v 001 0.01 0.04 0.98 0.00
GPT-5.5 0.03  0.02 0.10 0.00 0.00 GPT-5.5 0.01 0.01 0.03 0.84 0.00
GPT-5.5 v 002 002 009 0.00 0.00 GPT-5.5 v 001 0.01  0.03 0.70 0.00
Gemini 3 Flash 0.02 002 0.07 0.00 0.00 Gemini 3 Flash 0.05 005 0.19 0.90 0.00
Gemini 3 Flash v 003 003 0.12 0.00 0.00 Gemini 3 Flash v 005 005 0.17 0.90 0.00
Gemini 3.1 Pro 0.01 0.01 0.05 0.00 0.00 Gemini 3.1 Pro 0.04 004 0.15 0.92 0.00
Gemini 3.1 Pro v 002 001 007 0.00 0.00 Gemini 3.1 Pro v 002 002 0.08 0.96 0.00
Chukchi-Russian Circassian-English-Turkish
OCR systems OCR systems
GLM-OCR 0.17 017 0.67 0.33 0.00 GLM-OCR 0.64 086 0.96 0.00 0.25
GLM-OCR v 018 017 0.63 0.00 0.01 GLM-OCR v 072 071 0381 0.00 0.35
Mathpix 0.04 005 027 0.00 0.00 Mathpix 040 038 0.72 0.00 0.03
MinerU2.5-Pro 0.10  0.10 0.63 0.00 0.00 MinerU2.5-Pro 0.92 1.14  1.18 0.00 0.22
PaddleOCR-VL-1.5 0.15 014 0.73 0.00 0.00 PaddleOCR-VL-1.5 0.99 1.57 1.50 0.00 0.39
Vision Language Models Vision Language Models
Qwen3-VL-235B 0.11 0.10 0.44 0.00 0.00 Qwen3-VL-235B 046 048 0.69 0.00 0.00
Qwen3-VL-235B v 010 010 045 0.00 0.00 Qwen3-VL-235B v 044 044 0.66 0.00 0.00
General-purpose LLMs General-purpose LLMs
Claude Opus 4.7 0.04 0.04 020 0.97 0.00 Claude Opus 4.7 0.19 023 048 0.46 0.00
Claude Opus 4.7 v 005 005 034 0.97 0.00 Claude Opus 4.7 v 014 018 0.36 0.60 0.00
GPT-5.5 0.08  0.08 0.41 0.97 0.00 GPT-5.5 033 038 0.65 0.55 0.00
GPT-5.5 v 008 008 044 0.97 0.00 GPT-5.5 v 050 049 0.74 0.32 0.40
Gemini 3 Flash 0.05  0.05 031 0.99 0.00 Gemini 3 Flash 027 033 0.9 0.63 0.00
Gemini 3 Flash v 001 0.01 0.07 1.00 0.00 Gemini 3 Flash v 028 032 0.61 0.48 0.00
Gemini 3.1 Pro 0.03  0.04 0.19 0.80 0.00 Gemini 3.1 Pro 038 045 0.71 0.40 0.15
Gemini 3.1 Pro v 005 005 030 0.98 0.00 Gemini 3.1 Pro v 028 032 0.67 0.48 0.00
Table 15: Stage 1 dictionary-specific evaluation results grouped by dictionary.
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Model Alph. Edit GCER WER Mrk. F1 RO Model Alph. Edit GCER WER Mrk. F1 RO
Efik-English Evenki-Russian

OCR systems OCR systems

GLM-OCR 013 0.09 0.17 0.00 0.51 GLM-OCR 059 232 239 0.00 0.58
GLM-OCR v 016 010 0.17 0.00 0.51 GLM-OCR v 078 316 328 0.00 0.50
Mathpix 0.10 0.06 0.13 0.00 0.51 Mathpix 023 030 0.57 0.00 0.69
MinerU2.5-Pro 0.10 0.08 0.17 0.00 0.46 MinerU2.5-Pro 0.18 023 0.55 0.00 0.51
PaddleOCR-VL-1.5 0.11 0.08 0.20 0.00 0.43 PaddleOCR-VL-1.5 0.19 020 0.3 0.00 0.58
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.03  0.05 0.09 0.00 0.17 Qwen3-VL-235B 012 0.18 048 0.00 0.27
Qwen3-VL-235B v 006 007 0.12 0.00 0.36 Qwen3-VL-235B v 012 019 048 0.00 0.42
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.02  0.03 0.06 0.96 0.17 Claude Opus 4.7 0.06 007 0.23 0.74 0.17
Claude Opus 4.7 v 002 004 0.06 0.96 0.17 Claude Opus 4.7 v 006 007 029 0.90 0.19
GPT-5.5 0.02  0.02 0.09 0.78 0.00 GPT-5.5 0.06  0.06 0.30 0.80 0.00
GPT-5.5 v 002 002 0.08 0.89 0.00 GPT-5.5 v 006 006 029 0.76 0.00
Gemini 3 Flash 0.01 0.01  0.03 0.94 0.00 Gemini 3 Flash 0.02 002 0.12 0.94 0.00
Gemini 3 Flash v 0.01 0.01 0.03 0.85 0.00 Gemini 3 Flash v 003 004 0.16 0.92 0.18
Gemini 3.1 Pro 0.02  0.02 0.06 0.96 0.00 Gemini 3.1 Pro 0.02  0.01 0.09 0.94 0.00
Gemini 3.1 Pro v 0.0l 0.02 0.05 0.97 0.00 Gemini 3.1 Pro v 002 002 0.12 0.96 0.00
Georgian-Russian Gojri-English-Hindi

OCR systems OCR systems

GLM-OCR 0.65 072 098 0.00 0.65 GLM-OCR 0.16  0.13 0.63 0.00 0.05
GLM-OCR v 088 1.29 159 0.00 0.51 GLM-OCR v 024 022 0.67 0.00 0.12
Mathpix 037 040 0.84 0.00 0.64 Mathpix 026  0.00 0.03 0.00 0.03
MinerU2.5-Pro 0.52 355 490 0.00 0.63 MinerU2.5-Pro 0.01 0.01 0.14 0.00 0.00
PaddleOCR-VL-1.5 0.59 064 092 0.00 0.57 PaddleOCR-VL-1.5 0.10  0.07 035 0.00 0.05
Vision Language Models Vision Language Models

Qwen3-VL-235B 042 042 075 0.00 0.12 Qwen3-VL-235B 0.01 0.01 0.13 0.00 0.00
Qwen3-VL-235B v 033 034 071 0.00 0.11 Qwen3-VL-235B v 001 0.01 0.13 0.00 0.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.09 014 034 0.53 0.49 Claude Opus 4.7 0.00 0.00 0.01 0.00 0.00
Claude Opus 4.7 v 005 005 025 0.24 0.22 Claude Opus 4.7 v 000 000 0.02 0.00 0.00
GPT-5.5 0.09 0.09 028 0.00 0.07 GPT-5.5 0.01 0.01 0.11 0.00 0.00
GPT-5.5 v 011 0.10 037 0.10 0.09 GPT-5.5 v 001 0.01 0.12 0.00 0.00
Gemini 3 Flash 0.01 0.01 0.06 0.91 0.00 Gemini 3 Flash 0.01 0.01  0.05 0.79 0.00
Gemini 3 Flash v 0.03 0.03 0.18 0.91 0.00 Gemini 3 Flash v 000 000 0.04 0.79 0.00
Gemini 3.1 Pro 0.04 003 023 0.91 0.04 Gemini 3.1 Pro 0.00  0.00 0.03 0.00 0.00
Gemini 3.1 Pro v 004 003 025 0.52 0.06 Gemini 3.1 Pro v 000 000 0.03 0.00 0.00
Greek-English Gujarati-English

OCR systems OCR systems

GLM-OCR 0.14 013 033 0.00 0.64 GLM-OCR 039 033 047 0.00 0.41
GLM-OCR v 014 013 034 0.00 0.64 GLM-OCR v 092 089 094 0.00 0.49
Mathpix 0.13 014 032 0.00 0.62 Mathpix 0.10  0.08 0.24 0.00 0.26
MinerU2.5-Pro 0.10 0.11 025 0.00 0.57 MinerU2.5-Pro 029 024 040 0.00 0.27
PaddleOCR-VL-1.5 0.13 013 029 0.00 0.59 PaddleOCR-VL-1.5 036 032 0.52 0.00 0.42
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.02  0.03 0.09 0.00 0.00 Qwen3-VL-235B 0.08 0.13 024 0.00 0.11
Qwen3-VL-235B v 002 003 0.09 0.00 0.00 Qwen3-VL-235B v 009 013 025 0.00 0.25
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.02  0.03 0.07 0.31 0.00 Claude Opus 4.7 0.02 004 0.14 0.62 0.00
Claude Opus 4.7 v 005 007 0.14 0.00 0.42 Claude Opus 4.7 v 002 003 0.14 0.54 0.00
GPT-5.5 0.02  0.03 0.08 0.00 0.00 GPT-5.5 0.03  0.03 0.16 0.25 0.00
GPT-5.5 v 0.0l 0.01 0.04 0.30 0.00 GPT-5.5 v 003 003 0.16 0.00 0.00
Gemini 3 Flash 0.00  0.00 0.02 0.79 0.00 Gemini 3 Flash 0.02  0.02 0.12 0.77 0.00
Gemini 3 Flash v 0.00 0.00 0.02 0.87 0.00 Gemini 3 Flash v 002 003 0.18 0.83 0.00
Gemini 3.1 Pro 0.01 0.03  0.05 0.53 0.00 Gemini 3.1 Pro 0.02 003 0.11 0.86 0.00
Gemini 3.1 Pro v 0.01 0.02 0.06 0.61 0.00 Gemini 3.1 Pro v 002 004 0.15 0.87 0.00

Table 16: Stage 1 dictionary-specific evaluation results grouped by dictionary (continued).
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Model Alph. Edit GCER WER Mrk. F1 RO Model Alph. Edit GCER WER Mrk. F1 RO
Ifiupiatun Eskimo-English Japanese-English

OCR systems OCR systems

GLM-OCR 029 024 027 0.00 0.65 GLM-OCR 0.13  0.08 0.20 0.00 0.55
GLM-OCR v 011 0.12 0.15 0.00 0.63 GLM-OCR v 013 009 021 0.00 0.57
Mathpix 0.10 012 0.14 0.00 0.67 Mathpix 036 027 0.70 0.00 0.47
MinerU2.5-Pro 0.08  0.08 0.12 0.00 0.43 MinerU2.5-Pro 0.07  0.07 0.17 0.00 0.60
PaddleOCR-VL-1.5 0.09 008 0.13 0.00 0.58 PaddleOCR-VL-1.5 0.16  0.11 023 0.00 0.46
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.01 0.01  0.03 0.00 0.00 Qwen3-VL-235B 0.01 0.02  0.06 0.00 0.01
Qwen3-VL-235B v 0.0l 0.01  0.03 0.01 0.00 Qwen3-VL-235B v 002 004 0.06 0.00 0.12
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.00 0.00 0.01 0.99 0.00 Claude Opus 4.7 0.09 0.07 0.10 0.78 0.58
Claude Opus 4.7 v 003 005 0.04 0.95 0.32 Claude Opus 4.7 v 003 003 0.06 0.78 0.18
GPT-5.5 0.01 0.01 0.04 1.00 0.00 GPT-5.5 0.03  0.02 0.06 0.80 0.02
GPT-5.5 v 0.01 0.01 0.04 1.00 0.00 GPT-5.5 v 002 002 0.06 0.80 0.02
Gemini 3 Flash 0.00  0.00 0.02 0.99 0.00 Gemini 3 Flash 0.02  0.01 0.03 0.86 0.02
Gemini 3 Flash v 0.0l 0.00 0.02 0.90 0.00 Gemini 3 Flash v 002 002 0.04 0.91 0.01
Gemini 3.1 Pro 0.00  0.00 0.01 0.81 0.00 Gemini 3.1 Pro 0.01 0.01 0.04 0.80 0.01
Gemini 3.1 Pro v 0.00 000 001 1.00 0.00 Gemini 3.1 Pro v 002 001 0.04 0.80 0.00
Kashmiri-English Khmer-English

OCR systems OCR systems

GLM-OCR 0.44 050 0.59 0.00 0.57 GLM-OCR 043 038 042 0.00 0.49
GLM-OCR v 060 067 0.75 0.00 0.68 GLM-OCR v 044 040 043 0.00 0.49
Mathpix 0.53 059 0.78 0.00 0.75 Mathpix 0.75 070 0.81 0.00 0.82
MinerU2.5-Pro 0.95 1.04 1.10 0.00 0.05 MinerU2.5-Pro 0.41 1.69 2.17 0.00 0.47
PaddleOCR-VL-1.5 0.74 086 0.96 0.00 0.26 PaddleOCR-VL-1.5 0.50 053 0.55 0.00 0.29
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.19 034 051 0.00 0.70 Qwen3-VL-235B 0.21 0.20 0.24 0.00 0.28
Qwen3-VL-235B v 022 031 046 0.00 0.70 Qwen3-VL-235B v 030 031 034 0.00 0.42
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.13 016 029 0.35 0.43 Claude Opus 4.7 0.07  0.07 0.13 0.00 0.21
Claude Opus 4.7 v 005 007 024 0.35 0.01 Claude Opus 4.7 v 009 009 0.15 0.00 0.54
GPT-5.5 0.11 0.14 030 0.16 0.00 GPT-5.5 0.05  0.05 0.09 0.00 0.02
GPT-5.5 v 005 006 027 0.16 0.00 GPT-5.5 v 005 004 0.09 0.00 0.01
Gemini 3 Flash 0.11 0.15 031 0.84 0.34 Gemini 3 Flash 0.06  0.07 0.11 0.59 0.03
Gemini 3 Flash v 005 006 024 0.43 0.00 Gemini 3 Flash v 007 006 0.16 0.61 0.17
Gemini 3.1 Pro 0.05 0.05 0.22 0.17 0.00 Gemini 3.1 Pro 0.02 0.02 0.05 0.00 0.17
Gemini 3.1 Pro v 014 026 045 0.20 0.88 Gemini 3.1 Pro v 006 010 0.16 0.00 0.02
Malay-English Na-English-Chinese-French

OCR systems OCR systems

GLM-OCR 0.43 041 048 0.00 0.39 GLM-OCR 0.57 030 042 0.00 0.33
GLM-OCR v 0.65 411 450 0.00 0.59 GLM-OCR v 060 204 240 0.00 0.37
Mathpix 039 037 054 0.00 0.39 Mathpix 0.68 051 0.79 0.00 0.34
MinerU2.5-Pro 020 020 041 0.00 0.22 MinerU2.5-Pro 0.50 027 045 0.00 0.37
PaddleOCR-VL-1.5 038 038 057 0.00 0.35 PaddleOCR-VL-1.5 040 028 037 0.00 0.35
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.14 016 032 0.00 0.62 Qwen3-VL-235B 0.15 0.14 025 0.00 0.22
Qwen3-VL-235B v 016 018 036 0.00 0.62 Qwen3-VL-235B v 014 012 022 0.00 0.17
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.03 0.05 o0.11 0.00 0.00 Claude Opus 4.7 0.06 006 0.17 0.74 0.15
Claude Opus 4.7 v 003 005 0.14 0.00 0.00 Claude Opus 4.7 v 009 008 021 0.67 0.18
GPT-5.5 0.06 0.06 023 0.00 0.00 GPT-5.5 0.07  0.06 0.14 0.00 0.01
GPT-5.5 v 006 006 022 0.00 0.00 GPT-5.5 v 006 005 0.12 0.00 0.00
Gemini 3 Flash 0.13 024 0.19 0.76 0.00 Gemini 3 Flash 0.01 0.01  0.05 0.22 0.03
Gemini 3 Flash v 005 006 0.17 0.64 0.31 Gemini 3 Flash v 001 0.01  0.03 0.16 0.00
Gemini 3.1 Pro 0.04 005 0.19 0.00 0.00 Gemini 3.1 Pro 0.01 0.01 0.03 0.28 0.00
Gemini 3.1 Pro v 003 004 0.17 0.00 0.00 Gemini 3.1 Pro v 001 0.01  0.05 0.07 0.00

Table 17: Stage 1 dictionary-specific evaluation results grouped by dictionary (continued).
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Model Alph. Edit GCER WER Mrk. F1 RO Model Alph. Edit GCER WER Mrk. F1 RO
Nahuatl-French Punjabi-English

OCR systems OCR systems

GLM-OCR 030 022 035 0.00 0.62 GLM-OCR 050 042 0.8 0.00 0.69
GLM-OCR v 044 1.66 1.78 0.00 0.60 GLM-OCR v 090 145 1.69 0.00 0.56
Mathpix 024 019 028 0.00 0.63 Mathpix 0.55 049 0.67 0.00 0.66
MinerU2.5-Pro 020 017 026 0.00 0.60 MinerU2.5-Pro 033 030 048 0.00 0.58
PaddleOCR-VL-1.5 0.17 0.14 025 0.00 0.60 PaddleOCR-VL-1.5 039 034 049 0.00 0.57
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.03  0.03 0.12 0.00 0.19 Qwen3-VL-235B 0.11 0.11 0.22 0.00 0.15
Qwen3-VL-235B v 002 002 0.10 0.00 0.00 Qwen3-VL-235B v 008 007 0.8 0.00 0.14
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.01 0.01 0.03 0.97 0.00 Claude Opus 4.7 0.05 005 0.13 0.65 0.14
Claude Opus 4.7 v 000 001 0.02 0.98 0.00 Claude Opus 4.7 v 007 008 0.17 0.84 0.22
GPT-5.5 0.07  0.11 0.12 0.97 0.00 GPT-5.5 0.04 004 0.13 0.00 0.14
GPT-5.5 v 004 006 0.10 0.93 0.00 GPT-5.5 v 004 003 0.14 0.49 0.00
Gemini 3 Flash 0.02  0.02 0.03 0.97 0.00 Gemini 3 Flash 0.04  0.03 0.12 0.97 0.14
Gemini 3 Flash v 0.00 0.00 0.02 0.96 0.00 Gemini 3 Flash v 004 003 0.13 0.79 0.14
Gemini 3.1 Pro 0.00  0.00 0.02 0.96 0.00 Gemini 3.1 Pro 0.04 004 0.14 0.82 0.08
Gemini 3.1 Pro v 000 000 0.02 0.96 0.00 Gemini 3.1 Pro v 004 004 0.13 0.88 0.08
Reel-English Ritharngu-English

OCR systems OCR systems

GLM-OCR 027 023 034 0.10 0.51 GLM-OCR 0.11 0.07 0.18 0.00 0.51
GLM-OCR v 039 053 056 0.00 0.46 GLM-OCR v 010 007 0.19 0.00 0.45
Mathpix 030 027 049 0.00 0.50 Mathpix 0.09 006 0.18 0.00 0.44
MinerU2.5-Pro 0.21 0.19 0.40 0.02 0.27 MinerU2.5-Pro 0.08 0.06 0.18 0.00 0.32
PaddleOCR-VL-1.5 0.21 0.19 0.40 0.00 0.36 PaddleOCR-VL-1.5 029 019 029 0.00 0.58
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.09 0.09 023 0.00 0.07 Qwen3-VL-235B 0.02  0.02 0.09 0.00 0.20
Qwen3-VL-235B v 0.09 0.09 024 0.00 0.06 Qwen3-VL-235B v 004 004 0.1 0.00 0.38
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.05 0.05 0.15 0.95 0.06 Claude Opus 4.7 0.01 0.01  0.05 0.54 0.00
Claude Opus 4.7 v 006 006 0.17 0.95 0.15 Claude Opus 4.7 v 001 0.01  0.07 0.62 0.00
GPT-5.5 0.04 0.04 0.14 0.98 0.00 GPT-5.5 0.01 0.01  0.07 0.70 0.00
GPT-5.5 v/ 006 006 0.18 0.96 0.00 GPT-5.5 v 002 002 0.10 0.71 0.00
Gemini 3 Flash 0.00  0.00 0.00 0.99 0.00 Gemini 3 Flash 0.02  0.02 0.08 0.80 0.00
Gemini 3 Flash v 0.00 0.00 0.00 0.99 0.00 Gemini 3 Flash v 003 003 0.12 0.96 0.00
Gemini 3.1 Pro 0.00  0.00 0.00 0.93 0.00 Gemini 3.1 Pro 0.02  0.02 0.09 0.86 0.00
Gemini 3.1 Pro v 0.00 0.00 0.00 0.98 0.00 Gemini 3.1 Pro v 002 002 0.11 0.75 0.00
Sanskrit-English Shilluk-English

OCR systems OCR systems

GLM-OCR 0.40 039 043 0.00 0.47 GLM-OCR 0.14  0.10 0.11 0.00 0.22
GLM-OCR v 085 079 0.78 0.00 0.68 GLM-OCR v 014 010 0.10 0.00 0.22
Mathpix 020 017 036 0.00 0.30 Mathpix 0.14  0.10 0.19 0.00 0.22
MinerU2.5-Pro 020 019 030 0.00 0.27 MinerU2.5-Pro 0.05 0.06 0.09 0.01 0.16
PaddleOCR-VL-1.5 0.30 1.00 0.40 0.00 0.25 PaddleOCR-VL-1.5 0.18 0.14 0.18 0.00 0.25
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.13  0.16 021 0.00 0.00 Qwen3-VL-235B 0.01 0.01  0.02 0.00 0.00
Qwen3-VL-235B v 012 014 022 0.00 0.05 Qwen3-VL-235B v 001 0.01  0.02 0.00 0.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.05 013 0.18 0.55 0.00 Claude Opus 4.7 0.04  0.06 0.06 0.83 0.16
Claude Opus 4.7 v 003 003 0.1 0.55 0.00 Claude Opus 4.7 v 003 005 0.06 0.83 0.16
GPT-5.5 0.12 012 0.16 0.04 0.00 GPT-5.5 0.01 0.01  0.02 0.87 0.00
GPT-5.5 v 007 009 0.15 0.07 0.00 GPT-5.5 v 001 0.01  0.03 0.84 0.00
Gemini 3 Flash 0.04 005 0.10 0.73 0.00 Gemini 3 Flash 0.01 0.00 0.01 0.97 0.00
Gemini 3 Flash v 0.03 0.05 o0.11 0.72 0.00 Gemini 3 Flash v 000 0.00 0.00 0.98 0.01
Gemini 3.1 Pro 0.03  0.04 0.11 0.63 0.00 Gemini 3.1 Pro 0.00  0.00 0.00 0.98 0.00
Gemini 3.1 Pro v 003 0.03 0.10 0.79 0.00 Gemini 3.1 Pro v 001 0.00 0.01 0.95 0.00

Table 18: Stage 1 dictionary-specific evaluation results grouped by dictionary (continued).
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Model Alph. Edit GCER WER Mrk. F1 RO Model Alph. Edit GCER WER Mrk. F1 RO
Syriac-English Telugu-English

OCR systems OCR systems

GLM-OCR 0.67  0.67 0.75 0.00 0.37 GLM-OCR 0.53 051 057 0.00 0.26
GLM-OCR v 076 077 0381 0.00 0.57 GLM-OCR v 057 056 0.63 0.00 0.29
Mathpix 0.63  0.63 0.70 0.00 0.45 Mathpix 023 024 038 0.00 0.45
MinerU2.5-Pro 0.52 051 056 0.00 0.31 MinerU2.5-Pro 035 095 226 0.00 0.22
PaddleOCR-VL-1.5 0.61 0.62 0.67 0.00 0.38 PaddleOCR-VL-1.5 023 019 035 0.00 0.26
Vision Language Models Vision Language Models

Qwen3-VL-235B 023 024 026 0.00 0.01 Qwen3-VL-235B 0.09  0.09 0.18 0.00 0.02
Qwen3-VL-235B v 023 025 026 0.00 0.00 Qwen3-VL-235B v 011 0.11 0.21 0.00 0.08
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.16 018 025 0.49 0.07 Claude Opus 4.7 0.04 004 0.15 0.66 0.01
Claude Opus 4.7 v 015 016 025 0.55 0.02 Claude Opus 4.7 v 004 004 0.15 0.78 0.01
GPT-5.5 0.17 017 023 0.30 0.02 GPT-5.5 0.05 005 0.15 0.48 0.02
GPT-5.5 v 015 015 023 0.58 0.02 GPT-5.5 v 005 005 0.18 0.51 0.01
Gemini 3 Flash 0.19 020 026 0.46 0.02 Gemini 3 Flash 0.03  0.02 0.08 0.88 0.01
Gemini 3 Flash v 017 019 028 0.79 0.31 Gemini 3 Flash v 005 005 0.12 0.89 0.06
Gemini 3.1 Pro 0.16 016 0.23 0.66 0.04 Gemini 3.1 Pro 0.03  0.03 0.06 0.98 0.02
Gemini 3.1 Pro v 013 013 023 0.80 0.02 Gemini 3.1 Pro v 003 003 0.09 0.96 0.02
Thai-Russian Tiri-English

OCR systems OCR systems

GLM-OCR 074 079 0.96 0.03 0.19 GLM-OCR 0.31 025 0.36 0.00 0.68
GLM-OCR v 097 096 1.00 0.00 0.82 GLM-OCR v 025 022 032 0.00 0.44
Mathpix 026 024 0.75 0.00 0.15 Mathpix 0.17  0.18 0.29 0.00 0.66
MinerU2.5-Pro 0.57 225 375 0.00 0.21 MinerU2.5-Pro 0.17 015 0.29 0.00 0.59
PaddleOCR-VL-1.5 0.78 335 331 0.00 0.64 PaddleOCR-VL-1.5 023 022 033 0.00 0.54
Vision Language Models Vision Language Models

Qwen3-VL-235B 0.15 017 0.40 0.00 0.00 Qwen3-VL-235B 0.03  0.02 0.09 0.00 0.00
Qwen3-VL-235B v 016 018 047 0.00 0.11 Qwen3-VL-235B v 002 002 0.08 0.00 0.00
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.09 0.10 0.40 0.67 0.00 Claude Opus 4.7 0.02 001 0.05 0.00 0.00
Claude Opus 4.7 v 010 012 043 0.65 0.11 Claude Opus 4.7 v 0.01 0.01 0.03 0.00 0.00
GPT-5.5 0.09 0.11 031 0.19 0.00 GPT-5.5 0.02  0.02 0.09 0.00 0.00
GPT-5.5 v 007 009 029 0.19 0.01 GPT-5.5 v 003 002 0.07 0.00 0.00
Gemini 3 Flash 0.07  0.08 0.17 0.75 0.00 Gemini 3 Flash 0.03  0.02 0.09 0.64 0.00
Gemini 3 Flash v 007 008 0.17 0.88 0.00 Gemini 3 Flash v 002 001 0.05 0.65 0.00
Gemini 3.1 Pro 0.09 0.10 040 0.84 0.00 Gemini 3.1 Pro 0.03  0.02 0.09 0.00 0.00
Gemini 3.1 Pro v 008 0.08 040 0.76 0.00 Gemini 3.1 Pro v 001 0.01 0.04 0.00 0.00
Vernacular Syriac-Kurdish-Turkish-English Yiddish-English

OCR systems OCR systems

GLM-OCR 0.63 1.67 159 0.00 0.45 GLM-OCR 039 051 047 0.10 0.45
GLM-OCR v 078 222 1.68 0.00 0.62 GLM-OCR v 077 078 0.77 0.00 0.68
Mathpix 0.59 054 0.63 0.00 0.45 Mathpix 042 040 047 0.00 0.56
MinerU2.5-Pro 0.58 3.03 0.73 0.00 0.41 MinerU2.5-Pro 059 076 0.64 0.00 0.51
PaddleOCR-VL-1.5 0.59 056 0.64 0.00 0.47 PaddleOCR-VL-1.5 0.87 1.38  1.60 0.00 0.91
Vision Language Models Vision Language Models

Qwen3-VL-235B 029 030 036 0.00 0.18 Qwen3-VL-235B 034 040 040 0.16 0.31
Qwen3-VL-235B v 033 033 044 0.00 0.24 Qwen3-VL-235B v 030 034 035 0.17 0.21
General-purpose LLMs General-purpose LLMs

Claude Opus 4.7 0.17 016 027 0.59 0.32 Claude Opus 4.7 030 033 040 0.30 0.20
Claude Opus 4.7 v 016 015 028 0.58 0.19 Claude Opus 4.7 v 042 046 0.3 0.27 0.45
GPT-5.5 0.13 013 027 0.59 0.02 GPT-5.5 0.10 0.12 022 0.41 0.11
GPT-5.5 v 014 012 025 0.59 0.02 GPT-5.5 v 010 012 023 0.56 0.05
Gemini 3 Flash 0.13 012 0.24 0.66 0.15 Gemini 3 Flash 0.31 0.34  0.34 0.45 0.24
Gemini 3 Flash v 013 0.11 025 0.66 0.02 Gemini 3 Flash v 015 016 025 0.58 0.33
Gemini 3.1 Pro 0.14 012 024 0.69 0.23 Gemini 3.1 Pro 022 025 035 0.35 0.09
Gemini 3.1 Pro v 014 011 024 0.72 0.03 Gemini 3.1 Pro v 014 017 0.20 0.75 0.01

Table 19: Stage 1 dictionary-specific evaluation results grouped by dictionary (continued).
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G Stage-1 OCR Assisted Prompting Results

Table 20: Per-dictionary breakdown of the Stage 1 OCR-hint ablation summarised in Table 21. Each metric is
shown as a paired (without hint, with hint) value. Best score per pair is bolded; lower is better except for Markup
Fl.

Edit GCER WER Mrk. F1 Order
Dictionary Model A - +hint - +hint - +hint - +hint - +hint
Assyrian-English Gemini-Pro v 0.218 0.230 0.143 0.155 0.317 0.495 0.560 0.618 0.059 0.049
Bengalese-English Gemini-Pro v 0.014 0.016 0.007 0.011 0.020 0.036 0.803 0.802 0.000 0.000
Canala-English Gemini-Pro v 0.019 0.007 0.015 0.007 0.066 0.029 0.000 0.000 0.000 0.000
Chepang-English Gemini-Pro v/ 0.021 0.019 0.022 0.021 0.083 0.073 0.961 0.966 0.000 0.000
Chukchi-Russian Gemini-Pro v/ 0.051 0.022 0.052 0.024 0.299 0.124 0.981 0.981 0.000 0.000
Circassian-English-Turkish Gemini-Pro v/ 0.284 0.465 0.316 0.483 0.665 0.702 0.484 0.361 0.000 0.360
Efik-English Gemini-Pro v/ 0.012 0.014 0.016 0.019 0.052 0.069 0.968 0.959 0.000 0.000
Evenki-Russian Gemini-Pro v/ 0.022 0.011 0.021 0.009 0.120 0.039 0.964 0.967 0.000 0.000
Georgian-Russian Gemini-Pro v 0.040 0.043 0.033 0.039 0.247 0.263 0.516 0.818 0.058 0.050
Gojri-English-Hindi Gemini-Pro v/ 0.003 0.000 0.003 0.000 0.029 0.008 0.000 0.000 0.000 0.000
Greek-English Gemini-Pro v 0.013 0.013 0.020 0.018 0.063 0.067 0.607 0.329 0.000 0.000
Gujarati-English Gemini-Pro v/ 0.025 0.017 0.037 0.029 0.149 0.100 0.871 0.838 0.000 0.000
Ifiupiatun Eskimo-English Gemini-Pro v/ 0.003 0.002 0.002 0.002 0.013 0.012 0.995 0.979 0.000 0.000
Japanese-English Gemini-Pro v/ 0.017 0.013 0.014 0.010 0.043 0.035 0.801 0.816 0.005 0.010
Kashmiri-English Gemini-Pro v/ 0.135 0.051 0.258 0.068 0.453 0.214 0.198 0.349 0.876 0.000
Khmer-English Gemini-Pro v/ 0.058 0.029 0.099 0.030 0.158 0.066 0.000 0.000 0.024 0.329
Malay-English Gemini-Pro v/ 0.034 0.027 0.043 0.029 0.169 0.103 0.000 0.000 0.000 0.000
Na-English-Chinese-French Gemini-Pro v 0.008 0.017 0.008 0.016 0.048 0.064 0.074 0.667 0.000 0.000
Nahuatl-French Gemini-Pro v/ 0.003 0.003 0.003 0.003 0.020 0.018 0.961 0.975 0.000 0.000
Punjabi-English Gemini-Pro v/ 0.038 0.035 0.036 0.033 0.131 0.108 0.880 0.949 0.081 0.167
Reel-English Gemini-Pro v/ 0.000 0.001 0.000 0.000 0.000 0.002 0.977 0.983 0.000 0.000
Ritharngu-English Gemini-Pro v/ 0.023 0.016 0.024 0.017 0.109 0.086 0.748 0.610 0.000 0.000
Sanskrit-English Gemini-Pro v 0.026 0.027 0.028 0.036 0.105 0.103 0.787 0.651 0.000 0.000
Shilluk-English Gemini-Pro v/ 0.009 0.009 0.004 0.004 0.013 0.013 0.953 0.957 0.000 0.000
Syriac-English Gemini-Pro v/ 0.132 0.126 0.128 0.121 0.230 0.211 0.805 0.736 0.023 0.011
Telugu-English Gemini-Pro v 0.030 0.031 0.026 0.031 0.088 0.080 0.957 0.970 0.023 0.023
Thai-Russian Gemini-Pro v 0.075 0.077 0.082 0.084 0.397 0.401 0.761 0.815 0.000 0.000
Tiri-English Gemini-Pro v 0.014 0.011 0.008 0.007 0.036 0.036 0.000 0.000 0.000 0.000
Vernacular Syriac-Kurdish-Turkish-English Gemini-Pro v/ 0.135 0.124 0.113 0.105 0.244 0.225 0.720 0.621 0.025 0.011
Yiddish-English Gemini-Pro v/ 0.144 0.208 0.166 0.231 0.196 0.267 0.746 0.304 0.010 0.055
Aggregate 0.043 0.041 0.045 0.043 0.122 0.112 0.800 0.784 0.039 0.036

Table 21: Stage 1 OCR-hint ablation study, aggregated over 30 dictionaries. For each dictionary, we hold Gem-
ini 3.1 Pro with alphabet input fixed and compare transcription with vs. without a preliminary OCR transcript
supplied to the model. Best score per metric is bolded.

Configuration OCR hint Edit GCER WER Mrk. F1 Order
Gemini 3.1 Pro + alphabet 0.043  0.045 0.122 0.800 0.039
Gemini 3.1 Pro + alphabet v 0.041  0.043  0.112 0.784  0.036
A (with hint — without) —0.002 —0.002 —0.010 —0.016 —0.004
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H Stage 2 Results for Each Dictionary

Model Intro MDF Ent. F1 Fields F1 Order Model Intro MDF Ent. F1 Fields F1 Order
Chukchi-Russian Circassian-English-Turkish

Gemini 3.1 Pro v v 1.000 1.000  0.000 Gemini 3.1 Pro v v 1.000 1.000  0.000
Gemini 3.1 Pro v 1.000 1.000  0.000 Gemini 3.1 Pro v 1.000 0917  0.000
Gemini 3.1 Pro 4 1.000 1.000  0.000 Gemini 3.1 Pro v 0.900 0.495  0.100
Gemini 3.1 Pro 1.000 1.000  0.000 Gemini 3.1 Pro 1.000 0.909  0.000
GPT-5.5 v v 1.000 1.000  0.000 GPT-5.5 v v 0.976 0.858  0.048
GPT-5.5 v 1.000 1.000  0.000 GPT-5.5 v 1.000 0.913  0.000
GPT-5.5 4 1.000 1.000  0.000 GPT-5.5 v 1.000 0.913  0.000
GPT-5.5 1.000 0963  0.000 GPT-5.5 1.000 0.756  0.000
Claude Opus 4.7 v v 1.000 0968  0.000 Claude Opus4.7 v v 1.000 0.880  0.000
Claude Opus 4.7 v 1.000 1.000  0.000 Claude Opus4.7 Vv 1.000 0.902  0.000
Claude Opus 4.7 v 1.000 1.000  0.000 Claude Opus 4.7 v 1.000 0.901 0.000
Claude Opus 4.7 1.000 1.000  0.000 Claude Opus 4.7 0.850 0.442  0.150
Qwen3-VL-235B v/ v 1.000 0.868  0.000 Qwen3-VL-235B v v 0.550 0.324  0.500
Qwen3-VL-235B v/ 0.906 0.763  0.143 Qwen3-VL-235B v/ 0.600 0322 0.450
Qwen3-VL-235B v 1.000 0.868  0.000 Qwen3-VL-235B v 0.348 0.271 0.692
Qwen3-VL-235B 1.000 1.000  0.000 Qwen3-VL-235B 0.550 0.290  0.500
Efik-English Evenki-Russian

Gemini 3.1 Pro v 4 1.000 0.979  0.000 Gemini3.1 Pro v v 0.964 0.570  0.036
Gemini 3.1 Pro v 1.000 0.878  0.000 Gemini 3.1 Pro v 0.929 0.546  0.071
Gemini 3.1 Pro v 1.000 0932 0.000 Gemini3.1 Pro v 0.964 0.584  0.036
Gemini 3.1 Pro 1.000 0.905  0.000 Gemini 3.1 Pro 0.964 0.530  0.036
GPT-5.5 v v 1.000 0.878  0.000 GPT-5.5 v v 1.000 0.638  0.000
GPT-5.5 v 1.000 0.888  0.000 GPT-5.5 v 1.000 0.611 0.000
GPT-5.5 v 1.000 0.878  0.000 GPT-5.5 v 1.000 0.667  0.000
GPT-5.5 1.000 0.875  0.000 GPT-5.5 1.000 0.629  0.000
Claude Opus 4.7 v 4 1.000 0.842  0.000 Claude Opus4.7 v v 0.929 0.570  0.071
Claude Opus 4.7 v 1.000 0.900  0.000 Claude Opus4.7 Vv 1.000 0.662  0.000
Claude Opus 4.7 4 1.000 0.862  0.000 Claude Opus 4.7 v 1.000 0.795  0.000
Claude Opus 4.7 1.000 0.863  0.000 Claude Opus 4.7 1.000 0.788  0.000
Qwen3-VL-235B v/ v 0.978 0.746  0.043 Qwen3-VL-235B v v 0.750 0.288  0.250
Qwen3-VL-235B v/ 0.930 0.733  0.091 Qwen3-VL-235B v 0.857 0.427  0.143
Qwen3-VL-235B 4 0.000 0.000 1.000 Qwen3-VL-235B v 0.857 0.404  0.143
Qwen3-VL-235B 0.000 0.000 1.000 Qwen3-VL-235B 0.857 0.430  0.143
Greek-English Tiiupiatun Eskimo-English

Gemini 3.1 Pro v v 1.000 1.000  0.000 Gemini 3.1 Pro v v 1.000 0.996  0.000
Gemini 3.1 Pro v 1.000 0.921 0.000 Gemini 3.1 Pro v 1.000 1.000  0.000
Gemini 3.1 Pro v 1.000 0.878  0.000 Gemini 3.1 Pro v 1.000 0.996  0.000
Gemini 3.1 Pro 1.000 0.723  0.000 Gemini 3.1 Pro 1.000 0.996  0.000
GPT-5.5 v v 1.000 0.819  0.000 GPT-5.5 v v 1.000 0.946  0.000
GPT-5.5 v 1.000 0.860  0.000 GPT-5.5 v 1.000 0.946  0.000
GPT-5.5 v 1.000 0.838  0.000 GPT-5.5 v 0.992 0971  0.016
GPT-5.5 1.000 0.838  0.000 GPT-5.5 1.000 0.946  0.000
Claude Opus 4.7 v 4 1.000 0.842  0.000 Claude Opus4.7 v v 1.000 0.993  0.000
Claude Opus 4.7 v/ 1.000 0.622  0.000 Claude Opus4.7 v 1.000 0.946  0.000
Claude Opus 4.7 v 1.000 0.840  0.000 Claude Opus 4.7 v 1.000 0.993  0.000
Claude Opus 4.7 1.000 0.743  0.000 Claude Opus 4.7 1.000 0.996  0.000
Qwen3-VL-235B v/ v 0.983 0.771 0.017 Qwen3-VL-235B v v 1.000 0.996  0.000
Qwen3-VL-235B v/ 0.983 0.583  0.033 Qwen3-VL-235B v 1.000 0.996  0.000
Qwen3-VL-235B 4 1.000 0.825  0.000 Qwen3-VL-235B v 1.000 0.996  0.000
Qwen3-VL-235B 1.000 0.549  0.000 Qwen3-VL-235B 1.000 0.996  0.000
Kashmiri-English Na-English-Chinese-French

Gemini 3.1 Pro v v 1.000 0.849  0.000 Gemini 3.1 Pro v v 1.000 0.871 0.000
Gemini 3.1 Pro v 1.000 0.865  0.000 Gemini 3.1 Pro v 1.000 0.641 0.000
Gemini 3.1 Pro 4 1.000 0.865  0.000 Gemini3.1 Pro v 1.000 0.966  0.000
Gemini 3.1 Pro 1.000 0.754  0.000 Gemini 3.1 Pro 1.000 0.771 0.000
GPT-5.5 v v 1.000 0.501 0.000 GPT-5.5 v v 1.000 0.831  0.000
GPT-5.5 v 1.000 0.618  0.000 GPT-5.5 v 1.000 0.771 0.000
GPT-5.5 v 1.000 0.618  0.000 GPT-5.5 v 1.000 0.519  0.000
GPT-5.5 1.000 0.618  0.000 GPT-5.5 1.000 0.529  0.000
Claude Opus 4.7 v/ v 1.000 0.501 0.000 Claude Opus4.7 v v 1.000 0.795  0.000
Claude Opus 4.7 v 1.000 0.741 0.000 Claude Opus4.7 v 1.000 0.795  0.000
Claude Opus 4.7 v 1.000 0.749 0.000 Claude Opus 4.7 4 1.000 0.854  0.000
Claude Opus 4.7 0.976 0.719  0.024 Claude Opus 4.7 1.000 0.905  0.000
Qwen3-VL-235B v/ v 0.932 0.664  0.128 Qwen3-VL-235B v v 0.857 0.550  0.143
Qwen3-VL-235B v/ 0.909 0.477  0.149 Qwen3-VL-235B v/ 1.000 0.344  0.000
Qwen3-VL-235B v 0.932 0.652  0.128 Qwen3-VL-235B v 0.857 0.468  0.143
Qwen3-VL-235B 0.909 0.528  0.149 Qwen3-VL-235B 1.000 0.742  0.000

Table 22: Stage 2 MDF evaluation results grouped by dictionary. Check marks indicate enabled inputs; blank cells
indicate disabled inputs. Bold scores mark the best setting for each model within a dictionary (highest Entry F1
and MDF Fields F1; lowest ReadOrderEdit).
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Nahuatl-French Tiri-English

Gemini 3.1 Pro v v 0.984 0.630 0.032 Gemini 3.1 Pro v v 0.973 0.912 0.053
Gemini 3.1 Pro v 0.984 0.674 0.032 Gemini 3.1 Pro v 0.960 0.898 0.077
Gemini 3.1 Pro v 0.984 0.630 0.032 Gemini 3.1 Pro v 1.000 0.962 0.000
Gemini 3.1 Pro 0.951 0.536 0.065 Gemini 3.1 Pro 0.864 0.804 0.222
GPT-5.5 v v 0.984 0.796 0.032 GPT-5.5 v v 0.986 0.904 0.027
GPT-5.5 v 0.984 0.797 0.032 GPT-5.5 v 0.960 0.827 0.077
GPT-5.5 v 0.984 0.795 0.032 GPT-5.5 4 1.000 0.908 0.000
GPT-5.5 0.984 0.686 0.032 GPT-5.5 1.000 0.904 0.000
Claude Opus 4.7 v v 0.967 0.608 0.065 Claude Opus 4.7 v v 1.000 0.940 0.000
Claude Opus 4.7 v 0.984 0.633 0.032  Claude Opus 4.7 v 1.000 0.912 0.000
Claude Opus 4.7 v 0.984 0.601 0.032 Claude Opus 4.7 4 1.000 0.899 0.000
Claude Opus 4.7 1.000 0.628 0.000 Claude Opus 4.7 1.000 0.935 0.000
Qwen3-VL-235B v v 0.951 0.431 0.129 Qwen3-VL-235B v v 0.928 0.759 0.139
Qwen3-VL-235B v 0.918 0.411 0.161 Qwen3-VL-235B v 0.930 0.787 0.139
Qwen3-VL-235B v 0.918 0.388 0.129 Qwen3-VL-235B v 0.897 0.694 0.167
Qwen3-VL-235B 0.951 0.430 0.065 Qwen3-VL-235B 0.904 0.720 0.189

Table 23: Stage 2 MDF evaluation results grouped by dictionary. Check marks indicate enabled inputs; blank cells
indicate disabled inputs. Bold scores mark the best setting for each model within a dictionary (highest Entry F1
and MDF Fields F1; lowest ReadOrderEdit).
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I Stage 2 Analysis

Table 24: Stage 2 gold parse-rules diagnostic for every dictionary with imperfect MDF Field F1 under its best
per-dictionary configuration, except Efik. Each row replaces the inferred Pass 1 parse-rules with human-validated
gold parse-rules before Pass 2 while retaining the same model and introduction/manual setting.

Dictionary Model Intro MDF Inf. F1 Gold F1
Evenki Claude Opus 4.7 v 0.80 0.91
Kashmiri Gemini 3.1 Pro v 0.87 0.95
Na (Mosuo) Gemini 3.1 Pro v 0.97 0.94
Tiri Gemini 3.1 Pro v 0.96 0.91
Nahuatl GPT-5.5 v v 0.80 0.88
Macro avg. 0.88 0.92

Table 25: Stage 2 evaluation results aggregated by model, end-to-end condition: Stage 2 fed Stage 1’s own predicted
transcription rather than the gold-standard transcriptions.

Model Intro MDF Ent. F1 MDF F1 ROE
Vision Language Models

Qwen3-VL-235B 0.96 0.65 0.09
Qwen3-VL-235B v/ 0.88 0.56  0.19
Qwen3-VL-235B v 0.92 0.57 0.20
Qwen3-VL-235B v/ v 0.94 0.64 0.19
General-purpose LLMs

Claude Opus 4.7 0.96 0.76  0.08
Claude Opus 4.7 v 0.96 0.72  0.07
Claude Opus 4.7 v 0.95 0.76  0.08
Claude Opus 4.7 v v 0.96 0.78  0.08
GPT-5.5 0.99 0.76  0.01
GPT-5.5 v 0.99 0.80  0.01
GPT-5.5 v 0.98 0.77  0.02
GPT-5.5 v v 0.99 0.77  0.02
Gemini 3.1 Pro 0.99 0.79  0.02
Gemini 3.1 Pro v 0.94 0.75 0.10
Gemini 3.1 Pro v 0.99 0.82 0.02
Gemini 3.1 Pro v v 0.99 0.78  0.01

Table 26: Stage 2 evaluation results with vs. without bold and italic markups in the gold Stage 2 input. Baseline
values are the aggregate scores from Table 2. Best score per pair is bolded: higher is better for Ent. FI1 and MDF
F1, while lower is better for ROE.

Ent. F1 MDF F1 ROE
Model Intro MDF Tag No Tag Tag No Tag Tag No Tag

Claude Opus 4.7 v v 099 099 078 0.82 0.01 0.01
Gemini 3.1 Pro v v 099 098 0.88 0.79 0.01 0.04
GPT-5.5 v v 100 099 0.80 083 0.01 0.0l
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J Prompts

This appendix reproduces the prompts used in our
two-stage pipeline. Dynamic values are shown in
{braces}, and optional blocks are delimited by {%
if ... %} and {% endif %} conditions. Stage 1
produces a structured transcription with header,
lines, and footer lists, which the pipeline serial-
izes as newline-delimited text. Stage 2 produces
MDF text in two passes: Pass 1 discovers the dic-
tionary’s field map, and Pass 2 exports each dictio-
nary page as MDF.

J.1 Stage 1: Faithful page transcription
J.1.1 System prompt

You are a precise OCR transcription system
specialising in historical and minority-language
dictionaries.

Your task is faithful OCR only — do NOT parse
dictionary entries or assign fields.

Output structure:

o header: page-level lines at the very top (running
title, page number, letter band). One string per
visible line. Empty list if none. Never put
dictionary entries here.

e lines: every visible BODY line in reading order.
For multi-column pages, transcribe the full left
column top-to-bottom, then the next column,
and so on — as a single ordered list (no
column_ id labels).

« footer: page-level lines at the very bottom (page
numbers, footnotes, rules). One string per
visible line. Empty list if none.

You may receive
<ocr__reference>...</ocr_reference> from a
standard OCR engine. Use it only for ambiguous
character shapes; always prioritise the page image.

Rules for every line in header, lines, and footer:

e Preserve ALL diacritics, stress marks, and
special phonetic symbols exactly.

e Do NOT interpret, summarise, merge lines, or
fix typos.

e Do NOT skip lines, including continuations and
cross-references.

e Hyphenated wraps: when a word breaks across
two printed lines with a trailing hyphen, emit
TWO separate strings (e.g. “intelligi-” then “ble,
adj. clear”).

Typography annotation:

o Wrap bold text in <b>...</b> and italic text
in <i>...</i> when confident.

e Only mark formatting you are confident about;
when in doubt, leave text plain.

e These tags may appear anywhere within a line,
e.g. <b>headword</b> translation.

J.1.2  User prompt

{% if alphabet_ text %}
<alphabet>

{{ alphabet__text }}

< /alphabet>

The <alphabet> is a reference guide to the list
of characters in the script of the source language,
not a strict whitelist. It may be incomplete or not
perfectly match this document’s script variant.

Rules:

1. Prefer <alphabet> matches over visually similar
characters from other scripts.

2. For combinatorial scripts (Indic conjuncts,
Ethiopic syllables, Hangul blocks, Arabic ligatures,
pointed Hebrew/Syriac), treat <alphabet> entries
as base components and form composites using the
script’s standard rules (virama, vowel diacritics,
contextual forms).

3. If a glyph is clearly a legitimate character of
the target script but not in <alphabet> (archaic
letters, extensions, related-language characters),
transcribe it correctly anyway — do not force-fit.
4.  Preserve diacritics, tone marks, case, and
period-specific orthography exactly as shown.

5. Mark truly unidentifiable glyphs as [?].

{% endif %}

{% if ocr_hint %}
<ocr_reference>
{{ ocr_hint }}

< /ocr_reference>

The OCR reference above may contain errors but
can help you identify ambiguous character shapes.

{% endif %}

Now transcribe every line of text from the dictio-
nary page image exactly as it appears. Preserve all
diacritics and special characters.

{% if guides %}
USER DEFINED GUIDELINES

{{ guides 1}
{% endif %}

[Attached after the preceding text: dictionary page
image.]

J.2  Stage 2: MDF generation from dictionary
pages
The following prompts were used for Stage 2.
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J.2.1 MDF parsing guide system prompt

(Pass 1)

You analyse dictionary front matter and a sample
page to list which SIL Toolbox MDF markers this
dictionary uses and how entries are structured.
Output a single JSON object — NOT a full typog-
raphy map. For each marker that appears in this
dictionary, give a one-line description (role + lan-
guage tier). Add structure rules for entry bound-
aries (homographs, senses, subentries, gloss lines).
Use MDF marker codes from the reference below.
Pick gloss/usage/definition tiers to match the dic-
tionary’s target languages (e=English, n=national,
r=regional, v=vernacular). Do NOT assign English-
tier markers (ge, de, ue) when the dictionary has no
English target.

MDF marker vocabulary (SIL Toolbox — assign
ONLY markers whose content appears on THIS dic-
tionary’s intro 4+ sample page; pick gloss/usage/def-
inition tier to match target languages: e=English,
n=national, r=regional, v=vernacular):

Entry structure (section boundaries; \se, \ps, \sn
order affects MDF printing)

Ix  Lexeme / headword. Record marker; one per
lexical entry; primary sort key.

lc  Use instead when a more readable citation
form should print.

hm Homonym number. Marks unrelated homo-
graphs; digits 1, 2, 3 immediately after \lx.

se  Subentry. Like \Ix but inside the record.

sn  Sense number. Use 1, 2, 3 with no punctua-
tion.

mn  Main entry form. Points a minimal/minor

entry back to its full main entry.

Glosses (short translation; used for interlinearizing
and as gloss when no definition)

ge Gloss (English). Short English equivalent.

gn Gloss (national). Short national-language
equivalent.

gr  Gloss (regional). Clarifies a national gloss in

a regional language.
gv  Gloss (vernacular). Mainly for monolingual
lexicons.

Definitions (longer explication of semantic domain;
suppresses gloss in print)

de Definition (English).

dn  Definition (national).

dr  Definition (regional).

dv  Definition (vernacular).

It Literal meaning. Explains parts of an idiom

or complex phrase.

Reversal / finderlist (normally does NOT print in
the dictionary body)

re Reversal form (English).
rn  Reversal form (national).
rr Reversal form (regional).

Word-level glosses (morpheme-level interlinear, not
full-sentence translation)

we  Word gloss (English).
wn  Word gloss (national).
wr  Word gloss (regional).

Grammar & inflectional form
ps  Part of speech. Classifies the vernacular
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lexeme.

pn  Part of speech (national). Follows \ps.

ph  Phonetic / phonemic form.
pl Plural form.

sg Singular form.

pd Paradigm set.

rd Reduplication form(s).

mr  Morphemic representation.

Examples (bundled: \rf + \xv + \xe/\xn/\xr per

example)
xv  Example sentence (vernacular).
xe Example translation (English).
xn  Example translation (national).
xr Example translation (regional).
xg Interlinear gloss line.
rf  Reference to source.

Semantics & lexical relations

sd  Semantic domain.

is  Index of semantics.

th  Thesaurus.

sy  Synonym.

an  Antonym.

If Lexical function label.

lv. Vernacular lexeme referenced by \If.

le, In, Ir  Gloss of \lv (English, national, re-
gional).

cf  Cross-reference.

ce, cn, cr  Cross-reference gloss (English, na-

tional, regional).

Etymology & encyclopedic

et Etymology. Proto-form or source form.
eg Etymology gloss.

es Etymology source.

ec Etymology comment.

ee, en, er, ev Encyclopedic information (En-
glish, national, regional, vernacular).
bw  Borrowed word.

Variants, usage, restrictions

va  Variant forms.

ve, v, vr Variant comment (English, national,
regional).

ue Usage (English).

un Usage (national).

ur Usage (regional).

uv  Usage (vernacular).

oe Restriction / “only” (English).

on, or, ov  Restriction (national, regional, ver-
nacular).

Other (uncommon on printed body pages)

sc  Scientific name.

so  Source of data.

st Status.

dt Datestamp.

bb  Bibliographical reference.
pc  Picture / graphic link.
tb  Table.

na, nd, ng, np, nq, ns, nt Compiler notes by
domain (anthropology, discourse, grammar, phonol-
ogy, questions, sociolinguistics, general).



J.2.2  MDF parsing guide user prompt (Pass
)

Study this dictionary and return a MDF parsing
guide JSON object.

Inputs:

1. Introduction pages (attached below as images or
PDF documents).

2. One sample dictionary page (image/PDF + flat
transcription).

{% if config_ hint %}
{config_hint}
{% endif %}

eturn wi is shape:
Ret JSON with this sh
{
"markers”: [
{"marker”: 71x”, "description”: “headword /
lexeme (vernacular lemma)”},
{"marker”: ”gn”, "description”: ”Russian gloss
/ translation”},
{"marker”: ”un”, ”description”: "usage note
parenthetical Russian expansion
thetical Russi ion)”
J-
"rules”: [
”Separate homograph mains: two \lx blocks
with same lemma, each with \hm N.’,
\ 7’l\I\umbered senses: one \lx, then \sn 1, \gn ...,
sn 2, \gn ..”,
“Run-on sub-entries: \se sub-lemma then \gn
.. inside the same record block.”

)
“abbreviations”: {” : 7plural”}

}

Include ONLY markers that appear on the sample
page or are defined in the intro. Omit markers not
used. Keep descriptions short (one line each). Rules
should cover entry structure and gloss-line conven-
tions (semicolons, hyphen rejoining). Return JSON
only — no markdown fences.

<sample_ transcription>
{transcription}
</sample__transcription>

J.2.3 MDF extraction system prompt (Pass 2)

You digitize dictionary pages into SIL Toolbox MDF
(Multi-Dictionary Formatter) text.

The flat transcription is the provided Stage-1 OCR
text for this page. Copy every vernacular and gloss
character from it exactly — do NOT re-read, cor-
rect, normalise, or substitute letters from the page
image. Use the page image and field map (from
Pass 1) only to decide entry boundaries, field roles,
and MDF marker assignment.

Output ONLY MDF text — no JSON, no mark-

- Strip typography markup (<b>, <i>) when emit-
ting MDF lines; do not change the underlying char-
acters inside those spans.

- Rejoin hyphenated line breaks from the transcrip-
tion when forming headwords/glosses.

- Normalise sense/homograph numbers: \sn and
\hm as integers 1, 2, 3, ... (convert Roman numerals;
strip trailing ) or .).

- Strip end-of-sentence punctuation (., !, ?) from
gloss, definition, and example field values — MDF
does not require them.

- Split or merge lines across MDF marker fields per
the field map (e.g. \un vs. \gn).

- For note fields (\np, \nt, \ng, etc.): when the
field map or transcription includes a printed English
label (e.g. "Tone:”, "Commonly used classifier:”),
keep that label in the field value unless the field
map explicitly says otherwise.

Do NOT invent entries or text spans absent from
the transcription.

J.2.4 MDF extraction user prompt (Pass 2)

Dictionary page extraction.

Inputs:

1. Stage-1 OCR transcription (bold = <b>..</b>,
italic = <i>..</i>) or column TSV (column id,
line_number, text). Treat this as authoritative for
all characters.

2. Photo of the dictionary page (image below) —
layout and field-boundary reference only.

{% if toolbox_ reference_ mode == "pdf’ %}

4. Attached SIL Toolbox MDF Reference Manual
(PDF) — marker reference.

{% elif toolbox__ reference__mode == "text__fallback’
70}

4. SIL Toolbox MDF Reference Manual (text ex-
cerpt) — marker reference:
{mdf_marker_reference}

{% endif %}
{field__block}

Parse every dictionary entry on the page into MDF
text using the field map above. Copy headword and
gloss characters verbatim from the transcription ex-
cept for the structural normalisations listed in the
system prompt.

<transcription>
{transcription}
< /transcription>

{% if guides %}

USER DEFINED GUIDELINES
{guides}

{% endif %}

J.3 Model Cost

To guide practitioners in balancing performance
with budget constraints, we present a comprehen-
sive cost analysis of our proposed digitization
pipelines. For a comparable baseline, these end-
to-end estimates use a bare prompt (no alphabet

down fences, no commentary. Use one blank line be-
tween lexicon records (between main entry blocks).

Allowed changes (structure only — never alter al-
phabet/characters):
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or OCR hints) for Stage 1 extraction, combined
with a comprehensive context prompt (introduc-
tory pages and MDF guidelines) for Stage 2 pars-

ing.
Model S1 $/Page S2 $/Page Total $/Page
Free / Open-Weight Tier
MinerU 2.5 Pro $0 — $0
PaddleOCR-VL 1.5 $0 — $0
GLM-OCR $0 — $0
Budget Tier
Qwen3-VL 235B $0.002 $0.005 ~$0.007
Gemini 3 Flash $0.005 — $0.005
Mathpix-OCR $0.005 — $0.005
Premium Tier
Gemini 3.1 Pro $0.047  $0.085 ~$0.132
Claude Opus 4.7 $0.070  $0.259 ~$0.329
GPT-5.5 $0.069  $1.566 ~$1.635
Table 27: End-to-end pipeline costs per page. Total cost

is the sum of Stage 1 (bare configuration) and Stage 2

(intro + MDF configuration).
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