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Recent progress in vision-language models
has enabled processing of increasingly long
video sequences, but handling extended token
streams does not translate to understanding
complex narrative structure in long videos. Ex-
isting long-video benchmarks focus on needle-
in-a-haystack retrieval rather than evaluating
how low-level actions form events, interact
across time, and drive narratives, for exam-
ple whether a model can connect an early job
loss to a later relationship breakup despite in-
tervening scenes or flashbacks. We introduce
NEST (Narrative Event Structures in Time for
Long Video Understanding), a dataset of 1,005
full-length movies (avg. 98 minutes), each an-
notated with about 103 multimodal narrative
events grounded in visual content, dialogue,
and audio. NEST links these events through re-
lations that reflect narrative structure, including
explicit temporal ordering, hierarchical com-
position, and long-range dependencies. We
introduce baselines for event trigger detection
(ETD), event localization (EL), event argument
extraction (EAE), and event relation extraction
(ERE). The benchmark is highly challenging
for grounded event discovery, with the best per-
formance across evaluated zero-shot models
on main evaluation subsets remaining below
8% for ETD, 6% for EL, and 11% for EAE.
In contrast, ERE is more tractable once events
are given, reaching 34.23% F1 zero-shot and
49.20% F1 after fine-tuning.

1 Introduction

Video has become the dominant medium for in-
formation and storytelling. Its blend of lan-
guage, vision, and sound makes it deeply engag-
ing, but understanding video narratives requires
more than processing individual frames. Re-
cent vision-language models (VLMs) have demon-
strated strong performance across tasks involving
images and videos (Deitke et al., 2025; Chen et al.,

et al., 2025a; Zhang et al., 2025d; Li et al., 2025;
Liu et al., 2025; Guo et al., 2025), but most strug-
gle with the deeper narrative structure of long-form
video. These systems treat video as a flat stream of
tokens and lack scaffolding to reason over mean-
ingful abstractions separated by long temporal dis-
tances. This limitation becomes particularly im-
portant when understanding a narrative requires
connecting events that unfold across distant scenes.
As models scale, long-form video understanding
with narrative-level reasoning becomes essential
for education, storytelling, and video analysis.

Current benchmarks remain limited in their
ability to assess narrative-level understanding
over long videos. Video event understanding bench-
marks (Sadhu et al., 2021; Khan et al., 2022) fo-
cus on atomic actions in short clips, which cannot
capture narrative significance. Events have com-
plex hierarchical structures (Radvansky and Zacks,
2017). For example, “person leaving home” decom-
poses into “grabbing keys”, “opening door”, and
“walking out”, yet these atomic actions alone miss
the narrative meaning of why someone is leaving.
While some work addresses narrative-level events
(Liang et al., 2025), they operate on short video
clips and fail to assess how understanding one event
requires knowledge of another from much earlier
in the narrative. Existing long-video benchmarks
(Rawal et al., 2024; Wu et al., 2024; Hu et al., 2026;
Chandrasegaran et al., 2024; Ataallah et al., 2025)
emphasize other aspects over narrative event extrac-
tion, often falling short in duration, scale, or anno-
tation quality (Table 1), and many rely on multiple-
choice formats (Fu et al., 2025; Wang et al., 2025b;
Hu et al., 2026) with selection biases (Li and Gao,
2025; Singh et al., 2025b) or target retrieval (Wang
et al., 2025a; Lu et al., 2025a) rather than narrative
understanding.

These limitations highlight the need for models
that can reason over hours-long video content.
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Figure 1: NEST evaluates four narrative event tasks on full-length movies: Event Trigger Detection (ETD), Event
Localization (EL), Event Argument Extraction (EAE), and Event Relation Extraction (ERE). Annotations are
grounded in visual content, dialogue, and audio, and linked through relations that reflect narrative structure.

Dataset # Hrs Avg. Ann. Eval. Source Availability Event ERE Multi-R  Audio
CinePile (Rawal et al., 2024) 418 2.67 Auto/Man. MC YT links v v X v
EgoSchema (Mangalam et al., 2023) 253.2 3.00 Auto/Man. MC Videos v X X X
EgoPlan-Bench2 (Qiu et al., 2025) 92.8 <5 Auto/Man. MC Videos X v X X
LongVideoBench (Wu et al., 2024) 494.9 7.89 Manual MC Videos v v v X
Video-MMMU (Hu et al., 2026) 422 8.44 Manual MC Videos X X X v
MovieChat-1K (Song et al., 2024) 156.7 9.40 Manual MC+OE Videos v X v X
MLVU (Zhou et al., 2025) 346 12.00 Auto/Man. MC+OE Videos v v v X
Neptune (Nagrani et al., 2025b) 601.3 <15 Auto/Man. MC+OE Videos v v v v
Video-MME (Long) (Fu et al., 2025) 596.4 39.76 Manual MC YT links v v v v
HourVideo (Chandrasegaran et al., 2024) 382.5 45.70 Auto/Man. MC Videos v v v X
InfiniBench (Ataallah et al., 2025) 1066.3 52.59 Auto/Man. MC+OE Key frames v v v v
LVBench (Wang et al., 2025b) 117.3 68.35 Manual MC YT links v v v X
MF? (Zaranis et al., 2025) 78.0 88.33 Manual Claim pairs Videos v v v v
NEST 1639.3  97.87  Auto/Man. MC+OE Videos | Video & Image & Audio Features v v v v

Table 1: Comparison of long-video understanding benchmarks. Columns report duration, annotation type, evaluation
format (MC = multiple-choice, OE = open-ended), source availability, event understanding, ERE, multi-scene
reasoning, and audio usage.

Our contributions are: 2 Related Work

» We introduce NEST!, a benchmark for narra-
tive understanding in 1,005 full-length movies
(avg. 98 min), with subtitles and structured
narrative event annotations.

Long-context vision models and benchmarks.
Long-context models can now handle increasingly
) . ) large context windows (Chen et al., 2023; Peng
* Weintroduce a multi-task framework covering o 51 2024; Grattafiori et al., 2024; Bai et al., 2024
e'vent trigger detectlgn, .event argument extr.ac— Abdin et al., 2024), enabling visual reasoning over
tion, temporal localization, and event relation extended sequences (Alayrac et al., 2022; Liu et al.,
extraction beyond multiple-choice formats. 2023; Bai et al., 2023; Wang et al., 2022; Song

* We evaluate state-of-the-art models, showing o .1 '5024; Wang et al., 2025¢; Chen et al., 2025).
Fhat narrative I‘Jnderstanding remains challeng- While these systems excel at retrieval and search

ing for long-v.ldeo models. ) over long contexts (Hsieh et al., 2024; Bai et al.,

* We release video and andio f.eatures., code, 2024; Zhang et al., 2025c), they fail at reasoning
and fine-tuned model checkpoints trained on over complex event relationships (Fang et al., 2024;
NEST. Zhang, 2024). Benchmarks have driven progress
"https://github.com/aliasgerovs/nest in temporal reasoning over short clips (Xiao et al.,
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2021; Wu et al., 2021) and domain-specific set-
tings (Mangalam et al., 2023; Qiu et al., 2025), but
most focus on content under three minutes. Longer
benchmarks (Wu et al., 2024; Chandrasegaran et al.,
2024; Ataallah et al., 2025) fall short in duration
or quality, and most use biased multiple-choice for-
mats (Fu et al., 2025; Wang et al., 2025b). Neptune
(Nagrani et al., 2025b) uses free-form answers but
stays limited to 15 minutes. These benchmarks
emphasize retrieval over reasoning about event
structures and causal dependencies.

Event understanding datasets. Event Extrac-
tion (EE) identifies event types, triggers, and ar-
guments through end-to-end (Luan et al., 2019;
Lin et al.,, 2020; Huang and Peng, 2021) or
pipeline methods (Liu et al., 2020; Du and Cardie,
2020). Multimodal EE extracts from images and
videos (Chen et al., 2021; Sanders et al., 2024; Li
et al., 2020; Xing et al., 2025). M2E2 (Li et al.,
2020) jointly extracts events and arguments from
text and images, and Video M2E2 (Chen et al.,
2021) extends this to short news videos with mul-
timodal event coreference. Sanders et al. (2024)
further model hierarchical and coreference struc-
ture across multiple videos, but NEST differs by
modeling long-range event structure within a single
continuous full-length narrative. MovieGraphs (Vi-
col et al., 2018) annotates human-centric situations
in movie clips with interaction graphs but operates
on short scenes rather than full-length narrative
arcs. ImSitu (Yatskar et al., 2016) extracts struc-
tured representations from images, while VidSitu
(Sadhu et al., 2021) and Grounded VidSitu (Khan
et al., 2022) extract from short clips. These works
build on PropBank (Palmer et al., 2005), a seman-
tic role labeling resource that links verbs to pred-
icate senses and structured argument roles (e.g.,
ARGO for agent, ARGI1 for patient, ARGM-LOC
for location), which we also adopt to constrain our
event ontology. Most prior video event bench-
marks focus on atomic events in short, seconds-
long clips rather than event structures that un-
fold across a continuous full-length narrative.
VidEvent (Liang et al., 2025) extends from sec-
onds to minutes addressing narrative-level events,
but operates on short clips, while NEST substan-
tially extends the temporal horizon and event scale
(Table 3). Prior work does not address the same
setting of tracing how events compose into broader
narrative arcs and causal chains within a single con-
tinuous full-length movie. NEST addresses this

19.3%
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10.1%
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7.8%
7.3%
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32.1%
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Figure 2: Genre distribution across the 1,005 movies in
the NEST dataset.

Statistic Value
Avg. Movie Duration 97.87 min
Avg. Plot Length 554.09 words
Avg. # Scenes per Movie 160.61
Avg. Words per Scene Audio Description 85.52

Table 2: Scene-level, duration, and text-length statistics
for movies in the NEST dataset.

gap by requiring models to extract and relate high-
level events across full-length movies, assessing
understanding of semantic hierarchies and causal
relationships spanning hours. More closely related
benchmarks differ from NEST either in temporal
horizon or task formulation. VidEvent (Liang et al.,
2025) uses a similar structured event schema but
operates on short movie recaps averaging approx-
imately 105s, whereas NEST applies structured
trigger, argument, and relation grounding to full-
length movies averaging approximately 98 min-
utes. MF? (Zaranis et al., 2025) also contains full-
length films but formulates understanding as true/-
false claim verification rather than structured event
extraction. MovieRecapsQA (Shaar et al., 2026)
evaluates open-ended question answering over con-
densed movie recaps. Thus, NEST’s contribution
is not a new event-extraction formulation, but ex-
tending structured event grounding and relation
reasoning to continuous full-length narratives with
long-range dependencies.

3 NEST

NEST builds upon existing movie datasets (Huang
et al., 2020; Tapaswi et al., 2016) and har-
vests additional open-domain videos at least one
hour long from the Library of Congress (Library
of Congress, 2024), archive.org, PublicDomain-
Movies (Public Domain Movie, 2025), YouTube,
and other databases under fair use for research (U.S.
Congress, 1976), resources not previously used for
long-form video understanding. NEST consists of
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Dataset #Videos Avg. Video Len. (s) Tof

tal Hours Events/Video Args/Event Relations/Movie Avg. Temp. Dist. between Events

VidSitu (Sadhu et al., 2021) & GVSR (Khan et al., 2022)
VidEvent (Liang et al., 2025)

29,200 10.0
1,068 105.4

81.1 6.58 3.83 3.62 3.2 sec
313 21.35 3.48 16.11 36.30 sec

NEST (Ours) 1,005 5,872.2

1,639.3 102.69 2.95 5100.00 1920 sec

Table 3: Comparison of dataset statistics for video event

extraction benchmarks. Per-video, per-event, and temporal-

distance statistics are arithmetic means. GVSR (Khan et al., 2022) shares the same underlying dataset as VidSitu

(Sadhu et al., 2021).
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Figure 3: Full-length movies with plots/scripts and audio descriptions (AD) are segmented into scenes at contextual

boundaries, and we run coreference on AD to build a

unified entity table. For each scene, we extract audio and

visual events, recover PropBank arguments and modifiers, and link events with relations. A temporal grounding
stage localizes every event to timestamps, giving specific event frames that form the NEST dataset.

an automatically labeled training set and a large
automatically labeled evaluation set, together with
a densely human-annotated GOLD subset.

3.1 Data Collection and Processing

We collected metadata including plot summaries,
synopses, and scripts from IMDb, Wikipedia,
OpenSubtitles, and existing datasets. Audio De-
scription (AD) tracks from AudioVault (Audio-
Vault contributors, 2025) provided professional nar-
ration of visual content. We transcribed these us-
ing Whisper (Radford et al., 2023) and employed
LLMs to fix errors and improve alignment. For
coreference resolution, we assigned unique identi-
fiers to each entity to maintain consistency through-
out videos, using Maverick (Martinelli et al., 2024)
and LLM-based methods (Gan et al., 2024). Videos
were segmented using PySceneDetect” at natural
scene transitions.

Audio Description as Event Source. We used
transcribed movie audio descriptions to detect
events, following prior work (Rohrbach et al., 2015;

2https://github.com/Breakthrough/PySceneDetect

5

Park et al., 2025; Han et al., 2023b,a, 2024) that
highlights the importance of audio descriptions
as high-quality, human-created visual narratives.
Movie audio descriptions are explicitly written to
describe on-screen visual content for visually im-
paired audiences, making them reliable gold cap-
tions that closely align with visual events and ac-
tions (Rohrbach et al., 2015). Recent studies fur-
ther emphasize the narrative richness and temporal
coherence of audio descriptions for modeling com-
plex event structures in movies, both in automatic
generation settings and downstream understanding
tasks (Park et al., 2025; Han et al., 2023b,a, 2024).
Leveraging these human-authored descriptions al-
lows us to ground event extraction in semantically
precise and visually faithful textual representations,
improving the quality of extracted triggers, argu-
ments, and event relations.

3.2 Event Annotation Pipeline

Event Trigger Detection. We extracted event
triggers, which indicate when events occur and are
denoted as ¢; for event e;, using a combination of
supervised models and LLM-based methods. In
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particular, we employed OmniEvent (Peng et al.,
2023) for open-domain trigger detection and aug-
mented it with LLM-based extraction constrained
to a predefined predicate set. Following VidSitu
(Sadhu et al., 2021), we adopted PropBank-selected
verbs as the trigger vocabulary to ensure consis-
tency across events and reduce spurious detections.
On the GOLD subset, approximately 17% of narra-
tive events have no exact PropBank trigger and in
these cases, annotators select the closest available
predicate. We retain PropBank because its fixed
predicate senses and argument structures provide
a consistent ontology for training and evaluation.
This setup enabled robust identification of both
atomic and narrative-level event triggers across di-
verse textual inputs.

Event Argument Extraction. We extracted
event arguments, which capture the participants
and contextual details of events and are denoted
as a;; for argument j of event 7, using LLM-based
semantic role extraction from captions and scripts.
To improve reliability and coverage, we supple-
mented LLM outputs with predictions from GLEN
(Li et al., 2023) and OmniEvent (Peng et al., 2023).
All arguments followed PropBank (Palmer et al.,
2005) conventions, including core roles such as
ARGO and ARG, as well as modifier roles such
as ARGM-LOC for location and ARGM-TMP for
time, enabling structured and consistent representa-
tion of event semantics.

Event Relation Extraction. We extracted event
relations, which model how events are connected
and are denoted as 7(e;, €j). The relation ontology
includes temporal, causal, preconditioned, hierar-
chical, coreference, and no-relation labels. Tempo-
ral relations capture ordering such as before, after,
or overlap, which are grouped under the temporal
category for evaluation. We identified event rela-
tions using LL.M-based methods with text-based
extraction techniques inspired by prior document-
level event extraction work (Cunha, 2024). This
approach allowed us to capture coherent event
structures and dependencies across multiple events
within complex narratives.

Video Event Localization. We localized events
to video timestamps [ts, t.] using state-of-the-art
temporal video grounding models (Wang et al.,
2025d) and Gemini 2.5 Pro (Comanici et al., 2025).
This problem can also be framed as a temporal
video grounding task, where the goal is to align

a natural-language event description with its cor-
responding time segment in the video. To assess
their capability, we created a test set with short
videos from VidEvent (Liang et al., 2025). These
methods struggled with videos of only a few min-
utes (Appendix A.2). As a conservative fallback,
we therefore used the scene boundaries containing
each event as its time boundaries, providing a safe,
high-recall temporal localization.

Annotation Protocol. We constructed a large-
scale SILVER event annotation dataset by annotat-
ing 1,005 movies using an LLM-assisted (Grok-4.1
Fast) (xAl, 2025) pipeline. The annotations cov-
ered an average of 70 visually observed events, 31
dialogue-content-based events, and 2 audio events
per movie, enabling comprehensive multimodal
event coverage. During the creation and verifi-
cation process, we consumed approximately 100
billion tokens. To ensure annotation quality, we
employed a two-step verification strategy in which
extracted events were jointly validated against both
movie plot summaries and movie audio descrip-
tions. In addition to the SILVER dataset, we cu-
rated a high-quality GOLD benchmark by fully an-
notating 5 movies, each containing approximately
70 events and 50 event relations.

The GOLD annotations were produced by five
contracted human annotators, with each movie in-
dependently annotated by two annotators. An-
notators were trained on our custom annotation
platform and compensated at a rate of $15 per
hour. Annotation required approximately 8 total
annotator-hours per movie across the two indepen-
dent passes (approximately 4 hours per pass), for
approximately 40 annotator-hours and $600 in to-
tal. We evaluated annotation consistency using
weighted Cohen’s x and mean semantic similarity,
measuring both inter-annotator agreement on the
GOLD set and agreement between GOLD and SIL-
VER annotations (Figure 7). Specifically, GOLD-
SILVER weighted Cohen’s « is approximately 0.50,
compared to inter-annotator s of approximately
0.57 on the GOLD set, indicating that the SILVER
pipeline tracks human judgments at roughly 86—
88% of observed human-human consistency. This
narrow gap suggests the scalable annotation pro-
cess is aligned with independent human annotation
at a level close to the variation between human
annotators themselves.

Dataset Statistics and Data Release. NEST is
partitioned at the movie level into 80/15/5 train/-
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validation/test splits, with no movie overlap across
splits. Evaluation is conducted on subsets of the
held-out test split whose sizes vary across task—
model configurations due to task-specific require-
ments and model-specific processing constraints
(Appendix A.6). We provide pre-extracted video-
level features, frame-level features computed using
models (Tschannen et al., 2025; Radford et al.,
2021; Oquab et al., 2024), and audio features using
models (Baevski et al., 2020; Elizalde et al., 2023),
enabling research without requiring access to the
full videos under our user agreement. A subset
of full-length movies in the public domain or un-
der permissive open licenses is also provided for
end-to-end research without access restrictions.
The downstream tasks shown in Figure 1, in-
cluding long-video captioning and video question
answering, are supported by NEST narrative infor-
mation extraction but are not directly evaluated in
this work. NEST instead benchmarks structured
extraction and reasoning over narrative events.

4 Experiments

4.1 Training Setup

We fine-tune Qwen3-Omni-30B-A3B-Instruct on
full-length movie inputs using 8 NVIDIA H200
GPUs with mixed-precision training. The visual en-
coder and multimodal alignment layers are frozen,
and language model parameters are updated via
low-rank adaptation (Hu et al., 2022), preserving
pretrained visual representations while enabling sta-
ble optimization under memory constraints. Since
full-length movies span 1 to 2 hours and contain
many visually redundant frames, we sparsely sam-
ple video inputs at 0.1 FPS. We use gradient check-
pointing to reduce activation memory and Flash
Attention (Dao et al., 2022) to support the resulting
long-context sequences. Additional training details,
token budget calculations, and per-baseline sam-
pling configurations are provided in Appendix A.5.

4.2 Benchmark Tasks

We define four complementary tasks over full-
length movies. Event trigger detection (ETD) asks
models to identify the narrative event given video
V and scene boundaries [ts, te]. Models return a
trigger verb and context that captures the story-
level action taking place in the scene, rather than
surface-level physical motions. Event localization
(EL) is formulated as scene-level narrative ground-
ing: given an event description (verbs and argu-
ments), models predict temporal boundaries [Z, ]

for where that event occurs in the movie, evalu-
ated by checking whether predictions fall within
the ground-truth scene boundaries. We adopt scene-
level evaluation rather than frame-precise bound-
aries because narrative event boundaries are inher-
ently subjective, and even state-of-the-art temporal
grounding models struggle on short videos (Ap-
pendix A.2). With ~160 scenes per movie, identi-
fying the correct scene still requires aligning events
across a 1-2 hour narrative with long gaps, sub-
plots, and flashbacks. Event argument extraction
(EAE) provides a trigger and semantic roles within
a scene and asks models to fill in the argument val-
ues, such as who performed the action, who was
affected, and where it took place. Event relation ex-
traction (ERE) gives models a pair of events (e;, €;)
specified by their definitions and asks them to pre-
dict the relation 7(e;, ej) € {temporal, causal, pre-
conditioned, hierarchical, coreference, no relation},
measured by Precision, Recall, and F1 directly
against ground-truth labels. Since non-linear tem-
poral structure is common in movies, we also eval-
uate models on flashback detection as a separate
subset of ERE.

Text-Only Narrative Event Extraction. In ad-
dition to the video-based tasks above, we evaluate
a text-only variant to isolate language-only per-
formance. Here we replace video input with cap-
tions produced by Gemini 2.5 Pro (Comanici et al.,
2025) for each scene and perform event extraction
purely from text. We treat audio descriptions as a
privileged modality since they are not consistently
available across videos, and instead use automat-
ically generated captions to provide a uniformly
applicable text-only baseline. We report Precision,
Recall, and F1@k against the same ground-truth
events (Table 6).

4.3 Baselines

We evaluate NEST using a range of state-of-the-art
long video understanding and multimodal models
shown in Table 4, including Qwen3-VL (Bai et al.,
2025a), Qwen3-Omni (Xu et al., 2025b), Qwen2.5-
VL (Bai et al., 2025b), InternVL3.5 (Wang et al.,
2025c¢), Video-LLaMA3 (Zhang et al., 2025a),
LLaVA-Video (Zhang et al., 2025d), Ovis2.5 (Lu
et al., 2025b), Flash-VStream-Qwen (Zhang et al.,
2025b), and LongVU (Shen et al., 2025). These
models are evaluated on multiple complementary
tasks: (1) event trigger detection (ETD), (2) event
localization (EL), (3) event argument extraction
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(EAE), (4) event relation extraction (ERE) across
relation types, and (5) flashback relation identifica-
tion, which isolates non-linear temporal reasoning
beyond linear event timelines.

4.4 Evaluation Metrics

We match the evaluation method to the nature of
each task’s output. ERE predictions come from
a closed set of six relation types, so we compute
F1 directly without any judge, reporting both over-
all and per-type scores. EL compares predicted
timestamps against ground-truth scene boundaries
via automatic overlap, and we additionally report
flashback-subset F1 for non-linear temporal reason-
ing. ETD and EAE produce open-ended outputs
where exact matching is too brittle. A model pre-
dicting “fight” for ground-truth “attack’ has iden-
tified the correct event, and the same character
may appear as “‘the detective” or “Officer Miller”
across different models. For these two tasks, we
use an LLM-based judge to assess semantic equiv-
alence. We further evaluate cross-judge robust-
ness using an independent model-family judge on a
stratified sample of approximately 200 ETD/EAE
predictions, obtaining 0.88 agreement (Table 13).
Full judge details and prompts are provided in Ap-
pendix A.7.

5 Results and Analysis

NEST is designed to test two distinct capabilities
that are often conflated in long-video work: (i)
grounded narrative event discovery (detecting what
happens, where it happens, and who/what is in-
volved), and (ii) reasoning over an event graph
once candidate events are specified. Tables 4 —
6 together show that current long-video models
struggle primarily with the first capability, and only
partially succeed at the second.

Chance baselines establish that low scores re-
flect task difficulty, not evaluation breakage. EL
is a selection problem with ~160 scene candidates
per movie, giving a random chance floor of ~0.6%.
The best zero-shot model achieves 5.89% (Qwen3-
VL 30B), approximately 9x random. ETD and
EAE are evaluated under a permissive synonym-
tolerant LLM judge against the PropBank vocab-
ulary, where paraphrases are accepted as correct.
Under this forgiving setup, the best scores remain
below 8% and 11%. ERE reaches 34.23% F1 zero-
shot under direct closed-set scoring, showing that
relation classification given events is substantially

more tractable than grounded event discovery. To-
gether these reference points show that grounded
narrative event discovery is genuinely hard for
current models, while relation classification given
events is more tractable.

Finding 1: Grounded narrative event discovery
remains largely unsolved. ETD stays below 8%,
EL below 6%, and EAE below 11%. Higher
frame budgets do not consistently help, indicat-
ing that visual coverage alone is insufficient.

Event argument extraction (EAE) (Table 4) re-
mains below 11% accuracy for all methods. Even
when a correct trigger is plausible, models often
fail to recover structured information such as par-
ticipants, roles, and attributes. Figure 4 illustrates
these failures, including incorrect entity identifi-
cation and semantic role assignment. This gap is
particularly important for narrative understanding
because downstream relation links depend on con-
sistent entities and roles across distant scenes.

Our error analysis further shows that this failure
is driven primarily by entity tracking rather than
missing argument predictions (Appendix A.8).

Finding 2: EAE is dominated by entity con-
fusion. Across five models, 97.6% of errors
involve entity identity, while only 2.4% are
missing arguments, highlighting the need for
long-range identity tracking across long videos.

Event relation extraction (ERE) (Table 4) is
substantially easier when events are provided, but
temporal structure remains weak. Given there are a
fixed number of relations to classify between, this
task is easier for models. Our results show that
models sometimes reason about relations condi-
tional on having event descriptions, but they strug-
gle to discover and ground those events from raw
movies in the first place. Zero-shot ERE peaks at
34.23% F1 (Qwen2.5-VL 32B (Bai et al., 2025b)),
and our fine-tuned model improves overall ERE
to 49.20% F1. Nevertheless, performance varies
sharply by relation type. Coreference and (to a
lesser extent) causal relations are learned more reli-
ably, while temporal, precondition, and hierarchi-
cal relations remain challenging for many models.
The particularly high fine-tuned scores for corefer-
ence (100.00 F1) and hierarchical relations (76.82
F1) should be interpreted in light of their relatively
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Method #Params Video Sampling ETD EL EAE ERE —F1 (%)
Acc (%) Acc (%) Acc (%) no_rel coref hier precond temp causal overall
Zero-shot 1fps models
Qwen3-VL (8B) (Bai et al., 2025a) 8B 1 FPS 3.42 0.87 3.03 39.61 35.68 0.00 0.00 0.38 31.34 17.84
Qwen3-VL (30B) (Bai et al., 2025a) 30B 1 FPS 3.48 5.89 4.60 37.52 55.46 42.11 0.00 0.00 14.90 25.00
Qwen3-Omni (Xu et al., 2025b) 30B 1 FPS 3.20 0.44 7.40 8.99 26.67 8.22 11.76 1429 4487 19.13
Qwen2.5-VL (7B) (Bai et al., 2025b) 7B 1 FPS 4.33 0.66 3.93 26.56 41.38 0.00 0.00 422 8.31 13.41
Qwen2.5-VL (32B) (Bai et al., 2025b) 32B 1 FPS 1.67 0.26 3.38 42.79 61.95 50.52 5.61 10.21 3431 34.23
LongVU-LLaMA3 (Shen et al., 2025) 3B 1 FPS 1.38 0.61 0.31 5.39 0.00 2.66 5.05 0.00 31.79 7.48
LongVU-Qwen2 (Shen et al., 2025) 7B 1 FPS 0.49 0.41 1.55 16.96 0.00 2.50 0.00 0.00 34.28 8.96
Video-LLaMA3 (Zhang et al., 2025a) 7B 1 FPS 2.76 0.92 0.00 37.50 26.32 8.33 6.61 13.71 27.50 20.00
Zero-shot frame-selection models
Ovis2.5 (Lu et al., 2025b) 9B 8 frames 727 0.00 10.62 37.35 28.57 0.00 0.00 5.45 24.10 1591
InternVL3.5 (Wang et al., 2025¢) 30B 32 frames 2.34 0.53 2.89 37.50 56.07 22.12 4.04 4.79 18.52 23.84
LLaVA-Video (Zhang et al., 2025d) 7B 64 frames 7.98 0.33 10.25 4.62 0.00 10.60 0.00 0.00 37.71 8.82
Zero-shot online streaming models
Flash-VStream-Qwen (Zhang et al., 2025b) 7B 1 FPS (stream) 3.98 0.53 1.25 3522 15.38 8.57 0.00 0.00 10.67 11.64
Finetuned
Finetuned Qwen3-Omni (Ours) 30B 1 FPS 6.09 0.45 10.50 15.58 100.00  76.82 38.26 2.44 62.12 49.20

Table 4: Performance across narrative understanding tasks, including video narrative event trigger detection (ETD),
video narrative event localization (EL), video narrative event argument extraction (EAE), and video narrative event
relation extraction (ERE). Evaluation set sizes vary across task—model configurations because full-length movie
inference is subject to model-specific context, frame-budget, and computational constraints. Selected headline
configurations and their movie counts are reported in Appendix A.6. Video Sampling denotes either the sampling
rate or the fixed frame budget used by each model. The fine-tuned Qwen3-Omni model is trained at 0.1 FPS and

evaluated at 1 FPS for the primary results, with matched 0.1-FPS results reported in the analysis.

Model Precision  Recall F1

Gemini 2.5 Pro (Comanici et al., 2025) 22.58 34.18 21.09
GPT-5 (Singh et al., 2025a) ~ 40.95 44.64 40.80
Qwen3-VL (8B) (Bai et al., 2025a) 18.39 44.74 17.84
Qwen3-VL (30B) (Bai et al., 2025a) 31.06 48.08 25.00
Qwen3-Omni (Xu et al., 2025b) 23.19 37.90 19.13
Qwen2.5-VL (7B) (Bai et al., 2025b) 18.05 33.96 13.41
Qwen2.5-VL (32B) (Bai et al., 2025b) 42.31 50.54 34.23
LongVU-LLaMA3 (Shen et al., 2025) 9.55 11.05 7.48
LongVU-Qwen?2 (Shen et al., 2025) 10.31 16.10 8.96
Video-LLaMA3 (Zhang et al., 2025a) 23.82 32.84 20.00
Ovis2.5 (Lu et al., 2025b) 20.07 42.60 1591
InternVL3.5 (Wang et al., 2025¢) 31.63 43.80 23.84
LLaVA-Video (Zhang et al., 2025d) 15.51 15.49 8.82
Flash-VStream-Qwen (Zhang et al., 2025b) 15.84 32.26 11.64

Table 5: Video Narrative Event Relation Extraction
(ERE) zero-shot performance. F1 is macro-averaged
over the six relation types, while Precision and Recall
are reported at the prediction level. “Gemini 2.5 Pro
and GPT-5 are evaluated on 10 videos at an API cost
of approximately $500, so these results are not directly
comparable to the other results in Table 4. See Table 14
for GPT-5 per-task results.

small evaluation support, with 37 and 139 instances,
respectively. This is consistent with the long-range
narrative dependencies in NEST (Figure 6), where
related events can be separated by large temporal
gaps and intervening scenes.

Finding 3: Models are confidently wrong at
localization but often conservative at relation
extraction. Across five models, 97.4-99.4% of
EL errors are wrong-scene predictions, while
four of five models predict NO_RELATION for
over half of ground-truth related pairs.

Fine-tuning helps reasoning more than ground-
ing. Fine-tuning Qwen3-Omni on NEST substan-

Model P@s R@5 Fl@s ‘ P@l10 R@10 Fl@10
Vision-Language Models

Gemini 2.5 Pro (Comanici et al., 2025) 4.2 79 52 | 42 7.9 52
Text Only EE Methods

GLEN (Li et al., 2023) 5.6 153 8.2 ‘ 59 17.6 8.8
OmniEvent (Peng et al., 2023) 6.7 54 6.0 6.8 59 6.3

Table 6: Video Narrative Event Extraction performance
measured by Precision (P), Recall (R), and F1 score @
[5, 10]. All models are evaluated using only the scene
captions text as input. Evaluation is conducted on 337
scenes across 10 videos.

tially improves ERE (49.20% F1 overall; Table 4),
but does not yield comparable gains in ETD/EL. To
disentangle supervision gains from sampling den-
sity, we additionally evaluate zero-shot and fine-
tuned Qwen3-Omni under the same 0.1-FPS sam-
pling rate. At 0.1 FPS, the zero-shot model obtains
2.83% ETD, 0.38% EL, and 34.61% ERE F1, while
the fine-tuned model obtains 4.15%, 0.39%, and
37.50%, respectively. Thus, under matched sam-
pling, fine-tuning improves ERE by 2.89 points
while EL remains essentially unchanged (+0.01)
and ETD improves only modestly (+1.32). This
control shows that the qualitative separation be-
tween conditional relation reasoning and grounded
event discovery is not solely explained by sampling
density. ERE is a conditional closed-set task where
both events are already specified, whereas ETD and
EL require the model to search over the full movie,
infer story-level abstractions from low-level mul-
timodal evidence, and ground them to the correct
scene among ~ 160 candidates. Our error analysis
(Appendix A.8, Tables 16—17) supports this read-
ing: across the five analyzed models, ETD failures
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Event Argument Extraction

American Psycho

{"messages":
"content": "Video Event Argument
Extraction: Fill in the values for the
following semantic roles based on what
you observe in the video. Return your
answer as a JSON object with the role
names as keys and the observed values

[{"role": "user",

@ awen25-vL (328)

1
I
I
I
]
I
I
I
I
I
from the video. |
I
Timestamp: [1287.16s - 1331.16s] :
|

Trigger: attack : Q Qwen3-VL (8B)
I
Semantic Roles: :
- Arg0 (attacker) 1
: I

- Argl (entity attacked) ' Q InternVL3.5
- ARGM-INS (instrument) 1
3 - ARGM-MNR (manner) S

"ARGM-INS":

{"Argo":

"Arg0": "the woman",

"Arg0 (attacker)": "man in suit",
"Argl (entity attacked)": "man in black ')
dress", "ARGM-INS (instrument)": "knife",
"ARGM-MNR (manner)":

{

"Arg0": "The man",
"Knife",
and violently"

]
]
1
1
"aggressively"} |
1

1

]

]

1

]

1

]

) 1
1

1

]

1

1

1

]

1

1

1

1

"Argl": "The man", J

"ARGM-MNR": "Suddenly

"Christian Bale",
"ARGM-INS": "a knife",
"violently"
}
"Argl": "the man",
"a knife", 0
"directly"

"Argl": "a man",

"ARGM-MNR" : Q weong

"ARGM-INS" : "ARGM-MNR" :

Figure 4: Event Argument Extraction example from American Psycho (102 min). Given the “attack” event trigger
and four semantic roles (ARGO: attacker, ARGI: entity attacked, ARGM-INS: instrument, ARGM-MNR: manner),
models extract the corresponding argument values. Both Qwen2.5-VL variants (7B and 32B) correctly identify the
arguments. Qwen3-VL (8B) hallucinates the actor name “Christian Bale” as the attacker instead of describing the
character from the video. InternVL3.5 hallucinates a woman as the attacker even though the scene contains two
male participants, while also incorrectly assigning the attacked entity.

are dominated by wrong narrative events (76.4%
on average), EL failures are almost entirely wrong-
scene predictions (98.4%), and EAE failures are
overwhelmingly entity confusions (97.6%). These
patterns indicate that fine-tuning can improve the
decision rule once the event abstraction is provided,
but does not by itself give the model robust long-
range visual memory, entity tracking, or narrative
abstraction.

Flashback relations. To further probe non-
linear temporal reasoning, we evaluate models on
the NEST flashback subset (Table 15), which iso-
lates event relations that violate linear chronolog-
ical order. Performance drops catastrophically:
five of seven models achieve 0.00 F1, with only
Qwen2.5-VL (7B and 32B) (Bai et al., 2025b)
achieving non-zero performance, at 13.04% and
28.57% F1, respectively. Notably, larger models
including InternVL3.5 (30B) (Wang et al., 2025c¢)
and both Qwen3-VL (Bai et al., 2025a) variants
completely fail despite stronger performance on
general event relation extraction. These results
suggest that non-linear temporal reasoning poses
a distinct challenge beyond standard temporal or-
dering, as current models rely heavily on implicit
linear timeline assumptions, limiting their ability
to handle narrative constructs such as flashbacks,
memory recall, etc., common in real-world videos.

Finding 4: Relations involving flashbacks are
especially challenging. Five of seven models
achieve 0.00 F1 on the flashback subset, show-
ing difficulty linking events embedded in non-
linear narrative structure.

6 Conclusion

We introduce NEST, a benchmark for narrative
event understanding in full-length movies with
structured annotations, temporal boundaries, and
inter-event relations across 1,005 films grounded
in visual content, dialogue, and audio. State-of-
the-art models struggle across all tasks, revealing
that long video processing does not yield narrative-
level comprehension. Results highlight the need
for narrative abstraction, temporal reasoning, and
hierarchical understanding beyond frame sampling.

7 Limitations

Our annotation pipeline uses LLMs for verifying
detected narrative events, which may introduce er-
rors or biases inherent to these models. The use
of a PropBank-constrained trigger vocabulary also
limits ontology coverage as approximately 17%
of GOLD narrative events do not have an exact
PropBank trigger and must be represented using
the closest available predicate. The GOLD sub-
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set contains only five full-length movies, which
limits the statistical power of evaluation despite
comprising approximately 350 events and 250 rela-
tion annotations; results on GOLD should therefore
be interpreted with this sample size in mind. While
we use state-of-the-art temporal grounding models
for event localization, these methods struggle even
on short videos (see Appendix A.2), which is why
we evaluate at scene-level rather than frame-precise
temporal boundaries. This scene-level evaluation
may not capture fine-grained temporal understand-
ing. Additionally, NEST annotates events within
individual scenes, which means that events that
can only be detected by jointly reasoning across
multiple scenes (e.g., a gradual character transfor-
mation or a subplot that unfolds over several non-
adjacent scenes) are not represented in the current
annotation. Capturing such cross-scene composite
events is an important direction for future work.
Although Figure 1 illustrates captioning and video
question answering as potential downstream appli-
cations of NEST’s narrative representations, we do
not evaluate transfer to these tasks in this work.
The NEST corpus is skewed toward older, predom-
inantly Western films, with uneven genre and lan-
guage coverage, which may limit generalizability
to contemporary, non-Western, and linguistically
diverse video. Due to copyright restrictions, we
cannot release raw videos for the full NEST cor-
pus; instead, we release pre-extracted video-level,
frame-level, and audio features, together with the
raw full-length videos for a subset of movies that
are in the public domain or available under per-
missive open licenses. This restriction may limit
certain types of analysis or model development on
the remaining copyrighted movies. Finally, our
LLM-as-a-judge evaluation for event trigger detec-
tion and event argument extraction, while necessary
for semantic matching, introduces potential biases
from the judge model’s own limitations.

8 Ethical Considerations

NEST uses publicly available movies from the
Library of Congress, archive.org, PublicDomain-
Movies, YouTube, and other databases under fair
use for academic research. We do not redistribute
copyrighted raw videos. For non-public-domain
content we release only pre-extracted features un-
der a research-only agreement. Additionally we
release a subset of public-domain/permissively li-
censed movies for fully reproducible experiments.

Movies may contain biases, stereotypes, or prob-
lematic representations from their time of creation,
which models may inadvertently learn. Released
multimodal features and structured coreference an-
notations could also be repurposed for unintended
analyses beyond the intended research use. We
encourage responsible use of NEST solely for ad-
vancing narrative understanding research and dis-
courage applications enabling surveillance, manip-
ulation, or other harmful uses.
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A Additional Experimental and Dataset
Details

This appendix provides additional details and
analyses that complement the main paper. We
first present the NEST dataset distribution (Ap-
pendix A.1) and further motivate our scene-level lo-
calization setup (Appendix A.2). We then provide
reproducibility and release details (Appendix A.3),
followed by additional analysis of annotation qual-
ity and human annotation effort (Appendix A.4).
We also describe the video sampling and context-
handling configurations used across models (Ap-
pendix A.5), report bootstrap confidence intervals
(Appendix A.6), and provide details of the LLM-
as-a-judge evaluation (Appendix A.7). Finally, we
present qualitative examples and error analyses
(Appendix A.8), discuss directions for future work
(Appendix A.9), and provide the annotation plat-
form (Appendix A.10), annotator instructions (Ap-
pendix A.11), and task-specific prompt templates
(Appendix A.12).

A.1 Dataset Distribution

Figure 5 shows the distribution of annotated events
across modalities in NEST. Averaged over all
1,005 movies, NEST contains 69.6 visual events
per movie (69,938 total), 30.9 dialogue-based
events per movie (31,042 total), and 2.2 audio
sound events per movie (2,225 total). Together,
these distributions reflect the multimodal nature of
NEST while showing that most narrative events are
grounded primarily in visual content and dialogue.

A.2 Event Localization Rationale

We adopt scene-level localization rather than fine-
grained temporal boundaries for two reasons. First,
the boundaries of narrative events are inherently
subjective. An event such as “breakup” may ar-
guably begin as tension escalates, include several
decisive moments, and resolve as characters sep-
arate. Different annotators can reasonably place
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Figure 5: Average number of annotated events per
movie in the NEST dataset, broken down by visual
events, audio dialogue events, and audio sound events.
Bars show per-movie averages, with total counts re-
ported for each modality.

start and end times at different moments while fully
agreeing on the event and its approximate loca-
tion in the narrative. Second, even state-of-the-art
temporal grounding models struggle to produce
reliable boundaries on short videos, as shown in
Table 7.

Model R@0.3 R@0.5 R@0.7  mloU
Gemini 2.5 Flash (Comanici et al., 2025) 11.68 6.04 2.39 7.87
Gemini 2.5 Pro (Comanici et al., 2025) 11.48 6.07 2.33 7.96
Time-R1 (Wang et al., 2025d) 36.78 18.45 6.21 2323

Table 7: Event localization on the evaluation set of
VidEvent (Liang et al., 2025) remains challenging. De-
spite operating under relatively small temporal context
windows, state-of-the-art temporal grounding models
still struggle to accurately localize event boundaries.

The average movie in NEST contains approxi-
mately 160 scenes. Selecting the correct scene (or
set of scenes) for a narrative event still requires
aligning the event to the correct part of a 1-3 hour
multimodal narrative, across long temporal gaps,
subplots, and non-linear devices such as flashbacks.
We therefore view scene-level localization as a
meaningful and less subjective proxy for temporal
grounding at movie scale. As fine-grained temporal
grounding methods improve, NEST can naturally
accommodate finer-grained evaluation.

A.3 Reproducibility and Release Details

Table 8 summarizes every artifact that will be re-
leased alongside this paper.

We will release a fixed, frozen snapshot of the
SILVER annotations, but we also note that the in-
ability to redistribute copyrighted raw movies is not
unique to NEST. Several widely used video bench-
marks follow the same distribution model, provid-
ing pre-extracted features, annotations, and evalua-
tion tooling rather than raw video files. MAD (Sol-
dan et al., 2022), the closest precedent to NEST in

Artifact Release  Format
Train / Val / Test splits v JSON
SILVER event annotations v JSON
GOLD event annotations v JSON
Pre-extracted video features v .npy / .pt
Pre-extracted audio features v .npy / .pt
Feature extraction specifications v YAML
Evaluation scripts v Python
Training configurations v YAML
LLM-as-a-judge prompts v Text
Public-domain movie subset v Video
Fine-tuned model checkpoint v .pt

Table 8: Artifacts provided with NEST to support repro-
ducibility.

scale and domain, explicitly states that due to copy-
right restrictions raw movies will not be released,
and instead provides pre-extracted CLIP frame-
level features at 5 FPS along with language token
embeddings. MovieQA (Tapaswi et al., 2016) sim-
ilarly does not distribute raw movie videos, instead
releasing plot synopses, subtitles, and video clips
sourced through external links. Other video un-
derstanding datasets adopt comparable strategies.
HiREST (Zala et al., 2023) releases pre-extracted
EVA-CLIP features and ASR transcripts without
raw videos. ReXTime (Chen et al., 2024a) releases
QA pairs and temporal spans without raw videos.
VidChapters-7M (Yang et al., 2023) releases ASR
transcripts, chapter boundaries, and titles via video
IDs, requiring users to download raw videos in-
dependently from YouTube. NEST follows this
established convention and additionally releases
pre-extracted multimodal features covering several
recent vision-language models to further lower the
barrier to entry. We will also release a subset of
full-length movies that are in the public domain or
available under permissive open licenses, enabling
end-to-end evaluation without access restrictions.

A.4 Annotation Quality and Human Effort

Grounding in Human-Authored Sources. The
SILVER annotations are not generated from free-
form model captions. The primary textual source
is professional audio descriptions written for vi-
sually impaired audiences, which are specifically
designed to faithfully describe on-screen visual
content (Rohrbach et al., 2015). These are sup-
plemented by human-written scripts and plot sum-
maries. The LL.M-assisted pipeline extracts struc-
tured events from these human-authored sources,
constrained to PropBank’s ontology and a closed
relation label set, rather than generating events
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Figure 6: Temporal distance between related events
across datasets. Each arc connects a pair of related
events, with arc length indicating their temporal separa-
tion. NEST captures long-range narrative dependencies
averaging ~32 minutes apart, compared with ~36 sec-
onds for VidEvent and ~3 seconds for VidSitu.

from scratch. This design is intended to prevent
the benchmark from collapsing into “hallucination
matching,” where labels exist only in text but have
no visual correspondence.

Two-Step Verification. To minimize hallucina-
tion risk, extracted events undergo a two-step veri-
fication against two independent human-authored
signals, each designed to filter different types of
eITors.

Step 1: Audio description verification (local vi-
sual grounding). Each extracted event is checked
against the movie’s audio description to ensure it
corresponds to observable on-screen content. This
step filters hallucinated or visually unsupported
events. For example, an extracted “betray” event
was rejected when the audio description for the rel-
evant scene described only two characters having a
calm conversation with no indication of deception
or betrayal. Similarly, a “chase” event was removed

when the audio description mentioned characters
walking together rather than pursuing one another.

Step 2: Plot/script verification (global narra-
tive consistency). Events passing Step 1 are cross-
validated against plot summaries and scripts to ver-
ify narrative consistency. This step filters wrong
PropBank senses, incorrect arguments, and over-
inferred relations. For example, a “kill” event ex-
tracted from a scene depicting a heated argument
was rejected because the plot summary confirmed
the character survived. A “causal” relation be-
tween two events was downgraded to “temporal”
because the plot indicated the events occurred in-
dependently in parallel subplots.

Events that cannot be supported by either source
are filtered out. This verification pipeline used
GPT-5, GPT-5-nano, and GPT-5-mini (Singh et al.,
2025a) alongside Grok-4.1 Fast (xAl, 2025) across
both stages. During this creation and verification
process, we consumed approximately 100 billion
tokens.

Independent Gold Annotation. The GOLD an-
notations were produced independently of the SIL-
VER data. Five contracted annotators watched
full-length movies and produced event and rela-
tion annotations from scratch, without access to the
SILVER labels. Agreement between GOLD and
SILVER was then measured to validate the auto-
matic pipeline, rather than using the GOLD set as
a correction layer on the SILVER data.

Agreement Analysis. We measured weighted
Cohen’s £ ~ 0.50 for GOLD-SILVER agree-
ment, compared to inter-annotator x ~ 0.57 on
the GOLD set alone (Figure 7). The narrow gap
between these two figures suggests that the SIL-
VER pipeline tracks human judgments at a level
close to the variation between human annotators
themselves.

Semantic Similarity Computation. Mean se-
mantic similarity in Figure 7 is computed using
the same LLM-as-a-judge framework described
in Appendix A.7. For each GOLD event, we
pair it with its closest SILVER event (and anal-
ogously for GOLD-GOLD pairs) and prompt GPT-
5-mini (Singh et al., 2025a) with the two event
descriptions (trigger and context) to produce a sim-
ilarity score between O and 1, using temperature
0 for reproducibility. The reported values (0.511
for GOLD-SILVER, 0.596 for GOLD-GOLD) are
macro-averaged across the five GOLD movies. We
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Figure 7: Annotation agreement on NEST.

Weighted Cohen’s x and mean semantic similarity for
GOLD-GOLD (two annotators) and GOLD-SILVER.

Field Metric Agreement
Arguments PropBank role F1 70.86
Localization ~ Scene-level match 57.14
Relations Type agreement 41.03

. G-G: 0.57
Overall Weighted < G-S: 0.50

Table 9: Per-field agreement analysis. Argument agree-
ment measures PropBank role overlap, localization uses
scene-level matching, and relation agreement measures
type consistency over matched positive relation pairs.
Overall agreement is reported as weighted « separately
for GOLD-GOLD (G-G) and GOLD-SILVER (G-S)
annotator pairs.

use this LLM-based semantic similarity alongside
k because exact string matching is too brittle for
narrative event descriptions where semantically
equivalent triggers may differ lexically (e.g., “fight”
vs. “attack™). Table 9 further breaks down agree-
ment by annotation field, covering arguments, lo-
calization, and event relations.

Human Effort Statistics. Although the GOLD
subset consists of 5 movies, this corresponds to
approximately 350 annotated events and 250 anno-
tated relations. Annotating narrative-level events
in full-length movies is substantially more labor-
intensive than segment-level annotation in short
clips, as annotators must watch the entire film and
maintain coherent tracking of characters, subplots,
and temporal structure throughout. We note that
many existing benchmarks also make use of silver-
labeled data, and that the scale of per-movie anno-
tation effort in NEST is significantly higher than in
benchmarks operating on short segments. Table 10
summarizes the human annotation effort. The com-

pensation rate exceeded the applicable state mini-
mum wage during the annotation period (U.S. De-
partment of Labor, Wage and Hour Division, 2026)
and was compliant with institutional policies for
compensation of human subjects.

Metric Value
Number of annotators 5
Compensation rate $15/ hour
Total cost ~$600
Approx. hours per movie ~8
Total annotator hours ~40

Table 10: Human annotation effort for the GOLD subset.
Annotators were trained via a custom platform tutorial
and one practice movie before beginning production
annotation.

A.5 Video Sampling and Context Handling

Training Token Budget. We fine-tune Qwen3-
Omni-30B-A3B-Instruct (Xu et al., 2025b), which
has a native context length of 65,536 tokens. For
training, we restrict the context budget to 32,768
tokens due to memory constraints. The Qwen3-
Omni vision encoder uses 16x 16 spatial patches
with a 2x2 spatial merger and a temporal patch
size of 2, reducing both the spatial and temporal
visual token count. A typical movie in NEST runs
approximately 2 hours (7,200 seconds). At 0.1
FPS, we obtain ~720 sampled frames, which are
temporally grouped in pairs by the vision encoder.
The per-frame resolution is configured to keep the
resulting visual tokens, text instructions, and gener-
ated outputs within the 32K training context budget.
This sampling rate prioritizes full narrative cover-
age over fine-grained action capture, which we find
sufficient for story-level event understanding. Dur-
ing training, gradient and optimizer state storage
further constrains the effective batch size that fits
in GPU memory.

Inference Token Budget. The nominal sampling
rate does not necessarily equal the effective frame
rate seen by each model because model-specific
preprocessing imposes additional frame and token
budgets. For Qwen3-VL and Qwen2.5-VL, a nom-
inal 1 FPS request is uniformly subsampled to 768
frames across the full movie before inference, cor-
responding to approximately 0.13 FPS for an aver-
age NEST movie. The preprocessing pipeline also
adapts spatial resolution to satisfy the visual-token
budget, yielding approximately 106K-115K visual
tokens for Qwen3-VL and 66K-74K for Qwen?2.5-
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VL in measured examples. InternVL3.5 uses a
fixed budget of 32 frames at 448 x 448 resolution.
Table 11 summarizes the effective sampling and
preprocessing configuration for each baseline.

A.6 Bootstrap Confidence Intervals

To quantify uncertainty in selected headline bench-
mark results, we compute 95% confidence intervals
using movie-level bootstrap resampling. Evalua-
tion set sizes differ across task—-model configura-
tions because full-length movie inference is subject
to model-specific context, frame-budget, and com-
putational constraints; each result is therefore com-
puted over the subset of movies successfully pro-
cessed under its corresponding configuration. For
each result, we resample these evaluation movies
with replacement, pool predictions from the sam-
pled movies, recompute the metric, and report the
2.5th and 97.5th percentiles.

As shown in Table 12, the confidence intervals
reinforce the main benchmark findings. ETD, EL,
and EAE remain low even at the upper bounds
of their intervals, indicating that grounded event
discovery remains challenging. ERE achieves sub-
stantially stronger performance, while the wider
confidence interval for the fine-tuned ERE result
reflects the smaller evaluation set used for that con-
figuration. These results support the conclusion
that relation reasoning over provided events is more
tractable than discovering and grounding narrative
events in full-length video.

A.7 LLMe-as-a-Judge Evaluation Details

The LLM-as-a-judge paradigm has become a
widely used evaluation methodology for open-
ended generation and multimodal understanding
tasks. Recent survey and empirical work has sys-
tematized this evaluation setting and shown that
strong judge models can achieve substantial agree-
ment with human judgments, while also empha-
sizing the importance of careful judge design and
validation (Gu et al., 2026; Bavaresco et al., 2025).
Consistent with this, GPT-5-mini and Gemini 2.5
Pro achieve 0.88 agreement on our validation sam-
ple, as shown in Table 13. In the video under-
standing domain, LL.M-based evaluators have be-
come common for open-ended question answer-
ing and reasoning benchmarks where exact string
matching is too brittle to capture semantic equiv-
alence (Maaz et al., 2024; Nagrani et al., 2025a;
Shaar et al., 2026). We follow this established prac-
tice for NEST, where strict string matching is too

brittle for open-ended tasks such as event argument
extraction, in which semantically equivalent men-
tions may differ lexically (e.g., “the detective” vs.
“Officer Miller”).

Judge Model and Settings. We use GPT-5-
mini (Singh et al., 2025a) as the judge. > De-
coding is performed with temperature 0 (greedy)
to maximize reproducibility. The judge receives
the ground-truth annotation and the model predic-
tion, and returns a binary verdict (correct/incorrect)
along with a confidence score.

Judge Prompts. The full judge prompts for each
task are provided below and each prompt follows
a general template consisting of: (1) the task defi-
nition, (2) evaluation rules specifying what consti-
tutes a correct prediction, (3) output format rules,
and (4) the ground-truth and model prediction as
inputs. The task-specific definitions and rules
are identical to those used during model evalua-
tion, ensuring consistency between how models are
prompted and how their outputs are judged. The
generic judge template and the task-specific ETD
and EAE judge prompts are provided in Figures 25,
26, and 27.

A.8 Qualitative Examples and Error Analysis

We present representative examples of NEST an-
notations alongside model predictions to illustrate
common failure modes. Figures 9-12 show con-
crete examples for each task. To quantify these
patterns, we analyze errors from five representa-
tive zero-shot models. For ETD, EAE, and EL, we
analyze all incorrect predictions available for each
model. For ERE, we analyze how often ground-
truth related event pairs are incorrectly assigned
NO_RELATION. Per-model sample sizes are re-
ported in Table 17.

Event Trigger Detection Errors. A frequent fail-
ure mode in ETD is that models default to surface-
level atomic verbs (e.g., “walk,” “look,” “sit”)
rather than identifying the intended narrative-level
predicate (e.g., “confront,” “betray,” “reconcile”).
Across the five analyzed models, atomic-verb de-
faults account for 20.8% of errors on average, while
wrong-event predictions account for 76.4%. The
atomic verb default occurs especially when long-
range context is required to understand the narrative

3The judge model is not among the evaluated baselines,
except that GPT-5 is evaluated separately as a baseline from
the same model family.
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Model Context Sampling Effective Frames Visual Tokens
Gemini 2.5 Pro (Comanici et al., 2025) M 1 FPS ~5.9K ~0.39M
GPT-5 (Singh et al., 2025a) 400K 1 FPS ~5.9K <400K
Qwen3-VL (8B) (Bai et al., 2025a) 256K 1 FPS 768 ~110K
Qwen3-VL (30B) (Bai et al., 2025a) 256K 1 FPS 768 ~110K
Qwen3-Omni (30B) (Xu et al., 2025b) 64K 1 FPS ~450 ~64K
Qwen2.5-VL (7B) (Bai et al., 2025b) 128K 1 FPS 768 ~70K
Qwen2.5-VL (32B) (Bai et al., 2025b) 128K 1 FPS 768 ~T70K
InternVL3.5 (30B) (Wang et al., 2025c¢) 40K 32 frames 32 ~8.2K
LLaVA-Video (7B) (Zhang et al., 2025d) 32K 64 frames 64 ~10.8K
Ovis2.5 (9B) (Lu et al., 2025b) 40K 8 frames 8 ~6.3K
LongVU-LLaMA3 (3B) (Shen et al., 2025) 128K 1 FPS ~5.9K ~8K
LongVU-Qwen2 (7B) (Shen et al., 2025) 32K 1 FPS ~5.9K ~8K
Video-LLaMA3 (7B) (Zhang et al., 2025a) 32K 1 FPS <180 ~16K
Flash-VStream-Qwen (7B) (Zhang et al., 2025b) 32K 1 FPS ~5.9K ~11.5K
Finetuned Qwen3-Omni (Xu et al., 2025b) 64K 1 FPS ~450 ~64K

Table 11: Video input configuration for each baseline. Sampling denotes the input sampling rate or fixed frame
budget, while Effective Frames reports the resulting number of frames processed by the model. Visual Tokens

reports the corresponding visual-token budget.

Task Model #Mov. Score [95% CI]
ETD LLaVA-Video 7B 19 7.98 [6.30, 9.84]
EL Qwen3-VL 30B 25 5.89 [4.55,7.41]
EAE Ovis2.5 9B 5 10.62 [3.47, 13.37]
ERE Qwen2.5-VL 32B 25  34.23[31.89, 39.04]

ERE (FT) Qwen3-Omni 30B 5 49.20 [31.20, 49.26]

Table 12: Movie-level bootstrap 95% confidence inter-
vals for selected headline NEST results. Evaluation
set sizes vary across task—-model configurations due
to model-specific context, frame-budget, and compu-
tational constraints; #Mov. denotes the number of eval-
uation movies used as bootstrap resampling units for
each configuration.

Comparison

GPT-5-mini (Singh et al., 2025a) vs. Gemini 0.88
2.5 Pro (Comanici et al., 2025)

Agreement

Table 13: Judge validation on a stratified sample of
approximately 200 ETD/EAE predictions.

significance of a scene. For example, a scene show-
ing two characters meeting in a park may be an-
notated as “reconcile” (requiring understanding of
their earlier conflict), but models predict “meet” or
“talk” based on immediate visual cues alone. The
dominance of wrong-event errors (76.4% on aver-
age) suggests that models frequently fail to identify
the correct narrative event at all, rather than merely
selecting the wrong level of abstraction.

Event Argument Extraction Errors. In EAE,
entity confusion dominates across the five analyzed
models, accounting for 97.6% of errors on average,

while missing arguments account for only 2.4%.
Models frequently fail to maintain consistent en-
tity references across distant scenes. A character
introduced by name in an early scene may be re-
ferred to by description (“the detective™) or pro-
noun (“he”) in later predictions, and models often
assign arguments to the wrong character when mul-
tiple characters share similar visual appearances.
The overwhelming prevalence of entity confusion
over missing arguments indicates that models at-
tempt to fill argument slots but lack the long-range
entity tracking needed to do so correctly.

Task Score (%)
ETD Accuracy 12.50
EAE Accuracy 25.00
EL Accuracy 2.50
ERE Precision 40.95
ERE Recall 44.64
ERE F1 (macro) 40.80
ERE Accuracy 55.56
Overall Accuracy (macro) 23.89

Table 14: GPT-5 performance across all four NEST
tasks, evaluated on the same 10-video subset used for
Gemini in Table 5. ETD and EAE use LLM-as-a-judge
accuracy, EL uses scene-overlap accuracy, and ERE re-
ports Precision and Recall at the prediction level along
with macro F1 across the six relation types. Overall
Accuracy is macro-averaged across the four task accura-
cies.

Event Localization Errors. For EL, nearly all
errors across the five analyzed models are wrong-
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Model #Params F1 (%)
Flash-VStream-Qwen 7B 0.00
InternVL3.5 30B 0.00
LLaVA-Video 7B 0.00
Qwen2.5-VL 32B 28.57
Qwen2.5-VL 7B 13.04
Qwen3-VL 30B 0.00
Qwen3-VL 8B 0.00

Table 15: Performance on the NEST flashback subset.
These relations capture non-linear temporal structure
and require models to reason beyond linear timelines.

scene predictions, averaging 98.4%, while overly
broad time spans account for only 1.6%. Mod-
els tend to localize events to the most visually
salient scene (which may not be the correct one)
rather than hedging with broad spans. Flashback se-
quences are particularly challenging: models con-
sistently assign flashback events to the narrative
present rather than recognizing the temporal dis-
placement. The near-absence of overly broad spans
suggests that models are confident but wrong, com-
mitting to specific (incorrect) temporal locations
rather than expressing uncertainty through wider
predictions.

Event Relation Extraction Errors. As shown in
Table 17, ERE errors are often dominated by false-
negative NO_RELATION predictions, although the
extent varies substantially by model. InternVL3.5
incorrectly predicts NO_RELATION for 78.3% of
ground-truth related event pairs. Similar behavior
is observed for Qwen2.5-VL (32B), Qwen3-VL
(8B), and Qwen3-VL (30B), with rates of 73.3%,
83.7%, and 92.2%, respectively, while Qwen2.5-
VL (7B) is a notable exception at 21.2%. This pat-
tern suggests that most models are overly conserva-
tive in identifying narrative connections and often
default to predicting no relation between events.

Task Error Type %0

ETD  Atomic event 20.8
ETD  Wrong event entirely  76.4
EAE  Entity confusion 97.6
EAE  Missing argument 24
EL Wrong scene 98.4
EL Overly broad span 1.6

Table 16: Average error taxonomy across the five mod-
els analyzed in Table 17. Values are macro-averaged
across models for each error type.

A.9 Directions for Future Work

Human Agreement Varies Across Annotation
Components. Human annotations on the GOLD

Per-task training loss for Qwen3-Omni fine-tuned on NEST
ETD EAE

0 200 400 600 800 0 200 400 600 800
Optimizer step Optimizer step

EL ERE

: &‘ 1! M iy
o W Vi

400 600 800 0 200 400 600 800
Optimizer step Optimizer step

I~
J

Figure 8: Task-specific training loss curves for Qwen3-
Omni fine-tuned on NEST. ERE loss decreases steadily,
consistent with the substantial improvement in ERE F1
after fine-tuning. ETD and EL losses plateau early, indi-
cating that LoRA fine-tuning does not acquire the long-
range narrative event induction and temporal grounding
capabilities these tasks require.

set achieve moderate overall agreement, with
weighted Cohen’s x = (.57, while consistency
varies across annotation components. Agree-
ment is higher for argument roles (70.86 F1) and
scene-level localization (57.14%) than for relation
types (41.03%), reflecting the greater ambiguity
involved in interpreting narrative relationships be-
tween events (Table 9). These results characterize
the consistency of the annotation process rather
than human performance on the four benchmark
tasks and therefore should not be interpreted as a
human performance ceiling.

SFT Alone Is Insufficient. Fine-tuning on NEST
improves ERE (19.13% — 49.20% F1) but yields
only marginal gains on ETD (3.20% — 6.09%) and
EL (0.44% — 0.45%). As shown in Figure 8, ERE
loss continues to decrease during training, while
ETD and EL losses plateau much earlier, providing
further evidence that supervised fine-tuning alone is
insufficient for grounded narrative event discovery
and temporal localization.

Research Directions. Closing the gap between
human and model performance on NEST likely
requires advances in several areas: (1) narrative
abstraction mechanisms that lift low-level obser-
vations into story-level events via explicit reason-
ing or chain-of-thought over prior context; (2)
long-range entity tracking that combines visual
re-identification with dialogue-based coreference
across full movies; (3) non-linear temporal reason-
ing to handle flashbacks and parallel storylines,
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Model ETD

EAE EL ERE

N Atomic Verb  Wrong Event N Entity Conf.  Missing Arg. N Wrong Scene  Broad Span N —NO_REL
InternVL3.5 (Wang et al., 2025¢) 1812 22.0 78.0 1779 90.0 10.0 1857 98.6 1.4 1604 783
Qwen2.5-VL (7B) (Bai et al., 2025b) 1584 42.0 58.0 1779 100.0 - 1782 99.1 0.9 1470 21.2
Qwen2.5-VL (32B) (Bai et al., 2025b) | 1833 6.0 94.0 1779 100.0 - 1863 974 2.6 1541 733
Qwen3-VL (8B) (Bai et al., 2025a) 1814 16.0 82.0 1779 98.0 2.0 1851 99.4 0.6 1604 83.7
Qwen3-VL (30B) (Bai et al., 2025a) 1805 18.0 70.0 1779 100.0 - 1761 97.6 2.4 1604 92.2

Table 17: Error taxonomy across models. For ETD, EAE, and EL, IV denotes the number of incorrect predictions
analyzed, and values report the percentage exhibiting each listed error type. For ERE, N denotes the number
of ground-truth related event pairs, and the NO_REL column reports the percentage incorrectly predicted as
NO_RELATION. Wrong-scene predictions consistently dominate EL errors and entity confusion dominates EAE
errors. For four of the five analyzed models, more than half of ground-truth related event pairs are incorrectly
classified as NO_RELATION, while Qwen2.5-VL (7B) is a notable exception.

where current models achieve near-zero F1 (Ta-
ble 15); (4) retrieval-augmented grounding that
selectively attends to relevant past scenes without
requiring prohibitively long context windows; and
(5) hybrid symbolic-neural event structures that
combine neural perception with structured repre-
sentations such as event graphs or temporal logic.

A.10 Annotating Platform Interface

We built a custom web-based annotation platform
for NEST. The interface allows annotators to: (1)
view individual scenes from each movie in an em-
bedded video player, (2) select event triggers from
the PropBank verb vocabulary with sense disam-
biguation, (3) fill argument roles (ARGO, ARGI,
ARGM-LOC, ARGM-TMP, etc.) with free-form
mentions tagged by modality and grounding scope,
and (4) annotate pairwise relations between events
with supporting evidence. Annotators were pro-
vided with a written tutorial describing the annota-
tion guidelines, event ontology, and relation defini-
tions, followed by a supervised practice session on
one complete movie before beginning production
annotation. The platform enforces PropBank con-
straints at input time, preventing annotators from
entering free-form triggers or unsupported relation

types.

A.11 Annotator Instructions and Prompt
Templates

These are the instructions provided to annotators
for each annotation task. The instructions distin-
guish between visual, audio, and dialogue event
triggers, and provide concrete examples of correct
and incorrect annotations. Each instruction set em-
phasizes the distinction between atomic physical
actions and narrative-level events. The complete
annotator instructions for visual, audio, and dia-
logue event trigger detection, event argument ex-
traction, and event relation extraction are provided

in Figures 15, 16, 17, 18, 19, and 20.

A.12 Task Definitions

Below we provide the JSON-formatted prompt tem-
plates for each evaluation task. The templates spec-
ify task instructions derived from our annotation
guidelines and define the expected response format.
Figures 13 and 14 show how the corresponding
event triggers, arguments, temporal grounding, and
relations are defined and collected in the NEST
annotation interface. All evaluated models receive
identical prompts to ensure fair comparison. The
exact prompt templates used for ETD, EAE, ERE,
and EL are provided in Figures 21, 22, 23, and 24.
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Event Localization

Caddo Lake

Qwen2.5-VL (32B) {”output": "186.0, 194.0"}

"content": "Video Eve
localization identifies the temporal boundaries of
narrative events within the video. You must determine when

each narrative event begins an s based on the visual

Qwen3-VL (8B) {”output": ”35.0, 40.0"}

ideo. ...
N object with keys:

1
1

1

1

1
cues present in i
Return your answer as a J i
"start_time" and "end_time" (in seconds). '

. ! Quwen3-VL (308) {"output": 7101, 117.0"} CoEECCL
Event: escape '

@ Detailed Context: The young man (person_2) continues 1
@yulling at the seat belt in vain with a long gash above |
his (person_2) right eyebrow, turns from the seizing woman |
1

1

1

1

1

1

1

1

1

1

1

!

Wrong

(person_3) as air bubbles escape her (person_3) mouth,
swims out his (person_2) open window, and bursts above the
surface. Correct
LongVU_Llama3 {"output": "106.0, 120.0"}
Arguments:
- Arg0 (entity escaping): young man with a long gash
above his right eyebrow (person_2)
- Argl (place or thing escaped): submerged car
- ARGM-MNR (manner): pulling at the seat belt in vain,
turning from the seizing woman (person_3) as air bubbles
escape her mouth, swimming out his open window
\ - ARGM-EDP (ending point): above the surface

Wrong
LongVU_Qwen2 {”output": "153.0, 174.0"}

o
o
V]
IntemVL3.5 {”output": 70, 12.4"} D
o
o
1)

VideoLLaMA {”output": "146.0, 177.0"}

Figure 9: Event Localization example from Caddo Lake (97 min). The “escape” event occurs at approximately
101-120 seconds into the movie. Given the full movie and the event description with structured arguments (left
panel), seven models predict temporal boundaries. Only Qwen3-VL (30B), predicting 101-117 seconds, and
LongVU-LLaMA3, predicting 106—120 seconds, correctly localize the event. Qwen3-VL (8B) and InternVL3.5
predict timestamps that are too early, while Qwen2.5-VL (32B), LongVU-Qwen2, and VideoLLaMA predict later
intervals within the first few minutes of the movie. The example illustrates that even when predictions fall near the
correct portion of a full-length movie, models often fail to identify the correct event boundaries.

Event Relation Extraction

Caddo Lake

= I Il B e ey
Omin  help 19 min 40min 45 min 55 min 71l min search 97 min
P R R e T LR N
("messages": [{"role": "user", K L. Qwen2.5-VL (7B) {"relationship type": "NO RELATION", 9 Wrong
"content": "Video Event Relation Extr, -

"description".."}

{"relationship type": ” PRECONDITIONED", Q Correct
"description": "..”}

the story. Observe both

their relationship. COREF!

PRECONDITIONED means... HIERARCHIC
Return your a

@ Qwen2.5-VL (32B)

i Vo i
1 P! 1
1 Pt 1
1 P! 1
1 P! 1
| . |
! 1
wre ! . . !
: relationship_type” a : 1 ¢ Qwen3-VL (8B) {"relationship_type": ” CAUSAL", 6 Wrong |
: ° | : - "description": "..”} :
I
: - : : .Y InternVL3.5 {"relationship type": ” NO RELATION", Q Wrong :
! 1 : - "description": "..”} :
! o P 1
- Arg0 (helper): bearded young man (person_2) .
H T hral (project): umconscious woman (persen 3) . | - LongVU_Llama3 {"relationship type": “CAUSAL", g Wrong !
' - RRGM-LOC (location): underwater in submerged truck . : 4 . "description": "..”} :
I I
1 P! " s nw. o " Wron: 1
. b Q LongVU_Qwen2 { rela&lonsh‘lp_?yp? . SAUSAL , a g .
1 | : description": 7Y :
I I
i 1 " ; : w. on " 1
! - : | Q VideoLLaMA { relatlcz‘nshlp_vtyp.e | '}\IO ”RELATION , Q Wrong N
\ ;N description": 7Y ]

Figure 10: Event Relation Extraction example from Caddo Lake (97 min). Two events are separated by approximately
76 minutes: a “help” event (E1, near 2 min) and a “search” event (E2, near 78 min). The ground-truth relation is
PRECONDITIONED, as the earlier helping event creates conditions that enable the later search. Only Qwen2.5-VL
(32B) correctly identifies this relation. Three models (Qwen3-VL, LongVU-LLaMA3, LongVU-Qwen2) predict
CAUSAL, confusing enablement with direct causation. Three others (Qwen2.5-VL 7B, InternVL3.5, VideoLLaMA)
predict NO_RELATION entirely, failing to connect events separated by long temporal gaps. This illustrates the
challenge of reasoning over distant event pairs where the narrative link requires understanding how an earlier event
sets up conditions for a later one.

57117



Event Relation Extraction

Gangs Of Lagos

": [("role": "user",

Q Qwen2.5-VL (7B) {"relationship_type": "TEMPORAL",
"description".."}

¢ {"relationship type": ”CAUSAL",
= Qwen2.5-VL (328) "description™: "..”}

. HIERARCHICAL means ... NO_RELATION
s a JSON object with
ship_type" and "description”.

{"relationship_type": “NO_RELATION",

Event 1:
Pl
"description":

Trigg

Q Qwen3-VL (8B)

w oy

InternVL3.5
"description": "..”}

{"relationship_type": ”CAUSAL", Correct

LongVU_Llama3 "description": "..”}

{"relationship type": ” NO RELATION", Wrong

[

V]

()
{"relationship_type": ” NO_RELATION", () Wrong

V]

o

]

- Arg0 (griever, agent LongVU_Qwen2 "description": "..”}
anguished look, grave expres P P
the open casket (person . .
(person_150) in the o {"relationship type": ” NO RELATION", Wrong
casket containing Ife VideoLLaMA b ; o
g "description": "..”}
an anguished look Z DS iociunttin. et A -

Figure 11: Event Relation Extraction example from Gangs of Lagos (120 min). A “fight” event (E1, near 64 min) is
followed by a “mourn” event (E2, near 90 min), with the ground-truth relation being CAUSAL. Only Qwen2.5-
VL (32B) and LongVU-LLaMA3 correctly identify the causal link. Qwen2.5-VL (7B) predicts TEMPORAL,
recognizing the sequential ordering but missing the causal dependency. The remaining four models predict
NO_RELATION, failing to connect the two events despite their relative temporal proximity (~26 minutes apart).
This example highlights that even when events are not separated by extreme temporal gaps, most models still
struggle to infer narrative causality from video content.

Event Trigger Detection

Already Tomorrow in Hong Kong

1
I (o . [("role": " " I :¢ {"verb": ”walk", "context": "The man and woman :
1 messages": role": "user", ' ; . ” q
2 are walking down a busy street at night.. Atomic
: "content": "Visual Narrative Event : : = Quen2.5-VL(78) g g = v 0 Event :
1 Trigger Detection: Narrative event 1 : {"verb": "explore”, "context": "A man and a :
1 : . : 8
1 triggers describe the real story i woman are seen walking through a bustling !
! event taking place in the scene, not | ! city at night i i ti d
H ! : . . y ight, engaging in conversation an Wrong |
| the small physical motions happening | :? Qwen2.5-VL(32B) o) oring various urban settings including a QD Event :
: @ on the .surface.. A scene may con.ta:.n : i busy street, a restaurant, and a market.” } |
| many tiny actions such as walking, ) 1
! sitting, turning, picking something 'y {"verb": “walk", "context": "a man and a i i
1 2 ! : ’ : Atomic L
| up or opening a door .... ! QQwen}VL(SOB) woman walking through a city at night."} Q Event :
: Now, identify the narrative event : : |
: trigger in this video. 0! { "verb": ”leave", "context": "The man and i
i Return your answer as a JSON object ] woman are seen walking away from each other 1
! with keys: \"verb\" and P S Quen3vL(gg) CPTOUgh a busy street, eventually entering (%] Heeme
1 . I - : . . . .
] \"context\".\n\nTlme‘s:tamp. P xS separate vehicles, indicating their Event ]
l\ [1170s - 1210s] /: % separation."} o

Figure 12: Event Trigger Detection example from Already Tomorrow in Hong Kong (67 min). Given the scene
between 1170-1210 seconds, all four models fail to identify the correct narrative event. Three out of four models
(Qwen2.5-VL 7B, Qwen3-VL 30B, and Qwen3-VL 8B) predict atomic verbs (“walk” or “leave’), describing
surface-level physical motions rather than the narrative-level event taking place. Qwen2.5-VL (32B) predicts
“explore”, which is closer to a narrative description but still misses the intended event. Despite the prompt explicitly
instructing models to identify the real story event rather than small physical motions, all models default to describing
what is visually immediate. This example highlights the atomic verb default as the dominant ETD failure mode and
suggests that current models lack the narrative reasoning needed to abstract from visual observations to story-level
meaning.
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[ Step 1: Select Movie

i@ Select Movie by Name
[[] Prepare Movie
Avengers_endgame_(2019) -

v Video found | v Scenes found | v Plot found | v 70 top scenes

¥ Top Scenes (AI Scored) <
Video Player * Plot Context
Y
Current Scene ' LI Plot (Global)

SO LIS VeI Y Y S e i
declaring "I am Ironmant", Stark snaps his own fingers in a large flash of white lightThanos,
realizing he's been beaten, watches in horror as his own forces crumble to dust in front of him,
only to meet that same fate soon after. Stark is mortally wounded from his usage of the
Stones, and is greeted by Rhodes, Parker and Potts as he lays dying. Potts assures her
husband that they are going to be alright, and allows him to rest. Stark's Arc Reactor then
permanently shuts off, Potts giving him one last kiss. Rogers and Thor mournfully watch at a
distance.The Mad Titan's final defeat and the return of the Vanished calls for celebrations all
around the world, including in Wakanda and San Francisco. Parker reunites at school with his
best friend Ned. Lang watches the celebration with Hope and Cassie. At Stark's funeral, he
leaves a final holographic message for his family and closest friends, including a heartfelt
goodbye for Morgan. Stark's Mark I Arc Reactor is set adrift in the lake outside their cabin,
with the Avengers and their allies in attendance, including those who had past grievances
with Stark, such as the Pym family, Wanda, and Bucky Barnes.Outside New Asgard, Thor,
following his mother's advice, names Valkyrie as the new ruler while he abdicates to join the
Guardians of the Galaxy. Meanwhile, Rogers prepares to go back in time to return the Stones
and Mislnir, bidding goodbye to Barnes. As Banner is unable to bring him back when
prompted, Barnes alerts Sam Wilson to the presence of an elderly man nearby It is an aged
Rogers, who had chosen to remain in the past and live out a full life with Peggy Carter, a fact
he gently refuses to reveal to Wilson. He presents Wilson with a new shield, passing the
mantle of Captain America on to him. In the past, Peggy and Steve dance together in the
living room of a suburban house to their song "It's Been a Long, Long Time."

UL LIS St SISV YEUIS LW UL 11

(a) First step is to pick a movie and watch the first scene.

The annotator initially selects and loads a movie. The workspace presents the current scene in a video player, allowing the annotator to ground decisions in both
local visual evidence and broader narrative context while stepping through scenes.

[ select Event Type

Eventhioly Does the event occur visually, in
egue e € dialogue, or in audio?
[ Select Verb & Sense Example of the
Q Verb £ sense verbina
sentence.
aim - @im.02: directed motion | €x:..the possibility of a consent solicitation aimed.. -

directed motion

- Arg0: aimer - Argl: thing in motion - Arg2: target

Example: .the possibility of a consent solicitation aimed trace at replacing Georgia Gulfs board.
(b) The second step is to define the type of event, select a verb from dropdown,
and select what sense itis in.

The annotator first selects the evidence channel (visual, dialogue, or audio), then chooses a PropBank predicate and sense. The roleset description and example
usage are shown to disambiguate meaning.

Figure 13: NEST annotation interface for movie selection and narrative event trigger annotation. Annotators inspect
individual scenes in the context of the full movie, select the evidence modality, and assign a PropBank predicate and
sense to each narrative event.
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[E) Event Rationale

Why is this event concrete or abstract?

LU Why is this a narrative event?

3. Event Timestamps

Start Time (seconds) End Time (seconds)

o ¢ o S

(& Fill Arguments

Use descriptive identifiers (e.g, 'man with beard (person_1)). Track argument sources using dropdowns.

£r90 (aemer Modaty Scene Modality: evidence source
Args appear after verb visual T ) (amescene : (visual/dialogue/audio)
Arg1 (thing in motion) sense selection Modality Scene

visual - same_scene

Scene: same vs cross-scene
grounding

Arg2 (target) Modality Scene

visual - same_scene

(c) Third step is to rationalize why the event exists
and to fillin argument roles for the verb.

The annotator marks the event’s temporal span and fills PropBank argument slots with free-form mentions, tagging each by modality and grounding scope. They
then add the event to the scene and view all created events.

Define Relation

W Select Events

Event 1
] Previously created
events appearina
@ Event 2 dropdown.

&4 Identify Relation Type

Relation Type

How are the two

?
TEMPORAL  CAUSAL PRECONDITIONED events related, why?

HIERARCHICAL NnonNe

&)l Describe & Justify

7 Relation Description

Reasoning & Evidence

(d) Final step is to choose and define a
relationship for the events created.

The annotator selects two events from the scene-level event inventory, assigns a relation type such as temporal, causal, preconditioned, hierarchical, or no relation,
and records a short relation description with supporting evidence.

Figure 14: NEST annotation interface for event grounding, argument extraction, and event relation annotation.
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Visual Narrative-Level Event Trigger Detection

Narrative event triggers describe the real story event taking place in the scene, not the small physical
motions happening on the surface. A scene may contain many tiny actions such as walking, sitting,
turning, picking something up or opening a door. These movements show how someone moves,
but they do not explain what the moment means. A narrative event is the larger action that these
motions add up to. Someone standing up, taking a suitcase and walking out is not performing three
events and together these actions mean the person leaves. Someone stepping forward, pointing and
blocking another person’s path adds up to confront. Someone gathering belongings and closing a
door behind them adds up to leave. A single narrative event can contain several visible motions,
yet the motions themselves are not the event. Break up may involve looking away, raising a voice
and walking out, but the event is the end of the relationship. To find the correct narrative event,
first observe the physical actions without interpreting them. Then consider what these motions
together accomplish in the story. Their combined meaning may show that someone leaves, helps
another person, refuses something or apologizes. Once the story-level action is clear, open the
trigger dropdown on the platform and select the PropBank verb that best expresses this meaning.
You do not type anything manually. You simply choose the verb that captures what the moment
actually represents, and then select the correct sense that appears afterward. The final step is to fill
in the rationale fields. You must always choose a concrete visual narrative event rather than an
abstract internal state such as think, realize or feel. A concrete event is something that a viewer
can see happening directly in the video. When selecting the trigger, the annotator should always
pause and ask whether the event is visually observable as an action. Narrative events such as kill,
leave, save, confront, break up or comfort are all valid because the viewer can see the actions that
form these events. For example, kill is visible when one person physically attacks another and the
plot confirms the consequence. Break up is visible when someone raises their voice, withdraws,
turns away and walks out, and the plot indicates the end of the relationship. Leave is visible when
the character gathers belongings, exits and closes the door. These are all narrative events grounded
in what the viewer sees. You will also explain why the chosen verb is a narrative event instead of a
small atomic action. This explanation should describe how the visible actions combine into one
meaningful story moment and how the plot supports it. You should list the small actions that make
up the narrative event you choose. A narrative event that you chose must be mentioned in the plot
either directly or indirectly. Your reasoning should point to how the plot supports the event you
selected. Example 1: A woman packs clothing into a suitcase, pauses at the doorway, looks back
once, then walks out and closes the door behind her. Correct trigger: leave Why: The small actions
such as packing, walking and closing the door combine into the narrative meaning that she leaves
the place. The situation changes because she is no longer there. Incorrect trigger chosen: walk
Why this is wrong: Walk describes only a physical motion. It ignores the combined meaning that
she is leaving the space. Example 2: A man kneels beside an injured friend, lifts them up carefully,
supports their weight and carries them toward safety. Correct trigger: help Why: The combined
actions show one person assisting another in a meaningful way. The situation changes because the
injured person receives help. Incorrect trigger chosen: lift Why this is wrong: Lift is one tiny part
of the action. It does not capture the meaningful event of helping the injured friend. Example 3:
Two siblings sit quietly until one suddenly moves closer, places a hand on the other’s shoulder and
gently guides them into an embrace as the second sibling begins to cry. Correct trigger: comfort
Why: The combined actions show one person offering emotional support. The important moment
is the comforting interaction, not the individual gestures. Incorrect trigger chosen: touch Why this
is wrong: Touch describes only one small motion. It does not reflect the meaningful event where
one sibling comforts the other.

Figure 15: Annotator instructions for visual narrative-level event trigger detection.
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Audio Narrative-Level Event Trigger Detection

Audio event triggers label clear and identifiable actions that can be heard. An audio segment may
contain many soft or vague noises such as rustling, quiet breathing, fabric movement or a steady
background hum. These sounds do not point to a specific action and should not be labeled. A valid
audio event is something the listener can confidently recognize as an action, such as knocking,
crying, shouting, laughing or something breaking. The trigger must always be selected from the
PropBank list shown in the platform. You do not write your own verb. You choose the verb from
the dropdown that matches the action you hear. After selecting the trigger, the platform will display
the possible senses for that verb and you must choose the correct one. A single audio event may
contain several distinct sounds, but these sounds work together to represent one action. A break
event may include a sharp crash followed by objects scattering. A knock event may include a
sequence of firm hits. A cry event may include whimpers that grow into sobs. To choose the
correct event, first listen to the sounds without interpreting anything extra. Then decide what action
the combined sounds clearly represent. Once the action is clear, open the trigger dropdown and
select the PropBank verb that matches it. For the rationale fields, you must confirm that the event
is something that can be heard directly. Internal or mental states cannot be used as audio triggers.
Actions like knock, break, cry, shout and laugh work because the sound itself reveals them. You
must also explain why the chosen verb fits the audio. Example 1: You hear someone striking a
door several times in a clear repeated pattern. Correct trigger: knock Why: The repeated pattern
makes it obvious that someone is knocking. Incorrect trigger chosen: hit Why this is wrong: Hit
would only describe one strike, not the repeated knocking you hear. Example 2: You hear a loud
crash followed by pieces scattering across the floor. Correct trigger: break Why: The crash and the
scattered sounds together make it clear that something has broken. Incorrect trigger chosen: thud
Why this is wrong: Thud would describe one dull noise, not an object breaking. Example 3: You
hear someone beginning to whimper and then crying steadily with sobs between breaths. Correct
trigger: cry Why: The sound is clearly someone crying. Incorrect trigger chosen: breathe Why this
is wrong: Breathing is only a background sound and not the actual action you hear.

Figure 16: Annotator instructions for audio narrative-level event trigger detection.
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Dialogue Narrative-Level Event Trigger Detection

A dialogue narrative event trigger is a single verb that names the real-world action or situation the
speaker is talking about right now. It is the actual thing that happened (or is happening) in the
story, not the act of speaking itself. The trigger should be the key event the line reveals, admits,
accuses, or makes real. Test it by replacing the whole line with trigger and if the story still feels
the same, it’s correct.

Example 1: A man says, “I know I messed up. I am sorry for hurting you.” Correct trigger:
hurt Why: He is owning up to hurting the listener. Incorrect trigger: apologize Why it is wrong:
“Apologize” is what he’s doing with words; “hurt” is what he actually did.

Example 2: A woman says, “Please tell me where you went last night.” Correct trigger: go Why:
The whole point of her question is the hidden trip last night; “go” is the real event she’s trying to
uncover. Incorrect trigger: ask Why it is wrong: “Ask” is the speech action; “go” is the thing she
cares about.

Example 3: A teenager says, “You never listen to me and you broke your promise again.” Correct
trigger: break Why: The teenager is pointing at the broken promise as the real problem. Incorrect
trigger: accuse Why it is wrong: “Accuse” is how it’s being said; “break promise” is what was
done.

Example 4: A woman says, “I cannot stay here anymore. I am leaving you.” Correct trigger: leave
Why: With those words she is making the leaving happen right now. Incorrect trigger: stay Why it
is wrong: “Stay” is the opposite of what she’s doing.

Figure 17: Annotator instructions for dialogue narrative-level event trigger detection.

Narrative-Level Event Argument Extraction - Part 1

After you select the event trigger, the platform shows you a list of PropBank arguments for that
verb. These arguments represent the possible participants or elements of the event, such as who
performs the action, who is affected, what object is involved or what causes the event. You do not
invent new arguments or rewrite anything. You only choose from the arguments already shown in
the list. Your task is to select only the arguments that correctly describe what is happening in the
video, audio or dialogue. Every argument is optional but strongly encouraged to be filled. You
fill the argument with information that is clearly present in at least one modality. If the trigger is
kill, you would select the killer and the victim if you can identify them. If the trigger is arrest, you
would select the officer and the suspect. If the trigger is warn, you would select the person giving
the warning and the person receiving it. The arguments must always match what is actually shown
or said. Arguments can come from any source. A visual event can use information from dialogue
or audio if those elements help identify who did what or explain what caused the action. This is
allowed as long as the information exists in the story. Arguments can also come from another
scene. For example, if the kill event happens early in the movie but the killer’s identity is revealed
much later, you may fill the killer argument using the later scene as long as you indicate the correct
scene ID. When filling an argument from a different scene, you must add the scene ID in respective
field. Once you choose the arguments, read the event as a simple sentence using the trigger and the
selected roles. If this description accurately matches what happened, the annotation is correct. If
something does not fit, the problem usually lies in the trigger choice. In that case you return to the
trigger selection, choose a better verb and then fill the arguments again.

Figure 18: Annotator instructions for narrative-level event argument extraction (Part 1).
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Narrative-Level Event Argument Extraction - Part 2

Example 1 (Visual Event with Visual and Dialogue Support) A man grabs another person from
behind and strangles them until they collapse. The chosen verb is kill. The system provides
arguments such as killer, victim and cause. Filled arguments: killer: Adam (the man in a dark
jacket who performs the strangling) (from the visual scene) victim: John (the person in a grey shirt
who collapses) (from the visual scene)

Argument source note: Even if John’s name is spoken in dialogue in another scene, you may
still use that information to fill the argument. Cross-scene filling is allowed if the information is
explicitly revealed later. Example 2 (Visual Event Supported by Audio and Dialogue) Two officers
chase a suspect behind a building. In the visual scene we see the officers catch him. In the audio
we hear handcuffs clicking. In dialogue one officer says, “We finally got him.”

The chosen verb is arrest. Filled arguments: officer: Officer Miller and Officer Perez (two
uniformed officers who catch the suspect) (from the visual scene) suspect: Daniel (the man in
a black hoodie being restrained) (from dialogue and visual scene) place: behind the old brick
warehouse (a red brick two story building with metal fire stairs) (from the visual scene) Argument
source note: Dialogue confirms the identity of the suspect even though the arrest action is visual.
Example 3 (Dialogue Event with Visual and Audio Support) A woman faces her friend. She raises
her hand in concern. The audio reveals loud creaks from a nearby bridge. She says, “Stay back. It
could collapse.” The chosen verb is warn.

Filled arguments: warner: Lisa (the woman raising her hand and giving the warning) (from
the visual scene and dialogue) warnee: Emily (the friend standing in front of her) (from the
visual scene) cause: the unstable wooden bridge (wooden planks bending and creaking over the
river) (from audio and visual) Argument source note: The event draws information from all three
modalities. The spoken line conveys the intention, audio reveals the danger and visuals identify
who is warning whom.

Example 4 (Audio Event with Later Visual ID) A loud scream echoes from another room. No one
is shown, but later in scene 12 the movie reveals who screamed. The chosen verb is scream. Filled
arguments: screamer: Chloe (identified later when she says “I was the one who screamed earlier”)
(from scene 12, dialogue) place: the upstairs hallway (from the audio echo description and later
visual scene)

Argument source note: Even though the scream is heard in scene 3, the identity is filled using
information revealed later in scene 12.

Example 5 (Dialogue Event Identified Through Speech Alone) A man says, “I promise I will fix
everything.” The chosen verb is promise. Filled arguments: promiser: Mark (the man speaking)
(from the dialogue) promisee: Claire (standing next to him and receiving the promise) (from the
visual scene) Argument source note: The event itself comes from the spoken line, but the visual
scene identifies the listener.

Figure 19: Annotator examples for narrative-level event argument extraction (Part 2).
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Narrative-Level Event Relation Extraction

A relation annotation identifies how two events are connected within the story based only on the
provided plot, context and argument information. You do not create new relation types. You select
from the relation list that is shown to you. A valid relation must be supported by explicit narrative
details. Examples include temporal order, causal impact, preconditioned setup and hierarchical
containment. Every relation must reflect a real link between the two events rather than an imagined
one. Once the system shows you the two events and the allowed relation labels, review each event
in its context. Look at the verbs, the arguments and the narrative descriptions. Select a relation
only when the plot clearly shows a connection. If an event directly triggers another, you choose a
causal relation. If one event creates conditions that make the other possible without forcing it, you
choose a preconditioned relation. If the events overlap and one is part of the other, you choose
a hierarchical relation. If they only follow each other in time with no deeper link, you choose a
temporal relation. If no link is supported, you select no relation. After selecting a relation, confirm
that it fits the way the two events work together in the story. You should be able to point to specific
details that justify the relation. If the two events cannot be read as connected through the chosen
label, you must revise the decision or select no relation. The correct choice is always the weakest
option that fits the evidence. If any uncertainty remains and you cannot support the connection
with clear details, the correct answer is no relation.

Example 1: Causal Relation (Visual Event + Dialogue) Event 1: kill killer: Adam victim: John
Event 2: report speaker: a witness content: “He killed him” Correct relation: causal Why: The
killing is the reason the witness reports it. The dialogue event arises because of the visual event.
Incorrect relation chosen: temporal Why incorrect: The report does not merely follow the killing.
It exists because of it.

Example 2: Preconditioned Relation (Dialogue + Visual) Event 1: ask speaker: Emily addressee:
Frank content: “Please open the door” Event 2: open agent: Frank theme: wooden door Correct
relation: preconditioned Why: Emily’s request allows or invites the opening but does not force
it. Frank still chooses to act. Incorrect relation chosen: causal Why incorrect: Requests do not
automatically cause compliance.

Figure 20: Annotator instructions and examples for narrative-level event relation extraction.
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Task 1: Visual Narrative Event Trigger Detection

{
"messages”: [
{

"role": "user”,

"content”: "Visual Narrative Event Trigger Detection: Narrative event triggers describe
the real story event taking place in the scene, not the small physical motions happening on
the surface. A scene may contain many tiny actions such as walking, sitting, turning,
picking something up or opening a door. These movements show how someone moves, but they do
not explain what the moment means. A narrative event is the larger action that these
motions add up to. Someone standing up, taking a suitcase and walking out is not performing
three events and together these actions mean the person leaves. Someone stepping forward,
pointing and blocking another person’s path adds up to confront. Someone gathering
belongings and closing a door behind them adds up to leave. A single narrative event can
contain several visible motions, yet the motions themselves are not the event. To find the
correct narrative event, first observe the physical actions without interpreting them. Then
consider what these motions together accomplish in the story. Once the story-level action
is clear, select the verb that best expresses this meaning. You must always choose a
concrete visual narrative event rather than an abstract internal state such as think,
realize or feel. A concrete event is something that a viewer can see happening directly in
the video. Now, identify the narrative event trigger in this video.”

})
{
"role”: "assistant”,
"content”: "TRIGGER"
}
]’
"videos": ["output_fps1.mp4"]
}

Figure 21: Prompt template for visual narrative event trigger detection.

Task 2: Video Event Argument Extraction

{
"messages”: [
{

"role": "user”,

"content”: "Video Event Argument Extraction: You will see a list of arguments for the
given event trigger. These arguments represent the possible participants or elements of the
event, such as who performs the action, who is affected, what object is involved or what
causes the event. You do not invent new arguments or rewrite anything. You only choose from
the arguments already shown in the list. Your task is to select only the arguments that
correctly describe what is happening in the video, audio or dialogue. Every argument is
optional but strongly encouraged to be filled. You fill the argument with information that
is clearly present in at least one modality. Arguments can come from any source. A visual
event can use information from dialogue or audio if those elements help identify who did
what or explain what caused the action. Arguments can also come from another scene. When
filling an argument from a different scene, you must add the scene ID in respective field.
Once you choose the arguments, read the event as a simple sentence using the trigger and
the selected roles. If this description accurately matches what happened, the annotation is
correct. Now, extract the event arguments for the trigger ’kill’ in this video.”

})
{
"role": "assistant”,
"content”: "ARG_ROLE_1: Visual Description 1 (modality source), ARG_ROLE_2: Visual
Description 2 (modality source)”
}
]’
"videos": ["output_fps1.mp4"]

Figure 22: Prompt template for video event argument extraction.
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Task 3: Video Relation Extraction

{
"messages”: [
{

"role": "user",

"content”: "Video Relation Extraction: A relation annotation identifies how two events are
connected within the story based on the context and argument information. You do not create
new relation types. You select from the relation list that is shown to you. A valid
relation must be supported by explicit narrative details. Examples include temporal order,
causal impact, preconditioned setup and hierarchical containment. Every relation must
reflect a real link between the two events rather than an imagined one. Review each event
in its context. Look at the verbs, the arguments and the narrative descriptions. Select a
relation only when there is a clear connection. If an event directly triggers another, you
choose a causal relation. If one event creates conditions that make the other possible
without forcing it, you choose a preconditioned relation. If the events overlap and one is
part of the other, you choose a hierarchical relation. If they only follow each other in
time with no deeper link, you choose a temporal relation. If no link is supported, you
select no relation. After selecting a relation, confirm that it fits the way the two events
work together in the story. The correct choice is always the weakest option that fits the
evidence. If any uncertainty remains and you cannot support the connection with clear
details, the correct answer is no relation. Now, identify the relation between Event 1 and
Event 2 in this video.”

}I
{

"role": "assistant”,

"content”: "RELATION_TYPE"
}

]’
"videos": ["output_fps1.mp4"]
}

Figure 23: Prompt template for video event relation extraction.

Task 4: Video Event Localization

{
"messages”: [
{

"role": "user",

"content”: "Video Event Localization: Video event localization identifies the temporal
boundaries of narrative events within the video. You must determine when each narrative
event begins and ends based on the visual, audio and dialogue cues present in the video.
Identify the narrative event trigger in the video. Observe the small physical actions that
compose the narrative event. Mark the start time when the first action contributing to the
narrative event begins. Mark the end time when the last action contributing to the
narrative event concludes. Verify that the temporal boundaries capture the complete
narrative event. The temporal boundaries must encompass all small actions that combine into
the narrative event. Start and end times should be precise and based on observable visual
or audio cues. Do not include actions that occur before or after the narrative event. The
localization must align with the narrative event identified, not individual motions. Use
timestamps in the format [start_time, end_time] in seconds. Now, identify the temporal
boundaries of the narrative event in this video."

}Y
{

"role": "assistant”,
"content”: "[START_TIME, END_TIME]"
3
]y
"videos": ["output_fps1.mp4"]
3

Figure 24: Prompt template for video event localization.
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Judge Template

{DEFINITION}

{RULES}

{OUTPUT FORMAT RULE}

# Ground Truth: {GT INPUTS}

# Prediction: {MODEL PREDICTIONS }

Figure 25: Generic judge template used for LLM-based evaluation.

ETD Judge template

DEFINITION: Visual Narrative Event Trigger Detection: Narrative event triggers describe the real
story event taking place in the scene, not the small physical motions happening on the surface.
A scene may contain many tiny actions such as walking, sitting, turning, picking something up
or opening a door. These movements show how someone moves, but they do not explain what
the moment means. A narrative event is the larger action that these motions add up to. Someone
standing up, taking a suitcase and walking out is not performing three events and together these
actions mean the person leaves. Someone stepping forward, pointing and blocking another
person’s path adds up to confront. Someone gathering belongings and closing a door behind them
adds up to leave. A single narrative event can contain several visible motions, yet the motions
themselves are not the event. To find the correct narrative event, first observe the physical actions
without interpreting them. Then consider what these motions together accomplish in the story.
Once the story-level action is clear, select the verb that best expresses this meaning. You must
always choose a concrete visual narrative event rather than an abstract internal state such as think,
realize or feel. A concrete event is something that a viewer can see happening directly in the video.
Now, identify the narrative event trigger in this video. Return your answer as a JSON object with
keys: "verb" and "context".

RULES: # Evaluation: Decide if prediction describes the same narrative event as the ground truth.
Synonyms and paraphrases are allowed. If the meaning/synonym of the trigger is preserved, it is
correct.

OUTPUT FORMAT RULE: # Output format: Follow the output format strictly: return a json
object with keys "verdict" and "scores". The "verdict" key will contain one of the two values: 1 if
correct, 0 if incorrect. This is your final evaluation verdict. The "scores" key will contain a value
between 0 and 1, which is your confidence that the "verdict" is 1.

Figure 26: LLM judge prompt template for event trigger detection.
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EAE Judge template

DEFINITION: Video Event Argument Extraction: Fill in the values for the following semantic
roles based on what you observe in the video. Return your answer as a JSON object with the role
names as keys and the observed values from the video.

RULES: # Evaluation: Decide if predicted arguments match in meaning as the ground truth. Minor
name differences are allowed.

OUTPUT FORMAT RULE: # Output format: Follow the output format strictly: return a json
object with keys "verdict" and "scores". The "verdict" key will contain one of the two values: 1 if
correct, 0 if incorrect. This is your final evaluation verdict. The "scores" key will contain a value
between 0 and 1, which is your confidence that the "verdict" is 1.

Figure 27: LLM judge prompt template for event argument extraction.
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