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Abstract

Vision-language models (VLMs) have demon-
strated impressive capabilities but suffer from
substantial computational overhead, as vision
tokens dominate the input sequence. This
motivates vision token compression as a key
direction to alleviate the burden. However,
with the emergence of hybrid architectures in-
corporating linear attention (e.g., Qwen3.5),
prior methods designed for softmax attention
struggle to generalize. Our analysis reveals
that both attention- and similarity-based ap-
proaches suffer notable performance degrada-
tion, underscoring the urgent need for com-
pression methods tailored to this regime. To
this end, we propose V-CoLA, an efficient
training-free token compression framework
specifically designed for linear attention. V-
CoLA introduces a novel uniqueness-aware
importance criterion for identifying critical vi-
sion tokens, coupled with an adaptive token
merging strategy that performs compression.
All components are optimized at the imple-
mentation level to remain compatible with the
chunk-wise parallelism of linear attention, en-
suring strong practical value. Extensive ex-
periments across multiple benchmarks demon-
strate the superiority of V-CoLA: it achieves
99.5% of the original performance with only
50.0% of vision tokens, and over 88.0% with
as few as 12.5%, while delivering a 1.86× to
6.15× prefill speedup.

1 Introduction

Vision-language models (VLMs) have demon-
strated remarkable performance in multi-modal
understanding and reasoning (Bai et al., 2025;
Singh et al., 2025; Wang et al., 2025b). Never-
theless, it is widely acknowledged that the num-
ber of vision tokens far exceeds that of linguistic
tokens (Vasu et al., 2025; Chen et al., 2024a), im-
posing substantial computational and memory bur-
dens. Recent advances in vision token compres-
sion (Shao et al., 2025; Tao et al., 2025b; Yang

Three ponies gather under a 
giant pumpkin house at night, 
surrounded by jack-o‘-lanterns,
celebrating Halloween with 
glowing lanterns and a full 
moon.

Two ponies stand before a 
pumpkin house under a starry 
night sky, with glowing “2026” 
fireworks above and jack-o’-
lanterns scattered around.

Describe this image.

Original Model

V-CoLA (Ours)

FastV

DART

Three ponies gather under a 
giant tree with a pumpkin 
house, holding lanterns as 
fireworks spell “2026” above 
them against a starry night sky.

Three ponies stand before a 
pumpkin house under a tree, 
with fireworks spelling “2026” 
above and lanterns glowing in a 
moonlit field.

selected pivots

Figure 1: Comparison of token selection. FastV suf-
fers from attention bias, missing the digits at the top of
the image. DART selects pivot tokens from only sparse
semantic regions, leading to insufficient awareness of
some primary objects. Our method successfully identi-
fies all main regions and provides an accurate response.

et al., 2025b; Bolya et al., 2022) have significantly
improved computational efficiency and inference
speed by reducing the number of vision tokens.

However, most of these methods either explic-
itly rely on softmax-attention scores (Xing et al.,
2024; Hu et al., 2025) or are evaluated solely
on softmax-attention models (Zhang et al., 2025;
Yang et al., 2025a). With the rise of hybrid ar-
chitectures incorporating linear attention (Qwen
Team, 2026; Team et al., 2025; Tao et al., 2025a),
the cross-architecture transfer of these methods
has become significantly challenging, calling for
new compression algorithms tailored to them.

We conduct systematic experiments and find
that both attention- and similarity-based compres-
sion methods fail to surpass even a random base-
line when moving to hybrid architectures, and
produce suboptimal results (Figure 1). Our theo-
retical analysis attributes this structural failure to
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an information-theoretic ceiling imposed by the
bounded recurrent state of linear attention, which
disrupts both the shallow-layer attention concen-
tration exploited by attention-based methods and
the token distinguishability required by similarity-
based methods. Yet, it also reveals that linear atten-
tion’s selective retention itself encodes an intrinsic
token-importance signal.

Inspired by this, we explore the intrinsic indi-
cators of token importance inherent in linear at-
tention, and propose Vision token Compression
with Linear Attention (V-CoLA), a novel effi-
cient token compression framework compatible
with hybrid VLMs incorporated with linear atten-
tion. Our method mainly evolves two components:
(1) an uniqueness-aware importance criterion that
jointly considers each tokens long-term contribu-
tion to the final state and its short-term unique-
ness with respect to historical context, enabling
the indicating of important tokens while avoid-
ing redundancy, (2) an adaptive chunk-wise merg-
ing strategy that dynamically adjusts chunk sizes
and performs token merging within each chunk,
thereby adaptively regulating the local compres-
sion ratio and reducing information loss in critical
regions. Moreover, we optimize all computations
at the implementation level, enabling compatibil-
ity with linear attention acceleration algorithms
through chunk-wise parallelism.

We conduct comprehensive evaluations using
Qwen3.5 (Qwen Team, 2026) against state-of-the-
art baselines. The experimental results demon-
strate that our method significantly outperforms
these baselines. Even when preserving 50% of
the tokens after the first layer, V-CoLA achieves
99.5% of the average performance; when preserv-
ing only 12.5% of the tokens, it still preserves
over 88.0% of the average performance. Ben-
efiting from the implementation-level optimiza-
tions in our codebase, V-CoLA achieves a run-
time speedup of 1.86× to 6.15×, while the addi-
tional runtime overhead associated with pruning
accounts for only 1.6% of the forward-pass cost.

In summary, our main contributions are:
• We systematically analyze the structural failure

of existing vision token compression methods
under hybrid architectures with linear attention.

• We propose V-CoLA, a novel vision token com-
pression framework compatible to linear atten-
tion, which achieves superior performance over
state-of-the-art baselines.

• We further optimize V-CoLA for full compati-
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Figure 2: FastV (attention-based) vs. DART (similarity-
based) vs. random baseline on Qwen3.5-9B.

bility with the chunk-wise parallelism of linear
attention, achieving significant inference accel-
eration with marginal computational overhead.

2 Analysis

2.1 Preliminary
Softmax Attention. Given a query qt, standard
softmax attention computes its output by attending
over all preceding key-value pairs:

ot =

t∑

i=1

αt,i vi, αt,i =
exp(q⊤t ki)∑t
j=1 exp(q

⊤
t kj)

, (1)

where attention weight αt,i provides an explicit,
token-level measure of ot’s reliance on vi. While
this formulation preserves fine-grained access to
every past token, computing the attention map
over full sequence incurs quadratic time and mem-
ory cost, making it expensive for long contexts.

Linear Attention. To alleviate the quadratic
cost of softmax attention, linear-attention variants
replace the softmax kernel with a recurrent state
St ∈ Rd×d that compresses the entire history
into a fixed-size memory. Among recent advances,
Gated DeltaNet (Yang et al., 2024) has attracted
significant attention and been adopted by popu-
lar hybrid VLMs such as Qwen3.5 (Qwen Team,
2026) and InfiniteVL (Tao et al., 2025a). It aug-
ments the state recurrence with selective writing,
erasing, and forgetting operations:

St = St−1

(
αt(I − βtktk

⊤
t )

)
+ βtvtk

⊤
t , (2)

where αt ∈ (0, 1) is a decay gate, βt ∈ (0, 1) con-
trols the strength of state updating, and kt are ℓ2-
normalized. The update rule can be interpreted as
one step of online gradient descent on a per-token
reconstruction objective:

Lt(S) = 1
2∥Skt − vt∥2, (3)

Under this view, the recurrent state S acts as an as-
sociative memory that is continually optimized to
map each key kt to its corresponding value vt. Re-
trieval at query time is then carried out implicitly
through the matrix-vector product ot = Stqt,.
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Figure 3: Average proportion of attention scores allo-
cated to vision tokens across different layers in Qwen3-
VL-8B and Qwen3.5-9B.

2.2 Failure of Existing Methods
We evaluate the performance of both attention-
and similarity-based methods when applied to
hybrid architectures across multiple benchmarks.
Shown in Figure 2, they surprisingly exhibit virtu-
ally no advantage over the random token pruning
baseline. To further investigate the failure mecha-
nisms, we perform an in-depth analysis below.

Figure 3 compares the attention distributions
of softmax attention layers at various depths in
Qwen3-VL and Qwen3.5. The results illustrate
that the vision token attention efficiency of Qwen3-
VL declines rapidly in the shallow layers, whereas
Qwen3.5 continues to attend to visual content in
the intermediate layers and only drops to a low
level in the deeper layers. This suggests that
leveraging solely on shallow-layer attention may
be insufficient to identify all important vision to-
kens in hybrid architectures. Moreover, we evalu-
ate DART’s redundant token selection in Figure 4.
The results show that even with fixed pivot tokens,
the redundant tokens identified on Qwen3.5 be-
come markedly less reliable. This suggests that the
discriminability of latent feature similarity of hy-
brid architectures has been fundamentally altered.

The failure of these two representative cate-
gories of methods highlights the inherent chal-
lenge of transferring previous token compression
strategies to hybrid architectures. And these find-
ings indicate that effective token compression for
hybrid VLMs requires importance signals that go
beyond softmax attention maps and feature simi-
larity, and instead exploit cues intrinsic to the hy-
brid attention design itself.

2.3 Information Ceiling of Linear Attention
From the associative-memory view, softmax atten-
tion keeps every token independently addressable,
whereas Gated DeltaNet compresses the entire his-
tory into a single fixed-capacity state St ∈ Rd×d

raising an information-preservation problem.

(a) Pivot Token Initialization (b) Diversity-Preserving Reduction

Pivot Token High Duplication with Pivots Low Duplication with Pivots

Qwen3-VL-8B Qwen3.5-9B

Figure 4: Comparison of similarity-based token selec-
tion between Qwen3-VL-8B and Qwen3.5-9B.

Let M = {(ki,vi)}Li=1 be drawn from a joint
distribution with per-token entropy h(k,v). Treat-
ing SL as a lossy encoder of the sequence and
letting c denote the bit-precision of each entry in
SL, the data processing inequality (Cover, 1999)
gives I

(
M; SL

)
≤ H(SL) = c · d2 = O(d2),

whereas the source information satisfiesH(M) =
L ·h(k,v) = O(Ld). Combining the two yields a
lower bound on the information lost by the state:

H
(
M | SL

)
= H(M)− I(M; SL)

≥ H(M)−H(SL) = Ω(Ld− d2),
(4)

which grows linearly in L once L > d. In
VLMs, where high-resolution multimodal inputs
often yield L ≫ d, this information ceiling be-
comes particularly pronounced (Arora et al., 2024;
Jelassi et al., 2024) and carries direct implica-
tions for token compression in hybrid architec-
tures. From another perspective, the bounded state
compels the gates in Equation 2 to update selec-
tively, which implies that model’s retention pref-
erence during state recurrence inherently encodes
token importance (Park et al., 2025), providing an
intrinsic signal that we exploit in Section 3.1.

As this qualitative argument relies only on the
data-processing inequality and an L-independent
finite state capacity, it is independent of the spe-
cific update rule and extends to bounded-state re-
current backbones in general (Dao and Gu, 2024;
Peng et al., 2023).

3 Method

In Section 2, we analyze the failure of transfer-
ring typical attention-based and similarity-based
methods to identify token importance into hybrid
architectures, and the information ceiling of lin-
ear attention. Experimental results show differ-
ent behavioral patterns in the state recurrence and
pose challenges for token importance estimation
and compression methods. To address this, shown
in Figure 5, we propose a novel training-free to-
ken compression framework. Specifically, we first
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Figure 5: Overview of our method. (left) Original hybrid architectures. (right) Forwarding with V-CoLA, equipped
with token-wise importance criterion and adaptive chunk-wise token merging.

uncover the inherent capability of linear atten-
tion to indicate token importance in Section 3.1.
Building upon this insight, we further introduce a
uniqueness-aware token importance in Section 3.2,
and develop an adaptive chunk-wise token merg-
ing strategy in Section 3.3.

3.1 Linear Attention as an Intrinsic Indicator
The analysis in Section 2.3 reveals that the update
process of the bounded recurrent state inherently
encodes token importance, which motivates us to
derive it directly from the state recurrence.

Although pioneering work (Park et al., 2025)
has attempted to quantify token importance
through the "magnitude of state update", such a
strategy considers only a single dimension of the
recurrence and lacks a measure of long-term in-
formation retention. According to Equation 3, the
objective of state recurrence is to write the paired
key-value information into the state such that it
can be fully retrieved. We adopt this reconstruc-
tion error as a straightforward criterion, and quan-
tify the retention rate of visual information writ-
ten into the final state of the model across varying
vision token lengths and model depths. We also
record the Pearson correlation coefficient of the re-
tention rate rankings between adjacent layers.

As shown in Figure 6, we have several key
observations: (1) The retention rate is relatively
high in shallow layers and progressively declines
with depth, dropping below 20% in the deeper lay-
ers. This indicates that visual information is heav-
ily involved in shallow-layer reasoning, while be-
coming increasingly marginalized in deeper lay-
ers. (2) The retention rate also decreases as the
sequence length grows, which aligns with the in-
formation ceiling discussed in Section 2.3. Given
the limited state size, this suggests that the recur-
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Figure 6: Layer-wise retention rate (blue) and impor-
tance correlation (red) on Qwen3.5-9B.

rent state is already under pressure in retaining in-
formation, forcing the model to preserve tokens in
a selective manner. (3) The Pearson correlation
of retention rate rankings between adjacent lay-
ers remains high in shallow layers and declines in
deeper layers alongside the fading of visual infor-
mation. This implies that during the visual reason-
ing stage, different layers exhibit consistent prefer-
ences in selecting critical tokens.

The above observations offer important insights:
the state updates of linear attention inherently pos-
sess a capability for indicating token importance,
and we can leverage the selective retention behav-
ior of linear attention in the shallow layers to filter
out important or redundant tokens.

3.2 Uniqueness-aware Token Importance

As discussed in Section 3.1, the reconstruction ob-
jective of linear attention provides a natural lens
for measuring token importance: a low reconstruc-
tion error indicates that the token’s information is
faithfully preserved in the state. Building on this
insight, follow-up work (Peng et al., 2025) fur-
ther posits that state updates ought to account for
both current and historical information, proposing
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a more comprehensive objective:

Lt(S) = λ · ∥S∥2F +
t∑

i=1

ηi · ∥Ski − vi∥2. (5)

This suggests that an important token should be
accurately encoded in the state S, while the degree
of reconstruction error reflects whether the token
has contributed to the final state. Inspired by
this, we propose a token importance criterion from
the perspective of memory reconstruction:

Rimp
t = 1− ψ(SLkt,vt), t ∈ [1, L], (6)

where SL is the final state of the sequence with
length L, and ψ(a,b) = (1− cos(a,b)) /2 ∈
[0, 1] denotes the normalized cosine distance.

However, filtering based solely on token-wise
importance suffers from a bias toward salient re-
gions, thereby causing the model to select a large
number of redundant tokens (Wen et al., 2025).
Moreover, focusing on the final state may cause
certain important long-term tokens to be over-
looked, as their contributions may be attenuated
by the accumulated gated decaying in Equation 2,
or chooses to write information and pass it directly
to the next layer for processing, rather than contin-
uously propagating along the sequence to SL.

To overcome this, we introduce tokens short-
term contribution to the state as a complement to
Equation 6. In the recurrent update of the state,
each token writes its information into the state and
optimize the objective in Equation 3. As a result,
when subsequent redundant tokens further update
the state, the gradient of the optimization objective
decreases, which in turn suppresses the magnitude
of their influence on the state. Therefore, the de-
gree of state change can be used to measure redun-
dancy and serve as an indicator of uniqueness. To
assess this change more robustly, we use a set of
pseudo queriesQ∗

t ∈ Rw×d as probes for querying
instead of comparing state after/before updating,
and introduce following metric:

Runi
t = ψ(StQ∗⊤

t , St−1Q∗⊤
t ), t ∈ [1, L], (7)

where we choose Q∗
t = Q[t+w1:t+w2) as the near-

est queries from token t, which will be affected
in recent state recurrent updates, with w1 ≤ 0
and w2 > 0 denoting the signed left and right
boundary offsets, respectively. Each of the w =
w2 − w1 probes reads one value vector from the
state before and after token t is absorbed, and then
we average ψ over the probes.

Overall, we define the final importance score in
a weighted form:

Rt = (1− λ) · Rimp
t + λ · Runi

t , (8)

where λ denotes the weight of Runi
t . As both terms

are ψ-based distances over value-space readouts,
Rt itself remains a normalized measure in [0, 1],
consistently interpreted within the value space.

Notably, we integrate the importance computa-
tion into the chunk-wise parallelism of linear at-
tention, incurring minimal additional runtime over-
head. The details are provided in the Appendix A.

3.3 Adaptive Chunk-wise Token Merging

Previous approaches primarily remain tokens with
top-k importance scores (Yang et al., 2025a; Zhao
et al., 2025; Chen et al., 2024a). Recent anal-
yses (Omri et al., 2025) indicate that, compared
with token pruning, token aggregation exhibits
more robust performance. Inspired by this, var-
ious token aggregation strategies have been pro-
posed, e.g., clustering-based aggregation (Shen
et al., 2025; Shao et al., 2025) and bipartite match-
ing aggregation (Wang et al., 2025a). However,
these methods do not consider distribution of im-
portance, therefore fail to adaptively allocate com-
pression rate across varying semantic regions.

Based on these, we propose an adaptive to-
ken merging strategy that automatically partitions
tokens into importance-aligned chunks according
to their importance distribution density, and per-
forms token merging within each chunk. Given to-
ken sequence ot, remain rate γ and importance Rt,
we partition the token sequence into L′ = L × γ
chunks such that the sum of importance scores
within each chunk is close. Specifically, we define
chunks as Ci = o[ti:ti+1], 1 = t1 < · · · < tL′ = L,
the objective can be formulated as:

{C∗
i }L

′
i=1 = argmin

{Ci}

L′∑

i=1

∣∣∣∣∣R̄ −
ti+1∑

t=ti

Rt

∣∣∣∣∣ , (9)

where R̄ = 1
L′

∑L
t=1Rt is expected importance

mass per chunk. In this way, regions with dense
importance are assigned finer-grained chunks,
while less informative regions are grouped into
coarser chunks, yielding an importance-aware par-
tition of the token sequence. Then, we perform to-
ken merging independently within each chunk and
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get compressed token sequence o′i by:

o′i =
ti+1∑

t=ti

wtot, wt =
exp(Rt/τ)∑ti+1

k=ti
exp(Rk/τ)

, (10)

where τ is a temperature parameter that controls
the smoothness of token merging, which is set as
1.0 in our experiments. After that, o′t is further
propagated through the subsequent layers.

In Appendix A, we present optimized imple-
mentation of the proposed algorithm, including ef-
ficient chunk partitioning and token merging via
matrix parallel operators, which achieves negligi-
ble runtime latency in practice.

3.4 Early Exiting of Vision Tokens

As suggested by previous work (Wu et al.,
2026) that deeper layers tend to perform vision-
independent reasoning, we observe a similar pat-
tern in the hybrid architecture: the proportion of
important visual tokens sharply decreases in later
layers, as shown in Figure 6. To further validate
this observation, we conduct a perplexity (PPL)
analysis by systematically removing all vision to-
kens at each layer and measuring the resulting PPL
relative to the full-token baseline:

1 4 8 12 16 20 24 28 32

1

2

baseline (ratio=1)

early exit

ppl ratio ≈ 1 @ L24

Exiting Layer

PP
L

ra
tio

where the PPL drops sharply and plateaus after
layer-24 of the model, corroborating the impor-
tance pattern observed that vision tokens become
increasingly negligible in deep layers. We also
report the MME benchmark results that discarding
vision tokens beyond different layer depths:

Exit Layer 1 12 24 32 (N/A)
MME 967.3 2169.5 2401.6 2398.2
MMB 22.6 80.4 85.2 85.6
SQA 83.7 90.6 92.3 92.2

which demonstrates that the model can fully pre-
serve its multimodal reasoning performance even
without vision tokens in the deep layers. Based on
these, we propose a vision token early-exit mecha-
nism that discards all vision tokens in the deep lay-
ers of the model, which further reducing the com-
putational burden.

4 Experiments

4.1 Setup
Models and Benchmarks. Our experiments are
mainly conducted on Qwen3.5-9B (Qwen Team,
2026), which is a popular hybrid model family
with linear attention. To validate the generaliz-
ability of the proposed method, we also include
Qwen3.5-27B and InfiniteVL (Tao et al., 2025a)
in additional experiments. All experiments are per-
formed on NVIDIA A100 GPUs.

We conduct experiments on comprehensive
benchmarks: MME (Fu et al., 2023), MMB (Liu
et al., 2024a), GQA (Hudson and Manning, 2019),
ScienceQA (Lu et al., 2022), TextVQA (Singh
et al., 2019), POPE (Li et al., 2023b), VizWiz (Gu-
rari et al., 2018) and MMStar (Chen et al., 2024b).
We employ LMMs-Eval (Zhang et al., 2024a) for
benchmark evaluation.

Hyperparameters. In our main experiments,
importance-based token compression is applied by
default at the end of layer-1 (whereas applied at the
first softmax-attention layer for attention-score-
based methods), and the early exit in V-CoLA is
set to layer-24. To ensure a fair comparison, we
align the average token remain rates across differ-
ent methods in our experiments. We set distance
function ψ(·, ·) as cosine distance. The window
parameters (w1, w2) in Equation 7 are set as (0, 4)
and the weight λ in Equation 8 is set as 0.1.

4.2 Main Results
Comparison with State-of-the-art Methods.
We select several advanced and representative
methods for comparison: (1) FastV (Chen et al.,
2024a), (2) SparseVLM (Zhang et al., 2024b), (3)
DART (Wen et al., 2025), (4) VisionZip (Yang
et al., 2025b), (5) DTP (Park et al., 2025). Notably,
DTP is also specifically designed for the Linear
Attention architecture. As shown in Table 1, our
method consistently outperforms the compared ap-
proaches across different benchmarks under vari-
ous compression rates.

Efficiency of V-CoLA. To demonstrate the prac-
tical performance of our method in real-world ap-
plications, we compare the actual multimodal in-
ference latency under varying remain rates. As
shown in Table 2, V-CoLA achieves consistent re-
ductions in prefill latency compared to the orig-
inal model, attaining a speedup from 1.86× to
6.15×. Furthermore, we report the runtime of the
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Table 1: We compare our method with state-of-the-art approaches using Qwen3.5-9B. The best results are bold.

Method M
M

E

M
M

B

G
Q

A

SQ
A

T-
V

Q
A

PO
PE

V
iz

W
iz

M
M

St
ar

Av
g(

%
)

Upper Bound, 880 Tokens (100%)
Qwen3.5-9B 2398.2 85.6 61.1 92.2 83.2 89.9 69.2 49.3 100.0

Remain 440 Tokens in Average (↓ 50.0%)
FastV (Chen et al., 2024a) 2351.6 84.8 60.4 92.1 79.5 88.8 67.6 45.3 97.5
SparseVLM (Zhang et al., 2024b) 2333.1 84.7 60.1 92.2 80.1 88.7 67.5 45.6 97.5
DART (Wen et al., 2025) 2220.4 83.3 59.6 91.7 69.3 88.9 67.0 48.3 95.5
VisionZip (Yang et al., 2025b) 2376.5 84.7 60.7 92.6 80.6 89.4 68.0 48.9 99.0
DTP (Park et al., 2025) 2197.2 81.6 58.7 91.0 71.5 87.3 67.6 45.0 94.2
V-CoLA (Ours) 2398.5 85.0 61.0 92.7 80.6 89.8 68.3 49.6 99.5

Remain 220 Tokens in Average (↓ 75.0%)
FastV (Chen et al., 2024a) 2219.8 83.7 57.4 90.4 58.9 85.7 64.4 42.4 90.9
SparseVLM (Zhang et al., 2024b) 2252.8 83.5 55.1 89.9 61.8 85.4 63.5 43.7 91.1
DART (Wen et al., 2025) 2025.8 79.7 55.6 89.9 52.3 86.2 65.5 43.3 88.4
VisionZip (Yang et al., 2025b) 2247.1 83.6 59.1 92.1 65.7 88.0 66.1 47.0 94.5
DTP (Park et al., 2025) 1975.3 76.2 53.9 87.9 58.6 79.7 66.7 39.6 86.3
V-CoLA (Ours) 2268.7 84.4 60.1 92.4 63.4 88.9 66.7 47.2 94.8

Remain 110 Tokens in Average (↓ 87.5%)
FastV (Chen et al., 2024a) 1387.6 56.5 43.0 84.2 14.6 61.4 57.0 28.3 63.9
SparseVLM (Zhang et al., 2024b) 1622.4 68.1 43.7 85.3 16.5 69.5 57.1 33.0 69.7
DART (Wen et al., 2025) 1792.4 71.3 47.6 87.8 38.2 81.4 61.7 37.9 79.2
VisionZip (Yang et al., 2025b) 2036.0 77.3 56.7 90.8 45.7 84.1 65.3 40.3 86.4
DTP (Park et al., 2025) 1721.4 64.7 47.6 85.2 45.9 68.2 63.2 32.4 75.7
V-CoLA (Ours) 2012.0 77.9 57.5 90.9 46.0 88.3 68.3 41.4 88.0

Table 2: Comparison of wall-clock runtime (ms) of the
language model prefilling across various vision token
numbers and different remain rates.

# V-Tokens 100% 50.0% 25.0% 12.5%

2K 269 145 (1.86 ×) 88 (3.06 ×) 61 (4.41 ×)
4K 511 273 (1.87 ×) 153 (3.34 ×) 94 (5.44 ×)
8K 1034 542 (1.91 ×) 289 (3.58 ×) 168 (6.15 ×)

Table 3: Comparison of wall-clock runtime across dif-
ferent components.

Component # Tokens Runtime (ms)

Softmax Attention 8K × 1 68.5

Gated DeltaRule
8K × 1 34.1
8K × 4 135.1

Extended Gated DeltaRule
8K × 1 34.2
8K × 4 35.1 (3.85×)

Adaptive Token Merging 8K × 1 0.86

main components in Table 3. Notably, our imple-
mentation of the Extended Gated DeltaRule main-
tains comparable latency to the original operator
under single-query inference, while substantially
outperforming it under 4-query inference, achiev-
ing a 3.85× speedup. Owing to our efficient im-
plementation, the Adaptive Token Merging incurs

Table 4: Ablation of parameter λ in Rt calculation.

λ MME SQA POPE MMStar

0.00 (only Rimp
t ) 2360.5 92.3 89.5 48.9

0.05 2388.0 92.5 89.6 49.6
0.10 2398.5 92.7 89.8 49.8
0.90 2333.1 91.7 87.3 48.0

only 0.86ms of overhead, accounting for approxi-
mately 0.1% of the total model prefill cost. This
highlights the deployment friendliness of V-CoLA
in practical applications. We also provide FLOPs
analysis in Appendix C and an end-to-end latency
breakdown in Appendix D.

4.3 More Analysis

Ablation of λ. The parameter λ controls the
weight of Runi

t in Equation 8. We compare dif-
ferent λ in Table 4, the results show that λ = 0.1
produces better performance.

Ablation of (w1, w2). We also compare differ-
ent setting of window parameters (w1, w2) in
Equation 7, where we find that expanding a single
pseudo query into a window of length 4 enhances
robustness and improves performance, with for-
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Table 5: Ablation of window parameters (w1, w2).

(w1, w2) MME SQA POPE MMStar

(0, 1) 2387.6 92.5 89.3 49.1
(0, 4) 2398.5 92.7 89.8 49.8
(−4, 0) 2376.4 92.4 87.9 49.3
(−4, 4) 2395.2 92.6 89.9 49.5

Table 6: Ablation of main components.

Method MME SQA POPE MMStar

↓ 75.0% Vision Tokens
V-CoLA 2268.7 92.4 88.9 47.2
- w/o Ada. Merging 2197.4 91.5 88.4 44.3
- w/o Early Exit 2235.1 91.9 88.2 45.6

↓ 87.5% Vision Tokens
V-CoLA 2012.0 90.9 88.3 41.4
- w/o Ada. Merging 1913.4 89.7 86.2 36.5
- w/o Early Exit 1970.3 89.4 87.6 38.1

ward window selection proving more advanta-
geous than backward selection. However, further
increasing the number of queries beyond this point
yields no additional performance gains.

Hyperparameter sensitivity. Tables 4 and 5
vary smoothly rather than sharply, where λ ∈
[0.05, 0.10] performs comparably and only an ex-
treme value degrades notably, and setting (w1, w2)
to (0, 4) and (−4, 4) yields closely matching re-
sults. Moreover, we adopt an identical config-
uration for Qwen3.5-9B, Qwen3.5-27B and In-
finiteVL in Tables 1 and 7 and obtain the best re-
sults on all three, indicating that our default setting
transfers across model scales and architecture fam-
ilies without per-model tuning.

Ablation of main components. We additionally
ablate two key components: adaptive token merg-
ing and early exit of vision tokens. As shown in
Table 6, removing either component leads to per-
formance drops. This confirms the complemen-
tary roles of both components: adaptive merging
provides a more comprehensive way to aggregate
token information than hard pruning, while early
exit enables us to reallocate the redundant token
budget in deeper layers toward shallow-layer vi-
sual understanding. Notably, by tuning the tem-
perature coefficient, our merging strategy can also
emulate hard pruning, affording users greater flex-
ibility for customization.

Generalizability of V-CoLA. As a supplemen-
tary analysis, we extend comparisons to different
model scales (Qwen3.5-27B) and model families

Table 7: We extend comparison with state-of-the-art ap-
proaches to include Qwen3.5-27B and InfiniteVL, with
fixed ↓ 75.0% token compression.

Method MME SQA POPE MMStar

Qwen3.5-27B 2517.4 97.0 90.5 58.1
- DART 2173.0 91.9 82.4 44.5
- VisionZip 2405.2 96.0 88.4 53.3
- DTP 1798.2 89.2 70.2 43.1
- V-CoLA (Ours) 2414.5 96.1 88.8 53.7

InfiniteVL 1998.9 86.0 87.9 53.7
- DART 1885.5 84.7 85.0 49.0
- VisionZip 1883.8 84.8 86.8 48.4
- DTP 1663.8 83.0 82.0 44.1
- V-CoLA (Ours) 1893.1 85.8 86.3 49.3

(InfiniteVL). As shown in Table 7, V-CoLA consis-
tently achieves leading performance across mod-
els and benchmarks, demonstrating the strong gen-
eralization of our method. Evaluations on long-
form multi-turn dialogue and small-object recog-
nition are further provided in Appendix D.

Together with Table 1, our evaluation thus cov-
ers representative hybrid linear-attention VLMs
across two model scales and two architecture fam-
ilies. Beyond these models, both criteria remain
well defined for recurrent backbones with compat-
ible matrix-state readouts, including updates of the
general form St = AtSt−1 + Btvtk

⊤
t , and extend-

ing the evaluation to such backboned models is a
natural direction for future work.

5 Related Work

5.1 Visual Token Compression for MLLMs
Since visual tokens often dominate the input se-
quence in MLLMs (Chen et al., 2024a; Yang et al.,
2025b), token compression has emerged as a key
direction for reducing computational cost. Exist-
ing methods fall into two categories. Attention-
based methods prune tokens via softmax attention
scores, either in a single step (Chen et al., 2024a),
progressively across layers (Xing et al., 2024), or
with text-guided sparsification and feature recy-
cling (Zhang et al., 2024b; Yang et al., 2025b; Han
et al., 2026). Similarity-based methods provide
attention-free alternatives through bipartite match-
ing (Bolya et al., 2022; Chai et al., 2024), feature-
spatial similarity (Yang et al., 2025a), or diversity-
aware selection (Wen et al., 2025). However, the
former relies on softmax attention scores, which
are sparsely available and exhibit different distri-
butional properties in hybrid linear-attention archi-
tectures. The latter assumes that hidden repre-
sentations preserve reliable similarity structure, an
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assumption challenged by the state-recurrent up-
dates in linear attention, where outputs are queried
from a shared compressed state. While pioneering
work (Park et al., 2025) have explored token com-
pression for mamba-based architectures, it merely
leverage intermediate output for importance rank-
ing with suboptimal performance.

A parallel line of work reduces tokens by group-
ing rather than scoring, e.g., the Visual-Word Tok-
enizer (Gee et al., 2024) merges patches into visual
words according to intra- and inter-image statistics.
Such grouping is performed at the encoder stage
from static patch-space statistics, and is therefore
complementary to our importance signal derived
from state recurrence inside the backbone.

5.2 Linear Attention Architectures

Beyond the simple recurrent accumulation of early
linear attention (Katharopoulos et al., 2020), re-
cent work introduce more expressive updating
paradigms. DeltaNet (Schlag et al., 2021) erases
existing associations along the current key direc-
tion before writing new ones, and Gated DeltaNet
(Yang et al., 2024) further adds per-dimension de-
cay gates for selective forgetting. More broadly,
the same principle underlies state-space and recur-
rent alternatives such as Mamba-2 (Dao and Gu,
2024) and RWKV (Peng et al., 2023), which like-
wise compress the history into a bounded state un-
der data-dependent gating. These designs under-
pin hybrid architectures such as Qwen3.5 (Qwen
Team, 2026) and Kimi-Linear (Team et al., 2025),
which interleave linear recurrence with softmax
attention, and have been extended to multimodal
settings (Hou et al., 2025; Li et al., 2025; Tao
et al., 2025a). Nevertheless, token compression
tailored to linear-attention VLMs remains largely
unexplored, motivating architecture-aware impor-
tance estimation.

6 Conclusion

We present V-CoLA, a training-free vision token
compression framework tailored to hybrid VLMs
with linear attention. Motivated by the observa-
tion that previous token compression method fail
to transfer to hybrid architectures, V-CoLA es-
timates token importance from the intrinsic dy-
namics of linear attention, and further incorpo-
rates an adaptive chunk-wise merging strategy
and an early-exit mechanism for vision tokens.
With implementation-level optimizations compati-

ble with chunk-wise parallelism, V-CoLA delivers
state-of-the-art performance across diverse bench-
marks while substantially improving inference ef-
ficiency.

7 Limitations

While V-CoLA demonstrates strong empirical per-
formance and efficiency gains, we acknowledge
several limitations of the current study, which also
point to promising directions for future work.

Architectural coverage. Our evaluation primar-
ily focuses on hybrid VLMs that interleave linear-
attention and softmax-attention layers, such as
Qwen3.5 and InfiniteVL. While this family repre-
sents one of the most widely adopted designs in
recent linear-attention VLMs, other architectural
variants, including purely Mamba-based or fully
linear-attention VLMs, are not yet covered in our
experiments. Extending V-CoLA to such archi-
tectures may require revisiting the interaction be-
tween our uniqueness-aware importance criterion
and the absence of periodic softmax-attention lay-
ers, which we leave for future exploration.

Scope of linear-attention formulations. Our
analysis and method design are mainly grounded
in the Gated DeltaNet formulation, which under-
lies several recent hybrid VLMs. Although the
reconstruction-based perspective we adopt is fairly
general and may extend to other recurrent state up-
date rules (e.g., other gated linear attention vari-
ants), a more systematic study across a broader
range of linear-attention formulations would be
valuable for assessing the generality of the pro-
posed criterion.

8 Ethical Considerations

This work focuses on improving the inference
efficiency of vision-language models through a
training-free token compression framework. We
conduct no user studies or user-facing deployment,
and no human-subject experiments are involved.
All experiments are performed on publicly avail-
able benchmarks and pretrained models, follow-
ing their intended research use. These resources
contain no intended personally identifiable or sen-
sitive information. Since V-CoLA is training-free
and operates on top of existing VLMs, it does not
introduce additional biases beyond those already
present in the underlying models.
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A V-CoLA Implementation Parallelism

Making token compression compatible with exist-
ing inference acceleration techniques has long re-
mained highly challenging (Hu et al., 2025; Yang
et al., 2025a; Zeng et al., 2025). In this section, we
present a parallel implementation of the main com-
ponents introduced above, aiming to maximize
compatibility with linear-attention acceleration al-
gorithms (Team et al., 2025; Yang et al., 2024)
while incurring minimal additional overhead.

Token importance Rimp
t . Since the compu-

tation of Rimp
t depends only on the original in-

put and the final state SL, it is naturally compat-
ible with various forms of chunk-wise parallelism
while maintaining high hardware efficiency.

Token uniqueness Runi
t . Existing linear-

attention acceleration primarily rely on chunk-
wise parallel forms (Team et al., 2025; Yang et al.,
2024), which strike a balance between computa-
tional efficiency and hardware parallelism by com-
bining inter-chunk recurrence with intra-chunk
parallelism. However, this leaves a challenge: un-
der chunk-wise parallelism, the state cannot be ac-
cessed at arbitrary time steps, and the standard for-
ward pass of linear attention permits only a single
sequence of (q, k, v) inputs.

As shown in Figure 7 (left), we first extend
Gated DeltaRule for multiple queries injection.
Since the injected queries are only involved in
computing outputs and do not participate in state
recurrence, the increase in computation is kept rel-
atively low. After that, shown in Figure 7 (right),
We construct pseudo queries Q∗

t from input keys
with shift δ ∈ [w1, w2), and perform single for-
ward to get pseudo output matrix U∗

t,δ. Then, we
can re-shift the U∗

t,δ to calculate result:

Runi
t = ψ(U∗

t,δ,U
∗
t−1,δ+1). (11)

Adaptive Chunk-wise Token Merging . Since
the partitioning of the input according to impor-
tance yields a large number of chunks with varying
sizes, and each chunk requires independent weight
normalization for weighted aggregation, this pro-
cess poses challenges to parallelization. To ad-
dress this issue, as shown in Figure 8, we regard
the cumulative importance curve as a continuous
function and partition the importance into equal
intervals according to the target number of chunks
to determine the ideal chunk boundaries. We then

select the actual chunk boundaries as close as pos-
sible to these ideal positions, so that the total im-
portance of each chunk is as balanced as possi-
ble while remaining statistically unbiased. The en-
tire process is based on parallel matrix computa-
tion, thereby maximizing GPU computational effi-
ciency.

B Evaluation Benchmarks

Our experimental evaluation is performed on a di-
verse set of benchmarks. For clarity, we provide a
brief overview of these benchmarks:
MME (Fu et al., 2023) evaluates the perception
and cognition abilities of multimodal large lan-
guage models across 14 subtasks. It adopts man-
ually designed yes/no question pairs, where each
image is paired with two questions expecting op-
posite yes/no answers.
MMBench (MMB) (Liu et al., 2024a) is a system-
atically designed objective benchmark that eval-
uates multimodal models through approximately
3,000 multiple-choice questions. It covers a hier-
archical ability taxonomy spanning perception and
reasoning, and introduces the CircularEval strat-
egy where a model must answer correctly across
all circularly shifted versions of the same question
to be considered successful and produce more ro-
bust evaluation outcomes.
GQA (Hudson and Manning, 2019) is a large-
scale dataset for visual reasoning and composi-
tional question answering, containing over 22M
questions generated from Visual Genome scene
graphs. It probes diverse reasoning skills such
as spatial understanding, multi-step inference, and
compositional generalization, and provides addi-
tional metrics for consistency, validity and plausi-
bility.
ScienceQA (SQA) (Lu et al., 2022) is a mul-
timodal science question answering benchmark
comprising 21,208 multiple-choice questions col-
lected from elementary and high school curricula.
It spans natural science, language science, and so-
cial science, with questions accompanied by mul-
timodal context and chain-of-thought annotations.
TextVQA (T-VQA) (Singh et al., 2019) chal-
lenges models to recognize and comprehend tex-
tual content embedded in natural images. It con-
tains 45,336 questions over 28,408 images sourced
from Open Images, where answering correctly de-
pends on recognizing and understanding the tex-
tual content in the scene.
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Figure 7: Parallelism algorithm of token uniqueness. (left) We extend Gated DeltaNet with bypass input and
batched queries, it enables injecting additional queries when computing output. (right) We use shifted keys as
pseudo queries, and calculate token uniqueness on output matrix Ut.

Figure 8: Efficient implementation of adaptive token
merging.

POPE (Li et al., 2023b) is a polling-based evalua-
tion protocol that assesses the tendency of vision-
language models to hallucinate objects. It refor-
mulates hallucination assessment as binary yes/no
questions about whether a specific object exists in
the image, employing random, popular, and adver-
sarial sampling strategies for selecting negative ob-
jects.
SeedBench (SEED) (Li et al., 2023a) is a large-
scale benchmark consisting of 19K multiple-
choice questions with human-annotated answers,
designed to evaluate the generative comprehen-
sion of multimodal LLMs. It spans 12 evalua-
tion dimensions covering both image and video un-
derstanding, including spatial relation recognition
and instance interaction.
VizWiz (Gurari et al., 2018) is a VQA dataset col-
lected from blind people who take photos with
smartphones and ask spoken questions about their
surroundings. It comprises over 31K visual ques-

tions and presents unique real-world challenges in-
cluding poor image quality and a significant frac-
tion of unanswerable questions.
MMStar (Chen et al., 2024b) is a vision-
indispensable multimodal benchmark with 1,500
carefully curated samples across 6 capabilities and
18 detailed axes. It is specifically designed to elim-
inate data leakage and ensure that questions cannot
be solved through text-only reasoning without ac-
tually perceiving the image.
MMDU (Liu et al., 2024b) is a multi-turn, multi-
image dialogue understanding benchmark, whose
samples contain up to 20 images, 27 turns and 18K
multimodal tokens. Responses are scored along
six dimensions, making it suitable for assessing
long-form generation quality.
V*-Bench (Wu and Xie, 2024) contains 191 sam-
ples targeting easily overlooked small objects in
high-resolution, visually crowded scenes, split
into direct attribute recognition and relative spatial
reasoning subsets.

C FLOPs Analysis and Theoretical
Speedup

We analyze the computational cost of Qwen3.5’s
3:1 hybrid architecture, in which every 4 con-
secutive transformer layers comprise 3 Gated
DeltaNet (linear-attention) layers and 1 gated
softmax-attention layer (with GQA and a gated
q-projection), and derive the theoretical speedup
from vision-token reduction.
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C.1 Per-Layer Computational Cost

Consider a transformer with hidden dimension d,
FFN intermediate dimension df , per-head dimen-
sion dh, and input sequence length N . Each layer
comprises a token mixer (attention) followed by
a SwiGLU MLP. We split the per-layer FLOPs
into a part linear in N (projections, MLP, and the
linear-attention recurrence) and a part quadratic in
N (softmax attention only).

Projections and MLP (linear in N ). The
SwiGLU MLP contributes 6Nddf FLOPs. Both
layer types apply analogous QKV-style and output
projections, though with different widths:

• Softmax layer: a gated q-projection of width
2nhdh, GQA k, v-projections of width nkvdh
each, and an output projection of width nhdh.

• Linear layer (Gated DeltaNet): a fused QKV
projection of width 2dk + dv, an output-gate z
of width dv, and an output projection of width
d (plus a small depthwise conv1d and tiny a, b
projections, all O(Nd)).

For the Qwen3.5 default config (nhdh = dv = d,
nkv = nh/4, dk = d/2), the total projection out-
put width is ≈ 4d for both types (softmax: 3.5d;
linear: 4d). We therefore approximate the per-
layer non-attention cost uniformly as

Fnon-attn(N) ≈ 2Nd(4d+ 3df ), (12)

where the factor of 2 accounts for fused multiply-
add operations.

Token-mixer compute. The attention computa-
tion itself differs between the two layer types:

• Softmax Attention. The QK⊤ product and
the Attn · V aggregation each cost 2N2nhdh
FLOPs:

Fsoft(N) = 4N2nhdh ≈ 4N2d. (13)

• Linear Attention (Gated DeltaNet). The recur-
rent update in Eq. 2 costs ≈ c dkdv FLOPs per
head per token; aggregated over nv value heads
(keys/queries are replicated to match):

Flin(N) = c ·N nv dkdv ≈ c ·Nddh, (14)

with c ≈ 8 obtained by counting the operations
in Eq. 2 per head per token: the matrix-vector

product S⊤
t−1kt (2dkdv FLOPs), the outer prod-

uct βt(vt − S⊤
t−1kt) k

⊤
t (dkdv), the gated com-

bination αtSt−1 + (·) (2dkdv), and the readout
ot = S⊤

t qt (2dkdv), totaling ≈ 7 dkdv; we round
up to 8 to cover the qk-L2 normalization and
the small α, β activations. The approximation
Flin ≈ cNd dh uses nvdv ≈ d and dk = dv =
dh (Qwen3.5 default).

Thus Fsoft is quadratic inN whereas Flin is linear,
crossing over at N = c · dh (e.g., N ≈ 1024 for
dh = 128).

C.2 Total FLOPs for 3:1 Hybrid Architecture
In the 3:1 hybrid architecture (e.g., Qwen3.5, In-
finiteVL), every 4 consecutive layers comprise 3
linear and 1 softmax attention layers. For a model
with L layers, the total FLOPs are:

Fhybrid(N) = L
[
2Nd(4d+ 3df ) +

3
4cNddh︸ ︷︷ ︸

linear in N

+ N2d︸︷︷︸
quadratic in N

]
.

(15)
Letting a = 2d(4d + 3df ) +

3
4c d dh and b = d,

this simplifies to:

Fhybrid(N) = L
(
aN + bN2

)
. (16)

C.3 Theoretical Speedup from Token
Reduction

Suppose vision token compression is applied at
layer lc, reducing Nv tokens to N ′

v = rNv with
retention ratio r ∈ (0, 1). The effective sequence
length for the remaining L − lc layers becomes
N ′ = Nt + rNv. Since vision tokens dominate in
VLMs (Nv ≫ Nt), we have N ′ ≈ rN , yielding a
per-layer speedup:

S(r) ≈ 1

r
· a+ bN

a+ brN
. (17)

This reveals two regimes: S(r) → 1/r when
N ≪ a/b (linear-dominated) and S(r) → 1/r2

when N ≫ a/b (quadratic-dominated), so the ac-
tual speedup interpolates between 1/r and 1/r2.

General end-to-end speedup. Let ρ = (L −
lc)/L denote the fraction of compressed layers,
and γ = bN/(a + bN) the relative weight of the
quadratic (softmax) cost per layer. The end-to-end
speedup admits a compact closed form:

Stotal(r) =
1

(1− ρ) + ρ r
[
(1− γ) + γr

] , (18)

58905



which recovers 1/r when γ → 0 (linear-
dominated) and 1/r2 when γ → 1 (quadratic-
dominated), with ρ controlling how many layers
benefit from compression.

As shown in Table 2, our empirical speedups
closely match Eq. 18: at r = 0.5 with 8K vision
tokens we obtain 1.91× (theory ≈ 2.0×), and at
r = 0.125, 6.15× (theory ≈ 7.0×).

D Additional Evaluations

Long-form multi-turn dialogue. To verify that
compression does not harm long-form generation,
we evaluate Qwen3.5-9B on MMDU (Liu et al.,
2024b), a multi-turn multi-image dialogue bench-
mark with up to 20 images, 27 turns and 18K mul-
timodal tokens per sample. As shown in Table 8,
V-CoLA preserves dialogue quality across all six
dimensions, remaining within 1.4 points of the full
model even at a 12.5% token budget.

Table 8: MMDU results on Qwen3.5-9B under varying
average vision token retention rates. All dimensions
are scored by the official protocol (higher is better).

Vision Tokens 100% 50.0% 25.0% 12.5%

Creativity 61.0 61.0 60.6 60.0
Richness 66.4 66.7 66.0 65.2
Visual Perception 62.2 62.8 61.7 61.2
Logical Coherence 77.5 77.9 77.3 76.7
Answer Accuracy 70.2 70.7 69.7 68.8
Image Relationship 63.1 64.0 63.0 62.2

Overall 66.6 67.0 66.0 65.4

Fine-grained small-object recognition. Since
early exiting removes vision tokens in deep layers,
we further examine tasks that rely on fine-grained
visual evidence by evaluating all 191 samples of
V*-Bench (Wu and Xie, 2024), which targets eas-
ily overlooked objects in crowded high-resolution
scenes. As reported in Table 9, exiting at layer-24
stays within 1.05 points of the full model while ex-
iting at layer-12 loses 2.62 points, confirming the
value of intermediate-layer visual access. Under a
matched 50% budget, early exiting reallocates the
deep-layer token budget to shallow layers and im-
proves overall accuracy by 2.09 points.

End-to-end latency. Practical VLM inference
also involves vision encoding, compression over-
head and decoding, so we complement the prefill
results in Table 2 with an end-to-end (E2E) profile
of an INT4 TensorRT build of Qwen3.5-9B. As

Table 9: V*-Bench accuracy on Qwen3.5-9B. “Pre-
exit” denotes the average vision token retention rate be-
fore the exit layer.

Setting Exit Pre-exit Direct Relative Overall

Early exit only 12 100% 70.43 77.63 73.30
Early exit only 24 100% 71.30 80.26 74.87
Original 32 100% 73.04 80.26 75.92

V-CoLA w/o exit 32 48.39% 66.96 78.95 71.73
V-CoLA w/ exit 24 65.22% 71.30 77.63 73.82

shown in Table 10, V-CoLA reduces time-to-first-
token (TTFT) by 38.6–64.6% and E2E latency
by up to 1.733×, which is particularly useful for
first-response-sensitive applications. Since com-
pression targets prefill, the attainable E2E gain
scales with the prefill share of the total cost, and is
thus smaller on an unoptimized PyTorch backend
where prefill accounts for 29.4% and decoding for
58.8% of the E2E latency.

Table 10: End-to-end latency (ms) of INT4 TensorRT
Qwen3.5-9B on Jetson Thor with 2K visual input to-
kens and 32 output tokens. Overhead denotes V-
CoLA’s compression cost, which is already included in
prefill.

Retention ViT Overhead Prefill TTFT Decode E2E Speedup

100% 243.3 – 1233.0 1476.3 778.6 2254.9 1.000×
50.0% 243.3 0.47 662.9 906.2 778.6 1684.8 1.338×
25.0% 243.3 0.48 402.9 646.2 778.6 1424.8 1.583×
12.5% 243.3 0.46 279.6 522.9 778.6 1301.5 1.733×
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