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Abstract

Scientific literature question answering is a piv-
otal step towards new scientific discoveries.
Recently, two-stage retrieval-augmented gener-
ated large language models (RAG-LLMs) have
shown impressive advancements in this domain.
Such a two-stage framework, especially the sec-
ond stage (reranker), is particularly essential
in the scientific domain, where subtle differ-
ences in terminology may have greatly neg-
ative impacts on the final factual-oriented or
knowledge-intensive answers. Despite this sig-
nificant progress, the potential and limitations
of these works remain unexplored. In this work,
we present a Scientific Rerank-oriented RAG
Benchmark (SciRerankBench), for evaluating
rerankers within RAG-LLMs systems, span-
ning 5 scientific subjects. It is derived from
over 250 million scholarly works with more
than 100 million authors. To rigorously assess
the reranker performance in terms of noise re-
silience, relevance disambiguation, and factual
consistency, we develop 3 types of question-
context-answer (Q-C-A) pairs, i.e., Noisy Con-
texts (NC), Semantically Similar but Logically
Irrelevant Contexts (SSLI), and Counterfactual
Contexts (CC). Through systematic evaluation
of 13 widely used rerankers on 5 families of
LLMs, we provide detailed insights into their
relative strengths and limitations. To the best
of our knowledge, SciRerankBench is the first
benchmark specifically designed to evaluate
rerankers in RAG-LLMs within the scientific
domain, providing valuable observations and
guidance for their future development. Our
datasets and codes are available 12.

1 Introduction

Scientific literature question answering has always
been a pivotal steps for new scientific discover-
ies (Guo et al., 2025; Hou et al., 2026; Huang et al.,

*Corresponding authors.
1https://github.com/Chhtt/SciRerankBench
2https://cstr.cn/31253.11.sciencedb.010bo

2026; Zhu et al., 2025b; Song et al., 2020). For ex-
ample, a biologist studying CRISPR gene-editing
must consult hundreds of papers to understand
off-target effects (Barrangou and Doudna, 2016;
Fang et al., 2025). In COVID-19 research (Za-
mmarchi et al., 2024), clinicians have to rapidly
analyze thousands of emerging papers each week
to make informed public health decisions. Re-
cently, retrieval-augmented generated large lan-
guage models (RAG-LLMs) (Luo et al., 2025; Ab-
dallah et al., 2026; Long et al., 2026; Ren et al.,
2026) have made substantial progress in scientific
literature analysis, demonstrating significant ad-
vantages on knowledge-intensive and reliability-
critical tasks (Jin et al., 2025; Zhang et al., 2026a;
Mao et al., 2025; Yan et al., 2024). This integration
allows models to improve factual accuracy while
generating responses that are more interpretable
and reliable, making them well-suited for scientific
tasks requiring trustworthy and rigorous reasoning.

Current RAG-LLMs generally adopt a two-stage
pipeline (Figure 1). The first stage conducts fast
but low-precision (embedding model) retrievals,
while the second stage (rerankers) emphasizes
high-precision but higher computational costs for
a trade-off between effectiveness and efficiency.
Such a two-stage framework, especially the sec-
ond stage, is particularly essential in the scien-
tific domain, where subtle differences in termi-
nology may have greatly negative impacts on the
final factual-oriented or knowledge-intensive an-
swers (Qiu et al., 2025; He et al., 2025; Zhu
et al., 2025a; Zhang et al., 2026b). Widely-used
rerankers, such as BCE (NetEase Youdao, 2023),
BGE (Chen et al., 2024), MXBAI (Shakir et al.,
2024) and ColBert (Santhanam et al., 2021), have
been developed into mature products and have re-
ceived significant widespread attention from both
academia and industry.

Despite significant attention, the capabilities of
rerankers in scientific domains remain largely un-
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Figure 1: Overall architecture of the two-stage RAG-LLM pipeline. The first stage conducts fast but low-precision
(embedding model) retrievals, while the second stage (rerankers) emphasizes high-precision but higher computational
costs for a trade-off between effectiveness and efficiency in RAG-LLMs. This two-stage setup first narrows the
candidate set efficiently, then reranks results for higher quality generation.

explored. Recent research primarily investigates
overall RAG-LLM systems, focusing on final out-
put quality while neglecting individual component
evaluation. For example, Rankify (Abdallah et al.,
2026) and FlashRAG (Jin et al., 2025) provide mod-
ular toolkits for retrieval, reranking, and generation,
but lack detailed reranker evaluation. Johannesson
and Olsson (Johannesson and Olsson, 2025) pro-
pose a benchmark for re-ranking in LLM-based
search, yet their datasets are from general domains,
failing to assess the deeper reasoning needed in
scientific tasks. Other works construct scientific
QA benchmarks without retrieval augmentation, in-
cluding SciEval (Sun et al., 2024), SciBench (Wang
et al., 2023), AGIEval (Zhong et al., 2023), SciHori-
zon (Qin et al., 2025), MATH (Hendrycks et al.,
2021), and AquaRat (Ling et al., 2017). These
benchmarks neglect external retrieved contexts,
making them unsuitable for evaluating RAG-LLMs
on knowledge-intensive tasks. Table 1 provides a
detailed comparison.

In response, we propose SciRerankBench , de-
rived from over 250 million scholarly works with
more than 100 million authors (Priem et al., 2022).
Our dataset contains 5.5K Q-C-A pairs spanning 5
scientific domains: biology, physics, chemistry, ge-
ography, and mathematics. We construct 4 dataset
settings: 3 diagnostic settings : Noisy Contexts
(NC) test discernibility against noise, Semantically
Similar but Logically Irrelevant Contexts (SSLI)
evaluate reasoning against misleadingly similar
contexts, and Counterfactual Contexts (CC) assess
handling of factually incorrect knowledge plus a
standard retrieval setting (Base/Multi-Hop) with
clean relevant contexts. We evaluate 13 rerankers
on 11 LLMs from 5 families and find that cross-
encoder architectures offer the strongest gains,
though multi-hop task quality depends heavily on

LLM reasoning capacity. We summarize our con-
tributions as follows:

• To the best of our knowledge, this work is
the first benchmark specifically designed for
evaluating rerankers in RAG-LLMs within the
scientific domain.

• We construct a dataset with 4 settings to
deeply assess the capabilities of rerankers to-
wards scientific domains.

• Through evaluating 13 rerankers on 11 LLMs
from 5 families, we summarize several key
observations, which reveal their advantages
and limitations.

2 Related Work

We position SciRerankBench among existing QA
datasets, RAG toolkits, and scientific bench-
marks (Table 1). Existing QA datasets such as
NQ (Kwiatkowski et al., 2019), HotpotQA (Yang
et al., 2018), and PubMedQA (Jin et al., 2019) do
not provide the rich contextual conditions needed to
evaluate rerankers. Scientific benchmarks includ-
ing SciEval (Sun et al., 2024), SciBench (Wang
et al., 2023), and SciRepEval (Singh et al., 2022)
primarily assess end-to-end QA without isolating
the reranking component, while RAG toolkits like
FlashRAG (Jin et al., 2025) and Rankify (Abdallah
et al., 2026) use open-domain rather than scientific
corpora. SciRerankBench fills this gap by provid-
ing a reranking-oriented benchmark across five sci-
entific subjects, with controlled contextual condi-
tions designed to systematically examine reranker
behavior beyond conventional relevance evalua-
tion. It enables independent evaluation of diverse
reranker architectures and further investigates how
their reranking performance affects downstream
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Table 1: Comparison of SciRerankBench among related datasets, toolkits and benchmarks.

Type Work Source Data Scientific
Field

Knowledge
Level

Rerank
Oriented

Dataset
Size

Dataset

NQ (Kwiatkowski et al., 2019) Google search log ✗ General ✗
307k (train),

7.8k (dev/test)

HotpotQA (Yang et al., 2018) Wikipedia ✗ General ✗ 113k

PubMedQA (Jin et al., 2019) PubMed abstracts Bio. Expert ✗

1k expert,
61k unlabeled,
211k generated

Toolkit FlashRAG (Jin et al., 2025) Public benchmarks ✗ General ✓ unknown
rankify (Abdallah et al., 2026) Public benchmarks ✗ General ✓ unknown

Bench.

CRAG (Yang et al., 2024) Web search log ✗ General ✗ 4.4K

AGIEval (Zhong et al., 2023) Exams
Geo., Bio., His.,Chem., Phy.,
Eng., Chi., Math, Law, Log.

High school ✗ 8k

SciEval (Sun et al., 2024) Public datasets Phy., Chem., Bio. College ✗ 15k
SciBench (Wang et al., 2023) University exams Phy., Chem., Math University ✗ 2.1k

PHYBench (Qiu et al., 2025) Physics exams Phy.
High School,

College,
Olympiad

✗ 500

SciHorizon (Qin et al., 2025) Public datasets
Math., Phys., Chem.
Bio., Earth & Space

College ✗ unknown

SciRepEval (Singh et al., 2022) Scientific literature 20 subjects Expert ✗ 12.4M

Ours Scientific literature Phy., Chem., Bio., Geo., Math. Expert ✓ 5.5k

generation. Detailed reviews of scientific QA
datasets, benchmarks, and reranker architectures
are provided in Appendix A.1.

3 Reranking-Oriented Benchmarking
Dataset

3.1 Scientific Literature Source Data

We have collected a large number of scientific
papers from open access academic repositories
(Priem et al., 2022). The selected papers span mul-
tiple disciplines, including computer science, biol-
ogy, physics, and materials science, ensuring cov-
erage of a diverse range of scientific terminologies.
Each paper contains structured metadata (title, ab-
stract, authors, publication year) and unstructured
content (abstracts and full texts). These informa-
tion is used in 2 ways: generate QA pairs and serve
as the RAG retrieval corpus. Our dataset covers
5 major disciplines: physics, chemistry, biology,
geography, and mathematics, ensuring broad topi-
cal diversity and scientific relevance. All records
were imported into a vector database (Qdrant Team,
2024), enabling efficient dense retrieval. The ab-
stract serves as the primary source for both question
generation and retrieval context.

3.2 Synthetic Multi-Step Reasoning Q-A Pairs

To construct QA pairs from scientific literature, we
apply a dual-method approach that includes both

single-hop and multi-hop question generation tech-
niques. This ensures a diverse set of questions rang-
ing from basic fact extraction to multi-step reason-
ing. For single-hop question generation, we adopt
the LMQG (Ushio et al., 2023) framework, which
uses a T5-based model (t5-small-squad-qag) to
jointly generate answer spans and corresponding
questions from input passages. Specifically, we use
the unsupervised mode of LMQG where the full ab-
stract text is passed to the model, and the pipeline
internally extracts candidate answer spans before
generating natural language questions conditioned
on both the context and the identified answers. This
allows for large scale, automatic generation of fac-
toid style questions from scientific abstracts with
minimal human intervention.

For multi-hop question generation, we adopt
the Unsupervised-Multi-hop-QA (Pan et al., 2021)
framework to construct questions that require rea-
soning across two semantically linked contexts.
The overall process is illustrated in Figure 2.
Specifically, for each source abstract in our cor-
pus, we first retrieve its most semantically similar
abstract based on dense embeddings (BGE embed-
dings via the Qdrant index (Qdrant Team, 2024)).
The resulting pair the original abstract and its near-
est neighbor is fed into the multi-hop pipeline,
which operates in four steps: (1) shared named en-
tities (bridge entities) between the two abstracts are
identified via NER tagging; (2) for each abstract,
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Figure 2: Overview of the synthetic dataset construction process with multi-hop reasoning and diverse distractors.

candidate questions are generated using a T5-based
question generator (valhalla/t5-base-qg-hl),
retaining only those that mention at least one bridge
entity; (3) the retained questions from one passage
are re-generated using the answer from the other
passage, enabling cross-context answer linkage; (4)
the two partial questions are fused by replacing the
bridge entity in one question with the descriptive
clause from the other, and a BERT-based fill in the
blank model is applied to resolve the resulting gaps
into fluent multi-hop questions. This setup is de-
signed to simulate real-world scientific reasoning
scenarios where answers span multiple papers.

3.3 Synthetic Reranking-Oriented Q-C-A
Pairs

The Q-C-A pairs reuse the questions and answers
generated in Section 3.2 , with candidate contexts
constructed under different settings. WFang et
al. (Fang et al., 2024) analyzed how different types
of noisy retrieved texts affect the performance of
LLMs. They identified 3 common noise types: con-
texts that are superficially related to the query but
lack the correct answer,contexts that are irrelevant
to the query , and contexts that are topically re-
lated to the query but contain incorrect information.
Their findings show that these types of context can
easily confuse large language models. To evaluate
the ability of rerankers towards scientific domains,
we construct the reranking-oriented Q-C-A pairs in
this paper. As illustrated in Figure 2, we construct
3 types of disruptive contexts as follows:

Noisy Contexts (NC): A common challenge in
real-world scientific retrieval scenarios is the in-
evitable presence of irrelevant or unrelated pas-
sages mixed in with relevant contents (Mirza et al.,
2024; Kwiatkowski et al., 2019; Ling et al., 2017;
Sun et al., 2024). To simulate this practical chal-

lenge and evaluate the ability of rerankers to dis-
tinguish relevant information within noisy data, we
design the Noisy Contexts setting. Each query is
paired with 5 passages confirmed to be relevant
(retrieved via the multi-hop construction pipeline
in Appendix A.1, Algorithm 1) and 95 randomly
sampled unrelated passages from different scien-
tific domains to ensure genuine irrelevance. This
setup serves as a fundamental test for assessing the
discernability of rerankers towards noisy contexts.

Semantically Similar but Logically Irrelevant
Contexts (SSLI): Passages that share high seman-
tic similarity with the query but are logically ir-
relevant often appear as challenge. Such contexts
can easily mislead rerankers (Qiu et al., 2025; Jin
et al., 2019), as they match surface level keywords
and phrases, yet do not contain the necessary in-
formation to answer the question. This mismatch
between semantic similarity and logical relevance
requires rerankers to possess strong reasoning and
contextual understanding abilities. To simulate this
challenge and rigorously evaluate rerankers’ rea-
soning skills, we design the Semantically Similar
but Logically Irrelevant setting. The SSLI pas-
sages are retrieved by embedding cosine similarity
(≥0.75 using BGE) with the query, sharing do-
main terminology but confirmed to not contain the
answer. Each query is paired with 90 standard can-
didate passages and 10 SSLI passages. This setup
aims to test the model’s capacity for fine grained
logical discrimination, going beyond simple seman-
tic matching to accurately identify answer bearing
content.

Counterfactual Contexts (CC): Retrieval pas-
sages may contain information that is factually
incorrect or contradictory to established knowl-
edge (Abdallah et al., 2026; Qin et al., 2025; Wu
et al., 2025; Singh et al., 2022). Such passages
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pose a significant challenge because they can mis-
lead rerankers relying solely on semantic similarity,
requiring models to assess not just relevance but
also factual correctness. To simulate this challenge
and rigorously evaluate rerankers’ counterfactual
reasoning abilities, we design the Counterfactual
Contexts setting. The CC passages are generated by
LLM-based rewriting of relevant passages, where
key factual entities (numbers, names, causal rela-
tionships) are systematically replaced with plau-
sible but incorrect alternatives. Each question in-
cludes 90 standard candidate passages and 10 coun-
terfactual passages. This setup tests the model’s
ability to discern truthfulness and accuracy in addi-
tion to semantic alignment. This setting presents a
more realistic and stringent scenario for scientific
QA systems, where distinguishing between fact
and fiction is essential for trustworthy ouputs.

3.4 Human Evaluation

To validate the quality of our synthetically con-
structed datasets, we conduct a human evaluation
study across all four task settings. We recruit three
annotators with scientific backgrounds to assess
each context along five dimensions: (1) Semantic
Similarity measures topical and conceptual close-
ness between the context and the question on a
0–1 scale; (2) Fluency assesses grammaticality and
readability (0–5); (3) Coherence examines internal
logical consistency within the context (0–5); (4)
Distractiveness captures the extent to which the
context could mislead a model into an incorrect an-
swer (0–5); and (5) Factual Accuracy measures the
truthfulness of statements relative to established
scientific facts (0–5). Different task settings eval-
uate different subsets of these metrics based on
their design objectives, with inapplicable metrics
marked as “–”.

Table 2: Human evaluation results for four task settings.
Metrics not applicable to a given task are marked as “-”.

Task Sem. Sim. Fluency Coherence Distract. Fact. Acc.

NC – 4.81 4.91 – –
SSLI 0.83 5.00 4.77 4.34 2.08
CC – 4.94 4.38 4.75 1.17
Multi-Hop – 4.63 4.77 – –

As shown in Table 2, all four task settings
achieve high Fluency (4.63-4.94) and Coherence
(4.38-4.91) scores, confirming that our syntheti-
cally constructed passages are linguistically fluent
and internally consistent across tasks. The SSLI
contexts show strong Semantic Similarity (0.83)

to the questions while maintaining low Factual
Accuracy (2.08) and high Distractiveness (4.34),
demonstrating that they are topically aligned yet
factually misleading. For the CC setting, the low
Factual Accuracy (1.17) combined with high Dis-
tractiveness (4.75) confirms that the counterfactual
passages are effective distractors. The Coherence
score for CC (4.38) is notably lower than other
settings, reflecting the inherent self-contradictions
introduced in counterfactual passages. The NC and
Multi-Hop contexts, derived from real scientific lit-
erature, achieve the highest Fluency and Coherence
scores, validating that the retrieval corpus consists
of well-written academic content.

4 Experiment

4.1 Experimental Settings

Rerankers We categorize all rerank baselines
into 8 groups based on their architectures. (1)
Dense rerankers: BGE (Chen et al., 2024),
BCE (NetEase Youdao, 2023), Jina (Jina AI, 2024)
and MXBAI (Shakir et al., 2024). (2) Sparse lexical
rerankers: SPLADE (Formal et al., 2021). (3) List-
wise rerankers: RankT5 (Zhuang et al., 2023) and
ListT5 (Yoon et al., 2024). (4) Seq2Seq rerankers:
In-Rank (Zhao et al., 2023). (5) Lightweight stu-
dent rerankers: Twolar(Baldelli et al., 2024) and
MiniLM(Wang et al., 2020). (6) Late-interaction
rerankers: ColBert(Santhanam et al., 2021) (7)
LLM-based rerankers: RankGPT (Sun et al., 2023),
LLM2Vec(BehnamGhader et al., 2024) (8) Agent-
based rerankers: Rearank (Zhang et al., 2025) 3.

LLMs In our experiments, we evaluate a diverse
set of 11 open-source LLMs drawn from different
families, as summarized in Table 5 in the Appendix.
Mistral models (7B and 24B) (Jiang et al., 2023) in-
corporate architectural enhancements such as Slid-
ing Window Attention (SWA) and Grouped-Query
Attention (GQA) to improve long-context modeling
and computational efficiency. The LLaMA2-70B
model (Touvron et al., 2023) similarly employs
GQA along with Rotary Positional Embeddings
(RoPE) to better handle extended input sequences.
The Qwen model (Yang and etc., 2024) uses the
standard multi-head attention (MHA) mechanism,
combined with GQA and RoPE, to support multi-

3As the codes of some rerankers, i.e., Rank-R1 (Zhuang
et al., 2025) and G-RAG (Dong et al., 2024), are unavailable,
we do not evaluate these models. Besides, the estimated time
of evaluating RankGPT would be approximately 1,611 hours.
Thus we do not run RankGPT (Sun et al., 2023) in this paper.
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Figure 3: Evaluation results under 3 different settings, averaged across all evaluated rerankers: without any context,
with retrieved contexts, and with contexts after applying the reranking stage by recall scores. Error bars represent
standard deviation across rerankers.

language and long-context input while maintaining
performance. DeepSeek-V3 (Liu et al., 2024) intro-
duces a sparse attention mechanism, mixed experts
(MoE) and multi-layer attention (MLA) to improve
large-scale reasoning efficiency and knowledge ca-
pacity. We include InternLM2.5 (Cai et al., 2024),
a multilingual, open-weight transformer model sup-
porting long-context understanding (up to 200K to-
kens) and optimized for both instruction-following
and reasoning tasks.

Evaluation Protocols and Metrics To compre-
hensively evaluate model performance, we de-
sign a two-level evaluation strategy targeting both
rerankers and LLMs. For rerankers, we compare
the top contexts against annotated relevance labels
to assess their ability to retrieve the most informa-
tive and factually correct passages for a given sci-
entific question. We report Recall@10, Recall@5,
Average Precision (AP), and Mean Reciprocal Rank
(MRR) to assess ranking quality at different depths.
For LLMs, we assess their ability to generate accu-
rate and complete answers by comparing outputs
to golden answers. We use a token level metrics:
Recall, which captures how completely the model
reproduces the reference content. This evaluation
framework allows us to analyze the individual con-
tribution and limitations of rerankers versus gener-
ation models in the RAG pipeline, especially under
challenging scientific question answering scenar-
ios. Definitions of these metrics are provided in
Appendix A.3. This two-level evaluation helps us
figure out whether mistakes come from retrieving
the wrong information, or from the model not us-
ing the information well when generating answers.
By looking at both parts separately, we can better
understand where the system needs improvement.
This is especially important for handling complex
scientific questions where both accurate retrieval

and strong reasoning matter.This approach also
helps compare different system components fairly,
making it easier to identify which part contributes
most to the overall performance. Moreover, eval-
uating reranking and generation jointly allows us
to examine whether improvements in ranking qual-
ity consistently translate into better downstream
answers.

Implementation Details. The rerankers are con-
ducted on 4 NVIDIA A100 GPUs. All LLMs and
rerankers are used with their default configurations.
We conduct 3 independent experiments to ensure
the reliability and stability of our evaluation re-
sults. To ensure a fair comparison, all models are
evaluated under a zero-shot setting, without task-
specific fine-tuning or additional adaptations. We
collect 100,000 scientific articles and store their ab-
stracts in a Qdrant vector database (Qdrant Team,
2024) to facilitate dense retrieval for RAG-based
systems. Then we preprocess and filter the abstract
texts to ensure quality and consistency. Specifically,
we retained only those abstracts with a length be-
tween 100 and 500 characters. This range was
selected to exclude low information or overly terse
abstracts, e.g., placeholder texts, while also avoid-
ing excessively long passages that could complicate
automatic question generation or overload retrieval
models. Following previous works (Yu et al., 2024;
Abdallah et al., 2026; Jin et al., 2025), 100 candi-
date contexts are first retrieved with BGE as the
retriever, then the top 10 are selected by rerankers,
which are used as input to LLMs for final answer
generation. In addition, a sampling test dataset
showed that RankGPT required 3.5 hours to pro-
cess 100 samples. Based on this, the estimated
time to complete the evaluation on the full dataset
would be approximately 1,611 hours. Due to this
high computational cost, we do not run RankGPT
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in this paper.

4.2 Evaluating the Usefulness of Rerankers in
RAG Pipelines.

To evaluate the impact of context retrieval and
reranking on answer generation quality, we com-
pare LLM performance across 3 distinct settings:
(1) zero-context generation (no retrieved context),
(2) naive retrieval (Top-10 dense retrieval with-
out reranking), and (3) RAG with reranked con-
texts (Top-10 after reranking). As shown in Fig-
ure 3, all architectures benefit significantly from
adding external contexts, with contexts alone con-
tributing 20–30 point gains in recall on average.
Among all families, InternLM and Qwen exhibit
the strongest improvements from reranking, sug-
gesting that these models better leverage high qual-
ity contexts when ranked effectively. InternLM2-
20B consistently achieves the highest recall across
all settings, while Qwen models also demonstrate
robust gains, likely aided by their multilingual pre-
training and long-context optimization. In contrast,
DeepSeek models show moderate performance
without context but respond well to retrieval, al-
beit with limited further gains from reranking.

Takeaways.
• While all LLMs benefit from retrievers and rerankers,

the ability to exploit high quality reranked context varies
across different families and architectures.

• After reranking the context with rerankers, InternLM
and Qwen achieve the best performance.

4.3 Evaluating the Discernability of
Rerankers towards Noisy Contexts

In the NC dataset, where 5 relevant contexts are
mixed with 95 random distractors. We observe that
most rerankers are able to retrieve nearly all rele-
vant contexts within the top-10 results, as indicated
by the high recall@10 scores across most evalu-
ated models (Figure 5). The presence of a large
number of unrelated contexts appears to disperse
model attention, impairing the models’ ability to
maintain coherent focus on relevant information.
Even models with strong multi context reasoning
capabilities often struggle to prioritize truly im-
portant passages over distractors. As a result, the
effective recall of useful information during an-
swer generation degrades, leading to lower final
answer quality (Figure 4). Furthermore, when ir-
relevant contexts are intermixed, models may mis-
takenly rely on misleading information during both
retrieval and generation stages. This phenomenon

highlights the necessity of not only retrieving rele-
vant documents but also ensuring high contextual
purity. Doing so helps avoid attention diffusion and
knowledge contamination in scientific question an-
swering pipelines.

Takeaways.
• LLMs often struggle to effectively filter out irrelevant

contexts when handling tasks with a large amount of
unrelated information, which affects the quality of final
answers.

• Effective scientific QA requires both precise retrieval
of relevant information and minimizing the influence of
irrelevant content.

4.4 Evaluating the Reasoning Ability of
Rerankers towards Semantically Similar
but Logical-Irrelevant Contexts

The SSLI dataset focus on evaluating rerankers’
ability to handle semantically challenging cases,
where contexts are semantically similar yet unan-
swerable. In these complex scenarios, cross-
encoder architectures demonstrate significant ad-
vantages (Figure 5). By jointly encoding the
query and document, cross-encoders allow fine-
grained feature interactions, capturing subtle se-
mantic differences crucial for distinguishing be-
tween true and misleading information. In par-
ticular, MXBAI achieves the highest recall scores
across nearly all evaluation settings, highlighting
the strength of cross-encoder designs in complex
reasoning tasks.In contrast, sparse retrieval models,
which rely on masked language model objectives
to produce sparse representations, exhibit signifi-
cantly lower recall (approximately 44%). Although
sparse models offer faster inference speed achiev-
ing roughly 71.4% the inference time of dense ar-
chitectures their limited semantic granularity hin-
ders their ability to identify fine-grained factual
inconsistencies, leading to notable performance
degradation on nuanced reasoning tasks. Late in-
teraction models such as ColBert, which indepen-
dently encode queries and documents before per-
forming token wise interaction, maintain strong
recall in random distractor settings but struggle
when deeper semantic comprehension is required.
ColBert’s recall drops to 43.47% on counterfac-
tual tasks and 45.17% on semantic confusion tasks,
illustrating the limitations of independent repre-
sentation without full context fusion. LLM-based
embedding methods like LLM2Vec underperform
on semantically challenging tasks, scoring only
33.72% on counterfactual and 33.04% on semantic
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Figure 4: Evaluation of rerankers at generation stage on five tasks using Recall metric.
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Figure 5: Evaluation of rerankers at rerank stage on five tasks using Recall@10 metric.

confusion. Although it leverages frozen LLMs for
dense representation, the lack of joint encoding lim-
its its ability to capture subtle semantic mismatches
crucial for accurate reranking.

Takeaways.
• Cross-encoders outperform other rerankers on semanti-

cally challenging tasks, due to their fine-grained query-
document interaction.

4.5 Evaluating the Ranking Ability of
Rerankers

To evaluate the effectiveness of rerankers indepen-
dently of final answer generation, we addition-
ally present recall@10 to directly measure how
well rerankers prioritize relevant information in
the top-ranked results (Figure 5).For Recall@10,
most rerankers achieve relatively high scores across
datasets, including multi-hop and complex QA
tasks. However, a discrepancy emerges when ex-
amining the final answer quality: despite high Re-
call@10, the generated answers from LLMs are
often of lower quality compared to those from the
base retrieval-only setup . This indicates that, while
rerankers are effective in ensuring that relevant con-
texts are included within the top-10 candidates,
the ultimate answer quality remains constrained
by the LLM’s own generation capabilities. The
finding highlights a limitation where retrieval im-
provements alone cannot fully compensate for defi-
ciencies in the LLM’s ability to synthesize and rea-
son over retrieved knowledge. In multi-hop tasks,
rerankers can successfully retrieve sufficient rele-

vant context. However, even with ample context,
LLMs fail to achieve expected performance due
to inherent limitations in their reasoning capabil-
ities, which ultimately restrict the quality of final
answers. Beyond limitations in LLM generation,
differences in reranker design also contribute to
performance gaps across tasks. Although Rearank
uses a listwise reinforcement learning framework
with local window-based ranking over sliding win-
dows, its architecture lacks global cross-document
encoding or token-level interaction. As a result, it
cannot effectively aggregate complementary evi-
dence scattered across passages, leading to lower
Recall@10 (62.41) on multi-hop reasoning tasks.

Takeaways.
• For multi-hop tasks, retrieval and rerankers are able

to select high-relevant contexts, but the final perfor-
mance still depends on the inherent reasoning capacity
of LLMs.

• Reranker architectures also influence performance on
muti-hop task.
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Figure 6: Running efficiency analysis of rerankers.
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4.6 Evaluating the Running Efficiency of
Rerankers

This section analyze the running efficiency. The
average inference time of one question is shown
in Figure 6. We observe clear running efficiency
differences across reranker architectures. Sparse
models like SPLADE achieve the fastest inference
(0.49s), owing to their non-interactive, inverted-
index design. Lightweight sentence encoders such
as MiniLM also offer rapid performance (1.34s),
making them attractive for latency-sensitive appli-
cations. In contrast, cross-encoder models demon-
strate a trade-off: BCE and BGE are relatively
efficient (3.5s), while deeper or more expressive
models like MXBAI incur higher cost (10.96s) due
to full query-document interaction. Twolar em-
phasizes ranking accuracy through a two-stage,
listwise-aware architecture. Thus, it takes more
time than others. LLM2Vec performs dense vector
similarity using frozen large language models. Its
inference time (5.47s) reflects the cost of extract-
ing and comparing hidden representations from a
large LLM, despite not involving decoding. Rear-
ank leverages an agent-based framework with it-
erative reasoning steps guided by reinforcement
learning. Its higher latency (6.82s) is mainly at-
tributed to the multi-round LLM reasoning process
required to evaluate and reorder candidate docu-
ments. RankGPT leverages the reasoning power
of large language models for reranking through a
generative, prompt-based approach. Its extremely
slow inference speed, which is caused by having
to process each candidate document one at a time
through a LLM.

Takeaways.
• Better reranking performance often comes at the cost of

increased inference time.
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Figure 7: Visualization of question-context relevance
(before and after rerankering) under 4 evaluation tasks.

4.7 Question-Context Relevance Under Four
Task Settings

To better understand the effectiveness of the
rerankers in distinguishing relevant from irrelevant
contexts, we visualize the context ranking distri-
butions before and after reranking in 4 tasks. We
use DeepSeek-V3 671B to assess the semantic rel-
evance between contexts and the given question.
The visualization results of the relevance heatmap
are shown in Figure 7. In the heatmap visualization,
we group the results of the same task into pairs, al-
lowing us to observe changes in color intensity
to evaluate the effectiveness of the reranking. An
overview of the 4 tasks reveals that after reranking,
the relevant contexts are clearly moved to the top
positions across all tasks. Particularly in the NC
task, even when faced with a large amount of irrel-
evant context, the rerankers is still able to correctly
prioritize the relevant contexts. However, in the
SSLI and CC tasks, the model incorrectly ranks
irrelevant contexts among the top , leading to poor
performance in LLM as discussed in Section 4.4.
This suggests that the rerankers limitations in its
ability to perform fine-grained semantic reasoning
beyond surface-level relevance.

Takeaways.
• Rerankers effectively promote relevant contexts to

higher positions across multiple tasks, especially in
noisy settings, but still struggle in scenarios that require
deep semantic understanding beyond surface-level simi-
larity.

5 Conclusion

In this paper, we introduce SciRerankBench. To
the best of our knowledge, it is the first publicly
available benchmark for evaluating rerankers in
RAG-LLMs towards scientific domains. We de-
sign datasets covering noisy contexts, semantically
similar but logically irrelevant contexts and coun-
terfactual contexts comprehensively evaluate the
rerankers. Evaluating 13 rerankers and 11 LLMs
on these tasks, our experiments show that while
rerankers struggle to filter logically irrelevant yet
semantically similar passages. Moreover, final an-
swer quality remains constrained by the inherent
reasoning limitations of current LLMs. These find-
ings highlight the need for logic-aware rerankers
and capable LLMs to improve scientific QA. We
hope this benchmark will inspire promising valu-
able future research work on more robust and
reasoning-aware reranking systems.

59361



Acknowledgements

The work of Hengshu Zhu was supported by the
Strategic Priority Research Program of Chinese
Academy of Sciences (No.XDB1350102). The
work of Yuanchun Zhou was supported by the Na-
tional Natural Science Foundation of China (No.
92470204). The work of Meng Xiao were sup-
ported by the National Natural Science Foundation
of China (No. 62506351) and Beijing Natural Sci-
ence Foundation (No.4254089).

Limitations

This benchmark focuses exclusively on open-
source LLMs. Closed-source models such as GPT-
4 or Claude are not included due to limited access,
which may restrict the generality of our observa-
tions to fully proprietary systems.

Ethics Statement

This research uses only publicly available scientific
literature metadata from OpenAlex (Priem et al.,
2022), which is released under open licenses. All
models and datasets evaluated in this work are pub-
licly released, and our benchmark code and data are
made openly available to promote reproducibility
and fairness in the scientific community.

References
Abdelrahman Abdallah, Bhawna Piryani, Jamshid

Mozafari, Andreas Herzinger, Jamie Holdcroft, and
Adam Jatowt. 2026. Rankify: A comprehensive
python toolkit for retrieval, re-ranking, and retrieval-
augmented generation. In Proceedings of the 64th
Annual Meeting of the Association for Computa-
tional Linguistics (Volume 3: System Demonstra-
tions), pages 208–219.

Davide Baldelli, Junfeng Jiang, Akiko Aizawa, and
Paolo Torroni. 2024. Twolar: a two-step llm-
augmented distillation method for passage reranking.
In European Conference on Information Retrieval,
pages 470–485. Springer.

Rodolphe Barrangou and Jennifer A Doudna. 2016. Ap-
plications of crispr technologies in research and be-
yond. Nature biotechnology, 34(9):933–941.

Parishad BehnamGhader, Vaibhav Adlakha, Marius
Mosbach, Dzmitry Bahdanau, Nicolas Chapados, and
Siva Reddy. 2024. Llm2vec: Large language models
are secretly powerful text encoders. arXiv preprint
arXiv:2404.05961.

Zheng Cai, Maosong Cao, Haojiong Chen, Kai Chen,
Keyu Chen, Xin Chen, Xun Chen, Zehui Chen, Zhi

Chen, Pei Chu, and 1 others. 2024. Internlm2 techni-
cal report. arXiv preprint arXiv:2403.17297.

Jianlv Chen, Shitao Xiao, Peitian Zhang, Kun Luo, Defu
Lian, and Zheng Liu. 2024. Bge m3-embedding:
Multi-lingual, multi-functionality, multi-granularity
text embeddings through self-knowledge distillation.
arXiv preprint arXiv:2402.03216.

Peter Clark, Isaac Cowhey, Oren Etzioni, Tushar Khot,
Ashish Sabharwal, Carissa Schoenick, and Oyvind
Tafjord. 2018. Think you have solved question an-
swering? try arc, the ai2 reasoning challenge. arXiv
preprint arXiv:1803.05457.

Jialin Dong, Bahare Fatemi, Bryan Perozzi, Lin F Yang,
and Anton Tsitsulin. 2024. Don’t forget to connect!
improving rag with graph-based reranking. arXiv
preprint arXiv:2405.18414.

Chen Fang, Wentao Cui, Zhilong Hu, Wenhao Liu,
Shubai Chen, Shaole Chang, Qingqing Long, Cong
Li, Yana Liu, Haiping Jiang, and 1 others. 2025.
Cell-graphcompass: modeling single cells with graph
structure foundation model. National Science Re-
view, 12(10):nwaf255.

Feiteng Fang, Yuelin Bai, Shiwen Ni, Min Yang, Xiao-
jun Chen, and Ruifeng Xu. 2024. Enhancing noise
robustness of retrieval-augmented language models
with adaptive adversarial training. In Proceedings of
the 62nd Annual Meeting of the Association for Com-
putational Linguistics (ACL), pages 10028–10039.

Thibault Formal, Benjamin Piwowarski, and Stéphane
Clinchant. 2021. Splade: Sparse lexical and expan-
sion model for first stage ranking. In Proceedings
of the 44th International ACM SIGIR Conference on
Research and Development in Information Retrieval,
pages 2288–2292.

Daya Guo, Dejian Yang, Haowei Zhang, Junxiao Song,
Peiyi Wang, Qihao Zhu, Runxin Xu, Ruoyu Zhang,
Shirong Ma, Xiao Bi, and 1 others. 2025. Deepseek-
r1 incentivizes reasoning in llms through reinforce-
ment learning. Nature, 645(8081):633–638.

Tianqi He, Xiaohan Huang, Yi Du, Qingqing Long,
Ziyue Qiao, Min Wu, Yanjie Fu, Yuanchun Zhou,
and Meng Xiao. 2025. Fastft: Accelerating rein-
forced feature transformation via advanced explo-
ration strategies. In 2025 IEEE 41st International
Conference on Data Engineering (ICDE), pages
4120–4133. IEEE.

Dan Hendrycks, Collin Burns, Saurav Kadavath, Akul
Arora, Steven Basart, Eric Tang, Dawn Song, and Ja-
cob Steinhardt. 2021. Measuring mathematical prob-
lem solving with the math dataset. arXiv preprint
arXiv:2103.03874.

Yufei Hou, Jiajia Wang, Ke Xiang, Qingqing Long,
Yuanchun Zhou, and Zhen Meng. 2026. Bioflow-
bench: A comprehensive benchmark for evaluat-
ing bioinformatics tool-use capabilities of llms and
agents. In Proceedings of the 32nd ACM SIGKDD

59362



Conference on Knowledge Discovery and Data Min-
ing V. 2, pages 9059–9070.

Xiaohan Huang, Meng Xiao, Chuan Qin, Qingqing
Long, Jinmiao Chen, Yuanchun Zhou, and Heng-
shu Zhu. 2026. Scihorizon-gene: Benchmarking llm
for life sciences inference from gene knowledge to
functional understanding. In Proceedings of the 32nd
ACM SIGKDD Conference on Knowledge Discovery
and Data Mining V. 2, pages 9137–9148.

Albert Q. Jiang, Alexandre Sablayrolles, Arthur Men-
sch, Chris Bamford, Devendra Singh Chaplot, Diego
de las Casas, Florian Bressand, Gianna Lengyel, Guil-
laume Lample, Lucile Saulnier, Lélio Renard Lavaud,
Marie-Anne Lachaux, Pierre Stock, Teven Le Scao,
Thibaut Lavril, Thomas Wang, Timothée Lacroix,
and William El Sayed. 2023. Mistral 7b. Preprint,
arXiv:2310.06825.

Jiajie Jin, Yutao Zhu, Zhicheng Dou, Guanting Dong,
Xinyu Yang, Chenghao Zhang, Tong Zhao, Zhao
Yang, and Ji-Rong Wen. 2025. Flashrag: A modular
toolkit for efficient retrieval-augmented generation
research. In Companion Proceedings of the ACM on
Web Conference 2025, pages 737–740.

Qiao Jin, Bhuwan Dhingra, Zhengping Liu, William W
Cohen, and Xinghua Lu. 2019. Pubmedqa: A dataset
for biomedical research question answering. arXiv
preprint arXiv:1909.06146.

Jina AI. 2024. jina-reranker-v2-base-
multilingual. https://huggingface.co/jinaai/
jina-reranker-v2-base-multilingual.

Ebba Johannesson and Elise Olsson. 2025. Evaluating
re-ranking methods in llm search. LU-CS-EX.

Mandar Joshi, Eunsol Choi, Daniel S Weld, and Luke
Zettlemoyer. 2017. Triviaqa: A large scale distantly
supervised challenge dataset for reading comprehen-
sion. arXiv preprint arXiv:1705.03551.

Tom Kwiatkowski, Jennimaria Palomaki, Olivia Red-
field, Michael Collins, Ankur Parikh, Chris Alberti,
Danielle Epstein, Illia Polosukhin, Jacob Devlin, Ken-
ton Lee, and 1 others. 2019. Natural questions: a
benchmark for question answering research. Trans-
actions of the Association for Computational Linguis-
tics, 7:453–466.

Wang Ling, Dani Yogatama, Chris Dyer, and Phil Blun-
som. 2017. Program induction by rationale genera-
tion: Learning to solve and explain algebraic word
problems. arXiv preprint arXiv:1705.04146.

Aixin Liu, Bei Feng, Bing Xue, Bingxuan Wang,
Bochao Wu, Chengda Lu, Chenggang Zhao, Chengqi
Deng, Chenyu Zhang, Chong Ruan, and 1 others.
2024. Deepseek-v3 technical report. arXiv preprint
arXiv:2412.19437.

Qingqing Long, Haotian Chen, Chenyang Zhao, Xi-
aolei Du, Xuezhi Wang, Pengyao Wang, Chengzan

Li, Yuanchun Zhou, and Hengshu Zhu. 2026. Sci-
encedb ai: An llm-driven agentic recommender sys-
tem for large-scale scientific data sharing services. In
Proceedings of the 32nd ACM SIGKDD Conference
on Knowledge Discovery and Data Mining V.2, KDD
’26, page 7715–7726, New York, NY, USA.

Junyu Luo, Weizhi Zhang, Ye Yuan, Yusheng Zhao,
Junwei Yang, Yiyang Gu, Bohan Wu, Binqi Chen,
Ziyue Qiao, Qingqing Long, and 1 others. 2025.
Large language model agent: A survey on method-
ology, applications and challenges. arXiv preprint
arXiv:2503.21460.

Zhengyang Mao, Wei Ju, Siyu Yi, Yifan Wang, Zhip-
ing Xiao, Qingqing Long, Nan Yin, Xinwang Liu,
and Ming Zhang. 2025. Learning knowledge-diverse
experts for long-tailed graph classification. ACM
Transactions on Knowledge Discovery from Data,
19(2):1–24.

Todor Mihaylov, Peter Clark, Tushar Khot, and Ashish
Sabharwal. 2018. Can a suit of armor conduct elec-
tricity? a new dataset for open book question answer-
ing. arXiv preprint arXiv:1809.02789.

Adrian Mirza, Nawaf Alampara, Sreekanth Kunchapu,
Martiño Ríos-García, Benedict Emoekabu, Aswanth
Krishnan, Tanya Gupta, Mara Schilling-Wilhelmi,
Macjonathan Okereke, Anagha Aneesh, and 1 oth-
ers. 2024. Are large language models superhuman
chemists? arXiv preprint arXiv:2404.01475.

Inc. NetEase Youdao. 2023. Bcembedding: Bilin-
gual and crosslingual embedding for rag. https:
//github.com/netease-youdao/BCEmbedding.

Liangming Pan, Wenhu Chen, Wenhan Xiong, Min-Yen
Kan, and William Yang Wang. 2021. Unsupervised
multi-hop question answering by question generation.
In Proceedings of the 2021 Conference of the North
American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies,
pages 5866–5880, Online. Association for Computa-
tional Linguistics.

Jason Priem, Heather Piwowar, and Richard Orr. 2022.
Openalex: A fully-open index of scholarly works,
authors, venues, institutions, and concepts. arXiv
preprint arXiv:2205.01833.

Qdrant Team. 2024. Qdrant: Vector similarity search
engine. https://github.com/qdrant/qdrant.

Chuan Qin, Xin Chen, Chengrui Wang, Pengmin Wu,
Xi Chen, Yihang Cheng, Jingyi Zhao, Meng Xiao,
Xiangchao Dong, Qingqing Long, and 1 others. 2025.
Scihorizon: Benchmarking ai-for-science readiness
from scientific data to large language models. arXiv
preprint arXiv:2503.13503.

Shi Qiu, Shaoyang Guo, Zhuo-Yang Song, Yunbo Sun,
Zeyu Cai, Jiashen Wei, Tianyu Luo, Yixuan Yin,
Haoxu Zhang, Yi Hu, and 1 others. 2025. Phybench:
Holistic evaluation of physical perception and rea-
soning in large language models. arXiv preprint
arXiv:2504.16074.

59363

https://arxiv.org/abs/2310.06825
https://huggingface.co/jinaai/jina-reranker-v2-base-multilingual
https://huggingface.co/jinaai/jina-reranker-v2-base-multilingual
https://github.com/netease-youdao/BCEmbedding
https://github.com/netease-youdao/BCEmbedding
https://doi.org/10.18653/v1/2021.naacl-main.469
https://doi.org/10.18653/v1/2021.naacl-main.469
https://github.com/qdrant/qdrant


Yingtao Ren, Ziyi Zhao, Yiwei Fu, Xiao Luo, Yu-Cheng
Chang, and Chin-Teng Lin. 2026. When context
bites: Detecting rag poisoning via document-level
attention collapse. In Proceedings of the 49th Inter-
national ACM SIGIR Conference on Research and
Development in Information Retrieval, pages 4080–
4086.

Keshav Santhanam, Omar Khattab, Jon Saad-Falcon,
Christopher Potts, and Matei Zaharia. 2021. Col-
bertv2: Effective and efficient retrieval via
lightweight late interaction. arXiv preprint
arXiv:2112.01488.

Aamir Shakir, Darius Koenig, Julius Lipp, and Sean Lee.
2024. Boost your search with the crispy mixedbread
rerank models.

Amanpreet Singh, Mike D’Arcy, Arman Cohan, Doug
Downey, and Sergey Feldman. 2022. Scirepeval:
A multi-format benchmark for scientific document
representations. arXiv preprint arXiv:2211.13308.

Guojie Song, Qingqing Long, Yi Luo, Yiming Wang,
and Yilun Jin. 2020. Deep convolutional neural net-
work based medical concept normalization. IEEE
Transactions on Big Data, 8(5):1195–1208.

Liangtai Sun, Yang Han, Zihan Zhao, Da Ma, Zhennan
Shen, Baocai Chen, Lu Chen, and Kai Yu. 2024. Sci-
eval: A multi-level large language model evaluation
benchmark for scientific research. In Proceedings
of the AAAI Conference on Artificial Intelligence,
volume 38, pages 19053–19061.

Weiwei Sun, Lingyong Yan, Xinyu Ma, Shuaiqiang
Wang, Pengjie Ren, Zhumin Chen, Dawei Yin, and
Zhaochun Ren. 2023. Is chatgpt good at search?
investigating large language models as re-ranking
agents. arXiv preprint arXiv:2304.09542.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Al-
bert, Amjad Almahairi, Yasmine Babaei, Nikolay
Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti
Bhosale, and 1 others. 2023. Llama 2: Open foun-
dation and fine-tuned chat models. arXiv preprint
arXiv:2307.09288.

Harsh Trivedi, Niranjan Balasubramanian, Tushar Khot,
and Ashish Sabharwal. 2022. Musique: Multi-
hop questions via single-hop question composition.
Transactions of the Association for Computational
Linguistics, 10:539–554.

George Tsatsaronis, Michael Schroeder, Georgios
Paliouras, Yannis Almirantis, Ion Androutsopoulos,
Eric Gaussier, Patrick Gallinari, Thierry Artieres,
Michael R Alvers, Matthias Zschunke, and 1 others.
2012. Bioasq: A challenge on large-scale biomedical
semantic indexing and question answering. In AAAI
fall symposium: Information retrieval and knowledge
discovery in biomedical text. Arlington, VA: Citeseer.

Asahi Ushio, Fernando Alva-Manchego, and Jose
Camacho-Collados. 2023. An empirical compari-
son of LM-based question and answer generation

methods. In Findings of the Association for Compu-
tational Linguistics: ACL 2023, pages 14262–14272,
Toronto, Canada. Association for Computational Lin-
guistics.

Wenhui Wang, Furu Wei, Li Dong, Hangbo Bao, Nan
Yang, and Ming Zhou. 2020. Minilm: Deep self-
attention distillation for task-agnostic compression
of pre-trained transformers. Advances in neural in-
formation processing systems, 33:5776–5788.

Xiaoxuan Wang, Ziniu Hu, Pan Lu, Yanqiao Zhu,
Jieyu Zhang, Satyen Subramaniam, Arjun R Loomba,
Shichang Zhang, Yizhou Sun, and Wei Wang.
2023. Scibench: Evaluating college-level scientific
problem-solving abilities of large language models.
arXiv preprint arXiv:2307.10635.

Zhenghao Wang, Shengquan Yan, Huaming Wang, and
Xuedong Huang. 2014. An overview of microsoft
deep qa system on stanford webquestions benchmark.
Microsoft Corporation. Microsoft Research Technical
Report MSR-TR-2014-121, 18:2014.

Di Wu, Raymond Zhang, Enrico M Zucchelli, Yongchao
Chen, and Richard Linares. 2025. Apbench and
benchmarking large language model performance
in fundamental astrodynamics problems for space
engineering. Scientific Reports, 15(1):7944.

Yuchen Yan, Peiyan Zhang, Zheng Fang, and Qingqing
Long. 2024. Inductive graph alignment prompt:
Bridging the gap between graph pre-training and in-
ductive fine-tuning from spectral perspective. In Pro-
ceedings of the ACM Web Conference 2024, pages
4328–4339.

An Yang and Baosong Yang etc. 2024. Qwen2 technical
report. arXiv preprint arXiv:2407.10671.

Xiao Yang, Kai Sun, Hao Xin, Yushi Sun, Nikita Bhalla,
Xiangsen Chen, Sajal Choudhary, Rongze Gui, Zi-
ran Jiang, Ziyu Jiang, and 1 others. 2024. Crag-
comprehensive rag benchmark. Advances in Neural
Information Processing Systems, 37:10470–10490.

Zhilin Yang, Peng Qi, Saizheng Zhang, Yoshua Ben-
gio, William W Cohen, Ruslan Salakhutdinov, and
Christopher D Manning. 2018. Hotpotqa: A dataset
for diverse, explainable multi-hop question answer-
ing. arXiv preprint arXiv:1809.09600.

Soyoung Yoon, Eunbi Choi, Jiyeon Kim, Hyeongu Yun,
Yireun Kim, and Seung-won Hwang. 2024. Listt5:
Listwise reranking with fusion-in-decoder improves
zero-shot retrieval. arXiv preprint arXiv:2402.15838.

Yue Yu, Wei Ping, Zihan Liu, Boxin Wang, Jiaxuan You,
Chao Zhang, Mohammad Shoeybi, and Bryan Catan-
zaro. 2024. Rankrag: Unifying context ranking with
retrieval-augmented generation in llms. Advances in
Neural Information Processing Systems, 37:121156–
121184.

59364

https://www.mixedbread.ai/blog/mxbai-rerank-v1
https://www.mixedbread.ai/blog/mxbai-rerank-v1
https://doi.org/10.18653/v1/2023.findings-acl.899
https://doi.org/10.18653/v1/2023.findings-acl.899
https://doi.org/10.18653/v1/2023.findings-acl.899


Gianpaolo Zammarchi, Andrea Carta, Silvia Columbu,
Luca Frigau, and Monica Musio. 2024. A sciento-
metric analysis of the effect of covid-19 on the spread
of research outputs. Quality & Quantity, 58(3):2265–
2287.

Chenghao Zhang, Qingqing Long, Ludi Wang, Wenjuan
Cui, Jianjun Yu, and Yi Du. 2026a. Cite: Bench-
marking heterogeneous text-attributed graph models.
In Proceedings of the 64th Annual Meeting of the
Association for Computational Linguistics (Volume
1: Long Papers), pages 31426–31448.

Haodong Zhang, Xinyue Wang, Tao Ren, Yifan Wang,
Siyu Yi, Fanchun Meng, Zeyu Ma, Qingqing Long,
and Wei Ju. 2026b. Fairgc: Fostering individual
and group fairness for deep graph clustering. In
Proceedings of the AAAI Conference on Artificial
Intelligence, volume 40, pages 28194–28202.

Le Zhang, Bo Wang, Xipeng Qiu, Siva Reddy, and
Aishwarya Agrawal. 2025. Rearank: Reasoning
re-ranking agent via reinforcement learning. arXiv
preprint arXiv:2505.20046.

Jiawei Zhao, Yifei Zhang, Beidi Chen, Florian Schäfer,
and Anima Anandkumar. 2023. Inrank: Incremental
low-rank learning. arXiv preprint arXiv:2306.11250.

Wanjun Zhong, Ruixiang Cui, Yiduo Guo, Yaobo Liang,
Shuai Lu, Yanlin Wang, Amin Saied, Weizhu Chen,
and Nan Duan. 2023. Agieval: A human-centric
benchmark for evaluating foundation models. arXiv
preprint arXiv:2304.06364.

Zhihong Zhu, Fan Zhang, Yunyan Zhang, Jinghan Sun,
Zhiqi Huang, Qingqing Long, Bowen Xing, and Xian
Wu. 2025a. A survey on multi-modal intent recog-
nition: Recent advances and new frontiers. EMNLP
(Findings), pages 15223–15236.

Zhihong Zhu, Yunyan Zhang, Xianwei Zhuang, Fan
Zhang, Zhongwei Wan, Yuyan Chen, Qingqing Long,
Yefeng Zheng, and Xian Wu. 2025b. Can we trust ai
doctors? a survey of medical hallucination in large
language and large vision-language models. In Find-
ings of the Association for Computational Linguistics:
ACL 2025, pages 6748–6769.

Honglei Zhuang, Zhen Qin, Rolf Jagerman, Kai Hui,
Ji Ma, Jing Lu, Jianmo Ni, Xuanhui Wang, and
Michael Bendersky. 2023. Rankt5: Fine-tuning t5
for text ranking with ranking losses. In Proceedings
of the 46th International ACM SIGIR Conference on
Research and Development in Information Retrieval,
pages 2308–2313.

Shengyao Zhuang, Xueguang Ma, Bevan Koopman,
Jimmy Lin, and Guido Zuccon. 2025. Rank-
r1: Enhancing reasoning in llm-based document
rerankers via reinforcement learning. arXiv preprint
arXiv:2503.06034.

59365



A Appendix

A.1 Related Work (Extended)
Scientific Question Answering Datasets Exist-
ing QA datasets fall into two categories: open-
domain and scientific. Open-domain datasets in-
clude Natural Questions (NQ) (Kwiatkowski et al.,
2019), TriviaQA (Joshi et al., 2017), and WebQues-
tions (Wang et al., 2014), while HotpotQA (Yang
et al., 2018) and MuSiQue (Trivedi et al., 2022)
emphasize multi-hop reasoning. In scientific do-
mains, BioASQ (Tsatsaronis et al., 2012) and Pub-
MedQA (Jin et al., 2019) target biomedical liter-
ature, while MATH (Hendrycks et al., 2021) and
AquaRat (Ling et al., 2017) evaluate mathematical
reasoning. General science benchmarks like Open-
BookQA (Mihaylov et al., 2018) and ARC (Clark
et al., 2018) combine retrieval with multi-step rea-
soning.

Prior work (Abdallah et al., 2026; Jin et al., 2025)
shows that question-related contexts help LLMs
generate more reliable answers. However, except
for PubMedQA and BioASQ, most datasets do not
provide rich contextual information and assume
relevant context is already retrieved. They fail to
simulate real-world conditions where models must
reason over noisy or misleading documents, limit-
ing their ability to evaluate rerankers.

Scientific Question Answering Benchmarks
Scientific QA benchmarks are widely used to eval-
uate LLMs. Recent benchmarks target specific do-
mains, such as APBench (Wu et al., 2025), Chem-
Bench (Mirza et al., 2024), and PHYBench (Qiu
et al., 2025), but offer limited cross-domain general-
izability. Multidisciplinary benchmarks including
SciEval (Sun et al., 2024), SciBench (Wang et al.,
2023), AGIEval (Zhong et al., 2023), SciRepE-
val (Singh et al., 2022), and SciHorizon (Qin et al.,
2025) evaluate LLMs across diverse domains and
difficulty levels. Rankify (Abdallah et al., 2026)
and FlashRAG (Jin et al., 2025) provide modular
infrastructures for RAG experimentation. However,
existing benchmarks primarily assess end-to-end
QA without isolating reranking components, while
Rankify and FlashRAG use open-domain rather
than scientific corpora.

Rerankers in Retrieval-Augmented Generated
LLMs Reranker reorders retrieved candidate doc-
uments based on deeper semantic relevance, im-
proving the accuracy and quality of the final re-
trieval results. Rerankers span several architec-

Algorithm 1: Dataset Construction Process
Input: Source scientific corpus C
Output: QA Pairs DQA, Reranking Set

Drank

1 // Step 1: Preprocessing & Indexing;
2 C ′ ← Filter abstracts: len ∈ [100, 500];
3 V ← Ebge(C

′);
4 Insert(V into Qdrant index I);
5 // Step 2: QA Generation;
6 foreach a ∈ C ′ do
7 (q1, ans1)← LMQG(a);
8 Add (q1, ans1) to Dsingle

QA ;
9 a′ ← NearestNeighbor(a, I);

10 if a′ ̸= NULL then
11 (q2, ans2)← UMQG(a, a′);
12 Add (q2, ans2) to Dmulti

QA ;

13 // Step 3: Construct Reranking Subsets;
14 foreach (q, ans) ∈ Dsingle

QA do
15 P ← DenseRetrieve(q, I, k = 100);
16 Prand ← Mix(5 · Rel, 95 · Random);
17 Pconf ← InjectConfusers(P, 10);
18 Pcfact ← InjectCounterfacts(P, 10);
19 Add (q, Prand, ans) to Drank;
20 Add (q, Pconf , ans) to Drank;
21 Add (q, Pcfact, ans) to Drank;

22 // Step 4: Final Evaluation Set;
23 Deval ← Drank ∪Dmulti

QA ;

tures. Dense cross-encoders (BGE (Chen et al.,
2024), Jina (Jina AI, 2024), BCE (NetEase Youdao,
2023), MXBAI (Shakir et al., 2024)) compute rel-
evance scores via bi-sequence encoders. Sparse
lexical models like SPLADE (Formal et al., 2021)
use term-level matching with sparsity constraints.
Lightweight alternatives like MiniLM (Wang et al.,
2020) reduce inference cost via distillation. Late-
interaction models like ColBERT (Santhanam
et al., 2021) delay token-level interaction to scor-
ing. LLM-based rerankers (RankGPT (Sun et al.,
2023), LLM2Vec (BehnamGhader et al., 2024))
leverage LLM reasoning at high computational cost.
Seq2Seq rerankers (In-Rank (Zhao et al., 2023))
use generative decoding for relevance assessment.
Listwise models (RankT5 (Zhuang et al., 2023),
ListT5 (Yoon et al., 2024)) optimize global candi-
date ordering. Twolar (Baldelli et al., 2024) trans-
fers LLM knowledge to lightweight students. Rank-
R1 (Zhuang et al., 2025) uses RL with answer-
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aware rewards. G-RAG (Dong et al., 2024) models
document connections via GNNs. Agent-based
rerankers like Rearank (Zhang et al., 2025) itera-
tively examine passages via RL.

However, existing benchmarks do not indepen-
dently evaluate these rerankers. They typically
assess end-to-end RAG systems assuming high-
quality retrieved contexts, making it difficult to
assess reranker ability to distinguish relevant from
misleading passages in scientific tasks.

A.2 Detailed Dataset Construction
Information

Source Literature We choose OpenAlex (Priem
et al., 2022) as our source data to construct our syn-
thetic scientific questions. OpenAlex is an open,
comprehensive scholarly metadata platform that
provides structured information on research papers,
authors, institutions, concepts, and more. This
database contains over 250 million works, more
than 100 million unique author profiles, and meta-
data for approximately 120,000 publication venues,
including both journals and conferences.

Dataset Construction Pseudocode Algorithm 1
outlines the dataset construction pipeline, including
abstract preprocessing, single- and multi-hop QA
pair generation, and the creation of three datasets
which designed to evaluate different challenges.

Specific Dataset Instances/Samples Here we
provide a specific dataset instances or sample,
which comprising a scientific question, its corre-
sponding golden answer, and a set of 100 contex-
tual passages. The sample is shown in the Figure 9
to Figure 11.

Dataset Statistics. Table 3 provides a detailed
breakdown of the number of QA instances across
five scientific subjects Biology, Math, Physics, Ge-
ology, and Chemistry under five distinct task types.
These task types correspond to the benchmark
datasets described previously: NC,Base,CC,Multi-
hop,SSLI.

A.3 Detailed Experimental Settings

Detailed LLM Information Detailed informa-
tion of LLM models evaluated in this paper is
shown in Table 5. These models are from 5 LLM
families, i.e., Mistral, LLaMA, DeepSeek, Qwen
and InternLM2 , with parameter sizes ranging from
7B to 72B+. This diverse set of LLMs also enables

Table 3: QA Counts for different subjects and tasks.

Subject Task Type Number

Biology

NC 2499
Base 2499
CC 2496

Multi-Hop 1246
SSLI 2497

Math

NC 2494
Base 2494
CC 2491

Multi-Hop 1631
SSLI 2493

Physics

NC 2491
Base 2491
CC 2494

Multi-Hop 1425
SSLI 2492

Geology

NC 2493
Base 2493
CC 2493

Multi-Hop 1598
SSLI 2496

Chemistry

NC 2499
Base 2499
CC 2497

Multi-Hop 1087
SSLI 2498

us to introduce a new evaluation perspective us-
ing the quality of LLM-generated answers as an
indicator for how well a reranker supports real task
performance.

Detailed Reranker Information Detailed infor-
mation of the rerankers is shown in Table 6.

Prompting Template To standardize the eval-
uation of reranking models, we adopt a unified
prompting template that guides models to gener-
ate concise answers based solely on the provided
contexts. As illustrated in Figure 8, the prompt
explicitly instructs the model to refrain from us-
ing external knowledge and to return “No Answer
Present" when no relevant information is found.

Detailed Information of Evaluation Protocols
and Metrics For rerankers, we compare the top-
ranked contexts against annotated relevance labels
to assess their ability to retrieve the most informa-
tive and factually correct passages for a given sci-
entific question. Recall@10 evaluate how many of
the known relevant passages are ranked within the
10, respectively, thus testing retrieval completeness.
For LLMs, we assess their ability to generate accu-
rate and complete answers by comparing outputs
to gold-standard answers. We use a token-level
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Table 4: Performance of LLM-based and Agent-based rerankers across various evaluation tasks (Recall)

Reranker Subject Multi-Hop NC CC SSLI Base

LLM2Vec

Bio. 33.72±0.36 32.77±0.45 31.78±0.52 31.34±0.61 31.46±0.50
Geo. 44.34±3.09 41.84±2.70 38.45±2.10 37.06±1.85 35.99±1.75

Chem. 55.28±0.84 53.75±0.88 51.35±1.10 49.39±1.05 49.45±0.90
Phy. 50.18±0.83 47.82±0.75 44.42±0.82 43.96±0.65 45.69±0.88

Math. 33.04±0.66 29.49±1.10 31.05±0.92 29.26±1.15 28.99±1.90

Rearank

Bio. 49.98±0.79 48.57±1.27 47.11±0.81 46.48±2.16 46.69±0.94
Geo. 32.56±1.36 30.73±1.92 26.71±2.38 24.83±0.84 23.48±1.17

Chem. 49.87±1.67 48.51±0.88 46.32±1.21 44.56±1.18 44.64±0.61
Phy. 52.25±0.46 49.76±0.23 46.27±0.70 45.86±0.32 47.64±0.87

Math. 51.45±1.02 45.90±1.34 48.35±0.50 45.62±1.23 45.22±3.21

Table 5: LLMs evaluated in this paper.

Model Family Size

Mistral-7B-v0.2 Mistral 7B
Mistral-24B Mistral 24B

LLaMA-7B Meta (LLaMA) 7B
LLaMA2-70B Meta (LLaMA2) 70B

DeepSeek-V3-7B DeepSeek 7B
DeepSeek-V3-671B DeepSeek 671B

Qwen-7B Qwen 7B
Qwen-32B Qwen 32B
Qwen-72B Qwen 72B

InternLM2-7B InternLM2 7B
InternLM2-20B InternLM2 20B

Table 6: RAG reranking methods evaluated in this paper.

Model Category Reranking Strategy

BGE Transformer Cross-Encoder
Jina Transformer Cross-Encoder
BCE Transformer Cross-Encoder
MXBAI Transformer Cross-Encoder

MiniLM Sentence Trans-
former

distilled self-attention

ColBert BERT late interaction mecha-
nism

In-Rank Seq2Seq model tokenizes query-
document pairs

SPLADE Sparse MLMs

RankT5 T5-based ranking losses
ListT5 T5-based m-ary tournament sort
Twolar T5-based two-step distillation

approach

LLM2Vec LLM-based LLM Embedding Sim-
ilarity

RankGPT LLM-based sliding window

Rearank Agent-based reinforcement learn-
ing

Our Prompting Template

Instructions:
You are given a question and a set of contexts. Your
task is to provide a clear and concise answer to the
question based on the contexts provided.
Answer based only on the contexts. If none are rele-
vant, say: No Answer Present.
Keep your answer short ideally within 2 sentences.
Do not include references or restate the question.
—
QUESTION: {QUESTION}
CONTEXTS: {CONTEXTS}
###
ANSWER:

Figure 8: Prompt used in the Rerank Evaluation Task

metrics:Recall, which captures how completely the
model reproduces the reference content.

Recall is computed using tokenized outputs. Let
P and T be the predicted and true token sets. Then:

Recall =
|P ∩ T |
|T | × 100,

This metrics reflect the lexical similarity between
the predicted answer and the ground truth, help-
ing to quantify completeness in LLM-generated
outputs.

Contain Answer Score evaluates whether the
gold answer content is covered within the retrieved
context passage. This is a soft semantic measure,
defined as:

ContainAnswer(A,C) =
|tokens(A) ∩ tokens(C)|

|tokens(A)|

If the overlap exceeds a predefined threshold (e.g.,
0.6), the passage is considered to contain the an-
swer. This metric is particularly useful for evaluat-
ing context sufficiency in open-domain and scien-
tific QA.
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Table 7: Performance of LLM-based and Agent-based rerankers across various evaluation tasks (Recall@10).

Reranker Subject Multi-Hop NC CC SSLI Base

LLM2Vec

Bio. 85.87±0.82 70.18±2.05 40.39±2.09 40.09±1.89 76.20±1.09
Geo. 83.80±0.75 68.00±1.85 38.50±1.90 38.20±1.60 74.00±1.10

Chem. 84.90±0.70 69.05±1.95 39.20±1.85 39.10±1.70 75.10±1.05
Phy. 81.60±0.85 66.50±1.50 37.50±1.60 37.40±1.45 72.20±1.25

Math. 82.70±0.80 67.20±1.65 37.90±1.70 37.80±1.50 73.10±1.20

Rearank

Bio. 70.35±0.43 72.68±0.31 68.42±0.64 71.43±0.85 70.33±1.92
Geo. 59.87±1.70 69.67±1.18 62.41±3.61 69.69±2.24 68.03±1.47

Chem. 69.20±1.31 70.18±1.40 68.72±0.77 67.67±1.38 68.83±1.49
Phy. 60.96±0.85 70.44±0.44 60.96±2.49 66.72±0.37 67.37±0.69

Math. 59.95±0.72 67.77±0.75 61.85±2.11 67.62±0.65 67.17±1.32

Table 8: Performance of LLM-based and Agent-based rerankers across various evaluation tasks (Recall@5).

Reranker Subject Multi-Hop NC CC SSLI Base

LLM2Vec

Bio. 68.49±7.41 66.67±6.55 21.43±4.21 15.78±3.28 64.62±6.21
Geo. 69.29±7.41 63.80±6.55 20.78±4.21 14.93±3.28 59.84±6.21

Chem. 66.66±7.41 62.82±6.55 20.26±4.21 14.63±3.28 59.99±6.21
Phy. 66.62±7.41 63.31±6.55 20.38±4.21 14.78±3.28 61.17±6.21

Math. 67.56±7.41 62.62±6.55 19.92±4.21 14.52±3.28 62.00±6.21

Rearank

Bio. 38.65±3.09 63.26±0.96 54.85±0.67 55.01±0.84 51.81±2.01
Geo. 36.79±0.45 62.45±0.89 55.49±0.78 54.75±1.03 52.76±1.32

Chem. 36.51±1.92 61.11±1.15 53.20±1.58 53.29±1.53 52.44±0.65
Phy. 36.51±3.81 61.41±0.73 53.92±1.34 53.49±0.37 51.37±1.61

Math. 37.28±1.81 60.39±0.93 54.07±2.63 53.14±1.36 53.28±2.30

Recall@10 compute how many relevant contexts
are successfully retrieved within the top-k results:

Recall@k =
# relevant items in top k

Total relevant items
× 100

Recall@5 follows the same formulation with
k = 5, evaluating whether the top-5 results contain
sufficient relevant passages:

Recall@5 =
# relevant items in top 5

Total relevant items
× 100

Average Precision (AP) measures the precision
averaged over all recall levels, rewarding models
that rank relevant passages higher:

AP =
1

N

10∑

r=1

Precision@r × rel(r)

where N is the total number of relevant passages in
the candidate set and rel(r) indicates whether the
passage at rank r is relevant.

Mean Reciprocal Rank (MRR) evaluates how
quickly the first relevant passage is retrieved:

MRR =
1

rankfirst relevant

where rankfirst relevant is the position of the first rele-
vant passage in the ranked list.

A.4 Checklist

Scientific Artifacts This study incorporates var-
ious pre-trained models and public datasets, with
strict adherence to their respective licensing terms.
Specifically, BCE, Jina, In-Ranker, MXBAI,
RankT5, RankGPT, and Rearank are distributed
under the Apache 2.0 License; BGE, ColBERT,
Twolar, and LLM2Vec use the MIT License;
SPLADE is available under CC BY-NC-SA 4.0;
and the OpenAlex corpus is released under CC0.
LLaMA 2 is utilized in compliance with the
LLaMA 2 Community License. For MiniLM and
ListT5, explicit license details were not publicly
available at the time of experimentation; these mod-
els were used solely for benchmark evaluation. All
artifacts are employed within their intended scope
and license boundaries. The evaluation corpus con-
sists exclusively of publicly accessible English sci-
entific abstracts, and we verify that it contains no
personally identifiable information (PII) or sensi-
tive data.

Parameters & Reproducibility Model weights
for closed-source systems and certain proprietary
rerankers are not publicly disclosed by their origi-
nal developers. For open source baselines, we used
official checkpoints and default configurations as
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Table 9: Performance of LLM-based and Agent-based rerankers across various evaluation tasks (AP).

Reranker Subject Multi-Hop NC CC SSLI Base

LLM2Vec

Bio. 51.60±7.85 55.55±5.61 18.85±3.36 14.83±1.91 58.55±5.56
Geo. 50.86±7.85 54.03±5.61 18.14±3.36 13.94±1.91 53.93±5.56

Chem. 49.96±7.85 53.27±5.61 18.32±3.36 13.94±1.91 55.07±5.56
Phy. 50.22±7.85 53.71±5.61 18.71±3.36 14.13±1.91 55.37±5.56

Math. 51.10±7.85 53.46±5.61 18.12±3.36 13.80±1.91 56.48±5.56

Rearank

Bio. 36.57±2.69 48.28±1.07 51.16±0.62 51.82±0.82 48.91±2.01
Geo. 33.63±0.87 51.93±1.53 53.25±1.26 52.51±0.90 50.58±1.49

Chem. 34.01±2.59 47.14±1.73 49.96±1.35 50.05±1.15 49.60±1.32
Phy. 34.64±3.66 46.78±0.37 50.75±1.24 50.47±0.10 49.01±1.50

Math. 35.13±1.60 48.32±0.80 51.53±2.30 50.47±1.41 51.02±2.37

Table 10: Performance of LLM-based and Agent-based rerankers across various evaluation tasks (MRR).

Reranker Subject Multi-Hop NC CC SSLI Base

LLM2Vec

Bio. 0.52±0.08 0.55±0.06 0.19±0.05 0.14±0.01 0.58±0.06
Geo. 0.51±0.08 0.54±0.06 0.18±0.05 0.13±0.01 0.54±0.06

Chem. 0.49±0.08 0.53±0.06 0.18±0.05 0.13±0.01 0.54±0.06
Phy. 0.50±0.08 0.53±0.06 0.18±0.05 0.13±0.01 0.55±0.06

Math. 0.51±0.08 0.53±0.06 0.18±0.05 0.13±0.01 0.56±0.06

Rearank

Bio. 0.38±0.03 0.54±0.01 0.52±0.01 0.53±0.01 0.50±0.02
Geo. 0.35±0.01 0.55±0.02 0.54±0.01 0.54±0.01 0.52±0.02

Chem. 0.35±0.03 0.54±0.02 0.51±0.02 0.51±0.01 0.51±0.01
Phy. 0.36±0.04 0.54±0.00 0.52±0.01 0.51±0.00 0.50±0.01

Math. 0.37±0.01 0.54±0.01 0.52±0.02 0.52±0.01 0.52±0.02

provided by the authors. To ensure reproducibil-
ity of text processing and metric computation, all
experiments utilized nltk==3.8.1.

A.5 Detailed Experimental Results
Detailed main results are shown in Table 11 , Ta-
ble 12 , Table 13 , Table 14 , Table 15 , Table 16 .
These tables report the performance metrics of var-
ious rerankers across multiple tasks and subjects
under two different backbone LLMs, Qwen and
LLaMA. The comparison highlights the general
effectiveness and robustness of the rerankers, with
only minor performance variations across subjects,
suggesting that the models generalize well across
domains. In addition, Tables 4, Tables 7, Tables 8,
Tables 9, and Tables 10 compare two representative
reranking approaches: the LLM-based LLM2Vec
and the agent-based Rearank. This table offers a
more focused analysis of how rerankers with differ-
ent architectural designs and inference paradigms
perform under the same evaluation settings. To-
gether, these results provide a comprehensive view
of reranker behavior across model types, task types,
and subject domains, serving as a reference for
future system design and benchmarking.
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Table 11: Performance of different rerankers across various evaluation tasks (Qwen-70B,Recall)

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 55.08±2.62 53.57±2.20 51.66±0.48 51.89±1.40 63.48±0.57
Geo. 52.44±1.23 51.84±1.53 48.94±1.01 48.14±1.73 60.20±0.42

Chem. 53.62±2.08 52.65±0.81 49.74±1.22 49.44±2.50 59.61±0.75
Phy. 49.77±0.90 51.93±1.66 45.32±1.12 46.05±1.45 61.94±0.74

Math. 52.51±1.48 52.38±0.18 49.26±1.47 47.84±1.52 62.14±2.30

BGE

Bio. 54.55±1.70 53.56±2.00 55.52±0.79 54.56±1.16 64.74±0.71
Geo. 51.13±0.84 52.25±1.18 52.99±0.59 51.37±1.17 60.91±0.57

Chem. 52.15±1.62 53.00±0.55 52.88±1.55 51.01±0.89 60.47±1.39
Phy. 50.45±0.23 52.57±1.47 49.00±1.60 50.37±1.43 61.66±0.73

Math. 51.45±1.69 52.70±0.29 52.43±0.94 50.92±1.61 62.16±1.63

Jina

Bio. 51.52±1.78 53.89±1.87 53.22±0.83 51.87±1.28 62.85±0.78
Geo. 47.44±0.95 51.99±1.41 50.92±0.89 49.92±1.36 60.26±0.61

Chem. 49.74±1.16 52.54±0.73 52.20±1.45 51.97±2.40 59.20±0.79
Phy. 47.53±1.19 52.01±1.46 48.35±1.62 49.67±2.22 60.33±0.69

Math. 51.69±1.17 52.76±0.32 52.37±0.54 51.28±1.37 61.30±1.77

ListT5

Bio. 21.08±1.46 26.13±1.46 27.08±0.89 27.08±1.58 29.68±0.46
Geo. 13.90±1.38 28.28±1.05 16.38±1.19 14.16±1.82 16.14±0.44

Chem. 13.25±1.25 17.90±0.98 12.70±0.90 2.61±1.84 15.22±0.80
Phy. 13.45±1.38 22.41±1.42 14.09±1.21 13.87±1.85 13.83±0.79

Math. 13.66±1.19 28.64±0.98 14.99±1.01 14.17±1.71 15.11±0.66

MiniLM

Bio. 52.95±2.53 53.72±1.92 51.17±1.41 51.29±1.65 63.92±0.94
Geo. 48.78±0.38 51.75±1.74 48.82±1.30 48.18±2.28 60.29±0.70

Chem. 50.87±2.57 52.67±0.67 49.22±2.01 48.64±1.78 59.44±0.59
Phy. 46.71±1.17 52.24±1.70 45.25±0.74 46.55±3.55 60.98±0.66

Math. 49.64±1.64 52.77±0.69 49.15±0.48 47.83±2.21 61.75±0.50

RankT5

Bio. 52.12±1.44 52.34±1.42 52.30±0.93 51.80±1.59 63.27±0.50
Geo. 52.27±1.37 52.61±1.08 49.77±1.18 50.52±1.78 62.41±0.49

Chem. 52.72±1.27 52.52±1.02 51.02±0.94 51.28±1.80 62.66±0.79
Phy. 51.10±1.38 52.83±1.38 48.76±1.20 50.35±1.81 63.76±0.78

Math. 52.10±1.22 52.12±1.02 51.43±1.03 51.25±1.70 62.55±0.67

SPLADE

Bio. 46.55±1.40 52.57±1.06 44.68±1.25 46.40±1.46 61.23±0.68
Geo. 47.71±1.49 52.85±1.08 43.48±0.91 44.48±1.54 60.71±0.62

Chem. 47.10±1.30 52.95±1.43 44.30±1.12 44.72±1.51 59.97±0.61
Phy. 45.73±1.21 52.35±1.47 42.02±1.14 43.86±1.43 62.10±0.51

Math. 45.93±1.29 52.95±1.47 44.85±1.15 44.89±1.87 60.59±0.92

Twolar

Bio. 53.69±1.41 53.53±2.04 56.17±0.72 57.24±1.11 63.55±0.84
Geo. 50.78±0.42 52.05±1.76 55.36±0.96 53.59±1.30 61.12±0.54

Chem. 52.02±2.02 53.05±0.69 54.20±1.66 53.40±0.85 60.13±0.48
Phy. 49.57±1.20 52.40±1.70 51.65±0.90 52.19±1.05 61.91±0.37

Math. 52.10±1.39 53.07±0.47 54.33±0.23 52.90±1.60 62.43±0.41

ColBert

Bio. 53.35±1.96 53.63±1.98 44.92±0.32 44.38±0.74 62.87±0.69
Geo. 50.35±0.93 51.60±1.75 41.09±0.51 40.27±1.68 60.32±0.26

Chem. 52.07±1.80 52.82±0.65 42.12±1.04 42.24±1.51 58.96±0.88
Phy. 49.25±1.09 52.30±1.38 40.30±0.74 39.19±2.83 61.10±0.46

Math. 51.12±0.79 52.68±0.26 41.97±0.82 41.25±2.11 61.74±0.70

MXBAI

Bio. 53.56±3.25 53.62±1.71 57.18±0.53 58.40±0.96 62.25±0.67
Geo. 49.26±1.22 51.72±1.48 56.45±0.43 55.40±1.63 59.67±0.64

Chem. 51.43±1.56 53.05±0.59 54.29±1.12 55.42±1.05 58.83±0.47
Phy. 48.57±0.74 52.29±1.82 53.33±0.34 54.45±1.89 61.09±0.70

Math. 50.29±2.11 52.92±0.16 56.61±0.44 54.39±2.41 61.02±0.40

In-Rank

Bio. 54.45±1.46 53.64±1.75 53.92±1.13 53.81±1.17 63.96±0.99
Geo. 51.08±1.04 51.87±1.64 52.46±0.78 51.40±0.54 60.65±0.06

Chem. 53.08±1.68 52.76±0.59 52.44±1.87 51.66±0.98 59.67±0.94
Phy. 50.41±0.86 52.20±1.23 49.11±1.03 48.59±2.62 61.44±0.76

Math. 52.37±1.38 52.66±0.31 52.95±0.25 51.28±2.12 62.14±0.55

59371



Table 12: Performance of different rerankers across various evaluation tasks (LLaMA2-70B,Recall)

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 48.97±1.83 51.82±0.48 49.73±0.89 50.50±1.35 60.57±0.48
Geo. 50.32±1.20 51.94±0.70 47.85±0.95 48.30±1.40 59.12±0.65

Chem. 50.40±1.15 51.40±0.60 48.92±1.05 49.40±1.20 58.84±0.73
Phy. 48.36±1.32 51.55±0.88 45.21±0.90 46.82±1.48 61.78±1.12

Math. 49.55±1.18 51.68±1.12 49.50±1.00 48.96±1.33 60.88±1.40

BGE

Bio. 52.08±1.66 52.84±0.36 52.32±1.25 53.63±1.10 60.95±0.74
Geo. 51.67±1.45 52.67±0.59 49.35±0.83 51.48±1.18 60.42±0.55

Chem. 51.74±1.30 52.40±0.64 50.23±1.00 51.92±1.35 60.26±0.88
Phy. 50.86±1.17 52.55±0.74 47.96±1.08 50.12±1.29 62.20±1.15

Math. 52.11±1.25 52.69±0.77 51.12±0.91 52.23±1.31 61.03±1.20

Jina

Bio. 47.34±1.38 53.19±0.67 52.00±0.65 51.41±1.55 60.38±1.19
Geo. 47.67±1.05 52.51±0.74 49.28±1.10 49.21±1.40 59.01±1.30

Chem. 48.20±1.25 52.13±0.85 50.01±1.03 49.97±1.32 58.32±1.20
Phy. 46.33±1.36 52.60±0.92 47.39±1.07 47.88±1.45 61.14±1.08

Math. 47.75±1.12 52.88±0.68 50.23±1.01 49.66±1.44 60.42±1.22

ListT5

Bio. 16.70±0.29 25.82±1.73 25.69±1.19 26.42±0.42 26.23±1.57
Geo. 10.19±2.28 27.20±1.56 15.39±0.56 13.54±1.01 12.83±0.81

Chem. 8.60±0.72 16.51±0.90 11.21±0.61 2.06±0.32 11.42±0.99
Phy. 8.80±0.77 20.97±0.95 12.28±0.82 12.01±1.32 10.95±0.85

Math. 9.17±1.19 28.30±1.46 13.68±0.74 13.41±0.94 12.71±0.89

MiniLM

Bio. 48.14±1.91 51.68±0.32 49.83±0.35 50.19±1.59 60.56±0.83
Geo. 49.20±1.45 51.33±0.39 47.55±0.67 48.72±1.51 59.37±0.61

Chem. 48.97±1.33 51.11±0.45 48.40±0.58 49.45±1.34 59.06±0.78
Phy. 47.25±1.12 51.26±0.52 45.71±0.62 46.91±1.47 61.34±0.91

Math. 48.45±1.28 51.38±0.48 48.73±0.59 49.18±1.46 60.61±0.85

RankT5

Bio. 49.45±2.88 52.41±0.61 51.07±0.03 51.33±1.57 60.49±0.21
Geo. 50.11±2.02 52.10±0.57 48.84±0.72 50.08±1.49 59.73±0.42

Chem. 49.85±1.89 51.78±0.62 49.71±0.60 50.89±1.40 59.61±0.64
Phy. 48.23±1.74 52.05±0.68 47.22±0.65 48.98±1.47 61.41±0.72

Math. 49.35±2.03 52.17±0.66 50.26±0.51 50.70±1.35 60.55±0.85

SPLADE

Bio. 45.21±1.67 52.62±0.56 43.96±0.75 45.38±1.35 59.05±0.52
Geo. 45.62±1.21 52.38±0.67 42.41±0.89 43.76±1.50 58.30±0.40

Chem. 45.95±1.00 52.12±0.74 42.85±0.93 44.44±1.42 57.78±0.60
Phy. 44.16±1.09 52.33±0.59 40.92±0.95 42.88±1.51 60.22±0.73

Math. 44.90±1.30 52.50±0.62 43.50±0.88 44.48±1.53 59.11±0.90

Twolar

Bio. 50.66±2.18 52.57±0.87 54.50±0.27 55.16±0.89 60.15±0.04
Geo. 51.12±1.55 52.44±0.72 51.58±0.61 52.75±0.91 59.40±0.27

Chem. 51.30±1.29 52.13±0.64 52.62±0.52 53.66±0.97 59.23±0.32
Phy. 50.20±1.46 52.34±0.67 50.15±0.59 51.41±0.86 61.55±0.58

Math. 50.89±1.34 52.47±0.71 53.22±0.44 53.83±0.87 60.33±0.61

ColBert

Bio. 49.23±1.92 52.52±1.24 43.49±0.51 44.99±1.50 59.76±1.50
Geo. 49.40±1.63 52.39±1.05 41.88±0.94 43.57±1.65 58.91±1.42

Chem. 49.10±1.45 52.15±1.12 42.41±0.92 44.15±1.49 58.73±1.35
Phy. 48.11±1.76 52.28±1.09 40.55±0.87 42.28±1.62 61.12±1.23

Math. 48.80±1.81 52.36±1.18 43.12±0.83 44.09±1.63 59.81±1.38

MXBAI

Bio. 49.18±2.16 53.41±0.27 55.75±0.87 56.04±1.19 59.77±1.65
Geo. 49.55±1.88 53.22±0.40 53.01±0.66 53.83±1.24 58.89±1.53

Chem. 49.62±1.42 52.95±0.47 54.12±0.74 54.49±1.13 58.70±1.40
Phy. 48.58±1.36 53.20±0.54 52.46±0.68 52.76±1.22 61.33±1.45

Math. 49.35±1.63 53.33±0.51 55.12±0.59 54.88±1.20 59.89±1.52

In-Rank

Bio. 51.47±2.23 53.30±1.08 51.80±0.62 52.73±1.31 59.95±0.25
Geo. 51.91±1.89 53.01±0.92 49.50±0.55 50.62±1.24 59.20±0.33

Chem. 51.86±1.74 52.60±0.89 50.36±0.47 51.31±1.25 59.10±0.41
Phy. 50.78±1.60 52.96±1.02 48.42±0.51 49.66±1.31 61.48±0.35

Math. 51.55±1.95 53.13±1.00 51.02±0.46 51.40±1.29 60.01±0.39
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Table 13: Performance of different rerankers across various evaluation tasks Recall@10

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 92.09±0.50 73.17±0.45 74.57±0.58 74.77±0.49 86.64±0.72
Geo. 88.83±1.49 68.72±1.32 70.48±1.92 70.44±0.69 81.05±1.47

Chem. 90.56±0.23 69.93±1.50 71.62±1.00 71.67±1.84 82.42±1.86
Phy. 86.20±0.95 66.72±0.37 68.40±0.75 68.12±0.50 78.95±1.20

Math. 87.17±1.31 67.77±1.12 69.12±1.18 69.20±0.75 79.67±1.32

BGE

Bio. 92.75±0.52 73.55±0.76 79.33±0.70 80.53±0.43 88.03±0.96
Geo. 90.65±1.20 69.12±1.25 74.85±1.50 75.05±1.80 82.80±1.35

Chem. 91.99±0.60 70.44±1.69 76.43±0.98 76.33±2.40 83.94±1.46
Phy. 88.80±1.05 66.85±0.95 72.90±1.10 72.80±1.20 80.50±1.15

Math. 89.90±1.10 67.78±1.10 73.50±1.30 73.70±1.50 81.35±1.25

Jina

Bio. 88.97±2.41 73.50±0.63 75.03±0.63 75.48±0.75 86.52±0.46
Geo. 87.15±1.30 68.20±1.15 72.55±1.45 72.95±1.85 81.90±1.45

Chem. 88.31±0.65 69.80±1.36 73.92±0.51 73.77±2.70 82.58±1.54
Phy. 84.85±1.10 66.20±0.95 70.35±0.95 70.80±1.20 79.80±1.25

Math. 85.90±1.20 67.10±1.05 71.20±1.10 71.50±1.45 80.50±1.30

ListT5

Bio. 23.24±1.54 18.80±0.97 16.32±1.92 18.30±1.29 18.40±0.54
Geo. 23.10±1.80 15.50±1.10 15.00±1.50 15.00±1.10 15.10±0.95

Chem. 24.98±2.62 15.82±1.29 15.71±1.67 15.71±1.17 15.65±1.07
Phy. 21.90±1.60 14.70±1.00 14.10±1.35 14.20±0.95 14.30±0.85

Math. 22.40±1.70 15.00±1.05 14.50±1.40 14.50±1.00 14.60±0.90

MiniLM

Bio. 86.23±1.49 72.95±0.57 73.67±0.50 74.37±0.19 87.30±1.14
Geo. 83.90±1.20 68.00±1.10 70.20±1.10 69.20±1.25 81.90±1.25

Chem. 84.58±1.14 69.71±1.37 71.47±1.37 70.47±3.44 82.81±1.39
Phy. 81.95±1.10 66.40±0.95 68.10±0.95 67.50±1.00 80.10±1.15

Math. 82.85±1.15 67.25±1.05 69.00±1.05 68.15±1.10 80.95±1.20

RankT5

Bio. 92.98±0.91 73.63±0.45 76.23±1.84 76.93±0.51 88.12±0.44
Geo. 90.25±1.10 68.90±1.35 72.50±1.40 73.10±1.85 82.70±1.30

Chem. 91.48±1.02 70.14±1.60 73.92±0.71 74.42±2.15 83.91±1.32
Phy. 87.85±0.95 66.70±1.05 70.50±1.00 70.90±1.40 80.60±1.20

Math. 88.90±1.05 67.60±1.20 71.20±1.15 71.80±1.60 81.45±1.25

SPLADE

Bio. 89.16±1.18 73.42±0.75 64.31±1.60 65.57±1.00 85.99±0.90
Geo. 87.10±0.80 68.50±1.25 58.20±1.20 58.90±1.80 81.50±1.10

Chem. 88.49±0.13 70.22±1.67 59.91±0.75 60.46±3.47 82.86±1.25
Phy. 84.80±0.70 66.50±0.95 56.80±0.95 57.00±1.40 79.60±1.00

Math. 85.90±0.75 67.50±1.10 57.50±1.05 57.80±1.55 80.50±1.05

Twolar

Bio. 92.61±0.74 74.22±0.83 82.23±0.78 83.93±0.44 88.44±0.88
Geo. 90.10±0.90 69.10±1.40 78.90±0.85 78.30±1.50 82.90±1.20

Chem. 91.20±1.05 70.78±1.84 80.23±0.60 80.53±1.70 84.06±1.33
Phy. 87.85±0.80 66.90±1.10 76.80±0.70 75.00±1.20 80.35±1.00

Math. 88.95±0.85 67.80±1.25 77.60±0.75 76.70±1.35 81.20±1.10

ColBert

Bio. 90.36±1.57 73.67±0.68 63.51±0.77 64.91±0.14 86.69±0.74
Geo. 87.10±0.75 68.90±1.25 57.90±0.85 56.80±1.70 81.10±1.10

Chem. 88.83±0.73 70.27±1.81 59.11±0.70 57.71±2.86 82.41±1.13
Phy. 84.80±0.65 66.40±0.95 55.90±0.65 55.10±1.35 79.50±1.00

Math. 85.95±0.70 67.50±1.10 56.70±0.75 55.90±1.50 80.20±1.05

MAXBAI

Bio. 90.02±1.31 73.97±0.62 82.63±0.86 84.18±1.24 86.39±0.43
Geo. 86.80±1.00 68.90±1.30 79.20±0.75 78.30±1.20 81.50±1.20

Chem. 88.03±0.91 70.47±1.79 80.78±0.42 80.88±1.16 82.78±1.29
Phy. 84.50±0.85 66.40±1.10 77.20±0.65 75.80±1.00 79.60±1.00

Math. 85.60±0.90 67.50±1.20 78.00±0.70 76.90±1.10 80.40±1.10

In-Rank

Bio. 93.01±0.20 73.42±0.56 77.53±1.37 78.83±0.80 87.39±0.44
Geo. 90.75±0.50 68.90±1.20 74.20±1.05 73.80±1.20 81.50±1.10

Chem. 91.90±0.34 70.23±1.54 75.93±0.79 75.63±1.24 83.06±0.91
Phy. 88.55±0.40 66.40±1.05 72.30±0.90 71.50±1.05 79.50±0.95

Math. 89.60±0.45 67.50±1.10 73.10±0.95 72.20±1.10 80.50±1.00
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Table 14: Performance of different rerankers across various evaluation tasks (Recall@5)

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 69.41±1.42 62.68±0.65 52.73±0.50 52.01±1.57 71.76±1.39
Geo. 70.05±1.35 61.89±0.99 52.79±1.16 53.03±2.45 67.81±1.09

Chem. 67.62±1.96 60.37±1.56 49.18±0.52 50.17±1.86 68.47±1.48
Phy. 68.47±3.12 60.83±1.01 48.63±0.63 50.56±0.52 70.04±2.28

Math. 68.45±0.84 60.52±2.11 46.52±1.28 45.62±2.95 69.61±2.18

BGE

Bio. 72.45±1.19 62.98±0.92 60.40±1.27 60.50±1.63 73.88±1.62
Geo. 72.17±1.92 61.90±0.88 59.79±1.46 58.25±1.41 68.97±1.19

Chem. 71.13±1.79 60.35±1.49 57.60±1.12 57.81±3.20 70.64±1.92
Phy. 71.20±2.07 60.86±0.89 56.20±1.58 56.84±0.15 70.72±1.60

Math. 71.51±0.81 60.55±2.06 55.17±2.82 56.42±1.26 71.23±2.25

Jina

Bio. 66.01±1.04 62.23±0.42 55.10±0.98 54.11±1.48 71.33±1.25
Geo. 67.43±0.56 61.74±1.06 57.57±0.72 57.23±1.00 67.51±1.62

Chem. 65.63±1.28 60.19±1.55 55.22±0.64 54.51±2.92 68.86±2.08
Phy. 66.39±2.27 60.92±0.81 55.79±1.69 57.02±0.16 68.94±1.46

Math. 66.26±1.62 60.28±2.16 54.20±1.99 54.50±1.45 69.72±1.07

ListT5

Bio. 3.35±0.46 8.71±0.86 2.42±0.23 2.72±0.88 2.67±0.39
Geo. 3.64±0.69 5.72±0.82 1.97±0.52 2.25±0.79 2.06±0.47

Chem. 3.36±0.71 6.57±0.23 2.20±0.42 1.86±0.09 1.66±0.62
Phy. 3.00±0.56 6.49±0.45 2.17±0.20 1.39±0.27 2.08±0.29

Math. 3.32±0.21 5.96±0.89 2.62±0.66 1.96±0.47 2.16±0.63

MiniLM

Bio. 60.95±0.49 62.57±0.54 52.35±0.74 50.66±0.86 72.31±1.72
Geo. 62.64±1.76 61.84±0.82 50.67±0.70 50.42±1.99 67.71±0.98

Chem. 58.01±1.72 59.94±1.54 49.12±2.22 47.66±4.36 68.52±1.84
Phy. 58.80±3.77 60.69±0.91 48.46±1.27 49.80±0.49 68.82±1.15

Math. 58.29±0.56 60.31±2.42 46.38±0.73 46.83±0.56 69.84±1.71

RankT5

Bio. 71.69±2.08 62.80±0.67 62.32±2.64 59.95±1.71 73.57±1.64
Geo. 71.92±1.40 62.41±1.64 56.61±5.01 54.95±2.10 69.08±1.18

Chem. 69.50±2.53 60.70±1.31 61.45±2.51 57.27±3.05 70.78±1.76
Phy. 70.96±2.51 60.68±1.15 60.68±1.79 60.94±5.16 70.70±1.38

Math. 70.73±1.05 61.00±2.71 54.48±2.66 58.51±4.53 72.21±2.34

SPLADE

Bio. 64.76±1.14 62.89±1.03 51.90±4.83 50.60±1.90 70.15±1.98
Geo. 65.60±1.23 62.16±1.46 51.89±7.03 35.51±2.53 67.51±1.21

Chem. 62.60±1.53 60.41±2.07 47.39±1.65 44.09±5.80 68.29±2.25
Phy. 63.88±2.65 61.27±1.00 49.21±2.09 47.34±6.42 67.74±1.30

Math. 65.54±0.43 60.88±2.54 43.74±1.22 45.17±3.62 68.54±2.49

Twolar

Bio. 70.74±1.85 62.95±0.95 64.36±1.40 64.10±1.86 73.16±1.62
Geo. 70.13±1.33 62.03±0.78 61.90±1.12 61.49±2.05 68.45±1.06

Chem. 67.84±1.95 60.35±1.74 61.61±1.00 63.15±2.61 69.56±1.58
Phy. 68.54±1.74 60.91±1.05 63.00±2.24 62.16±0.86 70.52±0.81

Math. 69.75±0.54 60.48±2.32 61.23±2.23 60.38±0.38 70.70±2.17

ColBert

Bio. 66.03±0.86 62.89±0.77 36.37±0.21 36.13±0.80 70.87±1.57
Geo. 67.62±2.22 61.84±0.84 35.46±0.85 35.12±1.66 67.06±0.94

Chem. 65.57±2.07 60.48±1.54 30.79±0.12 31.21±1.86 68.71±2.43
Phy. 65.88±2.01 60.87±0.85 33.35±1.44 33.96±1.01 69.47±0.93

Math. 66.41±1.11 60.56±2.32 31.64±1.98 33.29±3.75 70.36±2.11

MAXBAI

Bio. 65.56±1.49 63.06±0.94 64.20±0.97 64.91±1.37 71.37±1.37
Geo. 62.86±1.37 62.08±1.00 63.73±1.21 63.95±2.05 66.42±1.24

Chem. 62.30±3.17 60.38±1.56 62.87±0.88 64.25±2.06 67.75±1.65
Phy. 62.64±3.07 61.08±0.75 63.24±1.45 64.10±0.39 67.70±1.42

Math. 62.47±0.54 60.82±1.80 62.77±2.55 62.42±1.89 69.11±2.06

In-Rank

Bio. 71.68±1.10 63.04±0.86 58.56±0.73 57.69±1.21 72.19±0.90
Geo. 71.39±0.85 62.05±0.93 59.22±0.52 58.09±0.93 67.95±1.31

Chem. 68.97±1.82 60.43±1.60 57.34±0.15 56.44±2.64 69.44±2.00
Phy. 69.27±2.37 61.16±1.04 56.85±1.01 57.20±0.25 69.62±1.04

Math. 70.38±1.12 60.53±2.30 56.35±0.58 55.65±1.49 70.82±0.98
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Table 15: Performance of different rerankers across various evaluation tasks (AP)

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 61.40±1.08 59.29±0.39 45.74±1.20 44.97±1.71 69.50±2.02
Geo. 60.27±0.98 59.95±0.85 44.67±0.61 45.82±1.57 66.07±0.50

Chem. 58.74±1.62 58.10±1.69 43.67±1.15 43.67±2.20 67.43±1.46
Phy. 59.06±4.33 58.53±0.72 43.55±0.66 44.79±1.08 68.55±1.90

Math. 59.58±0.32 58.62±2.08 41.63±0.62 41.48±1.28 68.50±1.87

BGE

Bio. 62.01±0.67 60.47±0.31 54.96±0.96 55.52±1.09 73.85±2.06
Geo. 62.27±0.59 60.55±0.70 53.85±0.25 53.35±1.89 68.75±0.91

Chem. 59.59±1.84 58.79±1.73 53.49±0.67 53.53±2.45 70.20±1.74
Phy. 60.38±3.63 59.35±0.67 52.81±0.91 53.44±0.23 70.41±1.74

Math. 61.10±1.16 59.47±2.04 51.67±1.24 51.71±0.99 71.35±1.88

Jina

Bio. 56.86±0.59 58.83±0.17 49.14±0.76 49.01±0.81 70.16±1.75
Geo. 56.53±0.24 59.23±0.84 51.42±0.39 50.88±2.03 66.22±1.25

Chem. 56.29±2.53 57.79±1.95 50.37±0.55 49.98±1.85 68.27±1.93
Phy. 57.21±3.63 58.68±0.64 52.04±0.78 52.48±0.34 68.39±1.02

Math. 56.94±1.73 58.45±2.16 50.30±1.67 49.52±0.71 68.89±1.07

ListT5

Bio. 2.59±0.11 6.53±0.75 1.77±0.11 1.97±0.51 1.97±0.28
Geo. 2.31±0.13 4.13±0.66 1.30±0.23 1.68±0.47 1.38±0.14

Chem. 2.38±0.41 5.13±0.22 1.57±0.20 1.45±0.14 1.35±0.38
Phy. 2.29±0.23 4.91±0.55 1.55±0.10 1.02±0.10 1.40±0.17

Math. 2.63±0.32 4.54±0.58 1.70±0.06 1.58±0.08 1.60±0.23

MiniLM

Bio. 51.83±0.29 59.60±0.29 46.10±0.43 44.80±0.92 70.53±2.10
Geo. 53.26±0.53 59.71±0.72 44.79±0.27 44.70±1.18 65.88±1.12

Chem. 50.75±3.24 57.30±1.53 43.98±1.30 43.65±3.02 67.24±1.79
Phy. 50.48±3.73 58.68±0.86 44.20±0.89 45.17±0.66 67.92±0.76

Math. 50.94±0.61 58.72±1.99 42.28±0.98 42.30±0.97 69.08±1.58

RankT5

Bio. 61.90±1.41 60.23±0.31 52.53±2.19 54.17±0.57 73.06±1.79
Geo. 61.60±0.95 60.74±1.28 50.09±4.74 48.80±2.01 68.58±0.89

Chem. 59.90±2.28 59.08±1.49 55.65±2.77 51.90±2.19 70.35±1.88
Phy. 60.37±4.01 58.99±0.66 57.14±1.68 55.31±4.42 70.11±0.87

Math. 61.14±0.79 59.63±2.66 49.95±1.53 52.55±3.95 71.25±1.94

SPLADE

Bio. 52.07±0.34 58.74±0.42 42.24±3.32 41.91±2.18 66.92±2.05
Geo. 51.03±0.29 59.39±1.09 41.29±5.31 29.74±2.25 65.15±0.86

Chem. 51.03±2.04 57.61±2.24 40.89±2.09 36.68±3.02 65.76±2.48
Phy. 51.47±3.08 58.47±0.45 43.18±3.87 39.23±6.00 65.21±0.83

Math. 52.43±0.55 58.08±2.47 39.96±3.20 37.25±2.58 65.56±1.86

Twolar

Bio. 58.24±1.07 60.03±0.56 59.62±1.17 59.66±1.66 72.08±1.93
Geo. 57.40±0.37 60.10±0.76 57.06±0.60 55.93±2.05 67.47±1.10

Chem. 55.93±2.64 58.47±1.71 57.87±0.66 58.77±2.23 69.56±1.64
Phy. 57.03±2.73 59.25±0.98 59.15±1.01 58.87±0.26 69.79±0.89

Math. 57.49±1.40 59.28±2.08 57.22±1.67 56.35±1.56 70.18±1.68

ColBert

Bio. 54.45±0.93 59.36±0.37 29.70±0.71 29.72±0.68 68.81±1.74
Geo. 54.94±0.99 59.61±0.60 28.80±0.64 28.54±1.43 65.46±0.50

Chem. 54.33±2.67 57.87±1.36 26.57±0.21 26.27±1.03 66.98±2.00
Phy. 54.04±3.22 58.72±0.83 29.35±0.54 29.41±0.29 67.75±0.74

Math. 54.72±0.52 58.77±2.29 28.68±1.12 27.38±2.72 68.47±1.42

MAXBAI

Bio. 56.42±1.54 59.10±0.87 60.47±0.82 62.19±1.31 68.65±1.74
Geo. 55.48±1.64 59.53±0.90 59.37±1.02 59.80±1.88 64.12±0.69

Chem. 55.19±2.54 57.88±2.03 60.45±0.97 61.35±1.98 66.37±2.12
Phy. 55.36±3.24 58.66±0.84 60.45±0.38 60.62±0.50 66.64±1.37

Math. 54.07±0.50 58.61±1.79 60.22±3.21 59.45±2.20 67.56±2.02

In-Rank

Bio. 61.09±0.33 59.60±0.42 52.46±0.11 53.13±0.87 71.43±2.11
Geo. 60.45±0.67 60.37±0.75 54.23±0.30 52.96±2.13 66.94±0.82

Chem. 58.76±2.08 58.32±1.77 52.45±0.54 52.36±2.45 68.81±1.73
Phy. 60.44±4.09 59.04±0.83 53.60±0.68 53.85±0.76 68.43±0.76

Math. 60.65±0.79 59.24±2.03 52.61±1.04 50.10±0.62 69.75±1.36
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Table 16: Performance of different rerankers across various evaluation tasks (MRR)

Reranker Subject Multi-Hop NC CC SSLI Base

BCE

Bio. 0.63±0.01 0.60±0.01 0.46±0.01 0.45±0.02 0.71±0.02
Geo. 0.63±0.01 0.61±0.01 0.45±0.01 0.46±0.02 0.68±0.01

Chem. 0.59±0.02 0.59±0.02 0.43±0.01 0.43±0.02 0.69±0.01
Phy. 0.60±0.04 0.59±0.01 0.43±0.00 0.44±0.01 0.70±0.01

Math. 0.62±0.01 0.59±0.02 0.42±0.01 0.41±0.01 0.70±0.01

BGE

Bio. 0.64±0.00 0.61±0.00 0.56±0.01 0.56±0.01 0.76±0.02
Geo. 0.65±0.00 0.61±0.01 0.54±0.00 0.54±0.02 0.71±0.01

Chem. 0.60±0.01 0.59±0.02 0.53±0.01 0.53±0.02 0.72±0.02
Phy. 0.61±0.04 0.60±0.01 0.53±0.01 0.54±0.00 0.72±0.02

Math. 0.62±0.01 0.60±0.02 0.52±0.01 0.52±0.01 0.73±0.02

Jina

Bio. 0.58±0.01 0.60±0.00 0.50±0.01 0.50±0.01 0.72±0.02
Geo. 0.59±0.00 0.60±0.01 0.52±0.00 0.52±0.02 0.68±0.02

Chem. 0.57±0.03 0.58±0.02 0.51±0.01 0.50±0.02 0.70±0.02
Phy. 0.59±0.04 0.59±0.01 0.52±0.01 0.53±0.00 0.70±0.01

Math. 0.58±0.02 0.59±0.02 0.51±0.02 0.50±0.00 0.70±0.01

ListT5

Bio. 0.03±0.00 0.07±0.01 0.02±0.00 0.02±0.01 0.02±0.00
Geo. 0.02±0.00 0.04±0.01 0.01±0.00 0.02±0.01 0.01±0.00

Chem. 0.02±0.00 0.05±0.00 0.02±0.00 0.01±0.00 0.01±0.00
Phy. 0.02±0.00 0.05±0.01 0.02±0.00 0.01±0.00 0.01±0.00

Math. 0.03±0.00 0.05±0.01 0.02±0.00 0.02±0.00 0.02±0.00

MiniLM

Bio. 0.53±0.01 0.60±0.00 0.47±0.00 0.45±0.01 0.73±0.02
Geo. 0.55±0.01 0.61±0.01 0.45±0.00 0.45±0.01 0.68±0.01

Chem. 0.52±0.04 0.58±0.01 0.44±0.01 0.43±0.03 0.69±0.02
Phy. 0.52±0.04 0.59±0.01 0.44±0.01 0.45±0.00 0.69±0.01

Math. 0.53±0.01 0.59±0.02 0.43±0.01 0.42±0.01 0.71±0.01

RankT5

Bio. 0.64±0.01 0.61±0.00 0.53±0.02 0.55±0.00 0.75±0.02
Geo. 0.64±0.01 0.61±0.01 0.52±0.05 0.49±0.02 0.71±0.01

Chem. 0.61±0.02 0.60±0.01 0.55±0.03 0.52±0.02 0.72±0.02
Phy. 0.62±0.04 0.59±0.01 0.57±0.02 0.55±0.04 0.72±0.01

Math. 0.63±0.01 0.60±0.03 0.51±0.02 0.53±0.03 0.73±0.02

SPLADE

Bio. 0.53±0.01 0.59±0.01 0.42±0.03 0.42±0.02 0.69±0.02
Geo. 0.53±0.00 0.60±0.01 0.42±0.06 0.30±0.03 0.67±0.01

Chem. 0.52±0.02 0.58±0.02 0.40±0.02 0.35±0.03 0.67±0.03
Phy. 0.52±0.04 0.59±0.00 0.42±0.04 0.38±0.06 0.66±0.01

Math. 0.53±0.01 0.59±0.02 0.40±0.04 0.37±0.02 0.67±0.01

Twolar

Bio. 0.60±0.01 0.61±0.01 0.61±0.01 0.61±0.02 0.74±0.02
Geo. 0.59±0.00 0.61±0.01 0.58±0.01 0.57±0.02 0.69±0.01

Chem. 0.56±0.03 0.59±0.02 0.58±0.01 0.59±0.02 0.71±0.02
Phy. 0.58±0.03 0.60±0.01 0.60±0.01 0.59±0.00 0.71±0.01

Math. 0.59±0.02 0.60±0.02 0.58±0.02 0.57±0.02 0.72±0.02

ColBert

Bio. 0.55±0.01 0.60±0.00 0.29±0.01 0.29±0.01 0.71±0.02
Geo. 0.57±0.01 0.60±0.01 0.29±0.01 0.29±0.02 0.67±0.01

Chem. 0.55±0.03 0.58±0.01 0.25±0.00 0.25±0.01 0.68±0.02
Phy. 0.55±0.04 0.59±0.01 0.29±0.00 0.29±0.00 0.69±0.01

Math. 0.56±0.01 0.60±0.02 0.29±0.01 0.27±0.03 0.70±0.01

MAXBAI

Bio. 0.58±0.02 0.60±0.01 0.62±0.00 0.64±0.01 0.71±0.02
Geo. 0.58±0.02 0.60±0.01 0.61±0.01 0.61±0.02 0.66±0.01

Chem. 0.56±0.02 0.58±0.02 0.61±0.01 0.62±0.02 0.68±0.02
Phy. 0.57±0.04 0.59±0.01 0.61±0.00 0.61±0.01 0.68±0.01

Math. 0.56±0.01 0.59±0.02 0.61±0.03 0.61±0.02 0.69±0.02

In-Rank

Bio. 0.63±0.00 0.60±0.00 0.53±0.00 0.54±0.01 0.74±0.02
Geo. 0.62±0.01 0.61±0.01 0.55±0.00 0.54±0.02 0.69±0.01

Chem. 0.60±0.02 0.59±0.02 0.52±0.00 0.52±0.02 0.70±0.02
Phy. 0.62±0.04 0.59±0.01 0.54±0.01 0.54±0.01 0.70±0.01

Math. 0.62±0.01 0.60±0.02 0.53±0.01 0.50±0.00 0.71±0.01
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A Counterfactual Synthetic (Question-Context-Answer) Sample.

Question: What are two viable large-scale energy storage technologies?
Golden Answer: Underground Hydrogen Storage (UHS) and Compressed Air Energy storage (CAES).
Context:

• Passage 1: Underground hydrogen storage (UHS) and compressed air energy storage (CAES) are two viable
large-scale energy storage technologies for mitigating the intermittency of wind and solar power. Therefore, it is
meaningful to compare the properties of hydrogen and air with typical thermodynamic storage processes. This
study employs a multi-physical coupling model to compare the operations of CAES and UHS, integrating gas
thermodynamics within caverns, thermal conduction, and mechanical deformation around rock caverns. Gas
thermodynamic responses are validated using additional simulations and the field test data. Temperature and
pressure variations of air and hydrogen within rock caverns exhibit similarities under both adiabatic and diabatic
simulation modes. Hydrogen reaches higher temperature and pressure following gas charging stage compared to
air, and the ideal gas assumption may lead to overestimation of gas temperature and pressure. Unlike steel lining
of CAES, the sealing layer (fibre-reinforced plastic FRP) in UHS is prone to deformation but can effectively
mitigates stress in the sealing layer. In CAES, the first principal stress on the surface of the sealing layer and
concrete lining is tensile stress, whereas UHS exhibits compressive stress in the same areas. Our present research
can provide references for the selection of energy storage methods.

• Passage 2: Intensive increases in electrical energy storage are being driven by electric vehicles (EVs), smart
grids, intermittent renewable energy, and decarbonization of the energy economy. Advanced lithium–sulfur
batteries (LSBs) are among the most promising candidates, especially for EVs and grid-scale energy storage
applications. In this topical review, the recent progress and perspectives of practical LSBs are reviewed and
discussed; the challenges and solutions for these LSBs are analyzed and proposed for future practical and
large-scale energy storage applications. Major challenges for the shuttle effect, reaction kinetics, and anodes are
specifically addressed, and solutions are provided on the basis of recent progress in electrodes, electrolytes, binders,
interlayers, conductivity, electrocatalysis, artificial SEI layers, etc. The characterization strategies (including
in situ ones) and practical parameters (e.g., cost-effectiveness, battery management/modeling, environmental
adaptability) are assessed for crucial automotive/stationary large-scale energy storage applications (i.e., EVs
and grid energy storage). This topical review will give insights into the future development of promising Li–S
batteries toward practical applications, including EVs and grid storage.

• Passage 3: To support increasing renewable capacity for a net-zero future, energy storage will play a key role in
maintaining grid stability. In this paper, all current and near-future energy storage technologies are compared for
three different scenarios: (1) fixed electricity buy-in price, (2) market-based electricity buy-in price, and (3) energy
storage integrated into a fully renewable electricity system. In the first part of this study, an algorithm is devised
to simulate strategic buy-in of electricity for energy storage. This analysis yields a qualitative decision-making
tool for a given energy storage duration and size. Building upon the first part’s findings, an integration study gives
insight into expected power prices and expected storage size in a typical northwestern European fully renewable
energy system. The integration study shows significant need for electricity storage with durations spanning from
one to several days, typically around 40 h. Pumped Hydro Storage and Pumped Thermal storage surface as the best
options. The overall levelized costs of storage are expected to be in the USD 200–500/MWh range. Integration
of storage with renewables can yield a system-levelized cost of electricity of about USD 150/MWh. Allowing
flexibility in demand may lower the overall system-levelized cost of electricity to USD 100/MWh.","Climate
change mitigation requires the large-scale deployment of carbon capture and storage (CCS). Recent plans indicate
an eight-fold increase in CCS capacity by 2030, yet the feasibility of CCS expansion is debated. Using historical
growth of CCS and other policy-driven technologies, we show that if plans double between 2023 and 2025 and
their failure rates decrease by half, CCS could reach 0.37 GtCO

• . . .

• Passage 99: Two large-scale energy storage technologies with limited safety: Sodium-ion batteries, which are
known for their safety, and lithium-ion batteries, which have a higher risk of thermal runaway, are both unsuitable
for use in a safe energy storage system.

• Passage 100: Two large-scale energy storage technologies with limited environmental sustainability: Lead-acid
batteries, which are known for their environmental sustainability, and lithium-ion batteries, which have a higher
environmental impact due to their production and disposal, are both unsuitable for use in an environmentally
sustainable energy storage system.

Figure 9: A Counterfactual synthetic (Question, Context, Answer) Sample
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A SSLI Synthetic (Question-Context-Answer) Sample.

Question: What is the most lethal melanoma subtype?
Golden Answer: uveal melanomas
Context:

• Passage 1: Activating mutations in GNAQ/GNA11 occur in over 90% of uveal melanomas (UMs), the most
lethal melanoma subtype; however, targeting these oncogenes has proven challenging and inhibiting their
downstream effectors show limited clinical efficacy. Here, we performed genome-scale CRISPR screens along with
computational analyses of cancer dependency and gene expression datasets to identify the inositol-metabolizing
phosphatase INPP5A as a selective dependency in GNAQ/11-mutant UM cells in vitro and in vivo. Mutant cells
intrinsically produce high levels of the second messenger inositol 1,4,5 trisphosphate (IP3) that accumulate upon
suppression of INPP5A, resulting in hyperactivation of IP3-receptor signaling, increased cytosolic calcium and
p53-dependent apoptosis. Finally, we show that GNAQ/11-mutant UM cells and patients’ tumors exhibit elevated
levels of IP4, a biomarker of enhanced IP3 production; these high levels are abolished by GNAQ/11 inhibition and
correlate with sensitivity to INPP5A depletion. Our findings uncover INPP5A as a synthetic lethal vulnerability
and a potential therapeutic target for GNAQ/11-mutant-driven cancers.

• Passage 2: Background Although anti-Program-Death-1 (PD-1) is a standard adjuvant therapy for patients
with resected melanoma. We hypothesize that there are discrepancies of survival, recurrence pattern and
toxicity to adjuvant PD-1 between different ethnicities and melanoma subtypes. Objective/methodsWe performed
a multicenter cohort study incorporating 6 independent institutions in Australia, China, Japan, and US.The
primary outcomes were RFS and OS.Secondary outcomes were disease recurrence patterns and toxicities.
ResultsIn total 534 patients were included.East-Asian/Hispanic/African had significantly poorer RFS/OS.Non-
acral-cutaneous/unknown primary (NAC/UP) had the best RFS/OS, followed by acral; mucosal the poorest.Within
the NAC/UP subtypes, East-Asian/Hispanic/African had significantly poorer RFS/OS than Caucasian.In the
multivariate analysis incorporating ethnicity/melanoma-subtype/age/sex/stage/LDH/BRAFmutation/adjuvant-
radiotherapy, East-Asian/Hispanic/African had independently significantly poorer outcomes (RFS: HR1.71 95%CI
1.19-2.44;OS: HR2.34, 95%CI 1.39-3.95),as was mucosal subtype (RFS: HR3.25, 95%CI 2.04-5.17;OS: HR3.20,
95%CI 1.68-6.08).Mucosal melanoma was an independent risk factor for distant-metastasis, especially liver
metastasis.East-Asian/Hispanic/African had significantly lower incidence of GI/musculoskeletal/respiratory/other-
rare-type-toxicities; but higher incidences of liver toxicities. Limitations retrospective study.Conclusions Ethnicity
and melanoma subtype are associated with survival and recurrence pattern in melanoma patients treated with
adjuvant anti-PD-1.Toxicity profile differs by ethnicity, and may require a precision toxicity surveillance strategy.

• Passage 3: Melanoma is the third most common type of skin cancer, characterized by its heterogeneity and
propensity to metastasize to distant organs. Melanoma is a heterogeneous tumor, composed of genetically
divergent subpopulations, including a small fraction of melanoma-initiating cancer stem-like cells (CSCs) and
many non-cancer stem cells (non-CSCs). CSCs are characterized by their unique surface proteins associated with
aberrant signaling pathways with a causal or consequential relationship with tumor progression, drug resistance,
and recurrence. Melanomas also harbor significant alterations in functional genes (BRAF, CDKN2A, NRAS,
TP53, and NF1). Of these, the most common are the BRAF and NRAS oncogenes, with 50% of melanomas
demonstrating the BRAF mutation (BRAF

• Passage 4: Melanoma, the deadliest form of skin cancer, poses a significant clinical challenge for the development
of effective treatments. Conventional in vivo animal studies have shown limited translational relevance to humans,
raising strength to pre-clinical models for melanoma research. This review provides an in-depth analysis of
alternative pre-clinical models including in vitro and ex vivo platforms such as reconstructed skin, spheroids,
organoids, organotypic models, skin-on-a-chip, and bioprinting. Through a comprehensive analysis, the specific
attributes, advantages, and limitations of each model are elucidated. It discusses the points related to the uniqueness
advantages, from capturing complex interactions between melanoma cells and their microenvironment to enabling
high-throughput drug screening and personalized medicine approaches. This review is structured covering firstly
the roadmap to identify the co-occurrence of discovering new melanoma treatments and the development of
its models, secondly it covers a comparative between the most used models followed by a section discussing
each of them: the in vitro and ex vivo models. It intends to serve as an asset for researchers of melanoma field
and clinicians involved in melanoma therapy, offering insights into the diverse preclinical models available for
optimizing their integration into the translational pipeline.

• . . .

• Passage 99: Deceptive: The most lethal melanoma subtype is often misdiagnosed as a harmless freckle, making
early detection challenging.

• Passage 100: Perplexing: It’s a common misconception that the most lethal melanoma subtype is the one that
appears as a mole.

Figure 10: A SSLI synthetic (Question, Context, Answer) Sample
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A Multi-Hop Synthetic (Question-Context-Answer) Sample.

Question: What are the isoforms categories of genes that control activity of gene transcription?
Golden Answer: rewirers and negative regulators
Context:

• Passage 1: Most human Transcription factors (TFs) genes encode multiple protein isoforms differing in DNA
binding domains, effector domains, or other protein regions. The global extent to which this results in functional
differences between isoforms remains unknown. Here, we systematically compared 693 isoforms of 246 TF
genes, assessing DNA binding, protein binding, transcriptional activation, subcellular localization, and condensate
formation. Relative to reference isoforms, two-thirds of alternative TF isoforms exhibit differences in one or more
molecular activities, which often could not be predicted from sequence. We observed two primary categories
of alternative TF isoforms: r̈ewirersänd n̈egative regulators,̈ both of which were associated with differentiation
and cancer. Our results support a model wherein the relative expression levels of, and interactions involving, TF
isoforms add an understudied layer of complexity to gene regulatory networks, demonstrating the importance of
isoform-aware characterization of TF functions and providing a rich resource for further studies.

• Passage 2: More than 1600 human transcription factors orchestrate the transcriptional machinery to control gene
expression and cell fate. Their function is conveyed through intrinsically disordered regions (IDRs) containing
activation or repression domains but lacking quantitative structural ensemble models prevents their mechanistic
decoding. Here we integrate single-molecule FRET and NMR spectroscopy with molecular simulations showing
that DNA binding can lead to complex changes in the IDR ensemble and accessibility. The C-terminal IDR
of pioneer factor Sox2 is highly disordered but its conformational dynamics are guided by weak and dynamic
charge interactions with the folded DNA binding domain. Both DNA and nucleosome binding induce major
rearrangements in the IDR ensemble without affecting DNA binding affinity. Remarkably, interdomain interactions
are redistributed in complex with DNA leading to variable exposure of two activation domains critical for
transcription. Charged intramolecular interactions allowing for dynamic redistributions may be common in
transcription factors and necessary for sensitive tuning of structural ensembles.

• Passage 3: Transcription factors (TFs) control specificity and activity of gene transcription, but whether a
relationship between these two features exists is unclear. Here we provide evidence for an evolutionary trade-off
between the activity and specificity in human TFs encoded as submaximal dispersion of aromatic residues in their
intrinsically disordered protein regions. We identified approximately 500 human TFs that encode short periodic
blocks of aromatic residues in their intrinsically disordered regions, resembling imperfect prion-like sequences.
Mutation of periodic aromatic residues reduced transcriptional activity, whereas increasing the aromatic dispersion
of multiple human TFs enhanced transcriptional activity and reprogramming efficiency, promoted liquid–liquid
phase separation in vitro and more promiscuous DNA binding in cells. Together with recent work on enhancer
elements, these results suggest an important evolutionary role of suboptimal features in transcriptional control. We
propose that rational engineering of amino acid features that alter phase separation may be a strategy to optimize
TF-dependent processes, including cellular reprogramming.

• . . .

• Passage 99: Pioneer transcription factors (TFs) exhibit a specialized ability to bind to and open closed chromatin,
facilitating engagement by other regulatory factors involved in gene activation or repression. Chemical probes are
lacking for pioneer TFs, which has hindered their mechanistic investigation in cells. Here, we report the chemical
proteomic discovery of electrophilic small molecules that stereoselectively and site-specifically bind the pioneer
TF, FOXA1, at a cysteine (C258) within the forkhead DNA-binding domain. We show that these covalent ligands
react with FOXA1 in a DNA-dependent manner and rapidly remodel its pioneer activity in prostate cancer cells
reflected in redistribution of FOXA1 binding across the genome and directionally correlated changes in chromatin
accessibility. Motif analysis supports a mechanism where the covalent ligands relax the canonical DNA binding
preference of FOXA1 by strengthening interactions with suboptimal ancillary sequences in predicted proximity
to C258. Our findings reveal a striking plasticity underpinning the pioneering function of FOXA1 that can be
controlled by small molecules.

• Passage 100: Alternative transcription start site usage (ATSS) is a widespread regulatory strategy that enables
genes to choose between multiple genomic loci for initiating transcription. This mechanism is tightly controlled
during development and is often altered in disease states. In this review, we examine the growing evidence
highlighting a role for transcription start sites (TSSs) in the regulation of mRNA isoform selection during and
after transcription. We discuss how the choice of transcription initiation sites influences RNA processing and the
importance of this crosstalk for cell identity and organism function. We also speculate on possible mechanisms
underlying the integration of transcriptional and post-transcriptional processes.

Figure 11: A multi-hop synthetic (Question, Context, Answer) sample.
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A Random Mix Synthetic (Question-Context-Answer) Sample (NC).

Question: What are perovskite optoelectronic devices utilizing lead-free perovskites?
Golden Answer: solar cells, LEDs, and near-infrared photodetectors.
Context:

• Passage 1: In modern technology, optoelectronics plays a pivotal role, finding applications in diverse areas like
solar cells, light-emitting diodes (LEDs), and photodetectors. Perovskite materials, known for their exceptional
optical properties, are gaining attraction due to their light weight, flexibility, and ease of production. The
expanding markets of wearable electronics and flexible displays have underscored the importance of developing
flexible perovskite optoelectronic devices. However, the prevalent use of lead in high-performance perovskite
devices poses significant environmental and health risks, casting doubt on their commercial future. This review
commences with examining lead hazards, followed by a discussion on how first-principles calculations aid in
designing lead-free perovskites. We survey the synthesized lead-free perovskites and explore their properties.
The focus then shifts to the latest advancements in flexible optoelectronic devices utilizing lead-free perovskites,
including solar cells, LEDs, and near-infrared photodetectors. Additionally, we explore the role of TCAD
(Technology Computer-Aided Design) in simulating and optimizing these devices, highlighting its impact on
device design and efficiency.

• Passage 2: In the exploration of perovskite materials devoid of lead and appropriate for capturing solar energy, a
recent finding has surfaced concerning Cs2ZrCl6.

• Passage 3: In the pursuit of commercializing electronic and optoelectronic devices, researchers have turned
their attention to non-toxic inorganic cubic metal halide perovskites. This study focuses on novel lead-free
compounds—specifically AlGeX3 (where X = Cl, Br, I) for potential use in next-generation energy-harvesting
devices.

• Passage 4: In recent years, halide perovskite materials have become widely used in solar cells, photovoltaics, and
LEDs, as well as photocatalysis. Lead-free perovskite Cs.

• Passage 5: Abstract Science teacher identity significantly influences teacher professional development, practices,
and attitudes, which in turn impacts student learning outcomes. With an increased number of studies on science
teacher identity over the past two decades, there is a need for a scoping literature review that holistically maps the
current state of science teacher identity research and identifies future research directions. This scoping literature
review identified 48 empirical articles on science teacher identity, published from 2000 to 2023, in peer-reviewed
journals and examined the studies’ (a) characteristics; (b) theoretical frameworks on identity; (c) definitions of
science teacher identity; and (d) major findings. Specifically, there is a need for precise conceptualizations and
definitions of science teacher identity; this clarity will facilitate valid, reliable, and fair instruments to capture the
relatively stable facets of science teacher identity at a given moment in a given context in order to longitudinally
track science teacher identity development. This scoping review identifies both progress and gaps in the current
literature and future directions for synergistic, cross-cultural international research on science teacher identity.

• . . .

• Passage 99: This study conducts a bibliometric analysis using the Web of Science database on 1,950 articles
published in the journal Mindfulness from 2012 to 2022. By constructing a knowledge graph, the research
delineates the evolution, stages of development, and emerging trends in the field of mindfulness. Significant
growth in the annual publication volume has been observed since 2012, with the research progression segmented
into three distinct phases. The United States has emerged as a pivotal contributor to the field, dominating in
terms of publication volume, researcher involvement, and institutional contributions. Through the application
of keyword co-occurrence and reference co-citation analysis, five principal clusters were identified, focusing
on mindfulness, meditation, depression, stress, and self-compassion, underscoring these as focal research areas.
Furthermore, the exploration of mindfulness within the educational sphere in Taiwan is still nascent, signaling a
critical need for bolstered research support in diverse thematic domains.

• Passage 100: Stroke is a cerebral vascular disease characterized by the death of brain tissue that occurs due to
reduced blood and oxygen flow to the brain. Ischemic stroke is associated with diabetes mellitus, therefore it is
important to identify the risk factors that cause stroke and DM by diagnostic cause of the disease. This study
aimed to classify and compare accuracy tests on medical record data sets for stroke and DM. This study analyzed
the diagnosis of stroke and DM using Decision Tree. The risk factors consisted of gender, age, blood pressure,
nutritional status, smoking, history of DM, and history of hypertension. The results of the analysis using the
Decision Tree method showed that the accuracy rate was 86.67%, which means that the modeling has a good
level of correctness of the prediction results. We conclude that the Decision Tree method was an accurate method
for detecting stroke and DM.

Figure 12: A random mix synthetic (Question, Context, Answer) Sample (NC)
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