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Abstract

Automatic Survey Generation (ASG) aims to
produce comprehensive literature surveys by
retrieving, organizing, and synthesizing aca-
demic papers. Despite rapid progress in spe-
cialized ASG frameworks and Deep Research
agents, existing evaluations largely center on
Computer Science or rely on generic crite-
ria, leaving it unclear whether current sys-
tems satisfy the survey standards of diverse
disciplines. We introduce SurveyLens, the
first discipline-aware ASG benchmark. Sur-
veyLens comprises SurveyLens-1k, a curated
dataset of 1,000 human-written surveys across
10 disciplines, and a dual-lens framework that
combines discipline-aware rubric scoring with
reference-based alignment to human-written
surveys. Evaluating 11 state-of-the-art sys-
tems spanning vanilla LLMs, specialized ASG
systems, and Deep Research agents, we find
that Deep Research agents perform most con-
sistently across the 10 disciplines, some spe-
cialized ASG systems show particular strength
in outline generation, and reference cover-
age and relevance remain a shared bottleneck
across paradigms. These findings further pro-
vide practical guidance for discipline-specific
system selection and future ASG design.'

1 Introduction

The rapid growth of scientific literature has made
it increasingly difficult for researchers to keep up
with new developments through manual review
alone. Automatic Survey Generation (ASG) ad-
dresses this challenge by combining Large Lan-
guage Models (LLMs) with Retrieval-Augmented
Generation (RAG) (Lewis et al., 2020) to re-
trieve relevant papers and synthesize them into
survey-style narratives. Recent ASG systems span

* Both authors contributed equally to this research.

'Our dataset, code, results, and the annotation platform
are released at https://github.com/TechnicolorGUo/
Surveylens.

Qwen DR

~== Gemini DR

Phy — AutoSurvey2

, AutoSurvey

@) —— InteractiveSurvey

—— LLMxMapReduce_V2
Scisage
SurveyForge
SurveyX

----- Gemini-3-pro-preview
Qwen-3-max

Figure 1: Performance of the evaluated configurations
across 10 research disciplines under the discipline-
aware rubric-based lens. Results under the comple-
mentary human-reference alignment lens are reported
in §4.2.2 and Table 4.

pipeline-based approaches (Wang et al., 2024c;
Liang et al., 2025; Wang et al., 2025), human-
in-the-loop and iterative workflows (Wen et al.,
2025; Chao et al., 2025; Zhang et al., 2025a), and
multi-agent frameworks (Liu et al., 2025; Shi et al.,
2025). In parallel, general-purpose Deep Research
agents such as Gemini Deep Research (Google,
2024) and Qwen Deep Research (Alibaba Qwen
Team, 2025) have emerged as alternatives for liter-
ature synthesis.

Despite this progress, ASG evaluation remains
inadequate along two axes: what kinds of surveys
are evaluated and how they are evaluated. On the
data side, existing benchmarks (Kasanishi et al.,
2023; Wang et al., 2025; Yan et al., 2025; Shi et al.,
2025; Sun et al., 2025; Su et al., 2026) are predom-
inantly restricted to Computer Science (CS) and
overlook how writing conventions diverge across
fields: a physics survey is anchored in equations
and derivations, while a sociology review pro-
ceeds through qualitative narrative synthesis. Gen-
eral discipline-aware LLM benchmarks such as
SuperGPQA (Du et al., 2025) do not close this gap
either, as they probe atomic knowledge through
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Assessment Components

Lo Human Discipline-Aware
Assessment Methods Disciplines  #Surveys # Systems Outline Content Reference Eval. Assessment
Ref. Free Ref. Free Ref. Free
SciReviewGen (Kasanishi et al., 2023) CS Only 10K 6 X X v X X X v X
LLM xMapReduce-V2 (Wang et al., 2025) CS Only 384 4 X 4 X v X v v X
SurveyForge (Yan et al., 2025) CS Only 100 2 X v v v v X v X
SciSage (Shi et al., 2025) CS Only 46 4 X v X v v X v X
SurveyGen (Bao et al., 2025) 4 Discip. 4.2K 6 v X v X v v v X
SurveyBench (Sun et al., 2025) CS Only 49K 4 v v v v X X X X
SurveyEval (Zhao et al., 2025) 7 Discip. 38 7 X v v X v X X X
SurGE (Su et al., 2026) CS Only 205 4 4 X v v v v v X
SurveyLens (Ours) 10 Discip. 1,000 11 v v v v v v v v

Table 1: Comparison of SurveyLens with existing ASG assessment methods.

Question Answering (QA) rather than the plan-
ning and coherent narrative construction required
for survey writing. On the methodology side,
semantic metrics (Kasanishi et al., 2023) such
as ROUGE (Lin, 2004) and BERTScore (Zhang
et al., 2020) are poorly suited to capturing the
structural diversity of survey writing, while re-
cent approaches (Wang et al., 2024c, 2025) based
on LLM-as-a-judge (Zheng et al., 2023) rely on
generic criteria that do not explicitly account for
discipline-specific writing conventions.

To bridge these gaps, we introduce SurveyLens,
a discipline-aware benchmark for ASG. On
the data side, we construct SurveyLens-1k, a
dataset of 1,000 human-written surveys evenly
spanning 10 disciplines. On the methodology
side, we design a dual-lens framework: (i)
Discipline-Aware Rubric Evaluation (reference-
free), which uses an LL.M-as-a-judge with field-
specific rubrics distilled from a citation-ranked
construction subset of SurveyLens-1k and as-
pect weights learned from LLM-proxy prefer-
ences; and (ii) Human-Reference Alignment Eval-
uation (reference-based), which compares against
paired human-written surveys through two com-
plementary metrics, Redundancy-Aware Align-
ment F1 (RA-AlignF1) and Thresholded MaxSim
(7-MaxSim). Figure 1 provides a visual overview
of configuration-level performance under the
discipline-aware rubric-based lens.

Within the validation boundaries established in
§4.3, our analysis of 11 systems suggests that
no single paradigm dominates: Deep Research
agents perform most consistently across the 10
disciplines, some specialized ASG systems show
particular strength in outline generation, and refer-
ence coverage and relevance remain a shared bot-
tleneck across paradigms. We summarize our con-
tributions as follows:

¢ Cross-Disciplinary Survey Dataset. We

construct SurveylLens-1k, a curated dataset

of 1,000 human-written surveys evenly dis-
tributed across 10 disciplines, with each sur-
vey decomposed into outline, content, and
references for component-level evaluation.

* Discipline-Aware ASG Evaluation. We pro-
pose a dual-lens framework that combines
reference-free discipline-aware rubrics with
human-reference alignment metrics to assess
both disciplinary writing norms and align-
ment with human-written surveys, and vali-
date the framework against judgments from
30 PhD-level domain experts across all 10
disciplines.

* Cross-Paradigm Empirical Analysis. We
benchmark 11 systems spanning vanilla
LLMs, specialized ASG systems, and Deep
Research agents, and report the resulting
configuration-level patterns as practical guid-
ance for discipline-aware system selection.

2 Related Work

Recent ASG systems span pipeline-based ap-
proaches (Wang et al., 2024c; Liang et al., 2025;
Yan et al., 2025; Wang et al., 2025; Wu et al.,
2025), human-in-the-loop paradigms (Wen et al.,
2025; Chao et al., 2025), human-inspired itera-
tive workflows (Zhang et al., 2025a), multi-agent
frameworks (Shi et al., 2025; Liu et al., 2025;
Nguyen et al., 2025), and commercial Deep Re-
search agents (OpenAl, 2025; Google, 2024; Al-
ibaba Qwen Team, 2025). However, existing ASG
evaluations and self-reported benchmarks remain
predominantly CS-centered, leaving open whether
observed system-level performance patterns gener-
alize across disciplines.

Prior ASG assessment spans n-gram and seman-
tic overlap (Kasanishi et al., 2023), LLM-as-a-
judge evaluation frameworks (Wang et al., 2024c;
Liang et al., 2025), and structural metrics (Zhu
et al., 2023; Lai et al., 2024; Bao et al., 2025; Su
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et al., 2026), with recent benchmarks (Wang et al.,
2025; Yan et al., 2025; Su et al., 2026; Sun et al.,
2025; Bao et al., 2025; Zhao et al., 2025; Guo
et al., 2025) expanding scale and coverage. The
latest SurGE (Su et al., 2026) covers five of the
six assessment cells in Table 1, but remains CS-
focused and does not provide discipline-aware as-
sessment. Two gaps persist: (i) prior methods rely
on discipline-agnostic criteria that overlook field-
specific survey-writing conventions; (ii) human
validation, when reported, draws exclusively on
CS experts, leaving their applicability to non-CS
disciplines empirically unverified. As summarized
in Table 1, prior benchmarks typically expand
along a single axis such as scale, system cover-
age, or metric type, while leaving discipline-aware
assessment incomplete across survey components
and evaluation settings.  SurveylLens covers
all six (Outline/Content/Reference) x (reference-
free/reference-based) cells, while also spanning 10
disciplines, 11 systems, and discipline-aware hu-
man evaluation.

3 SurveyLens

In this section, we introduce SurveyLens, which
covers (a) the construction of SurveyLens-1k, (b)
Structured Survey Representation, and (c) the
dual-lens evaluation framework.

3.1 SurveyLens-1k Construction

To ensure robust field-aware assessment of ASG
methods, we constructed SurveyLens-1k, a
large-scale dataset comprising 1,000 high-quality,
human-written survey papers across 10 academic
disciplines, with 100 surveys per field, as shown
in Figure 3. Papers are sourced from Semantic
Scholar via dual citation-based ranking (raw and
influence-weighted) and validated through hybrid
LLM-plus-human filtering; full construction de-
tails are in Appendix B.1.

Per-paper structural statistics reveal substantial
cross-disciplinary variation (Figure 2). Physics is
the most technically dense field, leading on equa-
tions (411.4/paper), word count (23.4k), figures,
and references. Tables are the only axis where
CS overtakes Physics (8.7 vs. 3.1/paper), reflect-
ing CS’s reliance on tabular comparisons. Vari-
ance reaches up to an order of magnitude across
the corpus (e.g., ~ 16x on equations); the full
per-discipline breakdown is given in Table 10 (Ap-
pendix B.2). These systematic differences moti-

B Img Tab ®W Eq W Word MM Reference

1.0
0.5

0.0
Phy Eng CS Bio Med Env Bus Psy Edu Soc

Figure 2: Cross-disciplinary variance in SurveyLens-
1k: per-paper averages of figures (Img), tables (Tab),
equations (Eq), word count (Word), and references,
each normalized to its per-metric maximum.

vate our field-aware evaluation framework as well.

3.2 Structured Survey Representation

To enable component-wise evaluation (§3.3), we
adopt a unified Structured Survey Representation
for both human-written references in SurveyLens-
1k and ASG system outputs, formally defined as
the triplet

S§=(0,C,R), (1)

where O denotes the hierarchical outline (i.e.,
nested section titles), C represents the content
(including textual paragraphs, figures, tables, for-
mulas, and in-text citations), and R is the ref-
erence list (containing bibliographic metadata
such as titles and publication venues). We ob-
tain S from raw PDFs via a four-stage pipeline:
MinerU (Wang et al., 2024a) PDF parsing, rule-
based hierarchy and reference extraction, LLM-
based normalization, and human verification (de-
tailed in Appendix B.3).

3.3 Dual-Lens Evaluation Framework

Each component of S is scored by a reference-free
rubric lens and a reference-based alignment lens.

3.3.1 Discipline-Aware Rubric Evaluation

Existing assessment methods apply universal cri-
teria and overlook field-specific writing conven-
tions. We therefore distill evaluation aspects from
existing methods (Appendix A.1, Table 8; aggre-
gation prompt in Figure 10), instantiate them into
discipline-aware rubrics using a citation-ranked
construction subset of SurveyLens-1k, and learn
per-aspect weights from LLM-proxy preferences.

Discipline-Aware Rubric Generation. For
each component ¢ € {O,C,R}, we define a
seed set of aspects A, synthesized from existing
assessments. For each discipline, we take the 10
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Figure 3: Overview of the proposed SurveyLens framework.

highest-ranked surveys under the citation-based
ranking used in dataset construction. The ex-
pand stage instantiates each seed aspect as three
survey-specific criteria per survey; the merge
stage pools the resulting 30 candidates within
the discipline, consolidates semantic overlap,
removes redundancy, and retains five criteria.
Appendix A.2 gives the implementation details
and prompts, and Appendix A.3 traces one seed
aspect through the complete pipeline.

Preference-Based Aspect Weighting. We use a
Bradley—Terry model (Bradley and Terry, 1952)
to learn discipline- and component-specific aspect
weights from pairwise preferences generated by
a separate LLM proxy over human-written sur-
veys (Zheng et al., 2023; Wang et al., 2024b). Ap-
pendix A.5 gives the optimization objective, con-
figuration, normalization, and final scoring func-
tion; Appendix A.6 provides a scoring exam-
ple. The resulting discipline-aware rubric is val-
idated against judgments from 30 PhD-level do-
main experts spanning all 10 disciplines (§4.3; Ap-
pendix C.1, C.2).

3.3.2 Human-Reference Alignment

Evaluation

We use each paired human-written survey as one
valid reference among many and complement
rubric scoring with entry-level semantic alignment.
Existing reference-based metrics do not explic-
itly address redundancy in generated content or

variation in similarity distributions across survey
components (Bao et al., 2025; Zhao et al., 2025).
We therefore propose two complementary met-
rics: RA-AlignF1 (Redundancy-Aware Alignment
F1) and 7-MaxSim (Thresholded MaxSim). RA-
AlignF1 combines one-to-one Hungarian match-
ing with a generation-side redundancy penalty,
while 7-MaxSim adopts a thresholded MaxSim op-
erator (Khattab and Zaharia, 2020) that retains the
maximum cosine similarity above 7.

For fine-grained comparison, we split each sur-
vey component into entries. For each component-
topic pair (c, t), we define the generated entry set
&+ and paired human-reference entry set G ; as:

Eop = {el,el), ... eleny,
1 @ et) @
t:{gc,thgc,t""’gct }

where m.; and n.; denote the numbers of en-
tries in the generated survey and its paired human-
written reference, respectively. Concretely, the
similarity-bearing content of each entry is the sec-
tion title for O, the section body for C, and the ref-
erence title for R; structural metadata (hierarchi-
cal level, heading, additional bibliographic fields)
is retained alongside each entry but does not enter
the similarity computation.

Across both evaluation lenses, Reference en-
tries are represented by cleaned reference titles;
accordingly, we interpret the resulting scores as
measures of bibliography-level relevance and cov-
erage. We assess the sensitivity of this title-
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only input choice against title-plus-abstract judg-
ing in §4.3, with the full retrieval protocol and
cost analysis in Appendix D.2. Claim-level veri-
fication remains a complementary task requiring
claim—citation mappings and source content; Ap-
pendix D.3 reports a separate exploratory feasibil-
ity study based on abstracts.

Redundancy-Aware Alignment F1 (RA-
AlignF1). RA-AlignF1 measures  overall
coverage and alignment while penalizing repe-
tition. It enforces a strict one-to-one mapping
M between &.; and G.; via the Hungarian
algorithm on a thresholded similarity margin
(full formulation in Appendix A.4). To target the
paragraph bloat / information dumping failure
mode where systems pad content without adding
coverage, RA-AlignF1 further down-weights each
generated entry by a redundancy weight w(e)
based on its maximum internal similarity to other
generated entries. The Precision (P) and Recall
(R) are formulated as:

P = |51,t . Z)G:Mw(e) -I[sim(e, g) > 7],
3)
R= Z I[sim(e, g) > 7],
|gc t‘ EM

where [[] is the indicator function and w(e) is the
redundancy penalty, defined as

w(e) =exp(—A- max sim(e€)), (4

e'cc t\{e}

with hyperparameter A > 0. The redundancy
penalty is applied only to the precision term be-
cause it targets generation-side paragraph bloat;
we do not penalize redundancy on the human-
reference side. The final RA-AlignF1 is the har-
monic mean of P and R:

2PR
RA-AlignFl = ——. 5
ignFl = 5=— 5)
Thresholded MaxSim (7-MaxSim). For each

component-topic pair (c,t), 7-MaxSim applies a
threshold gate to the maximum entry-level similar-
ity:

Z ¢rc(max sim(e, g)> (6)

e€let

Here, ¢, (u) = w if u > 7. and 0 otherwise.
Discipline-level scores are macro-averaged over

valid topic-level outputs. Unlike binary precision,
this gated score preserves the similarity strength
of matched entries while assigning zero to entries
below the threshold.

We directly meta-evaluate RA-AlignF1 and 7-
MaxSim against construct-matched ASG refer-
ence metrics in §4.3.2, with the full protocol in
Appendix C.3.

4 Experiments and Results Analysis

We apply SurveyLens to benchmark 11 representa-
tive systems across three paradigms: ASG systems,
Vanilla LLMs, and Deep Research Agents (DR) on
their ability to generate discipline-appropriate sur-
veys.

4.1 Experiment Setup

Evaluated Systems. We first select seven repre-
sentative ASG systems: AutoSurvey (Wang et al.,
2024c), SurveyForge (Yan et al., 2025), AutoSur-
vey2 (Wu et al., 2025), InteractiveSurvey (Wen
et al., 2025), LLM xMapReduce-V2 (Wang et al.,
2025), SurveyX (Liang et al., 2025), and SciS-
age (Shi et al., 2025). To provide a comprehensive
comparison, we additionally evaluate two Vanilla
LIMs (Qwen3-Max (Qwen Team, 2025), Gemini-
3-Pro (Google, 2025)) alongside their correspond-
ing Deep Research Agents (Qwen DR (Alibaba
Qwen Team, 2025), Gemini DR (Google, 2024)).

Comparison Settings. Each system receives
100 survey topics (10 per discipline), produc-
ing 1,062 valid surveys (96.5% yield; per-
system breakdown and stability analysis in Ap-
pendix D.5). To ensure fair comparison within
open-source ASG systems, we run all of them
on a unified Qwen3-30B-A3B (Yang et al., 2025)
backbone, which also serves as our primary LLM
judge; Gemini-3-Pro is used for rubric aspect
synthesis (Table 8) and as a secondary cross-
judge (Appendix D.1), and Qwen3-Embedding-
8B (Zhang et al., 2025b) for reference-based
metrics. Each (system, topic) cell is averaged
over three trials; per-cell standard deviations are
small (mean 0.015/0.007/0.028 for Outline/Con-
tent/Reference; max < 0.05). Vanilla LLMs
and DR agents are evaluated using their offi-
cially deployed configurations (Appendix D.6); a
leakage-controlled re-analysis is provided in Ap-
pendix D.4.
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System ‘Edug T Med®% T Biog T Soctr 1 Physé# © Psy@ T Eng® T Env@ T CS@ 1T Busé T‘ Avg. T
ASG Systems
AutoSurvey 3.2910.37 3.680.47 3.6310.57 3.1010.38 344,034 2.9910.16 3.6l 051 3.64 060 3.64 060 3.4310.60|3.450.46
SurveyForge ﬁw).m 3-84+0.(,:’. 3.23+0.17 @ﬂmx mﬂm:z 3.38+0.35 3-74+0.<,4 3~52+‘).48 3.40+0.:;u 3~41+‘).?8 ﬂ#»() 48
AutoSurveyZ 238 .54 245 076 190116 221 951 2.56_0.50 2.07_0.76 2.56_0.54 2.35_0.60 245 050 2.32_0.51(2.330.66
InteractiveSurvey 2.81 011 344,023 2.79 007 1.62_1.10 3.4240.32 2.64_0.10 3491030 2.98 .06 3.3910.35 2.88,0.05[2.95 0.04
LLMxMapReduce-V2 3011019 3.3440.13 3.110.05 2.89410.17 3.1440.04 3.47 1064 3.2410.14 3.1940.15 3241020 2.73_0.10|3.1540.16
SurveyX 2.85_0.07 3.14_0.07 3.3040.24 257 0.15 3.04_0.06 297 10.14 3411031 3.0510.01 3.0510.01 2.74_0.00|3.010.02
SciSage 2.84 .08 3.06-0.15 3.04_0.02 2.59-0.13 3.00—0.10 2.63-0.20 2.65-0.45 2.77-0.27 2.77-0.27 2.75-0.08|2.810.15
Avg (ASG SystemS) 294, 0.02 3.28,0.07 3.00_0.06 2.60 .12 3.18 0.08 2.880.05 3.2410.14 3.070.03 3.1310.00 2.8910.06|3.020.03
Vanilla LLMs
Qwen3-Max 2.67 0.25 2.78 0.43 2.52 0514 2.58 0.14 244 066 2.29 050 2.06_1.04 2.72 032 2.13 091 2.46 037|247 o.52
Gemini-3-Pro 228 .64 2.46_0.75 2.75 031 2.46_ 026 2.41 069 2.15 068 2.46_ 061 2.40 064 2.60_0.44 2.01 _.82(2.40_0.59
Avg (Vanilla LLMs) 248 0.44 2.62_0.59 2.64_0.42 2.52_0.20 243 _0.67 2.22_0.61 2.26_0.84 2.56_0.48 2.370.67 2.24_0.50|2.43_0.56
Deep Research Agents
Qwen DR 2.85-0.07 3.3040.00 3.4610.40 3.0910.37 3.1410.01 3.0040.17 3421032 3.17+0.13 3.0840.04 2.9310.10(3.1410.15
Gemini DR 3.67 075 3.84. 063 3.95, 0580 3.53, 0581 3.88,0.78 3.53 070 3.43 1033 3.620.58 3.71 067 345 0.62|3.66.0.67
Avg (Deep Research Agents) |3.26 .34 3.57 1036 3.7110.65 3.31 1050 3514041 3.2740.44 3.4310.33 3404036 3.4040.36 3.1910.36 |3.4110.42

Avg (All) [2.92 3.21 3.06 2.72

3.10 2.83 3.10 3.04 3.04 2.83 [2.99

Table 2: Results of discipline-aware rubric evaluation scores (1-5), best performance is in bold, second best is
underlined; ties at the reported precision share the same formatting. Avg. denotes the macro-average of the main
scores across the 10 disciplines. Subscripts (4/—) indicate each system’s deviation from the per-column average

across all systems (last row, Avg (All)).

4.2 Results and Analysis

We present our experimental results and analysis
from two complementary perspectives: discipline-
aware rubric evaluation (§4.2.1) and human-
reference alignment analysis (§4.2.2). We inter-
pret these results within the validation boundaries
detailed in §4.3: Outline rankings show strong ex-
pert alignment, Content rankings are diagnostic,
Reference scores concern bibliography-level rele-
vance and coverage, and the human-reference met-
ric meta-evaluation remains preliminary (62 pairs,
one annotator).

4.2.1 Discipline-Aware Rubric Evaluation

Based on discipline-aware rubrics, we calculate
scores for each ASG method at the discipline level,
component level (outline, content, reference), and
fine-grained aspect level, respectively.

Finding 1: Deep Research Agents are robust
across disciplines. As shown in Table 2, Deep
Research Agents are the only paradigm that ex-
ceeds the discipline-wise average in all ten fields,
whereas every ASG system and vanilla LLM falls
below the paradigm average on at least one disci-
pline. This robustness is quantitative: DR’s per-
discipline scores span only 0.52 points, whereas
ASG systems swing by 0.68 points across disci-
plines. Strong ASG systems do take discipline-
specific top scores on fields (e.g., SurveyForge on
Engineering and Medicine, AutoSurvey on Envi-
ronmental Science), but no ASG or vanilla system
matches DR’s breadth. Vanilla LLM underperfor-
mance is sharpest on Reference, where scores col-

lapse into a density spike at 1.0 (Figure 9), reflect-
ing weak performance on the bibliography-level
Reference criteria. This pattern is preserved after
controlling for paired-survey leakage: excluding
the 93 leaked DR surveys shifts the rubric mean
by only 0.02 with no rank flips (Appendix D.4).
Implication: DR agents are the safest default in
the absence of discipline-specific tuning.

Finding 2: Curated academic sources im-
prove ASG performance. Within ASG sys-
tems, top performers (AutoSurvey, SurveyForge,
LLM xMapReduce-V2) share curated academic
databases with rigorous filtering (e.g., Scholar
Navigation Agent in SurveyForge (Yan et al.,
2025)), while underperformers (SciSage, AutoSur-
vey?2) rely on noisier web-crawled sources or less
selective retrieval pipelines. Implication: optimize
a Scholar-style, citation-aware retrieval pipeline
(over generic web search) before iterating on plan-
ner or writer architectures.

Finding 3: ASG systems own the skeleton, DR
agents own the flesh. As shown in Table 3 and
Figure 4 (details in Appendix E), specialized ASG
systems concentrate strength in Outline, whereas
the evaluated DR configurations receive the high-
est rubric-conditioned Content scores; all groups
remain weak on Reference. SurveyForge leads
Outline (4.48), while Gemini DR leads Content
(4.31) and Qwen DR is close (4.30). Provider-
matched comparisons qualify this pattern: Gem-
ini DR exceeds Gemini-3-Pro on Content (4.31
vs. 3.73), whereas Qwen DR ties Qwen3-Max
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System Qutline{ Content 1
ASG Systems
SurveyForge 4.48 3.95
AutoSurvey 4.11 3.67
Vanilla LLMs
Qwen3-Max 2.03 4.30
Gemini-3-Pro 2.30 3.73
Deep Research Agents
Qwen DR 2.78 4.30
Gemini DR 4.24 4.31

Table 3: Outline vs. Content averages (1-5) for rep-
resentative systems in each paradigm. Best in bold,
second best underlined. Per-discipline results in Ap-
pendix E.

(4.30 vs. 4.30), so the Content gap is not universal.
SurveyForge also substantially outperforms both
vanilla models on Outline despite using Qwen3-
30B-A3B, suggesting that backbone scale alone
does not explain the Outline gap. Implication:
these complementary strengths motivate ASG-
planner + DR-writer hybrids, while bibliography-
level Reference quality remains a shared bottle-
neck.

Finding 4: Rankings vary across disciplines.
The paradigm rank is not constant across disci-
plines, and on social-science fields it reverses:
Qwen3-Max Vanilla scores 2.58 on Sociology,
beating several ASG systems (Table 2). Two de-
scriptive patterns accompany this variation. ASG
systems show a strong STEM bias: AutoSur-
vey drops from 3.64 (CS) to 2.99 (Psychology,
—0.65), reflecting arXiv-heavy corpora and rigid
hierarchies ill-suited for theoretical frameworks.
Vanilla LLMs go the other way: Qwen3-Max
scores higher in Education (2.67) and Sociology
than in STEM fields, where its descriptive out-
put matches the qualitative style of those disci-
plines. Among the evaluated configurations, the
DR group shows a less pronounced version of
both trends and more even scores across disci-
plines. Implication: system selection must be
done per-target-discipline; CS-derived rankings
do not transfer, and discipline-aware evaluation is
a prerequisite.

4.2.2 Human-Reference Alignment
Evaluation

To complement our field-aware compliance anal-
ysis, we examine human-reference alignment
through semantic similarity and structural statis-
tics relative to paired human-written surveys.

Content Outline Reference
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Figure 4: Aspect-level performance across the eleven
sub-metrics A1-11 (grouped into Outline: A1-3; Con-
tent: A4-8; Reference: A9-11).

Finding 5: Models align with human surveys at
the section level but fail at global organization.
As shown in Table 4, human-reference align-
ment metrics reveal a structural gap: 7-MaxSim
(segment-level similarity to human text) is consis-
tently higher than RA-AlignF1 (global coverage
with redundancy penalty). For example, Gemini-
3-Pro averages 0.36 vs. 0.13 across the 10 disci-
plines, indicating local-but-not-global alignment.
SciSage exemplifies this gap: high 7-MaxSim (lo-
cally similar content segments) but low discipline-
aware rubric score (generic template omitting the
paired survey’s central contributions; full case
study in Appendix F.2). Accordingly, high Con-
tent scores provide rubric-conditioned diagnostic
evidence; they do not establish survey-level com-
petence. Implication: future ASG and DR systems
should treat global organization as an objective,
not a byproduct of section-level synthesis.

Finding 6: Pipeline ASG systems substitute tex-
tual bloat for substantive coverage. Analysis
of the “Richness Ratio” (Table 5) reveals a pattern
of Information Dumping. Pipeline systems exhibit
extreme textual bloat (AutoSurvey: 7.11x para-
graphs, 4.00x words; SurveyX: 4.09x /2.16x vs.
human surveys) without improving quality. Multi-
modal synthesis remains weak even at best (Sur-
veyX: 0.52x images, 0.32x tables; most other sys-
tems < 0.05x), producing a “Wall of Text” rather
than expert condensation. Appendix F.1 provides
a case study where AutoSurvey expands a paired
human Introduction by 27x via paraphrastic re-
dundancy across eight subsections. Implication:
evaluation metrics that reward raw word or para-
graph counts (e.g., naive ROUGE-recall) actively
incentivize this failure mode; redundancy-aware
metrics like RA-AlignF1 are required.
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System \ RA-AlignF1 1 \ 7-MaxSim 1
&8 & ¢ © & @ & @ B &|Ag|® U ¢4 © & @ & @ B & |Avg
ASG Systems
AutoSurvey 0.05 0.06 0.07 0.05 0.05 0.06 0.09 0.06 0.09 0.05|0.060.25 0.19 0.28 0.22 0.18 0.20 0.31 0.20 0.36 0.24|0.24
SurveyForge 0.09 0.11 0.10 0.08 0.08 0.10 0.12 0.11 0.14 0.08(0.10]0.25 0.24 0.25 0.23 0.21 0.22 0.27 0.22 0.34 0.24]0.25
AutoSurvey2 0.12 0.09 0.01 0.12 0.07 0.09 0.12 0.12 0.14 0.12{0.10[0.29 0.24 0.21 0.26 0.26 0.27 0.32 0.26 0.38 0.30|0.28
InteractiveSurvey 0.08 0.07 0.07 0.06 0.08 0.07 0.09 0.07 0.10 0.07|0.08|0.15 0.15 0.12 0.14 0.23 0.11 0.19 0.10 0.23 0.13|0.16
LLM xMapReduce-V2 | 0.14 0.11 0.11 0.11 0.06 0.10 0.10 0.11 0.12 0.09]0.11 |0.34 0.36 0.35 0.21 0.19 0.25 0.35 0.25 0.32 0.22]0.28
SurveyX 0.09 0.10 0.09 0.10 0.10 0.09 0.12 0.11 0.14 0.10(0.10{0.18 0.19 0.18 0.22 0.28 0.17 0.26 0.22 0.27 0.22]0.22
SciSage 0.18 0.14 0.16 0.16 0.10 0.14 0.17 0.15 0.18 0.15[0.15]0.42 0.40 043 0.34 0.41 0.36 045 0.39 0.48 0.43|0.41
Vanilla LLMs
Qwen3-Max 0.13 0.11 0.16 0.14 0.10 0.12 0.14 0.13 0.17 0.13|0.13]0.29 0.30 043 0.29 049 031 0.39 0.29 0.44 0.32]0.36
Gemini-3-Pro 0.12 0.09 0.18 0.11 0.12 0.10 0.12 0.14 0.14 0.13|0.13]0.32 0.28 0.50 0.31 0.45 0.31 0.32 0.33 0.41 0.39]0.36
Deep Research Agents
Qwen DR 0.18 0.13 0.15 0.14 0.08 0.14 0.15 0.14 0.15 0.15]0.14|0.44 0.36 0.37 0.31 0.29 0.37 042 0.35 0.40 0.370.37
Gemini DR 0.13 0.14 0.20 0.15 0.13 0.14 0.17 0.16 0.15 0.13|0.15]0.23 0.24 0.38 0.25 0.38 0.27 0.31 0.24 0.26 0.26|0.28

Table 4: Human-reference alignment evaluation results in 10 disciplines, best performance is in bold, second best
is underlined. RA-AlignF1 = Redundancy-Aware Alignment F1, 7-MaxSim = Thresholded MaxSim.

System Img Tab Para Wrd
ASG Systems

AutoSurvey 0.11 0.02 711 4.00

SurveyX 052 032 409 216
Vanilla LLMs

Qwen3-Max 0.03 0.04 049 0.21

Gemini-3-Pro  0.01 0.01 024 0.09

Deep Research Agents
Qwen DR 0.03 026 025 022
Gemini DR 0.02 0.01 027 032

Table 5: Structural ratios vs. human surveys (1.0 = par-
ity). Largest ratio per column is in bold, and the second
largest is underlined. Full results in Table 23.

4.3 Human Validation

We validate both evaluation lenses against human
judgment. For the discipline-aware rubric lens, we
assess system-ranking alignment and expert recog-
nition of the evaluation criteria. For the human-
reference alignment lens, we conduct a blinded
meta-evaluation of the proposed metrics against
construct-matched reference metrics used in prior
ASG systems.

4.3.1 Discipline-Aware Rubric Evaluation

We assess ranking alignment through a method
ablation on the CS subset (7 PhD-level CS re-
searchers) and a cross-discipline generalization
test on 9 non-CS disciplines (22 PhD-level do-
main experts; dedicated annotation platform in Ap-
pendix C.1). Because ranking reliability varies
by dimension, we anchor these analyses on Out-
line, the most reliable signal across both human
and inter-LL.M-judge agreement, and then report
dimension-specific validity analyses for Content
and Reference. Full three-dimension results and
reliability diagnostics are in Appendices C.2, C.5,

Setting pT  Conc.% 1
(a) Method ablation on CS (N = T7)

Holistic -0.13 43.9

Discipline-Prompted 0.69 75.0

Aspect (equal wt) 0.70 71.3

Rubric (equal wt) 0.77 80.2

Rubric + BT-domain 0.77 81.0

(b) Cross-discipline pooled (Rubric + BT-domain)
All non-CS (N = 22, 9 disciplines)  0.90 83.2

Table 6: Human evaluation: Spearman p and pairwise
concordance (Conc.%) of LLM-judge rankings against
ELO rankings. Detailed breakdown in Appendix C.2.

and D.1.

Method Ablation. As shown in Table 6(a),
holistic LLM scoring is essentially uncorrelated
with human Outline judgment (p = —0.13).
Discipline-Prompted (p = 0.69) helps but trails
our rubric (p = 0.77, Conc. = 80.2%); BT-
domain weighting yields a modest gain (81.0%).

Cross-discipline Generalization. Without re-
calibration, the same Rubric + BT-domain frame-
work achieves a pooled p = 0.90 with 83.2% Con-
cordance across 9 non-CS disciplines, and every
individual discipline attains p > 0.70 (Table 6(b)).

Content Validity. Content alignment is substan-
tially weaker. On the CS subset, Rubric + BT-
domain obtains p = 0.10 and 50.6% pairwise con-
cordance. Although the structured Aspect/Rubric
variants outperform the Holistic (p = —0.17,
35.6%) and Discipline-Prompted (p = —0.21,
41.7%) baselines, their absolute agreement with
expert rankings remains limited. We therefore
treat Content rankings as rubric-conditioned diag-
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Metric Kendall 7, Coverage Decided acc.
Exact-F1 0.388 32.3% 89.5%
SurveyForge SAM-R 0.366 32.3% 89.5%
SurveyGen-style F1 0.392 35.5% 90.5%
7-MaxSim 0.516 69.4% 85.7%
RA-AlignF1 0.549 69.4% 88.1%

Table 7: Blinded meta-evaluation on 62 valid pairs (61
directional labels from one annotator). Gray rows de-
note our proposed metrics. Coverage is computed over
all pairs; decided accuracy is computed where both the
annotator and metric provide a direction.

nostic comparisons with limited system-ranking
validity.

Reference-Input Sensitivity. On a focused sub-
set of 9 systems, 3 shared topics, and 987 unique
references, title-only Reference judging achieves
p = 0.833 and 70.5% concordance with human
rankings and preferences; adding abstracts (85.8%
retrieval coverage) yields p = 0.683 and 74.2%.
Thus, titles provide useful signal for bibliography-
level relevance and coverage, but the mixed met-
ric changes neither show that abstracts are unin-
formative nor support claim-level verification (Ap-
pendix D.2).

Rubric Preference. In a parallel aspect-level
rubric-preference study, experts chose our field-
aware rubric as the best match for their discipline’s
academic standards 85.3% of the time (vs. 33.3%
chance; binomial p < 0.001, full per-component
breakdown in Appendix C.4), indicating the rubric
encodes substantive disciplinary norms rather than
surface cues.

4.3.2 Human-Reference Alignment Metrics

In a blinded meta-evaluation, one annotator
judged which of two generated surveys better cov-
ered the core topics and key works in a same-topic
human reference (62 valid pairs; 61 directional
labels). Table 7 compares our two metrics with
Exact-F1, SurveyForge SAM-R (Yan et al., 2025),
and SurveyGen-style F1 (Bao et al., 2025).

On this sample, RA-AlignF1 has the highest
observed correlation (7, = 0.549) and shares
the highest coverage with 7-MaxSim (69.4% vs.
32.3%-35.5% for the baselines), while retaining
comparable decided-pair accuracy (88.1%). Its ob-
served advantage therefore lies mainly in coverage.
Given the small single-annotator sample, this evi-
dence is direct but preliminary; full details are in
Appendix C.3.

5 Conclusion

We introduce Surveylens, a discipline-aware
benchmark for ASG with a 1,000-survey corpus
across 10 disciplines and a dual-lens framework.
Benchmarking 11 state-of-the-art systems across 3
paradigms, our rubric-conditioned results suggest
that, among the evaluated configurations, Deep
Research agents show the most consistent perfor-
mance across non-CS disciplines, while some spe-
cialized ASG systems receive particularly strong
Outline scores. Given the weak absolute align-
ment of Content scores with expert rankings, Con-
tent orderings should be interpreted diagnostically.
Bibliography-level relevance and coverage remain
a shared bottleneck across paradigms. In the long
term, these metrics can support diagnostic analysis
and future ASG refinement; using Content scores
as alignment objectives requires stronger human
validation.

Limitations

We note five limitations. (1) DR outputs more
often cite or reuse the paired human-written sur-
vey; although a leakage-controlled analysis pre-
serves the qualitative conclusions (Appendix D.4),
human-reference scores for DR outputs require
caution. (2) Rubric scores rely primarily on
Qwen3-30B-A3B, with Gemini-3-Pro as a sec-
ondary cross-judge check (Appendix D.1), leaving
residual judge bias. Content is most affected: ex-
pert system-ranking alignment on the CS subset is
weak (p = 0.10, Conc. = 50.6%; Appendix C.2),
so its rankings are diagnostic rather than defini-
tive. (3) Reference evaluation uses cleaned titles
and measures only bibliography-level relevance
and coverage; claim-level attribution, evidential
support, and citation authenticity require claim—
citation mappings and source full text. (4) Se-
mantic Scholar coverage, citation-based ranking,
English-language filtering, and full-text accessi-
bility favor established, well-indexed surveys, po-
tentially underrepresenting newer, niche, inacces-
sible, non-English, and non-standard work. Re-
sults should therefore be interpreted within this
benchmark distribution. (5) Cross-paradigm com-
parisons concern deployed configurations and can-
not isolate paradigm effects from backbones, re-
trieval, source access, orchestration, or product
implementation; shared-backbone and provider-
matched analyses provide supporting compar-
isons, not causal controls.
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Ethics Statement

Data sourcing and license. All papers used to
construct SurveyLens-1k are obtained through the
official Semantic Scholar API and used in accor-
dance with its Terms of Service. To avoid redis-
tributing copyrighted full-text PDFs, our public
release contains only (i) publicly available bibli-
ographic metadata, (ii) the Structured Survey Rep-
resentations we derive (outline, content segments,
reference titles), and (iii) URLs / DOIs that point
readers back to the original sources, following the
precedent of S20RC (Lo et al., 2020). We do not
distribute the original PDFs. The public project
repository, including the source code and released
derived artifacts, is made available under the MIT
License.

Use of human annotators. The expert annota-
tions described in §4.3 were collected from PhD-
level researchers who participated voluntarily; a
subset of participants received compensation at
locally-competitive hourly rates, while the remain-
der contributed time as a collegial courtesy within
the authors’ professional networks. The annota-
tion platform records no personally identifying in-
formation; the public annotations are de-identified
to (anonymous expert ID, discipline) tuples (Ap-
pendix C.1).

Use of LLM proxy for preference labels.
Bradley-Terry weights in our rubric are learned
from LLM-generated pairwise preferences rather
than from large-scale human labels, as motivated
in §3.3.1. We disclose this proxy explicitly and
evaluate it post hoc against genuine expert prefer-
ences in §4.3; the weights are LLM-proxy-derived
rather than human-aligned.

Risks of misuse. Automatic survey generation
systems produce text that is stylistically indistin-
guishable from human-written surveys, and our re-
sults (§4.2.1) show that all evaluated paradigms
remain weak in bibliography-level reference cov-
erage and relevance. Detecting fabricated or mis-
attributed citations requires separate claim-level
verification. We intend SurveyLens as a diagnos-
tic benchmark for system developers rather than
an endorsement of using current ASG outputs as
substitutes for human-authored literature reviews;
downstream users should treat generated surveys,
and especially their reference lists, as requiring ex-
pert verification before any scholarly use.
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A Evaluation Methodology Details
A.1 Aspect Catalog

Table 8 lists the universal evaluation aspects
Ao, Ac, A synthesized from prior survey assess-
ment methods, before the discipline-aware expand-
and-merge process described in §3.3.1. These as-
pects serve as the seed set .4, in Eq. 7 and underlie
the eleven sub-metrics (A1-A11) reported in the
heatmap analysis (Figure 4).

A.2 Rubric Generation Details

For each discipline d, let D&m) denote its 10
highest-ranked surveys under the citation-based
ranking used to construct SurveyLens-1k. For
a component ¢, seed aspect a € A, and sur-
vey q € Dc(llo) , the expand stage generates three
survey-specific criteria. The merge stage pools all
30 candidates for (d, ¢, a) and consolidates them

into five non-redundant criteria:

/q,d,c,a - EXp&Hd(CL, 8‘1)? "C;,d,c,a‘ - 37
Kdc,a = Merge U K::],d,c,a ) 7
qGD(gm)
IKdcal =5.

Both stages use Qwen-Plus with temperature 0.
Figures 11 and 12 provide the complete prompts.

A.3 Worked Example of Discipline-Aware
Rubric Generation

Table 9 traces the Content aspect Synthesis and
Integration for Biology. The expansion stage op-
erates independently on each of the 10 citation-
ranked surveys; the table shows one of the three
criteria produced for three representative surveys.
The merge stage consumes all 30 candidates, not
only the displayed examples, and produces five cri-
teria. BT weighting is applied after criterion-level
scores have been aggregated to an aspect score, so
the reported weight belongs to Synthesis and Inte-
gration as a whole rather than to any single crite-
rion.

A4 RA-AlignF1 Algorithm

Hyperparameter values. We instantiate Algo-
rithm 1 with cosine similarity computed over
Owen3-Embedding-8B embeddings (indexed in
ChromaDB with hnsw:space=cosine).  The

Algorithm 1 Calculation of RA-AlignF1

1: Input: Generated entries {e(V}7,, paired
human-reference entries {g(j)}?zl, compo-
nent threshold 7., penalty A

2: Output: RA-AlignF1 € [0, 1]

3: Compute thresholded margin  matrix:
Sli,j]  « max((), sim(e(®, g(9)) — TC)

4: If m # n, pad S with zero rows/columns to
size max(m,n) x max(m,n)

5: Find optimal matching: * —
argmaxr ) ; yer Sli,j] via  Hungarian;
retain only pairs with ¢ < m and j < n, so
|7*| = min(m, n)

6: For i = 1,...,m: w(e®) « exp(—A -
maxy.2; sim(e®, e(k))) ifm>1,else 1

7. P+ % Z(i,j)EW* w(e®) - I[sim(e®, b)) >
7 .

8: R« %Z(m)@* I[sim(e®, g)) > 7]

9: return RA-AlignF1 < 2PR/(P + R) if P +
R >0,else0

threshold is set to 7. = 0.95 for all three compo-
nents ¢ € {O,C, R}, and the redundancy penalty
is A = 1.0 for all components. We choose
7. = 0.95 as a conservative paraphrase filter: near-
synonymous rewrites under Qwen3-Embedding-
8B typically fall in the 0.93-0.97 cosine range,
so 0.95 sits at the upper end of that band and ad-
mits only substantive matches while filtering shal-
low lexical overlap. For 7-MaxSim, similarities
below 7. are set to zero, whereas similarities at or
above the threshold retain their original cosine val-
ues. We use A = 1.0 as a unit-scale default, which
keeps the redundancy weight on the same dimen-
sionless scale as the similarity itself. Both values
are fixed before running the main evaluation and
not tuned against the human-alignment data, so re-
ported numbers are not a function of hyperparam-
eter search.

A.5 Rubric Weight Learning

The main evaluation fits non-negative, aspect-
level BT weights separately for each discipline—
component pair. Kimi K2.5 generates pairwise
preferences over human-written surveys with tem-
perature 0 and position-swapped double round-
robin comparisons. Human expert labels are not
used for fitting; they support the post-hoc valida-
tion in §4.3.
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Components  Aspects Descriptions

Substantive Integrity Evaluates depth, breadth, and scholarly merit of
Outline the content coverage.
Structural Coherence Assesses logical architecture and organizational
flow of the outline.
Formal Precision Examines the technical execution of hierarchy
and presentation.
Scope and Relevance Evaluates breadth and alignment with the central
research theme.
Content Structural Coherence Assesses logical organization, transitions, and
narrative consistency.
Synthesis and Integration Measures the ability to construct cohesive frame-
works.
Critical Insight and Novelty Examines the depth of critique, original frame-
works, and research gaps.
Scholarly Communication Reviews clarity, terminology precision, and cita-
tion standards.
Bibliometric Comprehensiveness Evaluates coverage extent and inclusion of sem-
Reference inal works.
Evidential Integrity Assesses the reliability of claims and correctness

of attributions.
Referential Pertinence and Compliance ~ Examines thematic alignment and citation for-
matting standards.

Table 8: Assessment Aspects of Survey Papers Synthesized from Existing Studies (Sun et al., 2025; Zhao et al.,
2025; Yan et al., 2025; Wang et al., 2024c; Liang et al., 2025; Wang et al., 2025; Liu et al., 2025; Nguyen et al.,
2025; Guo et al., 2025).

A. Pipeline at a glance

Seed aspect Construction set Expanded pool Merged rubric Aspect weight
Synthesis and 10 citation-ranked 3 per survey 5 non-redundant normalized value
Integration Biology surveys 30 in total criteria 0.1980

B. Concrete trace
ID Evidence source or role Generated or consolidated criterion

Representative per-survey expansions (3 shown out of 30 candidates)

E1l Wolbachia review Identification of Cross-Conceptual Relationships

E2 Organoid infection-model Recognition of Overarching Patterns in Experimental Design
review

E3 Acoustofluidic separation Integration of Physical Principles with Biological Applications
review

Within-discipline merge (all 30 candidates — 5 final criteria)

C1 Cross-Domain Integration of Biological, Technological, or Methodological Systems

C2 . . Recognition of Overarching Patterns and Unifying Frameworks

C3 éi)ln?taf(:)n:andldates for Biology Comparative Analysis of Trade-offs, Mechanisms, and Applications

C4 Temporal, Evolutionary, and Developmental Integration

Cs Synthesis of Contradictory Evidence and Interdisciplinary Gaps into Coherent Nar-
ratives

Aspect-level result. The five criteria jointly operationalize Synthesis and Integration. Pairwise preferences and the aggregated
aspect scores enter the BT fit in Appendix A.5, yielding raw coefficient 0.3577 and normalized Biology—Content weight
0.1980.

Table 9: Worked trace for the Biology Content aspect Synthesis and Integration. Panel A makes the pipeline
cardinalities explicit; Panel B shows one of three expanded criteria for three representative surveys and all five
merged criteria. The merge consumes all 30 candidates. Figures 11 and 12 provide the complete prompts.

Let Z; , = x;1/5 € [0.2,1] be the normalized ~ weight vector by
score of survey s; on aspect k, and let Py, =
{(si,sj) : s; = s;} be the proxy preferences for
discipline d and component c. We fit the aspect-
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Wg,c = arg max {( Z

wq,.>0
Si,S; ) E/P(LC

loga<W;C(>_<z‘ - ?_(j)) - OZHWd,cH%}‘
(8)

with @ = 0.1 and random seed 42. The fitted
weights are normalized within each component,
and the weighted compliance score is

Bk = W,k
,C,y Zk’ 'Lbdﬁ’k/ 9 (9)
SiUP(si) =5 tacxTi € [1,5]
d,c \i d,c,kTik ;9]
k

A.6 Scoring Example

Per-aspect scores ;) in the rubric evaluation
are obtained via LLM-based assessment. Given
the discipline-specific rubric Ky ., and the corre-
sponding survey component, we prompt an LLM
judge to assess compliance on a 5-point scale. To
ensure reliability, we adopt a structured output for-
mat requiring the judge to provide a rationale be-
fore assigning each score. An illustrative scoring
example is shown below.

Scoring Example (CS, Content)

Aspect: Critical Insight and Novelty
Learned Weight: wcs ¢, = 0.60

Rubric Criterion: Identifies open prob-
lems & future directions

Rubric Description:  Articulates un-
resolved challenges and synthesizes
limitations across methods

Normalized Score: z; , = 4/5 = 0.80

Contribution to S&5%: 5 Wes ek - ik =
5% 0.6 x0.80 =2.40

B SurveyLens-1k Dataset

B.1 Construction Details

To ensure a robust and fair evaluation across
diverse academic fields, we constructed
SurveyLens-1k. This dataset comprises 1,000
high-quality survey papers, evenly distributed
across 10 disciplines (100 papers per field). This

section details our data collection, filtering, and
verification pipeline.

We used the Semantic Scholar (S2) API? to ob-
tain a comprehensive collection of survey papers
published between 2020 and 2025, together with
their corresponding metadata. To guarantee do-
main diversity, we targeted ten representative dis-
ciplines: Biology, Business, Computer Science,
Education, Engineering, Environmental Science,
Medicine, Physics, Psychology, and Sociology.

To balance efficiency and accuracy, we re-
stricted API queries to the "Review" document
type for each discipline. Subsequently, we em-
ployed a hybrid filtering strategy to identify gen-
uine surveys: papers with standard keywords in
their titles (e.g., "survey," "review") were automat-
ically accepted, while ambiguous entries under-
went LLM-based binary classification using their
titles and abstracts.

Following the initial retrieval and filtering pro-
cess, we obtained an initial survey pool of ap-
proximately 3,000 papers. To ensure the in-
clusion of high-quality and influential works,
we employed a citation-based selection strat-
egy. Specifically, we ranked the papers within
each discipline in descending order based on
both (1) the raw citationCount and (ii) the
influentialCitationCount metric returned by
the Semantic Scholar APL? Combining these two
signals avoids favoring merely old, highly-cited
surveys while still privileging works of demon-
strated impact. From this ranked list, we selected
the top 110 papers per discipline. This procedure
resulted in a refined candidate set of roughly 1,100
surveys, which served as the foundation for our
subsequent analysis.

To ensure the integrity and accessibility of the
dataset, we implemented a rigorous two-step ver-
ification process on the candidate surveys. First,
we employed LLM-based verification to validate
the paper type, filtering out any remaining non-
survey articles that passed the initial screening.
Subsequently, we conducted a human verification
phase focused on full-text acquisition. In this step,
we manually inspected the candidates to ensure
PDF accessibility, discarding entries with broken

2ht’cps://api.semanticscholar.org

Per the Semantic Scholar API documentation,
influentialCitationCount weights citations by the
influence of the citing paper, so this metric is not biased
toward simply older surveys with longer accumulation
windows.
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Figure 5: t-SNE visualization of survey-paper topic dis-
tribution in SurveyLens-1k, colored by discipline.

Discipline | Img Tab Eq Para Word Sent Citation Reference
Bio 48 17 716 1749 137k 1.5k 113.50 188.97
Bus 43 69 287 1163 121k 1.1k 12247 130.48
Cs 83 87 917 1469 147k 12k 128.15 110.39
Edu 47 67 353 958 105k 1.0k  98.61 80.71
Eng 103 43 1221 2032 175k 1.9k  180.36 245.04

Env 43 50 872 1268 120k 1.2k 108.66
Med 41 39 547 1521 127k 1.3k 88.71

125.29
155.34

Phy 133 3.1 4114 2563 234k 23k 233.03 261.26
Psy 1.9 44 546 1096 113k 1.1k 117.68 111.84
Soc 14 24 258 929 94k 08k 115.57 98.81
Avg 57 47 983 1475 137k 13k 13022 150.41

Table 10: Per-paper structural statistics for SurveyLens-
1k, averaged over the 100 human-written surveys in
each discipline. Para denotes paragraphs; Word and
Sent are reported in thousands.

links, PDFs unavailable through permitted access
channels, or corrupted files. This process yielded
a finalized collection of 1,000 high-quality survey
papers, constituting the SurveyLens-lk Dataset.
Figure 5 visualizes the resulting topical distribu-
tion: the 10 disciplines form well-separated clus-
ters in topic-embedding space, indicating balanced
coverage rather than concentration in any single
domain.

B.2 Per-Discipline Structural Statistics

Table 10 reports per-paper structural statistics av-
eraged over the 100 human-written surveys in
each of the 10 disciplines. These statistics quan-
tify the cross-disciplinary variation summarized
in §3.3.1 and motivate the field-aware evaluation
framework: technical density (equations, words),
evidence presentation (images, tables), and cita-
tion practice all vary by an order of magnitude
across disciplines.

B.3 Structured Survey Representation
Pipeline

To convert raw PDFs of both generated and human-
written surveys into the Structured Survey Repre-

sentation S = (O, C, R) used throughout our eval-
uation, we apply a four-stage pipeline:

1. PDF parsing. MinerU (Wang et al., 2024a)
converts each PDF into structured Markdown,
preserving font-size metadata, figure/table
placement, and reference blocks.

2. Rule-based filtering. We recover the sec-
tion hierarchy from font-size metadata, dis-
card sections with extreme length deviations
from per-discipline norms, and parse the ref-
erence list using discipline-aware heuristics
(e.g., venue patterns, citation styles).

3. LLM normalization. An LLM pass stan-
dardizes section nesting levels across hetero-
geneous formats and complements the heuris-
tic parser for reference-title extraction, par-
ticularly on entries with non-standard format-
ting.

4. Human verification. Annotators verify the
resulting outlines and reference lists against
the source PDFs to produce verified struc-
tured representations of the human-written
SurveyLens-1k corpus.

B.4 Scalability and Maintenance

A benchmark over 10 disciplines is only useful if
it can be extended and refreshed. We summarize
here the operational properties of SurveyLens that
make this practical.

Automated construction pipeline. The auto-
mated stages of the pipeline are fully scripted:
Semantic Scholar API retrieval, hybrid keyword
+ LLM survey-type filtering, dual-criterion (cita-
tion count + influential citation) ranking, and struc-
tured PDF parsing into Structured Survey Repre-
sentations (Appendices B.1 and B.3). Once con-
figured for a new discipline, these stages require
only API access and standard compute, with no
discipline-specific code changes.

Human cost per new discipline. Human atten-
tion is required both to verify paper-type cor-
rectness and PDF accessibility and to check the
extracted outlines and reference lists against the
source PDFs. In our experience, these checks con-
sume roughly 1-2 person-days per new discipline,
which is comparable to or below the human cost
of adding a new task to most NLP benchmarks.

Discipline-aware rubric extension. Adding a
new discipline to the rubric evaluation does not
require manual rubric authoring: the discipline-
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aware rubric is produced by the same LLM-
driven expand — merge pipeline described in
§3.3.1, instantiated on the new corpus. The down-
stream Bradley-Terry weighting step is also auto-
mated; only the optional human-alignment valida-
tion (§4.3) requires domain experts.

Periodic refresh. SurveyLens-1k is currently a
2020-2025 snapshot. We plan to refresh it on an
annual basis by re-running the same pipeline over
a rolling window (e.g., 2020-2026 in the next cy-
cle), and to continue inviting domain experts to
flag rubric items that no longer reflect current dis-
ciplinary conventions. We do not commit to a
fixed update cadence in this paper, but the cost of
one refresh cycle is bounded by the per-discipline
figure above scaled by the number of disciplines.

C Human Annotation and Expert
Validation

C.1 Annotation Platform and Expert Study
Protocol

To support the cross-discipline expert validation
described in §4.3, we built a dedicated web-based
annotation platform. The platform, annotation in-
terface screenshots, and anonymized raw annota-
tions are all released at the project repository.*

Expert Recruitment. We recruited 30 PhD-
level domain experts in total covering all 10 disci-
plines: 7 CS researchers (via the method-ablation
study in §4.3) and 23 non-CS experts (via this plat-
form), distributed as Biology (1), Business (4), Ed-
ucation (4 recruited; 3 in Part A), Engineering (3),
Environmental Science (2), Medicine (3), Physics
(1), Psychology (1), and Sociology (4). All ex-
perts hold (or are completing) a PhD in their listed
field. Of the 23 non-CS experts, 22 completed
both annotation parts; one (Education) completed
Part B (rubric preference) only and is therefore ex-
cluded from the Part A pairwise pool (so Part A
has N = 22, Part B has N = 23).

Annotation Tasks. Each expert completed two
task types on surveys from their own discipline:

* Rubric preference (aspect recognition).

Given an evaluation aspect and three rubric
variants  (Field-Aware,  Cross-Discipline,
Generic) presented in randomized order
with blinded labels, the expert selects which

*https://github.com/TechnicolorGUO/SurveylLens

rubric best matches their discipline’s aca-
demic standards. With 23 Part B participants
and 3+ 5+ 3 = 11 aspects per expert, the de-
sign called for 253 annotations; we collected
252 (Outline: 69 = 3 x 23, Content: 114
of 115 — one response missing, Reference:
69 = 3 x 23).

* Pairwise system comparison (Outline).
Given two anonymized system-generated out-
lines on the same topic, the expert selects the
better outline (with a no-preference option).
For each expert, the 50 pairs are stratified
by topic (5 pairs per topic over the 10 top-
ics in their discipline) and drawn from the
(*}) = 55 system pairs. Pair allocation is

balanced across experts to broaden system-
pair coverage within each discipline, and A/B
presentation order is randomized per compar-
ison. Because the available comparison bud-
get depends on the number of experts in a
discipline, the design does not guarantee that
every system pair appears in both presenta-
tion orders, especially in disciplines with one
or two experts; single-expert disciplines are
marked with  in Table 12. The resulting
1,100 Outline comparisons (22 Part A experts
x 50 pairs each) were aggregated into per-
discipline Outline ELO rankings,5 which we
compared against SurveyLens rubric-derived
rankings (Table 6, panel b).

Total expert workload was approximately 14

person-hours.

Platform. The annotation platform supports ran-
domized presentation order, blinded labels for
both rubrics and systems, session resume, and au-
dit logging of all submitted judgments. Screen-
shots of the pairwise-comparison (Part A) and
rubric-preference (Part B) interfaces are shown in
Figures 6 and 7.

Ethics and Compensation. Participation was
voluntary; a subset of experts received compensa-
tion at locally-competitive hourly rates, while the
remainder contributed time as a collegial courtesy
within the authors’ academic networks. No person-
ally identifying information is released; the pub-

SELO uses standard online updates: initial rating = 1500,
K = 32, expected score E4 = 1/(1 4 10(iB=Fa)/400),
with win = 1/ loss = 0/ tie = 0.5. Each comparison con-
tributes one update to the Outline ELO ratings. We perform
a single sweep over a randomly shuffled pair list (no iterative
convergence criterion), using the randomized A/B presenta-
tion order (seed = 42).
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Topic: Behavior-Based Insurance from  Sociological Perspective — outline

Response A s

Behavior-Based Insurance from a
Sociological Perspective

1 Introduction

1.1 Definition and Historical Evolution of Behavior-Based
Insurance

1.2 The Role of Human Behavior in Insurance Practices
1.3 Sociological Significance of Behavior-Based Insurance

1.4 The Intersection of Technology and Sociology in
Behavior-Based Insurance

1.5 Behavior-Based Insurance in Different Societal
Contexts

1.6 Theoretical Relevance to Sociological Research

Response B s

A Survey of Behavior-Based
Insurance from a Sociological
Perspective

1 Abstract

2 Introduction

3 Sociological Analysis of Al
Behavior

3.1 Simulation-Based Frameworks for
Behavioral Emergence

3.1.1 Decentralized Agent Interactions and Reciprocity

| ical Jati havior-Based
IZT of 3.2 Theoretical Models of Decision-Making
nsurance and Ambition
2.1 Sociological Theories of Human Behavior . o . 5

3.2.1 Grit and Financial Support in Strategic Outcomes
2.2 Social Norms and Their Influence on Insurance
Practices 3.3 Empirical and Qualitative Approaches to

2.3 Decision-Making Processes in Social Contexts Al Trustworthiness

3.3.1 Case Studies and Expert Insights on Al Risk

2.4 The Role of Societal Structures in Shaping Behavior
Management

2.5 Agent-Based Modelii d Social Dy i . . .
gent-Based Modeling and Soctal Bynamics 3.4 Sociological and Computational

2.6 Social Influence and Peer Behavior Integration in Al Behavior

2.7 Theoretical Frameworks for Fairness and Equity 3.4.1 Human-Chatbot Interaction Theorizing

2.8 Integration of Social Theory with Computational

Models 3.5 Network and Narrative Analysis of Al

Content

3 Social Dynamics and Risk Perception
3.5.1 Stiamatization Patterns in LLM-Generated Narratives ¥

Which survey is better? (click to advance)

Als Better Tie ‘ Bis Better

Figure 6: Part A: Outline pairwise-comparison inter-
face. The shared survey topic is shown at the top;
two anonymized system-generated outlines are pre-
sented side-by-side under blinded labels (Response A,
Response B), with model identities and any system-
revealing metadata stripped. A per-pane “translate to
Chinese” toggle is provided for non-English-native an-
notators. The annotator selects the better outline via
one of three buttons at the bottom: A is Better, Tie, or
B is Better.

lic annotations are de-identified to (anonymous ex-
pert ID, discipline) tuples.

C.2 Full Human-Alignment Results (All
Three Dimensions)

The main paper (§4.3) anchors its human-
alignment validation on the Outline dimension,
where both human inter-rater agreement and inter-
LLM-judge agreement are highest. Here we report
the full results across Outline, Content, and Refer-
ence.

Method ablation (CS) across all dimensions.
Table 11 reports Spearman p and Pairwise Con-
cordance for all three dimensions on the CS sub-
set (N = 7 experts). The rubric-based methods
dominate the holistic baseline on every dimension,
but the absolute alignment level is uneven: Out-
line and Reference reach p > 0.47 under Rubric
+ BT-domain, whereas Content alignment is sub-
stantially weaker (p = 0.10, Conc. = 50.6%).

Cross-discipline generalization (per-discipline
breakdown). Table 12 reports the per-discipline

Part B-1 - Outline

a1/ isi rubric best

Figure 7: Part B: rubric preference interface (shown
here for the Outline dimension). Each question corre-
sponds to one of the 11 evaluation aspects (labeled CRI-
TERION in the interface), and the header asks which
rubric best matches the annotator’s discipline. The
three rubric variants (Field-Aware, Cross-Discipline,
Generic) are displayed as cards under blinded labels
Option A/B/C in randomized order, each expanding to
its five constituent criteria; the annotator selects the
variant that best matches their discipline’s academic
standards.

Reference
P Conc.% P Conc.%

Holistic -0.13 439 -0.17 356 0.18 569
Discipline-Prompted  0.69 75.0 -0.21 41.7 0.37 61.1
Aspect (equal wt) 0.70 71.3 0.20 526 052 642
Rubric (equal wt) 0.77 80.2 0.17 50.6 047  69.3
Rubric + BT-domain ~ 0.77 81.0 0.10 50.6 0.47 70.2

Setting Outline Content

Conc.% p

Table 11: Ablation study on evaluation design choices.
We report Spearman p and Pairwise Concordance
(%) between LLM-judge scores and human prefer-
ence rankings (ELO) on the CS subset. Discipline-
Prompted injects discipline-specific instructions into
the judge prompt without using our rubric.

Spearman p and Pairwise Concordance of the final
framework (Rubric + BT-domain) on the Outline
dimension, with per-discipline expert counts in
parentheses. The pooled non-CS result (p = 0.90,
Conc. = 83.2% over N = 22 experts), reported
in Table 6(b), is supported by uniformly strong
per-discipline alignment: no discipline falls below
p = 0.70, and 6 of 9 disciplines reach p > 0.90.

Diagnosing weaker Content alignment. The
weaker Content alignment is not specific to our
rubric: holistic scoring fares worse (p = —0.17,
Conc. = 35.6%), and Discipline-Prompted does
too (p = —0.21, Conc. = 41.7%). Although
the structured Aspect/Rubric variants improve on
these baselines, their absolute agreement with ex-
pert rankings remains limited. Two observations
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Discipline pT  Conc.% 1
Biology (1)f 0.80 80.0
Business (4) 0.70 78.7
Education (3) 0.70 81.2
Engineering (3) 1.00 84.0
Environmental Science (2) 0.90 75.3
Medicine (3) 1.00 89.3
Physics (1)f 0.90 84.0
Psychology (1)f 1.00 90.0
Sociology (4) 0.90 86.6

All non-CS pooled (N = 22) 0.90 83.2

Table 12: Per-discipline human-alignment on Outline
(Rubric + BT-domain). Numbers in parentheses are ex-
pert counts; p is computed over the 11 systems. Cells
marked T are single-annotator disciplines; the reported
p reflects rank agreement between one expert’s ELO
and the LLM judge, and should be read as indicative
rather than statistically aggregated.

help diagnose this gap. First, expert Content judg-
ments concord with Outline judgments at 69.4%
but with Reference judgments at only 55.6% (Ap-
pendix C.5), consistent with content quality and
structural organization being difficult to disentan-
gle in long-form surveys. Second, replication with
Gemini-3-Pro yields p =~ 0.88 for Outline and
Reference but only p = 0.34 for Content (Ap-
pendix D.1), indicating lower cross-judge stability
for Content. These results do not isolate a single
cause: structural-cue interference, annotation de-
sign, and rubric design may all contribute.

We separately note that Discipline-Prompted
fares worse than Holistic on Content (p = —0.21
vs. —0.17), despite improving Outline (p = 0.69
vs. —0.13) and Reference (p = 0.37 vs. 0.18).
One possible explanation is that discipline prompt-
ing directs attention toward structural and termino-
logical cues, which may make substantive Content
differences harder to distinguish. The rubric in-
stead constrains attention through per-aspect crite-
ria. We treat this explanation as a hypothesis; the
current evidence does not isolate the underlying
mechanism.

C.3 Reference-Metric Blinded
Meta-Evaluation

Protocol. We assess whether metric-induced
pairwise orderings agree with judgments of
human-reference alignment in core topics and key
works. A single annotator, blinded to system iden-
tities and all metric scores, compares two gener-
ated surveys against the same-topic human-written
reference. Of 62 valid survey pairs, 61 receive a di-

rectional preference and one is judged tied.

Statistics. Kendall’s 7, measures association be-
tween metric-induced pairwise orderings and the
human labels while accounting for ties. Coverage
is the fraction of all 62 valid pairs on which a met-
ric makes a non-tied prediction. Decided-pair ac-
curacy is computed only where both the annota-
tor and the metric provide a direction; its denom-
inators are 19 pairs for Exact-F1, 19 for Survey-
Forge SAM-R, 21 for SurveyGen-style F1, and 42
each for 7-MaxSim and RA-AlignF1. The result-
ing comparison is reported in Table 7.

Comparison scope. Because the annotation con-
struct concerns alignment in core topics and key
works, we prioritize metrics explicitly designed
or used for reference-list evaluation in prior ASG
systems: Exact-F1, SurveyForge SAM-R (Yan
et al., 2025), and SurveyGen-style F1 (Bao et al.,
2025). General-purpose metrics such as ROUGE
and BERTScore are not uniquely specified for this
setting: their results depend on whether compari-
son is performed over full surveys, sections, indi-
vidual entries, or reference titles, as well as on the
aggregation scheme. Including one arbitrary con-
figuration would therefore conflate metric choice
with comparison granularity.

Limitations. This meta-evaluation supplies di-
rect human evidence for the alignment construct,
but remains preliminary because it contains only
62 pairs judged by a single annotator. We there-
fore interpret the observed differences as evidence
about coverage and agreement within this sample,
not as statistically conclusive or broadly generaliz-
able superiority over other metric families.

C.4 Rubric Preference Study: Detailed
Results

Table 13 reports the per-component breakdown of
the 252 rubric-preference annotations summarized
in §4.3. Across all three components, the Field-
Aware rubric was chosen substantially more of-
ten than chance (33.3%): Outline 94.2%, Content
88.6%, Reference 71.0%, pooled 85.3% (binomial
p < 0.001). The relatively lower preference on
Reference is consistent with citation-quality crite-
ria being more universal across disciplines than
outline conventions or content depth.
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Component Field-Aware Cross-Discipline Generic N  Binomial p
Outline (3 aspects) 94.2% 5.8% 0.0% 69 < 0.001
Content (5 aspects) 88.6% 9.6% 1.8% 114 < 0.001
Reference (3 aspects) 71.0% 24.6% 4.3% 69 < 0.001
Overall 85.3% 12.7% 20% 252 < 0.001

Table 13: Rubric preference study across 9 non-CS dis-
ciplines (N = 23 Part B experts). For each evaluation
aspect, experts judge which of three rubric variants best
matches their discipline’s academic standards: Field-
Aware (ours), Cross-Discipline (rubric from a differ-
ent field), or Generic (field-agnostic). Binomial test
against the 33.3% chance baseline.

Dimension Pair Concordance Spearman p
Outline x Content 69.4% 0.450
Outline x Reference 58.3% 0.267
Content x Reference 55.6% 0.067

Table 14: Inter-dimension concordance among human
expert pairwise judgments on the CS subset (N = 7
experts), collected separately for Outline, Content, and
Reference. For each pair of dimensions, we report the
rate at which expert preferences agree on the winning
system (Concordance) and the Spearman p between
the per-system ELO rankings derived from each dimen-
sion.

C.5 Inter-dimension Concordance Analysis

To diagnose why the Content dimension shows
weaker alignment with expert judgment than Out-
line or Reference (§4.3), we use the separately
collected CS-subset judgments (N = 7 experts),
which cover all three dimensions; the non-CS
Part A study described in Appendix C.1 evaluates
Outline only. For each pair of dimensions in the
CS subset, we compute (i) the rate at which an ex-
pert who prefers system A over system B on one
dimension also prefers A on the other (Concor-
dance), and (ii) the Spearman p between the per-
system ELO rankings derived independently from
each dimension.

As shown in Table 14, Content judgments con-
cord with Outline judgments at 69.4% (p =
0.450), substantially more than with Reference
judgments (55.6%, p = 0.067). This asymme-
try is consistent with content quality and structural
organization being difficult to disentangle. How-
ever, inter-dimension concordance does not iden-
tify causality and may also reflect genuine depen-
dence between content and organization. It there-
fore cannot exclude contributions from rubric de-
sign or the annotation procedure. Mitigating these
factors through content-only redaction protocols
or instrument-level changes is left to future work.

D Evaluation Robustness and Audits

D.1 Multi-Judge Robustness Check

To assess whether our primary results are sensi-
tive to the choice of LLM judge, we replicate
the rubric evaluation with a second independent
judge, Gemini-3-Pro, on the 4 directly compara-
ble systems (Qwen3-Max, Qwen DR, Gemini-3-
Pro, and Gemini DR) across all 10 disciplines.
These four systems are chosen because they form
two backbone-matched Vanilla<»DR pairs, mak-
ing them the most informative slice for diagnos-
ing both inter-judge agreement and potential self-
preference.

Inter-judge agreement. Table 15 reports the
per-dimension Spearman p and Pairwise Concor-
dance between the primary judge (Qwen3-30B-
A3B) and Gemini-3-Pro. Agreement on the ag-
gregated Overall score is high (p = 0.84, Con-
cordance = 88.3%). Outline and Reference rank-
ings are near-identical across judges (p = 0.88
on both), whereas Content shows lower agreement
(p = 0.34). This Content gap parallels the weaker
Content alignment with expert system rankings re-
ported in Appendix C.2: Content rankings are less
stable across judges in the present setup than rank-
ings anchored on Outline or Reference. We note
that with N = 4 systems, Spearman p is sensi-
tive to single rank flips; this check should therefore
be read as evidence of rank-stability under judge
swap on backbone-matched pairs rather than as a
population-level inter-judge agreement statistic.

Absence of systematic self-preference. A nat-
ural concern is that each judge might favor out-
puts from systems sharing its model family (Qwen
judge favoring Qwen3-Max/Qwen DR, Gemini
judge favoring Gemini-3-Pro/Gemini DR). Exam-
ining the two pairs in question, rank shifts between
the two judges for Qwen3-Max and Gemini-3-Pro
are bounded by +1 position. Crucially, the di-
rection of any small shift is not consistent with
self-preference (e.g., the Qwen judge does not uni-
formly rank Qwen systems higher than the Gemini
judge does). We therefore find no evidence of sys-
tematic self-preference at the magnitude relevant
to our paradigm-level conclusions.

D.2 Reference-Input Sensitivity Analysis

Setup. To assess whether the rubric-based Ref-
erence evaluation is sensitive to source informa-
tion beyond titles, we rerun the Reference judge
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Dimension Inter-judge p  Concordance
Outline 0.88 91.7%
Content 0.34 63.3%
Reference 0.88 90.0%
Overall score 0.84 88.3%

Table 15: Inter-judge agreement between the primary
judge (Qwen3-30B-A3B) and a second independent
judge (Gemini-3-Pro) on 4 directly comparable sys-
tems (Qwen3-Max, Qwen DR, Gemini-3-Pro, Gemini
DR) across 10 disciplines. Outline and Reference ex-
hibit near-identical rankings; the lower Content p paral-
lels the weaker Content alignment with expert system
rankings reported in Appendix C.2.

Reference input Spearman p  Concordance

0.833 70.5%
0.683 74.2 %

Title only
Title + abstract

Table 16: Sensitivity of the rubric-based Reference
evaluation to title-only versus title-plus-abstract input.
Spearman p is computed against the human-ELO sys-
tem ranking; concordance measures agreement with hu-
man pairwise preferences.

on a focused subset covering 9 systems, 3 shared
topics, and 987 unique references, while keep-
ing the rubric, judge, and aggregation procedure
fixed. We compare cleaned-title input with title-
plus-abstract input. The retrieval pipeline obtains
abstracts for 85.8% of the unique references; when
no abstract is retrieved, the reference remains in
the enriched condition with its title rather than be-
ing dropped. Spearman p measures correlation
with the human-ELO system ranking, and pair-
wise concordance measures agreement with hu-
man preferences.

Human-alignment sensitivity. Title-only judg-
ing obtains p = 0.833 and 70.5% concordance,
whereas title-plus-abstract judging obtains p =
0.683 and 74.2% concordance. Thus, adding ab-
stracts changes the two measures in different di-
rections: rank correlation decreases, while concor-
dance increases by only 3.7 points, with a 95%
confidence interval for the difference including
zero. This result does not show that abstracts
are uninformative; rather, it indicates that title-
level information already provides useful signal
for bibliography-level relevance and coverage on
this subset.

Retrieval coverage and cost. Abstract coverage
varies from 33.3% to 100% across systems, poten-

Abstract-based judgment Share
Fully supported 6.1%
Partially supported 71.5%
Not enough information 22.3%
Contradicted 0.0%

Table 17: Outcomes for the 179 valid abstract-based
support judgments in the exploratory claim-level feasi-
bility study.

tially confounding the resulting Reference scores
with metadata availability and retrieval success.
Abstract enrichment requires 1,030 web-search at-
tempts and 17.4M retrieval tokens and increases
judge input to 2.88x that of title-only judging.
A failed abstract match represents missing meta-
data and is not evidence that the corresponding
reference is invalid. These coverage and cost con-
siderations motivate retaining titles as the consis-
tent benchmark input; neither condition supports
claim-level verification.

D.3 Exploratory Claim-Level Feasibility

Separate from SurveyLens’s bibliography-level
Reference evaluation, we test the feasibility of an
abstract-based claim—citation pipeline on Interac-
tiveSurvey (Wen et al., 2025). The pipeline per-
forms claim—citation extraction, source localiza-
tion, and NLI-based support judgment. It extracts
195 citation-bearing contexts and maps them to
61 references with no unresolved mappings; 179
contexts yield valid judgments, summarized in Ta-
ble 17.

Because 93.8% of the valid judgments are
only partially supported or lack sufficient infor-
mation, these results demonstrate pipeline feasibil-
ity rather than validate claim-level correctness. In
particular, the absence of contradicted judgments
should not be interpreted as evidence that the ci-
tations are error-free, because abstracts may omit
evidence available only in the full text.

D.4 Retrieval Leakage Audit Protocol

This appendix details a two-stage retrieval-leakage
audit motivated by a concern about human-
reference alignment metrics: for every gener-
ated survey, we determine whether the system re-
produced or directly retrieved the paired human-
written survey on the queried topic, which would
inflate human-reference alignment metrics in a
way that does not reflect genuine synthesis ability.
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Stage 1: automatic candidate flagging. For
each of the 1,062 generated outputs, we (i) extract
the full reference list and (ii) scan the generated
body text for occurrences of the paired survey title
(matched both verbatim and under a normalized
form that strips punctuation, case, and version suf-
fixes). Any output that cites the paired survey title
in either location is flagged as a candidate leak.

Stage 2: manual verification. Every flagged
output is then verified by hand to remove false
positives such as incidental citation of a same-
topic but non-paired reference, or citation of a re-
lated survey on a strictly different sub-topic. Only
outputs that demonstrably ground a substantial
portion of their content on the paired survey are
counted as “confirmed leakage” in Table 18 (panel

a).

Coverage and per-paradigm rates. We apply
the protocol uniformly across all 1,062 outputs.
Confirmed leakage rates are 2/200 (1.00%) for
Vanilla LLMs, 46/665 (6.92%) for ASG systems,
and 93/197 (47.21%) for Deep Research Agents.
The DR category is internally split: Qwen DR
8.2% vs. Gemini DR 85.9%. We report this asym-
metry transparently rather than aggregate it away.

Leakage-excluded re-analysis. Table 18 (panel
b) repeats our human-reference alignment analy-
sis with all confirmed-leaked DR outputs removed.
On RA-AlignF1, the paradigm ordering DR (0.14)
> Vanilla (0.13) > ASG (0.10) is preserved af-
ter exclusion, indicating that the DR advantage
over ASG is not an artifact of citing the paired
survey; RA-AlignF1 is structurally robust to this
form of leakage because its Hungarian one-to-
one matching prevents repeated alignment with
a single source paper. On 7-MaxSim, we note
transparently that Vanilla LLMs (0.36) edge out
leakage-excluded DR (0.35), with both clearly
above ASG (0.26). We attribute the Vanilla 7-
MaxSim edge to output-length effects: Vanilla
outputs are short and contain little textual bloat,
so their per-segment maximum similarity to the
paired survey is mechanically inflated. We there-
fore read RA-AlignF1, which jointly penalizes re-
dundancy and rewards coverage, as the more reli-
able human-reference alignment signal, on which
the three-way ordering remains clean.

Limitations of the audit. Our protocol detects
leakage that surfaces as citation of, or near-
verbatim reuse from, the paired survey title. It

(a) Confirmed leakage rate by paradigm

Group N Leakage Rate |
Vanilla LLMs 200 1.00%
ASG Systems 665 6.92%
Deep Research Agents 197 47.21%
Overall 1,062 13.29%

(b) Human-reference alignment after leakage exclusion

Group N  RA-AlignF11 7-MaxSim T
DR (all) 197 0.15 0.32
DR (w/o leakage) 104 0.14 0.35
Vanilla LLM 200 0.13 0.36
ASG 665 0.10 0.26

(c) Rubric scores after leakage exclusion (DR)

Group N Out. Cont. Ref. Mean
DR (all) 197 353 432 243 3.43
DR (clean) 104 350 429 242 340
A —-0.03 —-0.03 —-0.01 -0.02
Qwen DR (all) 98 276 428 240 3.15

Qwen DR (clean) 90 2.78 4.26 2.40 3.15
Gemini DR (all) 99 430 436 2.47 3.71
Gemini DR (clean)! 14 423 432 244 3.66

Table 18: Retrieval-leakage audit. (a) Confirmed leak-
age rates by paradigm. (b) Human-reference alignment
(RA-AlignF1/ 7-MaxSim) after removing leaked DR
outputs. (c) Rubric scores (1-5) before and after leak-
age exclusion. The DR aggregate is stable (A = —0.02
on the mean, |A| < 0.03 on all three dimensions) and
no per-discipline rank flips are observed. Per-system
splits are reported for completeness; fGemini DR clean
(n = 14, covering 6 of 10 disciplines) has high vari-
ance and should be read alongside the more robust DR
aggregate. Gemini DR remains first on Content after
exclusion (4.32), preserving the Finding 3 (Content) or-
dering.

does not detect (i) paraphrased reuse without title
citation, (ii) reuse of other same-topic surveys not
designated as the paired reference, or (iii) reuse
of underlying primary sources cited by the paired
survey. A leakage-controlled evaluation protocol
using post-cutoff topics is the natural next step,
which we leave to future work.

D.5 Per-System Generation Failure Analysis

Of the 1,100 (11 x 100) system-topic genera-
tion attempts, 1,062 produced valid outputs (yield
96.5%). Table 19 breaks down the 38 missing
outputs by system and cause. Failures fall into
four buckets: persistent server-side failures (Sur-
veyX, 7), output-handling mistakes on our side
that did not affect generation itself (AutoSurvey2
Biology directory misplacement, 13), late re-runs
that are now included in the reported results (SciS-
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System
SurveyX 7

Missing Cause

Three retries still failed;
server-side issue confirmed
by authors.

Biology outputs written to
a wrong directory; genera-
tion itself succeeded.

Late re-runs not in initial
counts; included in current
results.

Intermittent LLM/retrieval
API failures; no call-level
logs retained.

Yield rate 1,062/1,100 =
96.5%.

AutoSurvey2 13

SciSage 10

Others 8

Total 38

Table 19: Per-system generation failure breakdown.
Failures are concentrated in system-level issues and
show no systematic correlation with discipline or topic.

age, 10), and intermittent third-party API failures
without retained call-level logs (others, 8). None
of these failure modes are correlated with specific
disciplines or topics in a way that would bias the
cross-discipline conclusions: missing outputs are
distributed across disciplines roughly proportional
to the per-system attempt count. The 8 intermittent
failures are sparsely scattered across affected sys-
tems (< 2 outputs each) and are not large enough
to flip any per-discipline ranking at the resolution
reported in §4.2.1.

D.6 Comparison Scope

Our benchmark compares three paradigms
through their evaluated configurations, which
differ in both algorithmic design and deployment
form. The seven open-source ASG systems share
a Qwen3-30B-A3B backbone, reducing backbone
variation within this subset, although their data
sources, retrieval pipelines, and orchestration
still differ. Vanilla LLMs and Deep Research
agents are evaluated using their officially de-
ployed configurations to reflect practical usage.
The shared-backbone ASG comparison and
the provider-matched Vanilla-DR comparisons
provide supporting evidence that the observed
score differences are not explained by backbone
scale alone. Howeyver, they do not isolate a causal
paradigm effect from differences in backbones,
retrieval infrastructure, source access, orchestra-
tion, and product implementation. We therefore
interpret the cross-paradigm results as descriptive
comparisons among the evaluated configurations.
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Figure 8: Dimension-level evaluation results of the
11 systems across Overall, Outline, Content, and Ref-
erence, highlighting the trade-offs between structural
planning and content synthesis.

E Detailed Results

In this section, we report the detailed performance
of the evaluated systems. We first present a fine-
grained visualization of aspect-wise metrics and
then provide a breakdown of scores across differ-
ent academic disciplines.

E.1 Dimension-Level Grouped Comparison

Figure 8 complements the aspect-level heatmap in
the main text (Figure 4) by aggregating the eleven
sub-metrics back into the three primary dimen-
sions (Outline, Content, Reference) plus the Over-
all score, giving a side-by-side view of the 11 sys-
tems at the dimension granularity.

For reference, the aspect grouping behind both
figures is as follows. The Outline dimension
covers A1-A3, evaluating Substantive Integrity,
Structural Coherence, and Formal Precision.
The Content dimension spans A4-A8, assessing
Scope and Relevance, Structural Coherence,
Synthesis and Integration, Critical Insight and
Novelty, and Scholarly Communication. Finally,
the Reference dimension includes A9-A11, exam-
ining Bibliometric Comprehensiveness, Eviden-
tial Integrity, and Referential Pertinence and
Compliance.

E.2 Paradigm-Level Score Distributions

To complement the system-level bar chart (Fig-
ure 8) and the aspect-level heatmap (Figure 4), Fig-
ure 9 reports score distributions of the three ma-
chine paradigms (ASG, Vanilla LLM, DR) along-
side human-written surveys on the three primary
components. Three visualisation-level observa-
tions support findings in the main text: (i) on
Reference, the human distribution (x = 3.13)
sits clearly above all machine paradigms (DR
@ = 243, ASG p = 2.24, Vanilla LLM p =
1.24), reinforcing Finding 3’s identification of the
bibliography-level Reference criteria as a shared
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Figure 9: Paradigm-level score distributions on Out-
line, Content, and Reference for the three machine
paradigms (ASG, Vanilla LLM, DR) and human-
written surveys. The Reference panel exhibits a per-
sistent human advantage absent from Outline and Con-
tent; Vanilla LLM exhibits a density spike at score 1.0
on Reference; ASG Outline is bimodal at the paradigm
level.

bottleneck; (ii) Vanilla LLM exhibits a density
spike at score 1.0 on Reference, indicating floor-
level performance on the bibliography-level Ref-
erence criteria for systems without external re-
trieval, consistent with Finding 1’s observation
that vanilla LLMs consistently underperform; (iii)
the ASG Outline distribution is bimodal at the
paradigm level (with modes near 2.5 and 4.5), di-
rectly visualising the within-paradigm reliability
split that Finding 2 attributes to data-source qual-
ity.

E.3 Discipline-Specific Performance

Tables 20, 21, and 22 list the Reference-Free
scores (1-5) for the three key dimensions across
ten distinct disciplines.

* QOutline Quality (Table 20): This table com-
pares the structural quality of the generated
surveys. It includes scores for ASG Systems,
Vanilla LLMs, and Deep Research Agents,
highlighting the best and second-best per-
forming models in each field.

* Content Quality (Table 21): This table eval-
uates the coherence, relevance, and depth of
the generated content. It allows for a compar-
ison of how well different approaches handle
domain-specific knowledge generation.

¢ Reference Rubric Scores (Table 22): This
table reports rubric-conditioned scores for
bibliography-level relevance and coverage of
the generated reference lists. It highlights dif-
ferences among the evaluated configurations,
particularly between systems with and with-
out retrieval capabilities. These scores do not
assess citation authenticity, claim-level attri-
bution, evidential support, or hallucination.
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System(Outline)

|Edu® Med % Bio ¢ Soct Phys# Psy® Eng# Env@ CS@ Busé |Avg

ASG Systems
AutoSurvey 428 392 443 362 399 375 427 438 446 395 |4.11
SurveyForge 465 473 458 416 454 460 478 429 424 4.24 |4.48
AutoSurvey2 1.43 1.37 123 180 188 1.35 233 151 1.73 130 [1.59
InteractiveSurvey 318 400 281 188 411 3.06 420 335 4.01 3.14 (3.37
LLMxMapReduce-V2| 3.62 399 292 328 335 409 326 385 3.11 288 (344
SurveyX 406 419 424 336 402 410 412 398 399 328 |3.93
SciSage 228 235 238 210 217 228 251 213 1.64 211 |2.20
Vanilla LLMs
Qwen3-Max 240 273 224 264 133 143 200 224 1.03 221 |2.03
Gemini-3-Pro 1.82 192 269 264 3.06 160 276 258 251 140 [2.30
Deep Research Agents
Qwen DR 219 279 328 3.08 228 282 345 295 254 238 |2.78
Gemini DR 426 450 446 4.08 431 432 442 441 411 354 (424

Table 20: Results of discipline-aware rubric evaluation scores (1-5) in terms of Outline. Best performance is in

bold, second best is underlined.

System(Content) ‘Edu # Med ¥ Bio¢ Soci Physé: Psy@ Eng@& Env@ CS Bus & ‘Avg
ASG Systems

AutoSurvey 3.11 439 352 293 359 334 423 412 347 4.04 |3.67

SurveyForge 3.25 458 390 345 424 350 440 434 3.65 4.14 |3.95

AutoSurvey?2 344 383 257 273 337 297 354 344 342 3.59 |3.29

InteractiveSurvey 322 413 331 198 359 299 397 374 343 3.67 |3.40

LLMxMapReduce-V2| 3.18 374 359 284 352 290 342 3.67 3.17 3.51 |3.35

SurveyX 3.25 382 381 314 364 326 391 386 342 375 |3.59

SciSage 3.25 404 354 275 3.65 294 336 3.67 3.18 3.68 |3.41
Vanilla LLMs

Qwen3-Max 4.53 425 422 416 483 448 327 476 432 422 (430

Gemini-3-Pro 3.79 433 434 341 289 376 356 349 411 3.63 |3.73

Deep Research Agents
Qwen DR 3.99 461 438 384 4.69 401 453 457 411 425 |4.30
Gemini DR 435 452 455 398 463 422 375 422 430 4.58 |4.31

Table 21: Results of discipline-aware rubric evaluation scores (1-5) in terms of Content. Best performance is in

bold, second best is underlined.
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System(Reference) ‘Edug Med s Bio ¢ Socis Phys& Psy@ Eng@d Env@ CS@ Busé& ‘Avg

ASG Systems
AutoSurvey 247 274 296 276 276 187 234 241 3.00 230 |2.56
SurveyForge 209 220 120 2.08 210 204 204 193 232 1.86 |1.99
AutoSurvey?2 228 216 190 211 244 188 180 2.10 2.18 2.08 |2.09
InteractiveSurvey 204 220 225 100 258 186 230 1.8 272 1.84 |2.06
LLMxMapReduce-V2| 2.54 228 282 256 254 342 304 205 344 179 |2.65
SurveyX 1.24 140 184 120 147 153 220 130 1.74 120 |1.51
SciSage 298 280 318 292 318 268 208 251 348 248 |2.83
Vanilla LLMs
Qwen3-Max 1.08 136 1.10 094 1.14 096 092 1.16 1.02 094 [1.06
Gemini-3-Pro 1.22 .12 122 134 128 1.10 1.06 1.12 1.18 1.01 |1.17
Deep Research Agents
Qwen DR 236 250 272 236 246 216 228 198 258 2.17 |2.36
Gemini DR 238 250 284 254 270 204 212 223 274 223 |243

Table 22: Results of discipline-aware rubric evaluation scores (1-5) in terms of Reference. Best performance is in
bold, second best is underlined.

System Img Tab Eq Para Wrd Sent Cite Ref Char
ASG Systems

AutoSurvey 0.11 0.02 0.04 711 400 218 1.03 099 4.04

SurveyForge 0.04 0.01 0.01 1.51 073 035 027 024 0.87

AutoSurvey2 0.04 0.00 0.00 0.18 0.14 0.07 0.11 0.10 0.16

InteractiveSurvey 0.05 0.00 0.01 056 039 0.19 0.09 008 047

LLMxMapReduce-V2 | 0.02 0.02 0.01 046 037 0.18 0.04 0.03 044

SurveyX 052 032 014 409 216 0.85 025 022 242

SciSage 0.01 0.00 0.00 025 0.13 0.08 0.07 0.07 0.16
Vanilla LLMs

Qwen3-Max 0.03 0.04 0.04 049 021 020 033 0.18 0.24

Gemini-3-Pro 0.01 0.01 0.03 024 0.09 0.09 0.11 0.06 0.11

Deep Research Agents
Qwen DR 0.03 026 001 025 022 0.14 0.10 0.10 0.25
Gemini DR 0.02 0.01 0.04 027 032 029 0.07 033 0.29

Table 23: Full structural statistics of generated surveys relative to human-written references (1.0 = human parity).
Compact four-column version used in the main text in Table 5. Largest value per column is in bold, and second-
largest value(s) are underlined; ties at the reported precision share the same formatting.
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F Qualitative Case Studies on ASG
Failure Modes

To make the abstract failure modes identified in
Findings 5 and 6 concrete, we conduct two qualita-
tive case studies on a single shared topic, “Abusive
Language Training Data in Natural Language Pro-
cessing”, for which a high-quality human-written
survey (Vidgen and Derczynski, 2020) is available
as the paired reference. We compare it against gen-
erated outputs from two representative ASG sys-
tems (AutoSurvey (Wang et al., 2024¢) and SciS-
age (Shi et al., 2025)), which exemplify two oppo-
site failure patterns at the structural level.

F.1 Case A: Information Dumping in
Pipeline ASG (Finding 6)

Setup. Finding 6 observes that pipeline ASG
systems like AutoSurvey exhibit extreme textual
bloat (7.11x paragraphs, 4.00x words relative
to human surveys) without improving substantive
coverage. We zoom into the Introduction chapter
of both surveys, which targets the same rhetorical
goal: motivating the importance of the topic.

Quantitative comparison. Table 24 reports per-
section structural statistics. AutoSurvey expands
the Introduction into 8 third-level subsections,
each averaging ~ 880 words. The whole AutoSur-
vey Introduction occupies roughly 7,001 words /
47,567 characters, whereas the paired human In-
troduction completes the same rhetorical function
in 259 words / 1,851 characters, a 27x length
expansion with no corresponding gain in cover-
age breadth (both introduce the same set of moti-
vations).

Section Words Chars Sents
Human Introduction (full) 259 1,851 13
AutoSurvey §1.1 Importance 974 6,733 35
AutoSurvey §1.2 Role of Data 912 6,219 35
AutoSurvey §1.3 Societal Impact 888 6,234 36
AutoSurvey §1.4 Curation Chal- 853 5,993 35
lenges

AutoSurvey §1.5-1.8 (4 subsec.) 3,374 22,388 137

7,001 47,567 278

AutoSurvey Intro. (full, 8 subsec.)

Table 24: Per-section statistics for the Introduction
chapter of the human-written survey (Vidgen and Der-
czynski, 2020) versus AutoSurvey’s generated output
on the same topic.

Qualitative excerpt. The contrast becomes
sharper when reading opening sentences of each.

The human introduction grounds claims in specific
policies, venues, and counts:

“... policy and regulatory developments, such
as the EU’s Code of Conduct on Hate, the UK
Government’s ‘Online Harms’ white paper, Ger-
many’s NetzDG laws, the Public Pledge on Self-
Discipline for the Chinese Internet Industry, and
France’s anti-hate regulation. In 2020 alone,
at least three computer science venues will host
workshops on online hate (TRAC and STOC at
LREC, and WOAH at EMNLP), and a shared task
at 2019’s SemEval ... reported that 800 teams
downloaded the training data and 115 submit-
ted detection systems.” (Vidgen and Derczynski,
2020)

AutoSurvey’s §1.1, addressing the same moti-
vational goal, instead chains generic intensifiers
without verifiable evidence:

“Abusive language detection in Natural Lan-
guage Processing (NLP) has emerged as a crit-
ical area of research ... The significance of this
task cannot be overstated, as it plays a vital role
in creating safer online environments and pro-
moting the ethical development of Al systems. As
online interactions become more frequent and di-
verse, the need to identify and mitigate abusive
language has become imperative to ensure that
digital spaces remain inclusive and respectful for
all users ...”

The next three subsections (§1.2 Role of Training
Data, §1.3 Societal Impact, §1.4 Curation Chal-
lenges) re-invoke near-identical hedges (“plays a
critical role”, “cannot be overstated”, “it is essen-
tial to ensure”) and largely overlap in claim space,
producing horizontal redundancy rather than incre-

mental coverage.

Takeaway. The case directly instantiates Find-
ing 6: AutoSurvey produces a 27x-longer Intro-
duction by paraphrasing the same motivational
claims across eight subsections, rather than by ex-
pert condensation. This is also precisely the fail-
ure mode the redundancy penalty w(e) in our RA-
AlignF1 metric (§4.2.2) is designed to surface.

F.2 Case B: Local Alignment without Global
Structure in SciSage (Finding 5)

Setup. Finding 5 documents a systematic gap be-
tween high 7-MaxSim (local segment-level simi-
larity to human text) and low RA-AlignF1/ rubric
scores (global coverage and narrative organiza-
tion). SciSage on this topic provides a particu-
larly clean illustration: its individual paragraphs
are locally aligned with the paired reference, but
its structural footprint is dominated by a generic
“introduction — literature review — conclusion”
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template that omits the paired survey’s central con-
tributions.

Structural footprint. Table 25 contrasts the
second-level outline coverage. The paired human-
written survey (Vidgen and Derczynski, 2020)
organizes its body around the full life-cycle of
an abusive-language training dataset: task for-
mation, content properties, annotation process,
annotator identity, annotation guidelines, dataset
sharing, an open-science infrastructure proposal
(hatespeechdata.com), and an evidence-based
best-practice checklist. ~ SciSage’s outline col-
lapses this seven-stage life cycle into a generic Liz-
erature Review section with two thematic subsec-
tions.

Topical block in human survey Human SciSage
Task formation & detection typology v —
Dataset content properties v —
Annotation process & methodology v partial
Annotator identity & demographics v —
Annotation guidelines v —
Dataset sharing & open science v —
Best-practice recommendations v —
Total L1 chapters 8 4
Total L2 subsections 17 4

Table 25: Outline-level coverage comparison on the
same topic. SciSage retains a generic survey template,
fully omitting six of the paired survey’s seven central
contributions and only partially covering the seventh
(annotation process).

Local alignment is preserved. Despite this
structural collapse, individual SciSage paragraphs
are locally aligned with the paired reference and
mention overlapping evidence. For example, the
Recent Advancements subsection reads:

“A systematic review of 63 publicly available
datasets highlights the difficulties in producing
large, diverse, and theoretically informed col-
lections while minimizing biases ... specialized
datasets like L-HSAB ... emphasize rigorous
data collection procedures and annotation guide-
lines ... inter-annotator agreement metrics like
Cohen’s Kappa and Krippendorff’s alpha to val-
idate annotation quality.”

All three referenced items (63-dataset system-
atic review, L-HSAB, Cohen’s x / Krippendorft’s
«) also appear in the paired human-written pa-
per, which explains why such outputs attain
non-trivial entry-level embedding similarity (7-
MaxSim) with the human reference.

Global narrative is missing. However, this lo-
cal alignment does not survive aggregation. SciS-
age’s two thematic subsections (Recent Advance-
ments, Current State of Research) collapse the
paired paper’s distinct chapters on (i) who anno-
tated the data, (ii) how the annotation guidelines
treat irony, calumny, and intent, (iii) how datasets
degrade under platform Terms-of-Service con-
straints, and (iv) the proposed data-trust infras-
tructure for sharing into a single undifferentiated
“advances and challenges” block. The paired sur-
vey’s central proposals (the hatespeechdata.com
repository, the four-stage best-practice checklist,
and the open-science / data-trust framework) have
no corresponding section in SciSage’s output.

Takeaway. The case operationalises the local-
alignment / global-structure gap flagged in Find-
ing 5: SciSage produces locally aligned factual
fragments (high 7-MaxSim), but the discipline-
specific narrative scaffold that turns those frag-
ments into a usable survey is replaced by a one-
size-fits-all template (low RA-AlignF1, low rubric
Outline score). Together, Cases A and B show
that ASG failure modes are not symmetric: Auto-
Survey over-produces text without adding cov-
erage, whereas SciSage produces locally aligned
content without the appropriate global struc-
ture, two opposite manifestations of the same un-
derlying gap between local segment-level align-
ment and global disciplinary organization.
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G Prompts

To ensure reproducibility and provide a clear understanding of our framework, we detail the specific
prompts used in our experiments. These prompts were designed to guide the LLM effectively across
different stages of the pipeline. They are categorized into three main functional phases:

* Criteria Construction Phase: This phase focuses on establishing comprehensive evaluation stan-
dards. Figures 10, 11, and 12 illustrate the prompts used to aggregate high-level aspects, expand
them into detailed criteria based on survey content, and merge criteria from various sources, respec-
tively. This process ensures that the resulting criteria are both diverse and specific to the domain.

» Evaluation Phase: We adopt a modular strategy to evaluate the quality of the surveys. We present
the prompts designed for the per-aspect evaluation of the survey’s outline (Figure 13), content (Fig-
ure 14), and references (Figure 15). Evaluating these components independently helps minimize
interference and ensures a more accurate assessment.

* Generation Phase: Figure 16 presents the prompt used for the automated generation of system-
atic literature reviews. This prompt guides the model to synthesize the collected references into a
complete paper based on the topic provided by the user.

Aggregate Aspects Prompt

System prompt: You are an academic evaluation expert. I need you to aggregate the following evaluation criteria for
{category_name} into {target_count} universal, highly aggregated aspects.

Current aspects list:
{formatted_aspects}

Requirements:
* Aggregate these {len(aspects_list)} aspects into {target_count} universal aspects
» Each aggregated aspect should:
— Be a highly abstract, universal concept
— Cover multiple related original aspects
— Have a concise and generalizable name
— Have clear descriptions that reflect its universal nature
¢ Maintain academic rigor, ensuring the aggregated aspects comprehensively cover the core content of the original
aspects
¢ The number of returned aspects must be exactly {target_count}

Please return the result strictly in the following JSON array format, without any additional text:

L
{"Aspect Name 1": "Detailed description 1"},
{"Aspect Name 2": "Detailed description 2"},

Note: Return only the JSON array, without any markdown code block markers or other text.

Figure 10: Prompt used to aggregate multiple evaluation aspects into a smaller set of universal, highly aggregated
aspects. Used in the call_11lm_for_aggregation function.

Expand Aspects Prompt

System prompt: You are an academic survey expert. Now you are refining the writing guideline of survey writing.

Given:
1. Component Type: {component_name} (outline/content/reference)
2. Component Content: The actual {component_name} from a survey paper
3. Aspect: {aspect_name} - {aspect_description}
4. Target Number: {n}

Task:
Expand the given aspect "{aspect_name}" into {n} specific, detailed criteria. Each criterion should:
* Provide a clear, actionable explanation of what "{aspect_name}" means in the context of {component_name}
¢ Include a concrete example from the provided component content that demonstrates this criterion
* The example should be a summary/synthesis of relevant parts from the component content, NOT a direct verbatim
quote
* Be specific enough to guide evaluation of survey {component_name}
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Expand Aspects Prompt (continued)

Component Content:
{component_content}

Aspect to Expand:
Name: {aspect_name}
Description: {aspect_description}

Please return the result in the following JSON format:

"aspect_name": "{aspect_name}",

"expanded_criteria”: [

{

"criterion_name": "Specific criterion name 1",

"description”: "Detailed explanation of what this criterion means”,

"example": "Summarized example from the component content that demonstrates this criterion’
h

{

"criterion_name": "Specific criterion name 2",

"description”: "Detailed explanation of what this criterion means”,

"example”: "Summarized example from the component content that demonstrates this criterion’

}'

-
}

4

"

Note: Return only the JSON object, without any markdown code block markers or additional text.

Figure 11: Prompt used to expand a single aspect into detailed criteria using survey content. Each criterion includes
description and example. Defined as EXPAND_ASPECT _PROMPT.

Merge Aspect Criteria Prompt

System prompt: You are an academic survey expert. Now you are merging multiple expanded criteria from the same
aspect across multiple survey papers into a consolidated set.

Given:
1. Aspect Name: {aspect_name}
2. Component Type: {component_name} (outline/content/reference)
3. All Expanded Criteria: A list of criteria from the same aspect "{aspect_name}" collected from multiple survey papers
4. Target Number: {n}

Task:
Merge all the given expanded criteria into {n} comprehensive, consolidated criteria. Each merged criterion should:
» Synthesize related criteria from different survey papers into a unified, coherent criterion
* Preserve the essential meaning and evaluation focus of the original criteria
* Be general enough to apply across different survey papers while remaining specific enough to guide evaluation
¢ Avoid redundancy while maintaining comprehensiveness
» Each merged criterion should have a clear, distinct focus
» Extract common patterns and best practices from the examples

All Expanded Criteria:
{all_criteria_json}

Please return the result in the following JSON format:
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Merge Aspect Criteria Prompt (continued)

"aspect_name": "{aspect_name}",

"component_name": "{component_name}",

"merged_expanded_criteria”: [

{

"criterion_name"”: "Consolidated criterion name 1",

"description”: "Comprehensive description that synthesizes related criteria”,

"example": "Highly synthesized and aggregated example that demonstrates universally
applicable criteria”

}!

{

"criterion_name"”: "Consolidated criterion name 2",

"description”: "Comprehensive description that synthesizes related criteria”,

"example": "Highly synthesized and aggregated example that demonstrates universally
applicable criteria”

}’

1

}

Note: Return only the JSON object, without any markdown code block markers or additional text.

Figure 12: Prompt used to merge criteria from multiple survey papers into consolidated criteria. Synthesizes
common patterns across different examples. Defined as MERGE_ASPECT_CRITERIA_PROMPT.

Per-Aspect Outline Evaluation Prompt

System prompt: You are a domain reviewer for category: {category}.

Domain-specific outline aspects and their criteria (JSON):
{json.dumps(criteria_payload, ensure_ascii=False)}

Survey outline (cleaned):
{json.dumps(outline, ensure_ascii=False)}

Instructions:
For EACH aspect below, give:
* an integer score from 1 to 5
* ashort justification in one sentence

Return JSON exactly in this format:
{"aspects”: [

{"aspect_name": "<string>", "score": <int>, "notes": "<string>"}

13

Figure 13: Prompt for per-aspect evaluation of survey outline quality. Returns individual scores for each aspect,
which are then averaged. Used in _build_prompt_per_aspect method for outline.

Per-Aspect Content Evaluation Prompt

System prompt: You are a domain reviewer for category: {category}.

Domain-specific content aspects and their criteria (JSON):
{json.dumps(criteria_payload, ensure_ascii=False)}

Survey content sections (trimmed for length):
{json.dumps(self._trim_sections(content), ensure_ascii=False) }

Quick stats:
{json.dumps(stats, ensure_ascii=False)}

Instructions:
For EACH aspect below, give:
* an integer score from 1 to 5
* a short justification in one sentence

Return JSON exactly in this format:
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Per-Aspect Content Evaluation Prompt (continued)

{"aspects”: [
{"aspect_name"”: "<string>", "score": <int>, "notes"”: "<string>"}

13

Figure 14: Prompt for per-aspect evaluation of survey content quality. Returns individual scores for each aspect,
which are then averaged. Used in _build_prompt_per_aspect method for content.

Per-Aspect Reference Evaluation Prompt

System prompt: You are a domain reviewer for category: {category}.

Domain-specific reference aspects and their criteria (JSON):
{json.dumps(criteria_payload, ensure_ascii=False)}

Survey reference titles (cleaned):
{json.dumps([r.get(’title’) for r in references], ensure_ascii=False) }

Instructions:
For EACH aspect below, give:
* an integer score from 1 to 5
* a short justification in one sentence

Return JSON exactly in this format:
{"aspects”: [

{"aspect_name": "<string>", "score"”: <int>, "notes": "<string>"}

13

Figure 15: Prompt for per-aspect evaluation of survey reference quality. Returns individual scores for each aspect,
which are then averaged. Used in _build_prompt_per_aspect method for reference.

Deep Research Agent Survey Generation Prompt

Given:
1. Topic: {topic} (user-provided literature review topic)
2. Output Style: Formal academic style suitable for a top-tier journal
3. Output Format: A full systematic literature review with section headings and references

Task (Step 1: Initial Request):
Please write a comprehensive systematic literature review paper on: “{topic}”
The review should cover:
1. Introduction and background
2. Key concepts and definitions
. Historical development and milestones
. Current state-of-the-art methods and techniques
. Applications and case studies
. Challenges and open problems
. Future research directions
. Conclusion
Please write in a formal academic style suitable for a top-tier journal. Include section headings and provide references for
all sources used.

[ BEN o) WU, BF SNROS)

Task (Step 2: Full Paper Generation):

Great. Now please proceed to write the complete literature review as outlined. The review should be comprehensive,
well-structured, and rigorous.

Please include:

. A clear title and abstract

. Introduction with research motivation and objectives

. Comprehensive review of existing literature organized by themes or chronology

. Critical analysis of the field’s strengths and weaknesses

. Identification of research gaps

. Conclusion summarizing key findings

. References section with all cited sources

The review should be detailed enough for publication in a reputable academic journal, typically between 3000—8000 words.
Please begin writing now.

N\ kW —
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Deep Research Agent Survey Generation Prompt (continued)

Notes:
* The code sends a multi-turn message sequence:
1. User: Step 1 initial request (above)
2. Assistant: Model “clarification” (captured from Step 1 output; if missing, replaced by a short default acknowl-
edgement)
3. User: Step 2 full-paper instruction (above)

Figure 16: Prompt for batch generation of systematic literature reviews. The script first issues an initial scope
request, then prompts the model to produce a full paper for each user-provided topic; references returned by the
deep-research model are collected and saved.
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