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Abstract
The rapid increase in research publications, par-
ticularly in computer science, presents signifi-
cant challenges for researchers, reviewers, and
institutions in performing comprehensive lit-
erature reviews. Traditional citance analysis,
which mainly focuses on sentiment and citance
intent, often misses important details. To ad-
dress this, we introduce a multidimensional
citation-analysis ontology that jointly repre-
sents three complementary dimensions: Intent,
Polarity, and Semantics. Using data from Se-
mantic Scholar we classify citances based on
this approach to create CitAn dataset which has
1,165 manually labeled citances from 80 sub-
fields in Computer Science, Health Sciences,
Bioinformatics, and Social Sciences and Hu-
manities. Finally, we fine-tune language mod-
els using this dataset, which yields promising
results and paves the way for efficient citance
analysis across various academic fields.

1 Introduction

In today’s fast-growing academic landscape, partic-
ularly in fields such as computer science, an over-
whelming number of research papers is published
every day. For researchers starting new projects,
conducting an effective literature review is essential
for understanding prior work, identifying gaps, and
assessing scientific relevance. Similar challenges
affect peer reviewers, publishers, and academic
institutions (A.15), which must evaluate an increas-
ing volume of submissions for originality, rigor,
and impact. These tasks require identifying contra-
dictions, tracking extensions of foundational work,
locating relevant datasets and tools, summarizing
methods, and verifying novelty and reproducibility.
Given the scale of modern scientific production,
this process has become increasingly complex and
time consuming.

Citance analysis, which studies the textual con-
text in which references are used, provides a pow-
erful solution to these challenges by revealing how

knowledge is used and developed within schol-
arly discourse. It has important implications for
multiple stakeholders in the scholarly ecosystem.
For researchers, it supports knowledge discovery,
literature gap detection, and reproducibility. For
research-performing organizations, it enables fine-
grained impact assessment beyond raw citation
counts. Publishers benefit from improved visibility
into how articles are used and discussed, while fun-
ders gain clearer evidence of the scientific influence
and effectiveness of their investments. These ben-
efits highlight the growing importance of citance
analysis in the modern research ecosystem. Tradi-
tionally, citance analysis has focused on two main
aspects: sentiment and citation function. While use-
ful, these isolated perspectives often fail to capture
the full context of how and why scientific works
are cited. In this work, we address this limitation
by integrating intent, polarity, and semantics into
a unified analysis framework. Our approach lever-
ages citance data from Semantic Scholar and the
semantic capabilities of language models.

We introduce a novel ontology that classifies ci-
tances based on three complementary dimensions:
Intent, Polarity, and Semantics. This framework
enables a deeper understanding of the author’s pur-
pose in citing a work, the author’s stance toward
it and the object of the reference. In addition, we
introduce a dataset of 1,165 manually annotated
citances from three major scientific domains: Com-
puter Science, Health Sciences and Bioinformatics,
and Social Sciences and Humanities, covering 80
subfields as detailed in Appendix A.9. This dataset
is used to fine-tune language models for domain-
agnostic citance analysis. To the best of our knowl-
edge, no prior work jointly models citation intent,
polarity, and semantics at the level of an individual
target citation marker, nor is there a publicly avail-
able, domain-agnostic dataset that captures all three
dimensions. The task addressed in this paper is il-
lustrated in Figure 1. Our main contributions are
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Figure 1: Example citances and their corresponding
classifications across the Semantics, Intent, and Polarity
categories, based on the ontology defined in this work.
Each citance mark in the same sentence gets its own
annotation.

as follows: (i) we propose a multidimensional on-
tology for citance analysis based on Intent, Polarity
and Semantics; (ii) we introduce the CitAn dataset,
containing 1,165 manually annotated citances span-
ning 80 subfields and three broad scientific do-
mains; (iii) we provide benchmark experiments
with several language-model architectures demon-
strating the usability of the proposed resource for
automated citance analysis; (iv) we present a qual-
itative evaluation of the best-performing model.
The ontology, annotated dataset, and associated
resources are available through our GitHub reposi-
tory.1.

2 Related Work

Currently, research in the area of citance analysis
has primarily focused on two branches: the devel-
opment of ontologies for marking references and
citance data, and the development of automated
tools for annotation based on these ontologies. A
brief review of the works that inspired us and are
most closely related to our research is provided.
For a more detailed review of the literature over
the years on ontology definition, refer to (Ihsan and
Qadir, 2019) and for automated classification of
reasons of the citation to (Ihsan et al., 2023).

1https://github.com/pantelakisg/
multidisciplinary-citance-analysis

2.1 Ontology
Prior research on citance analysis has proposed a
variety of ontologies and classification schemes,
yet many remain limited in how they conceptual-
ize relationships between citing and cited works
(Ciccarese et al., 2008; Zhu et al., 2015; Valenzuela-
Escárcega et al., 2015). Others use large or hierar-
chical label inventories (Peroni and Shotton, 2012;
Zhao et al., 2019), or combine and overlap cate-
gories that could be represented more simply as
independent dimensions (Ihsan and Qadir, 2019;
Budi and Yaniasih, 2023). These limitations mo-
tivate the need for a simpler but comprehensive
framework for citance analysis.

The SWAN ontology (Ciccarese et al., 2008) cat-
egorizes research through discourse elements like
Research Statements and Structured Comments,
linked by tags such as "discusses" or "inconsisten-
tWith." Unlike our approach, it emphasizes internal
connections rather than relationships between a pa-
per and its citances.

CiTO (Peroni and Shotton, 2012) represents ci-
tation relations through 32 citation-relation types,
including properties such as usesMethodIn, uses-
DataFrom, extends, agreesWith, and disagreesWith.
These properties overlap with CitAn but operate
at a different level: for example, usesMethodIn
combines Reuse Intent with Methodology Seman-
tics, whereas CitAn annotates these dimensions
separately and independently adds Polarity. This
factorization avoids requiring a separate relation
property for every combination of purpose, cited
object, and stance.

Works like (Zhu et al., 2015), (Valenzuela-
Escárcega et al., 2015) classify citances by im-
portance using a two-level system, focusing on
background or extended contributions. However,
they overlook citance intent and underlying author
motivation, which are often subjective and domain-
specific.

CCRO (Ihsan and Qadir, 2019) surveyed approx-
imately 150 citation reasons and reduced them
to eight reason properties grouped by sentiment:
BasedOn, Incorporate, and Extend under Positive;
Negate, Criticize, and Contrast under Negative;
and Compare and Discuss under Neutral. Its rea-
son properties therefore combine information that
CitAn represents separately as Intent and Polar-
ity, and CCRO does not annotate the cited object
captured by CitAn’s Semantics dimension.

(Zhao et al., 2019) introduced SciRES, which
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has 18 label values: three general roles, nine fine-
grained roles, and six functions. Its general roles
are Material, Method, and Supplement; Supple-
ment contains the fine-grained roles Paper, License,
and Media, so it does not map directly to CitAn’s
Claim label. Use and Produce are two separate
function labels: Use concerns applying an existing
resource, whereas Produce concerns producing or
releasing a resource. Use, Extend, and Compare
correspond closely to CitAn’s Reuse, Extension,
and Comparison Intent labels, while Produce can
be represented through CitAn’s Generic Intent and
Artifact Semantics. Unlike CitAn, SciRES has no
Polarity labels and is restricted to online-resource
citations.

In 2023, (Budi and Yaniasih, 2023) introduced
a citance classification scheme with 12 label val-
ues: three sentiment, four role, and five function
labels. This is the closest prior scheme to CitAn’s
three-dimensional formulation: sentiment corre-
sponds to Polarity, role to Semantics, and function
to Intent. However, the individual labels do not
align one-to-one. For example, their Utilizing and
Comparing functions correspond closely to Reuse
and Comparison, whereas their Introducing, Relat-
ing, and Explaining functions are all covered by
CitAn’s Generic label; conversely, CitAn includes
an explicit Extension label.

(Hariri, 2024) analyzed sentiment in academic
writing across disciplines, inspiring our polarity
definition by highlighting domain-specific citance
expressions.

Table 1 summarizes the specific overlaps and
differences between CitAn’s and other works.

2.2 Data
The most frequently utilized corpus in the field is
ACL Anthology2, which features a collection of
more than 100,000 papers dedicated to research
in computational linguistics and natural language
processing. (Athar, 2011) manually annotated a
corpus of 8,736 citances from 310 papers extracted
from ACL ARC (Bird et al., 2008) dataset, which is
a manually curated and standardized subset of ACL
Anthology, using positive, negative, and objective
labels. Extending their work, (Athar and Teufel,
2012) created a new corpus consisting of 1,741 ci-
tances by utilizing a four-sentence context window.
Since the long context window could yield multi-
ple sentiments per citance, the authors selected the

2https://aclanthology.org/

sentiment found in the latest sentence, as previous
work suggests this is most likely to reflect the au-
thor’s intent (MacRoberts and MacRoberts, 1984).
Additionally, they introduced an "excluded" label
to exclude sentences without any direct or indirect
mention of the citance.

(Valenzuela-Escárcega et al., 2015) annotated
465 citances from the ACL Anthology with four in-
tent classes, based on an ontology of incidental and
important citations. SciCite (Cohan et al., 2019), a
larger, multi-domain corpus annotated for citance
intent, lacks a sentiment perspective. (Zhao et al.,
2019) introduced the SciRes dataset with 3,088 an-
notated resource contexts, categorizing citances by
role and function, though it is not multidisciplinary.

Our dataset significantly advances the current
state of research by integrating annotations for
intent, polarity, and semantics into each citance,
a unique approach, as this combination has not
been explicitly addressed in existing datasets to our
knowledge. We ensure a balanced representation
by frequently covering almost all combinations of
these three categories. Moreover, our dataset spans
a broad domain, encompassing three major fields
and 80 subfields, providing comprehensive cover-
age. With 1,165 data points that combine intent,
polarity, and semantics, our dataset offers a rich,
detailed view of the full spectrum of information
available in these areas.

2.3 Evaluation Challenges
Although several datasets could potentially be used
to evaluate our work, such as the polarity-focused
dataset by (Athar, 2011), the SciCite dataset from
(Cohan et al., 2019), and the SciRES dataset from
(Zhao et al., 2019), they differ significantly in their
underlying ontologies and are thus semantically
misaligned, making direct comparisons infeasible.
Even when label names appear similar to those
used in this work, their meanings often diverge,
rendering comparisons misleading. Additionally,
some of these datasets include sentences with mul-
tiple citances without clarifying which citance the
label refers to or whether it applies to all, leading
to ambiguous interpretations. In contrast, our la-
bels are consistently assigned with respect to both
the citing author’s perspective and a specific cita-
tion marker, a detail not made explicit in the other
datasets. Our work also combines three distinct an-
notation categories within a unified framework, an
approach not explored in prior benchmarks. Since
our models are trained to reason jointly across all
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Work Total values Closest overlap with CitAn Difference from CitAn

Peroni and Shotton
(2012) (CiTO)

32 relation types • usesMethodIn/usesDataFrom → Reuse + Methodol-
ogy/Artifact

• extends → Extension

• agreesWith/supports; disagreesWith/refutes → Sup-
porting; Refuting

• CiTO enumerates a larger set of fine-grained, partly
overlapping citation relations (disagreesWith; disputes;
refutes; critiques), whereas CitAn represents similar
distinctions compositionally using 11 factorized labels.

Ihsan and Qadir
(2019) (CCRO)

8 reason labels • Incorporate; BasedOn → Reuse

• Compare → Comparison + Neutral

• Contrast → Comparison + Refuting

• Negate; Criticize → Refuting

• CCRO groups its reasons under Positive, Negative, and
Neutral branches, coupling function with sentiment
and splitting similar relations across branches.

• CitAn factorizes Intent and Polarity into reusable
labels and adds a separate Semantics dimension.

Cohan et al. (2019)
(SciCite)

3 labels • Background → Generic

• ResultComparison → Results or Comparison

• Method → Methodology or Artifact

• Its three-class scheme is simple but covers only Intent
and overlaps categories; CitAn remains compact while
also representing Semantics and Polarity.

Zhao et al. (2019)
(SciRES)

18: 3 general
roles + 9 fine
roles + 6 func-
tions

• Data/Tool/Code → Artifact; Algorithm →
Methodology

• Use → Reuse; Extend → Extension

• Compare → Comparison; Introduce → Generic
(partial)

• SciRES separates resource roles from citation
functions, but focuses on resource types and does not
cover CitAn’s broader Semantics categories,
particularly Claim and Results.

• It has no Polarity dimension and is restricted to
online-resource citations.

Budi and Yaniasih
(2023)

12: 3 sentiment
+ 4 role + 5 func-
tion

• Positive/Neutral/Negative →
Supporting/Neutral/Refuting

• Utilizing → Reuse; Comparing → Comparison

• Data/Method/Result → Artifact/Methodology/Results

• Its structure closely parallels CitAn, but its categories
are coarser: it lacks an Extension function, uses broad
introductory and relational functions, and includes a
generic Supplemental role rather than explicitly
distinguishing Claim as a cited semantic element.

Table 1: Overlap and differences between CitAn and related schemes. CitAn is multidisciplinary and has 11 values
(4 Semantics, 4 Intent, and 3 Polarity). CitAn labels a target citation marker rather than a sentence or broader
context.

three categories, evaluating them on datasets that
address only a single aspect would require isolating
components of the system. This is not only method-
ologically unfair but also undermines the integrated
nature of our approach. We proposed a tentative
label mapping in Appendix A.12, but due to the
issues outlined above, it cannot currently be con-
sidered meaningful or reliable. We also attempted
to contact the authors of the referenced datasets
for clarification but did not receive any responses.
Given these fundamental differences in ontology,
structure, and perspective, we conclude that a fair
comparison is not currently feasible.

3 Methodology

In this section, we describe our approach to ana-
lyzing and categorizing citances by describing the
ontology used in this work, where we focused on
three key aspects: Intent, Polarity, and Semantics.
To create our dataset, we extracted citances from
a variety of research papers that we filtered using
various techniques. Subsequently, the author man-
ually curated the dataset to ensure the validity of
it. Finally, we describe the fine-tuning process of
various language models for our experiments.

3.1 CitAn Ontology
Current work on the ontology of citance analysis
either focused on polarity or the intent or when
combined had many different categories. Studying
the relative work and through experimentation, our
findings indicated that most proposed categories
were subsumed within the existing ones and did not
provide substantial additional value. While consid-
ering potential additional categories from the ones
we currently include in our method, we conducted
extensive experiments to evaluate their viability.
Additionally, while our goal was to provide an easy
to comprehend annotation ontology and versatile
as possible, we also wanted to create categories
that can have a meaning both individually and col-
lectively.

The three dimensions are designed to capture
complementary aspects of a citation. Intent an-
swers why the author cites a work, Semantics iden-
tifies what aspect of the cited work is being ref-
erenced, and Polarity describes how the citing au-
thor positions themselves toward that work. Keep-
ing these dimensions separate avoids conflating
citation function, referenced object, and evalua-
tive stance, while their joint annotation provides a
richer description of citation usage. For example,
two citances may both reference a methodology
but differ because one reuses it neutrally whereas
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another critiques it. Such distinctions cannot be
fully captured when any one of citation intent, sen-
timent, or semantic role is considered in isolation.
The practical value of preserving this granularity is
also supported by a stakeholder evaluation within
the EU-funded TIER2 project, where stakeholders
from research funding and research-performing or-
ganisations emphasised the importance of maintain-
ing granularity when combining indicators (Leitner
et al., 2025).

Intent encompasses the author’s purpose behind
referencing the cited paper. Four distinct categories
were defined under Intent: (i) Reuse: The author
directly uses elements from the cited work in their
research. (ii) Comparison: The author compares
their work directly with the cited work, highlight-
ing similarities or differences. (iii) Extension: The
author’s research builds upon and enhances the
cited work to advance their study. (iv) Generic:
The author provides general information with or
without direct relation to their own work.

Polarity reflects the author’s sentiment towards
the cited paper, categorized into three classifica-
tions: (i) Supporting: The author agrees with and
positively references the cited work. This can be
expressed through technical acknowledgment or
positive appraisal. Indicators include agreeing with
findings, endorsing conclusions, or highlighting the
benefits or strengths of the cited work. (ii) Neutral:
Author cites the work without expressing a stance.
(iii) Refuting: Author disagrees with or challenges
the cited work. The refuting sentiment could also
be expressed through the technical disregard of the
cited work.

Semantics relates to the main topic or object
referenced within the citance. Four categories were
established: (i) Claim: Citances refer to specific
statements, theories, main points or conclusions
from the cited paper. They are used to back up,
question, or provide context for what the author is
saying. (ii) Results: Citances refer to the actual
findings, data analysis, or results from the cited pa-
per. These references point out specific evidence or
discoveries of the cited paper. (iii) Methodology:
Citances refer to the procedures, techniques, exper-
imental designs, or analytical methods employed
in the cited research. These are used to explain,
adopt or critique the methodological approaches
of the cited study. (iv) Artifact: Citances refer to
tangible or intangible resources, tools, blueprints,
models, datasets, software, lab equipment, surveys,
medicine or other assets developed or utilized in

the cited work. These references highlight spe-
cific materials or instruments that are essential for
conducting research, implementing solutions, or
enabling further studies.

3.2 CitAn Dataset
The dataset introduced in this work is multidis-
ciplinary and built on a structured ontology that
captures rich information from citances, offering
a strong foundation for future research. To reduce
bias, we included papers beyond just highly influen-
tial ones, recognizing that influence and a positive
view may correlate with author experience. This
approach enables deeper analysis and opens new re-
search directions. The following subsections detail
the dataset creation process.

Design Principles: CitAn was constructed ac-
cording to four design principles: (i) multidimen-
sionality, by separately annotating what is cited
(Semantics), why it is cited (Intent), and the citing
author’s stance toward it (Polarity); (ii) marker-
level annotation, by assigning labels to each tar-
get citation marker rather than to the sentence as
a whole; (iii) categorical distinctness, by using
a limited set of operationally distinct categories
that remain meaningful both independently and
jointly; (iv) multidisciplinary and diverse cover-
age, by sampling across three broad domains, 80
subfields, and quantile-based combinations of pub-
lication year, citation count, and influential-citation
count.

Extraction: The extraction process began by
randomly selecting 5,000 papers from three distinct
domains: Computer Science, Health Sciences and
Bioinformatics, and Social Sciences and Human-
ities. This selection was made through Semantic
Scholar’s domain filters.

Sampling: Initially, we calculated the distribu-
tions of year, citation count, and influential citation
count 3. Each feature was divided into five quantile-
based bins (53 combinations), though only 45 were
actually present due to sparsity or overlaps. From
these, we sampled to ensure at least one record per
combination. Papers with zero citations or refer-
ences were excluded. The final dataset contained
4,040 papers and 200,000 citance and reference
sentences.

Llama 3.1 filtering & Manual Annotation: To
improve the efficiency and accuracy of identifying
relevant citances among the 200,000 data points for

3Semantic Scholar API: citations where the cited work had
significant influence on the citing publication.
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manual curation, we employed a quantized Llama
3.1-8B model (Grattafiori et al., 2024), which was
configured with a system prompt aligned with our
ontology (details presented in the Appendix A.1),
aiding in the classification of each data point’s se-
mantics, intent, and polarity. Following this au-
tomated classification, the first author manually
curated citances of interest and adjusted their as-
signed category (automation bias analysis available
in A.20). During this process, we aimed to maintain
a balance across both fields of study and the ontol-
ogy categories. This involved iteratively sampling
and verifying examples from underrepresented cat-
egories, removing inconsistent or low-quality en-
tries, and refining the dataset until a reasonably bal-
anced and representative set of 1,165 citances was
obtained. Subsequently, by looking at the distribu-
tion we created extra synthetic data using ChatGPT
(GPT-4o), to balance the less frequent categories
or some that had no data at all (prompt and class
combinations created at Appendices A.3, A.10).

Dataset Statistics: The CitAn dataset contains
1,165 citances from 80 unique fields of study, cov-
ering 43 of 48 possible classification category com-
binations, with missing cases mainly involving sup-
porting and refuting polarities. It includes 430
Computer Science (CS) citances (36.91%), 456
Health Sciences and Bioinformatics (HSBI) ci-
tances (39.14%), and 279 Social Sciences and
Humanities (SSH) citances (23.95%). Descrip-
tive statistics are shown in Table 2. CS and
HSBI exhibit similar polarity and intent distribu-
tions, although HSBI shows slightly higher Reuse
(23.03%). In contrast, SSH has more Neutral
cases (77.78%), higher Generic intent (60.57%),
and lower Comparison, Reuse, and Extension fre-
quencies. In the Semantics category, Artifact and
Methodology dominate CS (81.63%), HSBI shows
a more balanced distribution (56.36%), and SSH
has the highest Claim frequency (40.86%), with Ar-
tifact and Methodology accounting for only 35.48%
(see Appendix A.11).

Lower Methodology and Artifact rates in SSH
may reflect differing research practices. Unlike CS
and HSBI, SSH often relies on qualitative meth-
ods such as interviews and surveys, which involve
fewer reusable datasets, tools, or software. This
may explain the lower Reuse and Extension fre-
quencies and reduced Artifact presence. The higher
proportion of Neutral citances may also reflect dis-
ciplinary norms favoring neutral citation tone and
indirect expression of criticism or praise.

3.3 Inter-annotator agreement
To assess the reliability of the annotation process,
we computed inter-annotator agreement across the
three annotated dimensions: Semantics, Intent, and
Polarity. Agreement was measured between anno-
tator A, who reviewed the initial Llama 3.1 out-
put and adjusted labels where needed, and anno-
tator B, who is an ongoing MSc student in Ar-
tificial Intelligence, had not seen the Llama 3.1
outputs, using only the annotation guidelines. Al-
though multi-labeling was allowed, no such cases
were observed (see Appendix A.17 for further dis-
cussion). Agreement was measured using both
raw percentage agreement and Cohen’s Kappa (κ),
which adjusts for chance agreement. For Seman-
tics, the annotators achieved moderate agreement
(58.54%, κ = 0.4386). The main source of dis-
agreement involved Artifact and Methodology la-
bels, with 173 cases where annotator A’s label
was Artifact but B selected Methodology. Oc-
casional confusions were also observed between
Claim and Methodology (120 cases). For Intent,
agreement was substantially higher at 84.3% (κ =
0.76). Annotators showed strong consistency in
identifying Generic Intent and Comparison, with
most disagreements involving Generic being con-
fused with Reuse or Comparison. For Polarity,
agreement reached 81.2% (κ = 0.61). Most dis-
agreements arose between Neutral and Support-
ing categories (87 instances where A’s label was
Neutral but B’s Supporting), while Refuting la-
bels showed the highest consistency (141 agree-
ments). The relative difficulty in distinguishing
Neutral from weakly Supporting statements likely
contributed to the lower κ compared to Intent.

Based on these findings, and following adjudi-
cation by a third annotator (a PhD candidate in
AI with a focus on NLP), ambiguous cases were
reviewed and resolved. This process led to the
creation of an updated dataset, reflecting these ad-
judicated corrections. Overall, the results indicate
substantial reliability for Intent and Polarity, while
Semantics remains more challenging due to the dif-
ficulty of interpreting sentences without surround-
ing context. For detailed analyses and confusion
matrices, refer to Appendix A.16.

3.4 CitAn Fine-Tuned Models
For the task of citance analysis, we experimented
with various language models. Following prior
work (Athar, 2011), we replaced citance markers
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Intent Count Percentage Semantics Count Percentage Polarity Count Percentage Synthetic Count Percentage
Comparison 225 19.31 Artifact 346 29.70 Neutral 826 70.90 Non-Synthetic 1,040 89.27
Extension 100 8.58 Claim 259 22.23 Refuting 156 13.39 Synthetic 125 10.73
Generic 603 51.76 Methodology 361 30.99 Supporting 183 15.71
Reuse 237 20.35 Results 199 17.08
Total 1,165 100 Total 1,165 100 Total 1,165 100 Total 1,165 100

Table 2: Descriptive statistics of the CitAn dataset for the categories: Intent, Semantics, Polarity, and Synthetic
distribution. Numbers under percentage columns are in %.

in both the training and inference datasets with the
token <CIT>. This step was taken to eliminate po-
tential bias from researcher names and direct the
model’s attention to the <CIT> token during train-
ing and inference. For the SciBERT architecture,
we replaced citance marks with the [MASK] spe-
cial token. All models were trained on the training
split (705 citances), the only partition containing
synthetic data (125 citances). Performance was
monitored on a separate evaluation split (216 ci-
tances), and final results were obtained on the test
set (244 citances). Detailed dataset splitting proce-
dures are provided in A.6 and A.7, learning curve
analysis A.19, impact of synthetic data A.21 and
details on training hyperparameters and configura-
tions are provided in Appendix A.8.

The first is Llama 3.1 (Grattafiori et al., 2024).
In selecting Llama 3.1 for fine-tuning, we priori-
tized access to a high-performance model that com-
bines the benefits of open-source availability with
competitive benchmarking capabilities. We uti-
lized a quantized version of Llama 3.1 to reduce
memory usage and for faster computations. It was
coupled with QLoRA (Quantized Low-Rank Adap-
tation) (Dettmers et al., 2023), which enabled us to
perform fine-tuning more efficiently by applying
quantization techniques to a select subset of model
parameters. We also used Unsloth4 library, which
provides a streamlined and efficient framework for
training language models on specialized datasets
with minimal computing resources.

Additionally, we finetuned a Flan-T5 model
(Chung et al., 2024), which is an encoder-decoder
fine-tuned model from the T5 family. Before fine-
tuning, the data were formatted to input, output
pairs as following: input: "Question: .. Context:
..", output: "Semantics – Intent – Polarity". For
the input, Question included a short instruction
prompt (prompt presented in the Appendix A.2),
Context included the citance sentence, while out-
put included the label of each category for that
sentence.

As a final approach, we designed a custom multi-
4https://github.com/unslothai/unsloth

task architecture based on SciBERT model (Belt-
agy et al., 2019), which extends BERT (Devlin
et al., 2019) through pre-training on large-scale sci-
entific text from Semantic Scholar. As illustrated
in Figure 2, the embedding of the [MASK] token,
used to mark the target citance, is passed to a shared
multilayer perceptron (MLP) for feature compres-
sion. The resulting representation is then fed into
three task-specific MLP heads for semantics, intent,
and polarity classification. ReLU activations are
applied to introduce non-linearity. The model is
trained in a multi-task setting using a custom loss
that minimizes the combined loss across all tasks.
Performance is evaluated at each epoch by maxi-
mizing the overall F1 score, computed as the sum
of the task-specific F1 scores.

4 Results

The newly developed ontology addresses a key gap
in the literature by integrating three distinct cate-
gories into a comprehensive classification scheme.
The manual labeling of the dataset using the pro-
posed ontology was efficient and straightforward
for annotators, and the categories were sufficiently
distinct to minimize overlap, enabling consistent
annotation and reliable downstream modeling. Fur-
thermore, the ontology demonstrated broad appli-
cability across various fields of study. Initially, we
experimented with few-shot LLMs A.4. Subse-
quently, we fine-tuned Flan-T5, Llama 3.1, and a
custom SciBERT multitask classification architec-
ture using our dataset.

The resulting performance on Semantics, Intent,
and Polarity is presented in Table 3. As the few-
shot approaches yielded inferior results compared
to fine-tuning, their performance is reported in Ap-
pendix A.5. To provide a comparison with our fine-
tuned models, we also evaluated the base versions
of Llama 3.1 and GPT-4o mini. The Flan-T5 Base
model, without fine-tuning, is unable to generate
the required output and is therefore not considered
in the comparisons. For these evaluations, we used
a system prompt that describes our ontology (see
Appendix A.1).
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Figure 2: Architecture of Custom SciBERT Multi-Task classifier.

In semantic classification, Llama 3.1-FT
achieved the highest scores across all metrics. The
relatively small gap between macro and weighted
F1 suggests that the model performs well across
both frequent and rare classes. SciBERT-MT fol-
lowed closely, demonstrating strong overall per-
formance. For intent classification, SciBERT-MT
outperformed all other models, achieving the high-
est macro and weighted F1 and accuracy. Its
domain-specific pretraining likely contributes to
its strong ability to capture rhetorical patterns and
citation intent. For polarity classification, Llama
3.1-FT achieved the highest accuracy, macro F1,
and weighted F1, indicating the strongest overall
performance across both frequent and rare polarity
classes.

A comparison with the non-fine-tuned models
demonstrates the substantial impact of task-specific
fine-tuning. For example, Llama 3.1 improves
from 41.70% to 80.90% weighted F1 on the se-
mantic task after fine-tuning, with similar gains
observed for intent and polarity. Additionally, we
compared the base and fine-tuned LLaMA mod-
els using McNemar’s test (McNemar, 1947) on
paired predictions (A.18). The results show that
fine-tuning leads to a statistically significant im-
provement across all three categories (p < 0.001).
These results confirm that the performance im-
provements are driven by effective adaptation to
the CitAn dataset and the proposed ontology. More
detailed analyses by field and by class are provided
in Sections A.13 and A.14, showing that Llama 3.1-
FT is strongest in the Social Sciences and Humani-
ties, while results are task-dependent in Computer
Science and Health Sciences and Bioinformatics.

5 Qualitative Analysis

In this section, we evaluate the performance of
the fine-tuned Llama 3.1 model across the three
classification dimensions: semantic, polarity, and
intent. Through representative prediction examples,
we highlight both the model’s strengths and its
limitations. In the following examples, bold text
indicates agreement with the gold label, and an
asterisk (*) marks a predicted label that differs.

As shown in Figure 3, the model struggles
with citation-specific interpretation in complex sen-
tences. Although both ResNet and ResNeXt are
artifacts, the model incorrectly classifies them as
Methodology, likely due to the procedural cue "by
branching". For intent classification, the presence
of a comparative structure causes the model to pre-
dict Comparison rather than Generic, even though
the authors are not directly comparing their own
work to the cited methods. In addition, polarity
is predicted as Refuting for both citations, despite
only ResNet being framed negatively. This exam-
ple highlights the model’s difficulty in separating
roles and sentiment when multiple references ap-
pear within the same comparative context.

In contrast, Figure 4 demonstrates a successful
prediction. Although the sentence begins with pos-
itive language, it ultimately emphasizes the limita-
tions of the artifact, resulting in an overall Refuting
polarity. The model correctly captures this shift,
showing its ability to detect implicit critique de-
spite initial praise. Similarly, in Figure 5, the model
correctly classifies both citations as Methodology,
even in the presence of strong extension-related
cues. This indicates that the model can recognize
when an extension is attributed to prior work rather
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Model Semantic Intent Polarity
macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy

Llama 3.1-FT 80.66 80.90 81.15 74.55 77.73 77.87 63.89 72.92 77.46
SciBERT MT Class 77.39 78.25 78.28 79.41 81.42 81.97 58.59 69.04 75.41
Flan T5 Base FT 66.28 64.48 64.75 67.81 74.85 74.18 58.97 69.95 74.18
GPT-4o mini 58.34 58.94 59.43 64.55 66.73 67.21 58.71 62.58 60.65

Llama 3.1 Base 41.56 41.70 52.46 59.75 57.02 58.61 50.42 63.99 64.34

Table 3: F1 scores (macro and weighted) and accuracy for each language model across semantic, intent, and polarity
tasks on the CitAn dataset. Numbers are reported in % and calculated on the test set. Statistical analysis of metrics
is provided in Appendix A.22.

than to the authors themselves.
Finally, Figure 6 highlights the model’s ability to

identify subtle lexical cues such as "adapted from",
correctly classifying the citation as Reuse rather
than Generic. The model also recognizes that the
cited content describes a procedural step, leading to
an accurate Methodology label rather than Results
or Artifact. Additionally, it avoids hallucinating
sentiment and correctly assigns a neutral polarity.

Overall, the model shows a strong ability to inter-
pret academic writing and capture meaning beyond
surface-level cues. However, it still struggles with
sentences that contain multiple references, where
overlapping signals make interpretation more diffi-
cult.

6 Conclusions and Future work

In this work, we propose an ontology for analyzing
citances based on intent, polarity, and semantic cat-
egories, along with the manually annotated CitAn
dataset built on this framework. Using this data,
we fine-tuned language models for automated ci-
tance classification and achieved promising results.
While SciBERT achieved the best performance
on intent classification, the fine-tuned Llama 3.1
model achieved the highest performance on seman-
tic and polarity tasks among all evaluated models.
Statistical significance testing using McNemar’s
exact test confirms that these gains are significant
with respect to the base Llama 3.1 model across
all three categories. The synthetic-data ablation
further shows that synthetic examples affect model
performance; detailed results and discussion are
provided in Appendix A.21.

Future work will focus on incorporating broader
contextual information by expanding the dataset
with additional data and contextual features, such
as surrounding sentences and section information.
This is expected to improve classification accuracy
and provide a more holistic understanding of ci-
tance usage. Finally, we aim to explore applied use
cases of this framework, as outlined in the appendix

(A.15).

Citance By branching, the work of ResNeXt work of
[89] can achieve much higher accuracy than
the ResNet [25] at the same computational
budget.

Citation Marks [89], [25]
Predictions [89] [Semantics: Artifact*/Methodology, Intent:

Generic*/Comparison, Polarity: Support-
ing*/Refuting]

Predictions [25] [Semantics: Artifact*/Methodology, Intent:
Generic*/Comparison, Polarity: Refuting]

Figure 3: Challenging example leading to incorrect
prediction.

Citance MAGMA [5] provides powerful intelligently
scheduled BLAS and LAPACK algorithms,
but due to the dependency on external li-
braries is difficult to install, configure, and
tune, and does not yet provide unified or con-
sistent capability across its CUDA, OpenCL,
and Intel MIC implementations.

Citation Mark [5]
Prediction [Semantics: Artifact, Intent: Generic, Polar-

ity: Refuting]

Figure 4: Example of correct polarity interpretation.

Citance Kourtellis et al. [24] extended [13] to fully
dynamic and improved in both time and
space together with a scalable distributed
implementation.

Citation Mark [24], [13]
Prediction [24], [13] [Semantics: Methodology, Intent: Generic,

Polarity: Neutral]

Figure 5: Successful prediction over implicit citation
roles.

Citance To measure HEL-specific antibodies, max-
isorp plates (Nunc) were coated with 60 ml
of recombinant HEL (10 mg/ml) diluted in
NPP buffer (adapted from [21]).

Citation Mark [21]
Prediction [Semantics: Methodology, Intent: Reuse, Po-

larity: Neutral]

Figure 6: Successful prediction with subtle lexical cues.

Limitations

A notable limitation of our study is the omission of
the context window around citance sentences dur-
ing the dataset annotation and the training of our
language models. We did not consider the text pre-
ceding and following the citance sentences, which
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might limit the model’s ability to fully grasp and in-
terpret citances within their broader textual environ-
ment. As citances often derive significant meaning
from the surrounding text, which includes argu-
ments, discussions, and conclusions that frame the
cited work (MacRoberts and MacRoberts, 1984),
this oversight could undermine the accuracy of our
citance analysis and affect the model’s ability to
identify subtle relationships within the text. Addi-
tionally, our approach did not utilize the specific
sections of the papers from which citances were
extracted. Recognizing whether a citance is from a
section on methodology or related work, for exam-
ple, could provide valuable insights into its intent,
polarity, and semantics.

Furthermore, our dataset is imbalanced, reflect-
ing real-world citance distributions, which may
influence model behavior, particularly for minor-
ity classes. Another limitation is the size of our
research team, which constrained our ability to as-
semble a larger corpus; although our current dataset
of 1,165 examples yields strong performance, a
more extensive dataset would likely improve over-
all results and reduce class-specific variance. Fi-
nally, due to limited computing resources, we were
unable to fine-tune the full Llama 3.1 model and
instead relied on a smaller 4-bit quantized version,
and we could not conduct a comprehensive hyper-
parameter search to identify the optimal configura-
tion for each model.

Finally, a limitation is the relatively small size of
the test split, comprising only 244 citances (approx-
imately 20.94% of the total 1,165). This limited
sample size may reduce the statistical robustness
of the evaluation and affect the reliability and gen-
eralizability of the results.
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A Appendix

A.1 Llama 3.1 / GPT-4o Mini System Prompt
### Instructions: You are a citance analysis an-
notator. Your task is to analyze sentences from
scientific publications containing the token <CIT>,
which is the citance mark that refers to a specific
cited work. Focus only on the part of the sentence
directly associated with <CIT>. Ignore other ci-
tance marks unless they directly affect the inter-
pretation of <CIT>. Do not focus on keywords as
they may provide bias on the category, but focus
on why the authors cites <CIT>, how the author
feels towards <CIT> and how the author utilizes
the work <CIT>. If there are many citance marks,
ignore the meaning towards the other marks and
focus only on the words that refer to <CIT>.

### Classification Categories: For each sentence,
select one option from each of the following cat-
egories based on the portion related to <CIT>: 1.
Semantics: What is being cited? Claim: Specific
statements, theories, or ideas. This is a very high
overview of <CIT> work or a theoretic concept.
Methodology: Procedures, techniques, or meth-
ods used. This is a high level overview and no
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specific or distinct mentions to <CIT> methodol-
ogy. Artifact: Tools, datasets, software, or other
resources. This is a more detailed level, and there
are specific mentions to <CIT> methodology with
explicit detail. Results: Findings, data analyses,
or conclusions from <CIT>. Choose the category
that best represents the primary focus of the ci-
tance. 2. Intent: Why is the author citing it? Reuse:
Direct use of elements from the cited work. Com-
parison: Highlighting similarities or differences
between the author’s current work and <CIT>.
Extension: Building upon and enhancing <CIT>
work. Generic: Providing general information
from <CIT>. Select the option that most closely
reflects the relationship between the author’s work
and the cited work. 3. Polarity: What is the au-
thor’s sentiment? Supporting: Positive agreement
or endorsement towards <CIT>. Can also be ex-
pressed through technical acknowledgment (state
of the art, groundbreaking etc.). Neutral: No clear
stance from the author towards <CIT>. Refuting:
Disagreement or challenge towards <CIT>. Can
also be expressed through technical critique.

A.2 Flan-T5 Prompt
You are analyzing sentences from scientific publi-
cations containing the token <CIT>, a citance mark
referring to a cited work. Focus only on the part
of the sentence directly associated with <CIT>. Ig-
nore other citance marks unless they affect <CIT>.
Avoid focusing on keywords; instead, focus on
why the author cites <CIT>, how they feel towards
<CIT>, and how they use <CIT>.

Classification Categories: 1. Semantics: What
is being cited? Choose one: Claim (statements or
theories), Methodology (general procedures), Arti-
fact (detailed tools or methods), Results (findings).
2. Intent: Why is it cited? Choose one: Extension
(expand or build upon), Reuse (direct usage), Com-
parison (author compares between his and <CIT>
work), Generic (general info). 3. Polarity: What
is the author’s sentiment? Choose one: Supporting
(can also be expressed through technical acknowl-
edgment), Neutral, Refuting (Can also be expressed
through technical critique).

A.3 Synthetic Data Creation System Prompt
for GPT-4o

During the Synthetic dataset creation phase, we
utilized ChatGPT with GPT-4o in order to further
enrich our dataset. The following prompt was em-
ployed:

Your task is to generate in-text citance mentions
(citances) for scientific publications. Each citance
should fit within a specific classification based on
the categories below: 1) Intent. Use one of the fol-
lowing answers: Reuse: citance involves directly
using ideas or research findings or an artifact from
the cited paper, treating them as if they are already
true or established. This is the case if the author
themself are reusing the work of the citance as it is
in the current research or will use it to experiment.
Look for keywords: [Use, Experiment] on or any
synonyms of these. Comparison: citance is used
to examine both the author’s own work and the
cited paper’s work, observing how they are alike or
different. Identify if the citance is compared with
the author’s work or with another citance. This is
the case if the author themself are comparing their
work with the citance. Look for keywords: [Better,
Worst, In contrast] or any synonyms of these words.
Extension: citance is used to build upon and ad-
vance the idea and work of the cited paper. This is
when the author cites a paper and then adds their
own ideas to it as well, not just reusing the cited
one. This is the case only if the author themself are
extending a work, not if the author mentions that
another author extended a different work. Look for
keywords: [Improve, Update, Enrich, Expand] or
any synonyms of these words. Generic: citance
is used to include basic info or general stuff from
the cited paper that helps readers understand the
author’s work better. If the answer of question 1)
is this, then the answer of question 2) can only be
Neutral. 2) Polarity. Use one of the following an-
swers: Supporting: citance is used as the author
agrees with the findings, methods, or conclusions
of the cited paper, and suggests that it aligns with
the author’s own perspective or contributes pos-
itively to their research. The positive sentiment
could also be expressed through the technical ac-
knowledgment of the cited work. Neutral: The
author uses the citance to provide knowledge, show
results, or to offer background without expressing
a specific stance. It is used to establish context, ac-
knowledge foundational research, or demonstrate
the progression of ideas in the field, without indicat-
ing agreement or disagreement. Refuting: citance
is used as the author challenges, refutes, or offers
alternative perspectives to its work. Author uses
it to indicate disagreement or divergence from the
referenced paper, suggesting that the author’s own
research or viewpoint differs significantly or offers
contrasting interpretations or solutions. The author
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may still use a citance’s work in their own work
in order to refute it. The negative sentiment could
also be expressed through the technical disregard
of the cited work. 3) Semantics. Use one of the
following answers: Claim: citance is used to back
up, argue against or reference a claim by the cited
paper. Look for keywords: [argue, back up, claim,
address] or synonym of these words. Results: ci-
tance is used to show the results of the cited paper.
Look for keywords: [proved, proven to, shown, in-
dicate] or synonym of these words. Methodology:
citance is used to show a method in the cited paper.
If the sentence includes data, dataset, experiment
on tools or software keywords are used, the answer
is Artifact. Look for keywords: [used, leveraged,
method] or synonym of these words. Artifact: ci-
tance is used to show that the citance refers to a tool
from the cited paper. This could be data, datasets,
lab equipment, surveys, medicine or software etc.
used in the cited paper. Based on the specified clas-
sification below, generate a new citance that aligns
with the given Polarity, Intent, and Semantics. The
generated citances should always have a citance
mark using the <CIT> placeholder, it should fit the
specific classification indicated. The placeholder
can be anywhere in the sentence, but logically it
is where the synthetic sentence would require a
citance The generated citance list should be num-
bered. Example: The economic models developed
by Clark et al. suggest stable growth patterns, but
the data from our latest study challenges this as-
sertion, indicating increased volatility in market
behaviors not captured by their original datasets.
You should replace Clark et al. with <CIT>. Do
not change the way you generate sentences. Write
them as if you had Clark et al. in the first place
then replace it, so the sentences are more realis-
tic. Additionally, try to create realistic sentences.
Do not use words such as "geographical" or "eco-
nomical dataset" just to include the field of science.
Make it more human and more natural. Number of
citances to generate here: 15 Write the results in an
excel (file ending with .xlsx). Include the follow-
ing columns: id, paper_id, field_of_study, citance,
citance_mark (the citance mark of the sentence),
polarity, intent, semantics, manually (default value:
null), synthetic (default value: Y) Classification: In-
tent: a) Extension b) Comparison c) Reuse Polarity:
a) Refuting b) Supporting Semantics: a) Artifact
b) Results Possible Field of Science: a) Health Sci-
ences and Bio-informatics b) Computer Science c)
Social Sciences and Humanities Generated citance

List: 1.

A.4 GPT-5 mini/GPT-4o mini - Few Shot
Experiment System Prompt

### Few Shot Examples
Citance Text: We compare our method against
Make3D trained on the same datasets, as well as the
published results of other current methods <CIT>.
Classification: Semantics: Results Intent: Reuse
Polarity: Neutral

Citance Text: <CIT> does not take into account
different dataset inputs. Classification: Semantics:
Methodology Intent: Generic Polarity: Refuting

Citance Text: Extension of <CIT> work, where
we compare the use of partitioned versus global
scheduling for MCS is the main contribution of
our paper. Classification: Semantics: Methodology
Intent: Extension Polarity: Supporting

Citance Text: Figure 5 shows the curves of the
various models, and Comparison on VIPeR dataset
Using the VIPeR dataset, we compared our method
with such state-of-the-art methods as MtMCML
<CIT>, LMLF [13], SDALF [5], eBiCov [31],
eSDC [32], PRDC [9], aPRDC [33], PCCA [14],
KISSME [34], LF [35] and SalMatch [36]. Classi-
fication: Semantics: Artifact Intent: Comparison
Polarity: Supporting

Citance Text: ’See also <CIT>, although I dis-
agree with Huneman’s reading of section 80 of the
Critique of Judgment, insofar as it places Kant in
opposition to the science of form. Classification:
Semantics: Claim Intent: Generic Polarity: Refut-
ing

A.5 GPT-5 mini / GPT-4o mini - Few-Shot
Experiment Results

In addition to the prompt described in A.1, we eval-
uated a few-shot prompting approach using GPT-4o
mini, as detailed in A.4. The prompt follows the
same structure as in the aforementioned section,
augmented with four training examples accompa-
nied by explanations and five examples without
explanations. To further investigate the behavior of
reasoning-oriented models, we also evaluated GPT-
5-mini using the same prompt. The performance
of GPT-4o-mini and GPT-5-mini is shown in Table
4, where we also include Llama 3.1-FT for ease of
comparison.

While GPT-4o-mini underperforms compared
to Llama 3.1-FT, GPT-5-mini achieves compa-
rable performance. Llama 3.1-FT outperforms
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GPT-5-mini on the semantic classification task, ar-
guably the most challenging dimension, while per-
formance on intent and polarity is broadly similar.
GPT-5-mini shows a slight advantage in intent clas-
sification, whereas Llama 3.1-FT performs better
on polarity. SciBERT-MT surpasses GPT-5-mini
in semantic and intent classification performance,
while GPT-5-mini attains higher polarity accuracy.
Although comparing a fine-tuned non-reasoning
model with a reasoning model is not methodologi-
cally ideal, we include this experiment to provide
additional comparative insight.

Citance analysis is typically conducted at large
scale, often involving hundreds of thousands or
millions of citances. Based on our GPT-5-mini
measurements, the system processes approximately
8.13 citances per minute at a cost of $0.0013
per citance. In contrast, Llama 3.1-FT required
5 minutes to process all 244 citances in the test
set, corresponding to approximately 48.8 citances
per minute, nearly six times faster than GPT-5-
mini. Additionally, using SciBERT-MT, would re-
quire much less time, as inference for 244 citances
took under 1 minute, corresponding to approxi-
mately 244 citances per minute. Moreover, running
Llama 3.1-FT or SciBERT-MT incurs only electric-
ity costs, as they operate locally and do not require
API usage.

Semantic Scholar currently indexes over 200 mil-
lion papers. Assuming an average of 30 references
per paper, this corresponds to roughly 6 billion
citances. Extrapolating our measurements to this
scale, processing 6 billion citances with GPT-5-
mini would require approximately 738 million min-
utes (approximately 1,400 years) of serial runtime
and cost roughly $7.9 million. While paralleliza-
tion could reduce time, the overall monetary cost
remains substantial. Using Llama 3.1-FT, process-
ing the same volume would require approximately
123 million minutes (approximately 234 years) of
serial runtime, but with much less monetary cost,
as it can be run on local hardware without API fees.
SciBERT-MT would require approximately 24.6
million minutes (approximately 47 years) of serial
runtime, with similarly low monetary cost.

Consequently, although reasoning models are
feasible for small to medium-scale studies, their
computational requirements present significant
challenges for very large-scale citance analysis.
These constraints highlight the importance of our
contribution for citance analysis: fine-tuning lan-
guage models and developing a curated dataset that

enables scalable deployment.

A.6 Train-Test-Dev Split
To ensure fairness and eliminate bias in our model,
we carefully maintained consistency across all pos-
sible combinations of polarity, intent, and seman-
tics in different data subsets. Initially, we tried
splitting papers into distinct sets, ensuring each
paper appeared only once, but this approach dis-
rupted the overall data distribution. Instead, we
opted to use unique citances to divide the sets. To
further enhance the model’s generalization ability,
rare combinations and synthetic data were kept ex-
clusively in the training set. For combinations that
occurred infrequently (e.g., count=2), we split them
by placing one in the training set and the other in
the test set. The data was then split into 60.52% for
training, 18.54% for development, and 20.94% for
testing, ensuring balanced distribution and avoid-
ing overfitting or bias toward any specific category.
Lastly, we performed post-split validation using the
RapidFuzz library5 to identify potential duplicates.
Citances with a similarity score above 90% were
flagged, and if found to be duplicates (based on
different citance_mark identifiers), they were reas-
signed to the set with fewer data points to maintain
balance. As a final verification step, a manual in-
spection using fuzzy similarity scores was carried
out to confirm the absence of any remaining dupli-
cates below the defined threshold. Detailed steps
are outlined in Appendix A.7.

A.7 Train Test Dev Split Rules
We added this section to provide the rules for the
train test Dev split of the dataset in an easy to read
manner. The goal of the split was to be around 60%
for training, 20% for dev and 20% for test but due
to the rules it could a little lower or higher for each
category (+̃-3%). The rules are:

1. The distribution of polarity, intent, and seman-
tic categories is kept consistent across all sets,
or as close as possible, while complying with
the required set sizes.

2. Data points with the same ID were not placed
in multiple sets. This was initially attempted
using the paper_id, but due to insufficient fre-
quency of certain combinations, it was not
viable.

5https://github.com/rapidfuzz/RapidFuzz
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Model Semantic Intent Polarity
macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy

Llama 3.1-FT 80.66 80.90 81.15 74.55 77.73 77.87 63.89 72.92 77.46
SciBERT MT Class 77.39 78.25 78.28 79.41 81.42 81.97 58.59 69.04 75.41

GPT-5 mini - Few Shot 73.94 75.10 75.00 75.69 78.45 78.28 67.90 72.09 70.90
GPT-4o mini - Few Shot 66.72 67.58 67.21 63.72 66.39 66.39 63.69 66.72 65.16

Table 4: Performance comparison of Llama 3.1-FT, few shot GPT-4o mini and few shot GPT-5 mini across Semantic,
Intent, and Polarity classification tasks.

3. All synthetic data are included in the training
set.

4. Any rare cases (count = 1) for polarity, intent,
and semantic combinations are always placed
in the training set.

5. For less frequent cases (count = 2) of polar-
ity, intent, and semantic combinations, one
instance is placed in the training set and the
other in the test set.

6. A post-split check using the RapidFuzz library
6 is conducted to consider citances with a
fuzzy matching score above 90% as poten-
tial duplicates across sets. If duplicates are
found, they are assigned to the smaller set. In
our case, citances with different citance marks
are considered similar but not duplicates, so
they are not removed.

7. A second post-split check ensures that no du-
plicate IDs appear across different sets, even
after prior verification.

A.8 Model Training / Fine-Tuning Parameters
The hyperparameter configurations used for train-
ing and fine-tuning the proposed models are sum-
marized in Table 5.

Model Parameter Value

SciBERT MT - Classifier

Hidden dimension 128
Learning rate 2 × 10−5

Number of training epochs 4
Train batch size 32
Evaluation batch size 8

Llama 3.1 FT

Learning rate 9.53 × 10−5

Number of epochs 2
LoRA rank (r) 4
LoRA alpha 16
LoRA dropout 0.149
Batch size 2
Gradient accumulation steps 2

Flan-T5

Learning rate 3 × 10−5

Number of training epochs 8
Train batch size 16
Evaluation batch size 16
Warmup steps 10
Weight decay 0.01

Table 5: Training and fine-tuning hyperparameters for
the evaluated models.

6https://github.com/rapidfuzz/RapidFuzz

During inference, the Llama 3.1 FT model was
evaluated using a temperature setting of 0 to ensure
deterministic output generation.

A.9 FOS classification
This section presents the classification of fields of
study into three major categories, based on their
respective subfields. Table 7 provides details for
Health Sciences and Bioinformatics, Table 8 for
Computer Science and Table 6 provides details for
Social Sciences and Humanities.

Social Sciences and Humanities
law
philosophy
experimental psychology
developmental & child psychology
archaeology
anthropology
art practice, history & theory
economics
languages & linguistics
communication & media studies
sociology
geography
general psychology & cognitive sciences
clinical psychology
religions & theology
education
social psychology
cultural studies
behavioral science & comparative psychology
applied ethics

Table 6: Fields of Study in Social Sciences and Human-
ities
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Health Sciences and Bioinformatics
sport sciences
otorhinolaryngology
psychiatry
nuclear medicine & medical imaging
biomedical engineering
immunology
ophthalmology & optometry
virology
complementary & alternative medicine
environmental & occupational health
physiology
gastroenterology & hepatology
microscopy
general clinical medicine
obstetrics & reproductive medicine
endocrinology & metabolism
nutrition & dietetics
epidemiology
speech-language pathology & audiology
mycology & parasitology
bioinformatics
biochemistry & molecular biology
surgery
emergency & critical care medicine
toxicology
respiratory system
neurology & neurosurgery
arthritis & rheumatology
rehabilitation
substance abuse
biophysics
health policy & services
anesthesiology
microbiology
gerontology
legal & forensic medicine
dermatology & venereal diseases
pathology
anatomy & morphology
public health
general & internal medicine
orthopedics
oncology & carcinogenesis
pharmacology & pharmacy
genetics & heredity
tropical medicine
dentistry
geriatrics
allergy

Table 7: Fields of Study in Health Sciences and Bioin-
formatics

Computer Science
distributed computing
computer hardware & architecture
optoelectronics & photonics
energy
information systems
software engineering
networking & telecommunications
artificial intelligence & image processing
computation theory & mathematics
electrical & electronic engineering
medical informatics

Table 8: Fields of Study in Computer Science

A.10 Combination Information
The following are the combinations of Intent, Se-
mantics, and Polarity categories for which synthetic
data has been generated, and we have no real data.

• "Extension_Artifact_Refuting"

• "Extension_Artifact_Supporting"

• "Extension_Claim_Supporting"

• "Reuse_Artifact_Refuting"

• "Reuse_Results_Supporting"

Additionally, for the following categories we
have no data:

• "Extension_Results_Refuting"

• "Extension_Claim_Refuting"

• "Reuse_Claim_Supporting"

• "Reuse_Claim_Refuting"

• "Reuse_Results_Refuting"

A.11 Statistics per Major Field of Study
In this section, statistics per major field of study
and per category are presented in the following
tables.

Row Labels Count of id % of total
Artifact 163 37.91%
Claim 58 13.49%
Methodology 188 43.72%
Results 21 4.88%

Table 9: Count and Percentage of Total citances for
Computer Science per Semantics category.
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Row Labels Count of id % of total
Artifact 130 28.51%
Claim 87 19.08%
Methodology 127 27.85%
Results 112 24.56%

Table 10: Count and Percentage of Total citances for
Health Sciences and Bioinformatics per Semantics cate-
gory.

Row Labels Count of id % of total
Artifact 53 19.00%
Claim 114 40.86%
Methodology 46 16.49%
Results 66 23.66%

Table 11: Count and Percentage of Total citances for
Social Sciences and Humanities per Semantics category.

Row Labels Count of id % of total
Comparison 90 20.88%
Extension 44 10.21%
Generic 213 49.65%
Reuse 83 19.26%

Table 12: Count and Percentage of Total citances for
Computer Science per Intent category.

Row Labels Count of id % of total
Comparison 93 20.39%
Extension 37 8.11%
Generic 221 48.46%
Reuse 105 23.03%

Table 13: Count and Percentage of Total citances for
Health Sciences and Bioinformatics per Intent category.

Row Labels Count of id % of total
Comparison 42 15.05%
Extension 19 6.81%
Generic 169 60.57%
Reuse 49 17.56%

Table 14: Count and Percentage of Total citances for
Social Sciences and Humanities per Intent category.

Row Labels Count of id % of total
Neutral 300 69.84%
Refuting 60 13.92%
Supporting 70 16.24%

Table 15: Count and Percentage of Total citances for
Computer Science per Polarity category.

Row Labels Count of id % of total
Neutral 309 67.76%
Refuting 63 13.82%
Supporting 84 18.42%

Table 16: Count and Percentage of Total citances for
Health Sciences and Bioinformatics per Polarity cate-
gory.

Row Labels Count of id % of total
Neutral 217 77.78%
Refuting 33 11.83%
Supporting 29 10.39%

Table 17: Count and Percentage of Total citances for
Social Sciences and Humanities per Polarity category.

A.12 Dataset Mapping Attempts
In an effort to facilitate comparison with existing
citation-related datasets, we attempted to align our
labeling ontology with those of SciRES, SciCite,
and the polarity dataset from Athar et al. Below
are the mappings we proposed:

SciRES Mappings
Semantics Mapping (left-side SciRES)

• Material → Artifact

• Method → Methodology

• Supplement → Claim

Intent Mapping (left-side SciRES)

• Use → Reuse

• Produce → Reuse

• Introduce → Generic

• Extend → Extension

• Compare → Comparison

• Other → Generic
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SciCite Mappings (left-side SciCite)

• Background → Generic

• ResultComparison → Results or Comparison

• Method → Methodology or Artifact

Athar et al. Mappings (left-side Athar et al.)

• n → Negative

• o → Neutral

• p → Positive

A.13 Analysis Per Field
Across the three major domains of Computer Sci-
ence (Table 18), Health Sciences and Bioinformat-
ics (Table 19), and Social Sciences and Humani-
ties (Table 20), performance of Llama 3.1-FT and
SciBERT-MT exhibit some field-dependent pat-
terns.

• Computer Science (Table 18): Performance
in this domain shows a clear division of
strengths between the two models. Llama
3.1-FT achieves better results in semantic clas-
sification, with higher Macro F1 (80.60% vs.
79.90%), Weighted F1 (88.69% vs. 87.76%),
and accuracy (88.89% vs. 87.77%), indicat-
ing a stronger ability to capture citation se-
mantics. Llama 3.1-FT also slightly outper-
forms SciBERT-MT in polarity classification
in terms of Macro and Weighted F1, while
both models reach the same accuracy. In
contrast, SciBERT-MT performs better on in-
tent classification, achieving higher Macro F1,
Weighted F1, and accuracy. These results sug-
gest that SciBERT-MT is particularly effec-
tive at modeling rhetorical intent in technical
writing, while Llama 3.1-FT is stronger in
semantic and polarity-related tasks.

• Health Sciences and Bioinformatics (Ta-
ble 19): In this field, SciBERT-MT shows
stronger performance in both semantic and in-
tent classification. For semantics, it achieves
higher Macro F1, Weighted F1, and accuracy,
indicating more reliable identification of cita-
tion roles in biomedical texts. The advantage
of SciBERT-MT is even more pronounced for
intent classification, where it surpasses Llama
3.1-FT by a substantial margin across all met-
rics. In contrast, Llama 3.1-FT performs bet-
ter on polarity classification, achieving higher

Macro F1, Weighted F1, and accuracy. This
suggests that Llama is more sensitive to eval-
uative language and sentiment expression in
biomedical writing, while SciBERT-MT re-
mains better suited for structurally grounded
tasks such as semantics and intent.

• Social Sciences and Humanities (Table 20):
In this domain, Llama 3.1-FT clearly outper-
forms SciBERT-MT in both semantics and
polarity. The difference is especially large for
semantic classification, where Llama 3.1-FT
exceeds SciBERT-MT by over 12% in Macro
F1, along with substantially higher Weighted
F1 and accuracy. For polarity, Llama 3.1-
FT again achieves higher scores across all
metrics, reflecting strong and well-balanced
sentiment modeling. For intent classification,
however, SciBERT-MT performs better, with
higher Macro F1, Weighted F1, and accuracy.
Overall, the strong performance of Llama 3.1-
FT in this field likely reflects the expressive
and argumentative nature of Social Sciences
and Humanities writing, where evaluative lan-
guage and discourse structure are more ex-
plicit and align well with the broad linguistic
capabilities of large language models.

Category Model Macro F1 (%) Weighted F1 (%) Accuracy (%)

Semantics Llama 3.1-FT 80.60 88.69 88.89
SciBERT-MT 79.90 87.76 87.77

Intent Llama 3.1-FT 68.93 73.79 74.44
SciBERT-MT 70.14 75.08 76.66

Polarity Llama 3.1-FT 53.39 52.41 63.33
SciBERT-MT 49.63 52.37 63.33

Table 18: Comparison of Macro F1, Weighted F1, and
Accuracy between Llama 3.1-FT and SciBERT-MT for
each task in Computer Science. Each number is in %
and the number of test samples (support) are 90.

Category Model Macro F1 (%) Weighted F1 (%) Accuracy (%)

Semantics Llama 3.1-FT 77.06 76.55 77.38
SciBERT-MT 80.71 80.37 80.95

Intent Llama 3.1-FT 81.49 80.85 80.95
SciBERT-MT 90.85 89.01 89.28

Polarity Llama 3.1-FT 64.74 76.51 79.76
SciBERT-MT 60.29 72.41 77.38

Table 19: Comparison of Macro F1, Weighted F1, and
Accuracy between Llama 3.1-FT and SciBERT-MT for
each task in Health Sciences and Bioinformatics. Each
number is in % and the number of test samples (support)
are 84.
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Category Model Macro F1 (%) Weighted F1 (%) Accuracy (%)

Semantics Llama 3.1-FT 74.35 77.08 75.71
SciBERT-MT 61.77 63.36 62.85

Intent Llama 3.1-FT 70.97 77.06 78.57
SciBERT-MT 74.58 78.26 80.00

Polarity Llama 3.1-FT 80.82 92.10 92.86
SciBERT-MT 72.77 86.71 88.57

Table 20: Comparison of Macro F1, Weighted F1, and
Accuracy between Llama 3.1-FT and SciBERT-MT for
each task in Social Sciences and Humanities. Each
number is in % and the number of test samples (support)
are 70.

A.14 Analysis Per Class
The comparative evaluation of Llama 3.1-FT and
SciBERT-MT across semantics, intent, and polar-
ity classification tasks (see Tables 21, 22, 23) re-
veals distinct strengths and weaknesses for each
model, providing guidance for their practical appli-
cation in citation analysis. Overall, Llama 3.1-FT
demonstrates stronger and more consistent perfor-
mance in the Semantics and Polarity tasks, whereas
SciBERT-MT maintains a clear and robust advan-
tage in the Intent task.

• Semantics Task (Table 21): Llama 3.1-FT
demonstrates stronger performance in most se-
mantic categories, achieving higher F1-scores
for Artifact, Claim, and Results. Its advan-
tage is particularly clear for Results (85.37%
vs. 78.05%) and Claim (71.29% vs. 66.07%),
which require capturing more abstract and
interpretive information from citation con-
texts. However, SciBERT-MT slightly out-
performs Llama 3.1-FT on the Methodol-
ogy class (78.26% vs. 77.78%), indicating
a marginal advantage in identifying method-
ological references. Overall, Llama 3.1-FT
attains higher accuracy (81.15%) and macro-
average F1 (80.66%), reflecting stronger and
more consistent performance across the se-
mantic categories.

• Intent Task (Table 22): SciBERT-MT outper-
forms Llama 3.1-FT on most intent categories
and across all aggregate metrics, achieving
higher F1-scores for Comparison, Extension,
and Generic. This highlights its strong reli-
ability for detecting structured intent. Llama
3.1-FT slightly surpasses SciBERT-MT on
the Reuse class in terms of F1-score (70.59%
vs. 69.66%), but SciBERT-MT still maintains
higher overall accuracy (81.97% vs. 77.87%)
and macro-average F1 (79.41% vs. 74.55%).

Label Precision (%) Recall (%) F1-Score (%) Support
Llama 3.1-FT

Artifact 87.65 88.75 88.20 80
Claim 83.72 62.07 71.29 58
Methodology 71.79 84.85 77.78 66
Results 83.33 87.50 85.37 40
Accuracy 81.15 81.15 81.15 244
Macro Avg 81.63 80.79 80.66 244
Weighted Avg 81.72 81.15 80.90 244

SciBERT-MT
Artifact 89.47 85.00 87.18 80
Claim 68.52 63.79 66.07 58
Methodology 75.00 81.82 78.26 66
Results 76.19 80.00 78.05 40
Accuracy 78.28 78.28 78.28 244
Macro Avg 77.30 77.65 77.39 244
Weighted Avg 78.40 78.28 78.25 244

Table 21: Per-class performance and average metrics
for Llama 3.1-FT and SciBERT-MT on the Semantics
classification task in all fields. Scores are in % and best
values between the models are bolded.

These results indicate that SciBERT-MT pro-
vides more robust and balanced performance
for intent classification overall.

• Polarity Task (Table 23): Llama 3.1-FT
exhibits conservative prediction behavior
for the minority Refuting and Supporting
classes, achieving very high precision for
both (93.33% and 73.33%, respectively) but
at the cost of lower recall. This indicates
that while its predictions are reliable when
made, it misses a substantial number of true in-
stances, particularly for Supporting (20.37%
recall). In contrast, SciBERT-MT achieves
a more balanced performance for Refuting,
with a higher recall (65.22%) and strong F1-
score (71.43%), outperforming Llama 3.1-FT
on this category. For Supporting, SciBERT-
MT mirrors Llama’s conservative behavior
and performs even worse in terms of recall
(11.11%). Overall, Llama 3.1-FT achieves
higher accuracy (77.46% vs. 75.41%) and
weighted F1 (72.92% vs. 69.04%) due mainly
to its strong performance on the dominant
Neutral class.

A.15 Use Cases
Citance analysis enables value creation for four
main stakeholder groups in the scholarly ecosys-
tem: researchers, research-performing organiza-
tions, publishers, and funders. Each benefits in
distinct but complementary ways from fine-grained
citation context modeling.

• Researchers: Citance analysis provides re-
searchers with powerful tools for knowledge
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Label Precision (%) Recall (%) F1-Score (%) Support
Llama 3.1-FT

Comparison 79.59 72.22 75.73 54
Extension 66.67 72.73 69.57 11
Generic 79.85 84.92 82.31 126
Reuse 73.47 67.92 70.59 53
Accuracy 77.87 77.87 77.87 244
Macro Avg 74.89 74.45 74.55 244
Weighted Avg 77.81 77.87 77.73 244

SciBERT-MT
Comparison 89.58 79.63 84.31 54
Extension 75.00 81.82 78.26 11
Generic 79.05 92.86 85.40 126
Reuse 86.11 58.49 69.66 53
Accuracy 81.97 81.97 81.97 244
Macro Avg 82.44 78.20 79.41 244
Weighted Avg 82.73 81.97 81.42 244

Table 22: Per-class performance and average metrics for
Llama 3.1-FT and SciBERT-MT on the Intent classifi-
cation task in all fields. Scores are in % and best values
between the models are bolded.

Label Precision (%) Recall (%) F1-Score (%) Support
Llama 3.1-FT

Neutral 76.64 98.20 86.09 167
Refuting 93.33 60.87 73.68 23
Supporting 73.33 20.37 31.88 54
Accuracy 77.46 77.46 77.46 244
Macro Avg 81.10 59.81 63.89 244
Weighted Avg 77.48 77.46 72.92 244

SciBERT-MT
Neutral 74.77 97.60 84.68 167
Refuting 78.95 65.22 71.43 23
Supporting 85.71 11.11 19.67 54
Accuracy 75.41 75.41 75.41 244
Macro Avg 79.81 57.98 58.59 244
Weighted Avg 77.59 75.41 69.04 244

Table 23: Per-class performance and average metrics
for Llama 3.1-FT and SciBERT-MT on the Polarity
classification task in all fields. Scores are in % and best
values between the models are bolded.

discovery and research planning. By ana-
lyzing how and why prior work is cited, re-
searchers can:

– Identify the most frequently reused
datasets, methods, and artifacts within
a specific research problem.

– Detect contradictions, debates, and unre-
solved disagreements in their scientific
field.

– Discover gaps in the literature where evi-
dence is missing, weak, or inconsistent.

– Support systematic reviews and meta-
analyses by clustering citances according
to their role.

– Improve reproducibility by tracing which
works are reused or extended by later
studies.

These capabilities support more informed re-
search design, faster onboarding into new top-
ics, and higher-quality scientific contributions.

• Research-performing organizations (e.g.,

universities, research institutes): Universi-
ties and research institutions are increasingly
evaluated based on the impact, reuse, and so-
cietal relevance of their outputs. Citance anal-
ysis enables:

– Fine-grained research impact assessment
beyond raw citation counts, capturing
why an institution’s work is cited.

– Evidence of research reproducibility and
reusability based on downstream reuse
and positive community uptake.

– Improved institutional benchmarking
and rankings through richer indicators
of scientific influence.

– Stronger justification for public and pri-
vate funding by demonstrating measur-
able impact.

This allows institutions to better showcase the
real scientific value of their research portfo-
lios.

• Publishers and scientific venues. Publish-
ers can leverage citance-level analytics to
strengthen the visibility, credibility, and strate-
gic positioning of their journals and confer-
ences. In particular, they can:

– Provide advanced analytics on how pub-
lished articles are used, extended, or de-
bated in the literature.

– Measure the influence and strengths of
journals beyond traditional impact fac-
tors.

– Identify emerging research trends and
controversial or rapidly developing top-
ics.

– Enhance editorial decision-making and
journal branding by demonstrating the
real-world scientific influence of pub-
lished work.

This increases both the perceived impact
and the competitive standing of publication
venues.

• Funders and funding agencies. Public and
private funders invest billions of dollars into
research but often lack fine-grained visibility
into how funded results are actually used by
the scientific community. Citance analysis
enables:
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– Direct measurement of the impact of the
funded research over time.

– Quantitative and qualitative indicators of
scientific impact, relevance, and commu-
nity perception.

– Identification of highly influential
projects emerging from funding
programs.

– Evidence-based evaluation of funding ef-
fectiveness, helping answer the question:
Are these funding investments producing
meaningful scientific impact?

This supports more transparent, accountable,
and strategic allocation of future research
funding.

A.16 Inter-annotator agreement result
analysis

For the Semantics dimension, a third annotator,
who is pursuing a PhD in Artificial Intelligence
with a focus on Natural Language Processing, was
brought in to adjudicate ambiguous cases and de-
termine whether the gold or the annotator labels
were more accurate. This was necessary as sev-
eral instances exhibited interpretive uncertainty be-
tween the gold and annotated labels. The confusion
matrices in Tables 24, 25, and 26 summarize the
disagreements between the gold standard and the
annotator for Semantics, Intent, and Polarity, re-
spectively.

Specifically, for 184 artifacts labeled as Artifact
in the gold data, the annotator had labeled them as
Methodology. The third annotator concluded that
77 instances (42%) were indeed more consistent
with the Methodology category as the annotator
had labeled them, while 107 instances (58%) were
correctly labeled as Artifact in the gold data. Simi-
larly, for 84 instances originally labeled as Result
in the gold data but annotated differently, the third
annotator determined that 70 cases (83.33%) were
correct in the gold standard, 11 were better cate-
gorized as Claim, one as Methodology, and two as
Artifact.

For the Polarity dimension, several mismatches
were observed between the gold and annotator la-
bels. In certain cases, gold instances labeled as
Refuting were annotated as Supporting, and vice
versa. Following detailed review by the third an-
notator, these inconsistencies were found to stem
mainly from two sources: (1) confusion caused by
multiple citation markers within a single sentence,

leading the annotator to associate the polarity with
the wrong citation and (2) semantic misinterpreta-
tions of the sentence.

Finally, differences observed in the Intent cate-
gory primarily arose from varying semantic inter-
pretations between the annotator and the original
authors regarding the intended meaning of the la-
bels.

A.17 Absence of Within-Axis Multi-Label
Cases

The annotation protocol allowed annotators to as-
sign more than one label within the same axis, both
to represent genuinely overlapping citation func-
tions and to diagnose category overlap or weak-
nesses in the ontology. Nevertheless, no within-
axis multi-label cases were observed. We at-
tribute this outcome to the interaction between the
sentence-level annotation unit and the ontology’s
operationally distinct category definitions.

First, the dataset consists of individual citation
sentences, in which the relationship to the cited
work was generally expressed through one domi-
nant citation function. Citations can serve multiple
purposes in a broader discourse context, but the ci-
tances in CitAn usually conveyed one primary rela-
tion clearly enough to support a single label within
each axis. The absence of surrounding context may
therefore have reduced the observable incidence
of multiple independently expressed functions. In-
corporating neighboring sentences or section-level
context could reveal more multi-label cases and
remains a direction for future work.

Second, the ontology was designed to minimize
overlap among labels. Potential overlaps encoun-
tered during annotation generally involved implica-
tion rather than two functions being independently
and explicitly expressed. The clearest example is
Extension and Reuse: extending a cited work often
presupposes some reuse, but the guidelines assign
Extension when the cited work provides the ba-
sis for further development and reserve Reuse for
direct application or adoption without a clear ex-
tension. This specificity rule allowed annotators to
resolve such cases without assigning both labels.
Thus, the absence of multi-label annotations should
be understood as a property of the present sentence-
level dataset and annotation guidelines, rather than
evidence that scholarly citations can never serve
multiple functions.
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Gold / Annotator Artifact Claim Methodology Results
Artifact 235 4 173 9
Claim 44 65 107 30
Methodology 29 1 251 2
Results 8 20 20 166

Table 24: Confusion matrix for Semantics. Rows corre-
spond to gold labels, and columns to annotator-assigned
labels.

Gold / Annotator Comparison Extension Generic Reuse
Comparison 191 4 17 13
Extension 3 84 4 9
Generic 38 7 517 41
Reuse 15 2 30 190

Table 25: Confusion matrix for Intent. Rows corre-
spond to gold labels, and columns to annotator-assigned
labels.

A.18 Fine-tuning - Statistical Significance
Testing

We evaluated whether fine-tuning significantly im-
proved Llama 3.1 model performance using McNe-
mar’s test (McNemar, 1947), a non-parametric test
designed for comparing paired categorical predic-
tions. The test was applied independently to each
classification task (semantics, intent, and polarity)
using paired predictions from the base and fine-
tuned models evaluated on the same input instances.
For each task, we constructed a 2× 2 contingency
table capturing the number of instances in which:

• both models were correct (n11),

• both models were incorrect (n00),

• only the base model was correct (n10), and

• only the fine-tuned model was correct (n01).

McNemar’s exact test focuses on the discordant
pairs (n10 and n01), which correspond to cases
where the two models disagree. The null hypothe-
sis (H0) assumes that the base and fine-tuned mod-
els have equal probabilities of producing a correct
prediction, such that any observed performance dif-
ference arises from random variation. The alterna-
tive hypothesis (H1) posits that fine-tuning induces
a systematic difference in predictive performance.
Statistical significance was assessed using a two-
sided McNemar’s exact test with a threshold of
α = 0.05.

Across all tasks (semantics, intent, and polarity),
the fine-tuned model corrected more errors than
it introduced (n01 > n10), and all McNemar’s ex-
act tests yielded p-values below 0.001, providing
strong evidence that fine-tuning leads to a statisti-
cally significant improvement over the base model.

Gold / Annotator Neutral Refuting Supporting
Neutral 688 51 87
Refuting 12 141 3
Supporting 58 8 117

Table 26: Confusion matrix for Polarity. Rows corre-
spond to gold labels, and columns to annotator-assigned
labels.

Task n10 n01 p-value
Semantics 11 81 < 0.001
Intent 23 70 < 0.001
Polarity 20 52 < 0.001

Table 27: McNemar’s test results comparing base and
fine-tuned models. n10 denotes cases where the base
model was correct and the fine-tuned model was incor-
rect; n01 denotes cases where the fine-tuned model was
correct and the base model was incorrect.

A.19 Llama 3.1-FT & SciBERT MT Classifier
- Learning Curves

In Figure 7, we present the learning curve for
Llama 3.1-FT, showing training and validation loss
as a function of the number of training examples.
Initially, we can see that the baseline loss is over
3 and rapidly decreases as the model learns from
the training data, reaching a really low point after
200 training examples. However as seen in Fig-
ure 8, after approximately 400 training examples,
the validation loss plateaus while the training loss
continues to decrease, suggesting that the model
has effectively learned from the available data and
further training does not yield substantial general-
ization benefits. This indicates that Llama 3.1-FT
achieves early convergence on this task.

In contrast, Figures 9 and 10 illustrate the learn-
ing dynamics of the SciBERT multi-task classifier.
As training progresses, both training and valida-
tion loss steadily decrease, indicating consistent
learning across epochs.

While the validation loss improves more gradu-
ally than in Llama 3.1-FT, it continues to decline
throughout training, ultimately reaching its lowest
value near the end of the fourth epoch. The zoomed
view reveals that improvements persist even after
1,500 training examples, suggesting that SciBERT
benefits from longer optimization and does not ex-
hibit the early plateau observed with Llama 3.1-FT.
The divergence between training and validation
loss near the end of training suggests mild overfit-
ting, however validation performance continues to
improve, indicating that the model is still learning
useful representations.
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Figure 7: Learning curve for Llama 3.1-FT.

Figure 8: Zoomed learning curve highlighting validation
loss improvements for Llama 3.1-FT.

To better capture task-level performance, Fig-
ure 11 presents the evolution of the custom evalua-
tion metric (the sum of macro-averaged F1 scores
across semantics, intent, and polarity tasks). The
metric increases steadily throughout training, con-
firming that improvements in validation loss cor-
respond to meaningful gains in predictive perfor-
mance. Notably, performance gains continue be-
yond the midpoint of training before stabilizing,
reinforcing the observation that SciBERT requires
more training iterations to reach optimal general-
ization compared to Llama 3.1-FT.

Overall, these results highlight distinct learning
behaviors: Llama 3.1-FT demonstrates rapid con-
vergence and early saturation, whereas SciBERT
exhibits slower but sustained improvement, benefit-
ing from extended training to optimize multi-task
performance.

Figure 9: Full learning curve for the SciBERT multi-
task classifier.

Figure 10: Zoomed learning curve highlighting valida-
tion loss improvements for SciBERT.

Figure 11: Performance curve showing the sum of
macro F1 scores during SciBERT training.

A.20 Automation Bias Analysis
During corpus construction, Annotator A had ac-
cess to the Llama 3.1 outputs and used them only

60904



as a preliminary aid, adjusting labels where neces-
sary. When resources became available, Annotator
B subsequently annotated the resulting subset inde-
pendently from scratch, without exposure to Llama
outputs or Annotator A’s labels. The adjudicator
was likewise blind to any LLM-generated sugges-
tions. This design prevents the propagation of au-
tomation bias beyond the initial selection stage and
provides an internal control for detecting poten-
tial influence. If exposure to Llama outputs had
substantially biased Annotator A’s judgments, we
would expect large systematic divergences between
annotators. Instead, inter-annotator agreement was
moderate for semantics (κ = 0.44) and substantial
for intent and polarity (κ = 0.76 and κ = 0.61) - see
Section 3.3. This indicates broadly consistent in-
dependent judgments rather than strong directional
drift. Moreover, disagreements were distributed
across categories rather than concentrated toward a
single label, providing no evidence of systematic la-
bel skew attributable to LLM assistance. Together,
the independent annotation procedure, blind adju-
dication, and agreement patterns suggest that the
final annotations are unlikely to reflect automation
bias.

A.21 Synthetic Data Impact on Model
Performance

To evaluate the impact of synthetic data on model
performance, we conducted an ablation study
comparing Llama 3.1-FT and SciBERT-MT with
and without synthetic examples in the training
set. The results in Table 28 show that incorpo-
rating synthetic data improves Llama 3.1-FT on
intent and polarity, whereas the model without syn-
thetic data performs slightly better on semantics.
Thus, the benefit of synthetic augmentation is task-
dependent.

For SciBERT MT Class, the effect of synthetic
data is even more pronounced, revealing a strong
dependence on augmented training examples. Re-
moving synthetic data leads to substantial degra-
dation across all tasks, with the most severe de-
cline observed in polarity classification, suggesting
heightened sensitivity to data sparsity and class
imbalance. More broadly, the findings indicate
that the benefits of synthetic data are both model-
dependent and task-sensitive: while Llama 3.1-FT
shows its largest gains in intent and polarity detec-
tion, SciBERT improves across all tasks, implying
that encoder-based models benefit more from in-
creased training diversity. The consistent improve-

ments in macro F1 align with the goal of synthetic
augmentation, namely strengthening performance
on underrepresented classes and improving robust-
ness. In particular, the notable increase in macro
F1 for polarity classification suggests that minority
classes are underrepresented in the training distri-
bution, and as such their patterns are insufficiently
learned without augmentation. This observation
also reflects a broader characteristic of research
writing, where authors tend to adopt neutral lan-
guage, limiting the presence of strongly polarized
expressions in the non synthetic data. Interest-
ingly, Llama 3.1-FT without synthetic augmenta-
tion slightly outperforms the augmented variant
on the semantic task, suggesting that the original
dataset already provides sufficient semantic vari-
ability, thereby limiting the added value of syn-
thetic examples for this task.

A limitation of this is that the hyperparameters
were optimized using Optuna when synthetic data
were included in the training set, thus, they may not
be optimal for the non-augmented setting. More-
over, the original data split was preserved, meaning
that removing synthetic examples reduced the ef-
fective training set size (580 of 705 instances). This
preserves the evaluation and test splits and the origi-
nal hyperparameters, but it also changes the amount
of training data. Consequently, the comparison can-
not fully separate the contribution of synthetic-data
quality from that of additional training examples.
We therefore interpret the SciBERT-MT ablation
more cautiously: the observed performance differ-
ence likely reflects both reduced training-set size
and the loss of synthetic examples that improve
class balance and coverage of rare label combina-
tions.

A.22 Statistical Analysis of Model Metrics
To assess the robustness and reliability of the eval-
uation results, we performed bootstrap resampling
on the test set (N=244) with 5,000 iterations. This
procedure estimates the variability of performance
metrics that may arise from sampling differences
in the test data. We report the mean performance
along with 95% confidence intervals (CI) in Ta-
bles 29 and 30.

The fine-tuned Llama 3.1 model demonstrates
strong performance on the semantic classification
task, achieving a macro F1 score of 0.80 (95%
CI: 0.75–0.85), indicating consistent identification
of the cited content type. Performance on the in-
tent classification task is slightly lower but remains
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Model Semantic Intent Polarity
macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy macro F1 weighted F1 accuracy

Llama 3.1-FT 80.66 80.90 81.15 74.55 77.73 77.87 63.89 72.92 77.46
Llama 3.1-FT without Synthetic Data 81.15 81.93 81.97 66.72 74.01 74.59 53.32 67.18 74.18

SciBERT MT Class 77.39 78.25 78.28 79.41 81.42 81.97 58.59 69.04 75.41
SciBERT MT Class without Synthetic Data 63.90 65.44 65.16 50.77 68.19 70.90 31.13 57.39 68.85

Table 28: Performance comparison of macro and weighted F1 and accurarcy of Llama 3.1-FT and SciBERT-MT
with and without synthetic data during their training.

Task Metric Mean Std CI 2.5% CI 97.5%
Semantic Accuracy 0.811 0.025 0.762 0.861
Semantic Macro F1 0.805 0.026 0.753 0.855
Semantic Weighted F1 0.808 0.026 0.757 0.858
Intent Accuracy 0.778 0.027 0.721 0.828
Intent Macro F1 0.741 0.039 0.659 0.812
Intent Weighted F1 0.777 0.027 0.721 0.828
Polarity Accuracy 0.774 0.027 0.721 0.828
Polarity Macro F1 0.637 0.041 0.540 0.713
Polarity Weighted F1 0.728 0.034 0.662 0.794

Table 29: Bootstrap estimates (5,000 resamples) of evaluation metrics for Llama 3.1-FT. Confidence intervals
represent the 95% percentile bootstrap interval.

robust, with a macro F1 score of 0.74 (95% CI:
0.66–0.81), suggesting reliable inference of cita-
tion purpose. The polarity classification task is the
most challenging, with a macro F1 score of 0.64
(95% CI: 0.54–0.71). This lower score is expected
due to the subtle and context-dependent nature of
sentiment toward cited work, as well as potential
class imbalance.

SciBERT-MT Class exhibits comparable robust-
ness but a different performance profile. For se-
mantic classification, SciBERT achieves a macro
F1 score of 0.77 (95% CI: 0.72–0.82), indicating re-
liable recognition of citation content types, though
slightly lower than Llama 3.1. On the intent clas-
sification task, SciBERT performs strongly with
a macro F1 score of 0.79 (95% CI: 0.71–0.85),
demonstrating stable inference of citation purpose.
Similar to Llama 3.1, the polarity classification
task remains the most difficult, with a macro F1
score of 0.58 (95% CI: 0.51–0.66), reflecting the
nuanced and context-dependent nature of citation
sentiment.

Across both models, the confidence intervals
remain moderately narrow, indicating that perfor-
mance is stable and not overly sensitive to the spe-
cific composition of the test set. These results pro-
vide evidence that the reported metrics are robust
and reflect the models’ expected performance on
comparable data distributions.
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Task Metric Mean Std CI 2.5% CI 97.5%
Semantic Accuracy 0.782 0.027 0.730 0.832
Semantic Macro F1 0.772 0.028 0.716 0.823
Semantic Weighted F1 0.782 0.027 0.728 0.833
Intent Accuracy 0.819 0.025 0.770 0.865
Intent Macro F1 0.790 0.035 0.714 0.853
Intent Weighted F1 0.814 0.026 0.762 0.863
Polarity Accuracy 0.754 0.027 0.701 0.807
Polarity Macro F1 0.584 0.038 0.508 0.656
Polarity Weighted F1 0.690 0.036 0.619 0.759

Table 30: Bootstrap estimates (5,000 resamples) of evaluation metrics for SciBERT-MT Class. Confidence intervals
represent the 95% percentile bootstrap interval.
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