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Abstract

On-policy distillation (OPD) improves reason-
ing by training a student on trajectories sampled
from its own policy under supervision from a
teacher. In multimodal reasoning, a common
extension is to use a privileged teacher that
observes training-time-only signals such as ref-
erence answers or rationales. However, such
answer-side privilege creates a train-test mis-
match: the teacher’s supervision may depend
on signals unavailable to the student, encour-
aging shortcut imitation rather than visually
grounded reasoning. We propose ViCuR, a
visually grounded privileged-teacher distilla-
tion framework that replaces answer-side privi-
lege with visual cues (query-related evidence
in the input). Because these cues are derived
from the same visual input available at infer-
ence, their evidence is recoverable by the stu-
dent. To support this, ViCuR introduces a
lightweight cue recovery module that uses ded-
icated sink-token cross-attention during prefill
to aggregate task-relevant visual evidence into
an internal representation, without changing the
inference interface or requiring auxiliary cue-
generation losses. Across seven benchmarks
with Qwen3-VL-2B and 8B students, ViCuR
consistently improves over answer-based on-
policy self-distillation by +1.19 and +1.24 on
overall average performance. It also extends
naturally to stronger-teacher OPD, surpassing
OPD baselines by +0.64 and +1.08, with consis-
tent out-of-domain gains at the 8B scale. These
results show that, in multimodal on-policy dis-
tillation, the design of teacher privilege is as
important as teacher strength.

1 Introduction

Multimodal reasoning tasks such as geometry prob-
lem solving (Chen et al., 2021; He et al., 2024),
chart reasoning (Masry et al., 2022; Yue et al.,

* Equal contribution.
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Shanghai Al Laboratory.

2024), and visual question answering (Goyal et al.,
2017; Wang et al., 2025; Dong et al., 2025; Yan
et al., 2026) require models to integrate vision with
multi-step reasoning. Improving such capabilities
through on-policy learning is appealing because su-
pervision is applied on trajectories induced by the
student’s own policy, directly targeting the states
and errors the model encounters at deployment. On-
policy distillation (OPD) has therefore emerged as
a practical way to improve reasoning: a teacher pol-
icy supervises student-sampled trajectories, helping
the student learn better generation behavior under
its own rollout distribution.

Teacher advantage in OPD can arise from two dif-
ferent sources. In the standard setting, teacher and
student observe the same input, and the teacher
is stronger. In a more general privileged-teacher
setting, the teacher is additionally conditioned on
training-only information unavailable to the student
at inference. This setting is common in on-policy
self-distillation (OPSD), where teacher and student
share the same backbone but the teacher is strength-
ened with extra signals such as reference answers,
verified rationales, or environment feedback (Zhao
et al., 2026; Hiibotter et al., 2026). While privi-
leged teachers can provide stronger supervision,
they also raise a design challenge: what kind of
privileged information is helpful for distillation in
multimodal reasoning?

Existing multimodal OPSD methods commonly
use answer- or rationale-based privilege (Lin et al.,
2026; Yuan et al., 2026). Concretely, given stan-
dard inference input z = (z,,x,) consisting of
visual input x,, and question x4, the student acts
as wg(- | z), while the teacher is conditioned on
additional privileged signal p, yielding 77 (- | z, p).
When p contains reference answers or rationales,
teacher supervision depends on answer-side infor-
mation that is unreachable at inference, creating a
privilege-induced train-test mismatch: the student
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Figure 1: Conventional OPSD conditions teacher supervision on answer/rationale privilege R, inducing a train—test
mismatch. Our ViCuR instead uses visually grounded cues .S, allowing the student to recover corresponding
evidence internally while preserving the standard inference interface.

may fit answer-aware patterns rather than learning
reasoning grounded in visual evidence (Yang et al.,
2026). This issue is particularly problematic in
multimodal reasoning, where correctness should
be supported by evidence in the visuals, such as
geometric relations in diagrams, or salient events
in videos. In other words, the most useful privilege
for multimodal reasoning should strengthen super-
vision while remaining aligned with information
the student can access at inference.

In this work, we propose ViCuR (Visual Cue
Recovery), a visually grounded privileged-teacher
distillation framework. It replaces answer-based
privileges with visual cues: question-relevant ev-
idence grounded in the input image or video. Al-
though the cue text itself is provided only to the
teacher during training, its underlying source re-
mains accessible to the student through the standard
visual-question interface. This changes the role of
privilege from revealing answer-side information to
highlighting inference-recoverable evidence, mit-
igating the privileged-information mismatch. In
conventional answer-based distillation, the teacher
policy 7r(- | z,p) depends on privileged variables
p that are not recoverable from the student’s in-
put z. By contrast, when the privilege is a visual
cue c derived from the visual input and question,
¢ ~ p(c | @y, xq), the teacher is conditioned on

evidence whose source is already contained in z.
ViCuR thus does not eliminate privilege altogether,
but replaces inaccessible answer privilege with re-
coverable visual privilege (§3.1).

Replacing the privilege type introduces a new chal-
lenge: the student does not observe cues explicitly,
so it must learn to exploit cue-relevant evidence
from visual tokens. To address this, we introduce
a lightweight cue recovery module. Inspired by
the attention-sink mechanism (Xiao et al., 2024,
Liu et al., 2026), we equip a designated sink to-
ken with dedicated cross-attention parameters at se-
lected transformer layers; during prefill, this token
aggregates task-relevant information from visual to-
kens into an internal cue-level representation. The
module is trained end-to-end under the distillation
objective alone, preserving the standard inference
interface with no autoregressive overhead (§3.2).

Though our primary focus is privileged-teacher
self-distillation, teacher advantage from model
scale and from privilege design are orthogonal,
so ViCuR extends naturally to stronger-teacher
OPD. We evaluate on seven multimodal reason-
ing benchmarks using Qwen3-VL-2B and 8B stu-
dents. ViCuR consistently outperforms answer-
based OPSD, improving overall average perfor-
mance by +1.19 and +1.24, with especially strong
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gains on in-domain and near-domain mathemati-
cal reasoning tasks. It also extends effectively to
stronger-teacher OPD, where it improves over OPD
baselines by +0.64 and +1.08 and delivers consis-
tent out-of-domain gains at the 8B scale.

Our main contributions are as follows:

* We identify the bottleneck of existing multimodal
OPSD: answer-based privileges induce a train-
test mismatch that can encourage shortcut imita-
tion rather than visually grounded reasoning.

* We propose ViCuR, which replaces answer-side
privilege with visually grounded cues and intro-
duces a lightweight sink-token cross-attention
module for internal cue recovery, without chang-
ing the inference interface or requiring auxiliary
objectives.

* We show that ViCuR consistently improves over
answer-based OPSD across seven benchmarks
and extends naturally to stronger-teacher OPD,
where it further benefits from teacher scaling.

2 Related Work

On-Policy Distillation and Self-Distillation.
Knowledge distillation (Hinton et al., 2015; Kang
et al., 2023; Shu et al., 2024) transfers reasoning
capabilities from a large teacher to a compact stu-
dent. For reasoning tasks, recent work extends dis-
tillation from offline imitation of teacher-generated
traces to OPD, where the teacher supervises trajec-
tories sampled from the student itself, improving
alignment with the student’s inference-time distri-
bution (Agarwal et al., 2024; Lu and Lab, 2025; Gu
et al., 2024; Hou et al., 2026; Li et al., 2026a).
Standard OPD typically requires a stronger ex-
ternal teacher. OPSD removes this requirement
by using a single backbone for both teacher and
student, instead strengthening the teacher with
privileged conditioning such as verified reasoning
traces (Zhao et al., 2026) or feedback-derived su-
pervision (Hiibotter et al., 2026; Li et al., 2026b).
While OPSD avoids the cost of a separate teacher,
its effectiveness depends on the design of the priv-
ileged signal, which we discuss in the context of
privileged information below.

Privileged Information for Distillation. Learn-
ing with privileged information (Vapnik and Iz-
mailov, 2015) augments training with signals that
are unavailable at test time. In reasoning dis-
tillation, common privilege types include gold

answers, rationales, verifier scores, and environ-
ment feedback (Hsieh et al., 2023; Shenfeld et al.,
2026; Zhao et al., 2026; Hiibotter et al., 2026).
Recent self-distillation work has begun explor-
ing answer-agnostic alternatives, such as concise-
ness instructions (Sang et al., 2026), context-
conditioned prompts or historical traces (Ye et al.,
2026), and evidence-centered regional crops (Yuan
et al., 2026). However, when privileges are answer-
dependent, they can cause privileged information
leakage: Yang et al. (2026) formally showed that
the teacher’s supervision may depend on variables
the student cannot access at inference time, encour-
aging the student to fit answer-aware patterns rather
than learn genuine reasoning.

Attention Sinks. Attention sinks refer to the phe-
nomenon that special tokens such as <BOS> attract
disproportionately high attention mass across trans-
former layers (Xiao et al., 2024), effectively serv-
ing as persistent information anchors (Li et al.,
2024). SinkTrack (Liu et al., 2026) leverages this
property by using the sink token to aggregate and
retain contextual information during long-sequence
generation, improving context fidelity without ar-
chitectural changes.

3 Method

We study multimodal on-policy distillation in the
privileged-teacher regime, where the teacher ac-
cesses additional training-time information unavail-
able to the student at inference. Our method, Vi-
CuR, is built on a simple principle: privileged
information is most useful when grounded in ev-
idence that remains accessible at test time. We
first formalize the privilege-induced mismatch and
explain why visual cues mitigate it (§3.1), then
present the ViCuR architecture and training objec-
tive (§3.2-§3.4).

3.1 Problem Formulation

Consider a multimodal reasoning task with visual
input I, question @, and answer y. Let X = (I, Q)
denote the standard multimodal input available at
both training and inference. In OPD, the student
samples a trajectory § ~ pg(- | X), and the teacher
provides token-level supervision on this student-
generated trajectory. We consider the privileged-
teacher setting, in which the teacher is addition-
ally conditioned on a training-time-only variable
p, yielding pr(y | X,p), while the student uses
only X. This formulation subsumes both standard

7490



same-input OPD, where p = (), and privileged dis-
tillation settings, where p may contain extra side
information. In existing multimodal OPSD, this
privilege is commonly answer- or rationale-based;
in ours, it is instead a visually grounded cue.

Privilege-Induced Gap in Answer-Based Distil-
lation. In OPSD, the teacher is conditioned on an
answer- or rationale-based privilege R, producing
pr(y | X, R). Because R is unavailable at infer-
ence time, the teacher’s next-token distribution may
depend on information the student cannot access
during deployment. Following Yang et al. (2026),
we quantify this mismatch by the conditional mu-
tual information as I(Y;; R | X,Y-;). When R
contains answer-dependent information, such as a
gold answer or reference rationale, this quantity
is generally nonzero. Distillation then asks the
student to imitate a target policy whose behavior
is not fully determined by the input X, creating
a privilege-induced train-test mismatch. In mul-
timodal reasoning, this mismatch is problematic
because it encourages the student to fit answer-
aware supervision patterns or shortcuts rather than
learning to ground its reasoning in visuals.

Visual Cues as Recoverable Privilege. We re-
place answer-based privilege R with a visually
grounded cue S a description of question-relevant
evidence, such as geometric relations or key events.
Although the student does not receive cue text ex-
plicitly at inference, the evidence from which S is
derived remains present in the standard input X.

For analysis, we idealize cue construction as a de-
terministic mapping S = f(X), where f extracts
cue text from the inference-time input. Under this
abstraction, H (S | X) = 0, so conditioning on S
introduces no additional information beyond X:

I(Yy; S| X, Y<t) = 0. (1)
Thus, the cue-conditioned teacher distribution

pT(' | Xv Sa Y<t) :pT(' | X7f(X)7Y<t) )

depends only on information determined by the
inference-time multimodal input.

We formalize this as Proposition 1 (Appendix G.1):
under the deterministic abstraction S=f(X), visu-
ally grounded cues do not introduce the privilege-
induced conditional information gap associated
with answer-dependent variables, as the resulting

teacher supervision depends only on information
determined by the inference-time input X .

In practice, cue text may be generated by an exter-
nal model or annotator, so .S need not be strictly
deterministic given X, yielding H(S | X) > 0.
However, because visual cues describe evidence
visible in the input rather than answer-dependent
information, the inaccessible component of cue-
based privilege is substantially smaller than that
of answer-based privilege. The deterministic ab-
straction should therefore be interpreted as an ide-
alized limit: visual cues reduce the privilege gap
rather than eliminating it entirely, and we show
empirically that this reduction is sufficient to yield
consistent gains.

Proposition 1 does not require the student to recon-
struct cue text explicitly. Instead, it reframes the
remaining challenge as evidence recovery: the rel-
evant information is present in X, but the student
must learn to extract and represent it internally.

3.2 ViCuR: Sink-Based Cue Recovery

To address this challenge, we introduce ViCuR
(Visual Cue Recovery), a lightweight student-side
module that recovers cue-relevant evidence from vi-
sual representations without changing the standard
multimodal inference interface. A naive alternative
would be to append cue text to the student input
or require the student to generate cues before an-
swering. However, this would alter the inference
pipeline and add generation overhead. We instead
seek a mechanism that operates within the student’s
existing architecture.

Our framework uses an asymmetric teacher-student
design. The teacher is conditioned on the visual
input, question, and cue text, producing pr(y |
1,Q,S). The student predicts with pg(y | I,Q),
augmented with a cue recovery module.

Let V(O = ¢(I) € R™*? be the visual token se-
quence from the visual encoder. At transformer
layer £, let V(O e R™*¢ denote the current visual

representations, and let hégk € R? denote the hid-
den state of a designated sink token (e.g., <B0S>).
As shown in Fig. 2, at selected layers during prefill,

the sink token queries the visual tokens through a

7491
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Figure 2: Cue recovery module at a selected transformer
layer. The sink token aggregates visual states via dedi-
cated cross-attention during prefill, producing cue rep-
resentations without autoregressive overhead.

dedicated cross-attention branch:

[ ¢ ¢
( ) — hélr)lkW( ) KO — V(E)W[({),
Ul = yvOw®, 3)

¢
-0, = Attn (g, KO, UO)W )
where W(E), W(Z), ‘(f ), W(()Z) are
module-specific parameters (we use U for the
value projection to avoid conflict with visual
tokens V(¥)). The aggregated evidence is added
back to the sink state via a residual connection:
¢
h()—h()k+z() 4)

sink sin sink"

recovery-

Because the sink token appears at the beginning
of the sequence, its updated state is visible to all
subsequent question and answer tokens through
standard causal attention. We denote the resulting
internal evidence representation as

S = g(V)Q;Hsink)a (5)

where 0, collects all recovery-module parame-
ters. The symbol S refers to an internal hidden-
state representation, not generated cue text. Al-
though the cross-attention equations above involve
only héfr)lk and V), the question Q influences S
implicitly through optimization: gradients from the
question-dependent prediction loss guide 6,1 to
selectively aggregate visual features from V() that
are most relevant for answering Q.

Why Dedicated Cross-Attention. We introduce
dedicated cross-attention parameters, which are
free to learn question-relevant visual selection with-
out interfering with the pretrained self-attention
pathway and can absorb the implicit supervision

signal from the distillation objective. This differs
from the original SinkTrack mechanism (Liu et al.,
2026), which reuses the existing attention compu-
tation for generic context anchoring.

3.3 Training Objective

The cue recovery module is trained jointly with
the student under the on-policy distillation objec-
tive, without any auxiliary cue-generation or text-
matching loss. For a student-sampled trajectory
g ~ po(- | X), the teacher evaluates each token
with pr (9, | X, S, J<n), while the student assigns
o (Gn | X, S, <n ). Following sampled-token on-
policy distillation (Li et al., 2026¢), we define the
token-level advantage

An(Xa 3)) = long(gn ’ X, S> Q<n)

_logpﬁ(:gn ‘ Xa g7y<n)7 (6)

which is treated as a stop-gradient constant, as in
standard policy-gradient optimization (Lu and Lab,
2025; Jin et al., 2026). The distillation surrogate
loss is

L4(0) = ~Ex~pEjp,(x) [ 0
|91
Z % Togpo(in | X, 5, y<n>]

where sg[-] denotes stop-gradient. Here we use a
PPO-style policy loss (Schulman et al., 2017) with
importance ratios and clipping (Luo et al., 2026);
the expression above isolates the gradient pathway
through which the recovery module is trained.

Since § = 9(V, Q; sink ), gradients reach the re-
covery module through

9]
vequ |: Z Sg (8)
Velogpo(Gn | X, S, <n) - Vo 9(V, Q; sink) | -

This expression shows that the recovery module
is updated when its representation S affects the
student’s prediction on teacher-evaluated tokens.
Whenever the teacher assigns higher probability
than the student to the sampled token, the gradient
encourages the student to move its representation
in a direction that better supports teacher-aligned
behavior; when the opposite holds, the gradient
suppresses unhelpful representations. In this way,
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the distillation objective implicitly encourages the
sink-based module to retain task-relevant visual ev-
idence aligned with the teacher’s cue-conditioned
supervision, even though the student never ob-
serves cue text directly.

A detailed analysis of these gradient dynamics is
provided in Appendix G.2; a full-vocabulary KL
counterpart is discussed in Appendix G.3.

3.4 Implementation Details

We train the recovery module jointly with the
student under the distillation objective described
above. The recovery module is inserted every five
transformer layers and uses the full current-layer
visual token sequence as keys and values. It runs
only during prefill and adds no autoregressive de-
coding overhead, introducing only a modest param-
eter overhead relative to the base model.

4 [Experiments

We evaluate ViCuR to answer three questions:
(1) Does replacing answer-based privilege with vi-
sual cues improve over conventional distillation
baselines, including both same-backbone OPSD
and stronger-teacher OPD? (2) Do the gains gen-
eralize across in-domain, near-domain, and out-
of-domain benchmarks? (3) Which components
of ViCuR matter most, and how does the method
behave as teacher strength increases?

Data. We train on the Vision R1 training
set (Huang et al., 2026), from which teacher-side vi-
sual cue text is constructed. Evaluation covers three
generalization levels: Vision R1-Test (Huang et al.,
2026) (in-domain); DynaMath (Zou et al., 2025),
MathVista (Lu et al., 2024), WeMath (Qiao et al.,
2024), and MathVerse (Zhang et al., 2024) (near-
domain mathematical reasoning); and MMMU-
Val (Yue et al., 2024) with Video-MME (Fu et al.,
2025) (out-of-domain multimodal understanding).
Geometry3K (Lu et al., 2021) is reserved for abla-
tion studies due to its smaller scale and diagram-
centric nature.

Models and Baselines. We use Qwen3-VL-2B-
Instruct (2B) and Qwen3-VL-8B-Instruct (8B) (Bai
et al., 2025) as student backbones. In OPSD (Zhao
et al., 2026), the teacher shares the student’s back-
bone; in OPD (Lu and Lab, 2025), the teacher
is larger (Qwen3-VL-8B for 2B, Qwen3-VL-32B
for 8B). We compare: base model, GRPO (Shao
et al., 2024) (reward-based, no teacher), OPSD,

OPSD+ViCuR, OPD, and OPD+ViCuR. Our pri-
mary comparisons are against OPSD and OPD,
isolating the effect of visual-cue privilege and cue
recovery. Details are in Appendix A.

4.1 Main Results

Tab. 1 reports results across all benchmarks for both
2B and 8B students. We compare ViCuR against
the corresponding distillation baseline under the
same teacher configuration, and then discuss how
the gains vary across generalization regimes.

ViCuR Improves Over Answer-based
OPSD. Under same-backbone self-distillation,
OPSD+ViCuR raises the average by +1.19 (2B)
and +1.24 (8B) over conventional answer-based
OPSD. The gains are strongest on benchmarks
with clear visual grounding demands, such as
WeMath (+3.33 at 2B, +2.67 at 8B), supporting our
hypothesis that visually grounded cues yield more
useful supervision than answer-side privilege.

Notably, conventional OPSD underperforms the
base model at both scales (44.88 vs. 45.42 for 2B;
58.15 vs. 60.76 for 8B), consistent with prior anal-
yses of answer-conditioned self-distillation (Yang
et al., 2026). ViCuR mitigates this degradation,
surpassing the base model at 2B (46.07 vs. 45.42)
and substantially narrowing the gap at 8B. A few
benchmarks show small decreases at 2B scale (Dy-
naMath -0.77, Video-MME -0.1), which we at-
tribute to limited student capacity for tasks re-
quiring broader numerical or temporal reasoning
beyond the geometry-heavy training distribution;
these drops disappear or reverse at 8B, supporting
this interpretation.

ViCuR Improves Stronger-Teacher OPD. Vi-
CuR extends to stronger-teacher OPD, improving
the average by +0.64 at 2B and +1.08 at 8B. Gains
are broadly distributed across five of seven (2B)
and six of seven (8B) benchmarks. MathVista
is the exception, with small drops at both scales
(-0.8 and -1.4); analysis shows ViCuR improves
geometry-heavy subsets but is slightly weaker on
computation-dominated subsets (arithmetic reason-
ing, math word problems), where the bottleneck is
numerical processing rather than visual grounding.

ViCuR Improves Transfer Beyond Training
Domain. The strongest out-of-domain improve-
ments appear in the OPD setting. In particular,
OPD + ViCuR improves MMMU-Val by +2.30 at
2B and +2.23 at 8B, and improves Video-MME at
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Method In-Domain Near-Domain Out-of-Domain Overall
Vision R1-Test DynaMath MathVista WeMath MathVerse MMMU-Val Video-MME Avg.
QOwen3-VL-2B-Instruct
Base Model 23.90 53.23 61.0 3143 39.09 51.11 58.2 45.42
GRPO 28.17 55.49 60.8 40.19 44.90 52.00 58.0 48.51
OPSD 25.00 52.37 61.2 30.57 37.56 49.56 57.9 44.88
OPSD+ViCuR  26.58,153) 51.60077) 63.4(22) 33.901333) 40.00244) 49.22(034) 57801y  46.07¢41.19)
OPD 26.34 52.87 64.4 35.71 40.56 51.00 57.6 46.93
OPD+ViCuR 26.83(1049) 52.38(049) 63.608) 36.001029) 42.31(41.75 53.30(:2.30) 58.641.0) 47.57 4064
QOwen3-VL-8B-Instruct
Base Model 41.22 67.13 75.8 55.33 53.40 66.56 65.9 60.76
GRPO 58.75 67.44 76.6 67.05 56.22 65.56 65.8 65.35
OPSD 42.20 65.99 73.5 43.62 52.92 62.33 66.5 58.15
OPSD+ViCuR  45.00,080) 67171118y 74.1¢w06) 46.29¢267) 53.25(1033) 63.33(+1.00) 66.640.1)  59.39+1.24)
OPD 51.09 69.22 78.1 58.38 60.05 64.33 66.0 63.88
OPD+ViCuR 52.07:098) 70.70(1148) 76.7(14) 60.572.19) 61.55041.50) 66.56(1223) 66.6106)  64.96(41.08)

Table 1: Main results across in-domain, near-domain, and out-of-domain benchmarks. ViCuR consistently improves
the overall average over the corresponding distillation baseline (OPSD or OPD) at both 2B and 8B scales. Deltas in
parentheses are relative to the corresponding baseline without ViCuR.

both scales. This suggests reducing answer-side
mismatch helps stronger teachers transfer more ef-
fectively beyond the mathematical reasoning train-
ing distribution, improving broader multimodal un-
derstanding and video reasoning as well.

4.2 Ablation Studies

We next analyze which components of ViCuR drive
the gains and how the method behaves under differ-
ent teacher-student configurations.

Component Analysis. Table 2 isolates the contri-
butions of visual cues and the cue recovery module
in the OPSD setting on Geometry3K. Replacing
answer-based privilege with visual cues yields the
largest individual improvement: +2.80 for the 2B
student and +4.36 for the 8B student. This indicates
that the dominant benefit comes from redesigning
the teacher-side privilege. By contrast, adding the
cue recovery module alone produces limited gains
(+1.17 for 2B and +0.09 for 8B), as expected, be-
cause the student-side module is still trained against
answer-conditioned teacher supervision in this vari-
ant. The full combination achieves the best results
at both scales: +4.80 for 2B and +4.65 for 8B. This
confirms that the two components are complemen-
tary: visual cues improve the quality of teacher
supervision and cue recovery helps the student in-
ternalize the corresponding evidence.

The recovery module adds 100.7M parameters for
the 2B model (4.52%) and 536.9M for the 8B
model (5.77%). Despite this, it operates only dur-
ing prefill and introduces no autoregressive decod-

Method 2B Student 8B Student
Accuracy A Accuracy A
Baseline 34.14 - 52.40 -
w/ visual cue 36.94 +2.80 56.76 +4.36
w/ cue recovery  35.31 +1.17 52.49 +0.09
ViCuR 38.94 +4.80 57.05 +4.65

Table 2: Component analysis under the OPSD setting on
Geometry3K-test. Accuracy is reported as the average
over the final 100 training steps. A denotes the absolute
improvement over the corresponding baseline.

ing overhead: per-token decoding speed is unaf-
fected, and wall-clock training time remains com-
parable to standard OPSD (Appendix B.4 provides
detailed training and inference timing). To ver-
ify that the trend is not specific to Geometry3K,
we further evaluate on geometry subsets of Math-
Vista and DynaMath, observing similar patterns.
Detailed results are in Appendix B.1.

Scaling Behavior across Teacher-Student Con-
figurations. We further examine how ViCuR be-
haves as student capacity and teacher strength vary
on Geometry3K (Fig. 6 in Appendix B.2). ViCuR
improves all four teacher-student configurations,
with gains ranging from +3.35 to +6.88. The largest
gain (+6.88) occurs for the 8B student distilled
from a 32B teacher, substantially exceeding the
self-distillation gain (+4.65), suggesting visual-cue
grounding and teacher scaling are complementary
when the student is large enough. For the 2B stu-
dent, the 8B teacher does not produce a larger gain
than self-distillation (+3.35 vs. +4.80), indicating
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Figure 3: Training dynamics of student models under different teacher configurations and distillation paradigms. (a)
Overall training dynamics. (b) Stage-wise training dynamics, where student-generated sequences are split into the
front 50% and back 50% of tokens. For both OPSD and OPD, we use the answer-based method as the baseline.

that once the student becomes the bottleneck, addi-
tional teacher strength is harder to exploit.

Token-Level Log-Probability Dynamics. To
better understand training behavior, we track the
teacher-student token-level log-probability gap to-
gether with student test accuracy on Geometry3K
throughout training. We report both the full se-
quence and a stage-wise split into the front and
back 50% of tokens (Fig. 3).

Fig. 3a shows that ViCuR often begins with a
larger teacher-student gap than answer-based base-
lines, but later reaches parity or achieves a lower
gap while maintaining higher test accuracy un-
der both OPSD and OPD. This indicates that cue-
conditioned supervision is not easier to imitate
at the outset; instead, it appears to provide bet-
ter learning signals, ultimately leading to stronger
student behavior.

Fig. 3b further shows that both baseline methods
and ViCuR have smaller gaps on the back half
of the sequence than on the front half, suggest-
ing that student alignment is generally easier near
answer-proximal tokens. More importantly, Vi-
CuR consistently achieves a smaller back-half gap
than the answer-based baseline. This suggests that
grounding the student in relevant visual evidence
improves not only early reasoning but also down-
stream answer-stage alignment. Additional plots
are provided in Appendix B.3.

Hint Leakage in Student Rollouts. To probe
privilege leakage in student behavior, we count
explicit occurrences of “Hint” in student roll-
outs. Following the teacher prompt design of prior
work (Zhao et al., 2026), privileged teacher-side
content is injected using a [Hint] format. Student-
side generation of “Hint” serves as a direct diagnos-

Samples with "Hint" Total "Hint" occurrences

4000

3000

Count

2000

Count (log scale)
g

1000

1 2 3 4 5 1 2 3 4 5
Epoch

Figure 4: Hint leakage under OPSD, measured by af-
fected sample count and total “Hint” occurrences across
epochs. Lower values indicate less leakage.

tic of training-only prompt-pattern reproduction.

Fig. 4 shows that answer-based OPSD exhibits
steadily increasing hint leakage over training,
whereas ViCuR consistently reduces both the num-
ber of affected samples and the total number of
“Hint” occurrences. Although this lexical diagnos-
tic does not capture all forms of shortcut learning, it
provides direct behavioral evidence that visual-cue
supervision reduces explicit dependence on teacher-
side privileged patterns. Full statistics, including
the OPD setting, are provided in Appendix D.

Qualitative Evidence and Attention Visualiza-
tion. To complement the quantitative results, we
provide case studies and SinkTrack cross-attention
visualizations in Appendix E. These examples
show that ViCuR reduces concrete visual ground-
ing errors induced by answer-based OPSD (e.g.,
incorrect label-segment binding in geometry dia-
grams) and that the sink-based recovery module ag-
gregates visual tokens consistent with teacher-side
cue evidence, supporting the claimed mechanism.

5 Conclusion

We presented ViCuR, which replaces answer-
based privilege in multimodal on-policy distillation
with visually grounded cues and equips the stu-
dent with a lightweight sink-based recovery mod-
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ule for internal evidence aggregation. Across seven
benchmarks and two student scales, ViCuR con-
sistently improves over answer-based OPSD and
extends effectively to stronger-teacher OPD, with
the strongest gains on visually grounded reason-
ing tasks. Our results suggest that in multimodal
distillation, designing privilege around inference-
recoverable visual evidence is as important as
teacher strength itself.

6 Limitations

Our work focuses on improving on-policy multi-
modal distillation by replacing answer-based privi-
leged information with visually grounded cues and
by introducing an internal cue recovery module.
While this design reduces the mismatch caused by
answer-based privilege, it still depends on the qual-
ity of the constructed visual cues during training.
If the cue generator misses task-relevant evidence,
introduces non-visual information, or describes the
visual scene ambiguously, the teacher-side supervi-
sion may become less reliable.

In addition, the cue recovery module introduces ex-
tra trainable parameters and optimization complex-
ity. The component analysis suggests that its bene-
fit does not increase monotonically across model
scales: for the 8B student on Geometry3K, full
ViCuR performs slightly worse than the visual-cue-
only variant, even though ViCuR still improves
over the corresponding OPSD/OPD baselines in
the main results. This indicates that larger students
may require more careful training of the recovery
module, such as more parameter-efficient designs,
staged optimization, richer cue recovery data, or
additional regularization.
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A Training and Evaluation Details

All experiments are implemented on top of the
VeRL framework (Sheng et al., 2024). Unless
otherwise specified, experiments are run on a sin-
gle node with 8 H200 GPUs. For the main Vi-
sion R1 experiments, all compared methods are
trained on the same training split and evaluated on
the same benchmark suite, differing only in the
learning objective and supervision source. Geom-
etry3K is used separately for controlled ablation
studies. For the Qwen3-VL model family, the first
<|im_start|> token, i.e., the one preceding the
system prompt, is selected as the sink token.

A.1 Visual Cue Construction

Teacher-side visual cues are built offline by two
calls to Qwen3.5-397B-A17B per training instance:
the first produces a solution for the (image, ques-
tion) pair, and the second summarizes only the
visual setup depicted in the figure into a one- to
three-sentence cue. Fig. 5 gives the Geometry3K
prompts for the second call verbatim; the Vision
R1 variant widens the element vocabulary from
geometric primitives to the elements of scientific
diagrams and keeps the same constraint clauses.
Cues are stored in the teacher_prompt field and
read rather than generated during training, and one
cue file is reused by every experiment. We apply
no inspection, verification, or filtering.

Generator access vs. cue content. The second
call sees the reasoning trace and, when available,
the ground-truth answer, but its prompt restricts the
output to depicted elements and forbids solution
steps. An answer-aware generator can therefore
bias which visible elements are mentioned (selec-
tion over X)) but cannot state answers or derivations
(content beyond X).

Cue quality audit. We audit 1,000 (image, cue)
pairs from the Geometry3K training split, with cues

generated by the prompt in Fig. 5. Qwen3.5-397B-
A17B serves as judge under a subset-containment
rubric that does not penalize omission (Tab. 4).
The unfiltered pipeline is already usable under both
standards: 77.9% of cues are benign when every
named element must appear in the diagram (V1),
and 87.5% when each named element only has to
lie within X (V2), leaving 12.5% that assert content
outside X. The two standards differ mainly in
text-only quantities, which V2 scores as partially
inconsistent rather than inconsistent; a V1—V?2
transition analysis assigns 29.6% of samples to
this selection-over- X mode against the 10.9% that
both standards flag as hallucinations. The judge
and the generator share a backbone, so these rates
should be read as a self-consistency check rather
than independent validation.

A.2 Training Details

Tab. 3 summarizes the key training configurations
for the main Vision R1 experiments and the con-
trolled Geometry3K ablations.

Unless otherwise specified, all distillation-based
experiments use the same sampled-token on-
policy distillation framework described in the main
text. Teacher-side privileged prompts are provided
through the teacher_prompt field, and images are
loaded from the images field. In the distillation-
based setting, rollouts are generated with a sin-
gle student sample per prompt, whereas GRPO
uses 5 sampled rollouts per prompt under the same
prompt/response length budget.

A.3 Evaluation Details

The models are evaluated on MathVista_MINI,
MathVerse_MINI, WeMath, DynaMath, MMMU_
DEV_VAL, and Video-MME_64frame with the
VLMEvalKit framework (Duan et al., 2024),
following the default dataset definitions in
VLMEvalKit. Tab. 5 summarizes the key genera-

Setting

Vision R1 Distillation

Vision R1 GRPO Geometry3K Ablations

Training data Vision R1 train

Max prompt length 2048

Max response length 4096

Train batch size 128
Learning rate 1x1076
Rollouts per prompt (1) 1

GPU allocation 4 student + 4 teacher
Training epochs 5

Vision R1 train Geometry3K train

2048 1024
4096 2048
128 128
1x1076 1x1076
5 1
8 student 4 student + 4 teacher
5 100

Table 3: Key training configurations for the main Vision R1 experiments and the controlled Geometry3K ablations.
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Prompts for the second (cue-writing) call of visual cue construction

System prompt.

problem.
Requirements for the summary:

in the figure.
- Keep it concise (1-3 sentences).

depicted in the image.
- Write in English.
- Output ONLY the summary text, nothing else.

User prompt.

Here is a geometry problem with its solution.
Ground Truth Answer: {ground_truth}

Full Solution: {full_response}

diagram.
figure.

Describe what shapes, labels,

You are an expert at analyzing geometry problems. Your task is to write a summary that focuses
specifically on the KEY VISUAL / GEOMETRIC INFORMATION present in the diagram/figure of a geometry

- Focus on what geometric elements are shown in the image (shapes, points, lines, angles, arcs,
circles, labeled measurements, congruence marks, parallel marks, etc.).
- Mention the specific numerical values, variables, or relationships that are visible or labeled

- Do NOT include the solution steps - only describe the critical geometric setup and relationships

Please write a summary that focuses on the key geometric/visual information from the problem’s
measurements,

and relationships are depicted in the

Figure 5: Prompts for the second (cue-writing) call, shown for the Geometry3K instantiation. The user prompt
supplies the reasoning trace from the first call and, when available, the ground-truth answer.

V1 (image) V2 (X)
Consistent 67.3 48.7
Partially inconsistent 10.6 38.8
Inconsistent 22.1 12.5
Benign 77.9 87.5

Table 4: Cue quality audit (%, n=1,000, Geometry3K),
scored in separate runs. V1 requires each cue element
to appear in the diagram; V2 requires it only to lie in
X=(I,Q), so text-only quantities count as inconsistent
under V1 but partially inconsistent under V2. V2’s par-
tial row therefore absorbs samples from both of V1’s
other rows, and its lower consistent rate reflects reclas-
sification rather than stricter judgment.

tion and preprocessing settings during evaluation.

B Ablation Details

B.1 Main Component Analysis

We provide additional ablation results under a
cross-benchmark evaluation protocol. All mod-
els are trained on Geometry3K and evaluated on
geometry-related subsets of MathVista and Dyna-
Math. This setting is more challenging than the in-
domain Geometry3K evaluation in Sec. 4.2 because
the target benchmarks differ in problem style, an-
notation format, and visual distribution. As shown
in Tab. 6, two findings stand out:

Evaluation setting Value

System prompt You are a helpful assistant.

Custom prompt No
Temperature 0.7
Top-p 0.8
Top-k 20
Repetition penalty 1.0
Presence penalty 1.5
Max new tokens 4096
Min pixels 3584
Max pixels 401408
Min frames 4
Max frames 512
Table 5: Evaluation hyperparameters used in

VLMEvalKit.

(1) Visual-cue supervision consistently improves
transfer performance over the answer-based
baseline. For example, in the 2B OPSD setting,
replacing answer with visual cues improves Math-
Vista geometry reasoning from 67.36 to 73.22,
MathVista geometry problem solving from 68.75 to
75.48, and DynaMath plane geometry from 51.82
to 54.55. Similar gains are also observed under
cross-scale OPD and with the 8B student. These
results indicate that the benefit of visual cues is
not limited to the Geometry3K test set, but also
transfers to related geometry benchmarks.

(2) Cue recovery shows greater sensitivity un-

7500



. Method Components MathVista DynaMath
Student  Setting

Answer Visual Cue Cue Recovery Geo. Reas. Geo. Prob. Plane Geo.

Base 66.95 69.23 50.91

v 67.36 68.75 51.82

v 73.22 75.48 54.55

. OPSD v v 74.48 76.92 53.77

73.64 75.00 49.22

OPD v 74.06 75.48 48.96

(8B teacher) v 75.73 78.37 54.29

v v 74.06 77.40 51.30

Base 84.10 86.54 57.66

v 85.36 86.54 57.03

v 87.03 88.46 59.35

- OPSD v v 85.77 86.54 60.00

84.94 86.54 61.43

OPD v 86.61 87.98 61.69

(32B teacher) v 88.28 90.38 61.82

v v 87.87 89.90 63.12

Table 6: Additional cross-benchmark ablation results. All models are trained on Geometry3K and evaluated
on geometry-related subsets of MathVista and DynaMath. We report the geometry reasoning and geometry
problem solving subsets for MathVista and the plane geometry subset for DynaMath. The solid-geometry subset
of DynaMath is omitted because Geometry3K contains little solid-geometry supervision. Checkmarks indicate
whether each method uses answer-based privileged supervision, visual-cue-based supervision, or cue recovery.
Rows without checkmarks under OPD denote the vanilla OPD setting. Bold and underlined numbers indicate the
best and second-best results within each student-setting group, respectively.

der cross-benchmark evaluation. Although cue
recovery brings additional gains in several cases,
such as 2B OPSD on the two MathVista subsets
and 8B OPSD/OPD on DynaMath plane geome-
try, it does not uniformly outperform visual-cue
supervision alone. One possible reason is that the
recovery module introduces more extra capacity
for larger students: it adds 536.9M parameters to
the 8B student, accounting for 5.77% of the model,
compared with 100.7M parameters and 4.52% for
the 2B student. With the same amount of training
data, this larger module may overfit source-domain
visual-cue patterns. When target benchmarks differ
in visual style, reasoning format, or cue granular-
ity, the recovered cues can become less reliable,
explaining the mixed gains of cue recovery across
target subsets.

B.2 Scaling Behavior across Teacher-Student
Configurations

Fig. 6 examines how ViCuR behaves as both stu-
dent capacity and teacher strength vary. ViCuR
improves all four configurations, with the largest
gain (+6.88) for the 8B student distilled from a
32B teacher. For the 2B student, the stronger 8B

Baseline
ViR +6.88
60 Self-distillation +4.65 g
Cross-scale distillation 57.05

55

o
S

Accuracy (%)

2B-28 8B-88 2B-88 8B-32B

Figure 6: ViCuR gains across teacher—student config-
urations on Geometry3K. Each x-axis label denotes a
student—teacher pair. Baselines are answer-based OPSD
and vanilla OPD, respectively.

teacher does not outperform self-distillation (+3.35
vs. +4.80), indicating that once the student becomes
the bottleneck, additional teacher strength is harder
to exploit. Overall, these results suggest that Vi-
CuR scales most favorably when both the teacher
and the student are sufficiently capable.

B.3 Token-level Log-probability Analysis

Full-rollout log-probability analysis. Fig. 7
tracks the student’s accuracy on the train and
test splits of Geometry3K and the teacher—student
token-level log-probability gap on the full rollout
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Figure 7: Token-level analysis on Geometry3K during training. We report the student’s train and test accuracy and
the teacher—student token-level log-probability gap under different teacher—student configurations. For OPSD, we
use the answer-based method as the baseline, and for OPD, we adopt vanilla OPD without any additional input

information as the baseline.

trajectory during training under different teacher—
student configurations. In the 2B-student/2B-
teacher setting, the answer-based baseline obtains
a smaller gap but much lower accuracy, suggesting
that easier token-level imitation does not necessar-
ily lead to better multimodal reasoning. By con-
trast, visual cues and ViCuR sometimes maintain
a larger gap while achieving higher accuracy, im-
plying that the teacher provides more challenging
but more useful supervision grounded in visual ev-
idence. These results support our hypothesis that,
for multimodal reasoning, helping the student learn
question-relevant visual cues is more important
than simply imitating answer-conditioned trajecto-
ries.

Segment-level log-probability analysis. We fur-
ther divide each student rollout into four equal seg-
ments and analyze the teacher—student token-level
log-probability gap in each segment (Fig. 8). Com-
pared with the baseline, ViCuR often obtains a com-
parable or smaller gap, especially in the stronger-
student settings, suggesting that visual-cue-based
supervision does not weaken token-level alignment.
The segment-level results further show that the ben-
efit of ViCuR is not confined to the final answer
tokens. The gap of ViCuR is consistently smaller
than that of the baseline across the middle two seg-
ments of the rollout, where the model typically

performs visual reasoning and answer derivation.
Although ViCuR can exhibit a larger gap in the
early segment, this is consistent with the additional
difficulty of grounding the reasoning process in
question-relevant visual evidence rather than di-
rectly imitating answer-conditioned supervision.
Overall, these results indicate that visual cues pro-
vide effective supervision throughout the reason-
ing trajectory, helping the student learn to ground
its reasoning in question-relevant visual evidence
rather than fitting answer-aware patterns.

B.4 Computational Overhead Analysis

The cue recovery module adds 100.7M parameters
for the 2B model (4.52%) and 536.9M for the 8B
model (5.77%). It operates only during prefill and
introduces no autoregressive decoding overhead.
We quantify the wall-clock cost below.

Training time. Tab. 7 reports the total training
time on the Vision R1 dataset (5 epochs, 275 steps;
single node, 8xH200). ViCuR introduces only
modest overhead over the corresponding baseline
at both scales, confirming that the recovery module
does not substantially increase training cost.

Inference time. Tab. 8 compares inference la-
tency with and without the cue recovery module on
a single H200 GPU (bfloat16, flash attention 2, max
generation 2,048 tokens). We test two input condi-
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Figure 8: Segment-level token-level analysis on Geometry3K. We compare ViCuR with the answer-based baseline
in terms of validation accuracy, full-sequence teacher—student log-probability gap, and segment-wise gaps over four
equal rollout segments. For both OPSD and OPD, we use the answer-based method as the baseline.

Method 2B 8B

OPSD 6:37:03  9:13:53
OPSD + ViCuR  6:47:52  8:18:38
OPD 6:53:41  9:07:18
OPD + ViCuR 6:57:21  8:43:16

Table 7: Total wall-clock training time (hh:mm:ss) on
Vision R1 (5 epochs, 275 steps; 8 xH200).

tions representing typical low- and high-resolution
multimodal inputs: a small-image input (88 to-
kens total, 64 visual tokens) and a large-image in-
put (1,821 tokens total, 1,782 visual tokens). All
measurements are averaged over 10 runs after 3
warmup iterations.

Two observations support the computational effi-
ciency of ViCuR. First, per-token decoding time is
unaffected by the recovery module, as it is inactive
during autoregressive generation. Across all config-
urations, the per-token decoding time remains com-
parable between baseline and ViCuR (differences
are within run-to-run variance due to different gen-
erated content lengths). Since decoding dominates
total inference time—for example, in the 2B large-
image case, decoding accounts for >98% of total
generation time—the recovery module has negli-
gible impact on end-to-end inference cost. Sec-

ond, the prefill overhead introduced by the recov-
ery module scales sub-linearly with visual token
count. On the small-image input (64 visual tokens),
the relative overhead is ~20%; on the large-image
input (1,782 visual tokens), it drops to 4—7%. This
is because the cross-attention computation in the
recovery module uses a single query (the sink to-
ken) against visual keys/values, yielding O (m) cost
where m is the number of visual tokens—a negligi-
ble addition compared to the O(n?) self-attention
over the full sequence during prefill. In the high-
resolution settings common in multimodal reason-
ing, this overhead becomes increasingly marginal.

C Qualitative Comparison of
Teacher-Side Hints

Fig. 9 compares two forms of teacher-side privi-
leged hints given the same student-facing query:
one is the reasoning hint that directly exposes the
key theorem or solving idea, and the other is the
visual cue hint that describes only the question-
relevant visual structure grounded in the image.

D Hint Leakage Statistics in Student
Rollouts

We report the complete hint-leakage statistics in
Tab. 9. The statistics are computed from student
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Input Model Inputlen Vis. tokens Prefill (ms) Decoding (ms/tok) Avg output len Total gen (ms)
2B baseline 88 64 30.64 18.31 633 11,625
Small image 2B + ViCuR 88 64 38.14 (+24.5%) 16.78 207 3,506
8B baseline 88 64 36.92 24.14 165 4,019
8B + ViCuR 88 64 44,06 (+19.3%) 21.47 211 4,583
2B baseline 1,821 1,782 68.79 18.18 369 6,778
. 2B + ViCuR 1,821 1,782 73.60 (+7.0%) 16.68 428 7,213
Large image .
8B baseline 1,821 1,782 129.20 23.36 255 6,078
8B + ViCuR 1,821 1,782 134.71 (+4.3%) 21.55 446 9,745

Table 8: Inference latency on a single H200 GPU. We report prefill time, per-token decoding time, average output
length, and total generation time under small-image (88 tokens, 64 visual) and large-image (1,821 tokens, 1,782
visual) inputs. Total generation time varies primarily due to different output lengths across runs; per-token decoding
time is the comparable metric.

Student & Method Epoch

1 2 3 4 5
2B Student
OPSD 107/120  747/4,768  3,021/31,143  3,845/37,951  4,054/38,151
OPSD + ViCuR 88/101 243/331 1,198/8,164  2,758/20,533  3,264/25,861
OPD (8B teacher) 61/74 56/63 60/65 56/63 39/46
OPD + ViCuR (8B teacher) 56/60 81/85 123/140 172/192 247/316
8B Student
OPSD 38/42 183/610  2,447/29,576  3,628/45,629  3,743/44,453
OPSD + ViCuR 28/34 39/40 103/134 1,125/10,462  2,424/17,976
OPD (32B teacher) 26/29 22/22 14/15 16/16 16/16
OPD + ViCuR (32B teacher) 25/27 40/45 38/38 32/32 44/47

Table 9: Complete hint-leakage statistics in student rollout outputs. Each cell reports samples / total occurrences.
All configurations are trained with Steps = 55 per epoch.

rollout outputs only: we scan the output field,
match the complete word “Hint” case-insensitively,
and aggregate both the number of samples con-
taining at least one match and the total number
of matches. Each epoch contains 55 rollout steps.
In OPSD, the baseline teacher is conditioned on
answer-side privileged hints, whereas ViCuR re-
places these with visual cues. In OPD, the baseline
does not use privileged hints, while OPD + ViCuR
adds teacher-side visual cues. Thus, student-side
occurrences of “Hint” should be interpreted as a
lexical proxy for explicit reproduction of privileged
prompt formats, with the OPD baseline serving as
a no-privilege reference.

The OPSD baselines show a sharp increase in ex-
plicit hint reproduction, especially in later epochs,
indicating that answer-side privileged hints can be
copied into student rollouts. ViCuR substantially
reduces this effect under OPSD at both student
scales. The OPD baseline remains low, as expected,
because it does not include privileged hints. More

importantly, OPD + ViCuR also stays at a low ab-
solute level despite using teacher-side visual cues;
even when its lexical count is slightly higher than
OPD, the magnitude is far below the leakage ob-
served in answer-based OPSD. This suggests that
visual-cue privilege does not induce the same large-
scale explicit hint reproduction as answer-based
self-distillation.

E Qualitative Case Studies and Attention
Visualization

We provide qualitative case studies and SinkTrack
cross-attention visualizations using the checkpoints
from the main experiments. This appendix com-
plements the main results by examining the cen-
tral mechanism underlying by ViCuR: replacing
answer-side privilege with visually grounded cues
is useful only if the student can internally recover
cue-level evidence from the image at inference
time. We therefore ask whether ViCuR reduces
the concrete grounding errors induced by answer-
based OPSD, and whether the sink-based recovery
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Case 1: Intersecting chords

A3

N

Reasoning hint

The problem is solved by applying the Intersecting Chords
which equates the product of the segment lengths of one
chord (x-8) to the product of the segment lengths of the other chord

[Hint]:
Theorem,
. . 4.6).
Question: Find -6
x.
Answer: 3 Visual cue hint (ours)

[Hint]: The diagram shows a circle with two intersecting chords. One
chord is divided into segments labeled z and 8, while the other chord
is divided into segments labeled 4 and 6. The intersection lies inside
the circle, forming four chord segments with the given lengths.

Case 2: Trigonometry in isosceles triangles

Reasoning hint
46

Question: Find hyp

. Round to the

[Hint]: The problem involves an isosceles triangle where the altitude
creates a right triangle with a known hypotenuse (due to congruent
sides) and a known base angle, allowing the use of the sine ratio

(ﬁn,: %P) to solve for the height .

nearest tenth.
Answer: 44.0

Visual cue hint (ours)

marked by tick marks,

angle.

[Hint]: The diagram shows an isosceles triangle with congruent legs
each labeled as 46.
drawn from the apex to the base, forming a right angle at the base
and splitting the triangle into two right triangles.
right triangle, the hypotenuse is 46, one angle is labeled 73°, and
the altitude is labeled =z,

A vertical altitude is
On the left

representing the side opposite the 73°

Figure 9: Qualitative comparison of teacher-side privileged hints under the same student-facing query. Reasoning
hints directly expose the key theorem or solving idea, whereas the visual cue hints used in our framework describe
only the question-relevant visual structure grounded in the image.

module aggregates visual tokens consistent with
the teacher-side cue evidence. We use two repre-
sentative examples—one from Geometry3K and
one from MathVista—because they stress differ-
ent forms of recoverable visual evidence: local
relation binding in a geometry diagram and query-
conditioned evidence selection in a chart.

E.1 Case 1: Geometry3K — Intersecting
Chords Theorem

Quantitative stability. We evaluate each model
on this Geometry3K example across 10 repeated
runs with identical input. The base Qwen3-VL-2B-
Instruct model produces the correct answer in only
5/10 runs, and the answer-based OPSD baseline

improves to 7/10, while OPSD + ViCuR answers
correctly in all 10/10 runs. This example isolates
the intended role of visual cue recovery because
the error is not about theorem recall: all models
invoke the intersecting chords theorem. The deci-
sive variable is whether the student recovers the
visual cue that the diagram contains two intersect-
ing chords, with x paired with 8 on one chord and
4 paired with 6 on the other. The incorrect runs
instead bind 4 and z as if they were on the same
chord, yielding 4 x ¢ = 6 x 8 and x = 12. Vi-
CuR recovers the cue-level relation needed for the
theorem, giving 4 X 6 = z X 8 and x = 3. Thus,
the improvement is better interpreted as recovery
of inference-accessible visual structure rather than
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Figure 10: Hint leakage in student rollout outputs under OPD. The OPD baseline does not use teacher-side privileged
hints, while OPD + ViCuR introduces teacher-side visual cues. The counts remain low in both settings, showing
that visual-cue privilege does not induce the large-scale explicit hint reproduction observed in answer-based OPSD.

AN\

Q: Find x.
(a) Case 1: Geometry3K

Figure 1: The key findings of scaling relationship on learning math reasoning ability with LLMs.
Q: Which model has the highest Acc score when
Pretrain Loss = 1.80?
A: RFT U13B
(b) Case 2: MathVista

Figure 11: Overview of the two cases used in the qualitative study.

exposure to an answer or a reasoning shortcut.

Model reasoning outputs.
the reasoning traces of the three models.

putation follows the correct diagram structure.

Base Qwen3-VL-2B-Instruct (incorrect, x = 12)

Based on the provided image, we can solve for x using
the **Intersecting Chords Theorem**.

This theorem states that when two chords intersect inside
a circle, the product of the lengths of the segments of
one chord is equal to the product of the lengths of the
segments of the other chord.

Below we compare
The
base model and OPSD baseline produce plausible-
looking derivations, but the derivations are an-
chored to the wrong recovered cue: they place
4 and z on the same chord. ViCuR changes the
critical grounding step before any algebra is per-
formed. Its trace matches the teacher-side visual
cue format used in our framework—a description
of visible segment relations—rather than a direct
answer-bearing rationale, and the subsequent com-
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In the diagram, the two chords intersect at a point inside
the circle. The segments are: - One chord is divided into
segments of lengths 4 and z. - The other chord is divided
into segments of lengths 6 and 8.

The theorem gives us the equation:

4XxTr=6x38

Now, we solve for x:

4x = 48
o8
4
r =12

Therefore, the value of x is 12.

OPSD baseline (incorrect, z = 12)

To find the value of x, we can use **the Intersecting
Chords Theorem™**. This theorem states that if two chords
intersect inside a circle, the products of the lengths of the
segments of each chord are equal.

In the given diagram, the two chords intersect at a point
inside the circle. The chords are: - One chord is divided
into segments of lengths 4 and z. - The other chord is



divided into segments of lengths 6 and 8.
According to the theorem:

Now, let’s solve for x:

4x = 48
L
4
=12

So, the value of x is 12.

OPSD + ViCuR (ours) (correct, z = 3)

To find the value of x, we can use the **Intersecting
Chords Theorem**. This theorem states that if two chords
intersect inside a circle, the products of the lengths of the
segments of one chord are equal to the products of the
lengths of the segments of the other chord.

In this case, the two chords intersect at a point inside
the circle. The chords are: - One chord is divided into
segments of length 4 and 6. - The other chord is divided
into segments of length « and 8.

According to the Intersecting Chords Theorem:

Now, solve for x:

So, the value of x is .

E.2 Case 2: MathVista — Generalization
Beyond Geometry

Qualitative observations. This example from
MathVista examines whether cue recovery extends
beyond structured geometry diagrams to chart-
reading tasks. As shown in Fig. 11, the question
asks which model achieves the highest accuracy at
a given pretrain loss value. The recoverable evi-
dence is no longer a small set of local geometric
labels; it is a query-conditioned evidence set con-
sisting of the x-axis slice at Pretrain Loss = 1.80,
the identities of multiple chart series, and their rel-
ative vertical positions. The base model and OPSD
baseline both answer LLaMA-2-70B, suggesting
that answer-based supervision does not prevent the
student from relying on an incomplete or misread
subset of curves. In contrast, ViCuR treats the
problem as a visual comparison over the relevant
slice and identifies RFT U13B as the highest. This
pattern is consistent with the quantitative improve-
ments on MathVista (e.g., +2.2 for OPSD + ViCuR
at 2B scale, Tab. 1), while illustrating that the recov-
ered cue evidence need not be geometry-specific.

Model reasoning outputs. Below we compare
the full reasoning traces. The base model and
OPSD baseline list confident numerical estimates,
but their comparison omits or mispositions the se-
ries that should dominate at the queried loss value.
ViCuR’s trace is more faithful to the visual cue
that a teacher would provide for this task: locate
the specified z-coordinate, compare the series at
that slice, and select the highest curve. The case
therefore probes whether ViCuR recovers a task-
conditioned evidence set, not merely whether it
memorizes a chart answer.

Base Qwen3-VL-2B-Instruct (incorrect: LLaMA-2-
70B)

Based on the provided chart, we can determine which
model has the highest accuracy (Acc) at a Pretrain Loss
of 1.80 by examining the data points on the graph.

1. **Locate the Pretrain Loss:** Find the value ‘1.80°
on the horizontal axis (x-axis), labeled "Pretrain Loss".
2. **]dentify the corresponding Acc scores:** Look at
the vertical axis (y-axis), labeled "Acc", to see the ac-
curacy for each model at this point. 3. **Compare the
values: ** The chart shows the following accuracy values
at ‘Pretrain Loss = 1.80°: - **LLaMA-7B:** Accuracy
is approximately 37.5 - **LLaMA-13B:** Accuracy is
approximately 42.5 - **LLaMA-2-7B:** Accuracy is
approximately 45.5 - **LLaMA-2-13B:** Accuracy is
approximately 47.5 - ¥**LLaMA-2-70B:** Accuracy is
approximately 61.5 - **RFT k=100:** Accuracy is ap-
proximately 40.5 - **RFT k=25:** Accuracy is approxi-
mately 41.5 - #*RFT k=6:** Accuracy is approximately
42.5 - #*RFT U13B:** Accuracy is approximately 48.5

The highest accuracy score among these models is
**61.5%*, which corresponds to the **LLaMA-2-70B**
model.

Therefore, the model with the highest Acc score when
Pretrain Loss is equal to 1.80 is **LLaMA-2-70B**.

OPSD baseline (incorrect: LLaMA-2-70B)

Based on the provided chart, we can determine which
model has the highest Accuracy (Acc) score at a Pretrain
Loss of 1.80 by examining the data points on the graph.
1. **Locate the Pretrain Loss:** Find the value 1.80 on
the horizontal axis (Pretrain Loss). 2. **Identify the
corresponding Accuracy:** Look at the vertical positions
of the data points on the chart for each model at this
specific Pretrain Loss value. 3. **Compare the scores:**
The chart shows the following accuracy values at Pretrain
Loss = 1.80: - **LLaMA-7B:** The data point is at
approximately 39.0 Acc. - **LLaMA-13B:** The data
point is at approximately 43.0 Acc. - **LLaMA-2-7B:**
The data point is at approximately 45.0 Acc. - **LLaMA-
2-13B:** The data point is at approximately 47.0 Acc. -
**LLaMA-2-65B:** The data point is at approximately
50.0 Acc. - **LLaMA-2-70B:** The data point is at
approximately 54.0 Acc.

The model with the highest accuracy at a Pretrain Loss of
1.80 is **LLaMA-2-70B**.

OPSD + ViCuR (ours) (correct: RFT U13B)
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Figure 12: SinkTrack cross-attention visualizations for both qualitative cases. (a)—(c) Geometry3K (Case 1): first
SinkTrack layer, mean over all 6 layers, and full layer-by-layer progression. (d)—(f) MathVista (Case 2): same three

views. Best viewed in color.

Based on the provided chart, we can determine which
model has the highest accuracy (Acc) at a pretrain loss of
1.80 by following these steps:

1. **Locate the Pretrain Loss value:** Find the value
‘1.80° on the horizontal axis (x-axis), labeled "Pretrain
Loss". 2. **Identify the corresponding accuracy:** Look
at the vertical position (y-axis, labeled "Acc") for each
model’s line at this specific point. 3. **Compare the
values:** The y-axis represents accuracy, with higher
values indicating better performance.

Let’s examine the data points for the models at ‘Pretrain
Loss = 1.80°: - **ICL (black line):** The data point is
at approximately ‘40.0° Acc. - **SFT (blue line):** The
data point is at approximately ‘35.0° Acc. - **SFT 1/2
(dotted blue line):** The data point is at approximately
37.0° Acc. - **SFT 1/4 (dotted light blue line):** The
data point is at approximately ‘25.0° Acc. - **SFT 1/8
(dotted light purple line):** The data point is at approxi-
mately ‘18.0° Acc. - **RFT k=100 (dark green line):**
The data point is at approximately ‘42.0° Acc. - **RFT
k=25 (dotted light green line):** The data point is at
approximately ‘40.0° Acc. - **RFT k=6 (dotted light
grey line):** The data point is at approximately ‘40.0°
Acc. - **RFT U13B (teal line):** The data point is at
approximately ‘50.0° Acc.

The highest accuracy value among all models at ‘Pretrain
Loss = 1.80° is ‘50.0°, which corresponds to the **RFT
U13B** model.

SinkTrack attention visualization. Fig. 12
presents the SinkTrack cross-attention heatmaps
for both cases in a unified view. These heatmaps vi-
sualize the dedicated cross-attention from the sink
token to visual tokens, i.e., the pathway through
which the recovery module forms the internal rep-
resentation 5. They therefore test a more spe-
cific question than ordinary saliency visualization:

whether the module aggregates visual evidence
compatible with the teacher-side cues, despite re-
ceiving no cue text or cue-generation loss. Panels
(a)—(c) correspond to the Geometry3K example
(Case 1): (a) the first SinkTrack layer, (b) the mean
attention over all 6 SinkTrack layers, and (c) the
full layer-by-layer progression. Panels (d)—(f) show
the same three views for the MathVista example
(Case 2).

For Case 1, the visual cue to be recovered is the
chord-pairing structure: the labels x and 8 belong
to one chord, while 4 and 6 belong to the other. In
both the first-layer map and the layer-averaged map,
high-attention regions overlap with the numerical
labels, the intersection area, and the chord seg-
ments adjacent to these labels. The layer-by-layer
views in panel (c) further show repeated coverage
of the relevant label and chord regions across Sink-
Track layers, rather than a single-layer spike. This
is consistent with the behavioral trace: ViCuR does
not need a teacher hint that states the theorem or
the answer, but it must recover the visible segment
relation that makes the theorem usable.

For Case 2, the attention pattern is naturally less lo-
calized. Chart reading requires a query-conditioned
aggregation over several visual elements: the z-
axis value, the legends or series identities, and
the vertical positions of multiple curves. Accord-
ingly, panels (d)—(f) show distributed, structured
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responses across the visual-token sequence rather
than a compact hotspot over a single region. This
should not be over-interpreted as proof that the
model isolated the exact RFT U13B curve at every
layer. A more defensible interpretation is that Sink-
Track preserves multi-region chart context needed
for the final comparison, which is precisely the kind
of internal cue evidence that ViCuR is designed to
Tecover.

Summary. Across both cases, the main advantage
of ViCuR is not a change in the final reasoning tem-
plate, but a more reliable conversion of inference-
accessible visual cue supervision into student-side
internal evidence recovery. In the geometry ex-
ample, this recovery appears as correct binding
between labels and chord segments; in the chart
example, it appears as preserving enough multi-
region context to compare series at the queried loss
value. The SinkTrack visualizations do not con-
stitute causal proof, but they provide mechanism-
consistent evidence that the dedicated sink cross-
attention aggregates the kind of visual informa-
tion described by teacher-side cues. These qual-
itative observations complement the theory and
main experiments by showing how ViCuR can re-
duce answer-privilege-induced grounding failures
in concrete model outputs.

F Use of AI Assistants

In accordance with the ACL policy on Al writ-
ing assistance, we disclose that generative Al tools
(specifically Opus-4.6 and GPT-5.4) were used ex-
clusively for language polishing, including para-
phrasing, grammar correction, and improving sen-
tence clarity. These tools were not used to generate
new scientific content, ideas, or data analysis. All
Al-assisted text was carefully reviewed and verified
by the authors, who retain full responsibility for
the accuracy, integrity, and originality of the final
manuscript.
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G Additional Theoretical Details

G.1 Derivation and Analysis of Proposition 1 (Recoverable Privilege)

Proposition 1 (Recoverable Privilege).  Under the deterministic abstraction S = f(X), visually
grounded cues do not introduce the privilege-induced conditional information gap associated with answer-
dependent variables. The resulting teacher supervision is conditioned only on information determined by
the inference-time input X.

In this appendix, we provide additional details on the theoretical motivation in Section 3.1. The goal is
not to claim that the student can perfectly reconstruct visual cue text, but to clarify why image-grounded
cues differ from answer-dependent privileges: under an ideal deterministic abstraction, the cue does not
introduce information beyond the inference-time input X.

Setup. Let X = (I, @) denote the multimodal input available at inference time, and let S denote the
teacher-side visual cue text. We consider a decoding step ¢ with prefix Y.;. The cue-conditioned teacher
distribution is

pT(Y;f | X7 57 Y<t)a (9)
and the student distribution is
po(Yi | X, Yau). (10)
For comparison, we define the teacher’s marginal distribution over S as
pr(Ye | X, Y<y) = Egopisix) [pr(Ye | X, 8, Yey)] - (11)

We analyze the expected token-level KL objective
£x1(0) = Ex,sive, [ Dicu(pr(- | X,8,Y<) [l pol- | X, Yr)) |- (12)

Step 1: Expanding the KL Objective. Following the decomposition framework of Yang et al. (2026),
we expand the KL divergence as

Lxr(0) = Ex.sy., v, logpr(Ye | X, 8, Yer) —logp(Y: | X, Yei)], (13)
X, S,Y-;). Adding and subtracting log pr(Y; | X, Y<;), we obtain

pT(Y't ‘ X7 Sa Y<t):|
pT(}/t ‘ X7 Y<t)

where Y; is sampled from pp (-

Lx1.(0) =Exsy.,v, [108;

14
01 LXY)] ”

+E S |:10
S [O8 p( | X, V)

Step 2: Information-Theoretic Decomposition. The first term in Eq. (14) is the conditional mutual
information between the teacher’s next token and the cue:

Ip (Y S | X, Yay), (15)
where the subscript T' emphasizes that Y; is drawn from the cue-conditioned teacher distribution. The
second term equals

E Ey.opr. log —————~——~
X,8, Yt |: Yi~pr (1|X,S,Y<t) |:Og pg(Y;f | X, Y<t)

Note that in general this is not the same as Dy, (pr(- | X, Y<t)||po(- | X, Y<t)), because Y; is sampled
from the cue-conditioned distribution pz (- | X, S, Y<) rather than the marginal pr(- | X, Y¢). However,
under the deterministic cue abstraction S = f(X) introduced in Step 3 below, these two distributions
coincide, and the second term reduces to the standard KL between the teacher’s marginal and the student:

£(0) == Exve, | Dice (pr(- | X, V<) [ pol- | X, V<) )| am
Under this abstraction, we therefore obtain
Lxr,(0) = L5(0) + Ir(Y; S | X, Yy). (18)
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Step 3: Deterministic Cue Abstraction. For the purpose of theoretical analysis, we idealize the cue
construction process as a deterministic mapping

S = f(X). (19)

Under this abstraction, H(S | X) = 0. Since S is already determined once X is given, conditioning
additionally on Y., or Y; cannot introduce uncertainty about .S:

H(S| X,Ye) = H(S | X,Y<,Y;) = 0. (20)

Therefore,
Ip(Y S| X, Yey)) =H(S | X, YY) —H(S| X, Y., Y;) =0. 21

In this idealized case, cue-conditioned supervision does not introduce an additional conditional information
gap beyond X, and Eq. (18) reduces to

LxL(0) = L(6). (22)

Discussion: Information Availability vs. Recoverability. The above result should be interpreted
carefully. It does not imply that the student directly observes .S, nor that a standard model can perfectly
reconstruct the cue text. It only shows that, under the deterministic cue abstraction, the teacher’s additional
conditioning variable is determined by the inference-time input. This differs from answer-dependent
privileges, where the teacher may rely on variables not recoverable from X.

Thus, replacing answer-based privilege with visual cues reframes the problem. The remaining challenge
is not that the teacher uses information absent at test time, but that the student must learn to extract
and represent the relevant visual evidence effectively. This motivates our attention-sink-based recovery
module, which provides an internal pathway for aggregating cue-level evidence from visual tokens.

Remark on Stochastic Cue Construction. As discussed in Section 3.1, the deterministic abstraction
S = f(X) is an idealized limit. In practice, cue text may be produced by an LLM-based pipeline with
sampling, yielding H (S | X) > 0. In that case, the conditional information term does not vanish exactly,
and the decomposition in Eq. (18) retains a nonzero I7(Y;; S | X, Y~;) component. However, because
visual cues describe evidence visible in X rather than answer-dependent information, this residual term is
expected to be substantially smaller than for answer-based privileges where H (R | X) can be large. Our
method does not require token-level reconstruction of .S; it uses the teacher’s cue-conditioned behavior to
shape the student’s internal visual representation, making it less sensitive to superficial linguistic variation
in the cue text.

G.2 Gradient Analysis of Proposition 2 (Task-Driven Implicit Alignment)

Proposition 2 (Task-Driven Implicit Alignment).  Under the advantage-weighted on-policy distillation
objective, the recovery module receives nonzero gradients to the extent that its internal visual evidence
representation affects student predictions on teacher-evaluated tokens. Specifically, when the advantage
Ay, > 0 (teacher assigns higher probability than the student), gradients reinforce the current evidence
representation; when A, < 0, gradients push the representation away from its current state. The
distillation objective therefore implicitly encourages the sink-based representation to retain task-relevant
visual evidence aligned with the teacher’s visual cues, without requiring explicit cue-text generation or
text-level matching.

In this section, we analyze how the on-policy distillation objective provides an implicit task-driven
alignment signal for the attention-sink-based recovery module. The analysis uses a simplified unclipped
policy-gradient surrogate for clarity. Our implementation follows a PPO-style objective with old log-
probabilities, importance ratios, and clipping, but the key gradient pathway into the recovery module is
the same.
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Setup. Let X = (I, Q) denote the inference-time input. We denote the internal cue-level evidence
representation induced by the recovery module as

S = g(V, Q; sin), (23)

where V represents the layer-wise visual token states and g, denotes the recovery-module parameters.
The student distribution is written as

po(in | X, S, G<n), (24)

and the cue-conditioned teacher distribution is

pT(Qn | X7 S7 g<n) (25)

For a sampled student trajectory § ~ pg(- | X), we define the teacher-shaped token advantage as

An(X7 :g) = long(g)n | X7 Sv Q<n) - lngg(:gn ’ X7 Su Q<n) (26)
During policy-gradient optimization, this advantage is treated as a stop-gradient quantity.

Step 1: Basic Policy-Gradient Surrogate. The simplified distillation surrogate is

|9]
Laistin(0) = —ExDEgrp, ng )] 1og po(dn | X, 5, <n) | , (27)
where sg[-] denotes stop-gradient. Therefore,
|91
Vo, Ldistill = ’ ng )] Vo 10gpo(in | X, 8, 9<n)| - (28)

Step 2: Chain Rule Through the Recovery Module. Since the recovery parameters influence the
student distribution through S' = g(V, Q; Osini ), We have

Vo 10gpo(n | X, 8, 9<n) = Vglogpo(in | X, 5, 5<n) - Vo, 0(V, Qi bsin). (29
Substituting this into Eq. (28) yields

19|
V0o Ldistinn = ng | Vglogpo(iin | X, 5, 8<n) - Vo g(V, Qs 0sim) | . (30)

Interpretation. Equation (30) shows that the gradient flowing into the recovery module is modulated
by the teacher-student token-level discrepancy. Specifically, when A,, > 0 (the cue-conditioned teacher
assigns higher probability than the student to the sampled token), the gradient reinforces the current
evidence representation, encouraging the module to retain and strengthen whatever visual evidence
contributed to the student’s prediction. When A,, < 0, the gradient pushes the representation away from
its current state, discouraging evidence patterns that led to predictions the teacher did not favor.

This provides an implicit task-driven alignment signal. Instead of forcing the student to reconstruct the
cue text S token by token, the objective shapes S only through its effect on downstream predictions. As a
result, the recovery module is encouraged to encode visual evidence that matters for matching the teacher’s
cue-conditioned behavior, while avoiding unnecessary capacity spent on superficial or task-irrelevant
linguistic details of the cue text.
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Limitations of the analysis. The gradient derivation above uses a simplified unclipped surrogate.
In practice, PPO-style clipping limits the magnitude of updates when the importance ratio deviates
significantly from 1, which can dampen the alignment signal for tokens with very large advantage
magnitudes. Additionally, the analysis treats Sasa single vector for clarity, whereas in practice the
recovery module updates the sink token at multiple layers, and the gradient pathway involves interactions
across layers. These simplifications do not affect the qualitative conclusion—that the distillation objective
provides a task-driven signal for the recovery module—but the precise dynamics may differ from the
idealized single-vector picture.

G.3 Analytical Counterpart: The Full-Vocabulary KL Objective

Although our implementation optimizes a sampled-token on-policy objective, it is useful to consider the
full-vocabulary forward KL objective as an analytical counterpart. This is the same divergence direction
(Dx1(pr|lpe)) used in OPSD (Zhao et al., 2026), where the teacher’s token-wise distribution serves as the
reference. Analyzing this objective connects our method with standard knowledge distillation and clarifies
how cue-conditioned teacher distributions can shape the student’s internal visual evidence representation.

Setup. Let X = (I, Q) denote the inference-time input and S the teacher-side visual cue text. Let

S = g(V, Q;Hsink) 31

be the internal representation induced by the recovery module. We write the student distribution as
po(Y: | X, S,Y<;), and the cue-conditioned teacher distribution as pr(Y; | X, S, Y<4).

Consider the full-vocabulary distillation objective

Lx1.(0) =Ex sy, [DKL (pT(' | X, S8, Y<t) | po(- | X, S, Y<t)>} . (32)

Step 1: Expanding the KL Objective. Expanding over the vocabulary V gives

pT(U | Xa S: Y<t)
pg(’U | X757Y<t)

Lxn(0) = Ex sy, [ZPT(U | X, 5,Y<t)log
vey

(33)

=C - EX,S,Y<15 ZPT(U | Xv Sa Y<t) Ingg(U | X7‘§7Y<t)

veY
where C = Ex sy >, pr(v | X,S,Y)logpr(v | X,S,Y<)] denotes the teacher’s conditional
entropy and is constant with respect to the student parameters ¢ (assuming Y. is held fixed for the
purpose of this per-step analysis).

Step 2: Gradient Flow into the Internal Representation. Differentiating with respect to S gives

Velkr = —Exsy., [ZpT(v | X, S, Y<t)Vglogpy(v | X, 5, V<) (34)

veY

Step 3: Chain Rule to Recovery Parameters. Applying the chain rule through S = g(V, Q; fsink), we
obtain

V.. .Lxr = —Ex sy, [ZPT(U | X,8,Y)Vglogpa(v | X,5,Yey) - Vo, 9V, Q; Hsink)] . (35)
veY

Interpretation. Equation (35) shows that the recovery module is updated according to a teacher-
weighted combination of student score gradients. Tokens that the cue-conditioned teacher considers more
likely contribute more strongly to the gradient. Therefore, the teacher distribution acts as a behavioral
guide for shaping the internal representation S. This provides an implicit alignment signal: the student is
not asked to reproduce the cue text itself, but to adjust its internal visual evidence representation so that its
predictions better match the cue-conditioned teacher behavior.
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