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Abstract

Large language models (LLMs) exhibit re-
markable reasoning capabilities, but their task-
specific fine-tuning is notoriously plagued by
overconfidence, severely hindering trustwor-
thy deployment. We propose Data-Adaptive
Lower-Rank Adaptation (DALorRA), a sim-
ple and effective variational Bayesian sparse
framework that shifts the paradigm of un-
certainty quantification from the dense pa-
rameter space to the lightweight rank level
of low-rank adaptation (LoRA). With the in-
sight that LoRA essentially aggregates multi-
ple rank-one components that may provide su-
perfluous model capacity, DALorRA imposes
stochastic masking on rank dimensions, en-
abling Bayesian regularization of model ca-
pacity during training and ensemble-like cal-
ibration during inference. Extensive experi-
ments demonstrate DALorRA’s excellent cal-
ibration of LLMs without compromising rea-
soning accuracy. Code is available at https:
//github.com/John-Wilson-ML/DALorRA.

1 Introduction

Large language models (LLMs) exhibit remark-
able reasoning capabilities, but their reliability re-
mains a central obstacle to trustworthy deploy-
ment (Xiong et al., 2024; Shelmanov et al., 2025;
Bouchard et al., 2026). When adapted to down-
stream tasks via deterministic fine-tuning, LLMs
can memorize the target distribution, yielding over-
confident predictions even for incorrect answers
(Yang et al., 2024; Li et al., 2025). This miscalibra-
tion weakens the interpretability of predictive con-
fidence and highlights an urgent need for scalable
uncertainty quantification. While Bayesian neural
networks and Deep Ensembles provide rigorous un-
certainty quantification (Blundell et al., 2015; Lak-
shminarayanan et al., 2017), performing Bayesian
inference over billion-parameter weight spaces or
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maintaining multiple model copies is computation-
ally prohibitive for LLMs (Nemani et al., 2025;
Xiang et al., 2026).

Parameter-efficient fine-tuning, particularly
Low-Rank Adaptation (LoRA, Hu et al., 2022),
circumvents full weight updates and has emerged
as a promising foundation for scalable uncertainty
quantification (Wang et al., 2024; Shi et al., 2026).
However, LoRA-based calibration largely focuses
on the uncertainty of the LoRA adapter, incur-
ring significant computational overhead and com-
promising the lightweight nature and efficiency
that make LoRA so appealing (Marszalek et al.,
2025). Moreover, these approaches predominantly
face a structural bottleneck: The LoRA rank r is
treated as a static, globally fixed hyperparameter
(Gu et al., 2025; Zhou et al., 2026). Since the true
intrinsic dimensionality varies across downstream
tasks, rigidly fixing r can introduce superfluous
model capacity that exacerbates overfitting in low-
data regimes (Zhang et al., 2023; Liu et al., 2024;
Cheon and Paik, 2026). As frontier LLMs tend
to require minimal parameter adjustments for spe-
cialized tasks, there is a growing need for adapta-
tion that can dynamically prune unnecessary rank
components without sacrificing core capabilities
(Huang et al., 2025; Kumaravelu et al., 2026; Deng
et al., 2026).

In this work, we circumvent the computational
difficulty of Bayesianizing the full LoRA adapter
and relax the fixed LoRA rank by directly modeling
the rank uncertainty. Given rank r, LoRA essen-
tially utilizes the combination of r rank-one com-
ponents that may provide superfluous capacity. We
propose Data-Adaptive Lower-Rank Adaptation
(DALorRA). Specifically, we inject a stochastic
diagonal mask matrix D € R"*", formulating the
weight update as AW = BDA. By treating the
diagonal elements as latent variables governed by
learnable Bernoulli distributions via variational in-
ference, DALorRA captures discrete structural un-
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certainty over which adaptation dimensions should
be active. As D deactivates components of B and
A with deactivation probabilities depending on
downstream tasks, we are essentially implementing
a lower-rank adaptation data-adaptively.

Despite its simplicity, DALorRA achieves out-
standing performance in uncertainty quantification
and reasoning accuracy by bridging Bayesian neu-
ral networks and deep ensembles in a LoRA frame-
work. Analogous to Bayesian neural networks,
DALorRA learns the posterior distribution over
the mask D, capturing epistemic uncertainty and
pruning unnecessary model complexity to avoid
overfit. It also mirrors a deep ensemble by stochas-
tically aggregating the predictions of diverse rank-
one configurations, maintaining outstanding predic-
tion accuracy and high efficiency. More intuitive
justifications are deferred to the end of Section 4.
We summarize three primary contributions:

¢ Methodology innovation. We shift the

paradigm of uncertainty quantification from
the dense LLM parameter space or LoRA
adapter (B and/or A) space to the lightweight
LoRA rank level, introducing minimal com-
putational overhead.

* Principled Approach. We bridge theoreti-
cally rigorous variational Bayesian estimation
with empirically sound ensemble-like infer-
ence. This principled approach empirically
outperforms rank-level dropout, which simi-
larly induces uncertainty and sparsity over the
LoRA rank.

¢ Comprehensive empirical validation and
excellent performance. We demonstrate
through extensive experiments on diverse rea-
soning benchmarks that DALorRA consis-
tently achieves exceptional calibration with-
out sacrificing reasoning accuracy.

2 Related Work

We review related work in three streams: LLM out-
put uncertainty, rank-adaptive LoRA and dropout-
based inference for LLMs, and LLM uncertainty
via parameter-efficient fine-tuning. The proposed
DALorRA contributes to the second and third
streams.

2.1 LLM Output Uncertainty

Reliable uncertainty estimation is critical for mit-
igating hallucinations and overconfident predic-

tions in large language models (Shelmanov et al.,
2025; Bouchard et al., 2026). Existing research
has approached this from the output space, utiliz-
ing heuristics such as verbalized confidence (Lin
et al., 2022), prompt-based ensembling (Jiang et al.,
2023), and semantic entropy across multiple gener-
ations (Kuhn et al., 2023; Shelmanov et al., 2025;
Bouchard et al., 2026). While highly appealing due
to their plug-and-play nature, output-space metrics
inherently bypass the underlying probability distri-
butions of model parameters. Consequently, when
adapting LLMs to specialized downstream tasks in
low-data regimes, such output-centric heuristics do
not fully capture epistemic uncertainty during fine-
tuning, leaving models prone to overconfident pre-
dictions and overfitting (Niu et al., 2024; Bakman
et al., 2025). This limitation necessitates a shift
toward theoretically grounded, parameter-level un-
certainty quantification during fine-tuning. Com-
plementary training-time calibration methods for
conventional DNNs improve confidence—accuracy
alignment through classifier design (Ni et al., 2025)
or adaptive stochastic masking that reduces classi-
fier shift (Ni et al., 2026).

2.2 Rank-Adaptive LoRA and Dropout-Based
Approximate Inference

Rank-adaptive LoRA methods improve parameter
efficiency by learning, pruning, or reallocating low-
rank adaptation capacity. SORA learns continuous
rank gates and induces sparsity through ¢; regu-
larization and proximal optimization (Ding et al.,
2023). AdalLoRA and ALoRA allocate rank bud-
gets according to importance estimates, whereas
DyLoRA trains adapters that support multiple se-
lectable ranks (Zhang et al., 2023; Liu et al., 2024;
Valipour et al., 2023). Related approaches allo-
cate heterogeneous ranks across experts in mixture-
of-experts models or Transformer layers, includ-
ing DR-LoRA, LaRA, and La-LoRA (Deng et al.,
2026; Zhou et al., 2026; Gu et al., 2025). Another
line of work studies dropout. Monte Carlo (MC)
dropout retains Bernoulli dropout masks at test
time and estimates predictive uncertainty through
MC sampling (Gal and Ghahramani, 2016); vari-
ational dropout interprets multiplicative Gaussian
noise as variational inference over weights, while
sparse variational dropout learns dropout rates to
induce weight-level sparsity (Kingma et al., 2015;
Molchanov et al., 2017). At the LoRA rank level,
DropLoRA applies a fixed dropout rate during train-
ing; during inference, it disables dropout and uses
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Figure 1: Comparison between LoRA, BLoB, and our DALorRA. Standard LoRA learns a deterministic low-rank
update AW = BA. BLoB models Gaussian uncertainty over LoRA adapter A. In contrast, DALorRA introduces
a stochastic diagonal mask D, yielding AW = BD A to model rank-level uncertainty in LoRA.

weight scaling (Zhang, 2025).

Our work advances this line of research through
a principled Bayesian framework for LoRA rank
selection and LLM uncertainty quantification. Al-
though SoRA and DropLoRA also induce rank-
level sparsity, they differ from DALorRA in model
formulation, estimation, and intended use; both tar-
get adaptive rank selection to improve reasoning
accuracy rather than calibration. SORA learns con-
tinuous diagonal gates with an ¢; penalty. Its lasso-
like gate regularization makes uncertainty quan-
tification intrinsically difficult (Leeb and Pétscher,
2005; Tibshirani et al., 2016; Hoppe et al., 2024),
even when employing weight-level uncertainty.
DropLoRA fixes or tunes a dropout rate during
training and disables dropout at inference, yield-
ing a deterministic update equivalent to standard
LoRA. In contrast, DALorRA inherently supports
uncertainty quantification through Bayesian infer-
ence while remaining lightweight and achieving
strong predictive performance.

2.3 Uncertainty via Parameter-Efficient
Fine-Tuning

Classical uncertainty estimation methods, such as
Monte Carlo Dropout (Gal and Ghahramani, 2016)
and Deep Ensembles (Lakshminarayanan et al.,
2017), approximate predictive uncertainty through
stochastic inference or model averaging, but can
be computationally prohibitive when directly ap-

plied to LLMs. To avoid performing uncertainty
estimation over the full parameter space, parameter-
efficient fine-tuning (PEFT), particularly LoRA
(Hu et al., 2022), has emerged as a practical foun-
dation for uncertainty-aware adaptation.

Recent work has investigated how to Bayesian-
ize or calibrate only the lightweight PEFT modules
rather than the full LLM. Post-hoc Laplace approxi-
mation has been applied to fine-tuned LoRA param-
eters to obtain approximate posterior uncertainty
(Wang et al., 2024; Shi et al., 2026; Marszalek
et al., 2025; Rahmati et al., 2026). Advancing this
paradigm towards end-to-end inference, Bayesian
low-rank adaptation by backpropagation (BLoB,
Wang et al., 2024) moves posterior learning di-
rectly into the fine-tuning stage by jointly optimiz-
ing the variational mean and covariance of LoRA
adapters. Training-Free Bayesianization (TFB,
Shi et al., 2026) further converts trained LoRA
adapters into Bayesian ones by searching over low-
rank isotropic Gaussian posteriors. More recently,
Contextual LoRA (C-LoRA, Rahmati et al., 2026)
introduces modules to capture sample-dependent
uncertainty to complement global parameter un-
certainty. Complementary to uncertainty estima-
tion, safe fine-tuning methods seek to preserve
safety alignment during adaptation through safety-
sensitive subspace constraints or distributional data
alignment (Zhang et al., 2026; Wang et al., 2026).

Our work contributes to this stream of uncer-
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tainty quantification but is distinct from extant re-
search, which largely estimates the variances of
LoRA adapters B and/or A, potentially compro-
mising LoRA’s efficiency. Instead, the proposed
DALorRA targets uncertainty at the rank level, in-
troducing negligible computational overhead. Fur-
thermore, our stochastic masking configuration im-
poses explicit sparsity on the already lightweight
LoRA architecture, making it particularly suitable
for frontier LLLMs that require minimal adjust-
ments and thus lower-rank adaptation for special-
ized tasks. Ultimately, our method bridges theo-
retically rigorous Bayesian neural networks with
empirically robust deep ensembles, which underpin
its excellent performance. We compare DALorRA
with regular LORA and BLoB in Figure 1; instead
of learning the uncertainty of LoRA adapters, we
keep them deterministic and learn the posterior dis-
tribution of the rank mask D.

3 Preliminaries

3.1 Low-Rank Adaptation

Low-Rank Adaptation (LoRA) is a parameter-
efficient fine-tuning paradigm that adapts a pre-
trained model by freezing the original dense
weights and optimizing a low-rank update (Hu
et al., 2022). Given a linear layer with a frozen
pretrained weight W € R%utXdin T, 0RA parame-
terizes the task-specific update as AW = BA,
where B € Routxr A ¢ R™din apd r <
min(doyt, din ) is the adaptation rank. For an in-
put representation h € R%», the forward pass is

o= (WO + BA)h,

where o € R%ut is the output representation. Com-
pared to full-parameter fine-tuning, LoRA intro-
duces only r X (doyut + diy) trainable parameters,
substantially reducing memory and computational
costs while largely preserving adaptation efficacy.

3.2 Confidence Calibration in LLMs

Following standard protocols (Wang et al., 2024;
Yang et al., 2024), we consider a downstream
dataset D = {(x;,%:)}Y, and formulate LLM
reasoning and multiple-choice tasks as next-token
classification over a candidate label set ). Given
an input prompt x, the LLM (parameterized by
0) yields a predictive distribution pg(y | x). The
predicted label and its confidence are

y = arg max X), P = max X).
y = argmaxpe(y | x), p=maxpe(y |x)

When adapted to downstream tasks via deter-
ministic fine-tuning, LLMs frequently overfit the
target distribution, yielding overconfident predic-
tions even for incorrect answers. To quantify this
miscalibration, Expected Calibration Error (ECE)
partitions predictions into M bins { B, }M_;:

M
ECE = Z

m=1

By,
| N | lacc(Bp,) — conf(By,)|,

where acc(B,,) = ﬁ ZieBm I(9; = v;) and
conf(Bpn) = 157 Y iep,, Di» With I(-) being the
indicator function. This severe overconfidence phe-
nomenon necessitates a paradigm shift toward prin-

cipled uncertainty quantification.

3.3 Variational Inference

Bayesian neural networks mitigate overconfidence
by placing prior distributions over weights to cap-
ture epistemic uncertainty (Blundell et al., 2015).
Since computing the exact posterior p(W | D)
is intractable, Variational Inference (VI) approx-
imates it with a tractable distribution g4(W) pa-
rameterized by variational parameters ¢.

The optimal ¢ is obtained by minimizing the
Kullback-Leibler (KL) divergence to the true pos-
terior, which is mathematically equivalent to mini-
mizing the negative Evidence Lower Bound:

—Eqy, logp(D | W)] + KL (q6(W) [ p(W)) .

The first term corresponds to the expected nega-
tive log-likelihood, and the second term regularizes
the deviation of ¢4(W) from the prior p(W). To
enable end-to-end backpropagation through the ex-
pectation term, reparameterization tricks (Kingma
and Welling, 2013) are often required. For instance,
if g4 is Gaussian with ¢ = (p,X), a weight
sample is drawn via W = p + »1/2¢, where
€ ~ N(0,1I) is independent of ¢. This framework
lays the theoretical foundation for our method.

4 Method

We propose Data-Adaptive Lower-Rank Adapta-
tion (DALorRA), a variational Bayesian sparse
framework tailored for uncertainty-aware LLM
fine-tuning. Unlike LoRA (Figure 1a) that relies on
fixed dense updates, or recent Bayesian extensions,
like BLoB (Figure 1b), which may suffer from high
optimization overhead of Gaussian posteriors over
the dense LoRA adapters, our approach represents
a structural paradigm shift. Our core insight is that
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the standard LoRA update matrix AW = BA in-
herently consists of r rank-one components. This
provides a natural and meaningful way to turn off
unnecessary model capacity. Instead of modeling
uncertainty over LLM weights or LoRA adapters,
DALorRA leverages this insight to model uncer-
tainty directly at the rank level (Figure 1c).

Specifically, given a linear layer with a frozen
pre-trained weight W, and maximum allowable
rank r, we introduce a stochastic diagonal mask
matrix D and define the weight update as

AW = BDA, (D

where B € R%ut>" and A € R"*%» are determin-
istic adapters, and D = diag(z), z € {0,1}", is
an r-dimensional random diagonal matrix. Each
diagonal element z; € {0,1} for j = 1,...,r,
dynamically activates or deactivates the j-th rank
component.

We assign an independent and identical
Bernoulli prior p(z;) = Bernoulli(z;; pg) over the
mask with a constant py € (0, 1). The exact poste-
rior inference is intractable, and we approximate it
with a factorized Bernoulli variational distribution
parameterized by ¢ = (¢1,...,¢,) € R", which
serves as the learnable variational parameters:

qp(z) = H Bernoulli(z;; o(¢;)),

j=1

where o () is the sigmoid function. The determinis-
tic adapters A and B and the variational parameters
¢ are jointly learned by minimizing the negative
Evidence Lower Bound:

L(A,B,$) = —E,,,)llogp(D | A,B,z)]+
KL(q¢(2)||p(2)). 2

The first term in Eq. (2) represents the expected
negative log-likelihood with weight updates by
Eq. (1). Since it lacks an analytical solution, we
evaluate it via Monte Carlo approximation. To
enable gradient-based optimization through the
discrete Bernoulli mask, we employ the Gumbel-
Sigmoid reparameterization (Jang et al., 2016).
Specifically, a continuous relaxation of z ~ ¢4(2)
is sampled via

z=o((¢+¢€)/7), 3)

where € = log u—log(1—u), u ~ Uniform(0,1)",
and 7 > 0 is the temperature parameter.

Algorithm 1 DALorRA Fine-Tuning
Input: Dataset D, frozen weights Wy, prior
Bernoulli probability pg, Gumbel-sigmoid temper-
ature 7, Monte Carlo sample size S
Output: B, A, and ¢

1: Initialize A, B using standard LoRA initializa-
tion and ¢ < log(po/(1 — po)) - 1,
while not stopped do

Sample a mini-batch of D.

Sample z1,...,zg by Eq. (3)

Compute the mini-batch objective by
Eq. (4) and update B, A, and ¢ by stochas-
tic gradient descent
6: end while

The second term in Eq. (2) is the KL divergence,
which regularizes the approximate posterior to-
wards the prior. Because both p(z) and g4 (z) are
Bernoulli distributions, it has the analytical form

: A 7 )TN el C2))
D _lo(¢5)log — =4 (1-0(6;)) log —— 1.

=1

Substituting the Gumbel-Sigmoid sampling and
the analytical KL divergence into Eq. (2) yields the
ultimate differentiable objective function:

S
1
L(A,B,¢) =— <> logp(D | A,B,z,)
s=1

£ [oloplog 210 @)
= Po
1—0(¢;)
1— N 1og — "7
( U(¢])) og 1_p0 :|7
where z¢ for s = 1,...,.S are independently sam-

pled using Eq. (3).

To ensure stable optimization and prevent KL
divergence explosion, we initialize ¢4 (2) equal to
po(z) by setting ¢ = log(po/(1 — po)) - 1. We
summarize DALorRA fine-tuning in Algorithm 1.

At inference time, the predictive distribution
is obtained by averaging over M mask matrices
sampled from the learned variational posterior.
Specifically, the estimated predictive probability
p(y | x,Wo,B,A)is

1 M

T p(y ’ X7W07B7AaDm)7
M =

1

where D,,, = diag(z,,) and z,, i q¢(z). Empiri-
cally, setting M = 10 (Wang et al., 2024; Shi et al.,
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2026; Rahmati et al., 2026) achieves competitive
performance with acceptable inference overhead.

Intuitively, the mechanism that allows DALorRA
to excel stems from combining the theoretical rigor
of Bayesian neural networks with the empirical
soundness of deep ensembles, entirely within a
parameter-efficient regime. The DALorRA weight
update in Eq. (1) essentially is

AW = ZZjbjaj, (5)
j=1

where b; is the j-th column of B, and a; is the
j-th row of A. This effectively trains an ensemble
of sub-networks with stochastic weights z; whose
distributions are to be learned. During training,
DALorRA acts as a parameter-efficient Bayesian
neural network, capturing epistemic uncertainty
and penalizing unnecessary complexity through
learning the mask posterior distribution. At in-
ference time, averaging predictions over multiple
sampled masks mirrors the behavior of a deep en-
semble, aggregating outputs across diverse rank-
one LoRAs with data-adaptive weights. By prun-
ing superfluous capacity (via some z; equal to
0), DALorRA marries the principled uncertainty
quantification of Bayesian methods with the robust
generalization of ensembles, mitigating overconfi-
dence while retaining the LoRA-like efficiency.

5 Experiments

In this section, we conduct comprehensive experi-
ments to evaluate the effectiveness of our proposed
DALorRA. We first introduce the experimental set-
tings and then report the consistently outstanding
performance of DALorRA on LLM calibration
without sacrificing reasoning accuracy. We also
provide analyses to show the importance of learn-
ing the rank mask posterior and the necessity of
sufficient model capacity combined with rank spar-
sity, and illustrate the posterior mask probabilities
that vary across transformer layers, projection mod-
ules, and data. More implementation details and
experiment results are deferred to Appendices A
and B.

5.1 Experiment Settings

LLM fine-tuning. We fine-tune Llama-3.1-8B
(Grattafiori et al., 2024) and Llama2-7B (Touvron
et al., 2023) using the PEFT library (Mangrulkar
et al., 2022) on common-sense reasoning bench-
marks, including Winogrande-Small (WG-S) (Sak-

aguchi et al., 2021), Winogrande-Medium (WG-M)
(Sakaguchi et al., 2021), ARC-Challenge (ARC-C)
(Clark et al., 2018), ARC-Easy (ARC-E) (Clark
et al., 2018), OpenBookQA (OBQA) (Mihaylov
et al., 2018), and BoolQ (Clark et al., 2019). For
out-of-distribution evaluation, we fine-tune mod-
els on OBQA (Mihaylov et al., 2018) and evalu-
ate on ARC-C (Clark et al., 2018), ARC-E (Clark
et al., 2018), and college-level chemistry (Chem)
and physics (Phy) (Hendrycks et al., 2020).

Evaluation metrics. We report accuracy (ACC),
expected calibration error (ECE) (Naeini et al.,
2015), and negative log-likelihood (NLL). ACC
measures predictive performance. ECE and NLL
evaluate calibration and probabilistic reliability.
Higher ACC and lower ECE and NLL are
preferred.

Baseline methods. We compare DALorRA with
representative deterministic and uncertainty-aware
baselines for LLM fine-tuning. The deterministic
baselines include Maximum Likelihood Estima-
tion (MLE) implemented with standard LoRA (Hu
et al., 2022), and maximum a posteriori(MAP) esti-
mation , which serves as a point-estimate baseline
with weight-decay regularization. For uncertainty-
aware baselines, we include Monte Carlo Dropout
(MCD) (Gal and Ghahramani, 2016), Deep Ensem-
ble (ENS) (Lakshminarayanan et al., 2017; Bal-
abanov and Linander, 2024; Wang et al., 2023),
Laplace-LoRA (LA) (Yang et al., 2024), Bayesian
LoRA by Backpropagation (BLoB) (Wang et al.,
2024), Training-Free Bayesianization (TFB) (Shi
et al., 2026), and Contextual Low-Rank Adaptation
(C-LoRA) (Rahmati et al., 2026). We use M = 10
Monte Carlo samples for inference (Shi et al., 2026)
in all sampling-based methods, including BLoB,
TFB, C-LoRA, and DALorRA.

5.2 Main Results

Calibration performance. Table 1 reports the
in- and out-of-distribution performance of dif-
ferent LoRA-based uncertainty estimation meth-
ods on Llama3.1-8B. Overall, Table 1 demon-
strates DALorRA’s exceptional uncertainty cali-
bration and reliability without sacrificing reason-
ing accuracy across both in-distribution and out-
of-distribution (OOD) evaluations. On average,
DALorRA achieves the strongest performance in
both the reasoning (ACC) and calibration (ECE
and NLL) metrics across the 10 evaluation settings.
Specifically, when evaluated by ECE and NLL,
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Table 1: Performance comparison. All methods use Llama3.1-8B pre-trained weights. Accuracy (ACC) and
Expected Calibration Error (ECE) are reported in percentages, and Negative Log-Likelihood (NLL) is reported
on its original scale. “1” and “]” indicate that higher and lower values are preferred, respectively. Boldface and
underlined numbers denote the best and the second-best performance, respectively.

In-Distribution

Out-of-Distribution (OBQA—X)

Method Small Shift Large Shift
WG-S ARC-C ARC-E WG-M OBQA BoolQ ARC-C ARC-E Chem Phy
MCD 78.031061 81.644179 91.371038 83.18+084 87.20+102 89.931016 81.421138 87.271084 47.921995 46.5310.49
ENS 78.821052 82.551042 91.841036 83.991074 87.371067 90.501014 79.621057 86.561060 49.654320 44.4411.96
LA 76.052002 79954042 90731008 82.831085 87.904020 89.361052 81.08:120 87.21i100 48.2613093 46.184130
MLE T7.871054 81.081048 91.67+036 82.304053 87.901087 89.5841096 81.484941 86.831087 45.831085 42.3641.77
ACC (1) MAP 76.90+0.97 81.081245 91.611044 82.5941028 85.7310.19 90.094028 79.981087 86.58+079 43.4014098 38.5413.40
SoRA 75781079 79.824020 89.574063 82131072 86.781383 88.654418 69.791151 79.88+191 50.351159 47.0810.02
DI‘OpLORA 74-00i1.[)5 77~70i1.79 89.73i0,71 82.12i0,70 87.13i1,03 89.41i(],11 79»2810.40 85.36i0,54 49.65i4,21 40-6312.76
BLoB 77-34i0.25 8().8611_24 90-83i0.68 81.64i0_62 87.66i0,37 88.6911_25 78-68i0_24 86.63i0_1s 43-75i2.65 46.96i3_3]
TFB 74.654136 80.184137 91.901930 82.0410924 88.2010920 88.841991 81.121130 86.814049 42.65+512 46.581198
C-LoRA 77264012 81.7041.17 90.794051 81.624056 86.934162 87.77+064 81.601035 85.481055 45.641376 40.38+3.76
DALOrRA  77.434124 81.741023 90.97065 82.68:051 88.241042 89431024 81.604020 86.564020 50.004108 47.22-0.60
MCD 16134051 13.694111 6.733071 13.05:090 9765071 7955017 13.634118 9-27:060 30.91is57 33.084140
ENS 14720017 13454119  6.594045 11174092 8171086 7-352055 11372182 721e11s 18924603 26.804323
LA 41841011 9264308 5271051  3.50+078 8934034 1931022  7.83+149 7.804199 14495057 13.174214
MLE 17.024046 16.351068 7.004053 13.831065 9.7710.81 8.69+0901 144541919 10.78 1050 32464260 38.4144.44
ECE () MAP 1871071 15774160 6.624061 14.262002 12194055 84010025 16462041 11.36c058 34794376 38.50401s
SoRA 15914024 10243710 6.531040 12.871087 8.6811.40 5671554 7421204 8.324265 13.871143 16.1942.00
DropLoRA 16.07+0.83 12.6710.90 9-49+072 12.99:069 10.19t066 44210314 16414119 11.681072 30.15+435 38.271421
BLoB 8.841036 95-87x112 4241068 3421042 3354082 2461035 7-024046 5121088 14791066 12.341368
TFB 8.23406s 6.191086 3.001092  3.594064 4.5lio33  3.80x061 7124122  4.854036 15.321212 16.324437
C-LoRA 16.841188 10.751081 4954143  9.971102 6504152  4.361090 7.061083 5.631094 26481219 30.284412
DALorRA 7814108 5.601064 2.881037 3.251039 3.121049 1.821022 6.231079 3.81i100 14.584165 15464308
MCD 0.834001 0991010 0451006 0.644003 0.621008 0491001 1.031002  0.611003 1911018  2.021015
ENS 0.7540.02  0.80x011  0.384003  0.551002 0451005 0424005  0.724007 0444003 140018 1.50x0.13
LA 0.561000 1.184002 1.041001 0.51i000 0944000 0431000 1171001 1.1lio00 1.274x001  1.2810.00
MLE 0.88+0.04 1.204011  0.461004 0.681001  0.61t006 0.52+0.01 1.07+006 0.72+006 1911016  2.25+0.21
NLL (J) MAP 0.991007 1124023 0461003 0.74x007  0.792002  0.52:001 1192004  0.832006 1.97x013  2.32x0.10
SoRA 0924015 0821011 0.501004  0.704001  0.821008 0.491003 0.79:005 0.584005 1.161002 1.31i0.01
DropLoRA 1261015  1.131042  0.81i003  0.93x001  0.621006 0.291001 1.031003 0.801004 1981020 2.124028
BLoB 0.58+0.01  0.5910.02  0.30x0.01 0471001 0384001 0.271001 0.61i003 0.461001 12340006 1.2840.22
TFB 0.594001  0.621004 0.251001 0.431001 0.361002 0291002 0.601004 0444002 1341008 1.2610.12
C-LoRA 0994011 0.68+003 0.3310.06 0.574006 0401004 0.301001  0.554003 0.481003 1.661016  1.88+0.09
DALorRA  0.581001 0.564002 0284001 0.51:001 0.36:002 0.27:001 0.541007 0.40:001 1251002 1.251006

DALorRA consistently outperforms the baselines,
achieving the best or second-best performance in 9
of the 10 settings for both ECE and NLL. Moreover,
it achieves this without compromising reasoning
capabilities (ACC). In particular, DALorRA main-
tains highly competitive predictive performance
compared to the baseline approaches, achieving the
best or second-best ACC on 5 out of the 10 settings.
The results suggest that DALorRA’s uncertainty
over rank remarkably mitigates overconfidence.

On in-distribution datasets, DALorRA achieves
the best ECE on five benchmarks and top-tier NLL,
offering consistently better uncertainty estimates.
The reliability extends to OOD evaluations, where
DALorRA secures the best ECE and NLL under
small shifts, and the highest accuracy alongside
highly competitive NLL under large shifts (Chem
and Phy). Ultimately, these results confirm that
learning a structured posterior over LoRA rank

effectively captures uncertainty without sacrificing
reasoning capabilities, despite distribution shifts.

Efficiency, resource consumption, and determin-
istic inference via weight scaling. We compare
the computational efficiency of the sampling-based
uncertainty-aware fine-tuning methods (BLoB, C-
LoRA, and DALorRA) with LoRA. Table 2 shows
DALorRA’s high efficiency. It adds only 520 ex-
tra trainable parameters, which is negligible and
much fewer than BLoB and C-LoRA. DALorRA
takes the least training time, even faster than LoRA
due to its sparse configuration; it uses only 0.72x,
0.60x, and 0.65x of LoRA’s training time on WG-
S, ARC-E, and OBQA, respectively. DALorRA
remains faster than BLoB and comparable to C-
LoRA in evaluation (inference) time with moderate
memory overhead. In addition, DALorRA’s over-
all (training plus evaluation) time is comparable to
LoRA’s on the three datasets.
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Table 2: Efficiency Comparison among LoRA, BLoB, C-LoRA, and DALorRA. The experiments are conducted on
a single NVIDIA A40 GPU and based on Llama-3.1-8B with rank » = 8, batch size 4, and 2,000 training iterations.
The subscripts indicate the relative cost compared to LoRA, with red or green denoting worse or better efficiency.

WG-S ARC-E OBQA
Method Trainable/Extra Params Q

Train/Eval (s) Mem. (MB) Train/Eval (s) Mem. (MB) Train/Eval (s) Mem. (MB)
LoRA 4,466,688/0 1,237.07/104.19 7,690.08 1,799.69/66.76 11,296.05 1,524.87/50.99 9,410.75
BLoB 6,596,608, 45/ + 2,129,920 1,316.111.06x/1,058.1210.16x  8,214.501.07x 1,901.341 6 /683.4910.245 12,874.761 .14 1,610.291 05 /520.5310.21x 10,453.27 11
C-LoRA 5,044,928, 15/ + 578,240 4,640.893.75, /T14.556.86x  11,245.92) 46 4,911.095 73, /366.435 49«  15,718.29) 39, 4,745.125 11 /340.106.675 13,410.96; 43

DALorRA (Ours) 4,467,208 o015/ + 520 894.310.72x /809.607.77

9,133.991 19 1,078.270 60 /414.985.20  13,670.461 21«

990.340.65 /346.646.50x  11,336.791.20

- WG-M

ARC-E == OBQA —— Random Masking =--- Ours
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Figure 2: Learning mask posterior (DALorRA) versus random masking. Solid lines denote randomly dropping out
K rank dimensions during training, and dashed lines denote DALorRA.

We additionally use a deterministic inference
for DALorRA analogous to test-time weight scal-
ing in dropout (Srivastava et al., 2014); instead of
repeatedly sampling Bernoulli rank masks and av-
eraging predictions, we replace mask z with its
learned posterior mean p. That is, multiple sam-
pled B diag(z)A is replaced by the deterministic
B diag(p)A for inference. The inference time is
close to that of LoRA. To compare the performance,
we use the same strategy on Bayesian LoRA base-
lines, including BLoB, C-LoRA, and TFB, where
the parameters to be sampled are replaced by their
posterior mean during inference. Table 8 in the
appendix shows that without MC sampling for in-
ference, DALorRA still achieves competitive per-
formance in uncertainty quantification.

5.3 Ablation and Additional Analyses

Necessity of mask posterior learning. To
demonstrate the critical need for learning the mask
posterior, we compare DALorRA against a random
masking strategy that similarly induces rank uncer-
tainty. Specifically, we fix » = 8 and randomly
zero out K (up to 7) diagonal entries of D in every
mini-batch iteration of stochastic gradient descent,
acting as a rank-level dropout. The inference is
the same as in DALorRA, where M = 10 Monte
Carlo samples of D are aggregated for prediction.

The results are illustrated in Figure 2. Random

masking, even with an optimal K, still underper-
forms DALorRA, and K remarkably affects its
performance and depends on downstream tasks.
For instance, aggressively masking rank dimen-
sions severely degrades accuracy on WG-M and
OBQA due to capacity starvation but slightly im-
proves accuracy on ARC-E. Moreover, on WG-M
and OBQA, better ECE and NLL are achieved
at a smaller K, which, however, severely com-
promises ACC, whereas all three metrics are op-
timized at a larger K on ARC-E. This inconsis-
tent accuracy-calibration trade-off highlights the
necessity of data-adaptive rank uncertainty. By
learning the mask posterior and performing pos-
terior sampling for inference, DALorRA achieves
consistently strong performance without manually
specifying masking intensity.

Maximum allowable rank. We show the impor-
tant role of the maximum allowable rank . We vary
r from 3 to 8 to obtain different levels of model ca-
pacity and compare DALorRA’s performance. As
shown in Figure 3, increasing r generally improves
accuracy and reduces ECE and NLL. This indicates
that better performance stems from combining suf-
ficient capacity with rank sparsity. In addition, the
performance trends vary across data. For exam-
ple, in Figure 3c, DALorRA’s NLL decreases with
r faster on ARC-C and OBQA than on WG-M,
which also necessitates learning the mask posterior
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Figure 3: Impact of maximum allowable rank r. A large r generally improves both accuracy and calibration.

Table 3: Performance comparison on TriviaQA un-
der free-form generation with Llama-3.1-8B. Accuracy,
ECE, and AUROC are reported in percentages.

Method Accuracy T ECE | AUROC 1

C-LoRA  62.58 +£0.04 10.11 £0.04 78.43+0.24
BLoB 64.36 + 0.88 4.53 £0.13 81.91 +1.47
TFB 63.54 +0.26 5.48 £0.18 80.66 + 1.06

DALorRA 66.88 £0.60 5.15+0.33 82.10+ 0.85

from the data.

Posterior mask probabilities. Figure 4 illus-
trates the learned posterior mask probabilities for
the transformer Query and Value projection ma-
trices. We observe non-uniform patterns across
both transformer layers and rank indices, indicat-
ing that DALorRA’s rank sparsity depends on the
layer, projection module, and data. This qualitative
evidence suggests that the proposed masking mech-
anism learns data-adaptive rank allocation instead
of imposing a uniform rank structure.

Open-Ended Question Answering. To assess
DALorRA beyond classification-style reasoning,
we further evaluate it on open-ended generation
using TriviaQA. We quantify predictive confidence
by the normalized exact-match agreement among
responses generated from multiple posterior sam-
ples. Under the same experimental protocol as the
main results, DALorRA achieves the best accuracy
and AUROC, and the second-best ECE, compared
with competitive baselines (Table 3). These results
suggest that the learned rank-mask posterior also
provides effective uncertainty estimates for open-
ended question answering.

Additional results. We provide additional ex-
perimental results in Appendix B, including using
an alternative foundation model, Llama2-7B, per-
formance on combined datasets, impacts of the
Bernoulli prior, and efficiency comparison on other
data.

WG-M (Query) WG-M (Value)

Transformer Layer

1 2 3 4 5 6 7 8
Rank Index

OBQA (Query)

1 2 3 4 5 6 7 8
Rank Index

OBQA (Value)

0
0.6
0.4
1 2 3 4 5 6 7 8

Rank Index
BoolQ (Value)

Transformer Layer

Posterior Mask Probability

1 2 3 4 5 6 7 8
Rank Index

BoolQ (Query)

Transformer Layer

1 2 3 4 5 6 7 8
Rank Index

1 2 3 45 6 7 8
Rank Index

Figure 4: Posterior Bernoulli probabilities of DALorRA
masks D on WG-M, OBQA, and BoolQ.

6 Conclusion

We propose DALorRA as a novel parameter-
efficient fine-tuning framework for LLM uncer-
tainty quantification. By systematically learning
a variational posterior over the LoRA rank com-
ponents, DALorRA prunes superfluous capacity
while effectively capturing epistemic uncertainty.
Our comprehensive evaluations across diverse tasks
demonstrate that DALorRA significantly improves
LLM calibration without sacrificing fundamental
reasoning accuracy. By introducing negligible pa-
rameter overhead and training costs compared to
standard LoRA, our approach offers a scalable solu-
tion. Bridging the principled uncertainty estimation
of Bayesian methods with the robust generalization
of deep ensembles, DALorRA provides a practi-
cal and reliable pathway for deploying trustworthy
LLMs in complex, real-world environments.
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While DALorRA presents a highly parameter-
efficient approach to LLM calibration, several lim-
itations highlight promising directions for future
research. First, our empirical evaluation is pre-
dominantly focused on classification-style reason-
ing tasks with fixed answer spaces; future work
can extend this framework to open-ended genera-
tion scenarios where hallucinations and uncertainty
are more complex to characterize. Second, the
reliance on multiple Bernoulli mask samples for
inference introduces extra overhead, which poses
challenges for latency-sensitive applications and
necessitates the development of more efficient in-
ference approximations. Third, because DALorRA
models uncertainty solely at the LoRA rank level
rather than over full adapter weights, it may miss
fine-grained, weight-level uncertainty. To address
this, future work could seamlessly integrate our
data-adaptive rank masking with more expressive,
weight-level Bayesianization approaches. Finally,
the current variational posterior assumes an inde-
pendent Bernoulli factorization that ignores poten-
tial dependencies across ranks, layers, and projec-
tion modules. Developing structured variational
posteriors capable of capturing these complex ar-
chitectural dependencies remains an important area
for future investigation.

Ethical Considerations

We anticipate no ethical concerns related to this
work, as the study exclusively uses publicly avail-
able data with sensitive information redacted. We
used Al writing assistants only for language polish-
ing, formatting suggestions, and auxiliary writing
support. All scientific claims, experimental results,
analyses, and final manuscript content were veri-
fied and approved by the authors.

References

Yavuz Bakman, Sungmin Kang, Zhiqi Huang,
Duygu Nur Yaldiz, Catarina G Belém, Chenyang

Zhu, Anoop Kumar, Alfy Samuel, Salman Aves-
timehr, Daben Liu, and 1 others. 2025. Uncertainty
as feature gaps: Epistemic uncertainty quantifica-
tion of llms in contextual question-answering. arXiv
preprint arXiv:2510.02671.

Oleksandr Balabanov and Hampus Linander. 2024. Un-
certainty quantification in fine-tuned llms using lora
ensembles. arXiv preprint arXiv:2402.12264.

Charles Blundell, Julien Cornebise, Koray
Kavukcuoglu, and Daan Wierstra. 2015. Weight
uncertainty in neural network. In International
conference on machine learning, pages 1613-1622.
PMLR.

Dylan Bouchard, Mohit Singh Chauhan, David Skar-
brevik, Ho-Kyeong Ra, Viren Bajaj, and Zeya Ah-
mad. 2026. Uqlm: A python package for uncertainty
quantification in large language models. Journal of
Machine Learning Research, 27(13):1-10.

Jeonghwan Cheon and Se-Bum Paik. 2026. Brain-
inspired warm-up training with random noise for un-
certainty calibration. Nature Machine Intelligence,
pages 1-12.

Christopher Clark, Kenton Lee, Ming-Wei Chang,
Tom Kwiatkowski, Michael Collins, and Kristina
Toutanova. 2019. Boolq: Exploring the surprising
difficulty of natural yes/no questions. In Proceedings
of the 2019 conference of the north American chap-
ter of the association for computational linguistics:
Human language technologies, volume 1 (long and
short papers), pages 2924-2936.

Peter Clark, Isaac Cowhey, Oren Etzioni, Tushar Khot,
Ashish Sabharwal, Carissa Schoenick, and Oyvind
Tafjord. 2018. Think you have solved question an-
swering? try arc, the ai2 reasoning challenge. arXiv
preprint arXiv:1803.05457.

Guanzhi Deng, Bo Li, Ronghao Chen, Huacan Wang,
Lijie Wen, and Lingi Song. 2026. Dr-lora: Dynamic
rank lora for mixture-of-experts adaptation. arXiv
preprint arXiv:2601.04823.

Ning Ding, Xingtai Lv, Qiaosen Wang, Yulin Chen,
Bowen Zhou, Zhiyuan Liu, and Maosong Sun. 2023.
Sparse low-rank adaptation of pre-trained language
models. In Proceedings of the 2023 conference on
empirical methods in natural language processing,

pages 4133—4145.

Yarin Gal and Zoubin Ghahramani. 2016. Dropout as a
bayesian approximation: Representing model uncer-
tainty in deep learning. In international conference
on machine learning, pages 1050-1059. PMLR.

Aaron Grattafiori, Abhimanyu Dubey, Abhinav Jauhri,
Abhinav Pandey, Abhishek Kadian, Ahmad Al-
Dahle, Aiesha Letman, Akhil Mathur, Alan Schelten,
Alex Vaughan, and 1 others. 2024. The llama 3 herd
of models. arXiv preprint arXiv:2407.21783.

7566



Jiancheng Gu, Jiabin Yuan, Jiyuan Cai, Xianfa Zhou,
and Lili Fan. 2025. La-lora: Parameter-efficient fine-
tuning with layer-wise adaptive low-rank adaptation.
Neural Networks, page 108095.

Dan Hendrycks, Collin Burns, Steven Basart, Andy Zou,
Mantas Mazeika, Dawn Song, and Jacob Steinhardt.
2020. Measuring massive multitask language under-
standing. arXiv preprint arXiv:2009.03300.

Frederik Hoppe, Claudio Mayrink Verdun, Hannah
Laus, Felix Krahmer, and Holger Rauhut. 2024.
Non-asymptotic uncertainty quantification in high-
dimensional learning. Advances in neural informa-
tion processing systems, 37:122524—-122555.

Edward J Hu, Yelong Shen, Phillip Wallis, Zeyuan
Allen-Zhu, Yuanzhi Li, Shean Wang, Liang Wang,
Weizhu Chen, and 1 others. 2022. Lora: Low-rank
adaptation of large language models. Icir, 1(2):3.

Weizhong Huang, Yuxin Zhang, Xiawu Zheng, Yang
Liu, Jing Lin, Yiwu Yao, and Rongrong Ji. 2025. Dy-
namic low-rank sparse adaptation for large language
models. arXiv preprint arXiv:2502.14816.

Eric Jang, Shixiang Gu, and Ben Poole. 2016. Categori-
cal reparameterization with gumbel-softmax. arXiv
preprint arXiv:1611.01144.

Mingjian Jiang, Yangjun Ruan, Sicong Huang, Saifei
Liao, Silviu Pitis, Roger Baker Grosse, and Jimmy
Ba. 2023. Calibrating language models via aug-
mented prompt ensembles. In ICML Workshop on
Challenges in Deployable Generative Al.

Diederik P Kingma and Max Welling. 2013. Auto-
encoding variational bayes. arXiv preprint
arXiv:1312.6114.

Durk P Kingma, Tim Salimans, and Max Welling. 2015.
Variational dropout and the local reparameterization
trick. Advances in neural information processing
systems, 28.

Lorenz Kuhn, Yarin Gal, and Sebastian Farquhar. 2023.
Semantic uncertainty: Linguistic invariances for un-
certainty estimation in natural language generation.
arXiv preprint arXiv:2302.09664.

Vishnuprasadh Kumaravelu, Sunil Gupta, and PK Sri-
jith. 2026. Post-optimization adaptive rank allocation
for lora. arXiv preprint arXiv:2604.27796.

Balaji Lakshminarayanan, Alexander Pritzel, and
Charles Blundell. 2017. Simple and scalable pre-
dictive uncertainty estimation using deep ensembles.
Advances in neural information processing systems,
30.

Hannes Leeb and Benedikt M Potscher. 2005. Model se-
lection and inference: Facts and fiction. Econometric
Theory, 21(1):21-59.

Yawei Li, David Riigamer, Bernd Bischl, and Mina
Rezaei. 2025. Calibrating 1lms with information-

theoretic evidential deep learning. arXiv preprint
arXiv:2502.06351.

Stephanie Lin, Jacob Hilton, and Owain Evans. 2022.
Teaching models to express their uncertainty in
words. arXiv preprint arXiv:2205.14334.

Zequan Liu, Jiawen Lyn, Wei Zhu, Xing Tian, and
Yvette Graham. 2024. Alora: Allocating low-rank
adaptation for fine-tuning large language models. In
Proceedings of the 2024 Conference of the North
American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies
(Volume 1: Long Papers), pages 622—641.

Sourab Mangrulkar, Sylvain Gugger, Lysandre Debut,
Younes Belkada, Sayak Paul, and Benjamin Bossan.
2022. Peft: State-of-the-art parameter-efficient fine-
tuning methods.

Patryk Marszatek, Klaudia Batazy, Jacek Tabor, and
Tomasz Ku$mierczyk. 2025. Minimal ranks, max-
imum confidence: parameter-efficient uncertainty
quantification for lora. In Findings of the Associ-
ation for Computational Linguistics: EMNLP 2025.
Association for Computational Linguistics.

Todor Mihaylov, Peter Clark, Tushar Khot, and Ashish
Sabharwal. 2018. Can a suit of armor conduct elec-
tricity? a new dataset for open book question an-
swering. In Proceedings of the 2018 conference on

empirical methods in natural language processing,
pages 2381-2391.

Dmitry Molchanov, Arsenii Ashukha, and Dmitry
Vetrov. 2017. Variational dropout sparsifies deep
neural networks. In International conference on ma-
chine learning, pages 2498-2507. PMLR.

Mahdi Pakdaman Naeini, Gregory Cooper, and Milos
Hauskrecht. 2015. Obtaining well calibrated proba-
bilities using bayesian binning. In Proceedings of the
AAAI conference on artificial intelligence, volume 29.

Lakshmana Sri Harsha Nemani, PK Srijith, and Tomasz
Kus$mierczyk. 2025. Efficient uncertainty in llms
through evidential knowledge distillation. arXiv
preprint arXiv:2507.18366.

Jiani Ni, He Zhao, Jintong Gao, Dandan Guo, and
Hongyuan Zha. 2025. Balancing two classifiers via
a simplex etf structure for model calibration. In
2025 IEEE/CVF Conference on Computer Vision and
Pattern Recognition (CVPR), pages 30712-30721.
IEEE.

Jiani Ni, He Zhao, Yibo Yang, and Dandan Guo. 2026.
Deep neural network calibration by reducing classi-
fier shift with stochastic masking. Pattern Recogni-
tion, page 113217.

Ruijia Niu, Dongxia Wu, Rose Yu, and Yi-An Ma.
2024. Functional-level uncertainty quantification
for calibrated fine-tuning on llms. arXiv preprint
arXiv:2410.06431.

Amir Hossein Rahmati, Sanket Jantre, Weifeng Zhang,
Yucheng Wang, Byung-Jun Yoon, Nathan Urban, and
Xiaoning Qian. 2026. C-lora: Contextual low-rank

7567


https://openreview.net/forum?id=L0dc4wqbNs
https://openreview.net/forum?id=L0dc4wqbNs

adaptation for uncertainty estimation in large lan-
guage models. Advances in Neural Information Pro-
cessing Systems, 38:67459-67485.

Keisuke Sakaguchi, Ronan Le Bras, Chandra Bhagavat-
ula, and Yejin Choi. 2021. Winogrande: An adver-
sarial winograd schema challenge at scale. Commu-
nications of the ACM, 64(9):99—-106.

Artem Shelmanov, Maxim Panov, Roman Vashurin,
Artem Vazhentsev, Ekaterina Fadeeva, and Timothy
Baldwin. 2025. Uncertainty quantification for large
language models. In Proceedings of the 63rd Annual
Meeting of the Association for Computational Lin-
guistics (Volume 5: Tutorial Abstracts), pages 3—4.

Haizhou Shi, Yibin Wang, Ligong Han, Huan Zhang,
and Hao Wang. 2026. Training-free bayesianization
for low-rank adapters of large language models. Ad-
vances in Neural Information Processing Systems,
38:41663—-41700.

Nitish Srivastava, Geoffrey Hinton, Alex Krizhevsky,
Ilya Sutskever, and Ruslan Salakhutdinov. 2014.
Dropout: a simple way to prevent neural networks
from overfitting. The journal of machine learning
research, 15(1):1929-1958.

Ryan J Tibshirani, Jonathan Taylor, Richard Lock-
hart, and Robert Tibshirani. 2016. Exact post-
selection inference for sequential regression proce-
dures. Journal of the American Statistical Associa-

tion, 111(514):600—620.

Hugo Touvron, Louis Martin, Kevin Stone, Peter Al-
bert, Amjad Almahairi, Yasmine Babaei, Nikolay
Bashlykov, Soumya Batra, Prajjwal Bhargava, Shruti
Bhosale, and 1 others. 2023. Llama 2: Open foun-
dation and fine-tuned chat models. arXiv preprint
arXiv:2307.09288.

Mojtaba Valipour, Mehdi Rezagholizadeh, Ivan
Kobyzev, and Ali Ghodsi. 2023. Dylora: Parameter-
efficient tuning of pre-trained models using dynamic
search-free low-rank adaptation. In Proceedings of
the 17th Conference of the European Chapter of
the Association for Computational Linguistics, pages
3274-3287.

Harshil Vejendla, Haizhou Shi, Yibin Wang, Tunyu
Zhang, Huan Zhang, and Hao Wang. 2025. Efficient
uncertainty estimation via distillation of bayesian

large language models. arXiv e-prints, pages arXiv—
2505.

Haozhong Wang, Zhuo Li, Yibo Yang, He Zhao,
Hongyuan Zha, and Dandan Guo. 2026. Safeguard-
ing llm fine-tuning via push-pull distributional align-
ment. In Proceedings of the 64th Annual Meeting of
the Association for Computational Linguistics (Vol-
ume 1: Long Papers), pages 23624-23646.

Xi Wang, Laurence Aitchison, and Maja Rudolph. 2023.
Lora ensembles for large language model fine-tuning.
arXiv preprint arXiv:2310.00035.

Yibin Wang, Haizhou Shi, Ligong Han, Dimitris
Metaxas, and Hao Wang. 2024. Blob: Bayesian
low-rank adaptation by backpropagation for large
language models. Advances in neural information
processing systems, 37:67758-67794.

Haotian Xiang, Bingcong Li, and Qin Lu. 2026. Scal-
able variational bayesian fine-tuning of llms via
orthogonalized low-rank adapters. arXiv preprint
arXiv:2604.03388.

Miao Xiong, Zhiyuan Hu, Xinyang Lu, Yifei Li, Jie
Fu, Junxian He, and Bryan Hooi. 2024. Can llms
express their uncertainty? an empirical evaluation
of confidence elicitation in 1lms. In International
Conference on Learning Representations, volume
2024, pages 23650-23678.

Adam Yang, Maxime Robeyns, Xi Wang, and Laurence
Aitchison. 2024. Bayesian low-rank adaptation for
large language models. In international conference
on learning representations, volume 2024, pages
1812-1842.

Bingjie Zhang, Yibo Yang, Ren Zhe, Dandan Guo, Jin-
dong Gu, Philip Torr, and Bernard Ghanem. 2026.
A guardrail for safety preservation: When safety-
sensitive subspace meets harmful-resistant null-space.

In International Conference on Learning Representa-
tions, volume 2026, pages 134322-134347.

Haojie Zhang. 2025. Droplora: Sparse low-rank adap-
tation for parameter-efficient fine-tuning. arXiv
preprint arXiv:2508.17337.

Qingru Zhang, Minshuo Chen, Alexander Bukharin,
Nikos Karampatziakis, Pengcheng He, Yu Cheng,
Weizhu Chen, and Tuo Zhao. 2023. Adalora: Adap-
tive budget allocation for parameter-efficient fine-
tuning. arXiv preprint arXiv:2303.10512.

Yuhua Zhou, Changhai Zhou, Shiyang Zhang, Fei Yang,
Yi Zhang, and Aimin Pan. 2026. Lara: Layer-wise
rank allocation for efficient fine-tuning of pruned
large language models. Information Processing &
Management, 63(3):104538.

7568



A Implementation Details

A.1 Dataset Details

We provide dataset statistics in Table 4. AAO de-
notes the merged dataset of ARC-E, ARC-C, and
OBQA, while WB denotes the merged dataset of
Winogrande-Medium and BoolQ. The full Com-
bined dataset merges all six commonsense rea-
soning benchmarks and uses the unified label set
{A,B,C,D, E, True, False}. Table 5 summarizes
the prompt templates used for commonsense rea-
soning tasks.

A.2 Evaluation Metrics for Uncertainty
Estimation

We evaluate predictive performance and uncer-
tainty quality using Accuracy (ACC), Negative
Log-Likelihood (NLL), and Expected Calibration
Error (ECE) (Naeini et al., 2015). Given a test
set Diest = { (x4, yi)}ij\il, the predicted label is
defined as §; = arg max, pp(y | x;). Accuracy
measures the fraction of correctly predicted exam-
ples:

1
ACC = —
cC (6)

1=
[m—y

NLL evaluates the quality of the full predictive
distribution by penalizing low probability assigned
to the ground-truth label:

N
1
NLL = —— ;logm(yi (%) @

Compared with accuracy, NLL is more sensitive to
over-confident wrong predictions, since assigning
high confidence to an incorrect label increases the
loss substantially.

ECE measures how well model confidence
matches empirical correctness. Following standard
practice, we partition predictions into Ny, con-
fidence bins { By} é\f‘f‘ and compute the weighted
average gap between accuracy and confidence:

Npin
ECE = Z By lacc(Bp) — conf(By)|.  (8)

Here, the accuracy and confidence of bin B, are
computed as

acc(By) = =Yi), 9

|Bb| 21

i€By

conf(By) = | Z maxpg (y | x;). (10)

In our experiments, we use Ny, = 15 bins for
ECE computation. Higher ACC indicates better
predictive performance, while lower NLL and ECE
indicate better uncertainty estimation and calibra-
tion.

A.3 Bayesianization and Training

Shared Configuration. We use the same data
splits, prompt templates, and evaluation protocol
for all methods. Unless otherwise specified, all
LoRA-based models are fine-tuned with AdamW
using a batch size of 4, a linear learning-rate decay
schedule, and a warmup ratio of 0.06. The max-
imum sequence length is set to 300 tokens. For
standard LoRA adapters, we set the LoRA rank
to r = 8 and the LoRA scaling factor to o = 16.
For sampling-based uncertainty estimation meth-
ods, we use M = 10 Monte Carlo samples during
inference unless otherwise stated. All reported re-
sults are averaged over three random seeds when
repeated runs are available.

Baseline Configuration. We compare DALorRA
with representative deterministic and uncertainty-
aware LoRA baselines. MLE and MAP are used as
deterministic PEFT baselines, where MLE follows
standard LoRA fine-tuning and MAP introduces
prior-based regularization. MCD and Deep Ensem-
ble are included as sampling- and ensemble-based
baselines: MCD averages multiple predictions with
dropout enabled at inference time, while Deep En-
semble averages independently fine-tuned LoRA
models. LA is implemented as a post-hoc Bayesian
method that applies a Laplace approximation to
trained LoRA parameters.

For variational Bayesian baselines, we include
BLoB, TFB, and C-LoRA. BLoB Bayesianizes the
LoRA adapter by placing a Gaussian variational
posterior over the A matrix while keeping B deter-
ministic (Wang et al., 2024). TFB is applied as a
training-free Bayesianization method that converts
trained LoRA adapters into Bayesian ones with-
out additional gradient-based fine-tuning (Shi et al.,
2026). C-LoRA follows its original contextual low-
rank adaptation setting, where a lightweight con-
textual module is used to model input-dependent
uncertainty in the low-rank space (Rahmati et al.,
2026). All baselines are implemented following
the protocols established in TFB (Shi et al., 2026).
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Table 4: Dataset statistics.

WG-S ARC-C ARC-E WG-M OBQA BoolQ AAO WB

Chem Phy Combined

Size of Label Space 2 5 5 2 4 2 5 4 4 4 7
Size of Training Set 640 1,119 2,251 2,258 4957 9427 8,327 11,685 - - 20,652
Size of Test Set 1,267 299 570 1,267 500 3270 1,369 4,537 100 102 7,173

Table 5: Prompt templates for common sense reasoning tasks.

Task

Prompt

Winogrande (WG-S/WG-M)

Select one of the choices that answers the following question:

{question} Choices: A. {optionl}. B. {option2}. Answer:

ARC (ARC-C/ARC-E), OpenBookQA (OBQA), MMLU Select one of the choices that answers the following question:
{question} Choices: A. {choicel}. B. {choice2}. C. {choice3}. D.
{choice4}. Answer:

BoolQ

Answer the question with only True or False:

{question} Context: {passage}.

DALorRA Configuration. For DALorRA, we
set the maximum allowable rank r = 8, scaling
factor @ = 16, and dropout rate 0. All models
are trained for 5,000 gradient steps with AdamW,
learning rate 1 x 10~4, batch size 4, warmup ratio
0.06, and maximum sequence length 300. For vari-
ational rank masking, we use a separate mask-logit
learning rate of 1 x 1072, At inference time, we
use M = 10 Bernoulli mask samples for Bayesian
model averaging. All results are evaluated under
the same protocol as the baseline methods.

B Additional Experimental Results

B.1 Performance on Llama2-7B

Table 6 reports additional results on Llama2-7B
across six common-sense reasoning datasets. Com-
pared with deterministic and ensemble-based base-
lines, DALorRA maintains competitive accuracy
while achieving strong calibration performance.
In particular, DALorRA obtains the best ECE on
five out of six datasets and the second-best ECE
on ARC-E, showing consistent improvements in
confidence calibration. For NLL, DALorRA also
achieves the best or competitive performance on
most datasets, especially on ARC-C, WG-M, and
OBQA. These results further confirm that posterior
rank masking can improve uncertainty estimation
without causing severe degradation in predictive
accuracy.

B.2 Results on Combined Datasets

Figure 5 reports the results on combined datasets,
where related benchmarks are merged according to

their answer-space compatibility. Compared with
the single-dataset results in Table 6, calibration met-
rics are generally improved on the merged datasets.
In particular, ECE and NLL tend to decrease after
merging related tasks, suggesting that increasing
the effective training size may help alleviate over-
confidence during LoRA fine-tuning.

Among the compared methods, our variants
maintain competitive accuracy while achieving
strong calibration performance. On the AAO and
WB splits, our method achieves the lowest ECE,
indicating that rank-level Bayesianization remains
effective when related tasks are jointly trained. On
the fully combined dataset, our DALorRA variant
also obtains competitive ACC and NLL compared
with BLoB, C-LoRA, and TFB variants.

These observations should not be interpreted as
a strict causal conclusion, but they are consistent
with prior findings that calibration can be affected
by the effective training data scale and the amount
of data available relative to model capacity (Wang
et al., 2024; Cheon and Paik, 2026). Overall, the
combined-dataset results suggest that DALorRA
provides a favorable trade-off between predictive
performance and calibration, while also indicating
that data scale is an important factor in uncertainty
estimation for LoRA-adapted LLMs.

B.3 Effect of the Prior Bernoulli Probability

We study the impact of the prior Bernoulli probabil-
ity, pg, on the performance of DALorRA. As illus-
trated in Figure 6, the performance is robust when
po varies within a reasonable range. The small
fluctuation in performance with pg is theoretically
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Table 6: Performance of different methods applied to LoRA on Llama2-7B pre-trained weights, where Accuracy
(ACC) and Expected Calibration Error (ECE) are reported in percentages. The evaluation is done across six
common-sense reasoning tasks with a shared hyperparameter setting after 5,000 gradient steps. We use M = 10
samples during inference in all sampling-based methods, including BLoB (Wang et al., 2024), TFB (Shi et al., 2026),
and C-LoRA (Rahmati et al., 2026). “?”” and “}” indicate that higher and lower values are preferred, respectively.
Boldface and underlining denote the best and the second-best performance, respectively.

Metric Method Data
WG-S ARC-C ARC-E WG-M OBQA BoolQ
MAP 69.371104 67.67+118 85.204063 74.57+073 81.60+040  87.68+0.02
MCD 69.0641.49 66.664930 85.494074  75.89404s8 81.464092 87.67+0.08
Deep Ensemble 68.98i0,97 68.5712‘11 86.24i1‘26 77-3911‘08 82.20i0‘91 88.07i0.17
ACC (1) LA 68.1841 04 64.171097 85.3040.97 74.1540.40 77.5340.80 86.4540.35
BLoB 66.554061  66.6649205  84.564090  73.384029 81.444053 86.63+0.50
TFB 66.844150 67.624112 84.5240g0 73.134933 81.104061  86.3640.96
C-LoRA 66.214194 67.794107 84.3840¢7 70.481171 78.2649¢61  84.644081
DALorRA 66.614087 67.5710.96 85.0440.52 73.7340.75 81.8040.43 86.44 10,98
MAP 29.7641 08 30.60+1 .26 13.4940.63 23.0140.44 15.3040.11 5.93+0.36
MCD 28494160  29.604077  12.694060  20.73+0.38 14.3441.11 5.13+0.25
Deep Ensemble 28'72i146 27'75i1A86 11'87i0.16 18.67i0_29 13.9811_12 5~24i0.27
ECE (\L) LA 11.4140.17 30.5440.70 45.8549 08 10.8040.38 35.6541.14 18.2240.41
BLoB 11.2341.45 10.7741.01 4.2941 08 4.5210.91 3.8240.96 1.4640.36
TFB 9.36+1.02 7371021  3.031043  4.071165 5.9410.46 5.37+0.44
DALorRA 7.84:|:0,92 7-04:|:0.66 3-31:|:0.58 2.91:|:0_41 3.72:|:0_52 1.14:|:0_29
MAP 2.8640.23 3.0710.09 1.1340.10 1.2610.12 1.0440.02 0.3410.00
MCD 2.5010.12 2.8110.25 1.1340.04 1.16.10.03 1.0140.07 0.3210.00
Deep Ensemble  2.44.(93 2.2040.03 0.9140.05 1.0410.09 0.87+0.03 0.32+0.00
NLL (1) LA 0.6219.00 1.1740.01 0.9740.05 0.56-0.00 0.98+0.01 0.4540.00
BLoB 0.66.+£0.01 0.88+0.03 0.4410.00 0.5410.00 0.511001  0.3110.01
TFB 0.6240.03 0.86+0.01 0.4210.03 0.56+0.03 0.50+0.01 0.3410.00
C-LoRA 0.63+0.02 0.88+0.00 0.4840.02 0.57+0.03 0.59+0.05 0.35+0.02
DALorRA 0.62:|:0_02 0.83:|:0,02 0.45:|:0_01 0.54:|:0_01 0.49;‘;0_02 0.32:|:0_00
BN BloB W TFB(MLE) BE TFB(BLoB-Mean)
B9 C-LoRA [ TFB(MAP) EE DALorRA
(a) Accuracy (b) Calibration Error (c) Negative Log-Likelihood
5] 0.60
821
- _ 0.55]
X 80 X
TS lé l50450—
g 7] ] 0.451
0.401
761 0.35

AAO WB

Combined

AAO

WB Combined

AAO WB

Combined

Figure 5: Performance comparison on combined datasets. We use M = 5 samples during inference in all sampling-
based methods, including prior BLoB (Wang et al., 2024), TFB (Shi et al., 2026), and C-LoRA (Rahmati et al.,
2026). AAO combines ARC-E, ARC-C, and OBQA; WB combines WG-M and BoolQ; and Combined merges all
six benchmarks. DALorRA achieves strong calibration on AAO and WB while maintaining competitive accuracy
across merged settings.
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Figure 6: Sensitivity analysis of the prior Bernoulli probability pg

Table 7: Efficiency Comparison among LoRA, BLoB, C-LoRA, and DALorRA. The experiments are conducted on
a single NVIDIA A40 GPU and based on Llama-3.1-8B with rank » = 8, batch size 4, and 2,000 training iterations.
The subscripts indicate the relative cost compared to LoRA,with red or green denoting worse or better efficiency.

Method Trainable/Extra Params ARC-C wG-M BoolQ
Train/Eval (s) Mem. (MB) Train/Eval (s) Mem. (MB) Train/Eval (s) Mem. (MB)
LoRA 4,466,688/0 1,977.631.00x /38.281.00x 11,462.94100x  1,266.591.00x/105.791.00x 7,755.071.00x 3,530.781.00x /756.361.00x 14,279.041 00x
BLoB 6,596,608 45 / + 2,129,920  2,034.891.03x /383.5710.02x  13,092.711 14 1,316.691 .04 /1,046.980 00  8,306.961 07,  3,600.761.025 /7,581.5110.02x  16,708.24; 17,
C-LoRA 5,044,928, 13,/ + 578,240 5,015.915 54, /194.3T5 08 16,283.281 40« 4,676.123 69 /738.956.99« 11,338.001.46x  5,717.401 625 /2,684.163 55, 20,601.881 14
DALorRA (Ours) 4,467,208 0001/ + 520 1,125.130.57 /223.635.81»  13,880.681 21« 895.070.71 /810.417 66 9,216.751.19x 1,640.120 46+ /3,321.28, 39 17,398.391 20
WG-S (Query) WG-S (value) with BLoB and C-LoRA. DALorRA takes the least
4 . . . .
7 Lo training time, even faster than LoRA due to its
g sparse configuration; it uses only 0.57x, 0.71x,
g and 0.46x the training time of LoRA on ARC-
© .
= o8 C, WG-M, and BoolQ, respectively. DALorRA
Rank Index. T enkindex | remains faster than BLoB and comparable to C-
- - > . . . . .
o RCC Q) ARC-C (Value) = LoRA in evaluation (inference) time with moderate
[ . .
7 . °'G§“’ memory overhead. In addition, DALorRA’s over-
= a .« . . . .
g2 ¥ all (training and evaluation) time is comparable
= ©
82 T to LoRA’s on the three datasets. This shows that
© 4T . . . . ..
=28 s DALOorRA achieves great calibration with minimal
1 2 3 4 5 6 7 3 4 5 6 7 8 8

Rank Index

Rank Index

ARC-E (Query) ARC-E (Value)
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Figure 7: Posterior Bernoulli probabilities of DALorRA
masks D on WG-S, ARC-C, and ARC-E.

expected, as the prior influences the regularization
intensity of the Kullback-Leibler divergence.

B.4 Efficiency and resource consumption

We compare the efficiency of the sampling-based
uncertainty-aware fine-tuning methods (BLoB, C-
LoRA, and DALorRA) with regular LoRA. As
shown in Table 7, DALorRA adds only 520 extra
trainable parameters, which is negligible compared

computational cost and favorable overall efficiency.

B.5 Deterministic Posterior-Mean Inference

Monte Carlo (MC) averaging requires multiple for-
ward passes at inference. We therefore evaluate a
deterministic variant of DALorRA: each Bernoulli
rank mask is replaced by its learned posterior mean
at test time, following the test-time scaling idea
in dropout (Srivastava et al., 2014). This removes
MC sampling and uses a single forward pass. We
apply the same posterior-mean inference to BLoB,
C-LoRA, and TFB for a fair comparison.

Table 8 shows that DALorRA remains com-
petitive without MC sampling. On the six in-
distribution datasets, it achieves the lowest ECE
on four datasets and the lowest or tied-lowest NLL
on four datasets, while maintaining comparable
accuracy. MC averaging can still improve accu-
racy by combining multiple rank-mask configu-
rations, whereas deterministic inference provides
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Table 8: Performance of Bayesian LoRA methods on Llama-3.1-8B under deterministic posterior-mean inference,
without Monte Carlo sampling.

In-Distribution

Out-of-Distribution (OBQA—X)

Small Shift Large Shift
Metric ~ Method WG-S ARC-C ARC-E WG-M OBQA BoolQ ARC-C ARC-E Chem Phy
CLoRA 73.77+£3.41 81.76+0.48 90.32+£0.75 82.96+1.01 86.10+1.56 88.861+0.48 78.56+0.33 86.20+1.24 43.56+0.13 44.23+0.22
ACC (1) BLoB  78.09+0.34 83.11+2.39 90.254+0.50 83.154+0.22 87.90+0.42 89.43+0.11 80.21+0.00 86.61+0.54 45.31+1.56 45.83+2.08
TFB 77.89+0.06 80.741+0.48 90.25+0.50 83.15+0.22 88.10+0.22 89.12£0.15 79.86+0.35 86.96+0.36 43.75+£1.04 46.35+0.52
Ours 77.89+0.45 82.12+0.24 89.73+0.12 83.57+0.28 87.80+0.18 89.24+0.12 80.24+0.22 86.46+0.11 44.33+0.14 45.86+0.38
CLoRA 21.89+2.26 13.29+0.16 6.60+1.62 11.98+£1.24 7.00£1.14 5.02+£1.09 9.22£1.26 6.124£0.34 19.34+0.44 20.64+0.22
ECE (1) BLoB  14.83+0.53 10.48+1.19 4.09+0.48 8.14+1.14 5.04+0.59 3.56+0.79 8.28+0.10 4.71+0.16 17.98+1.32 20.57+0.17
TFB 14.874£0.67 11.64+0.47 3.98+£0.46 8.14+1.13 5.06+0.19 4.30+0.06 8.00+0.29 4.90+0.58 22.08+1.07 18.01+1.06
Ours 14.02+0.56 11.06+0.47 4.62+0.23 7.69+£0.29 3.83+0.14 3.25+0.16 8.00+0.11 5.124+0.36 19.66+1.21 18.24+0.34
CLoRA 1.21£0.02 0.79+0.03 0.4240.15 0.61£0.09 0.42+0.05 0.31£0.01 0.69+0.02 0.454+0.03 1.21£0.04 1.37+0.01
NLL (J) BLoB  0.70+0.04 0.69+0.01 0.27+0.02 0.51+0.02 0.36+0.02 0.27+£0.01 0.62£0.01 0.40£0.02 1.294+0.01 1.3640.00
TFB 0.7240.01  0.7540.02 0.28+0.02  0.50+0.02 0.36+£0.02 0.2840.00 0.61+0.01 0.414+0.00 1.354+0.03 1.3440.04
Ours 0.73+0.02  0.69+0.01 0.30+0.02 0.50+0.01 0.35+£0.01 0.26+0.02 0.64+0.01 0.40+0.02 1.224+0.03 1.38+0.01

a lower-latency alternative. Uncertainty distilla-
tion is another way to reduce sampling cost, but
requires training an additional student model (Ve-
jendla et al., 2025).
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