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Abstract

Multimodal Large Language Models (MLLMs)
achieve strong vision-language reasoning but
incur large KV caches and high decoding la-
tency with long visual contexts. Existing com-
pression methods rely on observation window
attention for stable token importance estima-
tion, yet this aggregation can dilute sparse crit-
ical evidence and discard answer-relevant to-
kens under aggressive compression. We iden-
tify last query attention as a complementary sig-
nal for recovering such evidence, though its ir-
relevant signals may introduce additional noise.
We propose BACON, a plug-and-play method
that calibrates observation window attention
with last query evidence while suppressing
noise through intra-layer coherence and inter-
layer persistence. Across diverse benchmarks,
models, budgets, and compression methods,
BACON improves multimodal KV-cache com-
pression by 7.5% on average under the most
aggressive budget, with gains up to 30.9%.

1 Introduction

Multimodal Large Language Models (MLLMs)
have become a central foundation for vision-
language intelligence, extending the reasoning and
generation capabilities of Large Language Models
(LLMs) to multimodal scenarios through visual en-
coders and projection modules. Despite strong per-
formance across multimodal tasks, efficient infer-
ence remains challenging as visual inputs become
longer and denser. Visual tokens substantially in-
crease the prefill length (Kwon et al., 2023), and the
KV cache must retain their representations across
layers and attention heads for subsequent decoding.
KV cache compression has therefore become an
important direction for reducing the memory and
latency cost of MLLM inference.

Existing KV cache compression methods typi-
cally retain cached tokens according to their esti-
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Figure 1: Visual Importance Estimation under low bud-

get on SnapKV: Observation window vs. BACON

mated importance. A common strategy is to esti-
mate this importance from an observation window
(Li et al., 2024), i.e., the final segment of prompt
queries, by averaging the attention each cached
token receives from these queries. While this aver-
aging reduces query-specific noise and stabilizes
importance estimation, it also introduces a funda-
mental limitation: sparse answer-relevant visual
evidence can be obscured by query-dependent at-
tention signals unrelated to the target answer (Kang
et al., 2025). Consequently, window aggregation
can dilute sparse visual evidence and bias re-
tention away from answer-critical visual tokens,
especially under aggressive compression, as illus-
trated in Fig. 1 and Fig. 2(a).

We investigate this limitation by analyzing at-
tention dynamics in MLLM KV cache compres-
sion. Our analysis in Fig. 2(b) and 2(c) shows
that the last prompt query can reveal important
boundary evidence weakened by observation win-
dow aggregation. However, it is not sufficiently re-
liable as a standalone retention criterion: as shown
in Fig. 3(a), nearly 70% of its high-attention to-
kens are non-evidential. Directly incorporating last-
query attention into token retention can therefore
assign excessive importance to answer-irrelevant
high-attention tokens, while weakening the stability
provided by observation window aggregation. This
leads to a key insight: the last query is not least for
token retention;, it reveals visual evidence missed by
observation window aggregation, but this evidence
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Figure 2: Observation window aggregation can dilute sparse visual evidence, while the last query recovers
these evidence. (a) Under aggressive KV compression, SparseMM discard answer-critical visual evidence and
produce incorrect predictions, suggesting observation window attention can miss sparse evidence under tight cache
budgets. (b) The last query is more sensitive than earlier prompt queries to answer-relevant tokens, showing its
ability to capture boundary-emergent evidence. (c) Compared with window-averaged attention, last-query attention
better highlights visually important tokens and closely matches the answer’s attention distribution over visual tokens.

should be calibrated against the window-based sig-
nal before guiding token retention.

Motivated by this insight, we propose Boundary
Attention CalibratiON (BACON), a plug-and-play
token retention mechanism for MLLM KV cache
compression. BACON keeps observation window
attention as the stable basis of existing retention
scores and uses last-query attention to calibrate it
with boundary-emergent evidence. However, such
boundary evidence must be distinguished from
noisy high-attention signals before being directly
incorporated into token retention. BACON there-
fore filters last-query signals through local coher-
ence within each layer and persistence across adja-
cent layers, as discovered in Fig. 3(b) and 3(c). In
this way, BACON recovers visual evidence diluted
by window aggregation while avoiding the noise in-
troduced by directly using last-query attention. As
shown in Fig. 1, BACON successfully captures key
visual information needed for questions compared
to base counterparts. More visualization results are
available in C.5.

In summary, our contributions are as follows. (1)
We identify observation window aggregation as a
key limitation why sparse but answer-critical vi-
sual evidence can be diluted and discarded during
aggressive KV cache compression. (2) We propose
BACON, a plug-and-play boundary attention cali-
bration method that leverages evidence revealed by
the last query to calibrate stable but diluted observa-
tion window attention, while suppressing isolated
noise through intra-layer coherence and inter-layer
persistence. (3) We conduct extensive experiments
spanning multimodal understanding, video reason-
ing, GUI grounding, and long-context text tasks,
with (M)LLMs of different scales and architectures,
multiple KV compression methods, and diverse

cache budgets, showing that BACON consistently
improves existing compression methods without
introducing extra inference cost.

2 Related Work

Multimodal Large Language Models. Recent
Multimodal Large Language Models (MLLMs) ex-
tend LLMs with visual encoders and projection
modules, aligning visual features with the language
embedding space for joint vision-language reason-
ing. Representative models, such as LLaVA (Liu
et al., 2024), InternVL (Zhu et al., 2025), and
Qwen3-VL (Bai et al., 2025), have achieved strong
performance across diverse multimodal tasks. Re-
cent advances further support high-resolution in-
puts (Guo et al., 2024), dynamic image tiling (Li
et al., 2025a), and multi-frame video reasoning
(Maaz et al., 2024), improving fine-grained percep-
tion and long-context multimodal understanding.
However, the resulting growth in visual context
length substantially increases KV cache memory
and decoding latency, making efficient inference
critical for scalable deployment.

Efficient Inference and KV Cache Compression
in MLLMs. Efficient MLLM inference has been
explored mainly through visual-token reduction
and KV cache compression. Visual-token reduction
methods prune intermediate visual tokens (Chen
et al., 2024), merge redundant tokens (Shang et al.,
2025), or adapt input resolution (Wang et al., 2024),
reducing computation but often modifying the vi-
sual processing pipeline or effective visual context.
In contrast, KV cache compression reduces mem-
ory and decoding cost after prefill while preserv-
ing the original input representation and forward
pipeline (Kim et al., 2026a; Fu et al., 2025b). In
LLMs, StreaminglLLM (Xiao et al., 2024) and H20
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Figure 3: Why last-query attention needs calibration. (a) The last query can highlight answer evidence, but most
of its high-attention tokens are not useful: only about 9% correspond to truly important evidence, while around 70%
are answer-irrelevant noise. (b) Important visual evidence usually appears as a local region, where neighboring
tokens also receive high attention; in contrast, noise often appears as an isolated attention spike. (c) Important visual
evidence also remains salient across adjacent layers, while noisy spikes are less consistent.

(Zhang et al., 2023) motivate retention through at-
tention sinks and heavy hitters, while SnapKV (Li
et al., 2024), PyramidKV (Cai et al., 2024), and
AdaKV (Feng et al., 2026) rely on observation
window importance estimation and non-uniform
layer/head budgets. Recent MLLM-oriented meth-
ods further adapt cache compression to multimodal
inference (Wan et al., 2024): SparseMM (Wang
et al., 2025a) allocates modality-sensitive budgets,
InfiniPotV (Kim et al., 2026b) uses value-norm-
based visual KV selection, and MixKV (Liu et al.,
2025) balances attention-based importance with
semantic diversity. Despite these advances, most
attention-based methods still use observation win-
dow attention as the primary retention signal. BA-
CON is orthogonal to these methods: it calibrates
window-based retention with last-query boundary
evidence while preserving the original budget allo-
cation and decoding pipeline.

3 Motivation Study

In this section, we analyze the attention pat-
terns and paired failure cases of Qwen2-VL under
SparseMM compression on DocVQA and present
our key findings below:

O Low-budget compression discards visual
evidence. To understand failures under tight
cache budgets, we compare paired cases in which
SparseMM succeeds with a larger budget but fails
with a smaller budget. As shown in Fig. 2(a), the
low-budget setting removes nearly 70% of the vi-
sual tokens retained by the high-budget setting and
discards approximately 30% of the answer-aligned
evidence. And many of the removed evidence to-
kens correspond to low-attention visual regions that
are still essential for grounding the answer. This
finding indicates that aggressive compression can
eliminate not only redundant visual context but
also weak yet semantically decisive evidence. As

visual tokens generally receive lower attention than
text tokens (Chen et al., 2024), they are especially
vulnerable under low-budget selection, which mo-
tivates a retention signal beyond raw observation
window attention.

@ Last query captures boundary evidence. We
next examine where the missing evidence appears
in the attention dynamics by comparing prompt
queries at different positions with observation win-
dow attention. Fig. 2(b) shows that earlier prompt
queries cover only limited answer-aligned evidence,
whereas the last query captures a much larger por-
tion of tokens that are important for the answer.
Fig. 2(c) further shows that this advantage is espe-
cially clear for visual tokens: last-query attention
assigns higher saliency to visually important tokens
and more closely matches the answer’s attention
distribution over visual tokens than observation
window attention. These results suggest that while
observation window aggregation can dilute sparse
visual evidence, the last query remains sensitive to
boundary-emergent visual signals that are closely
tied to the forthcoming answer.

© Intra-layer coherence and inter-layer persis-
tence calibrate noisy boundary evidence. Al-
though last-query attention can discover boundary
evidence weakened by observation window aggre-
gation, Fig. 3(a) shows that its high-attention to-
kens are highly mixed: only 9% correspond to true
answer evidence, whereas nearly 70% are answer-
irrelevant noise. Directly using raw last-query at-
tention for retention would therefore introduce irrel-
evant signals that interfere with important boundary
evidence. As shown in Figs. 3(b) and 3(c), true evi-
dence exhibits stronger intra-layer coherence and
inter-layer persistence: high attention extends from
evidence tokens to neighboring tokens within the
same layer and remains concentrated on the same
token positions across adjacent layers. In contrast,
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answer-irrelevant high-attention tokens are more
isolated within a layer and less stable across layers.
These observations suggest that important bound-
ary evidence should be salient to the last query
while at the same time exhibiting intra-layer coher-
ence and inter-layer persistence.

4 Methodology
4.1 Preliminaries: Attention-Based KV Cache
Compression

Given a multimodal prompt X = {x;}¥,, an
MLLM computes the KV cache during prefill and
reuses it during autoregressive decoding. For layer
[ and attention head h, we denote the cached keys
and values by K! VI € RV*4 where N is the
sequence length and d is the head dimension. KV
cache compression retains a compact subset of KV
pairs under a budget K;; by ranking candidate
tokens for each layer-head pair.

Most attention-based methods estimate token
importance by averaging attention over an obser-
vation window WV near the end of the prompt. Let
Abh € RVNXN denote the causal attention matrix,
where Afl”lz is the attention weight from query posi-
tion ¢ to key position ¢. The observation window
score Bll- s

Lh 1 Lh
B = Wl Z A%i' 1)
WIS

Although le-’h provides a stable relevance esti-
mate, Sec. 3 shows that observation window ag-
gregation can dilute sparse but answer-critical vi-
sual evidence. BACON therefore uses Bf " as the
backbone score and calibrates it with boundary-
emergent evidence exposed by the last query. Fig. 4
gives an overview of BACON.

4.2 Boundary-Emergent Evidence Modeling

BACON is motivated by the observation in Sec. 3
that the last prompt query can expose boundary-
emergent evidence weakened by observation win-
dow aggregation, while raw last-query attention
may also contain answer-irrelevant spikes. Let the
last query position in the prompt be D. We define
the last-query attention score as

Q" = Ap; @)

]

We decompose last-query saliency into a stable win-
dow signal, a boundary-emergent evidence compo-
nent, and a noise component:

Q" =B"+ A"+ 6", 3)
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Figure 4: Overview of BACON. BACON extracts
boundary evidence from observation window and last-
query attention, then calibrates it with intra-layer coher-
ence and inter-layer persistence to produce an evidence-
aware score for head-wise KV cache compression.

where Ai.’h denotes evidence revealed by the last
prompt query, and fll-’h denotes non-evidential
noise. Since Aé’h is not directly observable, BA-
CON estimates it as the boundary evidence esti-
mate Ezlfh using the positive gap between last-query
attention and observation window attention:

B = Qi - B )

+

where [z]; = max(z,0). The positive residual
Ell " measures how much more token i is attended
by the last query than by the observation window,
thereby identifying evidence that may be diluted in
the window-based score while preserving Bf’h as
the retention basis.

4.3 Structural Calibration of Boundary
Evidence

As shown in Sec. 3, useful boundary evidence tends
to exhibit intra-layer coherence and inter-layer per-
sistence. BACON therefore refines the boundary
residual with these two structural cues. For each
layer-head pair, we write the residual scores as
eb" € RV, whose i-th entry is EZ”L

Intra-layer coherence. BACON measures intra-
layer coherence by aggregating boundary residuals
over neighboring token positions. For token 7, we
define a radius-r neighborhood, with » = 5 by
default:

Ne(@)={ul|lu—i|<r,1<u< N} (5

The row-normalized neighborhood operator P,. €
RN XN is

 {ueN:(i)}
N VYA

The intra-layer coherence score is

(6)

=P, L=ty ()
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Inter-layer persistence. BACON measures inter-
layer persistence by tracing boundary residuals at
the same token position across preceding layers.
For layer [, the causal layer set is

Pm(l) ={j | max(1,l —m) <j <l}, (8)

where m is the persistence depth, with m = 4 by
default. The inter-layer persistence score is

1 .
Thh = > B
o Pe@f ' )
FEPm (1)

If Pp(l) = 0, we set Til’h = 0; using only preced-
ing layers keeps the formulation causal and com-
patible with layer-by-layer compression.
Structurally calibrated boundary evidence. BA-
CON combines the original boundary estimate
with its intra-layer coherence and inter-layer persis-
tence:

V;l,h _ El{,h _|_L§,h _‘_Til,h' (10)
In vector form,
vil = (14 P,)ebh + thh, (11)

where t"" denotes the inter-layer persistence vec-
tor. BACON thus converts noisy last-query saliency
into structurally calibrated boundary evidence with-
out task-specific weighting.

4.4 Variance-Constrained Score Calibration

The structurally calibrated boundary evidence Vil’h
is used as a controlled calibration term rather than
a replacement for the backbone score. To ensure
comparability across layers and heads, BACON
matches the variance of boundary evidence to the
local variation of the observation window score.

For each layer-head pair, let Z; j, be the candidate
set. We define the scale-matching region under the
backbone score as

My, = min(pKy p, [Ty nl), (12)

Myp = TopKiez, , (BI" M), (13)

where p is an expansion factor, set to p = 2 by
default. BACON obtains the calibration coefficient
by solving

Lh _ : ‘ 1,k
AV = arg min (StdZGMM (AV,")

, (14

-7 StdiGMl,h (B£7h)> )

where ~ controls the global calibration strength.
This objective has the closed-form solution

StdiEMl,h (le"h)

Al’h = f}/ .
Stdieat, , (V") + e

;o (15)

where € is a small constant for numerical stability.
The final BACON score is
Sit = Byt + A (16)
This preserves the stable observation window score
while injecting boundary evidence at a calibrated
scale.
Finally, BACON selects the retained token set

Kip = TopKiez, , (S Ki) . (17)

and constructs the compressed cache by retaining
{K},;,V},; | i € Kin}. We further provide a
theoretical justification of BACON in A.

S Experiment

5.1 Experiment Settings

Model Details. We evaluate BACON across di-
verse model architectures and scales. For mul-
timodal understanding, we use LLaVA-NeXT-
Mistral-7B (Liu et al., 2024), InternVL3-8B (Zhu
et al., 2025), Qwen2-VL-7B-Instruct (Wang et al.,
2024), and Qwen3-VL-30B-A3B-Instruct (Bai
et al., 2025). For text-only evaluation, we use
Mistral-7B-Instruct-v0.2 (Jiang et al., 2023) and
Llama3.1-8B-Instruct (Grattafiori et al., 2024).
Benchmark Details. We evaluate BACON on
image understanding, video understanding, GUI
grounding, and long-context text tasks. For image
understanding, we use DocVQA (Mathew et al.,
2021), TextVQA (Singh et al., 2019), MMMU (Yue
et al., 2024), ChartQA (Masry et al., 2022), and
TextCaps (Sidorov et al., 2020). For video under-
standing, we use VATEX (Wang et al., 2019) and
NextQA (Xiao et al., 2021). For GUI grounding,
we use ScreenSpot (Li et al., 2025b). For text un-
derstanding, we use LongBench (Bai et al., 2024).
Implementation Details. We apply BACON to
various KV cache compression methods, includ-
ing SnapKV, PyramidKV, AdaKYV, and SparseMM,
under different cache budgets. More experiment
details are provided in B.
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Table 1: Main results on image understanding benchmarks. SparseMM is excluded in InternVL3-8B and
Qwen3-VL-30B-A3B settings due to the unreleased profiling file. Arrows show deltas over Base, and “Full KV”
denotes caching all KV pairs as the upper bound.

Method Variant DocVQA (%) TextVQA (%) ChartQA (%) MMMU (%) TextCaps
6 128 64 256 128 64 256 128 64 256 128 64
Qwen2-VL-7B-Instruct
Full KV Upper 93.7 82.8 71.3 49.9 1.473
SnapKV Base 88.6 82.1 70.1 80.6 77.0 70.3 70.0 69.6 66.2 49.9 49.8 49.6 1.361 T.141 0.787
+MixKV 91.8 83.9 70. 9 82.6 81.0 73.5 70.0 70.2 67.2 49.9 49.9 49.7 1.470 1.332 0.919
+BACON  93.1 145 91.5 194 85.5+ 83.1 125 82.6 156 782179 702102 702106 69.6 134 49.9 00 499 101 50.0 tos  1.488 027 1.426 ro2ss 1.178 to301
PyramidKV Base 83.4 75.6 60. 5 71.7 74.9 66.8 71.1 68.! 65.2 49.9 49.8 49.6 1.147 0.993 0.600
+MixKV 85.0 77.5 61.3 80.9 77.2 69.4 71.0 71.1 66.4 49.9 49.8 49.6 1.383 1.145 0.662
+BACON  92.3 189 89.3 1137 79.2 1187 825148 80.0 151 75.1 183 7L2 101 70.6 117 69.2 140 49.9 00 49.9 to1  49.8 10 1.461 10314 1.344 ro3s1 1.073 10473
AdaKV Base 88.4 81.3 69.4 80.5 75.9 70.8 69.8 69.6 66.6 49.9 49.7 49.6 1.300 1.099 0.77
+MixKV 91.4 82.7 70.7 825 79.1 72.6 70.2 70.2 67.8 49.9 49.9 49.6 1.454 1.271 0.874
+BACON  93.0 146 91.1 195 86.2 1168 82.8 123 812153 78.5177 70.2 104 70.2 106 69.6 130 49.9 ~00 49.8 t01  49.8 10 1.473 toa73 1371 t0272 1.144 10373
SparseMM  Base 93.1 91.4 873 82.6 82.1 76.9 70.2 70.1 69.6 49.8 49.8 49.6 1.481 427 1.044
+MixKV 93.9 92.9 88.6 82.5 82.5 80.9 69.6 69.8 70.8 49.8 49.8 49.7 1.480 1.456 1.303
+BACON  93.8 107 93.2 118 92.0 147 82.6 ~00 824 103 81.6 147 70.6 104 70.4 t04 702 106 49.9 to1  49.8 s00  49.8 to2  1.506 to02s  1.511 tooss  1.431 to3s7
LLaVA-NeXT-Mistral-7B
Full KV Upper 62.7 68.4 51.8 34.7 0.704
SnapKV Base 58.1 552 46.2 66.0 63.0 589 49.8 484 472 347 349 34.8 0.651 0.560 0.442
+MixKV 60.4 D 48.2 67.5 66.1 61.3 49.8 48.6 46.8 34.6 34.8 34.8 0.710 0.656 0.510
+BACON  59.7 116 57.8 126 539177 67.1 111 66.2 132 62.8 139 50.0 102 49.6 112 49.2 120 348101 349 w00 348 w00 0.686 10035 0.676 t0a16  0.512 0070
PyramidKV Base 57.5 543 43.8 65.2 63.1 55.7 43.6 42.7 38.6 34.8 35.0 347 0.652 0.581 0.436
+MixKV 60.3 56.7 45.6 67.2 65.8 57.8 443 42.6 39.1 34.7 34.9 34.7 0.685 0.644 0.505
+BACON  60.6 131 59.0 147 52.4 186 67.4 122 66.0 129 59.8 141 45.0 114 43.9 112 39.9 113 35.0 1. 35.0 500 34.8 tox 0.685 10033 0.650 t0.060 0.505 t0.069
AdaKV Base 583 56.1 47.6 65.4 62.7 57.8 49.6 48.8 47.4 34.7 34.9 34.8 0.645 0.568 0.441
+MixKV 59.3 IST7AS] 49.5 67.2 64.4 59.6 49.6 49.2 46.8 34.7 34.9 34.8 0.701 0.660 0.506
+BACON  59.3 110 58.4 123 552176 67.1 117 65.5 128 61.5 137 50.0 104 50.2 114 49.0 116 348101 349 00 34.8 o0 0.694 to0s0  0.671 t0103 0.510 t0.06
SparseMM  Base 585 58.9 57.5 67.2 67.4 652 50.6 49.8 49.4 34.7 34.7 34.8 0.670 0.600 0.489
+MixKV 58.9 59.0 58.7 67.4 67.6 67.1 51.0 50.4 50.0 34.8 34.7 347 0.685 0.620 0.569
+BACON  59.7 112 59.3 104 58.3 108 68.0 108 67.8 104 67.3 121 50.6 o0 50.4 106 49.8 104 34.8 101 34.8 to1 349 101 0.686 to016  0.625 t0.02s  0.572 to.0s3
TnternVL3- sT;
Full KV Upper 91.1 81.6 55.3 1.111
SnapKV Base 89.5 85.4 75.1 80.7 78.8 72.3 77.4 75 9 71.6 553 552 552 1.083 0.999 0.804
+MixKV 89.5 86.4 75.5 81.2 79.2 73.6 77.6 76.0 722 553 552 55.1 1.103 1.016 0.821
+BACON  90.0 105 88.7 133 84.9 ro8 81.4 107 812124 76.7 144 774 —00 77.3 114 75.6 140 55.4 toa 553 101 552 w00 1.102 to019 1.020 to021  0.856 to.0s2
PyramidKV Base 87.6 82.5 69.2 78.4 76.1 68.8 76.4 74.8 71.1 552 55.2 55.1 0.977 0.902 0.688
+MixKV 87.7 83.4 69.4 79.4 76.9 68.9 76.7 75.2 71.7 55.3 55.3 55.2 1.024 0.936 0.719
+BACON  89.6 120 87.7 152 80.7 tus 811127 79.7 136 744156 77511 769 121 743132 553 101 554102 553102 1.027 tooso  0.945 to043  0.782 10094
AdaKV Base 89.5 85.7 76.9 80.7 78.5 72.4 77.2 75.5 72.6 55.6 55.2 55.2 1.092 0.983 0.847
+MixKV 89.3 86.4 77.2 81.1 79.3 732 76.9 76.1 72.5 553 55.2 55.1 1.091 1.027 0.869
+BACON  89.5 ~00 88.6 129 85.8 189 81.4 107 80.4 t19 76.8 144 77.1 101 76.8 t13 754 128 55.6 00 552 w00 553 toa 1102 toor0  1.030 10047 0.872 to.02s
Qwen3-VL-30B-A3B
Full KV Upper 95.5 84.3 74.4 52.56 0.328
SnapKV Base 94.7 915 78.9 834 81.8 75.8 747 732 70.4 5233 52.67 51.56 0.354 0.348 0.273
+MixKV 95.3 92.7 81.0 84.0 83.0 78.8 74.9 74.8 72.4 52.78 53.00 51.89 0.357 0.426 0.334
+BACON  95.4 107 95.1 136 90.3 t114 83.8 104 83.7 119 814156 751104 749 117 73.6 132 53.11 1078 53.00 1033 52.33 r077 0.347 L0007 0.435 t00s7  0.355 o082
PyramidKV Base 86.9 88.0 74.4 80.3 80.0 732 72.3 72.6 68.5 52.89 5222 51.78 0.326 0.338 0.266
+MixKV 89.3 90.2 76.3 823 82.9 77.2 74.0 74.5 71.8 53.44 52.89 52.11 0.401 0.398 0.370
+BACON  94.8 179 94.3 163 87.2 1128 83.7 134 83.1131 79.3 161 747 124 74.6 120 73.2 147 53.44 1055 53.56 1134 52.00 t022  0.425 10099 0.375 10037 0.387 o1z
AdaKV Base 94.8 91.8 80.8 83.0 81.4 75.2 74.9 732 70.8 52.44 5233 52.44 0.347 0.325 0.293
+MixKV 95.5 93.5 833 84.4 82.8 78. 5 74.8 74.7 72.9 52.89 52.56 51.78 0.351 0.414 0.353
+BACON  95.7 109 95.0 132 90.6 198 83.3 103 83.7 123 80.7 155 75.0 to1  74.5 113 73.2 124 53.11 1067 53.00 1067 53.67 1123 0.352 t0.00s  0.417 10092 0.361 t0.063
Table 2: Results on video understanding benchmarks with Qwen2-VL-7B.
VATEX NextQA
Method Variant CIDEr BLEU-4 METEOR ROUGE-L WUPS
512 256 128 512 256 128 512 256 128 512 256 128 512 256 128
Full KV Upper 49.61 21.91 23.83 44.15 26.30
SnapKV Base 48.14 46.51 46.27 21.22 20.60 20.26 23.70 23.22 22.18 43.80 43.53 42.68 2597 25.69 25.84
+MixKV 4855 47.68 45.95 2134 20.82 20.32 23.00 2342 22.07 43.90 43.55 42.93 2599 2593 25.60
+BACON 48.67 48.02 46.02 21.38 21.26 20.38 23.79 23.42 22.63 43.96 43.57 42.79 26.15 25.94 26.02
AdaKV Base 4820 46.20 45.37 21.55 2043 20.28 23.62 2329 22.85 43.85 4326 42.67 25.72 25.70 25.65
+MixKV 48.68 47.46 45.39 21.22 20.78 20.34 23.68 23.28 22.87 4392 4332 42.68 25.99 26.01 25.86
+BACON 48.82 47.85 45.33 21.55 21.24 20.54 23.68 2345 23.15 44.06 43.41 42.76 2596 2595 25.86
PyramidKV Base 46.09 46.03 44.36 20.58 20.29 19.26 23.28 22.86 22.02 4325 4241 42.18 25.88 25.69 25.63
+MixKV  46.13 45.67 44.50 20.48 20.29 19.55 23.22 22.87 22.11 4330 42.69 42.16 25.87 25.72 25.52
+BACON 46.57 46.22 45.70 20.81 20.25 19.70 23.26 22.89 22.24 43.31 42.65 42.36 26.04 25.80 25.65
SparseMM  Base 4791 47.16 46.12 20.79 20.24 19.77 23.52 23.18 2224 43.67 43.53 42.63 26.37 2594 2571
IMixKV 48165 4744 4599 2099 2054 19.82 2346 23.10 2255 43.85 4322 4266 2613 2598 2583
+BACON 48.90 47.57 46.38 21.28 20.81 20.03 23.68 23.31 22.38 44.06 43.56 42.74 26.33 26.17 26.07

5.2 Main Results

Performance on image understanding bench-
marks. Table 1 summarizes BACON integrated
with representative KV compression baselines
across multiple MLLMs, benchmarks, and cache
budgets. The results show three main advan-
tages. (i) Consistent effectiveness. BACON consis-
tently improves compressed inference, especially
under aggressive budgets where sparse visual ev-
idence is more likely to be discarded. For exam-
ple, on Qwen2-VL-7B with PyramidKV at budget
64, BACON improves DocVQA by +18.7 points
and TextVQA by +8.3 points; similar gains with
SnapKV and AdaKYV indicate that last-query cal-
ibration helps recover visual evidence weakened

by observation window aggregation. (ii) Broad
applicability. BACON benefits diverse compres-
sion paradigms, including attention-based selec-
tion, adaptive allocation, and head-/layer-wise bud-
get allocation. On LLaVA-NeXT-Mistral-7B at
budget 64, it improves PyramidKV by +8.6 points
on DocVQA and SparseMM by +2.1 points on
TextVQA. Since BACON only refines within-head
token scores without changing the compression op-
erator or budget allocation, it can be directly inte-
grated into existing KV compression pipelines. (iii)
Model compatibility. BACON generalizes from
7B-scale MLLMs to stronger architectures, includ-
ing InternVL3-8B and the 30B-scale MoE model
Qwen3-VL-30B-A3B. With PyramidKV at bud-
get 64, it improves Qwen3-VL-30B-A3B by +12.8
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Table 3: Results on ScreenSpot GUI grounding benchmark with Qwen2-VL-7B.

Method Variant Mobile Text Mobile Icon Desktop Text Desktop Icon  Web Text  Web Icon Average
128 64 128 64 128 64 128 64 128 64 128 64 128 64
Full KV - 39.4 32.1 17.5 10.0 7.0 6.8 18.8
SnapKV Base 245 154 105 4.8 19.1 9.3 43 43 57 65 68 58 118 7.7
+MixkVv 249 158 108 4.8 19.6 10.8 4.3 43 6.1 65 68 63 121 8.1
+BACON 249 158 10.7 5.7 21.1 13.7 4.3 5.7 70 64 82 63 127 9.0
AdaKV Base 261 154 118 4.2 19.1 11.3 5.7 5.0 48 65 63 58 123 80
+MixkKV 266 146 113 4.8 20.1 11.3 5.7 5.0 57 57 63 63 126 80
+BACON 26.6 154 12.0 5.0 19.5 13.9 5.7 5.0 57 67 68 63 127 8.7
PyramidKV  Base 245 139 8.2 6.6 20.1 9.8 3.6 5.0 6.1 61 62 53 115 78
+MixkKV 245 132 8.7 7.0 19.1 10.3 3.6 5.0 65 61 66 58 115 79
+BACON  24.8 135 8.9 6.7 20.1 10.3 4.3 5.7 78 62 63 58 120 8.0
SparseMM Base 227 158 9.2 44 18.6 9.8 4.6 43 70 45 87 58 119 74
+MixkKV 215 146 102 44 17.0 10.3 2.9 43 74 39 82 58 112 72
+BACON 22,7 169 10.2 4.5 19.6 10.3 4.9 5.0 76 52 83 82 122 84

Table 4: Results on LongBench long context understanding benchmark with Mistral-7B-Instruct-v0.2.

Methods Single-Doc QA Multi-Doc QA Summarization Few-shot Synthetic Code Ave.
\f ¢ & &£ > & >
AOV’ Qé & e'“o? @0 '\°? %Qc ‘J"& \ee Q’O "0 S e"0 & & b
& K & Q@Q $§l’ @& 003' S\ Q\\,\\ & &{é‘) %?,ﬁ\ & ] Y &
Full KV 26.77 32.51 49.36 43.58 27.35 18.86 33.09 2438 27.03 71.00 86.23 42.99 2.89 86.98 47.16 48.03 41.76
KV Cache Budget = 1024
SnapKV 25.06 28.92 49.17 4041 26.11 18.14 2591 2399 2573 67.00 86.24 41.57 298 87.48 46.13 46.09 40.06
+ MixKV 2473 29.88 48.62 39.68 26.41 18.56 26.15 23.70 26.16 69.00 86.25 43.25 321 85.84 46.27 46.32 40.25
+ BACON 25.89 31.15 4942 40.27 2647 1894 26.32 24.38 2637 71.00 86.43 43.56 3.36 87.21 46.19 46.68 40.85
AdaKV 2528 31.02 48.53 41.06 2649 19.28 2574 24.02 2555 68.50 86.28 4243 294 88.10 46.35 46.58 40.51
+ MixKV 25.60 30.94 48.79 40.72 26.56 19.25 26.74 2398 25.68 69.00 86.25 43.39 296 86.88 46.78 46.01 40.60
+ BACON 2699 31.11 48.90 4143 26.68 19.87 26.65 24.57 2591 71.00 86.49 43.33 3.03 88.23 46.94 46.64 41.11
PyramidKV 24.68 27.34 4853 3991 2578 18.71 2573 23.50 2537 68.50 85.80 41.29 2.66 86.73 45.60 46.30 39.78
+ MixKV 23.72 29.85 48.12 39.17 26.78 19.29 26.67 23.59 2647 70.00 85.63 43.00 3.13 84.05 46.10 45.50 40.07
+ BACON 24.86 30.94 48.74 40.51 26.73 19.52 26.92 23.67 27.48 71.00 86.14 4298 3.21 86.28 46.22 46.63 40.74
KV Cache Budget = 512
SnapKV 24.15 26.67 4894 37.38 2590 17.18 23.80 22.83 24.32 65.50 85.88 42.07 3.17 87.13 45.01 45.80 39.11
+ MixKV 24.04 27.03 48.18 37.79 26.03 17.54 24.56 2343 2520 66.50 86.16 42.92 326 87.04 45.39 45.82 3943
+ BACON 25.21 27.81 49.17 3847 2630 17.74 24.83 2395 24.83 69.00 86.36 42.92 3.44 87.20 45.85 45.96 39.94
AdaKV 24.67 2693 48.39 3847 26.07 17.14 2380 23.50 24.10 66.00 86.11 42.00 3.29 87.33 45.70 46.02 39.35
+ MixKV 2430 27.85 4840 38.33 2576 18.34 2439 23.61 24.80 67.50 8592 4249 299 87.12 46.53 45.77 39.63
+ BACON 24.85 28.50 48.84 38.49 25.83 1830 24.83 23.62 2534 70.00 86.35 43.30 3.14 87.64 45.96 45.81 40.05
PyramidKV 23.39 24.80 47.56 38.23 2529 17.32 2347 23.02 23.67 66.00 8531 4148 286 86.30 45.35 43.54 38.60
+ MixKV 22.99 25.38 47.89 38.21 24.09 17.76 2398 2278 24.92 67.50 8541 41.73 3.19 86.41 4524 4435 38.86
+ BACON 23.06 27.29 48.13 38.41 26.25 18.21 24.06 23.06 2476 69.50 86.07 42.33 3.22 86.91 45.82 44.45 3947

points on DocVQA and +6.1 points on TextVQA,
supporting its role as a plug-and-play calibration
method across model families and scales.

Performance on video understanding bench-
marks. Beyond static image benchmarks, we
evaluate BACON on video understanding tasks,
where relevant evidence can be distributed across
frames. As shown in Table 2, BACON improves
compressed inference on both VATEX and Nex-
tQA across different compression backbones and
cache budgets. On VATEX, BACON yields broad
gains across methods and budgets, suggesting bet-
ter preservation of fine-grained visual-temporal
cues. On NextQA, it improves WUPS in most set-
tings, indicating that the calibrated retention signal
also benefits video question answering. These re-
sults show that BACON generalizes beyond image-
level grounding while remaining compatible with
diverse compression strategies. A few metric-level
fluctuations suggest that some videos may benefit
from broader temporal coverage retained by the
base score. Overall, BACON provides a comple-

mentary calibration signal for compressed video-
language inference.

Performance on GUI grounding benchmarks.
GUI grounding requires models to identify fine-
grained interface elements, making it sensitive to
information loss under KV compression. We evalu-
ate BACON on ScreenSpot with Qwen2-VL-7B to
test whether it preserves interface evidence under
compressed caches. As shown in Table 3, BA-
CON improves average performance across differ-
ent compression backbones under both 128 and 64
budgets, with stronger gains under the tighter bud-
get. This suggests that BACON helps retain weak
but critical GUI evidence that may be diluted by
observation window aggregation. Minor drops on
a few subsets reflect the sensitivity of GUI ground-
ing to small retention changes under tight budgets,
rather than a systematic limitation. These results
validate BACON as a complementary calibration
signal for memory-efficient GUI agent deployment.
Performance on long-context text benchmarks.
To evaluate BACON beyond multimodal tasks,
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Table 5: Ablation and efficiency analysis of BACON. Left: component ablation on LLaVA-NeXT-Mistral-7B
under budget 64. Right: efficiency comparison with fixed input length 32000.

Budget 64 Backbone  Method Lat. Mem.

Backbone  E L T ChartQA DocVQA TextVQA MMMU TextCaps Full KV Base 63.93 22707
X X X 412 362 38.9 348 0442 S50 57

SmapkV 7 % 478 37 66 348 046 SnapKV  +MIxKV 2866 1827
X / /468 507 60.9 348 0508 +BACON 28.68 18.28
S0 Base =~ 2862 1774

JoX v 487 523 593 348 0495 SparseMM  +MixKv. 28.15  17.74

AdaKV O O % 479 548 60.9 348 0477 +BACON 28.01 1775
X v v 417 514 505 348 0469 Base 2852 1827

SO/ /490 5522 615 348 0510 PyramidKV +MixKV 28.72 1827

XX i 573 0352 By 040 +BACON 2821 1829
SparseMM ¥ % % 300 583 66.7 349 0,540 Base 2867 17.74
X v /492 57.9 66.4 347 0.547 AdaKV +Mixkv 2840 17.74

J o/ /498 583 67.3 349 0572 +BACON 2834 17.76

we further test it on LongBench with Mistral-7B-
Instruct-v0.2. As shown in Table 4, BACON
improves average performance across compres-
sion backbones and cache budgets, showing that
boundary-aware calibration is not limited to vi-
sual tokens and can also refine token scoring in
language-only settings. The rare regressions are
mainly concentrated in Synthetic and Code tasks,
where performance often depends on exact posi-
tions, copied strings, or short-range syntactic de-
pendencies. In these cases, small changes in re-
tained tokens can affect task-specific exactness,
making boundary calibration less uniformly bene-
ficial than in semantic understanding tasks. Nev-
ertheless, the overall gains show that BACON re-
mains effective in text-only settings, while its larger
improvements on MLLM benchmarks further sup-
port our motivation that sparse multimodal evi-
dence is particularly vulnerable to observation win-
dow aggregation. Additional results on Llama3.1-
8B-Instruct are provided in C.1, and more evalua-
tions under extreme multimodal scenarios (Wang
et al., 2025b; Fu et al., 2025a) are provided in C.2.

5.3 Ablation Study & Analysis

Ablation of BACON components. Table 5 ablates
the three key components of BACON, including
boundary evidence E, intra-layer coherence L, and
inter-layer persistence T', under budget 64. Across
different compression backbones, the full BACON
consistently achieves the best performance, demon-
strating the complementarity of these components
under aggressive KV compression. The gains are
especially pronounced on DocVQA, TextVQA, and
TextCaps, indicating that OCR-intensive tasks are
highly sensitive to the loss of sparse visual evidence
caused by observation window aggregation. Here,
E provides a boundary-aware correction for recov-
ering evidence weakened by window aggregation,

Table 6: Sensitivity to the inter-layer persistence
range m on SnapKV under a KV budget of 64.

m DocVQA ChartQA TextVQA
0 51.7 479 61.6

2 53.4 48.2 62.1
4* 53.9 49.2 62.8

6 53.9 48.9 62.9

8 53.5 48.8 62.7

Table 7: Sensitivity to the intra-layer neighborhood
r on SnapKV under a KV budget of 64.

r DocVQA ChartQA TextVQA
0 52.1 47.8 62.0
3 53.7 48.8 62.8
5* 53.9 49.2 62.8
7 53.7 49.1 62.9
9 53.7 48.9 62.5

while L and T strengthen intra-layer coherence and
inter-layer persistence to reduce answer-irrelevant
high-attention responses. The weaker performance
of partial variants further suggests that effective
token retention requires both boundary-sensitive
evidence discovery and structure-aware evidence
calibration. Additional ablation results on Qwen2-
VL-7B and cache budgets are provided in C.3.
Efficiency Analysis of BACON. Table 5 evaluates
the inference latency and peak memory consump-
tion of BACON when integrated with representa-
tive KV cache compression backbones. BACON
preserves the efficiency benefits of compressed in-
ference and introduces negligible additional run-
time or memory overhead over the original com-
pression methods. This is because BACON only
refines token-retention scores during prefill and
does not change the compressed cache size or de-
coding procedure. Therefore, its accuracy gains are
obtained without additional inference cost.
Hyperparameter Sensitivity Analysis of BA-
CON. Tables 6 and 7 examine the sensitivity of
BACON to the inter-layer persistence range m and
intra-layer neighborhood radius r, respectively, un-
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der SnapKV with a KV-cache budget of 64. Over-
all, BACON exhibits consistent performance over
a broad range of both hyperparameters, suggesting
that its effectiveness is not tied to a particular pa-
rameter choice. More importantly, disabling either
cross-layer persistence or local neighborhood ag-
gregation generally leads to inferior performance,
supporting the role of these two components in
reinforcing reliable evidence while suppressing iso-
lated attention noise. Performance remains sta-
ble across moderate ranges and only deteriorates
mildly when the aggregation scope becomes ex-
cessively large, likely because increasingly distant
signals introduce less relevant evidence. These
results demonstrate that BACON is robust to its
hyperparameter configuration, while the default
setting (m = 4, r = 5) offers a practical balance
between evidence reinforcement and noise control.

Additional robustness evaluations under alter-
native prompt formulations and two-stage chain-
of-thought inference are provided in C.4, where
BACON remains effective across different prompt
and inference configurations.

6 Conclusion

In this work, we analyze attention-based KV cache
compression in MLLMs and identify a key limita-
tion of observation window attention: its aggrega-
tion can dilute sparse visual evidence under tight
budgets despite providing stable token-importance
estimates. Motivated by this insight, we propose
BACON, a plug-and-play boundary attention cali-
bration method that refines observation window
retention scores with last-query evidence. BA-
CON further suppresses noisy boundary saliency
through intra-layer coherence and inter-layer per-
sistence, thereby producing a stronger retention
signal without modifying the original compres-
sion pipeline. Extensive experiments spanning
multimodal understanding, video reasoning, GUI
grounding, and long-context text tasks across differ-
ent model scales, architectures, compression meth-
ods, and cache budgets show that BACON consis-
tently improves existing KV compression methods
while requiring no extra method modification or
additional inference cost.

7 Limitations

BACON is designed as a training-free and plug-
and-play mechanism, enabling broad compatibility
with existing KV cache compression pipelines with-

out additional model updates. This design choice
naturally focuses BACON on improving token-
retention quality under a fixed compression policy.
As a result, it does not explicitly exploit training
signals to adapt retention behavior to sample-level
evidence distributions, task characteristics, or in-
put complexity. Incorporating BACON into train-
ing could further enable the model to learn more
adaptive compression strategies for different sam-
ples and tasks. In addition, KV cache compression
methods integrated with BACON can be applied
to many latency-sensitive scenarios, such as real-
time multimodal assistants, GUI agents, embod-
ied systems, and edge-device deployment. How-
ever, their use should be carefully controlled in
high-precision or safety-critical applications. If
compression is applied too aggressively or with-
out appropriate validation, answer-critical visual
or textual evidence may be discarded, leading to
degraded model performance and potentially af-
fecting downstream functionality. Future deploy-
ment should therefore consider task-specific relia-
bility requirements and provide safeguards, such as
budget constraints, confidence checks, or fallback
mechanisms to less compressed inference when
necessary.
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A Theoretical Justification of BACON

We provide a theoretical interpretation of two prop-
erties underlying BACON: (i) answer-relevant evi-
dence tends to emerge at the last query before gen-
eration, and (ii) genuine evidence exhibits stronger
coherence across tokens and persistence across lay-
ers than incidental attention noise.

Boundary-emergent evidence. Let D denote the
last input position before answer generation. At
layer [, its attention output is

l l
S0 _ (g) Thy"
(3 \/ZZ ?
a! = softmax(s™®),, (18)
o) =3 V.
i<D

The first answer token is predicted directly from
the final hidden state at this position,

p(y1 | X) = softmax (Wouth%m")> . (19
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Thus, the boundary position serves as the imme-
diate interface between multimodal context encod-
ing and answer generation: it has causal access to
the complete input prefix and directly determines
the next-token prediction.

This property is also reflected in the optimization
objective. Let

aﬁl l l
=" w =" o
doy,
where ugl) denotes the first-order predictive util-

ity of token . A gradient-descent update to its
attention logit satisfies
Asz(»l) = nagl) (ugl) — fL(Z)) , 21
where a() = > j aél)ug-l). Therefore, tokens
contributing above-average utility to answer pre-
diction are explicitly encouraged to receive larger
attention from the last query. This explains the
stronger emergence of answer-relevant evidence at

the generation boundary, consistent with the empir-
ical observation in Fig. 2(b).

Structured evidence versus noise. Let z;; de-
note the centered boundary-attention response of
token ¢ at layer [. We model an answer-relevant
token as

i €S,

zig = a;b; + €, (22)

where a; captures the token-level evidence
strength, b; captures its propagation across layers,
and ¢;; denotes perturbation. For unrelated tokens,
Ele; ;] ~ 0. (23)

Zil = €1,

Hence, over the token—layer response matrix,

ZS = abT + E, Znoise ~ E. (24)

Genuine evidence therefore contains a struc-
tured component shared across tokens and layers,
whereas incidental responses are substantially less
coherent.

Intra-layer coherence.
N;-(4), define

1
Cig = 7 Z 2j1-
I (4)] SN

For a local neighborhood

(25)

For an evidence region,

E[C;, | i€ 8] = (26)

1
ML <l
|Nr(l)| FEN(7)

which remains strong when neighboring tokens
share the same evidence factor. In contrast, for
centered weakly correlated noise,

E[C;; | noise] =~ 0,
o~ 1 (27)
W ()]

Var(C;,; | noise)

Local aggregation therefore preserves spatially
or semantically coherent evidence while suppress-
ing isolated attention spikes, motivating BACON’s
intra-layer coherence term.

Inter-layer persistence. Similarly, define the re-
sponse aggregated over the most recent m layers
as

m—1

(m) _ 1
P’ =— ) ziit

t=0

(28)

For an evidence token,

m—1
E [PZ.T) lie S} = ai% ; by, (29)

which remains nonzero when the same evidence
is repeatedly propagated through successive layers.
For weakly correlated noise,

E [Pz(zn) | noise} ~ 0,
(m) _ 1 (30)
Var (P” | n01se> x —.
’ Meeft

Cross-layer aggregation therefore suppresses
transient activations while retaining evidence that
remains consistently salient across depth, motivat-
ing BACON’s inter-layer persistence term.

In conclusion, last-query attention provides an
answer-conditioned evidence signal, while intra-
layer coherence and inter-layer persistence validate
this signal along the token and layer dimensions.
BACON thereby favors evidence that is both lo-
cally coherent and persistently propagated while
suppressing isolated and transient noise.
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B Detailed Experiment Setting

B.1 Implementation Details.

All experiments were conducted on NVIDIA RTX
3090 and NVIDIA H800 GPUs. BACON is imple-
mented as a plug-and-play modification to existing
KV cache compression methods and is applied only
during the prefill-stage cache selection. It does not
require model retraining, additional supervision,
or changes to the original model parameters. For
each compression method, we keep its original
layer-wise and head-wise cache budget allocation
unchanged, and only modify the within-head token
retention score. Unless otherwise specified, all re-
sults are obtained under the same decoding settings
as the corresponding baseline.

B.2 Model Details.

We introduce more details on the models we used
in our experiments:

LLaVA-NeXT-Mistral-7B.  LLaVA-NeXT-
Mistral-7B is a representative open-source MLLM
built upon the Mistral-7B language backbone. It
follows the common vision-language architecture
that combines a pretrained visual encoder, a
multimodal projector, and an autoregressive
LLM. Compared with earlier LLaVA models,
LLaVA-NeXT improves high-resolution image
understanding, OCR ability, and visual reasoning
by using dynamic high-resolution image pro-
cessing and stronger instruction-tuning data. In
our experiments, this model serves as a strong
7B-scale MLLM baseline for evaluating KV cache
compression under image-text reasoning tasks.

Qwen2-VL-7B-Instruct. Qwen2-VL-7B-
Instruct is an instruction-tuned vision-language
model from the Qwen2-VL series. It supports flex-
ible visual inputs, including images with different
resolutions and aspect ratios, and is designed for
fine-grained visual understanding, document com-
prehension, OCR-related reasoning, and general
multimodal dialogue. The model adopts a unified
multimodal generation framework in which visual
tokens are injected into the language model and pro-
cessed together with textual instructions. We use
Qwen2-VL-7B-Instruct as a high-performing 7B-
scale MLLM to evaluate whether BACON remains
effective on modern multimodal architectures with
stronger visual perception capability.

Qwen3-VL-30B-A3B-Instruct. Qwen3-VL-
30B-A3B-Instruct is a larger-scale multimodal
model from the Qwen3-VL family. It is designed

for comprehensive vision-language understanding,
including image understanding, video understand-
ing, spatial reasoning, grounding, and long-form
visual comprehension. Unlike dense 7B-scale
MLLMs, this model adopts a larger mixture-of-
experts-style architecture, with around 30B total
parameters and a smaller number of active param-
eters during inference. We include Qwen3-VL-
30B-A3B-Instruct to examine whether BACON
can generalize beyond 7B-scale dense MLLMs and
remain effective for larger multimodal backbones
with stronger reasoning capacity.

InternVL3-8B. InternVL3-8B is an advanced
open-source MLLM from the InternVL3 series.
Different from many MLLMs that mainly adapt
a pretrained text-only LLM to visual inputs, In-
ternVL3 emphasizes native multimodal pretrain-
ing, where multimodal and linguistic abilities are
jointly acquired during training. The model is de-
signed to improve multimodal perception, reason-
ing, GUI understanding, document analysis, and
other vision-language tasks. We use InternVL3-8B
as another 8B-scale MLLM backbone to test the
robustness of BACON across different multimodal
training paradigms and architectural designs.

Mistral-7B-Instruct-v0.2. Mistral-7B-Instruct-
v0.2 is an instruction-tuned text-only LLM based
on the Mistral-7B architecture. It is a compact
yet strong decoder-only transformer model and has
been widely used in long-context language under-
standing and generation benchmarks. Since it does
not contain a visual encoder or multimodal projec-
tor, all input tokens are textual. We include this
model to evaluate whether the proposed boundary-
aware KV retention strategy is also beneficial for
text-only long-context inference, rather than being
limited to multimodal visual-token compression.

Llama-3.1-8B-Instruct. Llama-3.1-8B-Instruct
is an instruction-tuned text-only LLM from the
Llama 3.1 family. It is an autoregressive decoder-
only transformer optimized for multilingual dia-
logue and general text generation. The model uses
grouped-query attention to improve inference scal-
ability and supports long-context processing. In
our experiments, Llama-3.1-8B-Instruct provides
an additional text-only backbone for evaluating BA-
CON on long-context language tasks, allowing us
to test whether the proposed retention mechanism
generalizes across different LLM families.
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B.3 Benchmark Details.

We provide details for each benchmark used in our
experiments:

DocVQA. DocVQA evaluates visual question
answering over document images. Given a docu-
ment image and a natural-language question, the
model is required to locate relevant textual or struc-
tural evidence from the document and generate the
correct answer. This benchmark emphasizes OCR
ability, document layout understanding, and fine-
grained evidence localization. We report ANLS as
the evaluation metric.

ChartQA. ChartQA evaluates question answer-
ing over chart images. It requires the model to
understand chart structures, recognize visual ele-
ments such as bars, lines, legends, axes, and labels,
and perform numerical or logical reasoning based
on the chart content. We report relaxed accuracy,
which allows minor numerical deviations from the
reference answer.

TextVQA. TextVQA evaluates question answer-
ing over natural images containing scene text. The
model must jointly recognize visual content, read
text appearing in the image, and reason over both
visual and textual evidence to answer the question.
This benchmark is useful for measuring whether
compressed KV caches preserve sparse but answer-
critical OCR evidence.

TextCaps. TextCaps evaluates image captioning
with reading comprehension. Unlike standard im-
age captioning benchmarks, many correct captions
require the model to incorporate text appearing in
the image. Therefore, TextCaps tests both visual
description ability and scene-text understanding.

MMMU. MMMU is a multi-discipline multi-
modal reasoning benchmark built from college-
level materials such as exams, quizzes, and text-
books. It covers diverse subjects including science,
engineering, medicine, business, and the humani-
ties. Solving MMMU requires models to combine
visual perception, domain knowledge, and multi-
step reasoning. We use the testmini split in our
experiments.

VATEX. VATEX is a large-scale video caption-
ing benchmark. Given a video clip, the model is
required to generate a natural-language description
of the visual content. Since useful evidence is dis-
tributed across multiple frames, VATEX is used to
evaluate the effectiveness of BACON under longer
multimodal contexts. We report standard caption-
ing metrics, including CIDEr, BLEU-4, METEOR,

and ROUGE-L.

NEXT-QA. NExXT-QA is a video question an-
swering benchmark designed to evaluate tempo-
ral and causal reasoning. The questions often re-
quire understanding action sequences, object in-
teractions, temporal order, and causal relations
across video frames. This benchmark allows us
to test whether BACON can preserve temporally
distributed evidence in video-language reasoning.

ScreenSpot. ScreenSpot evaluates GUI ground-
ing ability. Given a screenshot and a natural-
language instruction, the model must identify the
target user-interface element. The benchmark cov-
ers mobile, web, and desktop environments, and
includes both text-based and icon/widget-based el-
ements. This setting is challenging because the tar-
get evidence is often small, spatially localized, and
visually similar to nearby interface components.

LongBench. LongBench evaluates long-context
understanding for text-only LLMs. It includes
tasks from single-document question answering,
multi-document question answering, summariza-
tion, few-shot learning, synthetic reasoning, and
code completion. In our experiments, LongBench
is used to assess whether BACON also generalizes
to text-only long-context inference, where the input
consists entirely of textual tokens rather than visual
tokens.

HR-Bench. HR-Bench is a high-resolution vi-
sual understanding benchmark designed to evaluate
fine-grained perception in 4K and 8K images. It
covers both single-instance and cross-instance per-
ception, requiring models to recognize small visual
details and integrate information across spatially
separated regions. This benchmark is particularly
suitable for evaluating BACON under long visual
contexts, where critical evidence may occupy only
a small fraction of the high-resolution image and
can be easily discarded during aggressive KV-cache
compression.

Video-MME. Video-MME is a comprehensive
video understanding benchmark covering diverse
video domains and varying temporal durations.
Given a video and a question, the model is required
to reason over visual information distributed across
multiple frames to produce the correct answer. The
benchmark evaluates a broad range of video under-
standing abilities, including perception, temporal
reasoning, and information integration. Its long
and temporally distributed visual contexts allow us
to assess whether BACON can retain sparse but
important evidence during video KV cache com-
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pression.

B.4 Baseline Details.

We provide more details on the baseline used to
compare with our methods in the experiment:

SnapKV. SnapKYV is a training-free KV cache
compression method that exploits the observation
that attention patterns during prefilling can reveal
tokens that are likely to remain important during
decoding. It estimates token importance using at-
tention from a local observation window near the
end of the prompt and retains the most salient KV
pairs under a given budget. SnapKV provides a
simple and efficient attention-based compression
baseline.

PyramidKYV. PyramidKV compresses the KV
cache with a pyramid-like budget allocation strat-
egy across transformer layers. Instead of assigning
the same retention budget to every layer, it allocates
different budgets according to layer depth, reflect-
ing the intuition that different layers contribute dif-
ferently to context retention and generation. This
baseline evaluates whether BACON can improve
token selection under non-uniform layer-wise bud-
get allocation.

AdaKV. AdaKYV performs adaptive KV cache
compression by dynamically assigning retention
budgets according to token or head importance.
Compared with fixed-budget strategies, AdaKV
aims to preserve more KV pairs in more informa-
tive regions while applying stronger compression
to less important ones. We include AdaKV to eval-
uate whether BACON remains effective when the
compression budget is adaptively distributed rather
than uniformly assigned.

SparseMM. SparseMM is a multimodal KV
cache compression baseline designed for efficient
MLLM inference. It exploits sparsity in multi-
modal attention and applies head-wise KV reten-
tion to reduce redundant visual and textual tokens
while preserving task-relevant evidence. Since
SparseMM provides optimized head-wise budget
allocation, it is a strong baseline for evaluating
whether BACON can further improve within-head
token selection without changing the original bud-
get assignment.

MixKV. MixKYV is a plug-and-play KV cache
compression method for large vision-language
models. It selects KV pairs by jointly consider-
ing token importance and diversity, aiming to pre-
serve both highly attended tokens and semantically
diverse contextual information. MixKV further

adopts head-wise adaptive mixing to balance these
criteria across attention heads. We use MixKV as
a strong plug-in baseline and compare BACON
against it under the same models, budgets, and
evaluation settings.

B.5 Evaluation Metrics Details.

We follow the official evaluation protocol of each
benchmark. Specifically, DocVQA is evaluated
with ANLS, which measures normalized string
similarity and accounts for minor OCR or format-
ting variations in document question answering.
ChartQA uses relaxed accuracy, allowing small
numerical deviations from the reference answer.
TextVQA, MMMU, NExT-QA, ScreenSpot, and
LongBench are evaluated with accuracy-based met-
rics according to their standard answer-matching
or task-specific scoring rules. For captioning
benchmarks, TextCaps and VATEX are evaluated
with standard generation metrics, including CIDEtr,
BLEU-4, METEOR, and ROUGE-L, which mea-
sure caption quality from complementary perspec-
tives such as n-gram precision, semantic overlap,
and recall-oriented similarity. These metrics to-
gether assess answer correctness, caption genera-
tion quality, visual grounding accuracy, temporal
reasoning, and long-context understanding.

C Additional Experiment Results

C.1 Additional Results on LongBench

Table 8 provides additional LongBench results with
LLaMA under KV cache budgets of 1024 and
512. The results further support the generality of
BACON beyond multimodal benchmarks. Across
different compression backbones, BACON consis-
tently improves the average performance over the
corresponding base methods and MixKV-enhanced
variants, showing that boundary-evidence calibra-
tion remains effective for long-context language
understanding. The gains are particularly stable
under the smaller budget of 512, where aggres-
sive compression makes evidence retention more
challenging. This suggests that BACON can bet-
ter preserve tokens that become important near the
generation boundary, rather than relying only on
window-averaged attention signals.

We also observe that the improvements are
not limited to a single task group. BACON
achieves consistent gains on information localiza-
tion tasks, such as QA over single-document and
multi-document inputs, indicating that calibrated
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Table 8: Results on LongBench long context understanding benchmark with Llama3.1-8B-Instruct.

Information Localization

Information Aggregation

Synthetic / Code

Methods Avg.
> s & & g & & ¢ hig o & 5 o 8
e““ o""& & ¢ é@‘ &qm eﬁ.@e @\@ & & - §\% & ¢ v
Full KV 28.29 4553 5494 56.02 46.66 31.34 35.19 2528 27.16 7250 91.65 43.59 891 99.50 52.73 49.20 48.03
KV Cache Budget = 1024
SnapKV 27.54 44.04 54.64 5524 46.18 30.70 2830 24.42 2578 68.00 91.83 4244 846 99.50 52.27 48.72 46.75
+ MixKV 27.61 44.06 54.47 55.66 4576 31.11 2848 2459 2641 69.50 91.74 42.58 7.76 99.50 52.88 48.64 46.92
+ BACON 27.83 4431 54.81 56.02 46.32 31.56 28.72 24.66 26.59 72.00 91.90 43.07 8.59 99.50 52.51 48.90 47.33
AdaKV 28.03 4334 5536 55.67 4590 31.23 2847 2425 2594 68.50 91.62 4225 8.43 99.50 52.28 49.23 46.88
+ MixKV 28.21 4338 5471 5579 46.10 31.55 29.06 24.09 26.15 70.50 91.73 43.11 826 99.50 52.68 49.25 47.13
+ BACON 28.13 44.05 55.27 56.04 46.64 31.52 29.31 24.28 26.31 72.50 91.73 43.63 829 99.50 52.62 49.34 47.45
PyramidKV 28.06 42.63 54.19 55.65 46.23 3146 27.67 24.85 2579 68.00 91.79 41.57 8.34 99.50 51.35 48.01 46.57
+ MixKV 28.54 43.18 54.67 55.56 46.06 30.82 28.26 24.76 26.35 69.50 91.34 43.05 8.18 99.50 51.58 48.47 46.86
+ BACON 28.57 42.89 54.81 55.75 46.38 31.73 2845 25.12 2581 7250 92.34 43.14 8.49 99.50 51.63 48.38 47.22
KV Cache Budget = 512
SnapKV 2740 3823 5349 55.04 4530 29.92 2548 2421 2439 64.00 92.05 4192 8.17 99.50 52.18 47.46 45.55
+ MixKV 27.46 38.58 53.18 55.66 4547 3048 25.63 2447 2497 68.00 92.04 43.25 7.67 99.50 51.86 47.52 45.98
+ BACON 27.62 38.79 53.73 55.72 45.66 31.10 2594 24.92 25.25 71.50 92.26 43.05 8.34 99.50 52.22 47.73 46.46
AdaKV 27.38 40.76 53.41 55.67 4553 29.81 2596 2438 24.61 66.00 9235 4227 8.01 99.50 52.75 4826 46.04
+ MixKV 27.36 4228 53.04 55778 4539 29.95 26.06 24.64 2446 69.50 92.07 4324 8.09 99.50 52.72 48.44 46.41
+ BACON 27.62 42.53 5320 5599 45.68 30.04 26.19 24.83 24.84 72.00 92.71 43.37 8.04 99.50 53.09 48.59 46.76
PyramidKV 27.15 40.52 53.15 55.19 4557 2990 2529 24.19 2431 6250 91.30 42.08 8.57 99.50 50.79 46.31 45.40
+ MixKV 27.11 41.12 5334 5540 45.08 3045 25.64 2449 2439 67.00 91.06 4271 8.59 99.50 50.74 46.67 45.83
+ BACON 27.89 41.37 53.67 56.07 46.46 30.62 2557 24.70 2442 7150 91.77 43.65 8.62 99.50 51.26 46.82 46.49

Table 9: Results under extreme multimodal contexts with Qwen2-VL-7B.

HR-Bench .

Method 4K 8K Method Video-MME
Acc. Acc. Acc.
Full KV 64.30 62.10 Full KV 53.30
SnapKV 63.90 61.50 SnapKV 51.70
+ MixKV 63.60 61.50 + MixKV 51.70
+ BACON 64.30 61.80 + BACON 52.30
AdaKV 63.90 61.50 AdaKV 51.70
+ MixKV 63.90 61.80 + MixKV 51.70
+ BACON 63.90 62.10 + BACON 52.30
SparseMM 63.90 61.50 SparseMM 51.70
+ MixKV 63.90 61.80 + MixKV 52.30
+ BACON 64.30 62.10 + BACON 53.00

boundary evidence helps recover fine-grained rel-
evant context. Meanwhile, it also improves many
information aggregation and few-shot tasks, sug-
gesting that the proposed calibration does not sacri-
fice global context modeling. A few metrics show
smaller gains or occasional non-best results, espe-
cially in tasks where the baseline already performs
close to the Full KV upper bound or where the
score is saturated, such as passage retrieval. Over-
all, these appendix results demonstrate that BA-
CON is not specific to visual-token compression,
but provides a broadly applicable score calibration
mechanism for KV cache compression.

C.2 Results on Extreme Multimodal Context

We further evaluate BACON under two extreme
multimodal scenarios with substantially enlarged
visual contexts: ultra-high-resolution image under-
standing on HR-Bench and long-form video under-
standing on Video-MME. We use Qwen2-VL-7B-

Instruct following the same evaluation protocol as
the main experiments. For HR-Bench, we evaluate
both 4K and 8K settings with a KV-cache budget of
128. For Video-MME, we use a KV-cache budget
of 1024 and restrict evaluation to 30—60 minute
videos without subtitles.

Ultra-high-resolution images. As shown in Ta-
ble 9, BACON remains effective when the visual
context grows substantially due to high-resolution
image tiling. On HR-Bench 4K, BACON im-
proves SnapKV and SparseMM from 63.9 to 64.3,
matching the Full KV result. On the more chal-
lenging 8K setting, BACON improves SnapKV
from 61.5 to 61.8 and improves both AdaKV and
SparseMM from 61.5 to 62.1, again reaching Full
KV performance for the latter two compressors.
These results indicate that BACON can preserve
sparse answer-relevant evidence even when it is dis-
tributed over substantially longer high-resolution
visual sequences.
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Table 10: Additional ablation results of BACON on LLaVA-NeXT-Mistral-7B under budget 128.

Budget 128
Back EL T
ackbone CharfQA DocVQA TextVQA MMMU TextCaps
TTT 8% 3 &7 & i
SnapkV % 7 % 497 571 65.4 34.8 0.624
X  J 489 56.6 64.6 34.9 0.644
SO/ /496 57.8 66.2 34.9 0.676
X X X 438 6.1 62.7 34.9 0.568
AdaKV Y X /450 57.6 65.1 34.9 0.606
J /X 445 57.4 65.4 347 0.626
X  J 453 57.0 63.2 34.9 0.619
SO/ /502 58.4 65.5 34.9 0.641
£1: & 97 g1 i
SparseMM v 7 % 300 58,9 67.5 347 0.604
X v / 499 586 66.7 34.7 0.605
S/ /504 59.3 67.8 34.8 0.626
Table 11: Additional ablation results of BACON on Qwen2-VL-7B under budgets 64 and 128.
Budget 64 Budget 128
Backbone E L T ChartQA DocVQA 'I%x%éQA MMMU TextCaps ChartQA DocVQA ;exgt%QA MMMU TextCaps
X X X 66.2 70.1 70.3 49.6 0.787 69.6 82.1 77.0 49.8 1.141
SnapKV v X Vv 68.1 84.0 77.1 50.0 1.114 70.4 90.6 81.9 49.8 1.410
P v v X 68.2 83.5 76.4 499 1.151 69.7 88.3 81.4 50.0 1.401
X v Vv 67.5 84.7 773 50.0 1.133 69.9 87.7 81.8 49.8 1.408
v v/ 69.6 85.5 78.2 50.0 1.178 70.2 91.5 82.6 49.9 1.426
X X X 66.6 69.4 70.8 49.6 0.771 69.6 81.3 75.9 49.7 1.099
AdaKV v X Vv 67.8 85.6 77.0 49.8 1.103 70.1 88.6 79.2 49.8 1.359
v v X 67.9 84.3 76.4 49.8 1.146 69.4 85.3 80.4 49.7 1.363
X v / 68.3 81.7 77.6 49.6 1.111 69.8 86.5 81.1 49.7 1.348
v v 7/ 69.6 86.2 78.5 49.8 1.144 70.2 91.1 81.2 49.8 1.371
X X X 69.6 87.3 76.9 49.6 1.044 70.0 914 82.1 49.8 1.427
SparseMM v X Vv 69.9 90.5 81.1 49.8 1.388 70.4 92.3 82.3 49.6 1.471
P v vV X 70.0 91.9 80.7 49.8 1.415 70.1 93.0 82.1 49.8 1.503
X v v 69.8 89.4 81.2 49.6 1.407 69.7 92.3 82.3 49.8 1.498
v v 7/ 70.2 92.0 81.6 49.8 1.432 70.4 93.2 82.4 49.8 1.511

Long-form videos. BACON also remains ef-
fective under extreme temporal contexts. On
30-60 minute Video-MME videos, it improves
SnapKV and AdaKV from 51.7 to 52.3, and im-
proves SparseMM from 51.7 to 53.0. In partic-
ular, SparseMM + BACON approaches the Full
KV result of 53.3 despite operating with a com-
pressed KV cache. This suggests that boundary ev-
idence remains informative for identifying sparse
task-relevant content even when the visual con-
text spans long temporal sequences. Overall, BA-
CON maintains its effectiveness as visual context
length increases along both spatial and temporal
dimensions. The results on high-resolution im-
ages and long videos further demonstrate that its
evidence-preservation mechanism generalizes be-
yond the standard multimodal settings considered
in the main experiments.

C.3 Additional Ablation Results

We provide additional ablation results in Tables 10
and 11 to further validate the component design
of BACON beyond the main setting. The full BA-
CON variant consistently achieves the best or near-
best performance across different models, compres-
sion backbones, benchmarks, and cache budgets,

confirming the complementary roles of boundary
evidence F, local coherence L, and cross-layer
trace support 7. Removing any component often
weakens performance or leads to less stable re-
sults, especially on evidence-sensitive tasks such
as DocVQA, TextVQA, and TextCaps. These ad-
ditional results further demonstrate that BACON’s
component design remains robust across broader
model and budget settings.

C.4 Prompt Robustness Analysis

We further evaluate whether BACON is sensitive to
the prompt formulation or inference procedure. In
addition to the default prompt used in the main ex-
periments, we consider two semantically equivalent
direct prompt variants and a two-stage chain-of-
thought (CoT) setting. Prompt Variation 1 places
the task instruction before the question, whereas
Prompt Variation 2 presents the question before
the output constraint. Both variants preserve the
original task semantics and required answer format,
while altering the ordering and surface realization
of the prompt. For two-stage CoT, the model first
generates image-grounded intermediate reasoning
and subsequently produces the final answer condi-
tioned on this reasoning in a separate generation
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Table 12: Robustness to direct prompt variations. Results under two alternative prompt templates (V1 and V2)
on SnapKV, AdaKYV, and SparseMM. BACON consistently improves the corresponding base compressors across

different prompt formulations.

Method Prompt V1 Prompt V2
DocVQA TextVQA ChartQA TextCaps DocVQA TextVQA ChartQA TextCaps
Full KV 93.50 82.60 70.60 1.48 93.70 83.20 71.40 0.44
Budget = 128
SnapKV 78.71 77.84 69.20 1.27 81.79 79.75 69.60 0.46
+ MixKV 81.69 80.78 70.20 1.43 84.25 82.07 70.90 0.47
+ BACON 89.01 81.12 70.20 1.43 91.14 82.04 70.60 0.61
AdaKV 79.56 76.28 69.30 1.19 82.34 78.11 69.50 0.44
+ MixKV 81.80 78.99 69.80 1.37 84.27 81.13 70.60 0.43
+ BACON 89.08 80.64 70.10 1.44 91.21 81.32 71.10 0.53
SparseMM 90.76 82.02 70.70 1.53 91.78 81.93 71.70 0.54
+ MixKV 91.89 82.02 70.60 1.52 92.90 82.84 71.00 0.51
+ BACON 92.04 82.06 71.10 1.57 92.88 83.21 71.60 0.58
Budget = 64
SnapKV 62.77 69.36 65.60 0.88 66.73 70.40 66.40 0.30
+ MixKV 63.77 72.13 67.20 1.01 67.37 73.51 67.40 0.32
+ BACON 81.25 75.65 68.80 1.17 84.14 78.87 69.90 0.35
AdaKV 63.29 67.52 65.60 0.86 67.39 69.69 66.80 0.27
+ MixKV 64.27 69.69 67.30 0.94 68.04 72.05 67.50 0.31
+ BACON 81.95 75.03 69.00 1.18 84.65 78.24 70.20 0.36
SparseMM 83.52 77.30 69.20 1.14 86.19 78.57 69.80 0.36
+ MixKV 86.41 80.64 69.50 1.42 88.26 81.54 70.50 0.41
+ BACON 90.98 81.08 70.10 1.47 92.12 81.52 70.50 0.49

Table 13: Robustness under two-stage chain-of-thought prompting. Results on SnapKV, AdaKV, and SparseMM
under KV-cache budgets of 64 and 128. BACON remains effective under the substantially different two-stage CoT

inference procedure.

Method Budget 64 Budget 128
DocVQA TextVQA ChartQA TextCaps DocVQA TextVQA ChartQA TextCaps
Full KV 93.30 77.60 68.90 0.67 93.30 77.60 68.90 0.67
SnapKV 55.79 55.13 54.80 0.11 84.41 74.62 64.90 0.66
+ MixKV 56.26 55.42 56.20 0.10 84.08 75.97 64.70 0.76
+ BACON 62.06 56.75 56.20 0.61 84.79 76.44 65.60 0.84
AdaKV 57.79 53.30 54.80 0.12 81.93 71.01 64.40 0.67
+ MixKV 58.27 54.29 59.40 0.12 82.50 73.34 64.70 0.74
+ BACON 59.90 54.10 58.30 0.57 82.62 73.88 64.50 0.82
SparseMM 83.67 72.99 60.70 0.32 91.37 77.46 66.10 0.79
+ MixKV 83.99 73.92 59.90 0.25 90.39 76.67 66.10 0.78
+ BACON 84.65 74.19 63.00 0.64 91.70 78.78 66.10 0.92

stage; only the final answer is used for evaluation.

Table 12 reports the results under the two di-
rect prompt variations. Across different compres-
sors and KV-cache budgets, BACON generally
improves the corresponding base compressor and
remains competitive with or superior to MixKV
across most settings. The improvements are par-
ticularly pronounced under the more aggressive
budget of 64, where compression is more likely
to discard sparse answer-relevant visual evidence.
These results indicate that the effectiveness of BA-
CON does not depend on a particular ordering or
wording of the input prompt.

We further evaluate BACON under the substan-
tially different two-stage CoT procedure in Ta-
ble 13. Despite the additional intermediate reason-

ing stage and the resulting change in the inference
process, BACON continues to provide overall im-
provements across compressors and datasets, with
the strongest benefits again appearing under tighter
KV budgets. This suggests that BACON can pre-
serve visual evidence that remains useful not only
for direct answer generation, but also when the
model must first construct intermediate reasoning
before producing its final prediction.

Overall, the results across direct prompt reformu-
lations and two-stage reasoning show that BACON
is not tied to a specific prompt template or decoding
procedure. Its gains remain robust under changes
in prompt structure and inference behavior, sup-
porting the generality of its evidence-preservation
mechanism under aggressive KV cache compres-
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sion.

C.5 Additional Visualization Results

Here we provide more visualization results on how
BACON improve visual evidence retention com-
pared to baseline methods, as shown in Fig. 5
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