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Abstract

Instruction-tuning datasets for large language
models (LLMs) are often large, redundant,
and imbalanced, limiting efficient adaptation.
Naive large-batch fine-tuning repeatedly in-
cludes overrepresented sample groups while
weakly covering underrepresented but infor-
mative ones, especially under data paral-
lelism (DP) across multiple GPUs. We pro-
pose CIuSTER, a Cluster-aware balanced
Sampling framework for Training Efficient
data Reduction in DP instruction tuning. CluS-
TER curates a representative reduced dataset
through gradient-space clustering and DP-
aware balanced allocation, ensuring dual-level
coverage across clusters and workers, while
preserving the original data distribution by
weighted update. As a result, CluSTER re-
duces redundant computation and improves
training stability without compromising model
quality. Across multiple instruction-tuning
datasets, CluSTER reduces training time by
up to 69.6% with almost no accuracy loss
compared to prior sampling and data reduc-
tion methods. Code is available at https:
//github.com/kaist-dmlab/CluSTER.

1 Introduction

Fine-tuning is a key mechanism for adapting large
language models (LLMs) to downstream tasks (Wei
et al., 2022). In particular, instruction tuning has
emerged as a standard fine-tuning paradigm for
aligning pretrained models with task-specific be-
haviors and user-facing objectives (Liu et al., 2024).
At the same time, instruction-tuning datasets are
commonly large-scale and heterogeneous, with
long-tailed distributions across topics, styles, and
difficulty levels (Henning et al., 2023). Conse-
quently, effective instruction tuning requires more
than computational scaling; it also requires princi-
pled strategies for selecting and organizing infor-
mative training samples.

*Corresponding Author.

A key challenge emerges when large-scale
datasets are used in large-batch fine-tuning, where
each optimization step aggregates signals from
many samples. Training efficiency depends not
only on the number of processed samples, but also
on whether they provide informative and comple-
mentary update directions (Yin et al., 2018). Under
random sampling, long-tailed instruction-tuning
datasets tend to overrepresent dominant regions,
leaving underrepresented yet informative samples
insufficiently covered (Li et al., 2024a; Liu et al.,
2024). As a result, computation is spent on re-
dundant training signals, reducing the diversity of
useful supervision within each optimization step.

Large-batch LLM fine-tuning is commonly im-
plemented through data parallelism (DP). Prior
work mainly improves system-level efficiency, such
as memory sharding and communication optimiza-
tion (Dean et al., 2012; Li et al., 2014; Shoeybi
et al., 2019; Huang et al., 2019), while leaving
sample composition and assignment within large
batches unaddressed. In DP, the global batch is
split across workers, whose local gradients are ag-
gregated into a single update. Thus, optimization
depends on the diversity of gradients generated
in parallel (Yin et al., 2018). With long-tailed and
redundant data, dominant sample groups may be as-
signed to multiple workers, leaving rarer but infor-
mative groups insufficiently covered. Figure 1(a)
shows this inefficiency: dominant groups (e.g., red
and blue) are repeatedly processed across different
workers, leading to redundant gradient computa-
tions without proportional gains in convergence.

Our goal is therefore to construct a reduced
dataset that improves large-batch fine-tuning effi-
ciency by removing redundant and weakly informa-
tive samples while preserving full-dataset training
behavior. Unlike prior data selection approaches
that primarily rank samples by individual informa-
tiveness, we focus on how selected samples col-
lectively contribute to distributed mini-batch op-
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Figure 1: Comparison between full- and reduced-dataset
training. Colors indicate clusters and shapes denote
finer-grained sample types. (a) With the full dataset,
redundant and dominant patterns recur across batches
and workers. (b) With the reduced dataset, diverse repre-
sentative samples are selected with balanced cluster cov-
erage and allocated across GPUs, reducing computation
and training time while preserving the data distribution.

timization. Thus, a reduced dataset should not
only contain informative samples, but also orga-
nize them so that each optimization step covers
diverse and complementary training signals. We
define a cluster as a coherent sample group that
provides a similar training signal. As shown in Fig-
ure 1(b), this leads to two coverage requirements.
First, across workers, batches should cover differ-
ent sample groups rather than repeatedly drawing
from the same group. Second, within each group,
selected samples should remain diverse and com-
plementary by covering different sub-clusters or
sample types, represented by the distinct shapes in
the figure. We refer to these requirements as dual-
level coverage: inter-level coverage across workers
and intra-level coverage within clusters.

For this purpose, it is important to identify sam-
ple groups according to their roles in model opti-
mization. Since our objective is to approximate full-
dataset optimization with fewer samples, surface-
level similarity alone is insufficient: textually dif-
ferent samples can induce similar updates, while
similar-looking samples can drive learning in differ-
ent directions. To better preserve the loss-surface
dynamics of full-dataset training, samples should
therefore be grouped by update similarity. We thus
organize samples in the gradient space, where sam-
ples with similar gradients are expected to guide
the model toward similar optimization directions.

We propose CIuSTER, a Cluster-aware bal-
anced Sampling framework for Training Efficient
data Reduction in DP instruction tuning. CluS-
TER clusters samples in gradient space and builds
areduced dataset via balanced cluster sampling to
reduce redundant signals across workers. It pro-
motes dual-level coverage: inter-level coverage by
assigning different clusters to workers, and intra-

level coverage by selecting diverse, boundary-near
samples within clusters. To reduce majority-group
dominance, clusters are under-sampled to the small-
est cluster size, while importance-weighted updates
preserve the original data distribution. Overall,
CIuSTER reduces redundant computation while
preserving full-dataset optimization behavior.

CluSTER improves both training and se-
lection preprocessing efficiency across multiple
instruction-tuning datasets. Compared with full-
dataset instruction tuning, it reduces training time
by 69.6% with almost no degradation in model
performance. The gain comes from replacing re-
peated updates from redundant samples with more
complementary updates across workers.

2 Related Work

2.1 Data Sampling

Data sampling has been recognized as an impor-
tant factor for optimization stability and general-
ization in large-scale training. Random sampling
is unbiased but can induce high gradient variance
under imbalanced data distributions. Although
uniform or stratified sampling mitigates this is-
sue (Loshchilov and Hutter, 2016; Katharopoulos
and Fleuret, 2018), it is often impractical for text
or instruction datasets with imbalanced, dynamic,
and implicit clusters.

Recent works have explored sampling strate-
gies that prioritize informative or diverse samples
based on learning utility, including importance- or
curriculum-based sampling (Mindermann et al.,
2022; Ash et al., 2020), difficulty-based instruc-
tion filtering such as IFD (Li et al., 2024b), and
representation- or diversity-based selection in em-
bedding or gradient space (Sener and Savarese,
2018; Coleman et al., 2020). For LLM fine-tuning,
related approaches include LESS, which estimates
sample influence (Xia et al., 2024), and S2L, which
uses small-model training trajectories to select data
for larger models (Yang et al., 2024). Although
these approaches improve sample quality, many
require costly preprocessing, such as per-example
gradients, influence scores, or proxy-model trajec-
tories, which is expensive for large datasets. Un-
like these example-level approaches, CluSTER
uses target-model gradient-proxy clusters for joint
DP-aware worker allocation and cluster-weighted
updates during fine-tuning.
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Figure 2: Comparison of random and uniform sampling
under an idealized balanced-cluster setting. (a) Random
sampling frequently produces repeated semantic clusters
across batches, while (b) uniform sampling encourages
balanced cluster coverage.
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2.2 Data Parallelism (DP)

DP is a core paradigm for scaling large neural net-
works across multiple GPUs. In DP, each worker
processes a different mini-batch, and gradients are
aggregated into a global update. Over time, several
architectures, including parameter server (Li et al.,
2014), ZeRO (Rajbhandari et al., 2020), and fully
sharded data parallel (FSDP) (Zhao et al., 2023),
have improved DP efficiency in terms of scalability,
memory footprint, and communication overhead.

3 Preliminary

Random sampling is widely used for mini-batch
construction because it provides an unbiased gradi-
ent estimate under the independent and identically
distributed (i.i.d.) assumption. However, when
the data distribution is heterogeneous or imbal-
anced, random sampling may over-sample dom-
inant regions while under-sampling minority ones,
resulting in high variance of mini-batch gradients.
As shown in Figure 2, random sampling produces
batches with markedly different data compositions,
whereas uniform sampling maintains consistent
cluster distributions. To isolate the intrinsic dif-
ference between sampling strategies, we begin by
analyzing an idealized balanced scenario in which
the dataset is evenly partitioned into homogeneous
clusters; the comparison between the two strategies
reveals the fundamental effect of sampling unifor-
mity on gradient variance and stability.

Since the convergence rate of stochastic opti-
mization is closely tied to the variance of gradient
estimates (Bottou et al., 2018; Gower et al., 2019),
reducing the variance of mini-batch gradients di-
rectly contributes to faster and more stable con-
vergence. Therefore, understanding how different
sampling strategies influence gradient variance is
critical to improving training efficiency.

Setup. We consider a dataset partitioned into K
clusters {C.}X |, each containing n samples so
that the total dataset size is N = Kn. The gra-
dient of each sample i is denoted by g; € R%. A
summary of the notation used in the analysis is

provided in Appendix A.1.

Variance Decomposition. The total gradient
variability can be decomposed into intra-cluster
and inter-cluster components. Specifically, the av-
erage intra-cluster gradient variance across all clus-
ters is defined as

2 1 = 2
Sintra: EZSC’ (1)
c=1

and the inter-cluster gradient variance, which mea-
sures the dispersion of cluster-wise mean gradients
around the population mean gradient, is

K
Stver =3¢ _ e — pll3- 2)
c=1

A detailed derivation of this decomposition is pro-
vided in Appendix A.2.

Mini-batch Gradient Estimator. For a batch of
size B, the empirical gradient estimator is

=2 Y a0 3)

i€batch

with expectation E[G] = p. We denote the sam-
pling ratio as f = B/N.

Proposition 1 (Variance of random sampling). Un-
der random sampling (without replacement),
Var(GRrandom) =~ ‘5L 52 “
= % (Sl?ntra + Si%ner)’ )
where S? is the finite-population variance.
Proof. See Appendix A.3. O

Proposition 2 (Variance of uniform sampling).
Sampling b = B/K per cluster and averaging
with W, = N./N = 1/K yields

K
Var(éstrat) = Z MZCZ (1_fc) Sc2 (6)

1
=182 )

-0

with fo =b/N. = f.
Proof. See Appendix A.4. O
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Figure 3: Overview of the proposed CluSTER framework. It consists of three stages: gradient-based clustering,
cluster-aware balanced sampling, and weighted gradient update, which collectively ensure balanced data allocation.

Proposition 3 (Variance comparison). Combin-
ing Propositions 1 and 2, if Sz .. > 0, then
Var(GStmt) < Var(GRandom), with equality if and

only lf inter — 0.
Proof. See Appendix A.5 U

From Propositions 1 and 2, under the idealized
balanced-cluster setting, uniform sampling reduces
gradient variance by eliminating the inter-cluster
variance component. However, real-world datasets
generally exhibit non-uniform cluster sizes, and
the balanced analysis does not directly characterize
the practical setting of CluSTER. We therefore
extend the analysis to weighted stratified sampling
over non-uniform clusters and explicitly connect
the resulting estimator to the cluster-weighted ag-
gregation used in CluSTER.

Extension to Non-Uniform Clusters. For non-
uniform clusters, let 7. = |C.|/N denote the origi-
nal proportion of cluster ¢, and let /i be the mean
gradient of m, samples drawn from that cluster.
The weighted stratified estimator

Z Tefle 3

remains unbiased under uniform within-cluster
sampling. Unlike the balanced case, this formu-
lation does not guarantee lower total variance than
random sampling; rather, it removes variance due
to random fluctuations in cluster composition.

For CluSTER, m. = B/K under the default
allocation and w. = K. Thus,

1 K K
7 D Weble = ) el ©)
c=1 c=1

which corresponds to the weighted stratified esti-
mator above. This formulation provides the theoret-
ical motivation for the balanced cluster allocation

wstrat

and weighted aggregation used in CluSTER under
practical non-uniform cluster distributions.

4 CluSTER Framework

We propose CIuSTER, which balances data selec-
tion between clusters to mitigate overfitting while
preserving the intrinsic data distribution. As shown
in Figure 3, the method consists of three stages:
gradient-based semantic clustering, cluster-aware
balanced sampling, and weighted gradient update.

4.1 Gradient-Based Semantic Clustering

Inspired by BADGE (Ash et al., 2020), we con-
struct per-sample gradient proxy embeddings that
capture both semantic information and model un-
certainty. Computing gradients with respect to
all model parameters is expensive for large lan-
guage models, so we instead derive a lightweight
proxy from the token-level cross-entropy loss and
the final-layer hidden representations. For a se-
quence z, let h; € R denote the final hidden
state at token position ¢, and p;,, the teacher-
forced probability of the ground-truth token y;.
We define a token-level gradient proxy as g; =
(pty, — 1)he. The sequence-level embedding is
obtained by averaging over valid token positions,
g(z) = ‘7. 1 Zte’r ) (Ptye — 1)h¢, followed by
{5 normalization. As the hidden states h; encode
the semantic context of the sequence, the resulting
proxy embedding inherits semantic structure from
the representation space. The coefficient (p; ,, — 1)
further weights tokens according to prediction con-
fidence, allowing the embedding to capture both
semantic content and uncertainty.

Finally, we cluster the normalized embeddings
using K -means (Lloyd, 1982), as illustrated in Fig-
ure 3(a). Samples that induce similar update di-
rections cluster together, yielding groups that re-
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flect coherent instructional intents and reasoning
patterns. The number of clusters, K, is automat-
ically set equal to the number of GPUs to enable
direct cluster-to-GPU assignment during training
that preserves intra-cluster consistency. To pre-
vent severe cluster imbalance, we apply capacity-
constrained K-means with |C.| < %, where o
is a user-defined hyperparameter that controls the

upper bound on the cluster capacity.

4.2 Cluster-Aware Balanced Sampling

We construct a reduced dataset by balancing the
sample budget evenly across clusters (inter-level
coverage) and selecting non-redundant samples
within each cluster (intra-level coverage). For inter-
cluster coverage, we use the smallest cluster as the
pivot and down-sample larger clusters to match the
size of the pivot cluster using distance-to-centroid
ranking. We examine how the intra-cluster selec-
tion strategy affects gradient diversity (Yin et al.,
2018). The gradient diversity of a mini-batch S is
defined as

As) - Dies lal’
2
IEies gl
_ > il
Dillgill? +232; llgill lg; ]l cos 0
(10)
which decreases as pairwise cosine similarities in-
crease. Thus, the expected value of cos 0;; directly
determines the diversity level of a mini-batch.
Within a cluster C., we decompose gradients as
gi = [ + €;, where [i. is the cluster mean and ¢;
captures residual variation. Under a first-order ap-
proximation of normalized gradients, the expected
cosine similarity between gradients satisfies

(d—1)o?

E[cos ;] = 1 — —— ,
K eI

1D
which decreases monotonically with the residual
variance o%. A complete derivation of this approxi-
mation is provided in Appendix B.

We consider three within-cluster selection strate-
gies: core-centric (nearest to centroid), random,
and peripheral (farthest from centroid), as illus-
trated in Figure 4. Since distance-based condi-
tioning induces o2, < 02 ; < ageri, it also im-
plies Acore < Arand < Aperi by Equation (10). As
shown in Figure 3(b), we therefore adopt periph-
eral selection as the default strategy. To construct
the final training subset, we first down-sample all

(a) Random Selection

(b) Core-centric Selection

(c) Peripheral Selection

Figure 4: Expected pairwise cosine similarity between
gradient embeddings under within-cluster selection
strategies: (a) random sampling, (b) core-centric sam-
pling, and (c) peripheral sampling.

clusters to the smallest cluster size nyi,, yielding
a uniformly balanced intermediate dataset. Given
a selection ratio r € (0, 1], we retain only the top
r - Nmin farthest samples from the centroid within
each balanced cluster. The resulting balanced sub-
sets are then distributed across GPUs to encourage
diverse and balanced gradient contributions.

4.3 Weighted Gradient Update

To ensure consistency with full-dataset fine-tuning,
we introduce a weighting coefficient that aligns
the expected gradient contribution of each cluster
with that under full-dataset random sampling, as
shown in Figure 3(c). The derived coefficient for

the c-th cluster is expressed as w, = ‘C‘}\',K. While
balancing cluster sizes is effective for reducing
sampling bias and stabilizing gradient estimation,
it inevitably alters the original data distribution.
To compensate for this shift, we assign each clus-
ter a weight w, proportional to its original size
|Cc|, restoring its contribution to the global gradi-
ent, maintaining consistency with the original un-
balanced dataset distribution while preserving the
variance-reduction benefits of balanced sampling.
The full derivation is provided in Appendix C, and
the overall procedure of CluSTER is summarized
in Appendix D.

Hyperparameters. CluSTER uses three hyperpa-
rameters: the number of clusters K, cluster capac-
ity «, and selection ratio r. By default, K is set
to the number of data-parallel workers, providing
a simple granularity for cluster-balanced worker
assignment. We set o = 1.5 and vary 7 to control
the final data ratio.

4.4 Data Selection Complexity Analysis

We compare the computational complexity of CluS-
TER with existing data selection methods. Ta-
ble 1 summarizes the theoretical complexity of
representative approaches, including IFD, LESS,
and S2L (Li et al., 2024b; Xia et al., 2024; Yang
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Table 1: Comparison of selection-time complexity. D
denotes the dataset size. Forward and Backward denote
a forward and backward pass of the target transformer
model, respectively. Forwards and Backwards denote
those of the small model, and E, denotes the num-
ber of proxy-model training epochs. For a transformer
model with L layers, sequence length 7', and hidden di-
mension H, a forward pass costs O(L(T?H + TH?));
a backward pass is approximately 2x more expen-
sive (Vaswani et al., 2017; Goodfellow et al., 2016).

Method Compute Complexity

IFD O(|D| - Forward x 2)

LESS O(|D| - (Forward + Backward))
S2L O(|D| - Es - (Forwards + Backwards))
CIuSTER O(|D| - Forward)

et al., 2024). IFD evaluates difficulty by computing
two likelihood scores per sample, corresponding
to two forward passes over the dataset. LESS re-
quires forward and backward passes to compute
parameter gradients, resulting in a cost propor-
tional to the number of model parameters. S2L uses
small-model training trajectories, introducing addi-
tional proxy-model training and trajectory-tracking
costs. In contrast, CluSTER constructs lightweight
gradient-proxy embeddings from final-layer hidden
states and token-level probabilities, which yields
lower computational complexity than existing ap-
proaches by avoiding expensive backpropagation
or proxy-model training.

5 Experiments

5.1 Experimental Setups

Baselines. We compare CluSTER with two cate-
gories of baselines: (1) sampling-based methods,
including random sampling, the default strategy
in standard DP, and uniform sampling (Loshchilov
and Hutter, 2016), an idealized setting where
data are evenly distributed across clusters; and
(2) selection-based methods, including IFD sam-
pling (Li et al., 2024b), which is based on
the instruction-following difficulty, LESS sam-
pling (Xia et al., 2024), which prioritizes data
based on gradient-based influence estimation, and
S2L (Yang et al., 2024), which selects data by clus-
tering small-model training trajectories.

Datasets. For fine-tuning, we use the code instruc-
tion datasets Magicoder-OSS-Instruct-75K (Wei
et al., 2024) and Evol-Instruct-Code-80K (Luo
et al.,, 2024), as well as the medical dataset
MedInstruct-52K (Zhang et al., 2023). We first
prune clusters to the pivot size and then apply sam-
pling ratios of 1.00, 0.75, and 0.50.

Table 2: Pass@1 (%) and training time (hrs) for sam-
pling strategies on CodeLlama-7B fine-tuned with
Magicoder-OSS-Instruct-75K. r = {1.00,0.75,0.50}
corresponds to 79%, 59%, and 40% data usage after
cluster balancing. Bold marks the best score per usage.

Evaluation Benchmark
Ratio Sampling HumanEval(+) MBPP(+) Avg.

571+15(52.4+27) 66.1+06 (54.8+06) 57.6
54.1+22(50.0+24) 65.0+13(54.3+15) 55.8

54.9+ 1.6 (49.4+18) 65.9+1.1(54.7+09) 56.2
53.3+23(49.0+17) 65.1+03(54.2+07) 55.4
1.00  IFD 53.8+3.1(49.8+31) 65.3+04 (54.0+14) 55.7
(79%) LESS 53.94+22(50.0+18) 65.8+02(53.6+07) 55.8
S2L 53.0+ 1.1 (48.2+07) 66.1+09 (54.8+1.1) 55.5
CIuSTER 54.9+12(49.8+15) 67.0+13 (55.6+11) 56.8

51.4+07(46.8+10) 67.2+11(55.1x07) 55.1
52.6+25(48.0+29) 66.1+12(54.4+10) 55.3
0.75  1FD 50.2+07 (43.9+2.1) 66.3+04 (54.4+04) 53.7
(59%) LESS 53.3+18(49.0+17) 65.4+12(53.8+04) 554
S2L 51.8+14(46.3+17) 63.2+12(53.4+09) 53.7
CIuSTER 54.5+ 0.9 (49.4+1.0) 66.9+05 (55.3+03) 56.5

52.2+13(45.9+10) 66.0+038 (54.7+09) 54.7
51.84+27(46.7+23) 64.9+17(53.7+1.1) 54.3
0.50 IFD 50.6+00 (44.7+03) 64.5+12(53.8+10) 534 0.44
(40%) LESS 53.7+1.1(48.2+12) 66.2+12(54.6+22) 557 0.45
S2L 52.4+05(45.7+09) 66.7+07 (54.8+13) 54.9 0.46
CIuSTER 54.0+ 1.8 (49.0+25) 65.8+1.1(55.0+09) 55.9 0.47

Data Selection Ti
ime

Random

Full Uniform

Random
Uniform

Random
Uniform

Random
Uniform

WU | OOANOAII | NDNOOIRO | OWw

COIOOOOOO | OO0 =0 | ——
k|l oo | blolonoo| -

Table 3: Accuracy (%) on medical benchmarks and train-
ing time (hrs) for sampling strategies on Llama-2-7B
fine-tuned with MedInstruct-52K. The data ratios 63%,
47%, and 31% correspond to r = 1.00, 0.75, and 0.50.

Data Selection Evaluation Benchmark
Ratio Sampling MedMCQA MedQA MMLU PubMedQA Avg.

Time

Full Random 369 +14 356+11 504 +08 712x02 485 099
Uniform 374 +04 36.6+02 503 +14 69.0x+10 483 1.02
Random 36.7+06 353 +18 48904 70.1x00 47.7 059
Uniform 372 +04 363 +12498+13 69803 483 0.67

1.00  IFD 36.0 t06  35.6+08 47.6 £07 699 £o4 473 0.59

(63%) LESS 36.3 +03 33.8+12 49510 727 +02 48.1 0.59

S2L 369 +04 350+17 49811 69.0x17 477 057

CluSTER 375 :t02 363 +09 498 +12 70.1 +13 484 0.59
Random 36.7+13 34.6+28 483 +12 709+14 47.6 045
Uniform 364 +02 353 +03 485+08 69.7x04 475 052
0.75  1FD 356 +04 34.1+03 446+05 66300 452 046
(47%) LESS 357+03 329+16 49212 72902 477 046
S2L 370 +11 348 +£38 47.0+19 69.6 09 47.1 045
CIuSTER 371 +02 36.2+03 493 +17 703 +13 482 045
Random 36.7+16 344 +o08 489+16 692x16 473 032
Uniform 36.1 05 363 +07 484 +33 693 +10 475 036
0.50  1FD 36.0+02 36.1£13 45908 66.5=x09 46.1 032
(31%) LESS 355408 341109 472418 T22+07 472 032
S2L 36.1 09 35.0+25 48.6+36 68.6x09 47.1 031
CluSTER 374 t03 353 +26 49.0+17 70415 48.0 0.30

Models. We evaluate three LLMs: CodeLlama-
Python-7B and CodeLlama-Python-13B (Roziere
et al., 2023) on code datasets, and Llama-2-
7B (Touvron et al., 2023) on the medical dataset
with four H100 GPUs, except for Section 5.3,
which uses eight H100 GPUs.

Benchmarks. The trained code models are eval-
uated on four code domain benchmarks: Hu-
manEval (Chen et al., 2021), HumanEval+ (Liu
et al., 2023), MBPP (Austin et al., 2021) and
MBPP+ (Liu et al., 2023). For code benchmarks,
we use greedy decoding to generate a single sample
per problem, with results reported using pass@1.
For medical models, we evaluate performance us-
ing accuracy on four medical QA benchmarks:
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MedMCQA (Pal et al., 2022), MedQA (Jin et al.,
2021), PubMedQA (Jin et al., 2019), and MMLU
medical subsets (Hendrycks et al., 2021).

Implementation Details. For Magicoder-OSS-
Instruct-75K, we fine-tune CodeLlama-Python-7B
for 2 epochs on four NVIDIA H100 GPUs using
PyTorch DDP and Adafactor with a learning rate of
5e—>5. The global batch size is 512. For AlpaCare-
MedInstruct-52K, we fine-tune Llama-2-7B for
3 epochs on four H100 GPUs using FSDP and
AdamW with a learning rate of 2e—5. We report
results averaged over three random seeds and set
the cluster capacity hyperparameter to o = 1.5.
All experiments are repeated three times.
See Appendix E for more detailed setups.

5.2 Main Results

5.2.1 Results on Code Generation

In Table 2, we compare CluSTER with random,
uniform, IFD, and LESS sampling under varying
data budgets. CluSTER consistently achieves the
best overall performance while also reducing train-
ing time. By selectively removing less informative
samples while preserving the overall cluster struc-
ture, CluSTER improves data efficiency without
sacrificing performance. For instance, with only
59% of the data, it achieves an average score of
56.5, which is close to the full-data random base-
line (57.6). Even when the data usage is reduced to
40%, it maintains competitive performance while
reducing training time by up to 58%. These re-
sults demonstrate that CluSTER effectively pre-
serves informative samples, maintaining perfor-
mance with markedly fewer training samples.

5.2.2 Results on Medical QA

Table 3 compares CIuSTER with several baselines
in the medical domain. To assess whether the pro-
posed strategy generalizes beyond the code domain,
we fine-tune the model on a medical dataset and
compare it with existing sampling methods. The re-
sults show that CluSTER consistently outperforms
all baselines in this setting. Moreover, compared
with full-dataset fine-tuning, our method exhibits
the smallest performance drop while using a re-
duced training set, indicating that it preserves infor-
mative samples effectively even under aggressive
data reduction. Even with only 31% of the full
dataset, the model maintains performance compara-
ble to full-dataset training while reducing the over-
all training time by 69.6%. These results suggest
that the proposed method generalizes well across

Table 4: Comparison of data selection, training, and
total model building time (hrs) across baselines.

Data Selecti Time
ata sefection CodeLlama-7B Llama-2-7B

Ratio Sampling Sel. Train Total Sel. Train Total
IFD 1.62 087 249 101 059 1.60
1.00 LESS 279 090 369 1.67 059 226
: S2L 095 090 1.85 0.72 057 129
CluSTER 0.19 092 111 013 059 0.72
IFD 1.62 066 228 1.01 046 1.47
0.75 LESS 279 067 346 1.67 046 2.13
: S2L 095 066 161 0.72 045 1.17

CluSTER 0.19 0.69 088 0.13 045 0.58

Table 5: Performance comparison of random sampling
and CluSTER on 8 GPUs with CodeLlama-Python-7B
trained on Magicoder-OSS-Instruct-75K.

Sel. Ratio Sampling HumanEval(+) MBPP(+) Avg.

Full (100%)  Random 56.7(51.8)  663(553) 575
Random 50.1 (443)  652(532) 533
1.00 (41.6%) CluSTER 557 (49.4)  64.6(533) 55.8
Random 52.7 (45.8) 64.1(53.3) 54.0
075(312%) CluSTER  53.4 (47.6)  65.1(54.0) 55.0

domains and provides stable performance even un-
der substantial data reduction.

5.2.3 Analysis of Selection Strategy Efficiency

Table 4 compares the selection time of different
data selection methods. CluSTER consistently
achieves the shortest selection time among the com-
pared methods. Across both code and medical-
domain datasets, our method substantially reduces
data selection time compared with LESS, IFD,
and S2L. This efficiency arises because CluSTER
requires only one forward pass, while IFD re-
quires two forward passes, LESS requires back-
ward passes, and S2L incurs additional overhead
from small-model training trajectory collection, as
analyzed in Section 4.4.

5.3 Analysis of GPU Scalability

Table 5 repeats part of the experiments in Table 2,
scaling from four GPUs to eight GPUs. CluS-
TER continues to outperform the baseline when
using more GPUs. Despite using only 41.6% of the
original dataset, CluSTER achieves performance
comparable to, and slightly better than, full-data
training while clearly outperforming random sam-
pling at the same data ratio. A similar trend is
observed at the 31.2% data budget, where CluS-
TER consistently improves over random sampling.
These results indicate that our cluster-aware data
selection scales effectively with an increasing num-
ber of GPUs.
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Table 6: Pass@1 of sampling strategies for CodeLlama-

50 60 60 .
Python-13B on Magicoder-OSS-Instruct-75K.
40 /.\‘\. 55] ——=8 | 55| o—O —*
330 ’“‘\\/‘ so| ey | 50| ey o Sel. Ratio ~ Sampling HumanEval(+) MBPP(+) Avg.
Full (100%) Random 63.4 (54.3) 69.6 (57.8) 61.3
20 45 45
Full 1.00 0.75 0.50 0.25 2 8 100 125 1.50 1.00 (81.5%) Random 62.2 (53.7) 70.1 (58.4) 61.1
(a) Selection Ratio (b) Number of Clusters (¢) Cluster Capacity ’ =7 CluSTER 62.4 (54.1) 70.9 (58.7) 61.5
_ o . 075 (61.1%) Random 62.8(54.6)  70.7(59.0) 61.8
Figure 5: Hyperparameter sensitivity analysis of CluS- : 7% CluSTER ~ 63.8(53.2)  72.1(60.8) 62.5

TER with respect to (a) the selection ratio r, (b) the
number of clusters K, and (c) the cluster capacity .

5.4 Hyperparameter Sensitivity Analysis

Figure 5 summarizes the sensitivity of CluSTER to
its key hyperparameters, selection ratio r, number
of clusters K, and cluster capacity «.

5.4.1 Selection Ratio r

To assess the effect of the final data budget, we
vary the selection ratio r after cluster balancing.
This experiment examines whether the selected
subset continues to preserve useful training signals
as the effective data usage decreases. Figure 5 (a)
shows how the HumanEval+ score changes as the
selection ratio decreases on Evol-Instruct-Code-
80K. Our approach degrades gradually and remains
strong at low ratios, whereas random and uniform
sampling drop sharply, widening the performance
gap. This suggests that CluSTER preserves infor-
mative and diverse training signals even when only
a small fraction of the balanced data is used.

5.4.2 Number of Clusters K

We examine the sensitivity of CIuSTER to the
number of clusters K, which controls the granu-
larity of the gradient-proxy partition. This analy-
sis tests whether the method remains stable when
update-similarity groups are defined more coarsely
or more finely. Figure 5 (b) compares different val-
ues of K. Although K defaults to the number of
data-parallel workers, CluSTER remains robust
across alternative values, suggesting that it is not
sensitive to the exact clustering granularity. This
indicates that the benefit of the cluster-aware sam-
pling framework does not come from a narrowly
tuned cluster count, but from maintaining balanced
coverage over diverse gradient-proxy regions.

5.4.3 Cluster Capacity o

We analyze the role of the cluster capacity o, which
determines the maximum allowed cluster size in
capacity-constrained clustering. By changing «,
we examine whether performance is affected by
making the clusters more balanced or allowing

Table 7: Effect of the weighting mechanism across dif-
ferent data ratios on Magicoder-OSS-Instruct-75K.

Sel. Ratio Method HumanEval(+) MBPP(+) Avg.
L00(799, Wloweighting  523(476)  66.8(553) 55.5
00(79%) i weighting ~ 54.9(49.8)  67.0(35.6) 56.8

wio weighting  52.4(47.4)  66.3(552) 553
075(59%)  w/ weighting  54.549.4)  66.9(55.3) 56.5

them to better follow the original data distribution.
Figure 5 (c) varies the cluster capacity .. The per-
formance remains stable across different values,
indicating that the default setting o« = 1.5 provides
a reasonable balance between cluster balancing and
distribution preservation. This stability suggests
that our framework is not overly dependent on a
precise capacity constraint, as long as the clustering
avoids highly imbalanced partitions.

Overall, these sensitivity results show that CluS-
TER remains stable under changes in hyperparme-
ters. This indicates that the method does not rely
on a narrowly tuned hyperparameter configuration.

5.5 Analysis of Model Scalability

To examine whether the effectiveness of CluS-
TER transfers beyond the default 7B-scale set-
ting, we further evaluate it on a larger CodeLLlama-
Python-13B model fine-tuned with Magicoder-
OSS-Instruct-75K. This experiment tests whether
the gradient-proxy cluster structure remains use-
ful as the target model capacity increases. The
results in Table 6 show that our method remains
effective at the 13B scale, achieving competitive
performance while using a reduced portion of the
training data. We further verify the effectiveness
of CIuSTER at the 13B scale on a distinct medi-
cal instruction-tuning setting; detailed results are
provided in Appendix E.5. This suggests that CluS-
TER is not limited to the 7B setting and can support
data-efficient fine-tuning for larger models.

5.6 Effect of Weighting Mechanism

As shown in Table 7, the proposed weighting mech-
anism consistently improves overall performance
across different data ratios. Across all settings, the
weighted variant achieves higher scores, demon-
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Table 8: Effect of data selection mechanisms on bench-
mark performance and gradient diversity (GD) using
Magicoder-OSS-Instruct-75K.

Sel. Ratio  Sel. Metric GD HumanEval(+) MBPP(+) Avg.
Random 1.57 54.0 (48.8) 66.4 (55.7) 56.2
1.00 (79%) Core-centric 1.51 54.3 (48.5) 66.8 (54.8) 56.1
Peripheral  1.62 54.9(49.8) 67.0(55.6) 56.8
Random 1.58 53.6 (48.4) 66.7 (55.5) 56.1
0.75 (59%) Core-centric 1.46 53.5(47.0) 66.0 (54.9) 553
Peripheral  1.67 54.5(49.4) 66.9(55.3) 56.5

strating improved robustness under varying data
budgets. These results suggest that weighting sam-
ples according to their cluster sizes helps preserve
the original contribution of each cluster during op-
timization. This balancing effect leads to more
stable performance across different data ratios.

5.7 Analysis of Intra-Level Coverage

After cluster-level balancing secures coverage over
diverse gradient-space regions, the within-cluster
selector determines which samples represent each
cluster. To evaluate the effect of different selection
criteria, we compare three strategies introduced
in Section 4.2: random, core-centric, and periph-
eral selection. As shown in Table 8, the results
exhibit a clear ordering: peripheral selection per-
forms best across most data ratios, followed by
random selection, while core-centric selection gen-
erally yields the weakest results. A similar ordering
is observed in gradient diversity, where peripheral
selection achieves the highest value, followed by
random and core-centric selection. This suggests
that peripheral samples better preserve intra-cluster
diversity, whereas core-centric samples mostly rep-
resent common gradients. Thus, once clustering
ensures inter-cluster diversity, selecting peripheral
samples further improves intra-cluster coverage by
retaining diverse samples within each cluster. Over-
all, these results show that peripheral selection im-
proves both downstream performance and gradient
diversity, making it a more effective within-cluster
selection strategy for CluSTER.

5.8 Analysis of Inter-Level Coverage

We examine whether CIuSTER reduces gradi-
ent redundancy while preserving meaningful inter-
level coverage. Figure 6 (a) reports the average
inter-worker gradient cosine similarity over train-
ing. CluSTER shows lower similarity than random
sampling, indicating less redundant worker-level
gradient signals and more diverse local updates
across workers, thereby improving the diversity of
gradient information in the global update.

eGpUl | 0.3 Intra-Cluster

* GPU2 Inter-Cluster

GPU3

* GPU4

SQL / Front-end
PO T

0.3 Random

CIuSTER s §yn|ax

0.1 > 3
g
Algorithm / DS
0.0 Math / Pattern 0.2
(a) Inter-Worker
Similarity

(c) Actual-Gradient

(b) Semantic Clustering o
Validation

Figure 6: Analysis of inter-worker gradient redundancy
and cluster-aware GPU allocation. (a) Inter-worker gra-
dient cosine similarity. (b) Visualization of semantic
clustering on a 5% subset of Magicoder-OSS-Instruct-
75K, where colors denote GPU assignments and text
labels indicate dominant task categories. (c) Actual-
gradient cosine similarity for intra- and inter-cluster
sample pairs, where clusters are constructed using the
proposed gradient proxies.

Figure 6 (b) further visualizes the projected gra-
dient embeddings. The samples form distinct clus-
ters whose dominant labels align with recognizable
task categories, such as algorithm/data structure,
SQL/front-end, mathematical reasoning, and ba-
sic syntax. The dominant cluster categories show
an 82% agreement with manual annotations, sug-
gesting that gradient-space clustering captures task-
level semantics.

Figure 6 (c) further validates the proxy clusters
using actual per-sample gradients. Intra-cluster
pairs show higher average gradient cosine similar-
ity than inter-cluster pairs, with a statistically sig-
nificant difference under a cluster-size-preserving
permutation test (p = 0.0464). Together, these re-
sults indicate that CluSTER improves inter-level
coverage by reducing gradient redundancy and pre-
serving task-level diversity in data-parallel training.

See Appendix F for more experimental results.

6 Conclusion

In this work, we studied how sampling affects ef-
ficiency and stability in DP fine-tuning under re-
dundant and imbalanced instruction data. We pro-
posed CIuSTER, which combines gradient-space
clustering, cluster-aware balanced sampling, and
weighted updates to reduce redundant computation
and stabilize multi-GPU optimization. By improv-
ing batch balance across GPUs while preserving
the original data distribution, CluSTER enables
faster training with competitive performance under
reduced data budgets, while also reducing the pre-
processing time required for data selection. These
results highlight the importance of structured data
sampling in distributed optimization and suggest a
new direction for variance-aware data parallelism.
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Limitations

While our experiments demonstrate the effective-
ness of the proposed sampling strategy under multi-
GPU data-parallel training, several limitations re-
main. First, our evaluation is conducted within a
single-node multi-GPU setting. Although we set a
large training scale up to eight GPUs with a batch
size of 512 and demonstrated consistent improve-
ments, we do not extensively explore multi-node
environments with larger batch sizes and higher
communication overhead. Second, due to compu-
tational constraints, our experiments are limited to
moderately sized instruction-tuning datasets, and
we do not evaluate the method on substantially
larger corpora containing hundreds of thousands
or millions of samples. Investigating the behavior
of the proposed approach under significantly larger
batch regimes and substantially larger datasets re-
mains an important direction for future work.

Ethics Statement

This work uses existing pretrained models, train-
ing datasets, evaluation benchmarks, and base-
line methods only for research purposes. We cite
the creators of all artifacts used in our experi-
ments, including pretrained models, instruction-
tuning datasets, evaluation benchmarks, and base-
line methods. The training datasets are used only
for studying data selection and instruction tuning,
while the evaluation benchmarks are used only for
measuring downstream task performance. We use
publicly available datasets and benchmarks and
do not collect new user data. We rely on the pre-
processing and release procedures of the dataset
creators for handling personally identifying or of-
fensive content, and we do not attempt to recover
or expose such information. Pretrained models are
used only for research-purpose fine-tuning. Our use
of these artifacts is consistent with their intended
research use and original access conditions.

We reviewed the licenses and terms of use of the
artifacts used in this work. The pretrained mod-
els, including CodeLlama-Python-7B, CodeLlama-
Python-13B, Llama-2-7B, and Llama-2-13B are
used under the Llama 2 Community License.
For training datasets, Magicoder-OSS-Instruct-
75K is released under the MIT license, Evol-
Instruct-Code-80K under the Creative Commons
Attribution-NonCommercial-ShareAlike 4.0 Inter-
national license, and MedInstruct-52K under the
Creative Commons Attribution-NonCommercial

4.0 International license. For evaluation bench-
marks, HumanEval, MedQA, PubMedQA, and
MMLU are used under the MIT license; Hu-
manEval+ and MBPP+ under the Apache-2.0 li-
cense; MBPP under the CC BY 4.0 license; and
MedMCQA under the MIT license.

We do not redistribute original datasets, bench-
mark data, or pretrained model weights. Artifacts
created in this work are intended only for research,
reproduction, and analysis, and are not used outside
the research context. Although our method does not
introduce a user-facing application, fine-tuned mod-
els may inherit limitations from pretrained models
and training datasets and should be evaluated be-
fore high-stakes use.
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A Proofs for Section 3
A.1 Notations

For clarity, we summarize the main notations used
in the theoretical analysis. We assume that the
dataset consists of N samples partitioned into K
clusters of equal size n. Each sample i is associ-
ated with a gradient vector g; € R?%. The global
mean gradient is denoted by p, while p. represents
the mean gradient of cluster c. The intra-cluster
variance S? measures the variability of gradients
within cluster C.. Table 9 summarizes these sym-
bols and their descriptions.

A.2 Intra- and Inter-Cluster Decomposition

1 N 1
Let p = > ieq9i and p, = A Zie(}c gi. Then
the total sum of squares splits into an intra-cluster
part and an inter-cluster part:

ZHQZ MHQ—ZZHQH NCHQ

c=1 ZECC

+ ZNC e = 3

Dividing by N gives S? = Sfmra + Sfmer, for equal

N‘ 812ntra - f Zc 82 and Sl2nter - K Zczl HMC_
Hll2-

A.3 Proof of Proposition 1

Under simple random sampling without replace-
ment, we uniformly select B distinct samples from
the NN total data points (B < N). Let I; € {0, 1}
be an indicator variable denoting whether the ¢-th
sample is selected. Then we have

E[Il] = %7
Var(l;) = %( — %),
Cov(I;, L) 595;3
Using G = % Zf\il I;g;, we have
N
Var(G) = ﬁVar(ZIigO (12)
i=1
- )
= BN N1 (13)
R %52 (% ~ 1 for large N) .
(14)
Substituting the variance decomposition S? =
512ntra + S 12mer y1€1dS

Var(GRandOm) = % (Slzntra Sl2nter) (15)

Table 9: Summary of notation used in the theoretical
analysis.

Symbol  Description

Total number of samples in the dataset
K Number of clusters
N, Number of samples in cluster C. (N = Kn)
n Number of samples in balanced cluster (N = Kn)
. Set of samples belonging to c-th cluster

gi € R Gradient of sample i

s Population mean gradient % Zf\i 19

He Mean gradient of cluster ¢

S? Intra-cluster gradient variance
Derivation.B Using G = 3 Z i gg where
ElL] = % \;a(r]rv( )) = §( - §). and
Cov(l;, 1;) = — NN for i # j, we have

Var( Var (Z Ilgz>

(16)

1
=5 (Z g?Var(I;)
i=1
n 2Zgigj00v<u,fj>>.

i<j

N N
Let = > iny gi and 8 = 300 (i — p)>.
Using the identity »-,;_; g:g; (i 9)? —
> gf), we simplify the expression to

|z

N-B N
BN N -1

1—f N

2 _
5= B N-1

Var(G) = s2,

where f = % is the sampling fraction. For a large
population (N > 1), :&5 ~ 1, yielding (15).

A4 Proof of Proposition 2

Consider uniform sampling, in which we draw
b = B/K samples per cluster and compute the
weighted average of gradients. Let W, = N./N =
1/K. Then the gradient estimator is

Zchm gczézgi'

i€Cc
Since sampling across clusters is independent,

K K
Var( S W gc) =3 W2 Var(g.).

c=1 c=1

umform

Within each cluster, sampling b items without re-
placement gives Var(g.) = (1 — f.) S?/b with
fe = b/N. = f. Substituting W, = 1/K and
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b= B/K yields

) K pp2
Var(Guniform) = Z - (1 - fc) Sc2

K
1—f 1 1—f
- B 'RZSE: B Sinwa:
c=1

(17)
A.5 Proof of Proposition 3

From Proposition 1, the variance of the random
sampling estimator is

1—f 2

B (Sintra + Sinter) :
From Proposition 2, the variance of the uniform
sampling estimator is

. 1—
Var(Gstrat) = ?fSIerd

Taking the difference between the two expressions
yields

Var (GRandom) =

1-f

- 152
BS

nter*

var(éRaHdom) - Var(éstrat) =

Since S2. > 0, it follows that

inter =
Var ( Gstrat ) < Var ( éRandom ) .

Moreover, the inequality is strict whenever 52, >
0, and equality holds if and only if Sfmer = 0.
However, uniform stratification requires pre-
balanced clusters and enforces equal sampling
weights, which distorts the original data distribu-
tion and may increase sampling redundancy. Al-
though theoretically optimal under a balanced par-
tition, it is difficult to apply in real-world heteroge-

neous datasets.

B Gradient Diversity Analysis under
Distance-Based Selection

To understand the effect of within-cluster selection
on optimization, we analyze how distance-based
selection influences the gradient diversity of each
mini-batch. Following (Yin et al., 2018), the gradi-
ent diversity of a mini-batch S is defined as

12
A(S) _ ZiES ||91H2’
[Xics 9l

which measures directional variability among gra-
dients. Expanding the denominator yields

2
Dol =2 llgll” + 2> {gig), (9)

i€S i<j

(18)

so that A(S) decreases when the pairwise inner
products (g;, gj) increase. Thus, batches with more
coherent gradient directions exhibit lower diversity.
Equivalently, because

(9i>95) = llgill lg; || cos 0;;,

smaller cosine values (i.e., larger mutual angles)
reduce the denominator of A(S) and therefore in-
crease the gradient diversity.

Gradient Decomposition. Within a cluster ¢, we

model each gradient as

9i = fle + €, (20)
where [i. € R? is the cluster mean and &; ~
N(0,0%I) denotes isotropic residual noise. We
assume ||&;|| < ||fic||-

Norm Expansion. Using a first-order Taylor ex-

pansion,
lgill = ll e + &l 2D
=T
_ fl €
— el (1+ 5 ) + 0(leil?). @2
C
Taking the reciprocal,
LU <1—‘_‘CT€">. (23)
lgall el | el?
Normalized Gradient Approximation. The nor-

malized gradient u; = ¢;/||g;|| becomes

i 1 _TEZ'
A ey <5i_ at 2ﬂc>- (24)
el el || el

Define v = [i./||fic||. Then u; = v + ¢;, where

di ! (ai - (sjv)v) .

]

Note that 0; lies in the (d — 1)-dimensional sub-
space orthogonal to v.

Inner Product Expectation. We now compute
Ef(ui, uj)] = E[(v + 6i; v + ;)]
Expanding,
(ui, uj) = 14 (v, 65) + (8, v) + (65, 65).

Since E[§;] = 0 and E[§; v] = 0, the linear terms
vanish in expectation. Thus,

El(ui, uj)] = 1+ E[(6:, 6;)]-
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Table 10: Centroid similarity between full clusters
and selected subsets obtained from Step 2 (data se-
lection) of our method for CodeLLlama-7B fine-tuned
on Magicoder-OSS-Instruct-75K. The selection ratio is
1.00.

Cluster |C.| Cosine Similarity {3 Distance
0 18216 0.9997 0.33
1 21283 0.9993 0.46
2 14901 1.0000 0.00
3 20797 0.9996 0.29
Using independence and isotropy,
(d—1)o?
E[(61,8))) = — b
v 2|
Therefore,
(d—1)o? 4
E[(uj, uj)] ~ 1 — T +0(c%), (25)
(&

which completes the derivation.

C Details of the Weighted Gradient
Update

C.1 Derivation of the Weighting Coefficient

We compare the gradient estimation under ran-
dom sampling and our weighted sampling scheme.
Let the dataset be partitioned into K clusters
{C1,...,Ck} with sizes n. = |C.| and total size
N = Zﬁil n.. We denote by ¢;(0) the loss of
sample 7 and by Vy/;(0) its gradient.

Random sampling with full dataset. Under
standard random sampling from the full dataset,
we construct a mini-batch B C D of size |B| = B
and estimate the gradient as

1
grana = 35 > Voli(0). (26)
1€B
Let B. = BNC, denote the subset of the mini-batch
belonging to cluster C... In expectation, the number

of samples drawn from cluster C, satisfies

n
E[|B|] = B - 27)
Balanced cluster-based sampling. In our

cluster-based setting, we draw the same number of
samples from each cluster. We denote by P, C C.
the subset sampled from cluster ¢, and set

_5 28)

We then introduce a cluster-specific weighting co-
efficient w,. to modulate each cluster’s contribution
and define the weighted gradient estimator as

1 K
g=5 we ) Voli(h).

c=1 1€P.

(29)

Deriving the weighting coefficient. Assuming
that the expected gradient direction within each
cluster is preserved across sampling schemes, we
can compare the relative contribution of cluster
c under random and balanced sampling. Under
random sampling, the expected fraction of the mini-
batch drawn from cluster c is

E[|Be]] _ me
B N’
Under balanced sampling with weighting, the ef-
fective fraction contributed by cluster c is

(30)

wc|pc’ _ %

. 31
5 % (31
Equating these two fractions yields

n w n K

Nk T YN (32)

Thus, the weighting coefficient for cluster c is given
by
nK
N
Hence, the weighting term compensates for the
difference in cluster sizes, preserving the original
data distribution while maintaining balanced sam-
pling across clusters. More detailed empirical vali-
dation is in Appendix C.2.

(33)

We =

C.2 Empirical Validation of the Centroid
Preservation Assumption

The derivation above assumes that the expected gra-
dient direction within each cluster is approximately
preserved after data selection. Formally, we as-
sume that the centroid of gradients computed from
the selected subset remains close to the centroid
computed from the full cluster.

To validate this assumption empirically, we com-
pute the centroid of gradients for each cluster using
the full dataset and compare it with the centroid
computed from the pruned subset. For cluster c,
we define

1

M?H = |C | Z V@Ei((g),
1 ZECC (34)
liep.
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Algorithm 1 Algorithm of CluSTER

Require: Dataset D, number of GPUs K, selection ratio r, cluster capacity «, mini-batch size B, number

of training steps T’

1: Compute the proposed gradient-proxy embeddings {g(x) | = € D} using BADGE
2: Run capacity-constrained K -means on {g(x)} with |C.| < % to obtain clusters {C1,...,Cx}
3: Letn,=|C.|forc=1,...,Kand N = Zf:lnc
4: Compute the smallest cluster size 1y, = ming n
5: forc=1,...,K do > balanced peripheral selection
6: Compute cluster centroid p. = n% > e, 9(T)
7: For all x € C., compute distance d(z) = ||g(x) — pc||2
8: Sort C.. in descending order of d () > farthest samples first
9: Define balanced subset éc as the top nyin samples in the sorted list
10: Define pruned subset C. as the top |r7mi, | samples in C.
11: Assign C. to GPU ¢
12: Set cluster weight w, = ”]“VK
13: end for
14: fort=1,...,7 do > data-parallel training
15: forc =1,..., K in parallel do
16: Sample a local mini-batch P, C C. with |P,| = B/K
17: Compute local gradient
z€Pc
18: Scale local gradient by its cluster weight: g. = wc g.
19: end for
20: Aggregate § = + Zf: 1 e via All-Reduce
21: Update model parameters: 6 <— 0 — ng
22: end for

We measure the cosine similarity and /2 distance

between z2!! and 5! for each cluster.

As shown in Table 10, the cosine similarity be-
tween the centroids computed from the full clusters
and the selected subsets is consistently above 0.999
across all clusters. This indicates that the gradient
direction within each cluster is largely preserved
after pruning. This behavior can be attributed to
the redundancy of samples located near the cluster
centroid. Since many such samples contribute sim-
ilar gradients, removing a subset of them has little
impact on the overall cluster mean. Meanwhile,
the selected samples still span the cluster structure,
resulting in minimal centroid shift.

These results empirically support the assump-
tion used in the derivation that the expected gradi-
ent direction within each cluster remains approxi-
mately unchanged across sampling schemes. Con-
sequently, the weighting coefficient in Eq. (33) pro-
vides a reasonable approximation of the original
gradient contribution from each cluster.

D Algorithm of CluSTER

CIuSTER is summarized in Algorithm 1, which
describes the cluster-aware balanced sampling and
weighted data-parallel training.

E Details of Experiment Settings
E.1 Implementation Details

For our experiments on Magicoder-OSS-Instruct-
75K, conducted on four NVIDIA H100 GPUs, we
fine-tune the same base model for 2 epochs using
PyTorch DDP. In this setting, we adopt Adafac-
tor (Shazeer and Stern, 2018) with a learning rate
of 5e-5, a linear learning rate scheduler, and 15
warm-up steps. The global batch size is set to 512
for all experiments. For the GPU scalability experi-
ment, we scale the training to eight NVIDIA H100
GPUs while keeping all other training configura-
tions unchanged.

For experiments on the other code domain
dataset, we employ Codellama-Python-7B (Roz-
iere et al., 2023) as the base model. For experi-
ments on Evol-Instruct-Code-80K, conducted on
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Table 11: Statistics of the training datasets and evaluation benchmarks.

Artifact Domain / Task

Statistics

Training datasets
Magicoder-OSS-Instruct-75K
Evol-Instruct-Code-80K
MedInstruct-52K

Code instruction tuning
Code instruction tuning
Medical instruction tuning

75,197 training examples
78,264 training examples

52,002 training examples

Evaluation benchmarks

HumanEval Code generation
HumanEval+ Code generation
MBPP Code generation
MBPP+ Code generation
MedMCQA Medical QA
MedQA Medical QA
PubMedQA Biomedical QA
MMLU medical subsets Medical QA

164 test problems

164 test problems with extended test cases
974 programming problems

MBPP-based evaluation with enhanced test cases
4,183 validation questions
1,273 test questions

1,000 expert-labeled test questions

945 test questions across 5 medical subsets:

anatomy, clinical knowledge, college medicine,
medical genetics, professional medicine

four NVIDIA H200 GPUs, we fine-tune the model
for 2 epochs using PyTorch FSDP. We use AdamW
as optimizer with a learning rate of Se-5, a linear
learning rate scheduler, and a warm-up ratio of
0.05.

Medical domain dataset experiments use Llama-
2-7B as the base model. On AlpaCare-MedInstruct-
52K, we fine-tune the model for 3 epochs on
four H100 GPUs using PyTorch FSDP. We adopt
AdamW as the optimizer with a learning rate of
2e-5, a cosine learning rate scheduler, and a warm-
up ratio of 0.03. The per-device batch size is set
to 4 with 8 gradient accumulation steps, and the
maximum input length is 1024.

For the S2L baseline (Yang et al., 2024), we
follow its small-to-large setting by using training
trajectories from DeepSeek-Coder-1.3B-Instruct,
trained for 2 epochs, as the small-model proxy in
the code-domain experiments. S2L is evaluated
under the same effective data budget as the other
data selection baselines. In the medical-domain
experiments, we use Llama-3.2-1B-Instruct as the
small model and train for 1 epoch to collect train-
ing trajectories. The small model is fine-tuned on
the corresponding medical training set, and S2L is
applied under the same effective data budget as the
other data selection baselines.

In all experiments, we run each configuration
with three different random seeds and report the
mean and standard deviation of the results. We set
the cluster capacity hyperparameter to o = 1.5.

E.2 Dataset Details

We report dataset statistics in Table 11, including
the number of training examples, effective data us-
age after cluster pruning and sampling, evaluation

Table 12: Pass@1 of sampling strategies for CodeLlama-
7B on Evol-Instruct-Code-80K. The 68%, 51%, and
35% correspond to pruning ratios, r = 1.00, 0.75, and

0.50, respectively.

Data Selection

Evaluation Benchmark

Ratio Sampling HumanEval(+) MBPP(+) Average
100% Random 48.6+46 (41.9+5.1)  64.5+13(53.3+29) 52.1
68% Random 46.7+13(39.2+09) 45.7+21(38.4+23) 42.5

° CIuSTER  50.2+09 (44.5+£00) 62.5+1.6(52.1+1.7) 523
51% Random 45.3+34(39.2+28) 47.7+57(39.0+47) 42.6

°  CIuSTER 48.8:21(43.5:19) 62.6+10 (52.0+1.1) 51.7
35% Random 45.6+30(39.2+23) 43.7+23(36.9+25) 41.4

?  CIuSTER 47.0:11(42.1+10) 61.2+13 (50.8= 10) 50.3

benchmarks, and repeated-run settings. For eval-
uation, we use the official benchmark splits when
available.

F Details of Experiment Results

F.1 Experiment Result on Additional Dataset

Table 12 reports the Pass@]1 results of CodeLlama-
7B (Roziere et al., 2023) fine-tuned on Evol-
Instruct-Code-80K, comparing our method with
random sampling across different data selection
ratios. At every ratio, our method consistently out-
performs the random baseline. Notably, even as the
dataset size decreases with higher pruning ratios,
the performance degradation remains limited. In
addition, the training time decreases proportion-
ally with the reduced data size, demonstrating that
our approach improves training efficiency while
maintaining competitive performance.

F.2 Effect of Weight Scaling

In Table 13, we present an additional ablation study
on the weighting mechanism across different data
ratios using Evol-Instruct-Code-80K. We compare
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Table 13: Ablation study on the effect of the weight-
ing mechanism across different data ratios using Evol-
Instruct-Code-80K. Removing the weighting results in
consistent performance degradation, highlighting its
contribution to stable learning.

Data Ratio Method HumanEval(+) MBPP(+) Avg.
wio weighting  47.341.5)  56.1(46.9) 48.0
1.00(68%)  \/ weighting ~ 50.2(44.5)  62.5(52.1) 52.3
wio weighting  47.2(40.1)  61.8(302) 49.8
075(51%) i weighting  48.8(d3.5)  62.6(52.0) 517

Table 14: Effect of data selection mechanisms on Evol-
Instruct-Code-80K.

Data Ratio  Selection Metric HumanEval(+) MBPP(+) Avg.
Random 47.2(42.9) 62.7(53.1) 51.5
1.00 (68%) Core-centric 45.7(41.9) 62.1(51.8) 504
Peripheral 50.2(44.6) 62.5(52.1) 523

the full method with a variant that removes the
weighting scheme during training. As shown in the
table, applying the weighting consistently yields
better performance on all evaluation metrics. Re-
moving the weighting results in noticeable perfor-
mance drops across all data ratios, indicating that
the weighting mechanism plays an important role
in stabilizing training and preserving informative
samples during data selection.

F.3 Effect of Data Selection Metric

Table 14 reports the performance of different
within-cluster selection metrics. Among the com-
pared strategies, peripheral selection consistently
achieves the best results, outperforming both ran-
dom and core-centric selection. This indicates that
prioritizing boundary samples yields more informa-
tive training signals once cluster-level diversity is
already ensured.

F.4 Effect of Batch Size

Table 15 reports the sensitivity analysis with dif-
ferent global batch sizes, while fixing the selection
ratio to 1.00. CIuSTER shows stable performance
across batch-size settings and consistently outper-
forms the random baseline. These results indicate
that CluSTER is not tied to a particular batch size
and remains effective under different data-parallel
training configurations.

F.5 Additional 13B-Scale Evaluation

To further evaluate CluSTER at the 13B scale
across different domains, we fine-tune Llama-2-
13B on MedInstruct-52K. We compare CluSTER
with full-data training and random sampling under

Table 15: Effect of batch size on Magicoder-OSS-
Instruct-75K.

Data Ratio Batch Size HumanEval(+)

256 543 (50.0)
1.00 (79%) 512 54.9 (49.8)

MBPP(+) Avg.

66.8 (55.1) 56.5
67.0 (55.6) 56.8

Table 16: Performance of sampling strategies for Llama-
2-13B on MedInstruct-52K.

Sel. Ratio Sampling MedMCQA MedQA MMLU PubMedQA Avg.
Full (100%) Random 39.1 43.1 55.2 75.2 53.1

Random 37.0 41.0 55.0 73.6 51.7
100 659%)  CluSTER ~ 39.0 420 545 75.0 526

the same effective data budget as CluSTER. The
results are reported in Table 16.

At an effective data ratio of 65.9%, CIuSTER
achieves an average score of 52.6, outperform-
ing random sampling (51.7) and approaching full-
data training (53.1). In particular, CluSTER
achieves performance close to full-data training on
MedMCQA and PubMedQA while using substan-
tially fewer training samples. Together with the
CodeLlama-Python-13B experiment in the main
text, these results provide additional evidence that
the effectiveness of CluSTER extends across dis-
tinct 13B instruction-tuning settings and domains.

F.6 Representative Examples by Cluster

To evaluate the semantic coherence of the discov-
ered clusters, we randomly sampled 400 instances
from the dataset and analyzed their cluster assign-
ments. For each cluster, we manually inspected the
samples to identify the dominant task category and
measured the proportion of samples consistent with
this category, providing a quantitative estimate of
cluster-level semantic alignment.

F.6.1 Statistical Analysis of Cluster Semantics.

Table 17 presents a manual evaluation of the seman-
tic alignment between the clusters obtained from
gradient-based clustering and their dominant task
categories. Each cluster largely corresponds to a
distinct task type, such as algorithms, SQL/front-
end generation, mathematical reasoning, or basic
programming grammar. Overall, 328 out of 400
samples (82.0%) match the dominant category of
their cluster, indicating that the gradient-based clus-
tering captures meaningful task-level semantics.

F.6.2 Representative Examples by Cluster

To illustrate the characteristics of each cluster,
we provide representative examples sampled from
the Evol-Instruct-Code-80K dataset. Gradient em-
beddings were extracted from the CodelL.lama-7B
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Table 17: Manual evaluation of semantic alignment
between clusters and task categories.

Cluster Category Matches / Total ~Agreement
0 Algorithm & Data Structure 70/ 86 81.4%
1 SQL & Front-End 73178 93.6%
2 Mathematical & Pattern Matching 110/ 142 77.5%
3 Basic Programming Grammar 751794 79.8%

Overall - 328/400 82.0%

model, and clustering was performed using k-
means clustering with £ = 4. Since each embed-
ding jointly captures both semantic and uncertainty
information, the resulting groups can be interpreted
as semantic clusters that reflect distinct instruc-
tional intents and reasoning patterns. Each example
lists only the Instruction for brevity; corresponding
outputs are omitted for simplicity.

Cluster 0: Algorithm and Data Structure. Rep-
resentative examples involving structural reasoning,
data traversal, and algorithmic implementation.

Cluster 0 Examples

1. Create a class in Python that represents
a binary tree with insert, search, delete,
and traversal methods.

2. Provide instructions to create a doubly
linked list in Java with methods to add
and remove nodes.

3. Implement a recursive function to com-
pute the depth of a binary tree.

4. Write a program that performs Principal
Component Analysis (PCA) on a dataset
containing numerical variables.

Cluster 1: SQL and Front-End Interac-
tion. Representative examples involving database
queries, Ul interactions, and event-driven logic.

Cluster 1 Examples

1. Create a SQL query to show all em-
ployee details with their attachments in
a specific department.

2. Write a JavaScript code snippet to add an
event listener to a button that validates
an input field.

3. Introduce a condition to change the back-
ground color of a given HTML page to
green when the user clicks a button.

4. Write an AngularJS controller to set the
“page” variable from URL parameters
and validate it.

Cluster 2: Mathematical and Pattern Matching.
Representative examples of numerical computation,
recursive rules, and pattern-based logic.

Cluster 2 Examples

1. Extend the given code to print numbers
from 1 to 11 incremented by 2 and sum
those divisible by 3.

2. Write an algorithm to print the first 100
prime numbers without using built-in
functions.

3. Write a Python function to add two ma-
trices of the same dimensions without
using NumPy.

4. Write a function to check if the sum of
digits of a number is prime.

\ J

Cluster 3: Basic Programming Grammar. Rep-
resentative examples covering fundamental syntax,
control flow, and basic data manipulation.

Cluster 3 Examples

1. Change the following array so that it or-
ders in ascending order.

2. Replace the given code with an equiva-
lent ternary expression without logical
operators.

3. Write a code that takes a number and
prints it out in words.

4. Print numbers from 1 to 10 using a while
loop.
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