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Abstract

As users increasingly expect LLMs to align
with their preferences, personalized informa-
tion becomes valuable. However, personal-
ized information can be a double-edged sword:
it can improve interaction but may compro-
mise objectivity and factual correctness, es-
pecially when it is misaligned with the ques-
tion. To alleviate this problem, we propose
PersonaDual, a framework that supports both
general-purpose objective reasoning and per-
sonalized reasoning in a single model, and
adaptively switches modes based on context.
PersonaDual is first trained with SFT to learn
two reasoning patterns, and then further opti-
mized via reinforcement learning with our pro-
posed DualGRPO to improve mode selection.
Experiments on objective and personalized
benchmarks show that PersonaDual preserves
the benefits of personalization while reduc-
ing interference, achieving near interference-
free performance and better leveraging help-
ful personalized signals to improve objective
problem-solving.1

1 Introduction

Large Language Models (LLMs) have increas-
ingly become integral to delivering interactive and
personalized user services (Salemi et al., 2024b;
Mou et al., 2024). To support personalization,
mainstream model families including GPT (Ope-
nAI et al., 2024a), Gemini(Team et al., 2025; Co-
manici et al., 2025), Llama 3(Grattafiori et al.,
2024a), and Claude (Anthropic, 2024) have incor-
porated memory mechanisms to retain and reuse
personalized information across sessions. While
such information can significantly enhance user
satisfaction (Tan and Jiang, 2023), it may also re-
duce objectivity and induce factual errors or biases
(Akpinar et al., 2025; Wei et al., 2023; Gupta et al.,

1Our code is available at https://github.com/
XiaoyouLiu/personadual
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Figure 1: Effects of personalized information under dif-
ferent persona settings. We report the averaged results
of DeepSeek-R1 (Guo et al., 2025) and Qwen3-30B-
A3B-Thinking (Yang et al., 2025) for general mod-
els, and ALIGNXPERT-ICA (Li et al., 2025a) and
ALIGNXPERT-PBA (Li et al., 2025a) for personal-
ized models. Positive (negative) values indicate perfor-
mance gains (drops) compared to the no-persona set-
ting (indicated by the zero line).

2023), especially when the user’s persona is irrele-
vant or unaligned with the query.

Prior studies on general-purpose LLMs show
that personalized information can reduce factual
accuracy (Akpinar et al., 2025; Wei et al., 2023).
However, these studies are largely descriptive and
do not provide a systematic evaluation of personal-
ization effects across different tasks. For instance,
PrefDisco (Li et al., 2026) focuses on objective
tasks and does not evaluate subjective personal-
ization performance, nor does it examine how dif-
ferent types of persona information affect model
behavior. Meanwhile, existing personalization
alignment methods, primarily realized through in-
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context learning (Wu et al., 2024; Salemi and
Zamani, 2025; Salemi et al., 2024a), fine-tuning
(Salemi and Zamani, 2025; Tan et al., 2024), and
reinforcement learning (Li et al., 2025a), have
yielded measurable improvements in personaliza-
tion performance. However their effects on logical
reasoning and objective problem-solving remain
underexplored.

To empirically investigate this duality, we eval-
uate both general-purpose and personalization-
aligned models on objective factual and subjective
personalized QA tasks under three settings: no per-
sona, unaligned persona2, and aligned persona3.
Figure 1 summarizes the main results, with de-
tailed analysis provided in Appendix A. We have
three findings. (1) Incorporating persona informa-
tion generally reduces accuracy on objective fac-
tual QA, with performance drops of up to 8% rela-
tive to the no-persona setting. (2) This degradation
is most pronounced when personas are unaligned
with the task, whereas aligned personas partially
mitigate the effect and, in some cases, lead to mod-
est accuracy gains of up to 4%. (3) In contrast,
for subjective personalization tasks, persona infor-
mation substantially improves performance by fa-
cilitating preference inference, resulting in gains
of approximately 1020%. Overall, these results
suggest that the utility of personalized informa-
tion is strongly task-dependent. While persona
cues are beneficial for subjective personalization,
they can interfere with objective reasoning when
applied indiscriminately. This observation moti-
vates a central research question: How can LLMs
adaptively determine when to incorporate per-
sonalized information, so as to balance person-
alization benefits with objective correctness?

To address this challenge, we draw inspiration
from dual-process theory in psychology (Kahne-
man, 2011), which posits that human cognition
relies on two distinct reasoning systems that are
engaged depending on task demands. Motivated
by this perspective, we propose PersonaDual, a
framework that integrates general-purpose objec-
tive reasoning and personalized reasoning within
a single model, and adaptively switches between
these modes based on the input query and avail-

2For both objective and personalized tasks, unaligned per-
sonas are randomly sampled from PersonaHub (Ge et al.,
2024)

3For objective questions, aligned personas are generated
by GPT-4o (OpenAI et al., 2024b) to simulate a user whose
background or interests are explicitly relevant to the question
domain.

able personalized information.
In practice, we first construct a training

dataset PersonaDualData, with a subset
PersonaDualData-SFT containing reasoning
trajectories in both objective and personalized
modes. We further propose a dual-mode reasoning
architecture and a two-stage training paradigm. In
the first stage, supervised fine-tuning is used to
train the model to produce outputs consistent with
the two reasoning patterns. In the second stage,
we introduce a reinforcement learning algorithm,
DualGRPO, which optimizes adaptive mode
selection conditioned on the user query and the
available personalized information. We evaluate
PersonaDual on both objective QA and subjective
personalization benchmarks. Experimental results
indicate that PersonaDual substantially reduces
the negative impact of unaligned personalized
information on objective problem-solving,
achieving performance close to the no-persona
setting. Furthermore, by adaptively switching be-
tween reasoning modes, PersonaDual effectively
leverages aligned personalized information,
improving objective QA accuracy by about 3%
on average compared to the no-persona baseline.

2 Related Work

2.1 Impact of Personalization on Factuality

As LLMs are increasingly used to serve diverse
users and tasks, personalization in LLMs has be-
come a major research focus. Existing personal-
ization alignment methods typically adopt either
context-based approaches (Packer et al., 2023; Wu
et al., 2024; Salemi et al., 2024a) or parameter-
based alignment (Tan et al., 2024; Li et al., 2025a),
substantially improving LLMs’ ability to capture
user-specific signals and produce personalized re-
sponses.

However, growing evidence suggests that per-
sonalized information can act as a strong prior in
factual tasks and reduce reliability, shifting behav-
ior from truth-seeking to agreement: preference-
aligned models may exhibit sycophancy (Perez
et al., 2023), override internal knowledge under
misleading inputs and produce personalization-
induced hallucinations (Wei et al., 2023), or
drift under incorrect user feedback (Chen et al.,
2025). In addition, demographic attributes can
trigger stereotypes and yield group-differentiated
responses (Gallegos et al., 2024; Sheng et al.,
2021); pretraining biases can further amplify these
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risks in personalized settings (Liang et al., 2021);
and assigned personas can increase harmful or
toxic outputs (Deshpande et al., 2023). While
recent work notes this "alignment tax" (Li et al.,
2026; Kirk et al., 2024) and attempts to mitigate it
via architectural constraints, this approach largely
relies on manual triggers(Wang, 2025) or heavily
annotated training data(Sun et al., 2026). Devel-
oping models that can intrinsically and adaptively
decide when to leverage personalization remains
an open question.

2.2 Adaptive Inference and Dual-Process
Architectures

To address the diversity and complexity of real-
world tasks, adaptive inference architectures have
emerged that dynamically adjust computation
paths or context strategies, ranging from routing-
based mixtures (Fedus et al., 2022; Jiang et al.,
2024), dynamic selection in model ensembles
(Jiang et al., 2023), to cascaded invocation via hi-
erarchical reasoning (Chen et al., 2023).

Recently, research has increasingly turned to
cognitively inspired dual-process reasoning: draw-
ing on the fast and slow thinking distinction,
LLMs incorporate mechanisms to balance effi-
ciency and quality, ranging from two-model se-
tups for fast replies and deep planning (Tian et al.,
2023) and fast/slow designs in human–AI collab-
oration (Xiao et al., 2025; Zhang et al., 2025b) to
multi-mode frameworks that learn adaptive selec-
tion to reduce chain-of-thought cost (Zhao et al.,
2025; Wang et al., 2026; Lou et al., 2025). While
their work primarily targets efficiency, we instead
aim to exploit the benefits of personalized infor-
mation while mitigating its potential harms. More-
over, since most dual-mode models introduce
modes via SFT and rely on RL for mode selection
but often suffer from mode imbalance and slow se-
lection updates (Fang et al., 2025; Zhang et al.,
2025a; Gigerenzer, 2000; Jiang et al., 2025; Li
et al., 2025b), we propose DualGRPO, which com-
bines forced-prefix sampling and prefix-focused
reinforcement to stabilize training and improve
adaptive switching.

3 Methods

PersonaDual equips LLM with two response
modes and allows it to autonomously switch its
reasoning style according to the task context,
thereby enabling adaptive personalized reasoning.

The overall training procedure consists of two
stages. We first integrate the two reasoning modes
into the base model via SFT. Then we further
propose DualGRPO, a reinforcement learning al-
gorithm in the second training stage, enhancing
the models ability to adaptively select response
modes.

3.1 Framework Overview
Our goal is to equip an LLM with the ability to

adaptively decide when to utilize personalized in-
formation when answering a user query. Formally,
let q denote the query and p the users persona. The
model is designed to autonomously execute a two-
step process during inference, as illustrated in the
lower part of Figure 2: (1) mode selection: deter-
mine whether to rely on p by choosing a reasoning
mode m, with m ∈ M = {gm, pm}, which we
abstract as a mode-selection policy

σ(m | q, p), m ∈ {gm, pm}. (1)

(2) conditional generation: produce the final
response y conditioned on the chosen mode.
Concretely, the system samples a mode m,
m ∼ σ(· | q, p), prepends the corresponding pre-
fix pfxm ∈ {pfxgm, pfxpm}, and then generates
the final response

y = y(q, p,m) ∼ πθ(· | q, p, pfxm). (2)

To realize this, we propose PersonaD-
ual, which integrates both reasoning modes
within a single model. A dedicated learn-
able prefix token explicitly activates each
mode: pfxgm = [General_mode], pfxpm =
[Personalized_mode]. In this way, the answer
distribution is implemented as

πθ(y | q, p,m) := πθ(y | q, p, pfxm), (3)

where θ denotes model parameters, and pfxm is
prepended as a sequence prefix to explicitly inject
the mode choice into the generation process.

Based on this, our goal is to jointly learn an opti-
mal selector σ∗, and a compatible generator π that
maximizes expected response quality under the
real-world data distribution D. Let R(q, p,m, y)
denote the reward function for the generated an-
swer. The overall objective can be written as:

maxπ E(q,p)∼D
[
Em∼σ(·|q,p)Ey∼π(·|q,p,m)

[
R(q, p,m, y)

]]
. (4)

To achieve this, we design a two-stage training
scheme, illustrated in the upper part of Figure 2,
which we detail as follows.
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Figure 2: Overview of PERSONADUAL Framework. PERSONADUAL equips a single LLM with two complemen-
tary response modes, objective and personalized reasoning, and learns to adaptively select between them based
on the user query and available persona. Training follows a two-stage paradigm: supervised learning to disentan-
gle the two reasoning behaviors, followed by DUALGRPO to refine context-aware mode selection. This design
captures the benefits of aligned persona cues while mitigating interference from irrelevant or unaligned personas,
improving both objective correctness and personalization quality.

3.2 Stage 1: Mixed Mode Integration

To equip the model with the ability to execute the
two distinct reasoning modes defined in Sec 3.1,
we first perform a supervised fine-tuning (SFT)
warm-up, as shown in the left part of the training
pipeline in Figure 2. This stage aims to instill sta-
ble and high-quality reasoning patterns for each
mode, preparing the model for subsequent adap-
tive selection. In general, we leverage a strong ex-
pert model, e.g., DeepSeek-R1 (Guo et al., 2025),
to construct a high-quality PersonaDualData-SFT
dataset, which contains reasoning trajectories for
both modes.

General Purpose Objective Reasoning Mode.
For this mode, we construct prompts containing
only the user query q, where personalized in-
formation p is deliberately omitted. The expert
model is then instructed to generate reasoning
steps grounded in factual evidence and logical de-
duction. These trajectories, conditioned on the pre-
fix pfxgm, establish a stable depersonalized rea-
soning paradigm that prioritizes objectivity, veri-
fiability, and the intrinsic logical structure of the
query.

Personalized Reasoning Mode. For personal-
ized mode, we provide the expert model with the
full context (q, p) and ask it to explicitly analyze
attributes within the user persona, such as occupa-
tion, interests, and affective needs, and to actively
incorporate these attributes as contextual signals
throughout its reasoning chain. These trajectories,
activated by the prefix pfxpm, enable the model to
meaningfully leverage p to enhance the relevance
and individual fit of responses, moving beyond su-
perficial mention of user information.

Through this mixed-mode SFT, the model
learns to map each control prefix to a correspond-
ing, specialized reasoning behavior, fulfilling the
conditional generation definition in Eq. (3).

3.3 Stage 2: Adaptive Mode Selection

After SFT equips the model with two reasoning
modes, we employ reinforcement learning to learn
adaptive mode switching. To handle diverse task
scenarios and personalized information, we pro-
pose DualGRPO (as shown in the top-right of Fig-
ure 2), an extension of GRPO designed for mode
selection, featuring forced prefix sampling and
inter-mode and intra-mode advantage calculation.
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Prefix Forced Sampling. After the SFT warm-
up, we observe the model often exhibits a prefer-
ence for one mode prefix over the other for a given
input (q, p), leading to imbalanced generation
probabilities: πθ(pfxgm | q, p) ≫ πθ(pfxpm |
q, p). This bias would cause an uneven number of
sampled trajectories per mode during RL, thereby
preventing a fair, controlled comparison of answer
quality between the two modes under identical
conditions. Such a comparison is a prerequisite
for learning an optimal selection policy. Thus, we
introduce a prefix-forced sampling strategy. For
each input (q, p) during RL rollouts, we sample a
total of 2n trajectories, explicitly enforcing a bal-
anced distribution:

{y(i)gm}ni=1 ∼ πθ(· | q, p, pfxgm),

{y(i)pm}ni=1 ∼ πθ(· | q, p, pfxpm).
(5)

This provides a fair and controlled reference for
learning the mode-selection policy σϕ(m | q, p) in
subsequent optimization.

Dual-Mode Advantage Decomposition. Stan-
dard GRPO typically computes relative advan-
tages only within a single group of sampled re-
sponses and cannot directly reflect quality differ-
ences between two reasoning modes. Thus, with
the balanced samples, our DualGRPO computes
advantages for policy updates using two levels of
comparison. Concretely, for the same input (q, p),
let the sampled rewards under the general mode be
Rgm = {r(i)gm}ni=1 and similarly for the personal-
ized mode Rpm = {r(i)pm}ni=1. Let their means be
µm = 1

n

∑n
i=1 r

(i)
m , we have:

• Intra-mode advantage. We compute within-
mode relative advantages by centering each sam-
ple reward with the mode-specific mean:

Aintra
m,i = r(i)m − µm, m ∈ {gm, pm}. (6)

• Inter-mode advantage. To reflect which mode
is more suitable for the current input, we com-
pare the two mode means and assign an oppos-
ing (zero-sum) signal across modes:

Ainter
m,i = µm − µm̄, m̄ ̸= m, m, m̄ ∈ {gm, pm}.

(7)
Intuitively, if µm > µm̄, samples from mode m
receive a positive shift, while samples from the
other mode are penalized, encouraging adaptive
mode selection.

• Composed advantage. The final advantage
adds the within-mode and cross-mode compo-
nents:

Am,i = Aintra
m,i +Ainter

m,i , m ∈ {gm, pm}. (8)

The combined advantage signal allows the pol-
icy to be updated toward choosing the mode that
yields higher expected reward, thereby optimizing
the joint objective in Eq. (4).

Furthermore, to facilitate mode switching, we
apply prefix strengthening by amplifying the ad-
vantage of prefix tokens by a factor β > 1, namely
β ·Apfx

m,i, which in turn scales their contributions to
the policy gradient. This mitigates the vanishing
influence of early tokens in long reasoning trajec-
tories, increases the effective learning signal for
pm, and accelerates the acquisition of a context-
dependent mode selection policy.

4 Experimental Setup

This section details the experimental setup for
evaluating PersonaDual. We first describe the
model training, then introduce baselines for com-
parison, and finally outline the evaluation datasets
and metrics.

Training Details. We implement the proposed
PersonaDual using Qwen3-8B-Instruct4 (Yang
et al., 2025) as our primary model, and also report
results for Llama3.1-8B-Instruct (Grattafiori et al.,
2024a) in Appendx E. Our two-stage training
utilizes a custom dataset PersonaDualData con-
structed by sampling from the general-purpose ob-
jective datasets UltraMedical (Zhang et al., 2024)
and FLAN (Wei et al., 2022) alongside the person-
alization dataset AlignX (Li et al., 2025a). Per-
sonaDualMode comprises 8,000 examples for SFT
and 9,998 examples for RL. For objective tasks,
we create two persona conditions: (1) Unaligned
personas are randomly sampled from PersonaHub
(Ge et al., 2024); (2) Aligned personas are relevant
persona descriptions generated by GPT-4o (Ope-
nAI et al., 2024b) based on the question content.
More details of experiments are provided in Table
5 and Appendix B.

Baselines. We select three categories of models
as baselines for comparison (see Appendix B.2
for more details): (1) General purpose mod-
els. Qwen3-8B-Instruct and Llama-3.1-8B-
Instruct (Grattafiori et al., 2024b) serve as

4the non-thinking variant of Qwen3-8B
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Model Objective Acc. (Unalign./Align.) Personalized Acc. (Align.)

PubMedQA TriviaQA MMLU-Pro SuperGPQA MATH500 Avg. P.FB. F.RP. Avg.

General purpose Models
Qwen3-8B-Instruct 0.377/0.440 0.316/0.429 0.631/0.682 0.310/0.327 0.664/0.775 0.460/0.531 0.733 0.686 0.710
Llama3.1-8B-Instruct 0.396/0.489 0.405/0.462 0.405/0.447 0.188/0.194 0.442/0.458 0.367/0.410 0.583 0.614 0.599
CoT∗ 0.447/0.537 0.437/0.500 0.601/0.636 0.318/0.313 0.764/0.775 0.513/0.552 0.739 0.785 0.762
G-SFT-RL∗ 0.489/0.539 0.434/0.509 0.616/0.644 0.320/0.332 0.771/0.777 0.526/0.560 0.658 0.717 0.688

Personalization oriented Models
Personal-Prompt∗ 0.358/0.450 0.252/0.346 0.488/0.541 0.290/0.306 0.351/0.385 0.348/0.406 0.742 0.696 0.719
P-SFT-RL∗ 0.346/0.388 0.354/0.448 0.576/0.651 0.307/0.326 0.669/0.695 0.450/0.502 0.738 0.762 0.750
ALIGNXPERT-ICA∗ 0.380/0.437 0.320/0.430 0.599/0.651 0.315/0.324 0.646/0.766 0.452/0.522 0.734 0.685 0.710
ALIGNXPERT-PBA∗ 0.373/0.436 0.321/0.428 0.589/0.655 0.321/0.331 0.657/0.767 0.452/0.523 0.733 0.684 0.709

Dual-mode Models
PersonaDual-Prompt∗ 0.348/0.437 0.334/0.431 0.578/0.629 0.297/0.332 0.730/0.752 0.457/0.516 0.746 0.736 0.741
PersonaDual-Router∗ 0.472/0.417 0.438/0.503 0.599/0.644 0.296/0.329 0.775/0.784 0.516/0.535 0.733 0.767 0.750
PersonaDual∗ 0.509/0.549 0.450/0.517 0.621/0.659 0.331/0.349 0.789/0.810 0.540/0.577 0.748 0.799 0.774

No-Persona Upperbound 0.526 0.450 0.633 0.338 0.791 0.548 – – –

Table 1: Performance on objective and personalized benchmarks. For objective datasets, each entry reports accu-
racy under Unaligned/Aligned persona settings. Personalized benchmarks are evaluated under the Aligned setting.
P.FB and F.RP are short for PersonaFeedback and FSPO-roleplay, respectively. Reported numbers are averaged
over three runs. Avg. denotes the mean accuracy across datasets within each block. Bold indicates the best per-
formance on each benchmark (evaluated under the corresponding setting). Models marked with ∗ are trained (or
constructed via prompting) based on Qwen3-8B-Instruct.

strong instruction-following baselines. CoT is
obtained through a two-stage training procedure
with chain-of-thought supervision. G-SFT-RL
is trained to improve the backbones objective
reasoning capability. (2) Personalization ori-
ented models. Personal-Prompt performs per-
sonalization alignment through prompting. P-
SFT-RL is trained to enhance the backbones
personalization capability. ALIGNXPERT-ICA
(Li et al., 2025a) and ALIGNXPERT-PBA (Li
et al., 2025a) perform large-scale persona align-
ment through in-context alignment and preference-
based alignment, respectively. (3) Dual-mode
models. PersonaDual-Prompt implements Per-
sonaDual through prompting-based mode con-
trol. PersonaDual-Router realizes PersonaDual
by employing an external router to switch between
response modes.

Evaluation. We construct a comprehensive eval-
uation suite covering both objective and subjec-
tive scenarios, as summarized in Table 7. (1)
For objective tasks, we include: PubMedQA
(Jin et al., 2019), TriviaQA (Joshi et al., 2017),
MMLU-Pro (Wang et al., 2024), SuperGPQA (Du
et al., 2025) and MATH500 (Hendrycks et al.,
2021), covering multiple-choice question answer-
ing, open-domain factual QA, and mathematical
problem solving. (2) For subjective personaliza-
tion, we have PersonaFeedback (Tao et al., 2025)

and FSPO-roleplay (Singh et al., 2025), where
models must select the preferred response from
a pair of candidates based on a given persona.
Most tasks are framed as classification tasks with
structured outputs, allowing accuracy to be com-
puted as the evaluation metric. For TriviaQA, we
adopt the open-domain setting without provided
evidence and evaluate answer correctness via ex-
act match. For PubMedQA and MATH500, we
employ GPT-4o-mini (OpenAI et al., 2024a) as an
automated judge to first extract the concise answer
and then verify its correctness.

5 Experiment Results

This section presents a comprehensive evalua-
tion of PersonaDual, structured around several
research questions. We begin with overall
performance comparisons (RQ1RQ3), followed
by detailed ablation and mechanism analyses
(RQ4RQ6) to validate the design and interpret the
behavior of PersonaDual.

5.1 Main Results

Table 1 summarizes the overall performance of
PersonaDual and all baselines on the benchmarks.
Each entry is the mean accuracy over three inde-
pendent runs. A brief statistical discussion is pro-
vided in Appendix C. Our analysis centers on three
key research questions:
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Stage Model Objective Personalized

Unalign. Align. Align.

SFT PersonaDual-SFT 52.3 55.4 74.4

RL
PersonaDual 54.0 57.7 77.4
w/o DualAdv 53.4 55.8 75.5
w/o DualAdv + PfxSmp 53.6 56.0 76.7

Table 2: Stage-wise comparison and RL ablations of
PersonaDual.

RQ1: Can PersonaDual handle the dualedged
effects of personalized information? Per-
sonaDual successfully balances the influence
of personalized information. When persona
cues are misaligned, it effectively filters out
interfering signals, achieving an average objective
accuracy of 54.0%, which closely matches the
no-personalization upper bound (54.8%). This
shows that the model learns to screen and disre-
gard irrelevant personalization. Meanwhile, when
persona is aligned with the question, PersonaDual
exploits these beneficial cues to improve factual
accuracy, outperforming the nopersonalization
upper bound by 2.9% overall. These results
indicate that our approach not only resists harmful
interference but also actively leverages useful
personalized signals to enhance answer quality.

RQ2: Can PersonaDual achieve balanced ex-
cellence in both general and personalized rea-
soning? As shown in Table 1, general-purpose
models, e.g., CoT and G-SFT-RL, achieve top
rankings on objective tasks but perform poorly
on personalized ones. Conversely, personaliza-
tionoriented models exhibit the opposite trend, ex-
celling in personalization at the cost of objective
accuracy. PersonaDual successfully bridges this
gap: it matches the strong objective perfor-
mance of generalpurpose models while simulta-
neously outperforming personalizationfocused
models on personalized tasks, thereby achiev-
ing the best overall balance. To further assess ro-
bustness in realistic settings, we construct mixed
test sets with varying proportions of personalized
queries, as shown in Figure 3a. PersonaDual con-
sistently outperforms both model families across
all mixing ratios, validating its advantage in com-
prehensive scenarios.

RQ3: Does PersonaDual’s success stem from
learning to switch modes appropriately? A
comparison with CoT, G-SFT-RL, and P-SFT-
RL confirms that the gains come primarily from
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Figure 3: (a) Performance comparison under mixed
task settings with varying personalization ratios. (b)
Comparison of mode proportions in dual-mode models.
PD is short for PersonaDual.

the proposed adaptive selection mechanism rather
than from additional training data. Moreover,
among all dual-mode models in Table 1, Per-
sonaDual achieves the best overall performance,
further supporting this conclusion. To understand
this advantage, we analyze the models’ modese-
lection behavior. As shown in Figure 3b, prompt-
based and routerbased baselines often activate the
personalized mode inappropriately. For example,
under misaligned persona settings, they still select
personalized reasoning for 62.0% and 34.3% of
objective instances, respectively. This indicates
that handdesigned prompts or heuristic rules fail
to distinguish beneficial from harmful personal-
ization signals. In contrast, PersonaDual learns
mode selection through training, resulting in
more stable and reasonable switching across
different contexts.

5.2 RQ4: Why is DualGRPO necessary for
PersonaDual?

Value over SFT Table 2 shows that after RL
training with DualGRPO, performance improves
under both aligned and unaligned persona settings.
The gain is more pronounced when personas are
aligned (+2.3% on objective tests) than when they
are unaligned (+1.7%). This indicates that Dual-
GRPO specifically enhances the models ability to
identify beneficial persona cues and select the cor-
rect reasoning mode, thereby leveraging helpful
personalization to boost objective accuracy.

Ablation on DualGRPO Components Table 2
also shows that DualGRPO consistently outper-
forms ablated variants. Notably, we find that pre-
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Task Type Task Name Deviation Ratio (%)

Objective

MATH500 60.53
MMLU-Pro 38.86
PubMedQA 68.63
SuperGPQA 30.73
TriviaQA 28.02

Personalized
PersonaFeedback 7.00
FSPO-roleplay 3.00

Table 3: Mode deviation ratio grouped by task type.

fixforced sampling (PfxSmp) and dualmode ad-
vantage decomposition (DualAdv) are tightly cou-
pled. Removing prefix constraints causes rollouts
to collapse into a single mode, making modeaware
credit assignment impossible. Conversely, with-
out DualAdv, forced prefixes lack explicit credit
guidance, preventing effective exploration. Thus,
DualGRPO is necessary to enable flexible, con-
textaware mode selection, which is critical when
persona information varies.

5.3 RQ5: What signals does PersonaDual use
for mode selection?

Lexical Analysis via Predictive Tokens To
quantify how user information influences mode se-
lection, we fit a logistic regression model on 2,500
randomly sampled instances, predicting the cho-
sen mode from input tokens. By extracting the
top30 tokens with the greatest predictive influence,
as shown in Figure 5, we observe a clear pattern:
occupational and professional terms, such as his-
torian, professor, students, and mathematician ap-
pear most frequently. This indicates that descrip-
tions of a users professional background serve as
primary lexical signals for adaptive mode selec-
tion.

Internal Validation through Attention Patterns
We further validate this finding by examining
the models internal attention mechanisms. For
the same query, we provide an aligned persona
and an unaligned persona, then compare atten-
tion weights across persona tokens. As illus-
trated in Figure 4, both the [General_mode] and
[Personalized_mode] attend most strongly to to-
kens such as historian and football in the persona
description. This consistency confirms that oc-
cupational and interestrelated tokens are central
to the models reasoning process, directly linking
these cues to the dualedged effect of personaliza-
tion on objective and subjective tasks.

passionate  historian          specializing        in ancient     Chinese

[

Personal

ized

_mode

De port ivo Lara football club

[

General

_mode

]\n

Figure 4: Attention heatmap visualizing which per-
sona keywords influence mode selection in PersonaD-
ual. Darker colors indicate higher attention weights.

5.4 RQ6: How robust is PersonaDual in
multiturn dialogues?

Analysis of Overall Deviation Pattern To eval-
uate the robustness of PersonaDual in mixed ques-
tion answering scenarios, we reconstruct the test
set into twoturn conversations. This simulates re-
alworld scenarios where users interleave different
question types. Specifically, we construct two di-
alogue orders: (1) general -> personalized and
(2) personalized -> general. We then define the
modealignment rate as whether the mode selected
in the second turn matches the mode chosen for
the same question in a singleturn setting. The re-
sults reveal a clear asymmetry: when the first turn
uses the personalized mode, PersonaDual main-
tains perfect consistency (100% modealignment
rate). However, when starting with the general
mode, the modealignment rate decreases to 84.3%.
This indicates that switching from objective to per-
sonalized reasoning is a more challenging scenario
for adaptive mode selection.

Analysis of Deviation Source To further under-
stand these deviations, Table 3 breaks them down
by task type. Mode shifts occur far more fre-
quently on objective datasets than on personal-
ization datasets, and particularly higher on scien-
tific reasoning tasks than on knowledge-intensive
ones, indicating that task complexity drives insta-
bility. A plausible explanation is that, after an ob-
jective turn, the model over-relies on shallow task
cues while under-weighting persona-query rele-
vance, leading to suboptimal mode choices. De-
viations intensify when objective tasks are paired
with aligned personas, as the model struggles to
distinguish genuinely useful persona signals from
coincidental domain matches. To address this,
future work could incorporate multiturn training
data, enabling more flexible mode switching and
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enhancing robustness in mixed dialogues.

6 Conclusion

To address the adverse impact of personalized in-
formation on LLM response objectivity and fac-
tual accuracy, we propose PersonaDual, a frame-
work that enables adaptive switching between
general-purpose objective reasoning and person-
alized reasoning. It unifies both modes within a
single model via supervised fine-tuning, and fur-
ther employs reinforcement learning with our pro-
posed DualGRPO to enhance context-conditioned
mode selection. Extensive experiments show
that PersonaDual performs strongly across diverse
settings, mitigating interference from misaligned
personas, achieving near interference-free perfor-
mance, while leveraging aligned personas to im-
prove objective QA by roughly 3% over the no-
personalization upper bound.

Limitations

Our evaluation of personalization is limited by the
availability of persona-related benchmarks, and
currently relies on PersonaFeedback and FSPO-
roleplay. Expanding to more diverse personal-
ization benchmarks remains an important direc-
tion for future work. In addition, PersonaDual is
mainly trained and evaluated in English, and ex-
tending the framework to multilingual settings is
left for future exploration.

Ethics Statements

We discuss two ethical considerations of our study.
First, as described in Sec 4 and Appendix B, all
personas and evaluation data are obtained from
publicly available resources or are synthetically
generated for research purposes. Hence, our ex-
periments do not involve private user data and
comply with standard privacy and security regu-
lations. Second, our work studies LLM’s perfor-
mance under persona-conditioned inputs. A key
risk is that persona cues may encode social iden-
tity signals, which can trigger stereotypes or yield
group-differentiated responses. Such effects may
amplify unfairness or produce overconfident yet
incorrect outputs when personas are irrelevant or
misleading. PersonaDual is explicitly designed to
reduce this interference by adaptively selecting an
objective reasoning mode when persona informa-
tion is unhelpful.
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Appendix

A Effect of Personalized Information on
Model Performance

To systematically investigate the impact of person-
alized information on the performance of large
language models, we evaluate different types
of LLMs: general-purpose LLMs (DeepSeek-R1
and Qwen3-30B-A3B-Thinking) and personalized
LLMs (ALIGNXPERT-ICA and ALIGNXPERT-
PBA). The evaluation is conducted on both ob-
jective tasks (PubMedQA and TriviaQA) and sub-
jective personalized tasks (PersonaFeedback and
FSPO-roleplay). In addition, we design different
personalized information input scenarios, includ-
ing no user information, user background irrele-
vant to the query, and user background relevant to
the query, to examine how different types of per-
sonalized information affect model performance.
The experimental results are shown in Table 4.

B Detailed Implementations

B.1 Details on Training Datasets
Construction

Overview of training corpora. PersonaD-
ualMode mixes sources for general reasoning and
for personalization. The general slice uses FLAN
and UltraMedical, two widely used instruction-
style collections for improving broad capabilities.
They span everyday question answering, multiple-
choice and short-form tasks, and multi-domain
coverage including biomedicine and mathematics
(among other subjects). The personalization
slice uses AlignX: each example includes a user
persona, a personalized query, and a preference
pair of candidate responses. Supervision trains
the model to choose the response that better aligns
with the persona and stated preferences.
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Type Benchmark Model
Persona Setting

No persona Unaligned persona Aligned persona

Objective

PubMedQA

DeepSeek-R1 0.452 0.345 0.426
Qwen3-30B-A3B-Thinking 0.444 0.385 0.472

ALIGNXPERT-ICA 0.368 0.385 0.480
ALIGNXPERT-PBA 0.521 0.389 0.495

TriviaQA

DeepSeek-R1 0.654 0.624 0.615
Qwen3-30B-A3B-Thinking 0.585 0.563 0.580

ALIGNXPERT-ICA 0.470 0.398 0.464
ALIGNXPERT-PBA 0.470 0.400 0.461

Personalized

PersonaFeedback

DeepSeek-R1 0.520 0.502 0.785
Qwen3-30B-A3B-Thinking 0.515 0.506 0.730

ALIGNXPERT-ICA 0.538 0.522 0.609
ALIGNXPERT-PBA 0.524 0.533 0.649

FSPO-roleplay

DeepSeek-R1 0.592 0.625 0.738
Qwen3-30B-A3B-Thinking 0.653 0.602 0.759

ALIGNXPERT-ICA 0.590 0.535 0.637
ALIGNXPERT-PBA 0.600 0.528 0.662

Table 4: The double-edged effect of personalized information

SFT Datasets Construction. For the personal-
ized task, we use all trajectories in Personalized
mode. For the objective task, we do not simply
force all trajectories into General mode. Instead,
we conduct a gain-based selection: a trajectory
remains in Personalized mode only if incorporat-
ing persona information helps the model generate
the correct answer. Otherwise, for samples where
persona information is misleading or provides no
clear benefit, we generate trajectories in General
mode. This strategy aims to allow the model to
leverage persona information when it can improve
objective question answering, while avoiding fac-
tual errors or logical biases that may arise from
inappropriate use of persona.

RL Datasets Construction. For the RL stage,
we continue to sample data from UltraMedical,
FLAN, and ALIGNX to construct the RL train-
ing set. For the objective datasets UltraMedical
and FLAN, we construct the training data with
an equal proportion of unaligned personas and
aligned personas, to balance the two personalized
information settings encountered by the model dur-
ing training.

B.2 Details on Baselines

CoT. This baseline is trained on the same Per-
sonaDualMode dataset but with all personaliza-
tion information removed. It undergoes an iden-
tical two-stage SFT+RL pipeline as our method,
with the goal of teaching the backbone to produce

Stage Type Dataset Reasoning Trajectory

Objective Personalized

SFT
Objective

UltraMedical 270 1,730
FLAN 1,181 2,819

Personalized AlignX – 2,000

RL
Objective

UltraMedical 3,000
FLAN 5,998

Personalized AlignX 1,000

Table 5: The dataset composition of the PersonaDual
training set PersonaDualMode. To avoid data leakage,
samples overlapping with PubMedQA are filtered out
from UltraMedical, and samples overlapping with Triv-
iaQA are filtered out from FLAN.

chain-of-thought reasoning outputs. Unlike Per-
sonaDual, CoT does not handle mode switching.

G-SFT-RL. This baseline focuses exclusively
on optimizing general-purpose objective reason-
ing capability. It uses only the general-mode ex-
amples from the PersonaDualMode SFT split for
supervised fine-tuning, and the general-task subset
from the same dataset for the RL stage. Compared
to PersonaDual, G-SFT-RL omits all personalized
data.

P-SFT-RL. This baseline targets personalized
response capability. It uses only the personalized-
mode examples from the PersonaDualMode
SFT split for supervised fine-tuning, and the
personalized-task subset for the RL stage. Unlike
PersonaDual, P-SFT-RL does not learn to switch
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to objective-mode responses.

PersonaDual-Prompt. This baseline uses in-
context mode control only: we prepend a system
prompt that defines two explicit reasoning modes
([General_mode] and [Personalized_mode]). The
prompt specifies a selection rule: use [Gen-
eral_mode] when the persona is irrelevant to the
query, and [Personalized_mode] otherwise.

PersonaDual-Router. We train an external
BERT-base-uncased classifier as the router on
the same PersonaDual training pool used for our
method. The router input is the concatenation
of the user query and the persona string and it
predicts which mode to activate. At inference
time, the router switches between two separately
fine-tuned checkpoints of the same backbone,
one optimized for general objective-style answers
and the other for personalized responses. This
mirrors a dual-expert design without requiring
joint reinforcement learning.

B.3 Training Details

The training hyperparameters of PersonaDual are
summarized in Table 6. For the RL stage, we
set the "#Rollouts per Sample" to 8, which cor-
responds to n = 4 in Equation 5. That is, for
each sample, we enforce prefix sampling to gen-
erate four responses under the objective reasoning
mode and four responses under the personalized
reasoning mode. Meanwhile, we set the "#Pre-
fix advantage weight coefficient" to 2.0, meaning
that during gradient updates, the contribution of
the prefix tokens is amplified by a factor of two.
Intuitively, the advantage scores computed for the
prefix portion are multiplied by 2.0. Besides, the
reward in this RL stage is defined as a combina-
tion of two terms: a rule-based correctness reward
that measures the accuracy of the generated an-
swer by matching it against the standard ground-
truth answer, and a format regularization reward
that checks whether the response includes the re-
quired pattern labels.

B.4 Evaluation Details

B.4.1 Evaluation Datasets
In this work, we evaluate our method on seven
datasets (shown in Table 7) across two types of
scenarios: objective tasks and subjective personal-
ized tasks. Below, we briefly describe the datasets
used.

Stage 1 (SFT) Value

Model Initialization Qwen3-8B-Instruct
Global Batch Size 16
Peak Learning Rate 5e−5

Learning Rate Scheduler Cosine
Training Epochs 1
Warm-up Ratio 0.01
Max Sequence Length (SFT) 4096
Numerical Precision bfloat16
GPU Usage 8 NVIDIA A800
DeepSpeed Configuration ZeRO-3

Stage 2 (RL) Value

Model Initialization Stage 1
Global Batch Size 64
Peak Learning Rate 1e−6

Learning Rate Scheduler Linear
Training Epochs 5
Warm-up Ratio 0.1
Max Prompt Length 2048
Max Response Length 1024
KL Penalty Coefficient 0.04
Generation Temperature 0.6
# Rollouts per Sample 8
# Prefix advantage weight coefficient 2.0
Numerical Precision bfloat16
GPU Usage 8 NVIDIA A800
DeepSpeed Configuration ZeRO-3

Table 6: Two-stage training hyperparameters of Per-
sonaDual.

Dim. Benchmark (Domain) N Type

Obj.

MMLU-Pro (General reasoning) 1,000 MCQ
SuperGPQA (General reasoning) 1,000 MCQ
TriviaQA (General reasoning) 1,000 Free-form
PubMedQA (Medicine) 1,000 Free-form
MATH500 (Math) 500 Math sol.

Pers.
PersonaFeedback (Personalized QA) 1,000 MCQ
FSPO-roleplay (Personalized QA) 1,500 MCQ

Table 7: Evaluation benchmarks for objective and per-
sonalized capabilities.

MMLU-Pro. A professional subset of the Mas-
sive Multitask Language Understanding bench-
mark, covering multiple domains such as history,
law, and social sciences. It evaluates general rea-
soning skills using multiple-choice questions.

SuperGPQA. A large-scale question-
answering dataset focusing on general knowledge
and reasoning across diverse topics. The questions
are presented in multiple-choice format to assess
the models objective problem-solving ability.

TriviaQA. A dataset of open-domain trivia
questions, requiring factual knowledge and reason-
ing. The questions are free-form, allowing models
to generate natural language answers.

PubMedQA. A biomedical question-answering
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Figure 5: Extracted keywords from personas

dataset derived from PubMed abstracts, focusing
on professional medical knowledge. The ques-
tions are free-form, testing the models ability to
provide concise, domain-specific answers. Since
our baselines include Llama3-8B-Instruct, which
primarily operates in English, we translate the
original Chinese PersonaFeedback dataset into En-
glish to ensure a fair and consistent comparison
across models.

MATH500. A dataset of mathematical prob-
lems designed to evaluate quantitative reasoning
and problem-solving skills. The problems require
step-by-step solutions and are presented in free-
form.

PersonaFeedback. A personalized QA dataset
providing user personas and preference pairs. The
model must choose answers that best align with
the given persona, using multiple-choice ques-
tions.

FSPO-roleplay. Similar to PersonaFeedback,
this roleplay-based dataset provides user personas
and response preferences. The model selects
answers that reflect the personas preferences in
multiple-choice format.

B.4.2 Decoding Configuration

For evaluation, we adopt a greedy decoding strat-
egy by setting the temperature to 0.0 to ensure
deterministic outputs and facilitate reproducibil-
ity. The complete set of decoding hyperparame-
ters is provided in Table 8. We note that even
with greedy decoding, minor variations in gener-
ated outputs may still arise due to dynamic batch-
ing and floating-point optimizations in the infer-
ence pipeline. Nevertheless, our empirical results
demonstrate that the proposed method consistently
achieves significant improvements over baselines
despite such numerical fluctuations.

Parameter Value

temperature 0
top_p 1
top_k -1
min_p 0
max_tokens 8192
n 1
stream False
frequency_penalty 0
presence_penalty 0
repetition_penalty 1
stop null
seed null
chat_template_kwargs null

Table 8: Decoding configuration used during evalua-
tion.

C Statistical Analysis

Table 9 lists the sample standard deviation for
each corresponding cell. Across all benchmarks
and models, the empirical standard deviations are
small (no larger than 3 × 10−3 in absolute ac-
curacy), indicating limited run-to-run fluctuation
relative to the reported means. PersonaDual con-
sistently ranks at the top among baselines while
exhibiting variance comparable to or lower than
strong baselines on many entries. This supports
the reliability of the relative improvements sum-
marized in our experiements.

D Further Discussion for PersonaDual
Upperbound

Table 10 reports the upper bound performance of
PersonaDual, where an instance is considered cor-
rect if either the objective reasoning mode or the
personalized reasoning mode produces a correct
answer. We observe that PersonaDual already sur-
passes the performance of using a single reasoning
mode on most datasets in the table. This indicates
that the current adaptive mode selection mecha-
nism is effective. Moreover, the upper bound is
substantially higher than that of any single mode,
suggesting significant potential for the PersonaD-
ual paradigm.

E Additional Analysis of PersonaDual
Generalization

To examine the generality of the proposed Per-
sonaDual framework, we replace the backbone
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Model Std. dev. of Objective Acc. (Unalign./Align.) Std. dev. of Personalized Acc. (Align.)

PubMedQA TriviaQA MMLU-Pro SuperGPQA MATH500 Avg. P.FB. F.RP. Avg.

General purpose Models
Qwen3-8B-Instruct 0.0012/0.0013 0.0013/0.0015 0.0015/0.0015 0.0003/0.0013 0.0010/0.0014 0.0011/0.0014 0.0012 0.0014 0.0013
Llama3.1-8B-Instruct 0.0018/0.0024 0.0016/0.0014 0.0024/0.0013 0.0013/0.0020 0.0014/0.0020 0.0017/0.0018 0.0013 0.0014 0.0014
CoT∗ 0.0012/0.0004 0.0013/0.0006 0.0015/0.0014 0.0004/0.0013 0.0020/0.0014 0.0013/0.0010 0.0004 0.0012 0.0008
G-SFT-RL∗ 0.0016/0.0015 0.0002/0.0015 0.0015/0.0004 0.0010/0.0013 0.0013/0.0012 0.0011/0.0012 0.0003 0.0003 0.0003

Personalization oriented Models
Personal-Prompt∗ 0.0003/0.0015 0.0012/0.0024 0.0020/0.0020 0.0013/0.0006 0.0012/0.0020 0.0012/0.0017 0.0012 0.0020 0.0016
P-SFT-RL∗ 0.0015/0.0005 0.0004/0.0020 0.0020/0.0013 0.0013/0.0015 0.0012/0.0012 0.0013/0.0013 0.0000 0.0020 0.0010
ALIGNXPERT-ICA∗ 0.0013/0.0020 0.0002/0.0010 0.0018/0.0014 0.0014/0.0010 0.0013/0.0013 0.0012/0.0013 0.0010 0.0010 0.0010
ALIGNXPERT-PBA∗ 0.0020/0.0020 0.0010/0.0013 0.0014/0.0012 0.0013/0.0020 0.0030/0.0012 0.0017/0.0015 0.0013 0.0020 0.0017

Dual-mode Models
PersonaDual-Prompt∗ 0.0014/0.0014 0.0020/0.0013 0.0013/0.0014 0.0013/0.0020 0.0023/0.0014 0.0017/0.0015 0.0010 0.0020 0.0015
PersonaDual-Router∗ 0.0004/0.0008 0.0010/0.0012 0.0012/0.0013 0.0010/0.0007 0.0010/0.0015 0.0009/0.0011 0.0007 0.0010 0.0009
PersonaDual∗ 0.0006/0.0008 0.0003/0.0010 0.0010/0.0010 0.0005/0.0010 0.0009/0.0010 0.0007/0.0010 0.0004 0.0008 0.0006

Table 9: Sample standard deviations of accuracy across three independent runs, for each cell corresponding to
Table 1. “P.FB.” and “F.RP.” abbreviate PersonaFeedback and FSPO-roleplay.

Model Objective Acc. (Unalign./Align.) Personalized Acc. (Align.)

PubMedQA TriviaQA MMLU-Pro SuperGPQA MATH500 Avg. P.FB. F.RP. Avg.

PersonaDual-general 0.509/0.524 0.445/0.520 0.624/0.666 0.332/0.326 0.788/0.802 0.540/0.568 0.722 0.794 0.758
PersonaDual-personal 0.517/0.537 0.441/0.518 0.627/0.649 0.322/0.344 0.790/0.792 0.539/0.568 0.740 0.823 0.782
PersonaDual 0.508/0.549 0.449/0.515 0.622/0.657 0.331/0.347 0.790/0.808 0.540/0.575 0.747 0.799 0.773
PersonaDual Upperbound 0.622/0.613 0.493/0.570 0.696/0.717 0.408/0.415 0.855/0.846 0.615/0.632 0.776 0.847 0.812

Table 10: Upperbound of PersonaDual. Objective benchmarks report accuracy under Unaligned/Aligned persona
settings (Unalign./Align.). Personalized benchmarks are evaluated under the Aligned setting. Avg. denotes the
mean accuracy across datasets within each block.

Model Objective Acc. (Unalign./Align.) Personalized Acc. (Align.)

PubMedQA TriviaQA MMLU-Pro SuperGPQA MATH500 Avg. P.FB. F.RP. Avg.

General purpose Models
LLaMA3.1-8B-Instruct 0.400/0.492 0.400/0.462 0.409/0.460 0.187/0.194 0.443/0.458 0.368/0.413 0.586 0.613 0.600
CoT∗ 0.507/0.520 0.505/0.557 0.417/0.461 0.215/0.232 0.385/0.382 0.406/0.430 0.737 0.750 0.744
G-SFT-RL∗ 0.504/0.536 0.517/0.553 0.423/0.442 0.231/0.227 0.361/0.374 0.407/0.426 0.647 0.682 0.665

Personalization-oriented Models
Personal-Prompt∗ 0.422/0.470 0.335/0.483 0.387/0.462 0.152/0.190 0.455/0.462 0.350/0.413 0.590 0.617 0.604
P-SFT-RL∗ 0.245/0.439 0.436/0.560 0.302/0.409 0.162/0.205 0.193/0.282 0.268/0.379 0.738 0.712 0.725
ALIGNXPERT-ICA∗ 0.398/0.486 0.418/0.465 0.320/0.385 0.124/0.166 0.448/0.456 0.342/0.392 0.539 0.623 0.581
ALIGNXPERT-PBA∗ 0.379/0.477 0.425/0.469 0.311/0.349 0.119/0.162 0.460/0.474 0.339/0.386 0.531 0.621 0.576

Dual-mode Models
PersonaDual-Prompt∗ 0.362/0.414 0.494/0.494 0.357/0.375 0.146/0.192 0.453/0.462 0.362/0.387 0.556 0.625 0.591
PersonaDual-Router∗ 0.496/0.437 0.517/0.561 0.414/0.412 0.228/0.208 0.355/0.292 0.402/0.382 0.736 0.721 0.729
PersonaDual∗ 0.527/0.538 0.517/0.553 0.434/0.468 0.245/0.251 0.405/0.413 0.426/0.445 0.738 0.751 0.745

No-Persona Upperbound 0.542 0.530 0.445 0.245 0.410 0.434 – – –

Table 11: Bold indicates the best performance on each benchmark (evaluated under the corresponding setting).
Models marked with ∗ are trained (or constructed via prompting) based on LLama3.1-8B-Instruct.

with LLaMA3.1-8B-Instruct and repeat the main
experiment, with results reported in Table 11.
Overall, PersonaDual consistently achieves the
best performance (objective: 0.426/0.445, per-
sonalized: 0.745) among all compared methods,
demonstrating that the framework generalizes well
beyond other baselines.

On objective benchmarks, PersonaDual shows
strong robustness under persona-unaligned set-
tings, achieving an average accuracy that is only

0.008 lower than the no-persona upper bound, indi-
cating that the framework largely avoids detrimen-
tal persona interference. Under persona-aligned
settings, PersonaDual further improves objective
performance by 0.011 on average, highlighting its
ability to effectively leverage persona information
when alignment is beneficial.

We observe that PersonaDual, as well as several
trained baselines, exhibits a performance drop on
MATH500 compared to the backbone model. This
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degradation may be related to differences in how
the training data aligns with the pre-trained knowl-
edge structure of Llama models. Despite this chal-
lenge, PersonaDual remains the best-performing
method among all models trained under the same
conditions.

Taken together, these results indicate that the
PersonaDual framework is broadly applicable
across different backbone models, providing both
strong objective performance and effective person-
alization without sacrificing robustness under per-
sona mismatch.

F Prompts

F.1 Prompt for Generating Aligned Persona

You are an information-retrieval specialist
who classifies domain-matched personas.
You will receive a user question.
Question: <question>
Your task is to invent one concise persona
whose everyday work or passion is intimately
tied to the questions domain.
The persona sentence must start with a or A,
use plain language, and reveal the persons
role, mindset, or distinctive angle in the same
granular style as:
{persona: A competitive badminton coach
known for their aggressive training methods
and emphasis on winning}
{persona: a young social worker who greatly
admires Sadye L. Logan}
{persona: A software engineer specializing
in document management systems, working
closely with the graphic designer to imple-
ment the designed interfaces}
Please return your answer in JSON format:
{persona:<persona>}

F.2 Prompt for Generating Trajectories in
PersonaDualData-SFT

Prompt for General Mode:
Question: <question>
Groud-truth answer: <answer>
Your task is to generate a step-by-step chain-
of-thought (CoT) reasoning trace that starts
from the question and soundly arrives at the
ground-truth answer.
Please return your answer in JSON format:
{"reasoning": "your thinking process"}

Prompt for Personalized Mode:
User persona: <persona>
User question: <question>
Groud-truth answer: <answer>
Your task is to generate a step-by-step chain-
of-thought (CoT) reasoning trace that starts
from the question and soundly arrives at the
ground-truth answer. You need to clearly
consider the user’s persona in your reasoning
trajectory and, if necessary, his preferences.
But be sure to note that the user’s persona
is NOT your role and DON’T answer as the
user’s persona during the response process.
Please return your answer in JSON format:
{"reasoning": "your thinking process consid-
ering the user persona"}

F.3 Prompt for Evaluation

Prompt for Extracting the result of Pub-
MedQA
You are an information-retrieval specialist,
skilled at classifying single-labeled positions
for free-text answers.
Your will receive a user question and an
answer generated by a model. Your task is to
read the answer text and classify the stance it
expresses toward the user question into one
of the following two labels: yes, no, maybe
USER_QUESTION: <question>
ANSWER: <answer>
Please return your answer in JSON format:
{"stance":<stance>}

Prompt for Judging the Correctness
of MATH500
You are an answer-judging specialist, skilled
at determining whether a free-text answer is
correct given a question and the ground-truth
answer.
Your task is to read the candidate answer
and decide whether it is correct or incorrect,
based on the ground-truth answer. Focus on
factual correctness. Ignore minor wording
differences or stylistic issues if the meaning
matches the correct answer.
USER_QUESTION: <question>
CORRECT_ANSWER: <correct_answer>
CANDIDATE_ANSWER: <candi-
date_answer>
Please return your judgment in JSON format:
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{"judgement": "correct or incorrect"}
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