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Abstract

Large language models (LLMs) can fluently
verbalize statistical evidence, yet statistical re-
ports can still drift numerical values, invert
effect directions, or restate thresholded con-
trasts as categorical effects. We frame these
failures as a control problem: the evidence-
bearing content of a scientific report should be
fixed by structured statistical results rather than
sampled during prose generation. We there-
fore use cross-run reproducibility to stress-test
whether report-visible numbers and claims are
bound before prose generation. Existing con-
trols operate at the text or slot level; a determin-
istic hybrid template reproduces only 61.1% of
report-visible numerical content across seeds
because the LLM still selects which findings
and numbers the template renders. We pro-
pose claim-locked reporting, a provenance-
before-prose protocol that fixes the evidence
source, numbers, direction, and allowed lan-
guage strength of each reportable claim be-
fore the LLM writes only connective prose.
Across fMRI functional-connectivity reporting
and randomized controlled trial reporting on
Evidence Inference 2.0, claim-locked report-
ing improves reproducibility over the hybrid
template by 37.4 and 20.5 points, respectively.
Blinded human audits support the observed
direction-preservation and governance trends.
In an fMRI cost analysis with DeepSeek, claim-
locked reporting also yields the lowest ob-
served token use and median generation la-
tency. Code is available at https://github.
com/XiuFan719/Claim-Locked-Reporting.

1 Introduction

Consider a functional magnetic resonance imaging
(fMRI) report produced by a large language model
(LLM). Before any prose is written, the statisti-
cal results are already fixed by the analysis. Yet
across runs, the same results can still lead to dif-
ferent reports. One report may include a finding
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that another omits, report a different numerical de-
tail, or describe the same group effect with stronger
or weaker wording. Such variation changes the
evidence-bearing content of the report. When the
underlying results have not changed, the set of re-
ported findings and numbers, together with their
interpretive strength, should remain stable across
runs.

LLMs are increasingly used to draft scientific
and clinical reports, and much of the current relia-
bility framing asks whether generated text is faith-
ful to an observable or retrievable source, such
as an image, a patient record, or a retrieved pas-
sage (Van Veen et al., 2024; Bannur et al., 2024;
Tu et al., 2024; Singhal et al., 2023). For LLM-
generated statistical reports, the reliability question
is different. Functional connectivity (FC) analy-
ses, randomized controlled trial (RCT) summaries,
and epidemiological reports are written from sta-
tistical results that have already been computed:
counts, effect estimates, directions, thresholds, co-
variate conditions, or evidence spans (Bullmore and
Sporns, 2009; Zalesky et al., 2010; Marek et al.,
2022). A report may use numbers or terms that
appear in the source while still changing the sta-
tistical claim it conveys, for example by drifting
a number, reversing a direction, or overstating the
strength of an association. We refer to this family
of errors as statistical claim distortion. Reliability
in statistical reporting requires preserving not only
source-supported content, but also the statistical
meaning of that content.

Existing controls intervene at different points
in the generation pipeline. For clarity, we group
them into two levels. Text-level control includes
prompting, retrieval (Lewis et al., 2020), structured
output (Willard and Louf, 2023; Beurer-Kellner
et al., 2023), and post-hoc verification (Manakul
et al., 2023). These methods can constrain the
generation process or output form, but the model
still decides which statistical inferences to state
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and how strongly to state them. Slot-level control
combines selected fields with deterministic surface
realization (Reiter and Dale, 2000; Gatt and Krah-
mer, 2018). It ensures that a selected field is ren-
dered consistently, but it does not decide which
field should be selected in the first place. When the
LLM chooses the slots, the reported numbers, di-
rections, and language strength can still vary across
runs.

This leaves a claim-level gap. Existing con-
trols can constrain the text or render selected
slots, but they do not fix the reportable statistical
claim before rendering. We address this gap with
claim-locked reporting, a third control level that
binds each reportable claim to its evidence source,
numbers, effect direction, and allowed language
strength before the LLM writes. A claim builder
converts the structured evidence record into a claim
ledger; a risk auditor and policy controller deter-
mine which claims are admissible and how strongly
they may be stated; a deterministic renderer emits
numbers, tables, entity labels, and direction tags
from the ledger; and the LLM writes only connec-
tive prose around the locked claims. The protocol
changes what the model is allowed to decide. We
evaluate claim-locked reporting across FC report-
ing and RCT reporting using complementary auto-
matic and human analyses of report stability, statis-
tical correctness, and claim governance. Additional
experiments examine component contributions and
practical generation cost. Our contributions are
summarized as follows:

* We frame statistical claim distortion as a reli-
ability problem in LLM-generated statistical
reporting, and use cross-run reproducibility
as a stress test of whether evidence-bearing
content is fixed before prose generation.

* We propose claim-locked reporting, a
provenance-before-prose protocol that binds
each reportable claim to its evidence source,
numbers, direction, and allowed language
strength before prose generation.

* We evaluate the protocol on obesity-related
FC reporting and RCT reporting on Evidence
Inference 2.0 against grounded baselines, sup-
plemented by component analysis and blinded
human audits. Claim-locked reporting im-
proves reproducibility over the hybrid tem-
plate by 37.4 and 20.5 points in the two set-
tings, respectively.

2 Related Work

Statistical reporting versus faithful generation.
Classical natural language generation separates
content planning from surface realization (Reiter
and Dale, 2000; Gatt and Krahmer, 2018): the sys-
tem first decides what to communicate and then
how to express it. Neural data-to-text genera-
tion later learned content selection and realization
jointly from structured records (Lebret et al., 2016;
Wiseman et al., 2017), and explicitly modeling
content selection and planning was subsequently
shown to improve generation quality (Puduppully
et al., 2019). Statistical reporting, however, ex-
poses a distinction this line of work does not make:
selecting the correct records does not guarantee
a correct statistical claim. The same supported
evidence can still be verbalized with the wrong
direction, stripped of an adjustment condition, or
stated with unjustified strength. LLM-era faith-
fulness evaluation operates on the generated out-
put. FActScore (Min et al., 2023) decomposes text
into atomic facts and evaluates whether they are
supported, while SelfCheckGPT (Manakul et al.,
2023) uses consistency across sampled generations
as a signal of hallucination; broader surveys simi-
larly organize failures around factual support and
consistency (Ji et al., 2023; Huang et al., 2025).
These methods evaluate properties of generated
content rather than explicitly representing the sta-
tistical claim that the content supports. A report
may therefore contain individually supported facts
while changing their joint statistical meaning. Such
errors concern what the report claims, not merely
whether its individual facts appear in the source.
We therefore treat these failures as a control prob-
lem rather than relying solely on post-generation
detection.

Constrained generation for statistical reporting.
Existing approaches improve grounding or con-
strain generation through retrieval-augmented gen-
eration (RAG) (Lewis et al., 2020), constrained
decoding and structured generation (Willard and
Louf, 2023; Beurer-Kellner et al., 2023), and post-
hoc verification (Manakul et al., 2023). These ap-
proaches constrain evidence access, output struc-
ture, or generated text. Statistical reporting, how-
ever, requires the numerical value, direction, in-
ferential scope, and interpretive strength of a
claim to remain jointly tied to its supporting ev-
idence. Claim-locked reporting therefore treats the
provenance-bound statistical claim, rather than text
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or selected fields, as the unit of control.

3 Claim-Locked Reporting
3.1 Statistical Evidence Record

Claim-locked reporting starts from a structured ev-
idence record rather than from raw imaging or trial
documents. The record is the fixed statistical input
to the claim builder and contains only results that
have already been computed by a domain analysis
pipeline.

In the FC instantiation, subject-level connectiv-
ity matrices and phenotypic variables are converted
into this record by a standard edge-wise statis-
tical analysis. We fit an edge-wise generalized
linear model (GLM) contrasting binary group la-
bels against demographic covariates, followed by
Benjamini—Hochberg false-discovery-rate (FDR)
control across M = N (N —1)/2 region-of-interest
(ROI) pairs (Benjamini and Hochberg, 1995). A
parallel model additionally adjusts for body mass
index (BMI), the continuous covariate used to
derive the group labels, providing the covariate-
absorption stress test (§5.2). The resulting record
stores FDR-surviving edge counts, lobe-pair sum-
maries, hub descriptions, representative edges, op-
tional behavior associations, and covariate-adjusted
sensitivity results. For FC literature-context claims,
an LLM-assisted literature-support label initializes
the wording-strength ceiling and is frozen before
report generation.

In the RCT instantiation, the evidence record
is provided by Evidence Inference 2.0 (DeYoung
et al., 2020). Each instance contains an interven-
tion, comparator, outcome, direction label, and an
evidence span containing the supporting numerical
content.

3.2 Locked Statistical Claim

Three components construct and constrain the
locked claims before report generation: the claim
builder, risk auditor, and policy controller. They op-
erate over a shared data structure, the claim ledger.

Claim builder. The claim builder converts the ev-
idence record into the claim ledger, a set of typed
claims. Each claim stores a claim type, canoni-
cal text, one or more evidence pointers into the
record, the numerical fields it reports, an effect di-
rection when applicable, a literature-support level,
and an allowed language strength. A claim is in-
stantiated only when its required fields resolve to
evidence pointers. As a result, a statement such

Statistical Evidence
Group effect: 10041 edges
After adjustment: 8 edges

Slot-level Control

s N 0
Claim-level Control
Locked Statistical Claim
] Claim Direction
Before/after
Numbers Strength

Text-level Control

Prompt / Retrieval / .
[ Structured Output Hybrid template

] ]

LLM Selector +
Renderer

| |

‘ LLM Writer ’

A: “about 15000 “
altered edges, B: “10041 edges show C: "10041 grot{p edges fell
. ” to 8 after adjustment,
suggesting strong a robust effect! P P
obesity effects” indicating absorption.’
LLM still controls LLM still controls LLM only controls

(Direction] (Strength) (Direction) (Strength)

&

High LLM decision freedom Low

Figure 1: Three levels of control for statistical text gen-
eration. Text-level methods, including prompting, re-
trieval, and structured output, leave claims, numbers,
directions, and language strength to the LLM. The hy-
brid template adds slot-level rendering, but the LLM still
selects which claims and numbers fill the slots. Claim-
locked reporting fixes the evidence source, numbers,
direction, and allowed language strength before prose
generation; the LLM controls only connective prose.

as “the analysis demonstrates a causal mechanism”
is never instantiated unless such a claim is explic-
itly supported by the evidence record. Because
downstream rendering and writing are driven by
the ledger, this step fixes the set of inferences the
report may contain before the LLM is involved.

Risk auditor. The risk auditor is a read-only
layer. It inspects each claim and emits a per-
claim audit record without modifying the ledger.
Each claim is checked against a pre-specified set
of statistical-reporting risk categories. The tax-
onomy is organized around five evidence-bearing
properties that must be preserved when a statisti-
cal claim is verbalized: numerical support, direc-
tion preservation, entity/source support, inferential
scope, and interpretive strength. Domain-specific
audit rules instantiate these properties using risks
documented in the corresponding scientific litera-
ture. In FC, these include motion-related confound-
ing (Power et al., 2012), post-selection and circular-
analysis effects (Vul et al., 2009; Kriegeskorte et al.,
2009), and replicability concerns (Marek et al.,
2022; Botvinik-Nezer et al., 2020).

The categories are domain-specific, but they in-
stantiate the same auditor interface: a fixed trigger
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over structured evidence fields maps to a policy
action before prose generation. In FC, the triggers
operate over edges, hubs, ROI names, covariate-
adjusted models, and brain—behavior associations.
In RCT reporting, they operate over Evidence In-
ference fields, including intervention, comparator,
outcome, direction label, and evidence span. Ap-
pendix D summarizes how the shared control tar-
gets are instantiated in the two domains.

Direction inversion is handled by binding each
directional claim to a ledger-stored direction field
rather than to a free-text label, so report-visible
direction tags are rendered directly from that field.
The auditor also rejects any claim whose evidence
pointer fails to resolve against the stage outputs,
enforcing the provenance requirement before writ-
ing. For each flagged claim, it records the required
action to be applied by the policy controller.

Policy controller. The policy controller turns au-
dit records into rendering and writing constraints
through two operations. First, it applies a mono-
tone strength downgrade: a flagged claim’s al-
lowed language strength can only be lowered,
never raised, and a forbidden claim is marked non-
renderable and excluded from every report block.
Second, it accumulates writer constraints, namely
per-category natural-language directives that are
later passed to the LLM as explicit instructions.
For group-covariate circularity, for example, the
constraint forbids describing the binary group label
as an effect independent of the continuous covariate.
The auditor decides which claims carry a risk; the
policy controller decides what may be said about
a flagged claim and whether it remains renderable.
The same policy interface applies in the RCT set-
ting, where risk tags are triggered over Evidence
Inference fields rather than FC-specific fields.

3.3 Deterministic Renderer and LLM Writer

Report writing has two channels. The deterministic
renderer emits all numerical content (GLM counts,
hub tables, representative edges) directly from evi-
dence pointers. The LLM writes only short connec-
tive paragraphs under the active policy constraints;
if its output envelope is malformed or omits re-
quired sections, generation fails rather than produc-
ing a partial report. An audit outcome never asks
the LLM to recompute statistics; it only restricts
how a pre-computed claim may be verbalized.
Because both systems use deterministic render-
ing, their key distinction lies in the renderer input.

In the hybrid template, the LLM reads the evidence
record, selects values and list entries for prede-
fined slots, and the renderer verbalizes those LLM-
selected slots. In claim-locked reporting, the ren-
derer receives ledger-bound claims whose source,
numbers, direction, and allowed strength were al-
ready fixed by the builder and policy controller.
The LLM still contributes local coherence, but it
no longer decides which statistical content becomes
reportable, nor how strongly it is stated.

3.4 Worked Example: A Locked Claim

We illustrate the pipeline with the group-effect
claim from the in-house FC cohort. The evidence
record contains two GLM stages: the primary
model reports 10,041 FDR-surviving group-effect
edges, whereas the BMI-adjusted model reports
8, a 99.9% collapse. The claim builder therefore
creates a single group-effect summary claim point-
ing to both stages, with the fields 10,041, 8, and
99.9%, a direction field indicating absorption after
adjustment, and an initial language-strength limit
from the literature-support label. The risk auditor
attaches the group-covariate circularity tag, and the
policy controller downgrades the claim to cautious
language and forbids phrases such as “independent
obesity effect” and “obesity-specific mechanism”.
The renderer emits the before-and-after counts di-
rectly from the ledger, while the LLM writes only
cautious connective prose stating that the categor-
ical group label largely reflects continuous BMI
variation. Thus, unlike a free-form writer or a hy-
brid template rendering an LLM-selected primary
count, claim-locked reporting fixes the claim, di-
rection, and allowed strength before writing. Ap-
pendix A.1 gives the corresponding ledger entry.

3.5 Evaluation Axes

We define three evaluation axes to test whether a
statistical-report generator preserves fixed evidence
as it moves from a structured record to prose. The
evaluation criteria are fixed in advance. Implemen-
tation details for the automatic metrics are given
in Appendix A.2, and the human audits are de-
scribed in Appendix E. We report the three axes
separately because they characterize distinct failure
modes: cross-run stability of report-visible content,
governance of rhetorical strength, and per-run cor-
rectness of numbers and directions.

Evaluation as protocol testing. The evaluation
focuses on preservation of fixed statistical evidence
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through the reporting pipeline. In open-ended fac-
tuality evaluation, the model may choose which
facts to mention, and the output is later checked
against a reference. In claim-locked reporting, the
intended behavior is different: claim selection, nu-
merical realization, direction framing, and strength
calibration should no longer be unconstrained LLM
choices. The axes below therefore test whether
each control level keeps these properties fixed at
the report surface.

Cross-run reproducibility. Cross-run repro-
ducibility measures whether the same evidence
yields the same report-visible numerical content
under different seeds and providers. We compute
pooled cross-seed Jaccard overlap (J) of report-
visible numerical tokens, reported as a percentage.
Numerical matching uses absolute tolerance 103
or relative tolerance 5%, with a heuristic filter for
section, table, and ordinal numbers. This axis is
used as a stress test for whether numerical content
is fixed before prose generation or resampled dur-
ing generation. For visualization only, Figure 2
plots z(1 — J), z-scored across methods.

Claim governance. Claim governance evaluates
whether risk-flagged claims are expressed with ap-
propriate rhetorical strength in the final report. We
report two direct measures. Strong counts sen-
tences that contain strong assertion terms with-
out a hedge in the same sentence, with lower
values indicating fewer over-strong statements.
Hedge measures the use of cautionary language
for claims flagged by the risk taxonomy. For the
summary visualization in Figure 2, we form the
governance composite as the unweighted mean of
z(Strong) and —z(Hedge), with lower values in-
dicating stronger compliance.

Per-run correctness. The numerical audit flag
(Num) marks report-visible numbers without an
evidence match. Direction correctness is evalu-
ated separately by setting. For RCT, a blinded
human audit measures whether the generated re-
port preserves, inverts, or leaves unresolved the
gold direction (§5.4). For FC, a rule-based lexi-
cal check compares direction wording against the
ledger-stored direction field and is used only as a
supplementary diagnostic because lexical direction
checks are brittle under negation and comparator
phrasing.

The key controlled contrast is between the hybrid
template and claim-locked reporting. Both systems
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Figure 2: Summary landscape of the reproducibility-
error and governance composites per method; lower is
better on both axes, which are reported separately rather
than merged into a single score. (a) fMRI; (b) RCT.

render deterministically, so the comparison tests
whether reliability improves when the control unit
moves from LLM-selected slots to evidence-bound
claims. Scalar faithfulness metrics are treated as
diagnostic, while blinded human audits are used to
check whether the main governance and direction
trends are visible to blinded human annotators.

4 Experimental Setup

We evaluate on two statistical-reporting settings
that stress different parts of the same control
problem: cohort-level neuroimaging reports and
clinical-trial summaries.

fMRI FC setting. We use obesity-related FC re-
porting as a representative cohort-level statistical-
reporting task: the same phenotypic variables can
serve as scientific descriptors, continuous covari-
ates, and confounds, so a report must preserve
not only numbers and directions but the inferen-
tial scope of each claim after covariate adjustment.
We evaluate two cohorts: an obesity-focused in-
stitutional cohort of 428 participants (248 obese,
180 normal-weight) and the public Human Connec-
tome Project (HCP) S1200 cohort (Van Essen et al.,
2013) with 712 adults (232 obese, 480 normal-
weight) after excluding the overweight stratum.
Both include demographic and clinical phenotypes
as regression covariates, use g=0 for BMI < 25
and g=1 for BMI > 30 following World Health
Organization (WHO) thresholds (World Health Or-
ganization, 2000), and use the Brainnetome-246
parcellation (Fan et al., 2016). The evaluation
spans seven methods across two cohorts, two writer
providers, and five seeds, yielding 20 cells per
method.

RCT setting. We use Evidence Inference
2.0 (DeYoung et al., 2020), a public BioNLP bench-
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mark of clinical-trial questions paired with full-text
articles and human-annotated evidence spans. We
sample 200 records deduplicated by source arti-
cle, retaining only records with annotator consen-
sus, a non-null direction label, and at least two
numerical tokens in the evidence span. This yields
112 significantly increased and 88 significantly de-
creased records; the no-significant-difference class
is excluded because a direction-inversion audit is
undefined when the gold direction is null. The
RCT results are therefore a directional-claim bench-
mark. Each method runs with two seeds and two
providers, yielding 800 cells per method.

Human and scalar sub-samples. For the scalar-
metric comparison (§5.5), we evaluate FActScore
and SelfCheckGPT on a 30-record RCT sub-
sample; cross-metric comparison is restricted to
RCT because FActScore’s evidence-span ground
truth has no direct fMRI analogue. The same 30
records are used for the human direction audit,
yielding 30 x 7 x 2 x 2 = 840 generation cells.
FActScore requires one LLM judge call per gen-
eration; SelfCheckGPT follows the original proto-
col with N = 10. The fMRI governance sanity
check uses matched report snippets from free-form,
hybrid template, and claim-locked reporting; four
reviewers count two failure types, unhedged strong-
language and unsupported-content violations, with-
out seeing method identity.

Methods and fairness. Five grounded baselines
combine evidence injection with one structural
or post-hoc control each: Free-form, Prompt-
only (faithfulness instruction), Structured (out-
put schema), Retrieval (evidence-block citation
grounding), and Post-hoc verifier (generate then
check). The hybrid template implements slot-
level control through deterministic rendering but
still lets the LLM select which fields to render,
isolating slot-level control from claim-level con-
trol. Claim-locked reporting implements the full
protocol. We use two writer providers, Moon-
shot kimi-k2.6 (temperature 1.0) and DeepSeeck
deepseek-v4-pro (temperature 0.7). All methods
receive the identical structured evidence record for
a given cohort, provider, and seed; they differ only
in the control point applied between record and
report. Appendix B gives the per-method control
envelope.

Table 1: Main fMRI comparison (n = 20 cells per row).
Hedge is risk-conditioned; Num is a numerical audit
flag. Bold = best among the seven methods (Repro.,
Strong, Num.).

Method Repro.1T Hedge Strong] Num.]|
Free-form 32.3 0.20 2.95 0.55
Prompt-only 26.0 0.22 1.95 0.55
Structured 22.0 0.23 1.85 0.35
Retrieval 24.1 0.21 1.50 0.20
Post-hoc verifier 15.2 0.25 2.75 0.90
Hybrid template 61.1 0.25 2.25 0.00
Claim-locked 98.5 0.39 0.75 0.00

5 Results

5.1 Main Controlled Contrast: Slot
Rendering Is Not Enough

Table 1 and Figure 2(a) compare the three control
levels of Figure 1: text-level control remains unsta-
ble, slot-level control improves stability, and claim-
locked reporting makes evidence-bearing content
nearly invariant across seeds.

Cross-run reproducibility. Grounded baselines
reach 15.2-32.3% cross-seed reproducibility, in-
dicating that report-visible numerical content re-
mains a sampling outcome under these controls.
Deterministic rendering is a major lever but not a
sufficient one: the hybrid template reaches only
61.1%, because the LLM still selects which con-
tent enters the template. Claim-locked reporting
reaches 98.5%. A ledger-rendered system is ex-
pected to reach a high absolute value, so the in-
formative quantity is the 37.4-point gap over the
hybrid template, which also renders deterministi-
cally; the gap isolates the effect of additionally
fixing which evidence-bound claims are renderable.
A paired bootstrap over matched units (20,000 re-
samples) gives a 95% confidence interval (CI) of
[+15.1, +59.7] points for this difference. The pat-
tern also appears across both writer providers: the
pooled metric reaches 98.5% for fMRI and 100.0%
for RCT although the two providers have different
numerical and hedging priors. The same control-
level pattern holds on the public HCP cohort alone:
claim-locked reaches 98.0% reproducibility versus
62.0% for the hybrid template and 46.0% for free-
form generation.

Governance and numerical flags. The remain-
ing columns of Table 1 point the same way.
Deterministic rendering alone does not control
governance: the hybrid template retains 2.25
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Table 2: Per-report resource use on the fMRI evaluation
with DeepSeek as the writer.

Method Input tok. Output tok. Latency (s)
Free-form 20,603 5,432 111.9
Hybrid template 21,213 7,069 123.9
Post-hoc verifier 44,434 16,687 295.2
Claim-locked 12,482 4,209 77.3

Table 3: Group-covariate absorption stress test: FDR-
surviving group-effect edges before and after adding the
continuous covariate (BMI) used to derive the group
label.

Cohort Primary + covariate Drop
In-house 10,041 8 99.9%
HCP comparison 550 0 100.0%

unhedged-strong sentences because it still lets the
LLM choose claim framing and language strength,
whereas claim-locked, which fixes those attributes
in the ledger, cuts this to 0.75. The paired differ-
ence (Claim-locked minus Hybrid) is —1.50 sen-
tences, with a 95% CI of [-2.05, —1.00]. Claim-
locked and the hybrid template both reach 0.00
on the per-run numerical flag. For claim-locked
this follows from ledger rendering; for the hybrid
it shows that selected numerical slots can be ren-
dered without numerical flags even though selected
content remains unstable. The informative numeri-
cal trade-off therefore appears in the RCT setting
(85.3); the post-hoc verifier is the least reproducible
baseline precisely because its rewrite pass adds
report-visible content after the draft has already
been sampled.

What reproducibility does and does not show.
Cross-run reproducibility is one-sided evidence.
Failing it means evidence-bearing content is still
being sampled during generation; passing it means
the content is stable, not that it is correct. Nu-
merical, directional, and human-audit measures
therefore characterize correctness and governance
separately, and the reliability axes are reported as
distinct measurements rather than merged into one
score.

Component analysis. Table A2 reports three
nested configurations that separate the contribu-
tions of the main components. The first uses the
claim-builder output while leaving numerical real-
ization to the LLM. The second additionally uses
the deterministic renderer, with the risk auditor and
policy controller disabled, to isolate the effect of

deterministic realization. The full configuration
then activates the risk auditor and policy controller.
For fMRI, reproducibility increases from 85.0%
to 98.0% when the deterministic renderer is intro-
duced, while activating the risk auditor and policy
controller leaves reproducibility nearly unchanged
at 98.5% but reduces Strong from 1.40 to 0.75. The
same rendering-related stabilization is observed for
RCT, where reproducibility increases from 90.3%
to 100.0%.

Operational efficiency. Moving evidence-
bearing realization out of LLM generation also
reduces writer-side resource use. Table 2 reports
per-report resource use across both fMRI cohorts
and repeated seeded runs with DeepSeek as the
writer. Claim-locked uses one LLM call, while
the post-hoc verifier uses two; the deterministic
components add no LLM calls and have small
local runtime relative to generation latency. Claim-
locked yields the lowest observed input/output
token use and median latency in this comparison.

5.2 A Concrete Failure Case:
Group-Covariate Absorption

The group-covariate absorption case is a concrete
instance of the failure mode: a statistic that a slot-
level system can render with the correct number
yet still report at the wrong inferential scope. A
primary group contrast in the in-house cohort gives
10,041 FDR-surviving edges; after adding continu-
ous BMI as a covariate, only 8 remain, and the
HCP cohort drops from 550 to 0 (Table 3). A
free writer, or a template that renders the LLM-
selected primary count, can verbalize 10,041 as
a categorical obesity-group effect. Claim-locked
reporting binds the before-and-after-adjustment
claim together with its cautious allowed strength,
so the renderer cannot emit the primary count un-
der independent-effect wording. This case illus-
trates an inferential-scope risk that paragraph-level
grounding does not capture.

5.3 RCT Transfer and a Reliability Trade-off

The RCT setting tests transfer to a public
directional-claim benchmark and exhibits a differ-
ent reliability profile from fMRI. Table 4 and Fig-
ure 2(b) show that the benchmark does not produce
a monotone text-level to slot-level to claim-level
reproducibility ladder. Several text-level baselines
are already highly reproducible because each RCT
output is short and contains few report-visible nu-
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Table 4: RCT results on Evidence Inference 2.0 (n =
800 cells per row). Strong is near zero because con-
clusions are short. Num is a conservative, high-recall
numerical audit flag.

Method Repro.T Hedge Strong| Num.]
Free-form 74.7 0.24 0.03 0.27
Prompt-only 859 0.11 0.01 0.25
Structured 90.0 0.15 0.02 0.25
Retrieval 73.2 0.09 0.02 0.23
Post-hoc verifier 74.8 0.22 0.02 0.24
Hybrid template 79.5 0.19 0.04 0.11

Claim-locked 100.0  0.10 0.01 0.23

merical tokens. In this setting, the hybrid template
has less numerical content to stabilize, while its
LLM-populated numeric envelope can still vary
across seeds. Claim-locked reporting fixes the re-
portable directional claim and numerical fields be-
fore writing, whereas the hybrid template still ren-
ders LLM-selected slots. Claim-locked reaches
the reproducibility optimum for report-visible nu-
merical tokens (J = 1.000), while the hybrid tem-
plate has the lowest raw numerical audit flag (0.11
versus 0.23). Relative to the hybrid template, the
reproducibility gain is +20.5 points with a 95%
paired-bootstrap CI of [+17.8, +23.1].

Because the raw Num column is intentionally
high-recall, we further calibrate the numerical audit
flags underlying Table 4 (Appendix F) by separat-
ing parsing artifacts, benign metadata, and harmful
statistical-result fabrications. The calibration finds
no harmful fabrication in the claim-locked outputs,
whereas the hybrid template and free-form gener-
ation yield approximately 2.5% and 5.9%, respec-
tively. This reverses the apparent raw-Num order-
ing for the risk-bearing component: slot rendering
can prune incidental numbers in a single output,
but it does not by itself prevent unsupported statis-
tical results when the LLM still selects the numeric
slot content. These results show that evidential va-
lidity depends on fixing reportable claims before
generation in addition to deterministic rendering.

5.4 Human Audits

Because Evidence Inference provides gold direc-
tion labels whereas the fMRI setting has no com-
parable report-level gold annotation, the two set-
tings support different human checks (Appendix E).
The RCT audit evaluates direction preservation
directly, while the fMRI audit provides a reader-
facing check of governance violations. In the
fMRI governance audit, four reviewers count two

Table 5: Human audit of direction preservation on the
RCT subset (120 reports per method). Pres. = preserved
direction; Inv. = inverted direction; Unres. = unresolved
direction, including reports that do not state a clear
direction or whose direction cannot be reliably deter-
mined. Inv. rate = Inv./(Pres.+Inv.). Unres. is reported
descriptively and is excluded from the inversion-rate
denominator.

Method Pres. Inv. Unres. Inv. rate (%)
Free-form 103 14 3 12.0
Prompt-only 102 10 8 8.9
Structured 103 13 4 11.2
Retrieval 102 6 12 5.6
Post-hoc verifier 98 11 11 10.1
Hybrid template 102 17 1 14.3
Claim-locked 116 0 4 0.0

violation types in matched report snippets with-
out seeing method identity; all four assign claim-
locked the lowest average counts, with human
means of 2.55/1.85/0.60 for strong-language and
1.65/2.33/0.53 for unsupported-content violations
across free-form, hybrid, and claim-locked. The
method ordering matches the automatic counts.
The RCT direction audit (Table 5) evaluates
whether each report preserves the gold direction,
inverts it, or leaves the direction unresolved. A
second reviewer independently labeled a strati-
fied 50-report subset, yielding 98.0% raw agree-
ment and Cohen’s k = 0.970. Across the base-
lines, inversion rates range from 5.6% to 14.3%,
whereas claim-locked reporting produces no in-
versions. The audit measures preservation of a
direction already resolved from the evidence span:
baselines must preserve that direction through gen-
eration, whereas claim-locked carries the resolved
direction into the ledger before generation.

5.5 Scalar-Metric Diagnostics

Scalar faithfulness metrics provide a complemen-
tary but different view of report quality. On the
30-record RCT sub-sample, FActScore (Min et al.,
2023) and SelfCheckGPT (Manakul et al., 2023)
produce markedly different rankings across meth-
ods (Table 6). Claim-locked ranks lowest under
FActScore (0.552) but highest under SelfCheck-
GPT (0.974).

The disagreement reflects differences in what
the metrics reward. FActScore emphasizes lexical
support against the evidence span, whereas Self-
CheckGPT measures consistency across sampled
outputs; neither directly tests preservation of a sta-
tistical direction or relation.
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Table 6: FActScore and SelfCheckGPT on the 30-record
RCT sub-sample. Higher is better for both metrics.

Method FActScore T SelfCheckGPT 71
Post-hoc verifier 0.856 0.840
Structured 0.855 0.846
Retrieval 0.855 0.796
Prompt-only 0.840 0.825
Free-form 0.835 0.831
Hybrid template 0.770 0.812
Claim-locked 0.552 0.974

False pass. In one pharmacokinetics example,
the gold result indicates a decrease, but a free-form
report states the opposite direction. Because the
report reuses numerical values present in the evi-
dence span, FActScore nevertheless assigns a score
of 1.00.

False reject. In another trial, the gold result is an
increase from 2.77 to 5.76. Claim-locked renders
this relation correctly, but FActScore assigns 0.00
because the direction is expressed through the nu-
merical contrast rather than a lexical match to the
evidence span.

These cases show that lexical support, sampling
consistency, and statistical claim preservation cap-
ture distinct reliability properties.

6 Conclusion

We presented claim-locked reporting for statisti-
cal text generation. The idea is simple: before an
LLM writes, decide which statistical claims are
reportable, where they come from, what direction
they carry, which numbers they report, and how
strongly they may be stated, and then let the model
write only the connective prose. This moves the
control unit from generated text, to rendered slots,
to evidence-bound claims. The hybrid template
isolates the question because it shares deterministic
rendering but still renders LLM-selected slots. The
increase from 61.1%-t0-98.5% indicates that addi-
tional stability comes from fixing which evidence-
bound claims are renderable before generation. In
the RCT setting, claim-locked reporting does not
dominate every raw numerical audit flag, but man-
ual calibration finds no harmful statistical-result
fabrication in its outputs, whereas slot-level render-
ing alone still admits unsupported statistical results
(Appendix F); blinded human audits support the
governance trend. The same design also reduces
writer-side token use and median generation la-
tency in the fMRI cost analysis.

Limitations

Claim-locked reporting controls how structured sta-
tistical evidence is verbalized; it does not perform
statistical validation, discover mechanisms, or guar-
antee truth beyond the evidence record. Errors in
preprocessing, model specification, covariate se-
lection, or evidence extraction propagate into the
report if already present upstream. The BMI ab-
sorption result in §5.2 is a stress test for group-
covariate circularity, not a biological finding about
obesity.

The automatic metrics are scalable protocol tests
for predefined statistical-reporting risks, not substi-
tutes for expert judgment, and the risk taxonomy is
fixed and benchmark-specific rather than exhaus-
tive. Cross-run reproducibility is also necessary but
not sufficient: a report can be reproducibly incor-
rect, so we pair it with governance and correctness
axes rather than treating it as a faithfulness score
on its own. The human governance and direction
audits are targeted sanity checks rather than a full
expert-preference benchmark, and the RCT direc-
tion audit evaluates direction preservation after an
upstream direction label has been resolved.

The RCT evaluation covers only the increased
and decreased direction labels; null or inconclusive
findings require an explicit neutral ledger state that
forbids efficacy-implying language. The protocol is
transferable at the control level but domain-specific
in instantiation: a minimal deployment still needs a
claim schema, entity inventory, risk tags, and audit
patterns. The literature-support label is assigned
with LLM assistance and then frozen before gen-
eration; future work should replace or validate this
step with expert-curated support labels. The insti-
tutional FC cohort cannot be redistributed under its
data-use protocol; we therefore include the public
HCP-based FC setting and the public Evidence In-
ference 2.0 setting, and release prompts, generated
reports, evidence records where permitted, audit
scripts, and code.

Ethics Statement

The institutional FC cohort used in this work was
collected under a protocol approved by the Institu-
tional Review Board of Xijing Hospital, and all par-
ticipants provided written informed consent (trial
registration: ChiCTR-OOB-15006346). The data
are used under a data-use agreement that does not
permit redistribution. The public HCP S1200 co-
hort is used under the HCP Open Access Data

8188



Use Terms, and Evidence Inference 2.0 is a pub-
lic benchmark of published clinical-trial literature.
The blinded audits in this paper involve only the
authors and trained research-team members label-
ing model outputs, a low-risk task that required no
separate ethics-board review. A locked report can
still be misleading if the upstream evidence record
is manipulated or statistically misspecified; claim-
locked reporting controls prose generation, not the
validity of the upstream analysis.
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A Claim Ledger and Evaluation Metrics

A.1 Claim ledger schema

The claim ledger is the single object passed from
the pre-generation control logic to the writer. Each
entry is a typed claim with the following fields: a
claim identifier and type; a canonical text; one or
more evidence pointers into named pipeline stages
(the source field); the numerical fields the claim
reports; an effect direction where applicable; a
literature-support level; the risk tags attached by
the auditor; the allowed language strength after
the policy controller’s monotone downgrade; and
an explicit forbidden-language list. A claim is in-
stantiated only if every evidence pointer resolves
against a pipeline stage. The post-audit entry for
the worked example in §3.4 is:
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Table Al: Control configurations of the compared methods. All methods receive the same structured statistical
evidence. They differ in where control is applied and in which reporting decisions remain under LLM control.

Method Control level ~ What is controlled Remaining LLM decisions

Free-form Text General grounding instruction Claims, numbers, direction, strength, wording
Prompt-only Text Explicit faithfulness instructions Claims, numbers, direction, strength, wording
Structured Text Output structure Claims, numbers, direction, strength, wording
Retrieval Text Evidence localization Claims, numbers, direction, strength, wording
Post-hoc verifier — Text Post-generation revision Initial claims and realization

Hybrid template ~ Slot Deterministic slot rendering Slot content and claim selection
Claim-locked Claim Evidence-bound claims before writing ~ Connective wording only

claim_id: bmi_absorption_01
source: edgewise_glm_summary.M1_to_M3
numbers:

primary_edges: 10041

bmi_adjusted_edges: 8

collapse_rate: 99.9%
direction: absorbed_after_bmi_adjustment
risk_tags: [group_covariate_circularity]
allowed_strength: cautious
forbidden_language:

- independent obesity effect

- obesity-specific mechanism

The renderer emits this claim’s numbers and
direction tag directly from the ledger, and the
forbidden_language list is passed to the writer
as a hard constraint. This is the operational distinc-
tion the protocol turns on: the hybrid template ren-
ders LLM-selected slots, whereas claim-locked re-
porting renders ledger-bound claims whose source,
numbers, direction, and allowed strength were
fixed before writing.

A.2 Automatic evaluation metrics

This section specifies the automatic metrics used
in the main evaluation. The RCT direction audit is
defined separately in Appendix E. For FC, a lexical
direction check is retained only as a supplementary
diagnostic.

Numerical flag (Num). Report-visible numbers
are matched against three support sets: all numeric
leaves in the evidence JSON, an explicit derived-
metric whitelist, and a small constant whitelist for
conventional values such as section numbers and
FDR thresholds. Matching uses absolute toler-
ance 103 or relative tolerance 5%. The derived
whitelist includes only quantities used by the ren-
derer, such as FDR-surviving percentages and BMI-
absorption collapse percentages. Common section,
table, week, and ordinal numbers are filtered before
scoring, and arbitrary pairwise ratios are deliber-
ately not whitelisted, trading recall for precision.
Num is therefore a conservative commission check
rather than a complete mathematical-verification
system.

Strong-language count (Strong). Strong counts
prose sentences containing a strong assertion term
(e.g., “robust”, “causal”, “conclusive”) without
a hedge in the same sentence (e.g., “may”, “ex-
ploratory”, “hypothesis-generating”). The lexicons
are fixed before evaluation. The check can miss
paraphrased overclaims and can mis-flag a strong
term used in a negated context, so it is treated as a

diagnostic lexical measure.

Risk-conditioned hedge use (Hedge). Hedge
measures the use of cautionary language for claims
flagged by the risk taxonomy. It is evaluated only
for risk-flagged claims and is therefore interpreted
as a measure of whether predefined caution con-
straints reach the report surface, rather than as a
general preference for more hedging.

FC lexical direction check. For FC only, we ad-
ditionally use a rule-based lexical check that com-
pares direction wording against the ledger-stored
direction field. Because the check is brittle under
negation and comparator phrasing, it is treated only
as a supplementary diagnostic and is not used as
the primary direction-correctness measure.

B Compared Control Configurations

All methods receive the same structured statistical
evidence for a given input. They differ in where
control is applied between the evidence and the
final report, and therefore in which reporting deci-
sions remain under LLM control. Table A1 sum-
marizes these differences.

Free-form. The LLM directly generates the re-
port from the evidence record with only a general
grounding instruction. Claim selection, numerical
realization, direction, language strength, and prose
remain under LLLM control.

Prompt-only. The LLM receives the same evi-
dence together with explicit faithfulness instruc-
tions intended to discourage unsupported numbers,

8191



direction errors, and overstatement. These con-
straints are expressed only through prompting; the
model still determines the reportable claims and
their realization.

Structured output. The output structure is pre-
defined, but the LLM still selects the claims and
generates the statistical content within that struc-
ture. This configuration therefore constrains format
rather than evidence-bearing content.

Retrieval. The LLM is provided with source-
identified evidence blocks from the same record
and is required to ground its report in those blocks.
The evidence is more explicitly localized, but claim
selection and verbalization remain under LLM con-
trol.

Post-hoc verifier. A verifier revises an initially
generated report using the same evidence record,
correcting detected numerical, directional, or inter-
pretive inconsistencies. Control is therefore applied
after the report has already been generated rather
than before claim selection.

Hybrid template. The LLM selects the values
and claims that populate predefined slots, after
which those slots are rendered deterministically.
This provides slot-level control, but the evidence-
bearing content placed into the slots remains LLM-
selected.

Claim-locked. Reportable claims are bound to
their evidence source, numerical fields, direction,
and permitted language strength before prose gen-
eration. The deterministic renderer realizes the
locked content, while the LLM is restricted to con-
nective prose.

B.1 Prompt configuration

Each method uses a fixed prompt template that im-
plements its corresponding control condition. Free-
form generation receives the statistical evidence
record directly; prompt-only adds explicit faith-
fulness constraints; structured output specifies an
output schema; retrieval-grounded generation re-
quires evidence-block attribution; the post-hoc ver-
ifier uses a second verification-and-revision pass;
the hybrid template asks the LLM to populate pre-
defined slots that are subsequently rendered deter-
ministically; and claim-locked reporting provides
the writer with the active claim ledger and policy
constraints while numerical content is rendered de-
terministically.

The same template is used across records, seeds,
and writer providers within each condition. Exact
executable prompt templates, including dynami-
cally injected fields and JSON schemas, are re-
leased with the code.

C Additional Experimental Analyses

C.1 Component analysis

We evaluate three claim-locked configurations un-
der the same records, providers, and seeds as the
main comparison. As shown in Table A2, Builder
only provides the LLM with the claim-builder out-
put while leaving numerical realization to the LLM.
Builder + renderer additionally uses the determin-
istic renderer while disabling the risk auditor and
policy controller, isolating the contribution of de-
terministic realization. Full claim-locked activates
the complete pipeline, including the risk auditor
and policy controller.

Adding the deterministic renderer to the builder-
only configuration increases reproducibility from
85.0% to 98.0% for fMRI and from 90.3% to
100.0% for RCT. Activating the risk auditor and
policy controller leaves reproducibility essentially
unchanged for fMRI (98.0% — 98.5%) while re-
ducing Strong from 1.40 to 0.75.

Paired-bootstrap uncertainty. For the central
Claim-locked-versus-Hybrid comparison, we use
20,000 paired bootstrap resamples over matched
units, preserving the main-table structure rather
than treating repeated generation cells as indepen-
dent. The reproducibility differences are 4+37.4
points for fMRI (95% CI [+15.1,+59.7]) and
+20.5 points for RCT (95% CI [+17.8,+23.1]).
The paired fMRI Strong difference (Claim-locked
minus hybrid) is —1.50 (95% CI [—2.05, —1.00]).

D Risk-Tag Instantiations

The risk auditor uses the same interface across do-
mains, while the concrete tags are grounded in
domain-specific evidence. Table A3 organizes the
two settings by five shared control targets: numeri-
cal support, direction preservation, entity or source
support, inferential scope, and interpretive strength.
The targets remain unchanged across domains; only
the evidence used to instantiate them differs.

E Human Audits

fMRI governance audit. Four reviewers inde-
pendently annotated matched fMRI report snippets
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Table A2: Component analysis. Reproducibility is reported in percent; Strong is the unhedged-strong count. Bold

marks the full claim-locked configuration

Configuration fMRI Repro. + fMRI Strong | RCT Repro. + RCT Strong |
Hybrid 61.1 2.25 79.5 0.040
Builder only 85.0 1.60 90.3 0.000
Builder + renderer 98.0 1.40 100.0 0.015
Full claim-locked 98.5 0.75 100.0 0.010

Table A3: Shared control targets and their domain-specific instantiations. The same auditor—policy interface is used
in both settings, while each target is grounded in domain-specific evidence.

Target FC evidence RCT evidence Policy action
Numerical Statistical results and derived Trial outcomes and reported Allow only evidence-supported
support quantities statistics numbers
Dlrectlo'n Ledger-stored effect direction Gold direction label Preserve the resolved direction
preservation
Entity/source Anatomical and behavioral Trial entities and source ~ Exclude unsupported entities or
support entities information sources

Covariate dependence and

Inferential scope exploratory findings

Intervention, outcome, and

Restrict claim scope when

population required

Interpretive
strength

Stability and evidential
support

Support available in the
evidence span

Limit claims to permitted
language strength

from free-form, hybrid template, and claim-locked
outputs without seeing method identity. They
counted two types of violations: unhedged strong
language and unsupported content. The former
corresponds to the automatic Strong measure. Un-
supported content is included as a supplementary
comparison: the automatic rule flags anatomical
phrases absent from both the atlas-derived ROI dic-
tionary and the evidence record, whereas human
reviewers judge unsupported content more broadly.
Values in Table A4 are average violation counts per
report; lower is better.

The human judgments follow the corresponding
automatic ordering. Claim-locked has the lowest
average count for both violation types; the hybrid
template is intermediate for strong language but
highest for unsupported content, while free-form is
highest for strong language. This provides a reader-
facing check that the qualitative trends identified
by the automatic measures are also visible under
blinded human judgment.

RCT direction audit. A blinded reviewer la-
beled all 840 generated reports from the 30-record
RCT direction-audit subset. Each report was clas-
sified as preserved, inverted, or unresolved relative
to the gold direction. Unresolved denotes reports
for which no reliable direction can be determined
from the generated text, including reports that do

Table A4: Blinded fMRI governance audit. Values are
average violation counts per report; lower is better. The
rule-based counts are shown alongside the four blinded
reviewers and their mean.

Assessment Free-form Hybrid Claim-locked

Unhedged strong language

Automatic rule 2.50 1.80 0.60
Reviewer 1 2.60 1.90 0.60
Reviewer 2 2.40 1.70 0.50
Reviewer 3 2.70 2.00 0.70
Reviewer 4 2.50 1.80 0.60
Human mean 2.55 1.85 0.60
Unsupported content

Automatic rule 1.60 2.30 0.50
Reviewer 1 1.80 2.50 0.60
Reviewer 2 1.50 2.10 0.40
Reviewer 3 1.70 2.40 0.60
Reviewer 4 1.60 2.30 0.50
Human mean 1.65 2.33 0.53

not state a clear direction. The inversion rate is
computed as Inv./(Pres.+Inv.), with unresolved re-
ports reported separately and excluded from the
denominator. The per-method results are reported
in Table 5.

A second reviewer independently labeled a strat-
ified 50-report subset comprising 19 preserved, 15
inverted, and 16 unresolved reports. Raw agree-
ment was 98.0% (49/50 reports), with Cohen’s
k = 0.970; the single disagreement was between
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preserved and inverted.

F RCT Numerical-Flag Calibration

Raw Num is a high-recall numerical flag and does
not distinguish unsupported statistical results from
benign mismatches. We therefore manually in-
spect the flagged outputs for claim-locked, hy-
brid template, and free-form generation. Each flag
is assigned to one of three categories: a regular-
expression false positive (Regex FP), a benign
metadata or support-window mismatch, or a harm-
ful statistical-result fabrication in which a report-
visible statistical value is absent from the evidence
record. Table A5 summarizes the calibration.

Table AS5: Manual calibration of the RCT numerical
flags underlying Table 4. Benign denotes metadata or
support-window mismatches; Harmful denotes unsup-
ported statistical results.

Method Raw flags Regex FP Benign Harmful
Free-form 213 17 149 47 (5.9%)
Hybrid template 89 14 55 20 (2.5%)
Claim-locked 181 1 180 0 (0.0%)

The calibration changes the interpretation of the
raw Num values. Claim-locked has the largest raw
flag count, but all of its flags are benign or false
positives, with no harmful statistical-result fabrica-
tion. The hybrid template has fewer raw flags but
produces unsupported statistical results in 2.5% of
outputs, showing that deterministic rendering does
not prevent numerical fabrication when the LLM
still selects the slot content. Free-form generation
has the highest harmful-fabrication rate at 5.9%.
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