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Abstract

Long-context inference in large language mod-
els is limited by the linear memory growth of
the key-value (KV) cache. Existing eviction
methods typically retain tokens with high ac-
cumulated attention or remove semantic redun-
dancy, but may discard low-frequency tokens
that connect distant dependencies. We propose
CentralKV, a training-free framework that
models attention as a dynamic sparse causal
graph. Its Stream-Influence algorithm updates
token centrality online and preserves struc-
turally important bridge tokens during KV com-
pression. The attention graph is constructed
directly from the attention operation without
separate similarity computation. Experiments
on LongBench show that CentralKV improves
over H20, SnapKYV, and GraphKV under strict
physical memory constraints, particularly on
reasoning-intensive tasks, with minimal latency
overhead.

1 Introduction

As Large Language Models (LLMs) evolve from
simple retrieval assistants to complex reasoning
engines (e.g., Llama-3 (Grattafiori et al., 2024),
DeepSeek-V3 (DeepSeek-Al et al., 2024), Mistral
(Jiang et al., 2023), DeepSeek-R1 (DeepSeek-Al
et al., 2025)), the ability to process extensive con-
texts is paramount. Since the seminal Transformer
architecture (Vaswani et al., 2017), innovations like
RoPE (Su et al., 2024) and ALiBi (Press et al.,
2022) have enabled longer windows. Whether for
synthesizing legal precedents or reasoning over
large code repositories, the model must maintain
a coherent “Chain of Thought” (CoT) (Wei et al.,
2022) and perform complex reasoning (Wang et al.,
2023; Yao et al., 2023) over long sequences. How-
ever, this capability is bottlenecked by the Key-
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Figure 1: Conceptual Comparison. (Left) Heavy-hitter
methods (e.g., H20) discard critical “Structural Bridges”
(blue) with low local attention. (Right) CentralKV
identifies these bridges via graph centrality, preserving
the reasoning chain.

Value (KV) cache, which grows linearly with se-
quence length L. Storing the KV states for a 128k
context on a 7B model consumes over 100GB of
GPU memory, creating a severe memory bottleneck
for long-context inference on commodity hardware.

Prevailing compression strategies, such as H20
(Zhang et al., 2023) and StreamingLLM (Xiao
et al., 2023b), address this with lightweight
attention-based retention heuristics: H20
prioritizes accumulated attention, whereas
StreamingLLLM preserves attention sinks together
with a recent-token window. These heuristics as-
sume that frequently attended tokens or persistent
attention sinks capture the information needed for
generation. While effective for keyword retrieval,
this assumption is insufficient for multi-step reason-
ing. In complex logical flows, critical connectors
(e.g., a conditional variable in code or a bridging
entity in a multi-hop question) often act as Struc-
tural Bridges. These bridges may possess low
aggregate attention scores—failing the heavy-hitter
test—yet they are topologically central, linking the
premise to the conclusion. Removing them breaks
the reasoning chain and reduces performance on
tasks with long dependency paths.

In this paper, we propose CentralKV, a frame-
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work that shifts the compression paradigm from
frequency-based eviction to connectivity-based
preservation. While treating attention as a graph
is not new (e.g., TextRank (Mihalcea and Tarau,
2004), PageRank (Page et al., 1999)), prior graph-
ranking methods are typically defined on a pre-
constructed static graph and do not perform online
causal updates. Our core contribution is Stream-
Influence, an online algorithm that approximates
global importance via a one-pass, O(1) update
rule. This allows us to capture long-range “Struc-
tural Bridges”—tokens that act as semantic hubs—
without materializing the full graph or pausing gen-
eration.

Unlike recent graph-based approaches like
GraphKYV (Li et al., 2025), which encourage diver-
sity among retained tokens by propagating decay
signals over a similarity graph, CentralKV employs
an additive reinforcement strategy. We do not seek
to delete what is similar; we seek to amplify what
is structurally critical. In this sense, CentralKV is a
graph algorithm for streaming causal graphs rather
than an LLM-specific heuristic.

Crucially, CentralKV achieves Negligible-
Overhead Graph Construction by piggyback-
ing on the memory-bound attention operation.
This transforms the "Attention Matrix" from a
ephemeral computation artifact into a persistent
topological map, unlocking graph-theoretic opti-
mization at no extra engineering cost.

Our contributions are:

* Algorithm Innovation: We propose Stream-
Influence, an online centrality algorithm tai-
lored for the causal, append-only graph struc-
ture of LLM inference, addressing the "global
metric in local time" challenge.

* Topological Insight: We identify the "Bridge
Token" failure mode, showing that long-
context reasoning errors are closely tied to
connectivity rather than simple frequency ef-
fects.

* SOTA Performance: CentralKV outperforms
complex baselines like GraphKV (+2.0%) and
SnapKV (+1.6%) on LongBench while being
5x faster in preprocessing.

2 Related Work

Heuristic and Statistical Eviction.
approaches focused on first-order

Early
statistics.

StreamingLLM (Xiao et al., 2023b) retains at-
tention sinks and a recent-token window, which
can struggle when critical evidence falls outside
that retained pattern. H20 (Zhang et al., 2023) and
Scissorhands (Liu et al., 2023) use greedy eviction
based on accumulated attention ("Heavy Hitters").
While efficient, these methods assume importance
equals frequency, missing low-frequency but struc-
turally critical “bridge” tokens.

Structure and Chunk-Based Compression. To
mitigate the fragmentation issues of token-level
eviction, recent works adopt coarser granularities.
SnapKYV (Lietal., 2024) and ChunkKYV (Liu et al.,
2025) cluster tokens into chunks and select im-
portant chunks based on attention patterns from
the prompt. Similarly, DuoAttention (Xiao et al.,
2025) and RazorAttention (Tang et al., 2025) sep-
arate attention heads into “Retrieval Heads” (kept
full) and “Streaming Heads” (pruned), optimizing
memory based on head functionality. While these
methods reduce memory access overhead, their
coarse granularity risks discarding specific critical
tokens buried within evicted chunks/heads.

Adaptive and Query-Aware Sparsity. Moving
beyond static budgets, adaptive methods dynami-
cally allocate resources. Quest (Tang et al., 2024)
introduces query-aware sparsity by estimating the
criticality of KV pages from query vectors and min-
max bounds on cached keys, while FastGen (Ge
et al., 2024) adaptively assigns retention policies to
different attention heads based on lightweight atten-
tion profiling. PyramidKYV (Cai et al., 2024) allo-
cates cache budgets across layers, whereas AdaKV
(Feng et al., 2025) adaptively allocates budgets
across attention heads. CentralKYV is orthogonal
to these allocation strategies; it provides a superior
topological metric (centrality) that can replace sim-
ple attention sums within any page-level or layer-
wise budget framework (as shown in Section 5.10).

Graph and Reasoning-Aware Approaches. The
most relevant line of work models context as a
graph. GraphKYV (Li et al., 2025) constructs a
semantic graph based on cosine similarity and
employs a decay-signal-propagation mechanism.
While it captures structural importance, it also
requires additional similarity computations over
cached tokens, which is relatively heavy for stream-
ing.

In contrast, CentralKV is built on an Additive
Connectivity design optimized for the attention
mechanism itself. In reasoning tasks, distinct to-
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local window and system prompts.

kens are often parts of a causal chain. The goal
is not only to compress, but to preserve connec-
tivity. By using attention weights (causal influ-
ence) instead of cosine similarity (static embed-
ding distance), we capture functional dependence
rather than topical similarity. Stream-Influence is
designed for the O(1) streaming setting, and addi-
tional evidence is deferred to Appendix A.

Concurrent and Recomputation-Based Methods.
Several concurrent works also investigate signals
beyond accumulated attention, but their code and a
directly reproducible common evaluation were un-
available during the review period. We therefore do
not report unmatched numerical comparisons. RE-
FORM (Song et al., 2025) follows a different infer-
ence contract: it compresses input chunks, gathers
relevant raw-input tokens, and recomputes selected
KV states with an additional budget. CentralKV
instead performs irreversible online eviction with
a fixed resident cache and no post-query recov-
ery path. REFORM’s stronger single-needle re-
trieval therefore reflects a broader compress-gather-
recompute setting; our NIAH comparison is re-
stricted to CentralKV and eviction baselines under
the same resident-cache protocol.

3 Analysis: The Attention Graph

We formally define the Attention Graph G =
(V, E') where nodes V' represent tokens in the con-
text window, and directed edges E represent atten-
tion weights. An edge e;; exists from token 7 to

token j with weight equal to the attention score
A

3.1 Defining Structural Bridges: A Functional
Perspective

ij-

Before introducing our metric, we must rigorously
define what constitutes a "Structural Bridge" in-
dependent of our method. We adopt a functional
definition based on Information Flow:

Definition 1 (Structural Bridge): A token xy
is a Structural Bridge for a query x, if removing
xp from the context significantly increases the task
loss or answer error, despite x receiving low direct
attention mass » . A;, from local neighbors.

This definition distinguishes Bridges from
"Heavy Hitters" (high mass) and "Noise" (low
mass, low impact). To visualize this, we computed
the Attention Rollout (a proxy for total causal
influence) for tokens in Llama-3.

As shown in Appendix Figure 4, the relationship
between frequency and centrality is concentrated at
the eviction boundary rather than in the full ranking.
A naive global analysis can yield a high Spearman
rank correlation (p ~ 0.96) between accumulated
attention (H20) and graph centrality (CentralKV),
because most low-value tokens are discarded by
both methods. The more informative regime is the
top 15-25% range, where the correlation drops to
p = 0.68£0.10 and the Jaccard similarity between
retained sets is 0.79 (avg over 500 steps), imply-
ing that roughly 21% of the cached content differs.
This divergent subset is dominated by Structural

8729



Bridges—tokens that fail the heavy-hitter test due
to low local frequency but are topologically essen-
tial. As our experiments demonstrate (Section 5),
preserving this boundary set is a decisive factor
in preventing reasoning degradation in multi-hop
tasks.

To test whether Stream-Influence tracks the func-
tional definition rather than merely reproducing at-
tention mass, we performed a token-level analysis
on 200 2WikiMultihopQA samples, restricted to
the 15-25% boundary range where the retained
sets diverge. The Spearman correlation with coun-
terfactual loss increase is 0.61 & 0.08 for Stream-
Influence, compared with 0.38 £ 0.11 for attention
sum and 0.04 +0.09 for a random baseline. The ag-
gregate ranking also agrees with an offline PageR-
ank oracle at Kendall-7 = 0.824-0.04; these results
support the proxy interpretation without treating
it as an exact computation of the counterfactual
definition.

3.2 Case Study: The Broken Bridge

Multi-hop QA provides a concrete failure mode
for static eviction: a token can receive only mod-
erate local attention while remaining essential for
linking the question to the final answer. Figure 3
visualizes this failure mode, while a more detailed
walkthrough is provided in Appendix B.

4 Methodology: CentralKV

In this section, we detail CentralKV, a framework
designed to efficiently compress the KV cache by
leveraging the graph-theoretic properties of the at-
tention mechanism. The core intuition is to main-
tain a dynamic, sparse graph of token interactions
and retain nodes that serve as “structural hubs” in
this graph.

4.1 Attention as a Dynamic Sparse Graph

Consider a sequence of tokens X =
{z1,29,...,2}. In a standard Transformer, the
attention score A;; represents how much token %
attends to token j (where j < 7). We model this as
a directed graph Gy = (V;, Ey).

Nodes (V;): The set of tokens in the current
context window (or KV cache).

Edges (E,): A fully connected attention graph is
computationally expensive and noisy. We propose
a Sparse Construction strategy. For a query token
x;, we only retain the top-k incoming edges with
the highest attention weights:

Ey ={(i,4) | j € Top-Kj;(Aiy)} (D)

Table 1: Token-level validation on the 15-25% bound-
ary range of 200 2WikiMultihopQA samples. Values
are Spearman p with counterfactual loss increase.

Signal Spearman p
Stream-Influence 0.61 £+ 0.08
H20 attention sum 0.38 £0.11
Random baseline 0.04 £ 0.09

This sparsity filters out noise (insignificant atten-
tion) and reduces the graph complexity from O(L?)
to O(kL). Empirically, it also matches the failure
mode we target: bridge evidence is usually carried
by a small set of decisive predecessors rather than
by many weak links.

Low-Overhead Graph Construction via Ker-
nel Fusion. A critical advantage of CentralKV is
its efficiency relative to prior graph-based meth-
ods like GraphKV (Li et al., 2025), which require
O(N - d) auxiliary cosine similarity computations.
We term our construction “Low-Overhead” because
it is subsumed within the mandatory attention oper-
ation.

In modern hardware-aware implementations
(e.g., FlashAttention-2 (Dao, 2024)), the full at-
tention matrix is never materialized in High-
Bandwidth Memory (HBM). Instead, it exists tran-
siently in on-chip SRAM. For the Decoding Phase,
we propose a fused kernel modification:

1. Tile-Level Top-K Selection: During the de-
coding phase, the attention kernel processes
KV blocks in tiles. Inside the Softmax loop,
we maintain a local priority queue (size k)
in registers/shared memory for each thread
block. This tracks the highest attention scores
within the current tile locally.

2. Hierarchical Reduction: As thread blocks
complete, we perform a lightweight cross-
block reduction to identify the global top-k
indices for the current query token.

3. Asynchronous Write-Back: The identi-
fied indices are written to a small auxiliary
buffer. This write traffic is negligible (k X
batch_size x 4 bytes) compared to the mas-
sive KV read traffic.

Latency Hiding Analysis. Since the decoding
kernel is heavily memory-bound (loading L x D
parameters), the additional arithmetic instructions
for comparisons and register updates are effectively
hidden behind the high-latency HBM transactions.
Our Nsight Systems profiling confirms that this
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fusion incurs no pipeline stalls, maintaining the
original kernel’s memory throughput.

4.2 Stream-Influence: Maximum Influence
Path Centrality

Standard PageRank computes the stationary distri-
bution w = M via a random walk summation
(eigenvector centrality). In the context of LLM at-
tention, a strictly probabilistic summation is less
suitable because summing over many weak, irrele-
vant attention heads can dilute the signal of a single
critical dependency.

Therefore, we formulate our metric not as a
random walk probability, but as a Maximum In-
fluence Path (MIP) centrality on a time-varying
DAG. Here, MIP is defined over a causal DAG with
a multiplicative path objective, selecting the path
with the maximum accumulated influence rather
than averaging over all walks. This formulation
is well-suited to bridge tokens, because a single
pivot can connect multiple reasoning threads in the
causal graph and therefore dominate the maximum-
influence score. MIP is chosen by balancing three
requirements: reasoning semantics, streaming effi-
ciency, and DAG compatibility; centralities such as
degree, PageRank, Katz, betweenness, and close-
ness each violate at least one of these constraints.

Let S(j)® be the centrality score of token j at
step t. When token x; arrives, the update rule com-
bines temporal decay with a new path extension

logic:

SHY =~-SGHEV+ 4501 (@)
———— N——

Time Decay Path Extension
where v € (0, 1) is a forgetting factor (set to 0.998)
that prioritizes recent information.

Approximating the Critical Path. The term
S(t) represents the potential influence of the cur-
rent token ¢. We employ a Max-Operator to model
the selection of the strongest reasoning path:

S(t) =1+ (S@Y) G

max
vENeighbors(¢)

Here, ) controls the recursion strength. Why Max
over Sum? This design intentionally deviates from
standard spectral centrality. It acts as a non-linear
filter that:

* Identifies Critical Antecedents: It propa-
gates the importance of the most structurally
critical dependency (e.g., the bridge entity)
without dilution from noise.

* Approximates Influential Paths: Mathe-
matically, this formulation behaves like a
maximum-weight causal path objective rather
than the stationary distribution of a random
walk.

* Respects Streaming Constraints: The max
recursion admits an online update with im-
plicit decay, which keeps the per-step cost
aligned with the sparse edge set.

This distinction matters because the metric targets
the strength of the causal connection rather than
the volume of information flow.
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4.3 The CentralKV Inference Algorithm

We integrate this scoring mechanism into the gener-
ation loop. To ensure generation quality, we always
preserve the most recent Wi, tokens (Local Win-
dow) and a small set of W, initial tokens (System
Prompt).

Addressing the Update Overhead: Implicit
Decay with Periodic Reset. A naive implementa-
tion of Eq. (2) requires updating the scores of all B
cached tokens at every step (S < .5), incurring
O(B) memory writes. To eliminate this overhead,
we employ an Implicit Decay strategy. We store
a renormalization invariant S[j] = S[j]/~*. The
update rule becomes additive only for active nodes:
S[j] < S[j] + (As; - S(t))/~*. This avoids dense
score recomputation and keeps updates limited to
the selected sparse neighbors.

Numerical Stability Note: In long contexts (L >
4k), the term 1/~ can exceed the dynamic range
of BF16. To ensure numerical stability, we im-
plement a Periodic Renormalization mechanism.
Every N = 1024 steps, we explicitly multiply all
stored scores S by vV and reset the time exponent
basis. This operations incurs negligible amortized
overhead (O(B/N)) while keeping values within
safe floating-point ranges. The full algorithm pseu-
docode is provided in Appendix I.

Centrality Choice. The choice of MIP is not
arbitrary. Degree centrality is fast but collapses
importance into raw frequency, which is precisely
the failure mode we seek to avoid. Eigenvector
centrality is not suitable on the causal DAG be-
cause the graph is acyclic and lacks the strongly
connected structure required for its fixed-point in-
terpretation. PageRank and Katz both aggregate by
summation, which reintroduces the noise accumu-
lation problem; Katz also adds a constant offset and
remains incompatible with the per-step streaming
budget. Betweenness and closeness better capture
mediation, but their shortest-path computations are
far too expensive for 128K-token decoding. By
contrast, MIP preserves bridge semantics, supports
online updates, and remains compatible with the
sparse causal graph induced by attention.

5 Experiments

In this section, we evaluate CentralK'V on standard
long-context benchmarks. We aim to answer three
research questions:

* RQ1 (Effectiveness): Does CentralKV re-
tain better long-context reasoning capabili-

ties compared to heavy-hitter baselines (e.g.,
H20)?

* RQ2 (Efficiency): What is the computational
overhead of the Stream-Influence algorithm?

* RQ3 (Ablation): How do graph sparsity and
the centrality aggregation choices affect per-
formance?

The experimental section first compares Cen-
tralKV against baseline methods, then examines
bridge-token evidence, orthogonality to allocation
strategies, and finally parameter robustness.

5.1 Experimental Setup

Models and Datasets. We conduct experiments
using Llama-2-7B-Chat (Touvron et al., 2023) and
Llama-3-8B-Instruct (Grattafiori et al., 2024). We
evaluate on LongBench (Bai et al., 2024), a com-
prehensive benchmark for long-context understand-
ing. Compared to other benchmarks like RULER
(Hsieh et al., 2024), L-Eval (An et al., 2024), and
SCROLLS (Shaham et al., 2022), LongBench pro-
vides a diverse set of real-world tasks. We evaluate
on all 6 task categories covering 18 datasets.

» Single-Doc QA: NarrativeQA, Qasper,
MultiFieldQA-zh.

* Multi-Doc QA: HotpotQA, 2WikiMulti-
hopQA, Musique, MultiFieldQA-en.

* Summarization: GovReport, QMSum, Multi-
News, VCSUM.

» Few-Shot Learning: TREC, TriviaQA, SAM-
Sum.

* Code Generation: LCC, RepoBench-P.
* Synthetic: PassageRetrieval-en/zh.

Baselines. We compare CentralKV with a com-
prehensive suite of state-of-the-art methods:

* Statistical Eviction: H20 (Zhang et al,,
2023), StreamingLLLM (Xiao et al., 2023b),
TOVA (Oren et al., 2024), InfLLM (Xiao
et al., 2024), and A2SF (Jo and Shin, 2024)
(combines attention monitoring with exponen-
tial decay).

* Structure & Hashing: SnapKYV (Li et al.,
2024) (chunk-level) and HashEvict (Liu et al.,
2024a) (LSH-based).

* Graph & Semantics: GraphKYV (Li et al.,
2025) (similarity graph) and R-KV (Cai et al.,
2025) (reasoning-optimized).
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Table 2: LongBench Evaluation (Llama-3-8B, 20% Logical Budget). Green marks our method; blue marks the
strongest non-CentralK'V baseline. CentralKV improves over baseline methods and remains close to Full Cache on

average.

Method Single-Doc Multi-Doc Summarization Few-Shot Code Synthetic Avg.
Metrics F1 F1 Rouge-L Avg. Edit Sim. Acc %
Full Cache | 37.9 39.8 21.5 61.0 52.5 98.0 | 51.840.3
StreamingLLM 224 18.5 14.2 28.5 12.4 10.5 17.8
H20 (Heavy Hitter) 343108 275411 19.540.7 58.0+0.9 414415 835421 44.040.9
A2SF (Decay+Attn) 40.1+0.9 31.841.0 24.1+0.6 554408 462412 87.0+1.8 474408
HashEvict 355 27.8 21.5 50.5 40.2 70.0 40.9
SnapKV (Chunk) 41.2 34.5 25.2 56.8 51.5 94.5 50.6
DynamicKV 40.5 33.8 24.5 56.2 49.1 90.0 49.0
AdaKV (Adaptive) 41.8 355 25.8 57.5 52.0 96.5 51.5
GraphKYV (Sim-Graph) 3734+0.6 36.7+0.7 221105 60.740.7 49940.9 948412 50.240.7
CentralKV (Ours) | 38310.4 38.5410.5 224403 61.7 105 545108 97.840.2 | 522104

* Adaptive Allocation: DynamicKV (Zhou
et al., 2025) and AdaKV (Feng et al., 2025)
(adaptive budget adjustment).

5.2 Evaluation Protocol

We evaluate all methods in a unified decoding and
implementation setting to isolate the effect of cache
selection. CentralKV is implemented in vVLLM
(v0.4.1). For baselines, we use the official imple-
mentations where available and port methods that
require custom integration into the same vLLM
backend when necessary. For sampling-based runs,
we report the mean and standard deviation over 3
seeds (42, 123, 2024).

We follow the official LongBench evaluation
scripts, including their prompt templates and stop
tokens. Decoding parameters are fixed at 7" = 0.1
and top_p = 0.9 to reduce run-to-run variance
while preserving the default evaluation behavior.

Unless otherwise stated, the main experiments
use a 20% per-head cache budget to compare
methods under the same nominal setting.

We distinguish two budget notions. The logi-
cal budget is the nominal per-head cache fraction
used by the eviction policy. The physical budget
is the number of unique KV blocks retained af-
ter the heads are merged. In grouped-query atten-
tion, different heads can select different tokens,
so the physical union can exceed the nominal per-
head fraction; we therefore report a separate strict
physical-cap analysis in Appendix 12.

5.3 Main Results (RQ1)

Table 2 summarizes the performance across all 6
task categories (18 datasets) of LongBench. Note
that for categories containing mixed metrics (e.g.,
Few-Shot includes Accuracy, F1, and Rouge-L),
we report the average of the primary metric for
each dataset.

In a few settings, a compressed policy can
slightly exceed the reported Full Cache result be-
cause of sampling variance and method-specific
regularization effects. We therefore focus on aver-
aged runs where applicable and on the task-level
breakdown in Table 11, rather than on small dif-
ferences in the macro average. For methods with
dataset-level results in Table 11, the per-category
averages in Table 2 are computed from those de-
tailed results. For baselines without a dataset-level
breakdown, the Avg. column reports the arithmetic
mean of the six category scores.

The Full Cache macro average is 51.8 + 0.3,
while CentralKV is 52.2+0.4 under the same three-
seed evaluation. This small apparent exceedance
is within the reported run-to-run variation and is
not interpreted as compression outperforming Full
Cache.

Budget setting: Unless otherwise noted, all meth-
ods are evaluated under the same 20% per-head
budget.

5.4 Analysis of Task-Specific Dynamics

The gains are strongest on reasoning-intensive
settings, where preserving bridge tokens matters
most. Averaged over all four datasets in the
Multi-Doc QA category, CentralKV improves over
H20 by 11.0 points; on the three explicitly multi-
hop datasets (HotpotQA, 2WikiMultihopQA, and
MuSiQue), the average improvement is 8.8 points.
The method also improves Code by 13.1 points
over H20, consistent with preserving long-range
definition-use chains rather than only local syntax.
The smaller margin on summarization is also ex-
pected, since these tasks depend more on broad
lexical coverage than on a single fragile reasoning
bridge. Detailed task-wise results are reported in
Appendix Table 11.

Performance by Context Length. In the single-
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needle NIAH sweep, CentralKV scores 76% versus
42% for H20 at 128K, and 61% versus 22% at
256K; the full per-length averages are provided in
Appendix Table 13.

5.5 Robustness and Scalability

Across budgets and model sizes, the main trend
remains stable: CentralKV retains a strong fraction
of its peak performance under aggressive compres-
sion and remains applicable to other decoder-only
LLMs. Under harsher budgets, the retained bridge
structure remains informative, while larger decoder-
only models follow the same qualitative pattern
under the shared protocol. The degradation is also
smoother than heavy-hitter baselines, suggesting
that centrality yields a more stable ranking when
the cache budget becomes tight. Full robustness
details are deferred to Appendix L.

5.6 Cross-Model and Reasoning-Benchmark
Results

To assess generality beyond the main Llama-3-8B-
Instruct setting, we repeated the LongBench evalua-
tion with Qwen2.5-7B-Instruct (Qwen et al., 2024)
and DeepSeek-R1-Distill-Qwen-7B (DeepSeek-Al
et al., 2025) under the same 20% per-head budget.
The reported macro averages for CentralKV are
54.5 and 53.0, respectively, compared with 50.1
and 51.2 for H20; CentralKV also remains below
Full Cache (56.2 and 55.6). On the reasoning-
dense multiple-choice benchmark LongReason,
CentralKV obtains 38.6% accuracy, compared with
24.0% for H20, 33.5% for SnapKYV, and 35.5%
for GraphKYV, while Full Cache obtains 42.0%.
Category-level summaries and the evaluation scope
are given in Appendix M.

5.7 Needle In A Haystack (NIAH)

To further probe bridge preservation, we conducted
the "Needle In A Haystack" test. This controlled
setting isolates whether the eviction rule can retain
a single indispensable fact under heavy distraction,
making it a direct sanity check for the bridge-token
hypothesis. CentralKV consistently outperforms
H20 in this setting. At 128K, it reaches 76% accu-
racy versus 42% for H20; at 256K, it reaches 61%
versus 22%. The complete per-length averages are
provided in Appendix Table 13.

5.8 System-Level Efficiency Analysis (RQ2)

We evaluated end-to-end efficiency using the pro-
filing setup described below. CentralKV adds mod-
est overhead, and the full latency breakdown is

reported in Appendix Table 7.

Throughput and Register Pressure. As shown
in Appendix Table 7, CentralKV introduces a mod-
est overhead of 0.95ms per step (Batch=32), result-
ing in a 2.4% drop in throughput compared to H20
(972 vs 996 tokens/s). Nsight Compute profiling
of the fused kernel versus vanilla FlashAttention-2
records 132 to 148 registers per thread and 61%
to 56% occupancy; the relative overhead becomes
unmeasurable at batch sizes B > 64. The overhead
is primarily due to register pressure from maintain-
ing local priority queues, which we mitigate using
warp-level primitives (detailed in Appendix J). In
absolute terms, this overhead remains small relative
to the much larger latency cost of similarity-based
graph construction.

5.9 Ablation Study (RQ3)

Ablations support three conclusions. First, on
2WikiMultihopQA, the max, soft-max, and sum
aggregation variants obtain F1 scores of 34.0, 32.3,
and 30.8, respectively, supporting the strongest-
path motivation. Second, the A X ~ sensitivity
grid spans only 0.8 F1 points, with the default
(A,77) = (0.5,0.998) at the strongest reported cell.
Third, a sparse graph with k& = 8 already cap-
tures most of the useful structure, while attention-
derived edges outperform vector-similarity alterna-
tives. Full ablation figures and sensitivity analyses
are reported in Appendix D.

5.10 Orthogonality with Allocation Strategies

As an eviction policy, CentralKV is orthogonal
to allocation strategies such as PyramidKV and
AdaKYV: it determines what to drop, whereas they
determine where to assign budget. We replace their
default H20-based eviction with centrality-based
selection; detailed combination results are reported
in Appendix Table 8.

6 Conclusion

In this paper, we proposed CentralKV, a graph-
based KV cache compression framework centered
on streaming centrality over a causal attention
DAG. By treating the attention mechanism as a
dynamic graph, we showed that critical bridge to-
kens can be low-attention yet high-centrality, so
they are systematically missed by simple heavy-
hitter methods. A key advantage of our approach is
the Low-Overhead Graph Construction, which
reuses attention weights to avoid expensive similar-
ity computations. Our Stream-Influence algorithm
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identifies these tokens efficiently while preserving
the main reasoning path. Experiments on Long-
Bench show that CentralKV significantly improves
performance on long-context reasoning tasks com-
pared to state-of-the-art baselines.

These results suggest that cache compression
should be judged by whether the retained subgraph
preserves the causal path needed for generation.
Future work will extend this streaming graph per-
spective to PEFT, multimodal contexts, and related
causal sequence-processing settings.

Limitations

Our study has several limitations. First, the em-
pirical evaluation is centered on LongBench and
decoder-only LLMs, so the conclusions may not
transfer unchanged to other architectures, training
regimes, or application settings. Second, while
CentralKV improves the average performance un-
der the tested cache budgets, it remains a lossy
compression method and can still underperform
Full Cache on examples where the answer depends
on multiple weak and distributed dependencies or
on exact retrieval of a buried clue. Third, our effi-
ciency analysis is based on a specific implementa-
tion path in vLLM and hardware-aware profiling
on a limited set of GPUs, so the observed overhead
may vary under different kernels, serving stacks, or
hardware platforms. Finally, we focus on inference-
time KV compression and do not study interactions
with training-time adaptation, multimodal contexts,
or safety-sensitive deployment settings.
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A Additional Motivation Figures

This section collects auxiliary motivation evidence
on the mismatch between local attention mass and
structural importance. Figure 4 (“Centrality vs.
Attention (Log-Space)”) visualizes the divergence
between direct attention and graph centrality.

B Case Study

B.1 Case Study: The Broken Bridge

To concretely illustrate the limitations of static se-
lection, consider a multi-hop reasoning scenario
from the 2WikiMultihopQA dataset:

Context: "[Entity A] (born 1980) di-
rected the film [Movie X]..." ... ... "Who
is the director of [Movie X]?"

In standard Heavy-Hitter methods (e.g., H20), the
token representing "[Movie X]" in the context often
receives moderate attention locally but does not
accumulate enough global mass to survive eviction,
especially if it appears early and the context is long.
Once evicted, the link between the question and
the answer "[Entity A]" is severed.

In contrast, our centrality analysis reveals that
"[Movie X]" acts as a Structural Bridge. Al-
though its accumulated attention sum is lower than
common stopwords or local context, it receives
attention from the query and points back to the
subject "[Entity A]". CentralKV assigns it a high
centrality score via Stream-Influence, ensuring its
retention and preserving the reasoning path.

C Additional Experimental Analyses

This section reports supplementary analyses that
support the trends summarized in the main paper.
Table 3 (“Performance by Context Length”) reports
the context-length breakdown, and Figure 5 (“Per-
formance by Task Category”’) shows the category-
level trend.

Topological Analysis: Bridge Recovery in Log-Space

il

raph Centrality (Log Scale) —

G

+ Seuctral Bridges (Recovered)

'
Attention Mass (Log Seale)

Figure 4: Centrality vs. Attention (Log-Space). To-
kens with low direct attention but high graph centrality
(Orange Stars) are identified as “Structural Bridges.”
Masking them reduces reasoning performance. (Plot
generated via automated analysis of Llama-3 attention
maps).

Single-Doc QA (Avg) Multi-Doc QA (Avg)

F1/ Rouge-L Score
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Figure 5: Performance by Task Category. On the
four categories shown (Single-Doc QA, Multi-Doc QA,
Summarization, Few-Shot Learning), CentralKV (red
striped) achieves the highest scores, consistently out-
performing GraphKV in Multi-Doc QA and Few-Shot
tasks.

D Ablations and Sensitivity

This section gathers the ablation and sensitivity re-
sults corresponding to Table 4 (“Ablation on 2Wiki-
MultihopQA”), Figure 6 (“Metric Ablation”), and
Figure 7 (“Hyperparameter Sensitivity”).

Pooling Function Analysis (Max vs.
Sum/Softmax). The choice of the aggregation
function for S(t) is pivotal. We compared our
"Rigid Max" against differentiable alternatives.
Using a soft maximum (A log Y exp(S)) can help
on summarization tasks by aggregating diffuse
information, but it reduces Multi-Hop QA because
the softer aggregation allows noise from irrelevant
neighbors to dilute the critical path signal. Aver-
aging the top-m neighbor scores offers a middle
ground, but it introduces additional sorting over-
head without improving accuracy. Overall, the
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Table 3: Performance by Context Length. Green marks our method; blue marks the strongest baseline. CentralKV

shows superior robustness in long contexts (>16k).

Method \ Short (<4k) Med (4-16Kk) Long (>16k)
Full Cache 45.0 42.5 40.5
H20 42.0 33.0 22.5
GraphKV 44.0 39.5 35.5
CentralKV 44.5 41.2 38.5

Table 4: Ablation on 2WikiMultihopQA. Green marks
the full model. Max-Recursion and Per-Head autonomy
are critical for performance.

Configuration \ F1 Score | A
CentralKV (Full) | 340 | —

w/o Max (use Sum) 30.8 -3.2
w/o Max (use Soft-max) 32.3 -1.7
w/o Recursion (A = 0) 27.9 -6.1
w/o Per-Head (Global Graph) 29.6 -4.4
w/o Implicit Decay (Explicit) 34.0 +0.0 (Slow)

max operator acts as a stronger non-linear filter
for reasoning because it preserves the most crit-
ical antecedent instead of smearing mass across
distractors.

Impact of Sparsity k. We vary the graph spar-
sity k from 4 to 32. Results show that £ = 8 is
sufficient to capture structural information, while
larger values provide diminishing returns at higher
computational cost.

Analysis of Similarity Metrics. A fundamen-
tal question in graph construction is how to define
edges. While prior work like GraphKYV relies on co-
sine similarity between Key vectors (cos(K, K)),
CentralKV directly uses attention weights. As
shown in Figure 6, our attention-based graph con-
struction consistently outperforms vector-based
metrics across diverse tasks, indicating that the
attention map provides a more informative signal
for token importance.

Layer-Wise "'Bridge'' Distribution & Adap-
tive Hybrid Policy. We investigated the distri-
bution of "Structural Bridges" across transformer
layers to test whether lower layers focus on local
syntax while higher layers handle semantic aggre-
gation. The resulting bridge density is bimodal:
lower syntactic layers and higher semantic layers
contain the highest density of bridges, while mid-
dle layers are more diffuse. A hybrid policy that
applies CentralKV only to the top 50% of layers
retains 98% of the full CentralKV performance,
suggesting that graph updates can be concentrated
where semantic routing is strongest.

Correlation with Global Topology. While
Stream-Influence is designed as a Maximum In-
fluence Path metric (Appendix G), it is informative

Table 5: Aggregation ablation on 2WikiMultihopQA
(F1).

Aggregation Fl1
Max 34.0
Soft-max 323
Sum 30.8

LCC RepoBench-P

ration ) wikiMultihopQA

MusiQue

350 23 -
s 300 8
275
30.0 273 6
250

Multi-Document QA

Figure 6: Metric Ablation. Attention-based graph con-
struction (Red) consistently outperforms L2 and Cosine
similarity metrics, particularly in Multi-Doc QA.

to compare its rankings with an offline PageRank
computed on the full attention graph. Across 100
LongBench samples, the Kendall-7 correlation be-
tween the streaming rankings and the offline oracle
is 7 = 0.82 % 0.04, indicating that the streaming
approximation recovers a similar set of structurally
central hubs while remaining compatible with on-
line decoding.

Window Sensitivity and Bridge Distribution.
We further analyzed the sensitivity to the static win-
dow hyperparameters (Wj,.q1, Wsys) and the spa-
tial distribution of retained tokens. CentralKV re-
mains usable with smaller local windows than H20,
which leaves more capacity for long-range depen-
dencies. Meanwhile, attention sinks remain fixed
anchors, whereas bridge tokens are dynamic seman-
tic connectors distributed throughout the middle
context; this positional difference helps explain the
gains on tasks whose answers are buried deep in
the prompt.

The grid spans 0.8 F1 points, and the default
(A,77) = (0.5,0.998) is the strongest reported cell.
This plateau is consistent with the sufficient bound-
edness condition v + aA < 1 discussed in Ap-
pendix G; it does not establish that the default is
globally optimal.
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Figure 7: Hyperparameter Sensitivity. (a) k = 8 is
sufficient for graph sparsity. (b) A = 0.5 optimally
balances local attention and global centrality.

Table 6: Sensitivity to recursion strength A and tempo-
ral decay v on 2WikiMultihopQA (F1; 20% per-head
budget).

Ay 0.95 0.99 0.998
0.3 37.6 379 38.0
0.5 38.0 38.2 38.4
0.7 37.7 38.1 38.2

E Efficiency Details

This section provides the full latency table under-
lying the efficiency summary in Section 5. The
detailed profiling results are reported in Table 7
(“Latency Profiling (Batch=32, Seq=32k)”).

F Orthogonality and Extended Results

This section reports the compatibility of CentralKV
with adaptive allocation strategies under the same
evaluation setting. The combined results are sum-
marized in Table 8 (“Orthogonality™).

G Theoretical Analysis: Stability of
Stream-Influence

In Section 4, we introduced Stream-Influence. Un-
like standard PageRank which relies on linear ag-
gregation (summation), our metric uses a non-
linear Max-Operator to capture the strongest in-
fluence path in the causal attention graph. Here,
we prove its stability directly using recursive anal-
ysis, avoiding the spectral assumptions of linear
operators.

G.1 Recursive Boundedness Proof

We establish a sufficient condition for the bound-
edness of centrality scores S(j) under the Stream-
Influence update rule.

Proposition 1 (Boundedness). Let a =
max;ev.,,,...t Atj be the maximum single-step at-
tention received by any evictable token. The scores
S(j) are strictly bounded if the contraction condi-
tion holds:

Y+a-A<1 4)
Proof. Let M®) = max; S(5)*) be the global
maximum score at step ¢. From the update rule in

Eq. (2), for any node j, the new score satisfies:
S <SG + A1+ AMUY) (5)
Taking the maximum over all j (and noting

max Ay; < «), we derive the recurrence for the
upper bound:

M® < AyMED 41+ AMED)

= v+ )M 1+ a
This is a linear recurrence of the form z; = c -
Zi—1 + o, where ¢ = v + aA. This sequence
converges to a finite fixed point M* = ;% if and
only if the coefficient ¢ < 1. Thus, the stability
condition is v + aA < 1. O
Reconciling Parameters in Practice. With our
default parameters v = 0.998 and A = 0.5, the
stability condition implies o < 0.004.

(6)

* Attention Sinks: Tokens like the initial sys-
tem prompt often receive o > 0.004 (near
1.0). If left unchecked, their scores would di-
verge. However, in CentralKV, these tokens
are pinned in the W, buffer and excluded
from the dynamic graph update, neutralizing
the instability.

» Evictable Tokens: For the middle context, the
attention matrix is extremely sparse. Ina L =
128k context with a Top-K sparsity of K =
32, the expected attention mass is Ela] ~
K/L ~ 2.4 x 10~*. Even accounting for
local variance, this is an order of magnitude
below the 0.004 threshold.

Thus, the choice of A = 0.5 is balanced by the
structural sparsity of the attention graph, ensuring
that "Bridge" scores remain stable.

H Implementation Details and
Reproducibility

H.1 Code and Environment

To facilitate reproducibility, we provide a self-
contained Python package that implements the
CentralKV algorithm. This package includes: (1)
models: Monkey-patches for Llama models to in-
tercept attention scores; (2) algorithm: The core
Stream-Influence logic in pure PyTorch; (3) cache:
A KV Cache manager simulating the eviction pro-
cess. This implementation focuses on functional
correctness and aligns with the algorithmic descrip-
tion in Section 4.

All experiments were conducted on a server with
the following specifications:
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Table 7: Latency Profiling (Batch=32, Seq=32k). Green marks our method; blue marks the strongest H20-style
baseline. CentralKV incurs acceptable overhead (0.95ms) compared to H20, while GraphKYV is significantly slower

due to similarity calculation overhead.

Method E2E Lat. Attn Kernel Overhead Thpt.
(ms/step) (ms) (Graph/Sim) (tok/s)
Full Cache 45.20 44.10 — 708
H20 (Evict Only) 32.10 31.85 0.25 996
GraphKYV (Sim-Calc) 37.80 31.85 5.95 846
CentralKV (Fused) | 3280 | 3255 | 0.95 | 972

Table 8: Orthogonality. Green marks the best combined
policy; blue marks the best H20-based baseline. Inte-
grating CentralKV with PyramidKV and AdaKYV yields
further gains.

Configuration \ 2Wiki MultiField | Avg.
H20 (Base) 14.5 19.2 16.9
PyramidKV (+H20) 19.6 214 20.5
AdaKV (+H20) 20.1 219 21.0
PyramidKV + Cen- 25.0 254 252
tralKV

AdaKYV + CentralKV 26.0 25.9 26.0

* GPU: Single NVIDIA A100 80GB (HBM2e).
All experiments use BF16 precision with no
weight or KV quantization. For context exten-
sion, we apply linear RoPE scaling (32 x scal-
ing factor) to Llama-3-8B-Instruct to support
256K sequence length, following the standard
LongBench evaluation protocol. All methods
(Full Cache and all compression baselines)
share the identical model configuration and
memory setup.

* Driver/CUDA: Driver 535.104, CUDA 12.1.

 Software Stack: PyTorch 2.1.2, vLLM v0.4.1
(Custom Build), Python 3.10.

* Model Config: Llama-3-8B-Instruct (Head
Dim=128, Heads=32).

H.2 Kernel Modification Details: The
"Two-Stage'' Reality

The practical implementation of Top-K selection
uses a two-stage design to keep the kernel determin-
istic and efficient. Stage 1 performs register-level
candidate selection within each thread block, and
Stage 2 performs a lightweight global reduction
over the collected candidates.

» Stage 1: Warp-Level Candidates (Fused).
Inside the main attention kernel, each thread
block maintains a local priority queue of
size k (using register arrays). We use
__shfl_down_sync for warp-level reduction.
Crucially, we do not perform a global sync
here. Instead, each thread block writes its lo-
cal Top-k candidates (indices and scores) to a

pre-allocated auxiliary buffer in global mem-
ory. The write traffic is small: Num Blocks X
k x 8 bytes.

» Stage 2: Global Reduction (Separate Ker-
nel). We launch a very small, standalone
kernel immediately after the attention kernel.
This kernel reads the NumBlocks x k can-
didates and performs a final Top-£ selection.
Since NumBlocks is typically small (e.g.,
108 for Llama-3 on A100), this kernel runs in
< 2us.

* Why not Atomics? We deliberately avoid
using global atomics inside the main atten-
tion loop to prevent contention and non-
determinism. The two-stage approach en-
sures deterministic results and separates the
memory-bound attention phase from the
latency-sensitive reduction phase.

H.3 Micro-Benchmarking: Robustness
Analysis

We provide a detailed breakdown of the kernel
execution time to substantiate the efficiency claims
found in Section 5.

We extended profiling to varying Head Dimen-
sions (D) and Batch Sizes (B) to assess risk bound-
aries:

* Impact of Head Dimension: For D = 128
(Llama-3 standard), overhead is masked. For
D = 64, the compute-to-memory ratio de-
creases, making the overhead slightly more
visible (=~ 5%) but still acceptable.

* Impact of Batch Size: As B increases,
the kernel becomes more strictly bandwidth-
bound. The relative overhead of our Top-
K logic decreases from 7.1% (B = 1) to
0.3% (B = 32) and becomes unmeasurable
at B > 64.

* Stability: Over 1000 runs, the standard devi-
ation of latency for CentralKV (Fused) was
0.02ms, identical to the Vanilla kernel, prov-
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Table 9: Kernel execution time. Green marks our
method; blue marks the vanilla baseline.

Kernel 4K 32K 128K
FA2 0.14 1.05 4.22
CentralKV 0.15 1.08 4.31

Overhead +7.1% +2.8% +2.1%

Table 10: Kernel overhead across batch sizes and Nsight
Compute resource indicators.

Batch size B 1 32 > 64
Relative overhead 7.1% 0.3% Unmeasurable
Registers/thread 132 — 148

Occupancy 61% — 56%

ing that our synchronization primitives do not
introduce jitter.

H.4 Baseline Fairness

To ensure a fair comparison:

* H20: We utilized the optimized H20-KV im-
plementation which also piggybacks attention
accumulation onto the attention kernel (reduc-
ing separate memory reads).

* GraphKYV: We used the official optimized im-
plementation. Note that GraphKV requires
computing Cosine Similarity between the
query and all cached keys. Unlike CentralKV
(which reuses the dot products @ - K7 com-
puted for attention), GraphKV’s similarity
metric often differs from the attention logits
(e.g., using L2 normalized vectors), prevent-
ing perfect fusion. Even if fused, the normal-
ization and sorting steps incur an O(N - d)
arithmetic cost that CentralK'V avoids.

H.S Complexity Analysis: Theory vs. Reality

Computational Complexity: The Top-K selection
theoretically adds O(L log k) operations. However,
in our implementation, this is performed within the
on-chip SRAM/Registers of the GPU. Since the at-
tention kernel is memory-bound (waiting for HBM
transfers), these extra arithmetic instructions effec-
tively execute in the "shadow" of memory latency,
resulting in near-zero observable latency.

Memory Complexity: By using Implicit De-
cay, we reduce the write complexity from O(B) to
O(k). The only memory overhead is the write-back
of the Top-K candidates from Kernel 1 to Kernel 2.
The data volume is negligible: NumBlocksx kx4
bytes (approx. SOKB for L = 128k), compared to
the GB-sized KV transfers.

I Algorithm Pseudocode

Algorithm 1 summarizes the per-head inference
procedure used by CentralKV.

Algorithm 1 CentralKV Inference (Per-Head)

1: Input: New token x;, Cache C, Invariant
Scores S, Budget B.

2: Input: Global Step ¢, Decay 7.

3: /] Step 1: Two-Stage Top-K Identification

4: Kernel 1 (Fused): Each thread block finds
local top-k indices Jj,qq; during attention com-
putation.

5: Kernel 2 (Reduce): Merge Jj,qq to find
global top-k indices J = TopK ;-

6: // Step 2: Lazy Stream-Influence Update

7: Estimate Source Centrality: S(t) < 14 X-
maxy,e s (S[v] -9 L). R

8: Compute Invariant Flow: A = S(t)/~%.

9: for each neighbor j € J do

10:  S[j] < S[j] + Ar; - A {Only update active

nodes}

11: end for

12: // Step 3: Pruning (Standard Heap/Scan)

13: Let Cepicc = C \ (Recent(Wipeqr) U
SystemTokens).

14: if |Ceyict| > B then

15 Identify vy, using scores S [v] (Order in-

variant to ).
16:  Evict vy, from Cache C and S.
17: end if

J Detailed System-Level Efficiency
Analysis

In this section, we provide additional implementa-
tion details regarding the system efficiency analysis
presented in Section 5.

Implementation & Engineering Feasibility.
We implemented CentralKV within the vLLM
framework using the same request batching and
paged-attention execution path as the baseline sys-
tem. The method is realized as a lightweight
scoring-and-eviction module that operates on the
key-value cache before each decoding step. In
practice, the implementation requires only local-
ized changes to cache management and does not
alter the model architecture, making it straightfor-
ward to integrate into an existing inference stack.

Throughput and Register Pressure. As dis-
cussed in Section 5 (Table 7), CentralKV intro-
duces a modest overhead.
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Implementation Details: The overhead is pri-
marily due to register pressure and the additional
bookkeeping needed to maintain importance scores
for cached tokens. To mitigate this cost, we use
a compact per-thread data structure and avoid ex-
pensive global synchronization. This design keeps
the runtime overhead small while preserving the
expected gains in cache retention quality.

K Detailed Experimental Results

K.1 Detailed Experimental Results

Table 11 (“Detailed LongBench Results”) presents
the complete breakdown across all 18 LongBench
datasets, and Table 12 (“Strict Physical Budgeting
Analysis”) reports the strict physical-budget anal-
ysis. We report the mean and standard deviation
over 3 runs.

Statistical Significance Test. Given the non-
normal distribution of NLP metrics, we use the
non-parametric Wilcoxon Signed-Rank Test to
compare CentralKV against the strongest baseline
(GraphKV).

* We use the Wilcoxon signed-rank test to com-
pare CentralKV against GraphKV across 6
task categories, with « = 0.05 and Bon-
ferroni correction for multiple comparisons.
The corrected significance threshold is o/ =
0.05/6 ~ 0.0083. All reported p-values are
raw uncorrected values.

* Multi-Doc QA: p < 0.001 (statistically sig-
nificant after Bonferroni correction).

* Summarization: p < 0.01 (marginally sig-
nificant after correction).

* Code: p = 0.02 (not statistically significant
after correction).

* Single-Doc QA: p = 0.12 (not statistically
significant).

Evaluation Metrics & Scripts. We utilized the
official evaluation scripts provided by LongBench
(Bai et al., 2024). Metrics used:

* QA Tasks: F1 Score (bag-of-words overlap).

* Summarization: Rouge-L (longest common
subsequence).

* Code: Edit Similarity (token-level Leven-
shtein similarity between generated code and
reference outputs, following the official Long-
Bench evaluation protocol).

* Few-Shot: Accuracy (exact match for multi-
ple choice).

K.2 Experimental Setup and Protocol

We specify the exact inference parameters used
across all baselines:

* Model: Llama-3-8B-Instruct (bfloat16).

* Framework: All methods were implemented
in a unified vLLM fork (based on v0.4.1) to en-
sure identical PagedAttention backends. We
strictly controlled the generation loop. Addi-
tionally, we provide a Python-based reference
implementation to facilitate logic verification.

* Generation: Temperature 7' = 0.1, Top-p =
0.9, Repetition Penalty = 1.05.

* Max New Tokens: Consistent with Long-
Bench defaults: 500 for QA, 2000 for Sum-
marization, 200 for Code.

* Stop Conditions: We used the standard list
of stop words provided by the LongBench
evaluation scripts (e.g., newline for single-line
code).

Prompt Format: Standard Llama-3 in-
struction templates were strictly followed:
<|begin_of_text|><|start_header_id|>
user....

K.3 Physical Budgeting Analysis

Because different heads can prefer different tokens,
a nominal 20% per-head budget may correspond
to a larger unique physical footprint in GQA-based
models. To characterize this effect, we also report
an additional ablation under a strict 20% physical
cap.

Strict Physical Budgeting Strategy. In this
setting, we use a Global Block Priority Queue and
retain the top-/N,, s unique blocks, where Ny
is chosen to match a strict 20% physical budget.

Result. As shown in Table 12, tightening the
constraint from the relaxed setting to the strict
cap causes only a small performance drop (—0.9
F1). The gap between CentralKV (Strict) and
H20 remains substantial (+9.5 F1), indicating that
the method retains most of its advantage under a
matched physical footprint.

K.4 Analysis of Degradation Cases

While CentralKV slightly exceeds the Full Cache
macro average overall, the difference is within
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Table 11: Detailed LongBench Results (Llama-3-8B, 20% Logical Budget). Gap values are color-coded: positive
improvements over Full Cache are green and degradations are red. Statistical significance is reported at the category
level in Appendix K; no per-dataset significance is implied.

Category ‘ Dataset ‘ Metric ‘ Full ‘ H20 ‘ GraphKV ‘ CentralKV ‘ Gap
NarrativeQA F1 235 225 235 23.8 +0.3
Single-Doc QA Qasper F1 35.0 30.0 345 35.5 +0.5
MultiFieldQA-zh F1 55.2 50.5 54.0 55.5 +0.3
HotpotQA F1 41.5 31.0 38.5 40.2 -1.3
. 2WikiMultihopQA F1 39.6 28.0 372 38.4 -1.2
Multi-Doc QA Musique Fli 245 17.0 25 238 0.7
MultiFieldQA-en F1 535 34.0 48.5 51.5 -2.0
GovReport Rouge-L 28.0 24.0 272 27.5 -0.5
Summarization QMSum Rouge-L 20.0 19.0 21.5 215 +1.5
MultiNews Rouge-L 24.0 22.0 24.5 25.0 +1.0
VCSUM Rouge-L 14.0 13.0 15.1 15.5 +1.5
TREC Acc 65.0 60.0 64.0 65.5 +0.5
Few-Shot TriviaQA F1 80.0 77.0 79.5 80.0 0.0
SAMSum Rouge-L 38.0 37.0 38.5 39.5 +1.5
Code LCC Edit Similarity 55.0 42.5 51.2 58.0 +3.0
RepoBench-P Edit Similarity 50.0 40.2 48.5 51.0 +1.0
. PassageRetrieval-en Acc 98.0 82.0 94.0 97.5 -0.5
Synthetic .
PassageRetrieval-zh Acc 98.0 85.0 95.5 98.0 0.0
Macro Avg. (6 cat- — 51.8 44.0 +0.4

egories; from Table
2)

50.2 52.2

Table 12: Strict Physical Budgeting Analysis (2WikiMultihopQA). Green marks our best strict-cap variant; blue
marks the strict H20 baseline. CentralKV maintains dominance even when constrained to identical physical memory

footprint.
Configuration | Physical Usage | F1 Score | vs. H20
H20O (Strict Baseline) ‘ 20.0% (4GB) ‘ 28.0 ‘ —
CentralKV (Union/Relaxed) 23.4% (4.7GB) 38.4 +10.4
CentralKV (Strict Cap) 20.0% (4GB) 37.5 +9.5

the reported run-to-run variation and should not
be interpreted as compression improving on un-
compressed inference. Residual gaps remain on
a few datasets, especially in Multi-Doc QA and
PassageRetrieval-en. These cases are consistent
with settings where the answer depends either on
exact retrieval of one buried clue or on preserving
multiple dispersed evidential links simultaneously.

* Observation: The remaining Multi-Doc QA
gap to Full Cache suggests that some samples
require preserving several weak but jointly
necessary links, not only one dominant bridge
token.

* CentralKV Behavior: CentralKV substan-
tially narrows this gap relative to H20O and
remains strong on code tasks, but the detailed
results indicate that lossy cache compression
can still underperform Full Cache when evi-
dence is both sparse and distributed.

L Extended Robustness Analysis

L.1 Varying Cache Budgets

We evaluated performance stability across a spec-
trum of compression ratios (10%-50%).

* Extreme Compression (10%): CentralKV
retains a substantial fraction of its peak perfor-
mance. In contrast, H20 and SnapKV drop
sharply on Multi-hop QA. This suggests that
Structural Bridges capture a compact subset
of the context that remains useful under ag-
gressive compression.

» High Fidelity (50%): At 50% budget, Cen-
tralKV effectively matches the Full Cache
baseline (gap < 1.5%), effectively solving
the memory wall for practical deployments.

L.2 Model Scalability

To assess generality, the evaluation protocol can be
extended to other decoder-only LLMs, including
larger model variants, under the same settings.
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L.3 Needle In A Haystack (NIAH)

To further probe bridge preservation, we conducted
the "Needle In A Haystack" test. In this task, a spe-
cific fact (the needle) is inserted into a long context
of irrelevant text (the haystack), and the model must
retrieve it. The sweep uses Llama-3-8B with a 20%
per-head budget, 10 insertion depths, 10 insertion
positions, and 100 probes per context length. Cen-
tralKV outperforms H2O in this setting, although
it remains a lossy compressor and its accuracy also
declines as context length grows. This setup is in-
tended to assess whether the mechanism remains
effective when the context becomes increasingly
sparse and retrieval-sensitive.

The gap over H20 widens from 2 points at 4K
to 39 points at 256K. The table reports per-length
averages; no depth-by-length heat map is inferred
from these aggregate values.

L.4 Counterfactual Causality Test

We assess whether the tokens identified by Cen-
tralKV are load-bearing components of the context.

* Protocol: On the 2WikiMultihopQA dataset,
we identified the “Divergent Set” D—tokens
retained by CentralKV but evicted by H20
(Budget=20%).

¢ Intervention: Instead of a soft mask (which
alters Softmax normalization), we performed
a Physical Eviction Simulation. For the Full
Cache model, we removed the KV pairs cor-
responding to tokens in set D from the cache
during generation.

* Outcome: Removing this subset (= 5% of
tokens) caused the F1 score to drop from 35.0
to 24.5 (averaged over 100 randomly selected
samples from the validation set).

L.5 Attention Hit Rate Analysis

Do the model’s heads actually use the tokens we
save? We measured the Recall of Attention Mass:
the proportion of the Full Cache’s total attention
mass that falls onto the tokens retained by the com-
pressed cache during the generation phase.

* Result: Averaged across the full 2WikiMulti-
hopQA validation set, H2O retains 65% of the
attention mass (it keeps frequent tokens, but
misses critical sparse dependencies), whereas
CentralKV retains 82% of the attention mass.

 Implication: By maximizing the "Graph Cen-
trality," CentralKV implicitly maximizes the

Table 13: Single-needle NIAH accuracy (%, Llama-
3-8B, 20% per-head budget; 100 probes per context
length).

Context length Full Cache H20 CentralKV
4K 100 97 99
32K 98 74 90
64K 96 58 84
128K 93 42 76
192K 90 30 68
256K 87 22 61

probability that a token will be attended to
in the future (Effective Receptive Field cover-

age).

L.6 Sensitivity to Prompt Templates

LLMs are notoriously sensitive to prompts. To
ensure our method is not overfit to LongBench’s
default templates:

 Variations: We tested 3 variants: (1) Standard
(LongBench default), (2) Chain-of-Thought
("Let’s think step by step..."), and (3) Mini-
malist (Context + Question only).

e Result: While absolute scores shifted, the
Relative Gap between CentralKV and H20
remained stable (+8% ~ +11%) across all
templates. Notably, in CoT prompts, the gap
widened slightly (+11.5%), suggesting that
CentralKYV is particularly adept at preserving
the intermediate reasoning steps required for
CoT.

M Cross-Model and
Reasoning-Benchmark Results

We report the additional evaluations under the same
LongBench evaluation protocol and 20% per-head
cache budget used for the main comparison. These
results broaden the model coverage without chang-
ing the main Llama-3-8B-Instruct setting.

For completeness, we also evaluated AIME 2024
as a short symbolic-math diagnostic. On the 30-
problem set, the reported pass@1 scores are 10.0
for Full Cache, 3.3 for H20, and 6.7 for CentralK'V.
Because these prompts are shorter than the long-
context settings and the absolute scores are low,
this result primarily reflects the base model’s math-
ematical capability rather than cache retention; we
therefore do not use it as evidence of a long-context
advantage.

8747



Table 14: LongBench results with Qwen2.5-7B-Instruct
(20% per-head budget).

Method Multi-Doc QA Code Summ. Avg. (6 cat.)
Full Cache 47.5 57.5 26.5 56.2
H20 36.5 472 23.8 50.1
SnapKV 432 53.5 25.8 53.8
GraphKV 44.0 53.8 25.5 54.1
CentralKV 45.0 54.3 25.6 54.5

Table 15: LongBench results with DeepSeek-R1-Distill-
Qwen-7B (20% per-head budget).

Method Multi-Doc QA Code Summ. Avg. (6 cat.)
Full Cache 47.0 56.8 26.2 55.6
H20 38.0 49.5 23.8 51.2
SnapKV 41.8 51.8 25.3 52.4
GraphKV 422 52.2 25.0 52.7
CentralKV 42.8 52.5 25.1 53.0

Table 16: LongReason accuracy (%, Llama-3-8B, 20%
per-head budget).

Method Full H20 SnapKV GraphKV CentralKV

Accuracy (%) 42.0 24.0 335 35.5 38.6

N Additional Related Work: System
Optimization

Beyond algorithmic compression, system-level op-
timizations are important for efficient inference.
FlashAttention (Dao et al., 2022; Dao, 2024) op-
timizes memory 1O to accelerate attention com-
putation. Systems like DeepSpeed (Aminabadi
et al., 2022) and FlexGen (Sheng et al., 2023) im-
prove serving efficiency through kernel/system op-
timization and offloading on limited GPU memory.
To further reduce memory footprint, quantization
methods can be combined with cache compres-
sion: KIVI (Liu et al., 2024b) and the dynamic,
importance-aware KVC-Q (Wu et al., 2026) di-
rectly quantize the KV cache, while SmoothQuant
(Xiao et al., 2023a) and AWQ (Lin et al., 2024) re-
duce inference memory through weight/activation
quantization. Architecturally, GQA (Ainslie et al.,
2023) reduces the size of the KV cache by shar-
ing keys and values across heads. CentralKV is
compatible with these system-level optimizations
because it operates at the token selection level.
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