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Abstract

Civil litigation is inherently a life-cycle pro-
cess: what a lawyer drafts on day one con-
strains what unfolds at trial months later. Yet
existing legal benchmarks evaluate isolated sub-
tasks, and prior legal simulators reinitialize
each scenario from shared ground truth, leaving
cross-stage causal dependencies unmodeled.
We present LEGALWORLD, a life-cycle inter-
active environment that models Chinese civil
litigation as a causally connected state chain of
five stages (seven sub-scenarios), grounded in
75k paired Chinese civil judgments. We pair
it with reusable infrastructure (local memory,
global case memory, a Skill/Tool library) that
keeps each dispute consistent across its full life
cycle. Building on this, we construct LongJud-
Bench to evaluate agent capability across all
five connected stages. 217 legal-background
human evaluators confirm that LEGALWORLD
trajectories are procedurally faithful and role-
consistent. The capability-level cross-model
evaluation reveals sharp divergences that ag-
gregate scores cannot expose, with no single
backbone leading across consultation, drafting,
and courtroom advocacy.

1 Introduction

Legal artificial intelligence has made substantial
progress in recent years, spanning legal language
models (Cui et al., 2024; Yue et al., 2023, 2024),
evaluation benchmarks (Fei et al., 2024; Guha et al.,
2023; Xiao et al., 2018; Li et al., 2024), and inter-
active agent systems (Chen et al., 2025; He et al.,
2024; Jia et al., 2026; Yue et al., 2025a). These ad-
vances, however, remain largely confined to single-
scenario settings, where each task is evaluated over
fixed inputs without inheriting state from earlier
procedural stages, a limitation echoed by recent
calls to reframe legal-agent benchmarking around
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Figure 1: Example from LEGALWORLD. The figure
traces a civil dispute from legal consultation to the first-
instance civil trial, showing scene-level communication
content and the memory flow through which case infor-
mation is recorded, updated, and carried forward.

realistic workflows and agentic performance (Ran-
jan and Ma, 2024; Yue et al., 2025b). Real civil
litigation, by contrast, is not a collection of indepen-
dent tasks. A dispute unfolds from initial consulta-
tion through document drafting, first-instance trial,
appeal, and second-instance judgment, with facts,
claims, evidence, and procedural choices from ear-
lier stages shaping what can happen later. Each
stage consumes the artifacts produced by the previ-
ous stage. Drafting errors propagate downstream
into trial outcomes, and party knowledge, lawyer
strategies, and judicial findings co-evolve along a
single causal chain. Modeling this complete litiga-
tion life cycle is therefore a prerequisite for assess-
ing whether a legal agent possesses genuine proce-
dural capability rather than isolated task skills.
Recent legal-agent simulators take a step toward
more realistic legal scenarios, yet three key gaps re-
main. (1) Long-horizon stage coverage. Existing
systems cover only local segments of the process,
modeling adversarial courtroom procedures alone
(Chen et al., 2025; He et al., 2024) or initializing
each scenario from shared case-level ground truth
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rather than from the previous scenario’s output (Jia
et al., 2026), leaving cross-stage state transmission
structurally missing. (2) Heterogeneous role con-
sistency. Clients, lawyers, and judges hold distinct
knowledge horizons and adversarial stances that
continuously evolve as the case proceeds, yet ex-
isting simulators reinitialize each scenario from
shared ground truth and cannot preserve this stage-
bound role state. (3) Procedural tool support.
Real legal tasks require dedicated tool and skill sup-
port for evidence submission, document drafting,
and courtroom procedure, which current agent envi-
ronments rarely provide. Together, these gaps point
to a common requirement: a complete life-cycle
simulation environment with role-bound interfaces
and procedural infrastructure.

To address the three gaps above, we propose
LEGALWORLD, a life-cycle interactive environ-
ment for legal agents. Figure 1 illustrates a con-
crete dispute trajectory. LEGALWORLD models
Chinese civil litigation as a five-stage causal chain
across seven sub-scenarios, where each stage con-
sumes facts, evidence, positions, and documents
from earlier stages, forming a causally connected
trajectory over the full life cycle. The environment
construction is grounded in 75,309 paired first- and
second-instance Chinese civil cases covering over
500 causes of action. Three agent types (clients,
lawyers, and judges) are instantiated through role-
specific, stage-bound interfaces with appropriate
visibility, actions, and Skill/Tool access. For long-
horizon simulation, it provides reusable infrastruc-
ture: in-scenario local memory, global case mem-
ory, and a modular Skill/Tool library, which to-
gether keep facts, evidence, and positions consis-
tent as the case advances through its stages.

Building on this environment, we construct
LongJud-Bench to evaluate the life-cycle legal ca-
pability of agents across all five connected stages of
LEGALWORLD. A large-scale human study with
18,992 ratings from 217 legal-background evalu-
ators confirms that LEGALWORLD trajectories
are procedurally faithful and role-consistent, estab-
lishing a reliable testbed for legal-agent research.
Cross-model evaluation on LongJud-Bench further
reveals capability-level divergences across back-
bones that aggregate scores cannot expose, with no
single backbone leading across consultation, draft-
ing, and courtroom advocacy.

Our contributions are: (A) The first life-cycle
civil litigation simulation environment. We con-
struct LEGALWORLD, which simulates Chinese

civil litigation from consultation to final second-
instance judgment as a five-stage state chain across
seven sub-scenarios. (B) Reusable infrastruc-
ture for long-horizon legal agents. We design in-
scenario local memory, global case memory, and a
modular Skill/Tool library that keep case state con-
sistent across the full litigation life cycle, and (C)
A life-cycle legal capability benchmark. Based
on LEGALWORLD, we build LongJud-Bench to
evaluate individual legal capability over the full
litigation life cycle.

2 LEGALWORLD: Constructing a
Life-Cycle Civil Litigation Environment

LEGALWORLD turns real civil cases into runnable
life-cycle litigation trajectories. Starting from
paired first- and second-instance judgments, the
environment extracts a structured case seed, ini-
tializes role and persona conditions, exposes stage-
specific procedural interfaces, records agent inter-
action traces and stage outputs, and updates the
case state after each stage.

Figure 2 gives the runtime organization of
LEGALWORLD, including the participating roles,
life-cycle stage chain, and the support components
connected to the simulation process.

We organize this section into four parts: data-
driven case construction (§2.1), life-cycle state and
interface design (§2.2), role and persona initial-
ization (§2.3), and the stage construction protocol
(§2.4). Together, these parts turn each case into a
connected litigation trajectory that can be instanti-
ated by different LLM backbones under the same
procedural interface.

2.1 Data-Driven Case Construction

A life-cycle environment is only as faithful as the
cases that drive it, so LEGALWORLD is grounded
in real civil litigation data rather than manually in-
vented disputes. The construction pipeline turns
raw public judgments into runnable case seeds in
four steps (source collection, first/second-instance
pairing, structured field extraction, and persona/-
consultation generation) and then exposes the re-
sulting fields to agents only through stage-specific
visibility rules. Formally, let D denote the paired
judgment collection, with each case ¢ containing a

first-instance judgment él)

judgment Jc(2), and we convert each pair into a
structured case seed D, that the environment in-

stantiates as a connected litigation trajectory.

and a second-instance
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Figure 2: Overview of LEGALWORLD. The figure shows the participating client, lawyer, and judge agents, the
five-stage life-cycle state chain, in-scenario local memory, global case memory, and Skill/Tool support.

Source collection. We collect public civil first-
instance and second-instance judgment documents
from China Judgments Online, retaining the judg-
ment text and case number of each document and
removing duplicate filings. The resulting corpus
spans courts at every level of the Chinese civil court
hierarchy and forms the raw material from which
runnable cases are built.

First/second-instance pairing. We pair first- and
second-instance judgments of the same dispute,
matched by case number, parties, and cause of
action. We further drop second-instance records
that never reached a substantive appellate hearing
(e.g., withdrawal, non-acceptance, or procedural
dismissal), ensuring every retained pair carries a
genuine first-to-second-instance progression. After
pairing and filtering, 75,309 (first, second) tuples
remain, covering over 500 causes of action and
spanning both high-frequency and long-tail civil
disputes (Figure 3).

Structured field extraction. We convert each
paired judgment into a structured case seed D,
that reorganizes the two judgments into the fields a
litigation trajectory needs. Using a stage-typed
schema, the seed records case metadata, party
fields, claims and defenses, facts and reasons, evi-
dence lists, first-instance court findings and disposi-
tion, and the analogous appeal and second-instance
fields, so that one D, captures the full procedu-
ral record of a dispute. The seed is not exposed

to agents as a whole: the environment later re-
leases its fields through the stage-specific visibil-
ity rules of Section 2.2, so each agent observes
only what its role and stage permit. The extraction
model, schema, and quality-control procedure are
described in Appendix B.

Persona and consultation seeds. Two further
generation steps make each seed runnable as an
interactive dispute rather than a static record. First,
we assign each litigant a persona under the Legal
Client Persona Framework (LCPF, Section 2.3),
which conditions how the party discloses facts,
asks questions, and reacts during the simulation.
Second, conditioned on the LCPF persona and
the accepted facts, we generate party-side consul-
tation questions together with reference answers
grounded in the applicable statutes. The questions
drive the consultation stage, while the reference
answers are reserved for evaluation only.

Scale and splits. The complete corpus (Full) re-
tains all 75,309 paired cases. To keep large-scale
simulation tractable (one complete life-cycle run
averages about 500,000 tokens), we additionally de-
rive two cause-balanced subsets under a fixed seed:
Medium (1,000 cases from the top 100 causes)
and Light (100 cases from the top 20 causes). Fig-
ure 3 summarizes the court-level and top-category
cause-of-action distribution of the corpus, and Ap-
pendix B (Table 8) reports the per-split sizes and
sampling rules.
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Figure 3: Data foundation for LEGALWORLD envi-
ronment construction. (A) Court-level distribution of
the 75,309 second-instance judgments used to construct
runnable civil-litigation case trajectories. Most cases
are decided at the intermediate court level, consistent
with the structure of Chinese civil appellate jurisdiction.
(B) Top-category cause-of-action distribution across all
75,309 paired cases. The distribution summarizes the
broad legal-domain coverage available for environment
construction and shows that LEGALWORLD supports
both frequent and long-tail civil disputes.

2.2 Life-Cycle State and Interface Design

Given a case seed D., LEGALWORLD instantiates
the same civil dispute as a connected multi-agent
trajectory over the life-cycle stages. The partici-
pating agent set A, contains the plaintiff client a,,
defendant client a4, plaintiff lawyer a;,, defendant
lawyer a;q, first-instance judge a;1, and second-

instance judge a;o. Agt) denotes the subset active
at stage t. The role mapping at stage ¢ is denoted by
Rg), and after the appeal-determination transition,

((f) maps the original plaintiff and defendant sides
into appellant or appellee roles according to the
appeal fields in D..

The life cycle comprises five connected stages,
instantiated through seven concrete sub-scenarios:
Legal Consultation (LC), Complaint Drafting (CD),
Defense Drafting (DD), First-Instance Trial (FIT),
Appeal Drafting (AD), Appeal Response (AR), and

Second-Instance Trial (SIT):

LC CD/DD FIT
— —

SO 25 g S 25 8B

AD/AR
—

ey

S S g(5),

The stage state Sét) records the case seed, role
mapping, accumulated artifacts, interaction traces,
and memory handle:

5O = (Dc, RW, 00 (<Y, M(t)> )

C

For each agent a at stage t, the role-specific inter-
face is

0= (v0,e0,s0.uP). @)

a,cr ra

Here, Va(tc) is the role-visible state derived from

S,gt_l) and D, <I>§f) is the stage procedural tem-
()
a

tion 3.2, and Z/IC(Lt) is the permitted action set.

plate, 35 is the Skill/Tool support entry from Sec-

2.3 Role and Persona Initialization

LEGALWORLD instantiates three agent types,
namely lawyers {a;,, a;q}, clients {a,,a,}, and
judges {a;j1,a;2}, each constructed from a role
profile, stage-specific visibility rules, permitted
action types, and a Skill/Tool boundary exposed
through 7, 52 One lawyer serves as the target agent
a* under evaluation, while the other supplies adver-
sarial counterpart behavior. Clients carry party-side
narratives under the persona conditions defined be-
low. Judges are stage-bound, do not write persistent
memory, and produce judgment artifacts at FIT and
SIT only. Appendix A lists role profiles, visible-
state rules, and permitted actions for all three agent

types.

Legal Client Persona Framework (LCPF).
Prior legal-agent and social-agent environments
often rely on broad, general-purpose persona traits
(Jia et al., 2026; Zhou et al., 2024). We find these
too coarse for ordinary litigants, who differ less in
broad personality than in how they understand legal
procedure, disclose facts, tolerate procedural pres-
sure, and organize case narratives. Inspired by Pa-
tientSim’s domain-specific persona design (Kyung
et al., 2025), LCPF defines four legal-scene di-
mensions (Legal Literacy, Information Disclosure
Willingness, Emotional Stability, and Narrative Pro-
ficiency), each at high, medium, or low. Their com-
binations shape disclosure, question-asking, risk
reaction, and evidence narration in the simulation
(Appendix A.4).
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2.4 Stage Construction Protocol

All five life-cycle stages share one construction

)

pattern: the environment reads Sgtil

roles via Rg) , exposes interface IC% to each agent,

, assigns

records the dialogue trace Hc(t) and legal artifact
Ogt), and appends them to Sét) through a transi-
tion function. The concrete scenarios are as fol-
lows. Legal Consultation (L.C) builds the initial
client-lawyer interaction from persona-conditioned
facts and party questions, producing consultation
records and lawyer advice. At the pre-trial draft-
ing stage, Complaint Drafting (CD) is used when
the target lawyer represents the plaintiff, while De-
fense Drafting (DD) is used for the defendant, and
both collect party facts, claims or defenses, and
evidence before generating first-instance pleading
artifacts. First-Instance Trial (FIT) brings both
parties, both lawyers, and the first-instance judge
into a structured trial that produces a transcript and
first-instance judgment.

After FIT, Appeal Determination (AD-Det) is
an environment transition rather than an agent-
driven stage: it reads the appeal fields in D, and
remaps the original plaintiff/defendant sides into
appellant/appellee roles. The pre-appellate draft-
ing stage then uses Appeal Drafting (AD) for the
appellant side or Appeal Response (AR) for the
appellee side, generating appellate pleadings and
drafting traces from the first-instance judgment,
appeal requests, and new evidence when avail-
able. Second-Instance Trial (SIT) follows the
structured trial procedure with appellate role titles
and produces the final judgment Jg,. = O((;E’) .
CD/DD and AD/AR are role-conditional: only the
sub-scenario triggered by a*’s procedural side is
executed and scored. FIT and SIT share the trial
procedure in Appendix Algorithm 1, with role titles
adapted to the appellate context.

3 Life-Cycle Environment Infrastructure

Section 2 defines the life-cycle state chain Sét)
and the stage interface Lﬁ% To make this chain
runnable over a long simulation, LEGALWORLD
provides two runtime components: the memory

handle Mét) and the Skill/Tool support entry E((f).
3.1 Life-Cycle Environment Memory
Infrastructure

Each case in LEGALWORLD is accompanied by
structured memories for participating clients and

lawyers (Packer et al., 2024; Zhang et al., 2026).
For a memory-maintaining agent a, the agent-level

memory handle Métg separates in-scenario local

memory L((fl from global case memory th)c Lo-
cal memory is the dialogue record exposed back
to agents inside a single scenario, that is, the por-
tion of H, ét) that preserves turn-level continuity. It
does not consolidate dialogue into durable facts.
That structured consolidation is handled by global
memory at stage end. Global case memory stores
information that should persist across stages within
the same case: facts, evidence status, claims and
defenses, procedural progress, client goals, and
confirmed litigation positions. The case-level han-

dle Mc(t) aggregates the agent-level handles for

I(f;)emc, the clients and lawyers with memory-
writing responsibility. Judge agents do not write
persistent memory because they are instantiated
as stage-specific roles. At the end of each stage,
participating memory-maintaining agents update
relevant fields via

MY = from (M9, HD, 00, RO) . 4)

where fiem 1S implemented through bounded
memory-writing Tools that support two field-level
operations: revise (correct/replace an existing
field) and expand (append newly acquired case
information). The lawyer memory functions as
a dynamic professional case record (factual main
line, evidence ledger, dispute focuses, client com-
munication profile, confirmed positions), while
the client memory stores party-side narrative, per-
ceived procedural progress, litigation goals, and
bottom line. This separation lets LEGALWORLD
model the gap between professional legal cognition
and ordinary party cognition while keeping both
consistent across the litigation life cycle.

3.2 Procedural Skill and Tool Support

The Skill/Tool layer provides stage-specific proce-
dural support for agents (Schick et al., 2023; Qin
et al., 2024; Wang et al., 2024b). In the stage in-
terface, Eg) bundles visible Skills IC((f) with exe-
cutable Tools E(t): Skills specify steps, constraints,
and outputs, while Tools handle memory, retrieval,
artifacts, export, and citation checks. Stage gat-
ing with Va(tc) and Uét) prevents hidden, ground-
truth, or post-stage leakage; details appear in Ap-
pendices D.5-D.6.
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T Procedural / Coherence / Human LLM Mean Diff. Within
arget Stance Distinct. Avg. Avg. (H-L) +1 (%)
Stage Authenticity
LC 8.91 9.00 8.95 7.84 +1.11 52.60
CD/DD 8.85 8.95 8.90 8.20 +0.70 63.92
FIT 8.94 8.99 8.96 7.88 +1.09 56.19
AD/AR 8.92 8.99 8.96 8.18 +0.78 63.02
SIT 8.99 9.04 9.01 7.90 +1.12 48.44
Overall 8.92 8.99 8.96 8.00 +0.96 56.85
Role Consistency
Client 9.09 8.84 8.96 7.73 +1.23 56.70
Lawyer 9.07 9.01 9.04 9.19 -0.15 92.78
Judge 8.91 8.96 8.93 9.48 -0.55 81.44
Overall 9.02 8.93 8.98 8.80 +0.18 76.98

Table 1: Human-LLM agreement validation for LEGALWORLD. The first two numeric columns are human-average
rubric sub-dimensions, not separate annotators: procedural compliance/process coherence for Stage Authenticity,
and stance authenticity/role distinguishability for Role Consistency. Mean Diff. is Human minus LLM; Within
=+1 is the share of aligned metric pairs within one point. Bold and numeric underlining mark best/second-best
non-overall results within each group; underlined Overall rows report group aggregates.

4 Experiments

4.1 Experimental Setup

All main-paper experiments run on the cause-
balanced Light split defined in Section 2.1, which
keeps the per-case simulation cost tractable while
preserving cause coverage. LLM-as-Judge evalu-
ations use Claude-Sonnet-4.6 (Anthropic, 2026),
while non-evaluated lawyer agents and other envi-
ronment agents use Qwen3.5-Plus.

Experiments cover two main components: (1)
environment reliability, comprising stage authen-
ticity and role consistency (§4.2) together with ju-
dicial output alignment (§4.3), with cross-stage
causal dependence reported in Appendix E.2; and
(2) cross-model lawyer-backbone benchmarking
across the litigation life cycle (§4.5). We then add
a final exploratory probe showing that long-horizon
interaction traces produced by a life-cycle environ-
ment can serve as training signals for improving
legal-agent capabilities (§4.6).

4.2 Environment Reliability Validation

We validate LEGALWORLD as a reliable founda-
tion for downstream agent evaluation along two di-
mensions (stage authenticity and role consistency)
complemented by judicial output alignment (§4.3)
and cross-stage causal dependence (Appendix E.2).
For both main dimensions, we further compare
LILM-as-Judge results with 18,992 individual rat-
ings from 217 legal-background human evaluators.

Stage Authenticity. Stage authenticity tests
whether simulated trajectories follow legal proce-
dure. Each stage dialogue is scored on a 10-point

Human--Claude score differences: 64.4% within =1 point

5 1 0 +1 2 4 6

(human score - Claude-Sonnet-4.6 score)

Figure 4: Human minus Claude-Sonnet-4.6 LLM-as-
Judge score differences across aligned metric-level pairs.
Positive values indicate higher human scores; mean
difference is +0.67, o = 0.98, and 64.4% fall within
one point (|A| < 1.0).

scale across procedural compliance and process co-
herence, covering Civil Procedure Law alignment,
procedural-step integrity, information transfer, turn-
taking, role boundaries, and professional expres-
sion. The evaluation covers all stages to obtain
stable average score estimates for each stage.

Role Consistency. Role consistency checks
whether agents maintain coherent behavior across
the litigation life cycle. Role behavior is scored
on the same 10-point scale along two dimensions:
1) authenticity of stance and motivation, assessing
whether behavior aligns with each role’s underlying
interests. 2) Inter-role distinguishability, assessing
whether clients, lawyers, and judges remain clearly
distinguishable.

Table 1 and Figure 4 provide the main human-
validation evidence. Across all five stages and
three roles, 217 legal-background evaluators rate
LEGALWORLD at 8.96/10 on stage authenticity
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Judicial Output Alignment

Judgment element FIT SIT Overall
Verdict 8.17 7.78 7.98
Reasoning 8.22 8.69 8.45
Legal reference 6.76 7.29 7.02
Appeal action - 7.58 7.58
Entity 8.99 8.78 8.89
Structure 9.70 9.02 9.36
Overall 8.37 8.19 8.28

Table 2: Rule-based output-alignment validation for gen-
erated judicial judgments against their real counterparts,
scored 0—10 over six structured judgment elements.
Columns are first-instance (FIT), second-instance (SIT),
and their combination (Overall); the underlined bottom
row averages across elements. Dimension definitions
and the scoring formula are in Appendix C.4.

and 8.98/10 on role consistency, indicating that
the trajectories are perceived as procedurally faith-
ful and role-coherent. Claude-Sonnet-4.6 applies
the same rubric more conservatively (+0.96 lower
mean on stage authenticity), but still scores all
stages in the 7.7-9.5 range, suggesting that the
gap mainly reflects rater strictness rather than dis-
agreement about trajectory validity. Role consis-
tency shows tighter agreement (within 1 in 77%
of pairs), with the main residual mismatch on the
client role, where humans tolerate more legally
informed client speech. We therefore use LLM-as-
Judge as the primary scorer in §4.5, treating human
ratings as evidence that its scores are conservative
lower bounds on environment quality. Under a
chance-corrected metric, human-LLM agreement
is comparable to the human-human baseline on
both dimensions (Appendix F).

4.3 Judicial Output Alignment

Beyond process authenticity, we check whether the
judgments produced inside LEGALWORLD match
real judicial outputs. A rule-based metric compares
each generated first- and second-instance judgment
against its real counterpart on six structured ele-
ments (verdict, reasoning, legal reference, appeal
action, entity, and structure) using set-overlap F1.
Appendix C.4 gives the dimension definitions and
scoring formula. Table 2 reports the alignment on a
0-10 scale. Generated judgments align closely with
real ones on structure, entity, and factual reasoning,
while the largest residual gap is on legal-reference
precision, where models tend to cite the correct
provision family but not always the exact article.
This level of alignment indicates that the environ-
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GPT-5.2 0.63 0.63 0.58 0.57
DeepSeek-V4-F 0.62 0.61 0.53 0.5

GLM-4.7 | 054 0.61 053 049

Qwen3.5-Flash 0.56  0.64 0.62 0.52 0.54 043 045

Issue Party Claim Fact Evid.
Spot.  ID

Pos. Evident. Legal
Constr. Marsh. Marsh. Consist. Advoc. Reas.

Figure 5: Capability heatmap of the six backbones (con-
sultation uses its single score; paired drafting and ad-
vocacy cells use the mean of the first-/second-instance
scores in Table 3; darker is higher). The courtroom-
advocacy rows stay lighter than the drafting rows across
all backbones, marking advocacy as the shared frontier.

ment’s judicial outputs are faithful enough to serve
as references for downstream evaluation, further
supporting the accuracy of LEGALWORLD as a
civil-litigation simulation environment.

4.4 LongJud-Bench Evaluation Framework

Building on the validated environment, LongJud-
Bench scores the target lawyer agent a* across the
litigation process through eight legal capabilities
grouped by litigation phase: legal consultation (is-
sue spotting); document drafting (party identifi-
cation, claim construction, fact marshalling, and
evidence marshalling); and courtroom advocacy
(position consistency, evidentiary advocacy, and
legal reasoning). This capability-level view aligns
evaluation with the professional functions a litiga-
tion lawyer must perform across the full life cycle.

Each capability is evaluated with either rule-
based matching or LLM-as-Judge scoring (Zheng
et al., 2023), depending on the evidence type. Con-
sultation is scored question-by-question against
reference answers grounded in case facts and ap-
plicable statutes. Drafting capabilities combine
exact match for structured party slots with 0-10
semantic scoring for claims or defenses, facts, and
evidence in the first- and second-instance plead-
ings. Courtroom-advocacy capabilities apply multi-
dimensional 0—10 scoring to a*’s trial statements,
covering consistency with the pleaded position,
fact-and-evidence use, and legal reasoning. Every
item is normalized to [0, 1]; the per-capability for-
mulas and the full scoring-item-to-capability map-
ping are given in Appendix C.
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Legal Consultation

Document Drafting

Courtroom Advocacy

Model Issu_e Pgny . Claim_ Fact ' Evidenc'e Po;ition Evidentiary Lega}
Spotting Identification Construction Marshalling Marshalling Consistency  Advocacy  Reasoning
Kimi-K2.5 0.67 0.80/0.85 0.69/0.71 0.68/0.74  0.74/0.52  0.63/0.65 0.55/0.59 0.56/0.58
Qwen3.5-Plus 0.62 0.71/0.85 0.72/0.72 0.66/0.70  0.69/0.70  0.62/0.64  0.53/0.54 0.53/0.58
GPT-5.2 0.63 0.53/0.83 0.60/0.70 0.60/0.68 0.71/0.63 0.62/0.64  0.61/0.55 0.57/0.57
DeepSeek-V4-Flash 0.62 0.64/0.83 0.65/0.65 0.67/0.69 0.69/0.57 0.60/0.63  0.52/0.54 0.52/0.57
GLM-4.7 0.54 0.56/0.82 0.66/0.66 0.67/0.70  0.72/0.71 0.61/0.61 0.53/0.52 0.48/0.51
Qwen3.5-Flash 0.56 0.46/0.82 0.56/0.69 0.62/0.72  0.50/0.53 0.53/0.55  0.46/0.41 0.45/0.45

Table 3: Cross-model task-capability profile on LongJud-Bench. Rows are lawyer backbones; columns are
eight legal capabilities grouped by litigation phase. Except for the consultation capability, each cell reports first-
instance / second-instance scores in [0, 1]: for document drafting these come from the first-instance (CD/DD) and
second-instance (AD/AR) pleadings, and for courtroom advocacy from the first- and second-instance trials. Bold
and underline mark the best and second-best backbone on each side independently.

4.5 Cross-Model Capability Profile

We instantiate each backbone as the target lawyer
agent in LEGALWORLD, surrounding roles fixed
to Qwen3.5-Plus, then read out the eight capabil-
ities in Table 3 across first- and second-instance
sides of the life cycle. Three patterns stand out.

No backbone wins everywhere. Models that
look comparable in aggregate diverge sharply
once the trajectory is decomposed by capability.
Kimi-K2.5 is strongest on the drafting capabili-
ties and on keeping courtroom advocacy aligned
with the pleaded position, whereas GPT-5.2 (Ope-
nAl, 2025), which is weaker at the formal drafting
slots, leads precisely where it matters most in court,
on first-instance evidentiary advocacy and legal
reasoning, whereas Qwen3.5-Plus is in turn the
strongest claim constructor. These trade-offs are in-
visible to any single aggregate score and are exactly
what a capability profile is meant to surface.

Courtroom advocacy is the frontier. Across all
backbones the three advocacy capabilities (posi-
tion consistency, evidentiary advocacy, and legal
reasoning) sit well below the drafting capabilities
(Figure 5), and the gap widens for the weaker mod-
els. Multi-turn courtroom advocacy, where the
lawyer must integrate accumulated memory, op-
posing statements, and judge prompts on the fly,
remains the hardest competency for current mod-
els and the most discriminative target for future
legal-agent training.

Formal sub-skills saturate while reasoning dis-
criminates. Structural competencies such as
party identification are near-saturated on the
second-instance side, where the first-instance judg-
ment scaffolds the document, so they barely sep-
arate backbones. The discriminative signal con-

centrates in evidentiary advocacy and legal rea-
soning. The first-to-second-instance shift is itself
informative—most capabilities improve once the
first-instance judgment is available as scaffolding,
but evidence marshalling can instead fall on ap-
peal, where marshalling new evidence is harder
than reusing an established record.

4.6 Trajectory Reflection as an Exploratory
Training Signal

Beyond benchmarking, LEGALWORLD produces
complete procedural traces, including dialogues,
drafted artifacts, judgments, memory updates, and
evaluation signals, that can be reused as grounded
experience for training later agents. We do not treat
reflection as part of the core environment frame-
work. Instead, we run a lightweight probe called
Reflective Legal Skill (RLS) to test whether the gen-
erated long-horizon data contains reusable legal-
practice signal.

RLS is produced in two steps. First, after a case
finishes, we build a post-case reflection context
from the visible case materials, lawyer actions, gen-
erated artifacts, memory updates, and evaluation
signals, and ask the lawyer agent to summarize the
completed trajectory into a candidate reusable rule.
Second, the candidate is checked against existing
cause-matched Skills for overlap and redundancy,
and is retained only if it specifies a reusable trigger
condition, role or stage scope, procedural correc-
tion principle, and expected-output constraint. The
retained rule becomes an optional cause-matched
Skill note. In later same-cause cases, the same base-
line lawyer agent receives the note as an additional
Skill; the case seed, Tools, and in-case memory
mechanism remain unchanged.

Table 4 reports the result on the three most fre-
quent civil causes of action in our dataset: post-
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Score Diff

Cause Base. RLS Overall Refl. Held-
out

Post-divorce 60.08 63.76 +3.69 +3.81 +3.29

property

Private lending  58.56 61.84 +3.28 +3.63 +2.32

Labor dispute 66.25 7047 +4.22 +524 +1.42

Average 61.56 6529 +3.73 +4.20 +2.34

Table 4: Exploratory RLS gains across high-frequency
civil causes. Scores are LongJud-Bench overall scores
on a 0-100 scale; Base. is the same lawyer agent without
reflective Skills. Refl. measures cases used to produce
the reflective note, while Held-out measures same-cause
cases not used for reflection.

divorce property disputes, private lending, and la-
bor disputes. Adding these simple reflective Skill
notes raises the average LongJud-Bench overall
score from 61.56 to 65.29 (+3.73 points). Gains ap-
pear on all three causes, with larger improvements
on reflected cases (+4.20 on average) and still posi-
tive transfer to held-out same-cause cases not used
to write the Skill (+2.34 on average). The result
suggests that life-cycle interaction traces are useful
not only for evaluation, but also as procedurally
grounded data for improving legal agents.

5 Related Work

Legal simulation and generative agents. LLM-
based social simulation elicits coherent role behav-
ior and long-horizon interaction (Park et al., 2023;
Wang et al., 2024a; Li et al., 2025a), with exten-
sions to professional workflows (Li et al., 2025b;
Jin et al., 2025) and persona-driven diversification
(Tseng et al., 2024). Existing legal simulators
remain narrower than the full litigation process:
AgentCourt and AgentsCourt model adversarial
trial procedures (Chen et al., 2025; He et al., 2024),
Ready Jurist One covers multiple scenarios but ini-
tializes each from shared case ground truth (Jia
et al., 2026), and Law in Silico studies socio-legal
dynamics through group simulation (Wang et al.,
2025). LEGALWORLD differs by chaining con-
sultation, drafting, and both trial instances into a
single life cycle, so that factual carryover and error
amplification become observable within one case.

Legal capability benchmarks. Existing legal Al
benchmarks mostly measure local capabilities such
as statute retrieval, document generation, single-
case reasoning, and outcome prediction (Fei et al.,
2024; Guha et al., 2023; Xiao et al., 2018; Zhong

et al., 2018; Li et al., 2024; Deng et al., 2024; Gao
et al., 2024; Shen et al., 2024). Long-context bench-
marks test single-pass input handling (Bai et al.,
2024, 2025), while agent-memory work focuses on
persistence across long conversations (Maharana
et al., 2024). LongJud-Bench instead evaluates
consultation, drafting, trial advocacy, appeal, and
second-instance trial as connected stages of one
case, measuring local quality together with cross-
stage error propagation.

6 Conclusion

We presented LEGALWORLD, a life-cycle in-
teractive environment for Chinese civil litigation
grounded in 75,309 paired civil judgments and
equipped with reusable infrastructure for long-
horizon agents, which turns each dispute into a
connected trajectory across consultation, drafting,
and two trial instances. Building on this founda-
tion, we constructed LongJud-Bench to evaluate
legal-agent capability across the full procedural life
cycle. Two implications follow. First, trajectory-
level evaluation exposes cross-stage causal depen-
dence that single-stage benchmarks cannot detect,
framing legal-agent capability as a trajectory-level
property rather than a collection of isolated subtask
scores. Second, beyond evaluation, the life-cycle
interaction traces produced by LEGALWORLD
(legal artifacts, multi-role dialogues, and cross-
stage memory updates) are themselves procedu-
rally grounded data for agent improvement: our
lightweight trajectory-reflection probe shows that
even simple post-case reflection can improve later
same-cause legal-agent behavior.

Limitations

This work focuses on Chinese civil litigation and
paired first-/second-instance judgment data, so the
current environment does not yet cover criminal,
administrative, enforcement, or retrial procedures.
The simulation also simplifies exceptional procedu-
ral events and relies on benchmark scoring rather
than real legal service outcomes. Future work
should extend the life-cycle formulation to other
procedures, incorporate branching events such as
jurisdictional objections, preservation applications,
counterclaims, expert opinions, and settlement fail-
ures, and validate human-agent collaboration with
legal professionals.
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Content of Appendix

The appendix is organized into seven parts. Each
part regroups previously scattered material and
adds the supplementary detail referenced from the
main text.

A Role and Persona Setting Details (§A).
Role profiles for lawyer, client, and judge
agents; visible-state x stage x role matrix;
LCPF dimensions, level definitions, and level-
redistribution policy.

B Dataset Construction and Additional
Statistics (§B). Source, deduplication, and
first/second-instance pairing pipeline; LLM-
based field extraction and quality control;
Full/Medium/Light split rules; supplementary
distribution statistics.

C Evaluation Metrics in Detail (LongJud-
Bench) (§C). Per-item scoring formulas,
metric definitions, normalization rules, the
scoring-item-to-capability mapping, 0-10
rubric anchors, and rule-based judicial output
alignment.

D Implementation Details (§D). Model ver-
sions and inference parameters; memory,
Skill, and Tool runtime; anonymized role-
memory examples; evaluation pipeline and
parsing failure handling; compute and token
cost; full Tool/Skill catalogue and Skill-card
fields.

E Additional Experiment Results (§E). LCPF
persona validation; cross-stage causal depen-
dence; and a per-stage cross-model view.

F Human Evaluation (§F). Evaluator recruit-
ment and background; task design and as-
signment plan; scoring rubric and protocol;
interface screenshot; informed-consent and
data-use statement; human—-LLM agreement
breakdown.

G Prompt Templates (§G). Bilingual prompt-
box figures for the production role prompts,
LongJud-Bench benchmark scoring prompts,
persona-validation scorer prompt, and experi-
mental LLM-as-Judge prompts.

A Role and Persona Setting Details
A.1 Agent Roles and Stage Bindings

Each case is represented both as a complete life-
cycle trajectory and as a set of stage-level tasks.

The main text gives the compact stage protocol; the
details below preserve the role profile, visible-state
rule, and permitted-action description behind that
compressed presentation.

Lawyer agents. Lawyer agents are the core pro-
fessional actors across the full litigation cycle, re-
sponsible for case analysis, document drafting, and
adversarial advocacy. They analyze case facts and
answer legal questions during consultation, col-
lect information through multi-round dialogue and
draft standardized legal documents during docu-
ment drafting, and participate in evidence presen-
tation, cross-examination, and court debate during
trial. The lawyer role is instantiated on both sides
of the adversarial case as plaintiff lawyer a;, and
defendant lawyer a;4. One of them is the target
lawyer agent under evaluation a™*, while the other
serves as the opposing lawyer. The lawyer interface
exposes professional case materials, client commu-
nications, prior legal artifacts visible to the current
stage, and stage-specific Skill/Tool entries.

Client agents. Client agents represent ordinary
litigation parties whose narratives, goals, and proce-
dural understanding shape the case trajectory. They
are instantiated as plaintiff client a,, and defendant
client a4. Their interfaces expose party-side facts,
consultation questions, procedural progress, and
the legal documents or trial events that an ordinary
party would observe. The Legal Client Persona
Framework conditions how the client discloses
facts, asks questions, reacts to litigation risk, and
narrates evidence.

Judge agents. Judge agents provide procedural
control and generate judicial outputs at the two trial
stages. They are instantiated as first-instance judge
a1 and second-instance judge a ;2. Their interfaces
expose the case record and procedural materials
available to the corresponding trial stage, along
with ordered court-control actions. The judge role
is separated from lawyer and client roles so that
trial procedure, evidentiary questioning, and judg-
ment generation are produced through a distinct
procedural interface.

A.2 Stage-Level Procedural Templates

Legal Consultation. Legal Consultation (LC) is
the stage where the client describes the dispute
and legal concerns, while the target lawyer asks
follow-up questions and provides initial legal analy-
sis before formal litigation artifacts are produced. It
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constructs the initial lawyer-client interaction from

(0)
Se .
record and lawyer response, while H, C(l) records the
full dialogue trace.

The output Oél) contains the consultation

Pre-Trial Document Drafting. Pre-Trial Docu-
ment Drafting transforms collected facts, claims,
defenses, and evidence into the first formal plead-
ing or response document. Complaint Drafting
(CD) is triggered when the target lawyer represents
the plaintiff; Defense Drafting (DD) is triggered
when the target lawyer represents the defendant.
The output 052) contains the generated complaint
or defense documents and the structured drafting
record.

First-Instance Trial. First-Instance Trial (FIT)
constructs the first trial stage from SEQ) with
five participating roles: plaintiff client, defendant
client, plaintiff lawyer, defendant lawyer, and first-
instance judge. The stage covers opening, court
investigation, evidence presentation and cross-
examination, judge questioning, court debate, final
statements, mediation inquiry, and pronouncement.
The judge generates the civil first-instance judg-
ment artifact Opp unless mediation is accepted by
both parties.

Appeal Determination and Pre-Appellate Draft-
ing. Appeal Determination (AD-Det) reads the
appeal information after the first-instance judgment
and assigns each party to the appellant or appellee
role for the appellate stage. Pre-Appellate Doc-
ument Drafting then transforms the first-instance
judgment, appeal requests, appeal reasons, and sup-
plementary materials into written appellate posi-
tions. Appeal Drafting (AD) is triggered when the
target lawyer represents the appellant; Appeal Re-
sponse (AR) is triggered when the target lawyer
represents the appellee. The output O£4) contains
second-instance document artifacts and drafting
traces.

Second-Instance Trial. Second-Instance Trial
(SIT) is the final courtroom interaction under the
control of the second-instance judge, who reviews
the dispute and produces the final judgment. It
follows the same structured trial procedure as FIT,
with role titles adapted to the second-instance con-
text. The second-instance judgment Jgy,, = O((;5)
marks the end of the life-cycle simulation.

Algorithm 1 Structured Civil Trial Procedure. The
pseudocode shows how the judge-controlled phase
loop collects role responses, updates dispute focus,
handles mediation, and returns the next case state.

Require: Previous case state S£t71>, trial type u €
{FIT, SIT}, and participating agents AW

Ensure: Updated case state S,(;t>, trial artifact 02”, and trace
J20)

1 HY « 0;Q ExtractDisputes(SS ™, u)

2: II, + OrderedTrialPhases(u)

3: for phase p in IT,, do

4: I, + JudgeControl(p, Sﬁt_l), Q, Hét))

5: for speaker a in Speakers(p, u, Ag’)) do

6: ISP Stagelnterface(a, p, S, 1,,Q)
7: ro AgentAct(Lgf’cp), Hcm)

8: HY « HY U{(p,a,m4)}

9: end for
10:  Q « UpdateDisputes(Q, p, H'")
11: if p = Mediation and AcceptBothParties(Hét))

then

12: 0" + BuildMediationRecord(H{", Q)
13: break
14: end if
15: end for

16: it O is not assigned then

17: Oét) — DeliberateAndJudge(S£t71), Q, Hg(t))
18: end if

19: MY « MemUpdate(M ™ 0, H?)

20: Sgt) — Transition(Sgtﬂ),Oﬁt),H£t>,Mc<t))

21: return (Sét),Og),Hc(t))

A.3 Visible-State x Stage x Role Matrix

Table 5 records which case fields each agent sees at
each stage. The matrix is derived from the visible-
state rule Va(tc) in Equation 3; a checkmark means
the field is included in the agent’s stage interface,
and a blank cell means the field is filtered out be-
fore prompt assembly. Reference answers, hidden
judgment fields, and the opposing party’s private
memory never appear in any agent’s Va(tc) at any
stage.

A.4 Legal Client Persona Framework

The Legal Client Persona Framework (LCPF) de-
fines four legal-scene dimensions. Table 6 states
the behavioral meaning of each dimension. Each
dimension is assigned a high, medium, or low level.
The medium-level redistribution rule applies only
when the LLM-based persona generator returns
more than 60% medium for any dimension on a
given Light/Medium split: in that case the medium
label of the over-represented cases is reassigned to
high or low uniformly at random, conditioned on
case-cause balance, until the medium share falls
below 60%. This rule avoids overly homogeneous
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Visible field LC CD/DD FIT AD/AR SIT Judge (FIT/SIT) Filter note

Party-side facts (own side) CL CL C,L C,L C,L J Opponent side not exposed to
either client.

Known evidence (own side) CL CL C,L C,L C,L J Opponent evidence revealed
only after court investigation.

Litigation goal / bottom line (own C,L. C,L C,L C,L C,L — Judge does not read litigation

side) goals.

Consultation questions & C — — — — — Reference answers are

reference Q list evaluation-only.

Plaintiff claims / appeal requests — CL CLJ CL CLJ J Surfaced to opposing side at
CD/DD or AD/AR via
document.

First-instance pleadings (O£2)) — own CLJ CL CLJ J Drafted by own lawyer;
opponent reads it at FIT.

First-instance judgment (Op11) — — — CL CLJ J Generated at FIT; reused as a
reference at AD/AR and SIT.

Appellate pleadings (O£4>) — — — own CLJ J Drafted by own lawyer;
opponent reads at SIT.

Lawyer global memory fol),c L L L L L — Each lawyer reads only their
own memory; opponent’s
memory hidden.

Client global memory thc),c C C C C C — Each client reads only their own
memory.

In-scenario local memory Lff)c all all all all all J Limited to the current scenario’s

Reference answers / hidden
judgment refs

dialogue trace.
Evaluation-only; gated by
evaluation_only=true.

Table 5: Visible-state x stage x role matrix. “C” indicates the client of the corresponding side, “L” the lawyer of
the corresponding side, “J” the presiding judge of the trial stage, and “—" means the field is not exposed at that
stage. “own” means only the side that drafted the artifact sees it before opposing exposure. The matrix is enforced

by the visible-state rule Va(tc) in Equation 3; fields outside the rule are stripped before prompt assembly.

client behavior without changing the semantic defi-
nition of the dimensions; the per-dimension level
distribution before and after redistribution is logged
with the case seed for reproducibility.

B Dataset Construction and Additional
Statistics

B.1 Source Collection and Pair Construction

The source corpus is collected from China Judg-
ments Online (wenshu.court.gov.cn). The crawl
pulls all civil first-instance and civil second-
instance judgments published in the configured
window, retaining the rendered text body and the
case number. Duplicate filings are removed by a
key composed of (court name, full case number,
judgment date, hash of party-name set). When
collisions remain, the longer judgment text is kept.

First/second-instance pairing is then performed
within each court hierarchy. For each second-
instance judgment, the pairing routine searches the
first-instance pool for a candidate sharing the same
lower-court case number cited inside the appel-
late text. A candidate is retained only when the
normalized party-name set matches exactly, the

cause of action matches exactly, and the judgment-
date order is respected (first instance precedes sec-
ond instance). We further remove second-instance
records that did not proceed to a substantive appel-
late hearing, including cases resolved only through
withdrawal, non-acceptance, procedural dismissal,
or other non-hearing dispositions. Pairs that fail
any of these checks are discarded. After pairing,
75,309 (first, second) tuples remain.

B.2 Field Extraction and Quality Control

Structured fields are extracted from each raw
judgment by an LLM-based extractor (DeepSeek-
V3.2) (DeepSeek-Al, 2025) using a stage-typed
schema covering party identifiers, claims and de-
fenses, facts and reasons, evidence list, court find-
ings, legal references, judgment disposition, and
the analogous appellate fields. The extractor is
prompted to write null when a field is not present
in the source text and is forbidden from inferring
missing identifiers. Extraction outputs are validated
by a JSON-schema checker; failures are re-tried up
to three times before the case is dropped.

To quantify semantic fidelity beyond structural
validation, we conducted a source-grounded audit
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Dimension High

Medium

Low

Legal Literacy Understands basic procedural

the distinction between facts
and legal claims.

Information Proactively discloses favorable
Disclosure and unfavorable facts relevant
Willingness to the dispute.

Emotional Stability =~ Communicates calmly and can

Understands common legal
rights, evidentiary burdens, and terms but needs guidance on
procedural consequences.

Answers direct questions but
may omit uncertain or
embarrassing details.

Shows stress but remains

Confuses legal concepts and often
expresses claims as everyday
grievances.

Withholds unfavorable information or
gives incomplete answers until
pressed.

Becomes anxious, angry, or distracted

follow repeated legal guidance. responsive to lawyer guidance. under procedural pressure.

Narrative Proficiency Presents chronology, actors,

an organized way.

Provides usable facts but
evidence, and disputed points in needs help ordering them.

Provides fragmented narratives with
missing chronology or unclear
evidence links.

Table 6: Legal Client Persona dimensions and level meanings. Each row defines one persona dimension and
contrasts the behavioral expectations for high, medium, and low levels during legal interaction.

Field First-inst. Appellate

Strict Accept. Strict Accept.

Claims 920 97.0 89.0 96.0
Defenses  94.0 98.0 88.0 96.0
Evidence  55.1 933 938 975
Legalrefs 100.0 100.0 99.0  99.0
Outcomes  90.0 98.0 96.0 98.0

Table 7: Field-level extraction quality audit over the 100-
case Light split, in percent. “Strict” counts only fully
correct extractions; “Accept.” counts correct plus par-
tially correct (minor omissions that do not alter the core
legal meaning). Evidence covers first-instance evidence
and second-instance new evidence; legal references and
judgment outcomes cover both instances. Fields gen-
uinely absent from the source are excluded from the
denominator.

over the complete 100-case Light split (20 causes
of action). For each case, claims/requests, defenses,
evidence (first instance) and new evidence (second
instance), legal references, and judgment outcomes
were compared against the original judgments and
labeled correct, partially correct, or in error. After
excluding fields genuinely absent from the source,
strict field correctness was 90.0%, rising to 97.3%
when minor omissions that do not alter the core
legal meaning were counted as acceptable; the
major-error rate was 2.7%. Table 7 reports per-
field correctness. This post-hoc audit used inde-
pendent model-assisted source checks with item-
level adjudication, so we report source-grounded
field correctness rather than human inter-annotator
agreement.

B.3 Splits

Three splits are derived from the paired corpus.
Full retains all 75,309 pairs across over 500
causes of action. Medium samples 1,000 cases
stratified by cause-of-action, where the top 100
most frequent causes contribute 10 cases each,

Split Cases Causes Sampling rule

Full 75,309 500+ All paired cases after matching and filtering.
Medium 1,000 100 Top 100 causes, 10 cases each.

Light 100 20 Top 20 causes, five cases each.

Table 8: Dataset split sizes used by LongJud-Bench.
Full retains the complete paired corpus after matching
and filtering; Medium and Light are deterministic cause-
balanced subsets sampled with the fixed seed 20251217.

sampled without replacement under a fixed seed
(seed=20251217). Light subsamples Medium
down to 100 cases by retaining the top 20 most
frequent causes with five cases each, again under a
fixed seed. The splits are stored alongside per-case
case-IDs so any sampling can be reproduced.

B.4 Field Groups and Additional Statistics

Table 9 summarizes the major field groups used
to construct runnable cases. Figure 3 reports the
court-level and top-category cause distribution of
the Full split; the broad mix shown there motivates
the cause-balanced sampling used for Medium and
Light.

Each reference answer is produced by a separate
LLM call (DeepSeek-V3.2) that takes the case’s
accepted facts and applicable statutes as input. The
result is used only as an evaluation reference for
LC scoring and is not provided to agents during
simulation.

B.5 License and Terms of Use

The judgment documents are collected from China
Judgments Online (wenshu.court.gov.cn), which
publishes civil judgments under public access. We
use the data strictly for non-commercial academic
research.

Created artifacts. We will release Legal World
code under the MIT License and LongJud-Bench
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Field group Representative fields

Use in the life-cycle environment

Case metadata Cause of action, court level, court
name, procedural status, judgment
date

Party role, natural-person or
organization type, residence or
registered address, representative
information when available
Claims, facts and reasons,
evidence list, defense opinions,
court findings, legal references,
judgment disposition

Appeal requests, appeal reasons,
appellee defenses, new evidence,
appellate findings, affected
first-instance items, final
disposition

Legal Literacy, Information
Disclosure Willingness, Emotional
Stability, Narrative Proficiency
Party-side legal questions and
reference answers

Party information

First-instance procedure

Second-instance
procedure

Legal Persona

Consultation supervision

Defines the procedural setting and organizes cases by legal
domain.

Initializes litigant roles and document-party fields.

Provides reference materials for first-instance drafting, trial,
and judgment alignment.

Supports appeal-role mapping, appellate drafting, and
second-instance trial evaluation.

Conditions client behavior in consultation, drafting, and trial
interaction.

Provides question-level references for LC evaluation.

Table 9: Major field groups in the structured case seed. The table maps each extracted or generated field group to
the information it supplies when constructing and running a life-cycle civil case.

under CC BY-NC 4.0 to support academic use
while restricting commercial deployment in real
legal services.

Used artifacts. The LLM backbones (Claude,
Qwen, Kimi, GPT, DeepSeek, GLM) are accessed
via their respective official APIs, and their use in
this paper follows each provider’s published terms
of service.

C Evaluation Metrics in Detail
(LongJud-Bench)

C.1 Stage Subitems and Scoring Methods

LonglJud-Bench scores each underlying item and
maps the normalized outputs into the eight capabil-
ities reported in Table 3. The retained per-item
outputs allow inspection of which consultation,
drafting, or trial item contributed to each capabil-
ity. Every item is normalized to [0, 1]: exact-match
metrics return O or 1 after field normalization, while
LLM-as-Judge metrics use a 0—10 rubric and are
divided by 10. Table 10 summarizes the scoring
items, the capabilities they feed, their metric units,
and their reference sources.

C.2 Stage Formulas

The formulas below are written per stage (LC,
CD/DD, FIT, AD/AR, SIT) because the under-
lying evidence is collected at those procedural
points. Each formula specifies how the Bench
scores one procedural part, and the resulting item

scores feed the capabilities exactly as listed in
Table 10 (e.g., the FIT/SIT trial dimensions be-
low are the items behind the position-consistency,
evidentiary-advocacy, and legal-reasoning capabili-
ties).

Let norm(x) denote the metric normalization
function. For exact-match fields, norm(x) = x
with z € {0, 1}. For an LLM-as-Judge rating r €
[0, 10], norm(r) = r/10. Each stage score below
is therefore in [0, 1].

In LC, the client raises n legal questions, each
paired with a reference answer generated from
case facts and applicable statutes. Each ques-
tion is evaluated on the dimension set My =
{relationship, rule, risk, advice}. The score is:

Z norm(r; ). (5)

meMi,c

1w 1
SLc = —
n;’MLC\

Here, 7; 1, is the 0-10 score for dimension m of
consultation question 1.

For drafting stages, document evaluation inte-
grates exact matching and semantic evaluation. For
stage t € {CD/DD, AD/AR}, let F; be the set of
exact-match fields and G; be the set of semantic
fields:

5 — ZfeFt norm(eys) + deGt norm(rg)
' |Fy| + |G '

(6)
Feppp covers party identity and procedural slots;
Gcp/pp covers claims or defenses, facts and rea-
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Stage Capabilities Main scoring items Metric unit Reference source
LC Issue spotting Legal relationship identification, Per-question LLM-as-Judge Generated reference answers grounded in
applicable rules/statutes, risk score, 0-10 case facts and statutes.
explanation, procedural advice and
actionability
CD/DD Party identification; claim Party identity and procedural slots; Exact match for First-instance structured judgment fields
construction; fact marshalling;  claims or defenses; facts and reasons;  identity/procedural slots;  and party-side records.
evidence marshalling evidence list 0-10 semantic scoring for
narrative/legal slots
FIT Position consistency; evidentiary Consistency between the statements ~ Per-trial-phase First-instance case record, pleadings,
advocacy; legal reasoning and the pleaded claims/defenses; target-lawyer statements,  evidence, and legal standards.
fact-and-evidence use; legal-reasoning each dimension 0-10
sufficiency
AD/AR Party identification; claim Appellate role and party slots; appeal ~ Exact match for structured ~Second-instance structured judgment fields
construction; fact marshalling;  requests or responses; appeal reasons; slots; 0—10 semantic and appellate records.
evidence marshalling new evidence scoring for appellate
arguments
SIT Position consistency; evidentiary Consistency between the statements ~ Per-appellate-phase Appellate pleadings, first-instance

advocacy; legal reasoning and the appeal/response;
fact-and-new-evidence use;

legal-reasoning sufficiency

target-lawyer statements,
each dimension 0-10

judgment, new evidence, and final
judgment reference.

Table 10: LongJud-Bench scoring items and the capabilities they feed in Table 3. Drafting and trial items on
the first-instance side (CD/DD, FIT) and the second-instance side (AD/AR, SIT) populate the same capabilities,
reported as the two halves of each cell. Exact-match slots are scored as binary normalized fields; semantic and trial
items use 0—10 LLM-as-Judge rubrics before normalization.

sons, evidence use, requested disposition, and co-
herence. Fjp,ar covers appellate role, party,
and request/response slots; GAp/Ar covers ap-
peal reasons, new evidence, linkage to the first-
instance judgment, and coherence. Only the role-
conditional sub-scenario actually taken by the tar-
get lawyer is scored.

For FIT and SIT, trial evaluation scores target-
lawyer statements by trial phase. Let P; be the
set of scored phases and D; the dimension set
for stage t. For both FIT and SIT, D, contains
three dimensions (consistency between the state-
ments and the pleaded position, fact-and-evidence
use, and legal-reasoning sufficiency) which map
to the position-consistency, evidentiary-advocacy,
and legal-reasoning capabilities:

S; = ‘Pt| Z Z norm(rp ) | ,

dED
te {FIT, SIT}.

(7

If the target lawyer provides no required statement
for a scored phase, the missing phase receives 0 on
the affected dimensions. The normalized items are
then grouped into the eight capabilities of Table 3,
which are reported separately so that capability-
level trade-offs across backbones stay visible.

C.3 Evaluation Rubrics

The following rubrics make the evaluation anchors
explicit. They are used to guide both process-
authenticity checks and stage-level scoring; they

do not introduce additional experimental claims
beyond the main paper.

C.4 Rule-Based Judgment Alignment Metric

The rule-based judgment alignment metric eval-
uates whether generated judgment artifacts align
with real judicial outputs on structured legal ele-
ments; the alignment scores are reported in the
main text (§4.3, Table 2). Table 12 lists the stage-
specific dimensions, and the scoring formula fol-
lows below.

For each set-like dimension, let GG,,, denote the
set extracted from the real judgment and G de-
note the set extracted from the generated judgment.
Precision, recall, and F1 are:

|G
|G N G
Ry = ——+—,
|G
2P, R,
r,, = —-
Py + Ry,

When a dimension produces a partial numeric
match z, the score transformation is:

¢(z) =

Unavailable components are skipped rather than
scored as zero. The reported stage score is:

> S,

meM

v/min(1, max (0, z)).

Ss=10-
!M\

where M is the available metric set for stage s.
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Dimension 9-10 7-8

5-6

Stage authenticity Procedure is complete or nearly
complete, with natural progression and
clear role turns.

Behavior is consistently aligned with
role responsibility, stance, and
professional identity.

Statements address disputed issues,
evidence, legal basis, and procedural
position with strong organization.

Role consistency

Trial advocacy

implicit.

Document quality
appropriate, factually grounded, and
legally coherent.

Role identity is mostly stable with
occasional generic expressions.

Statements cover most relevant issues
with some evidentiary or legal links left issue structure or evidence linkage.

Procedure is mostly complete, with light The stage remains interpretable but has limited
omissions or abrupt transitions.

procedural coverage or weak transitions.

The role remains recognizable but sometimes
borrows another role’s reasoning style or
communicative posture.

Advocacy contains useful points but has limited

The document is complete, procedurally The document is usable with light detail The document has recognizable structure but
gaps, weak transitions, or limited legal
elaboration.

limited factual, evidentiary, or legal completeness.

Dimension 34

0-2

Stage authenticity
Role consistency
Trial advocacy
law.
Document quality
support.

The document has substantial gaps in required sections or

Procedural coverage is sparse or ordering is difficult to follow. The stage provides little reliable procedural signal.
Role stance or communication style changes repeatedly.
Statements are sparse and only loosely connected to evidence or Statements provide little usable advocacy signal.

The role identity provides little reliable signal.

The document provides little usable drafting signal for the intended
procedural task.

Table 11: Supplementary 0—10 rubric anchors. The two-part table lists qualitative anchors for high, medium, low,
and failing score ranges so that process and output scores are interpreted consistently.

Dimension Stage Evaluated elements

Verdict FIT/SIT  Judgment disposition and
supported or rejected requests.

Reasoning FIT/SIT  Factual findings, dispute focus,
and adjudicative rationale.

Legal FIT/SIT Law titles, article references,

reference and provision families.

Entity FIT/SIT  Party identities, role mapping,
amounts, and other structured
entities.

Structure FIT/SIT  Presence and organization of

standard judgment sections.
Whether the appellate judgment
affirms, reverses, remands, or
modifies affected items.

Appeal action SIT

Table 12: Rule-based judgment-alignment dimensions.
The table lists the structured judgment elements ex-
tracted from generated and real judgments for first- and
second-instance alignment scoring.

D Implementation Details

D.1 Model Versions and Inference Parameters

The LLLM-as-Judge scorer uses Claude-Sonnet-4.6
throughout (claude-sonnet-4-6). The default
lawyer-agent and environment-agent backbone
is Qwen3.5-Plus (gqwen3.5-plus); cross-model
experiments evaluate Qwen3.5-Plus itself and
also swap the target lawyer backbone among
Kimi-K2.5 (kimi-k2.5), GPT-5.2 (gpt-5.2),
DeepSeek-V4-Flash (deepseek-v4-flash),
GLM-4.7 (glm-4.7), and Qwen3.5-Flash
(qwen3.5-flash) while keeping all non-target
roles on Qwen3.5-Plus. All calls go through each
provider’s official API. Inference parameters are
held constant: temperature=0.7, top_p=0.95,
per-call max_tokens=4096, with a per-scenario

turn budget of 30 turns for dialogue scenarios (LC,
CD/DD, AD/AR) and 60 turns for trial scenarios
(FIT, SIT).

D.2 Memory, Skill, and Tool Runtime

Global case memory is stored as a JSON object
whose top-level keys are facts, evidence,
claims, defenses, procedural_progress,
client_profile, positions, and notes; writes
go through the bounded revise and expand
operations described in Section 3.1. Tool calls are
throttled at the step level: each agent may issue at
most eight Tool calls during a single simulation
step. Calls that exceed this step-level cap are
rejected and surfaced to the agent as an explicit
failure message rather than silently dropped.
Retries follow a fixed three-attempt schedule on
JSON-decode failures, transient HTTP errors, and
rate-limit responses, with exponential backoff
between attempts. Skill instructions are injected
on the first turn a Skill is required and stay in the
prompt for the rest of the scenario.

Figures 6-9 give bilingual anonymized excerpts
of the role-specific structured memory records pro-
duced by the runtime memory writers. The exam-
ples preserve the field structure used by the system
while omitting party-identifying names.

D.3 Evaluation Pipeline

Each completed case is processed by the evalua-
tion runner, which (i) loads the persisted scenario
outputs OSF"’) and dialogue traces HC(SE’), (i1) calls
the LLM-as-Judge with the stage-specific rubric,
agent output, and evaluation reference fields, and

(iii) parses the structured score response. Parsing
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Anonymized Lawyer Role Memory Example (Chinese Version)

CREHE . RFER: 20129F98, RASEEM AR KEEEREAZIT AT X aR, LERTTH
5100077 TLH ZHIH20% 4 - HI= BN AFIIKE, FIKGER 0, ArRIEEH 7k
. REELLET: 201296220185 (], HARSSUHEEEE, RRDLEIRE; 20185F2H, K77
E20057C, MRS . HARFHE: BFRCEEZR, MEERIUERILE .

WEPEE B . 1L A1ETRaR: IEITFAESFFRARNEN RIS, 2. |ITHIKRIE: AR SR R F
PO 3. AFEE: IERIGRE S 5 KHCEH; 4. BFGER: IEEIRIE2007 7T -
IEEOPTESE . AR RENE: A NAIEEE, TNES . KEFRATNS55E . AVRIEZERNE . RIKGS
TEEEES, EERMEDIRA o ERUEER: REEGTRFN . GUBFIA: X5 AT REE TR B ZRAHE X
e, FEBESEESS - W BT AT L -

FWEL - ROFABFFIEFINE - AR EMENMTEER . CHNELIRTRSE5LE BRI
1 Frt—PRSEETEEN SER N2 5 CiRi520077 TCHIPE B -

FZPRVL. ZENHEER, BLaER, RRER: BERRS00T TR EEFE; X ifiAT &
HEWE, XEEmE+HE-

Figure 6: An anonymized lawyer role-memory excerpt (Chinese Version). The lawyer memory keeps a professional
case record that separates facts, evidence, legal analysis, dispute focuses, and client-brief information.

Anonymized Lawyer Role Memory Example (English Version)

Case Summary. Case background: in September 2012, Party A entered into a cooperative real-estate development
agreement with a real-estate company and its legal representative. Party A contributed RMB 10 million and was to hold a
20% project interest. The funds were transferred to the company account on the same day; the transfer note described the
payment as a loan, while the company receipt described the purpose as land-bidding funds. Key factual sequence: from
2012 to 2018, Party A did not participate in project operation or management and received no dividends or financial reports.
In February 2018, the counterparty returned RMB 2 million, with no further payments afterward. Current procedural
progress: the civil complaint has been drafted and is ready for filing with a court of competent jurisdiction.

Evidence Ledger. 1. Cooperative development agreement: proves the contractual relationship and agreed interest ratio; 2.
bank-transfer voucher: proves fund flow and the loan notation; 3. company receipt: proves receipt of funds and the stated
land-bidding purpose; 4. repayment record: proves the RMB 2 million partial repayment.

Legal Framework. Legal characterization: nominally a cooperative investment, substantively a loan. Because Party A did
not participate in operation, did not bear business risk, and did not receive dividends, the claim frames the relationship as
private lending. Basis of claim: private-lending rules. Anticipated defense: the counterparty may characterize the
arrangement as equity investment with shared risk, so the response should focus on lack of operational participation, lack of
profit distribution, and the repayment conduct.

Dispute Focus. Core disputes include characterization of the payment, interest-calculation standard, and liable party.
Confirmed facts include Party A’s lack of operational participation and lack of dividends. Items requiring further
confirmation include the interest start date and the characterization of the RMB 2 million repayment.

Client Brief. The client communicates directly and calmly, cooperates well, and has a clear demand: recover the remaining
RMB 8 million and lawful interest. The client is concerned about litigation costs and has a medium risk preference.

Figure 7: An anonymized lawyer role-memory excerpt (English Version). The lawyer memory keeps a professional
case record that separates facts, evidence, legal analysis, dispute focuses, and client-brief information.

Anonymized Client Role Memory Example (Chinese Version)

Rt . CEpuREE R, HFUARMEARFIRER. FHEXNASARS RN S, B EEHRKRA &
PRR RO REFTEIFEF, F—PEAEFEFR. CufiRIFRORGY, BAAEEKR
1800778, FIEIHLEOEITH; NRAVEREESIFEERE, TAERENELERDR . REE - B
FEEEARAS, b o & (e HF SR B H 1 RV AT €L SR -

LR . BOIRSRGERIB EIRRA 00 TT L EIER R - BB E AN LEIRBA ST HERRA RIS ZTT
&, W T RIRSLRIFIS; BN T RES — IRV ST EEF O, 27 T A R A -

Figure 8: An anonymized client role-memory excerpt (Chinese Version). The client memory preserves the party-side
understanding of procedural progress, litigation goals, concessions, and settlement bottom line.

failures fall back to a one-shot regeneration with a  that condition.
stricter “return JSON only” system prompt; cases
whose regeneration also fails are flagged for man-
ual audit and excluded from the aggregate score for A complete life-cycle run for one case averages

500,000 tokens (prompt + completion), distributed
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Anonymized Client Role Memory Example (English Version)

the document can be finalized for filing.

A

Case Progress. The legal consultation has been completed and the basic litigation strategy has been clarified: list the
relevant individual and company as co-defendants; adopt a lawful upper-bound interest standard; initiate litigation, with the
next step being preparation of the civil complaint. The draft complaint has been reviewed; the principal claim is confirmed
as RMB 8 million, with interest calculated under the agreed lawful standard. To improve filing stability and litigation
prospects, the client will temporarily refrain from claiming liquidated damages and certain enforcement costs such as
lodging, preservation, and attorney fees. After supplementing the plaintiff’s address and confirming the interest start date,

Core Demands. The core demand is to recover the remaining RMB 8 million principal and lawful interest. The client
accepts the conservative plan of temporarily not claiming liquidated damages and some rights-protection costs, prefers
filing promptly, and may consider settlement if the counterparty can pay the main amount in one lump sum.

Figure 9: An anonymized client role-memory excerpt (English Version). The client memory preserves the party-side
understanding of procedural progress, litigation goals, concessions, and settlement bottom line.

approximately as 6% LC, 17% CD/DD, 35% FIT,
12% AD/AR, 30% SIT. Running one lawyer back-
bone over the Light split consumes tens of millions
of tokens and several wall-clock hours under the
default 20-way batch concurrency, and the LLM-
as-Judge sweep over the same split is lighter. The
cross-model experiments in Section 4.5 together
consume on the order of 0.3B tokens.

D.5 Tool and Skill Catalogue

The Skill and Tool layer separates legal procedure
knowledge from executable support. Skills act as
legal-practice capability manuals that tell an agent
how to conduct a legal task, such as preserving case
memory, interviewing a client, drafting an appeal,
or organizing trial argument. Tools expose bounded
operations, such as retrieving statutes, reading prior
artifacts, updating structured memory, exporting
documents, and running benchmark evaluation. Ta-
ble 13 summarizes these components by function,
role, and litigation stage.

D.6 Skill Library Fields

Each Skill is represented as an executable legal-
practice capability manual rather than a free-form
prompt. Table 14 lists the supplementary fields
used by the Skill library, and Table 15 gives the
lawyer-memory-writing Skill entry as a concrete
example.

Field Purpose

Restricts the Skill to LC, CD/DD, FIT,
AD/AR, SIT, or shared use.

States when the agent should load the
Skill based on visible facts or
memory.

Names the legal work supported by
the Skill, such as drafting, evidence
organization, or argument planning.
Procedure checklist Gives the step-level legal procedure to
follow during reasoning or drafting.
Specifies the document field, question
list, argument structure, or memory
update to produce.

Records whether external law search,
memory update, or document
inspection is needed.

Applicable stage

Trigger condition

Legal task

Expected output

Tool interface

Table 14: Supplementary fields for Skill entries. Each
field constrains when a Skill is loaded, what legal task
it supports, what procedure it recommends, and what
output or Tool interface it expects.

Skill field Example content

Name
Applicable stage

Lawyer memory writing

Shared across LC, CD/DD, FIT, AD/AR, and SIT;
invoked after materially new facts, evidence, positions,
or procedural events appear.

The lawyer learns new party statements, evidence
status, claim changes, defense positions, court
instructions, or judgment outcomes that should persist
into later stages.

Maintain the lawyer’s professional case memory so
later drafting and trial advocacy reuse stable facts
instead of reconstructing the case from the latest
dialogue only.

Distinguish confirmed facts from allegations; update
the evidence ledger with source and disputed/admitted
status; revise outdated claims or defenses; record
procedural progress; preserve client goals and
settlement bottom lines only when stated by the client.
A structured memory update using revise for
corrections and expand for new entries, covering facts,
evidence, claims, defenses, procedural progress,
positions, and notes.

Lawyer memory reader and lawyer memory writer.

Trigger condition

Legal task

Procedure checklist

Expected output

Tool interface

Table 15: Example Skill entry for lawyer memory writ-
ing. The example shows how a declarative Skill guides
the lawyer agent to write durable professional case mem-
ory after new information appears during a case trajec-
tory.
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Component Type Category Roles / Stages Function
Client memory writing Skill Memory Client / all stages Guides clients to preserve stable facts, litigation goals, and perceived
case progress.
Lawyer memory writing Skill Memory Lawyer / all stages Guides lawyers to update facts, evidence ledger, legal analysis, dispute
focus, client profile, and strategy fields.
Complaint drafting Skill Document drafting  Plaintiff lawyer /CD  Structures plaintiff information, claims, facts, reasons, and evidence for
civil complaint drafting.
Defense drafting Skill Document drafting ~ Defendant lawyer / Structures defense opinions, factual rebuttals, evidence, and procedural
DD responses for civil defense drafting.
Appeal drafting Skill Document drafting ~ Appellant lawyer / AD Organizes appeal requests, reasons, challenges to the first-instance
judgment, and new evidence.
Appeal response drafting Skill Document drafting ~ Appellee lawyer / AR Organizes responses to appeal requests, defense opinions, and
supplementary evidence in second instance.
Skill provider Tool Runtime supply All roles / all stages Supplies the stage-appropriate Skill instructions to the agent context.
Statute retrieval Tool Legal retrieval Lawyer, judge / all Retrieves relevant statutes and legal provisions for legal relationship
stages analysis and reasoning.
Prior-artifact reader Tool Artifact access Lawyer, evaluator Reads earlier stage outputs and evaluation-facing artifacts within the
current case boundary.
Client memory reader Tool Memory Client / all stages Reads the client’s structured case memory.
Client memory writer Tool Memory Client / all stages Writes updated client memory under field-level constraints.
Lawyer memory reader Tool Memory Lawyer / all stages Reads the lawyer’s structured professional case memory.
Lawyer memory writer Tool Memory Lawyer / all stages Writes updated lawyer memory under field-level constraints.
Complaint exporter Tool Document generation Plaintiff lawyer /CD  Converts the completed complaint text into the standardized document
artifact.
Defense exporter Tool Document generation Defendant lawyer / Converts the completed defense text into the standardized document
DD artifact.
Appeal exporter Tool Document generation Appellant lawyer / AD Converts the completed appeal text into the standardized document
artifact.
Appeal response exporter Tool Document generation Appellee lawyer / AR Converts the completed appeal response into the standardized document
artifact.
First-instance judgment Tool Judgment generation Judge / FIT Converts the first-instance judgment into the standardized judgment
exporter artifact.
Second-instance judgment  Tool Judgment generation Judge / SIT Converts the second-instance judgment into the standardized final
exporter judgment artifact.
Case retrieval Tool Legal retrieval Lawyer, judge Retrieves similar cases and adjudicative references for legal reasoning.
Citation checker Tool Document review Lawyer, judge Checks whether cited statutes exist and whether article references are
consistent.
Document comparator Tool Document review Lawyer, evaluator Compares legal documents and highlights differences in claims,
evidence, and dispute focuses.
Evaluation runner Tool Evaluation Evaluator Runs stage-level and life-cycle LongJud-Bench evaluation.

Table 13: Catalogue of Tool and Skill components in LEGALWORLD. Components are grouped by function,
role, and litigation stage; the catalog distinguishes declarative Skills from executable Tools and lists where each

component is available.

E Additional Experiment Results
E.1 LCPF Persona Validation

Beyond the main role-consistency evaluation, we
ran a small LCPF-focused validation study over
client dialogues from LC and CD/DD. The acting
model was Qwen3.5-Plus, and a separate LLM-as-
Judge scored only the client-side dialogue on the
four LCPF dimensions. The validation contains
50 persona-conditioned case simulations in total;
when the same underlying dispute is run with mul-
tiple client profiles, each profile-conditioned run is
counted as one simulation. Table 16 lists the profile
conditions, and Tables 17-18 report the validation
scores from the study record.

The validation supports the intended ordering
for legal literacy, emotional stability, and narra-
tive proficiency in the Easy/Medium/Hard condi-
tions. Information disclosure remains compara-
tively high even in the Hard condition, suggesting
that this dimension is less easily suppressed in the
observed LC and CD/DD dialogues. In the single-
dimension switching study, the targeted dimension
decreases relative to the all-high baseline in all four

Group Legal Disclosure Emotion Narrative Design intent

Ideal client; all
dimensions optimized.
Ordinary client; all
dimensions moderate.
Difficult client; all
dimensions lowest.

Easy High High High High

Medium Medium Medium Medium Medium

Hard Low Low Low Low

Table 16: LCPF persona-validation profile conditions.
The four columns correspond to Legal Literacy, Infor-
mation Disclosure Willingness, Emotional Stability, and
Narrative Proficiency.

Group Legal Disclosure Emotion Narrative
Easy 8.20 9.20 9.20 8.90
Medium 6.50 8.60 8.30 7.50
Hard 4.90 8.20 6.60 6.80

Table 17: Persona-fidelity scores for the three LCPF
profile groups. Scores are 0—10 LLM-as-Judge ratings
of observed client behavior in the dialogue record.

switched groups, although several non-target di-
mensions also move. We therefore use this study
as auxiliary evidence that LCPF changes are visi-
ble in dialogue behavior, rather than as a primary
benchmark result.
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Group Legal Disclosure Emotion Narrative

A: baseline 8.00 9.00 9.00 9.00
B: legal low 7.20 9.20 8.60 8.40
C: disclosure low  8.20 8.40 9.20 8.40
D: emotion low 7.60 9.00 7.40 8.60
E: narrative low 7.20 9.00 8.60 8.00

Table 18: Single-dimension LCPF switching results.
Group A keeps all four dimensions high. Groups B-E
switch one target dimension from high to low while
leaving the others at high.

Condition Target Base Intervention A

High-quality FIT 54.70 62.73 8.03
High-quality SIT 56.83 66.83 10.00
Low-quality FIT 55.14 28.19 -26.94
Low-quality SIT 57.78 29.72 -28.06

Table 19: Cross-stage dependence validation results.
Base and Intervention report downstream trial scores
after document-stage interventions, and A shows the
direction and magnitude of the induced change. Each
(quality, target) condition is applied to every case in the
100-case Light split.

E.2 Cross-Stage Causal Dependence

To isolate the downstream effect of a single draft-
ing decision, we substitute the stage’s drafted doc-
ument with the intervention variant, propagate the

change to the matching slot in Oggt) and to the

dependent fields in Mc(t), and re-execute the trial
stage from the modified state. The high-quality con-
dition revises the drafted document so that it aligns
with the reference answer (claims, dispute focus,
evidence list, legal reasoning); the low-quality con-
dition deletes or reverses the corresponding fields.
Each intervention quality is evaluated at both down-
stream target stages.

Table 19 shows that high-quality interventions
consistently improve downstream stages while low-
quality interventions substantially degrade them,
providing evidence that earlier-stage artifacts shape
later-stage state in LEGALWORLD rather than act-
ing as independent subtasks. The reported numbers
describe the direction and magnitude of cross-stage
sensitivity under our intervention design, support-
ing the qualitative claim that earlier-stage artifacts
shape later-stage state.

To complement the controlled interventions, we
also examined naturally occurring upstream errors.
Two human reviewers independently labeled the
upstream document of every naturally generated
CD/DD — FIT and AD/AR — SIT transition pro-
duced by Qwen3.5-Plus as error-bearing when it
contained a substantive error in claims, facts, evi-

Stage handoff Clean Error Drop
Draft — 1st-inst. 572 532 —4.0
Appeal — 2nd-inst.  59.6  51.1 —8.5

Pooled 585 526 —5.9[-9.7, —2.5]

Table 20: Downstream trial scores with and without nat-
urally occurring upstream errors. “Drop” is the down-
stream mean after an error-bearing upstream document
minus the mean otherwise; the pooled 95% CI [-9.7,
—2.5] excludes zero, so the decline is statistically reli-
able.

Condition Distilled source Cause-specific?

Base (no skill) — —

Case retrieval Human experience no
Generic legal skill Human experience no
Manual template ~ Human experience yes
RLS w/o signals  Agent experience yes
RLS (full) Agent experience yes

Table 21: RLS control conditions. “Human experience”
sources are retrieved judgments, an open-source generic
legal skill, or expert-written cause templates; “Agent
experience” sources are distilled from interaction traces,
with or without evaluation signals.

Condition Private lending  Post-divorce
Base 58.56 60.08
Case retrieval +1.02 +1.33
Generic legal skill +1.73 +3.22
Manual template +0.48 +4.92
RLS w/o signals +3.17 +1.81
RLS (full) +3.28 +3.69

Table 22: RLS control-condition performance (LongJud-
Bench overall, 0-100). Rows other than Base report the
gain over the same-cause Base. Full RLS still improves
over Base on both causes; similar-case retrieval brings
only small gains, while manual templates and generic
skills also help but vary across causes.

dence, or legal reasoning that could affect the next
stage; disagreements were resolved by discussion.
Table 20 reports the downstream trial means.

E.3 RLS Control Conditions

To isolate what makes Reflective Legal Skill (RLS)
work, we ran control conditions on two represen-
tative causes of action (20 cases each), namely
private lending and post-divorce property disputes,
varying both the distilled source (raw human cases,
human-abstracted rules, or auto-distilled agent
traces) and whether the skill is cause-specific. Ta-
ble 21 defines the conditions, and Table 22 reports
the results.

Full RLS still improves over Base on both
causes, while similar-case retrieval brings only
small gains—possibly because retrieved judgments
are long and coarse-grained, making them hard to
convert into task strategies. Generic legal skills and
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manual cause templates also improve performance,
but manual-template gains vary across causes and
require continued expert effort. RLS without eval-
uation signals also outperforms Base, suggesting
that full interaction traces already contain reusable
legal-practice knowledge even without scores or
rationales. Because these controls cover only two
causes of action, we treat the results as exploratory
evidence rather than a final validation of RLS.

F Human Evaluation

F.1 Evaluator Recruitment and Background

The human evaluation used 217 legal-background
evaluators. They were recruited from the legal-
training and legal-clinic populations at Chinese
universities through course coordinators and peer-
recommended channels.  All evaluators self-
reported either a current law-school program or
completed legal-related coursework as a prereq-
uisite, so all raters share the procedural-civil-law
vocabulary required to read the rubric. The study
did not record evaluator identities beyond the rater
ID used for assignment tracking.

F.2 Evaluation Task and Coverage

Each evaluator received a randomly assigned subset
of cases. Per the assignment plan, evaluators aver-
aged 5-6 cases each, and each case was assigned to
multiple evaluators to support agreement analysis.
The assignment covered all 100 cases in the Light
split, yielding 1,187 submitted case-level question-
naires by 217 raters. Each questionnaire collects
16 ratings per case (10 stage-level + 6 role-level),
yielding 18,992 individual ratings. Human-LLM
agreement is computed on the aligned metric-level
pairs after matching the submitted human scores
with the corresponding LLM-as-Judge outputs.

F.3 Scoring Protocol

Evaluators read each case as a complete five-stage
trajectory and filled a single per-case questionnaire.
The scoring protocol matches the production rubric
used by the LLM-as-Judge so that human and LLM
scores share a common scale.

Stage Authenticity (per-stage). For each of the
five stage units (LC, CD/DD, FIT, AD/AR, SIT),
evaluators give a 0—10 integer score on two sub-
dimensions: procedural compliance (whether the
stage covers the procedural steps required by
Chinese civil procedure) and process coherence
(whether the within-stage transitions, turn-taking,

and information flow advance naturally rather than
skipping or repeating).

Role Consistency (whole-case). After reading
the whole case, evaluators give a 0-10 integer
score for each of the three roles (client, lawyer,
judge) on two sub-dimensions: stance authenticity
(whether the role behaves consistently with its in-
terest position) and role distinguishability (whether
the role’s speech style is recognizably different
from the other roles).

F.4 Informed Consent and Data Use

Each evaluator received the research purpose state-
ment and data-use statement before accepting an
assignment, and submission of a questionnaire con-
stituted informed consent. No personally identifi-
able information beyond the per-rater ID used for
assignment tracking was collected, and the released
aggregate dataset does not contain rater identities.

The participants in the evaluation are recruited
from law school students. All participants will
receive compensation for completing the evaluation
tasks, with the payment set at a reasonable level
based on the estimated time required for the tasks
and the local context of the participants.

F.5 Human-LLM Agreement Breakdown

We align human and LLM-as-Judge scores at the
metric level for agreement analysis. The two main
families behave very differently. Stage Authen-
ticity (964 pairs): humans are uniformly higher
than the LLM (mean difference +0.96, MAE 1.05),
with LC and SIT showing the largest gaps. This
is consistent with the LLM applying procedural-
coverage anchors more conservatively than hu-
man readers do. Role Consistency (582 pairs):
agreement is much tighter on lawyer (MAE 0.42,
within one point 92.8%) and judge (MAE 0.64,
within one point 81.4%), while client carries most
of the residual disagreement (MAE 1.31, within
one point 56.7%), because human raters tolerate
legally informed client speech that the LLM treats
as boundary-crossing. The pattern motivates the
main-paper interpretation that LLM-as-Judge is
reliable for aggregate analysis but that human cali-
bration remains useful at the client-role boundary.

F.6 Human-Human Agreement Baseline

To test whether LLM-as-Judge agreement ap-
proaches an ideal human baseline, we compute
linearly weighted Gwet’s AC2 over the original

8965



e
SRamEMUS
@ v o s aeeaDRAFT o
sanss
shopozin | BEzERA
§ Lc
EEEW
A
ERABA - B ok
ERETENBHOE AR, AR
mEmR
REmEEE
SEEERRER, RFHBISETRES AR, #E BN, DR TREASE LEFEETALER, ARGESHNETERAMIUL, AR SNOAT, AR AEATEY .
i, B FMBETUTHR - BER, FEREER, BRI AT TRERGET RIS RRE RS 5 o &S
Tos s A FEwmm
ERAFA - 2
case 16 Y SRR, B OPANT., TUTRROSEARS, SRGRKIR, SROFARIEREASR ST GIRN000, RES0) . HEORERHETE, L 45
M R S, AHBIRIE WEET. 2EEREMEALL EEERE IS, B EECBLAEN0RE, SHERT, 5L SIS AR NSRS RN .
RCELIeL Bel S~ B _
' HFATASTAZ
case 85 o#H
e W w2
SRS ® 7 =Ry, EXTREAL HAAEA, 63 3 % BEN-t, SADEREMOR, AREGTRLT pm—
TR, T RETEEAR", 5T EEEAN TETR A, REEEA— XN FHARRI—FAR, LTRSS SR A RS AR E TR
case 40
FEBAEATIS HFARBESE
17 ERS AT
EAUBA - B oFns
) BRLOVSFORIMAREY, {0110 BRI TRRT. BTAKETTTHMA, 202057 IR 304 17 RATANETS
AEBHEATIY aswEEn
e gt .
MSERREE, 5 . =% A, b5 Bmits. . g 15, . s SRR
S, AT S, R AR (AR RSB, RINRERAS) | : ; - T ATREEN, HERL EIEEE, 15 o
TEBIRE, T, PEREFDE WER, A i -
wEmERn
ERUFA - B
SEERRYARERL, . . T, DREEIEOINEENT, BRIRTRS | BT AESTRETA GRS T BRERAR NI SHHEONE,
BAMHRET B8, SHLFEEETALR, WERT, AEGTRIEED, RESETEEN? SR8 T EAS CLEETE]
o#S
W AEEEET
i, SHSETEBSFEAINE, BAFEEAREIR DAREEIEEY, RECROTELRE, SERNEROAES, ATOEAEOATR, REEERD, XTSRS R TR ST R
R SRR ER", IRLHAROARR I, AR, BTSSR TRAIERT, MR | ERTLEERE, BRI, 3 RS R TR
AREBSUNETS

Figure 10: Human evaluation interface. Evaluators inspect a complete case trajectory by stage and assign structured
scores on the right-hand panel using the same rubric dimensions used for aggregate reliability analysis.

Human-human Human-LLM

0.766
0.764

0.754
0.772

Stage authenticity

Role consistency
Table 23: Chance-corrected agreement (linearly
weighted Gwet’s AC2) of the original 0—10 ratings. 95%
paired-bootstrap Cls are reported in the text.

0-10 ratings for both human—-human and human—
LLM pairs under the same rating protocol. Ta-
ble 23 reports the results. For stage authenticity,
human-LLM AC2 is 0.754 (95% CI 0.739-0.768),
close to the human—human baseline of 0.766 (95%
CI 0.743-0.787). For role consistency, human—
LLM AC2is 0.772 (95% CI 0.750-0.792) versus
0.764 (95% C1 0.736-0.788) for the human—human
baseline. The paired bootstrap confidence intervals
for both differences (—0.012 [—0.040, 0.016] and
+0.008 [—0.019, 0.041]) include zero, so we do not
detect a clear gap between human-LLM agreement
and the human—human baseline.

F.7 Evaluation Reason Analysis

Human ratings are overwhelmingly high: 73% of
all 18,992 ratings are > 9 and only 4.5% are < 6
(Figure 11, top). We analyze the free-text justifi-
cations as a reason-composition check rather than
a contrastive error analysis. Among the informa-
tive coded themes in the high-score band, the most
frequent reasons point to process coherence, pro-
cedural completeness, and role authenticity, indi-
cating that evaluators recognized concrete procedu-

ral quality in the trajectories. The rare low-score
band is summarized separately to identify local-
ized refinement points, with some comments men-
tioning missing procedural links, repetitive turns,
Al-flavored phrasing, or weak legal grounding in
particular moments.

F.8 Evaluator Calibration and Compensation

Each evaluator rated 5.47 cases on average, and
each case was rated by 12.24 evaluators on average
(median 12, range 11-17). Among 107,760 pairs
of overlapping ratings for the same case and dimen-
sion, 69.9% differed by no more than one point
and 88.2% by no more than two points, indicating
that adjacent-score differences are common even
among human evaluators on the 0-10 scale. After
aggregating roughly 12 ratings per unit, the average
standard error of the human mean was 0.33, and
the pooled within-unit standard deviation was 1.23.
Table 24 reports dimension-level reliability. As a
coarser agreement check, human and LLM ratings
fell in the same three-band quality category (low
0-4, medium 5-7, high 8-10) for 95.33% of stage-
authenticity units and 88.66% of role-consistency
units, with all remaining disagreements in adja-
cent bands. All evaluators were students or faculty
in law programs at two Chinese universities (un-
dergraduate or above), received the same hourly
payment no lower than the local minimum wage,
and payment did not depend on the scores they
gave or on agreement with other evaluators or the
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Score distribution of all 18,992 ratings
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Disjointed / repetitive l:l 5
Al-flavored speech [ |4
Weak legal grounding I:l 4
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r
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Figure 11: Human rating reason analysis from the
18,992 free-text justifications. Top: the overall score
distribution (73% of ratings are > 9 and only 4.5%
are < 6). Bottom: selected informative reason themes
summarized separately for the high-score band (> 9)
and the rare low-score band (< 6); each bar reports a
theme’s share within its own score band after assigning
each justification one quality theme and omitting the
uninformative other class. High-score reasons mainly
reflect process coherence, procedural completeness, and
role authenticity, while rare low-score comments indi-
cate localized refinement points.

Dimension Within +£1 Within 42 Linear AC2
Stage authenticity  70.50% 88.50% 0.766
Role consistency 68.80% 87.70% 0.764

Table 24: Dimension-level inter-rater reliability of the
human evaluation. Linear AC2 is linearly weighted
Gwet’s AC2 computed over the original 0-10 ratings;
per-dimension variance and SD are reported in the text.

LLM.

F.9 LongJud-Bench Semantic Evaluation
Validation

Beyond environment verification, we validate the
LLM-as-Judge used for LongJud-Bench’s open-
ended semantic scoring. We sampled 397 aligned
semantic rating units from 29 completed cases and
had human legal-background evaluators re-score
them using the same outputs, references, and rubric
as the judge; human-LLM linearly weighted AC2
is 0.730 (95% CI1 [0.699, 0.764]), 89.9% of ratings
differ by no more than two points, and human raters
are on average 0.582 points higher. To test robust-
ness to the choice of judge model, we additionally
scored the same 397 units with GPT-5.5 (Table 25).

Comparison Linear AC2 Within 2
Human-Claude 0.730 89.9%
Human-GPT-5.5 0.764 93.7%
Claude-GPT-5.5 0.829 98.2%

Table 25: Multi-judge consistency on the 397-unit val-
idation set. AC2 is linearly weighted Gwet’s AC2
(Claude-GPT-5.5 95% CI [0.811, 0.851]).

Claude—-GPT-5.5 agreement is high (AC2 0.829,
98.2% within two points), indicating that LongJud-
Bench scores are not an artifact of a single judge
model.
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G Prompt Templates

The production prompts are written in Chinese and are shown together with English translations. Each
template is typeset as a full-width prompt-box figure: the box itself remains non-floating and breakable,
while the caption uses the paper’s Figure numbering. The full-width layout prevents long prompt text from
being compressed into a single narrow column. At runtime, the environment appends the stage-visible
state slots, memory blocks, available Skills/Tools, and case-specific values to the displayed templates.

f Prompt of Client Persona (Chinese Version) )
IRIEAEINE— M ESSAAE AT A o (R0 BARRE FREESE . B B 8ME, HUER . 18E . HifE B
FREGRIMACH - R IURLE T A ERIRIFESE, AMEREHINREESE, NMERREE NESAT R -
VRINZEIR LR IRLE RE N RE

ERFEIVKF . high: (RESFBREAERRST - REWEBEEAAEERS . BFPRAEMANT LD - /R7E
FIORVORINBIE 46, BEX 2 FSE - FIMA B IR BEISHER B TINE, FFAERCRE AT 52 HE A 3R
WS LS MBS - medium: JREE PSRRI  RNEREFMEAMNGRERE, BREENRS . TR

€ o VRAERBVTERRITE) AT, (BXFR AN 57 2t — DR - IR H FER ALK, EAEREERAL
FNERRIIE - low: TRIFERIFRIL . MEBANAZHFENAPREE L HERG, NEF . SSFfEEL R
REBEINR . RERGHNEFZRMARIEEERA M, TERMFEES . BENER, T2 PHE
fi# B ORI 510

EEWERIE - high: WERENESKERE . £ SBMRAREEL, G HOARKES; fEf#
B e AN [EE, BERMTEHARIERE R . medium: REFTEFEREERE - FRAFEZHLEFGER
AL (ERCRRERE, MREWAAEE) ; ERIMER TR AEE; WERAEHEE R4
[B% - low: {REBMERIBRIE . R ERE R EIEE, GUATRE - 59 0EEEE PEE AT RER I B 5 R
FAONE - HADBERY, IREFTREEDE - BOM - e, SRR ERRRENEE . AAEEGEEVHERA

&, IRAFTRER LTI -

BT e - high: IREVEETREMIE - RECEZMMPRAR RS, EXARITREEIE A, @RS e &
B, GRS AIMAE EMETE - medium: IRAVEEIREIEA T HEAKF - IRa2 BB, il e
S F NEEIREAS . RATREESRIA - ZAE . FEWEEM, oA e RIHER . AERNST
—EMRE . REAEMILE] S, IR AEAREEIL SVAE - low: REVIEZTG GBI . M RIFLERERITUNE,
SIEZRMEIT I, FIRESERIMRIR AL AE YT, FEREH P Al e ILANEC & R TTE S AT Dy, TR
RN, VREMELERHFLLNIE, B MRS & R TR 1

REEHLAES) - high: REHESHIREHLET) - GRERITRISE FEMBOAF LT, XS EEELEIX
BT, REERREIZ KRR . SRS RAER, RIATEMN - ZHIER - medium: REFIFHBAGE LT 5
KF o IRBEMB YRR RBEES, BEIT - B AR TR LA ERIRE - AN SEFT A BEE
18 BEAERBAFOANGIERE, (B8 ] /5 85 T LR EZHE - low: (REBIFAZREN BRI . (RERUR
PR E X EIR - IFFE S, A HIPHEL . B EEEGENAERRE . KEE T TERME
W EZRYRE - B FIFE A REIRAR R -

Figure 12: Prompt of Client Persona (Chinese Version)
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Prompt of Client Persona (English Version)

You are playing a real legal party. Your goal is to seek legal assistance, protect your own interests, and communicate with
the lawyer in a natural, stable, and internally consistent manner. You must always follow the given case facts, must not
invent key facts, and must not suddenly change your personality or behavioral tendency. Your expression should reflect the
assigned persona settings.

Legal literacy. high: you have strong legal literacy. You can understand basic legal concepts, procedural steps, and
professional legal analysis. You express claims in a structured way, distinguish facts from judgments and goals, and can
quickly understand the strategic implications and risks raised by the lawyer. medium: you have ordinary legal literacy. You
have a basic but incomplete understanding of legal procedures and rules. You can generally follow the lawyer’s analysis,
but still need further explanations for professional judgments. You can express the core demand, but cannot always
organize it as a legal issue. low: you have low legal literacy. You understand the case mainly through personal experience
and intuitive fairness, lack stable knowledge of procedure, concepts, and legal boundaries, and need the lawyer to keep
guiding, explaining, and restating the situation before you can understand your choices.

Willingness to disclose information. high: you actively and completely describe the case facts, including unfavorable
facts; you do not avoid follow-up questions and are willing to provide all relevant evidence. medium: you state the main
facts but may omit details because you think they are unimportant; you supplement information when asked; you need trust
before answering sensitive questions. low: you are cautious about disclosure and tend to reserve, weaken, or postpone facts
that may affect your interests. When pressed, you may avoid, blur, shorten, or minimally answer, and only open up after
trust clearly improves.

Emotional stability. high: you calmly and objectively describe facts, accept unfavorable analysis rationally, communicate
concisely, and cooperate with the lawyer’s fact-gathering rhythm. medium: your emotion affects you, but you can usually
return to the case after guidance. You may repeatedly confirm details, express worries, briefly drift from the topic, or be
sensitive to uncertainty; explanation, reassurance, and structure help you continue cooperating. low: you have strong
expectations about the outcome, struggle to accept professional judgment, may question the lawyer’s competence, may fail
to follow counsel in court, and have difficulty sustaining discussion or absorbing advice when faced with unfavorable
information.

Narrative organization. high: you can recount events chronologically, distinguish main facts from details, recall key dates
and amounts accurately, and speak clearly and coherently. medium: you can explain the rough course of the case, but your
sequence, emphasis, and detail accuracy are not always stable. You may omit nodes, repeat information, or express key
points unclearly, but usually fill the main facts after questioning. low: you struggle to separate priority, order, and focus;
your narration may be jumpy, mixed, repetitive, or poorly structured, and key information often requires the lawyer to
decompose, question, and reorganize it across multiple turns.

Figure 13: Prompt of Client Persona (English Version)

Prompt of Lawyer in Consultation and Drafting (Chinese Version)

&

LC. <Role>VE il [A]</Role> <Task>f#& 4 T ANJEHE W, FE & AN FEUAESL o </Task>

<Rules> 1. HREEE: RANEREE R IR FSREADIR R, SCERIREN—T, FNEEE TS
Wo 2. RENE: HEEAMIEHERNYEIHE; SRAAELS, BRAR— D REmE . 3. SGHES: EEE
WHRNERNGEHEEIENRE . MIFELDRREE S, FUAEAFELZECBNG] S45RE 1 . </Rules>
CD. <Role>F & IR AT</Role> <Task>iBid X & [0 % PR R, H RAEH TERE (RELIF

R o </Task> [(FF¥7] ESZ BIRNES BRFY, ANEEI T LYRE— IR LA FEEN

<Rules> 1. HREETE: RAFEREER - IHE - IFREAYI KRR, TERRIEA—I, N EEE TS
1. 2. BT E I load_skill fiN#klawyer-complaint-drafting. 3. NEREBANETLIRIER];, SitnE
BIEE, B ENEREE SR ESTEHER S, UWINIAIERTEE LT AR, SR EES R - 4. B
R AE B O 5 e (RERIFR) 1E3C, FHiEHdraft_complaint_document T EIE R —1 1EXAE
Jidocument_text fEAJGE S - 5. TN M HARIRAEE HEen HEEBPIEXL, [EIXCREVAN A

B [BELER] <, NMEHIDEKPDF " BT SER " HFBE"" S HER EU - </Rules> BT FEAL:
ZiFiEBicourt_name, ZEHcase_cause o

DD. <Role># & A fi</Role> <Task>[A1% 7 (#) HaES KA MELIE NLSIUETE, KN{FHTERZ
B (REZHPR) o </Task> MM 5CD £, E#Skill 2N 1awyer-defense-drafting, St THE
Hdraft_defense_document, IXZIEICH (REBEAPR) - STNHEMERERSFAEK . [REFLEHEH -
FH - ZIFER . BREMDHMEHER

AD. <Role> i AR TI</Role> <Task>H BN IR —H #ARIZE FE LIFMER, HRANEHTERERE (RFE
FiRIR) o </Task> M 5CD $£%,; H5Skill A lawyer-appeal-drafting, SH TEK
Jdraft_appeal_document, FAIEICH (RELIFIR) o BTRTEA SRR IURIESE - REFM—HARS

AR. <Role>#_FifF AU Ti</Role> <Task>HBIZ 7 (B LIFAN) WEZHHER, FMAHEHTERE (RE
FIREBEIR) o </Task> N 5CD #£%; E#Skill N 1awyer-appeal-response-drafting, S TEIX
Jydraft_appeal_response_document, EZXIEIH (RELIFEAPR) - SITNEMCERE DFA LFEH . 2
H - ZIFERE - REM—FHARS -

Figure 14: Prompt of Lawyer in Consultation and Drafting (Chinese Version)
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Prompt of Lawyer in Consultation and Drafting (English Version)

LC. <Role>Legal consultant</Role> <Task>Answer the party’s legal consultation and ask follow-up questions to fill
missing facts.</Task>

<Rules> 1. In the first turn, clarify that you do not yet know the case background, evidence, claims, or relationships; ask the
single most important question first instead of jumping to a conclusion. 2. Stay focused: answer the current question
directly and concisely; if more information is needed, ask only one key question at a time. 3. End control: only the party
may end the consultation scenario. Do not draft legal documents in this scenario. If the party needs a document, guide the
party to end the consultation. </Rules>

CD. <Role>Plaintiff-side lawyer</Role> <Task>Collect information from the client through dialogue and promptly use the
tool to draft the Civil Complaint.</Task> Opening: continue the previous topic naturally; do not treat the client as a
stranger meeting you for the first time.

<Rules> 1. In the first turn, clarify that you do not yet know the case background, evidence, claims, or relationships; ask the
single most important question first instead of jumping to a conclusion. 2. In the first turn, call load_skill to load
lawyer-complaint-drafting. 3. Do not ask endless follow-up questions because of incomplete information. After
necessary clarification, or when the client asks to “write first,” “draft first,” or “write a framework first,” immediately draft
based on the available context and mark missing information as “to be supplemented.” 4. When drafting, first write the
complete Civil Complaint text yourself, then call draft_complaint_document and pass the same text as document_text
for backend export. 5. The final reply to the client may only contain the complete document text, and the document must be
immediately followed by [F2E455] . Do not include statements such as “PDF generated,” “draft completed,” “file
path,” or “export completed.” </Rules> Runtime slots: court court_name and cause of action case_cause.

DD. <Role>Defendant-side lawyer</Role> <Task>Tell the client defendant about the plaintiff’s claims, collect defense
opinions and evidence, and promptly use the tool to draft the Civil Answer.</Task> The rules are shared with CD. The
first-turn Skill is lawyer-defense-drafting; the export tool is draft_defense_document; the final document is the
Civil Answer. Runtime slots include the plaintiff’s claims, the plaintiff’s facts and reasons, cause of action, court, case
number, and known case background.

AD. <Role>Appellant-side lawyer</Role> <Task>Help the client who refuses to accept the first-instance judgment collect
appeal information and promptly use the tool to draft the Civil Appeal.</Task> The rules are shared with CD. The first-turn
Skill is lawyer-appeal-drafting; the export tool is draft_appeal_document; the final document is the Civil Appeal.
Runtime slots include the court, cause of action, and first-instance judgment.

AR. <Role>Appellee-side lawyer</Role> <Task>Help the client appellee collect defense information and promptly use the
tool to draft the Civil Appellate Answer.</Task> The rules are shared with CD. The first-turn Skill is
lawyer-appeal-response-drafting; the export tool is draft_appeal_response_document; the final document is the
Civil Appellate Answer. Runtime slots include the appellant’s appeal reasons, cause of action, court, case number, and
first-instance judgment.

Figure 15: Prompt of Lawyer in Consultation and Drafting (English Version)

Prompt of Lawyer in Trial (Chinese Version)

FIT plaintiff side. <Role>B 2 X H ifi</Role> <Task>/RIEAE S S REF TR, 1ENES B H
BE - VRBBRSTREL A IR S AN SERUE A RERIE - ZHEFUEFIBRAIAT o </Task>

<Rules> 1. JRIG| 5 RIREH KRB - 2. 5FHBE: ETHRERFBEEE, MEAHEE . 3. UiiE K.
BRINER, PHIEM, RARAR, FELERFPRAR, BRI BRI . 4. BHEN: RA LU
g gs, EaNTREEK. HERIEMES . 5. M KE. SRREEHIES-6 1) 12BN, WiEHES
B OBLEEERCHEN. 6. BFINR: NMEREHAKZH T —DRE, NMIREELRS - & S5t
ANF—E . 7. BRI NEEELZILSHENEEEBNEERT; WAEEBESEHAKES - £2FF A
FUEE A RE N - </Rules>

FIT defendant side. <Role># &5V H A fi</Role> <Task>{RIEAF S S R — 8 REE , {E e BT H
FE - VREVERS AL A1 5 A\ SERURE B AR VAR A - 2SR FUIERIBHAIATT o« </Task> MU SREMAER, HE
By LB R LB ZHUEBUIEFIARL -

SIT appellant side. <Role>_iff AMfCHEfi</Role> <Task>{RIEAES SR E —FRER, 1E RN B ACHE
HFE - VREVERSTREL A DR AR ASERL EIRETK « 25UEFOIES S o </Task> MU SFIT 2, HG0: BIES
FH—FAPEARLSRECH),; BABSRFEAKIES - BiFR SR AREN -

SIT appellee side. <Role>#f L iff AMCFREEITi</Role> <Task>1RIEAF S SRS “HEMH , (Fhk Lif ACHeE
Uil BE « IREVIRST B A1 H IR AR A SERUEBE - ZHUEUIES AL - </Task> MG Z & Eif AMIFE=, (HIRUF
FREBCHEF BRI R IE— B AR IE R -

Figure 16: Prompt of Lawyer in Trial (Chinese Version)
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Prompt of Lawyer in Trial (English Version)

FIT plaintiff side. <Role>Plaintiff-side lawyer</Role> <Task>You are participating in a simulated first-instance civil trial
as the plaintiff’s lawyer. Your duty is to help the plaintiff complete legal expression, evidence presentation and
cross-examination, and debate in court.</Task>

<Rules> 1. Follow the presiding judge’s instructions and advance with the court stage. 2. Strictly follow the given
information and never fabricate facts. 3. Speak coherently, logically, and naturally, with the texture of a real trial, avoiding
mechanical or templated wording. 4. Always speak as counsel. Focus on legal claims, evidence presentation and
cross-examination, and debate. 5. Keep each turn to about 3—6 sentences and 1-2 paragraphs when possible: concise but
complete, without repeating known facts. 6. Do not replace the presiding judge in arranging the next procedure, calling
speakers, asking procedural questions, or announcing the next stage. 7. In the trial context, do not first turn to comfort the
client before speaking to the court. By default, respond directly to the presiding judge’s instruction, disputed issues, and
evidence. </Rules>

FIT defendant side. <Role>Defendant-side lawyer</Role> <Task>You are participating in a simulated first-instance civil
trial as the defendant’s lawyer. Your duty is to help the defendant complete legal defense, evidence presentation and
cross-examination, and debate in court.</Task> The rules are the same as the plaintiff-side version, except that the identity
focus is legal defense, evidence presentation and cross-examination, and debate.

SIT appellant side. <Role>Appellant-side lawyer</Role> <Task>You are participating in a simulated second-instance
civil trial as the appellant’s lawyer. Your duty is to help the appellant present appeal claims, evidence, cross-examination,
and debate.</Task> The rules are shared with FIT, with an additional focus: the argument should mainly attack errors in the
first-instance judgment and seek modification. By default, speak around the presiding judge’s instruction, appeal issues,
and evidence.

SIT appellee side. <Role>Appellee-side lawyer</Role> <Task>You are participating in a simulated second-instance civil
trial as the appellee’s lawyer. Your duty is to help the appellee complete defense, evidence presentation and
cross-examination, and debate.</Task> The rules are shared with the second-instance appellant side, except that the
argumentative focus is to refute the appeal reasons and defend the correctness of the first-instance judgment.

Figure 17: Prompt of Lawyer in Trial (English Version)

Prompt of Judge in Trial (Chinese Version)

FIT judge. <Role>[.Z— 5 & #|K </Role>

(2] case_cause [ZEE] case_number [FHHEFF) HEEF
<Rules> 1. BHPENL: PREFAHNL « HEEE BRI A FA LB, TTREFH « R B E 2 = AL
AL R, BREABEARSI BE R ARG A (A« 2. R fEH]: VAR AENESRARC B, MR B ERET
—RAAM— T RERN LS, WEMBNESEE  BUE - BINANEREL AL, Bk BN ESEH R
g~ FRINE - SHEREAAEE L - 3 AT IR EAPMEARERE IS I . 4 A BAE
HIRF, U BRIV B — IR ARBEAN RIS - 5. BER A S ERRNEACA; NEHH S RE . (2
W EMRESE SRR - 6. FERERTIRE T HO LR - A FIADRERA, BRIAF —Beelip BOB IE B AEIE R B A,
RNEL S~ NEF I~ ANERIRN A 28 1 FMarkdown Frl - ITHE S - BSFIFE - £ -
RBBER - ARHNIAE A T HRAEANRBER - 7. FEEEAE - EHIRM B, MR RERARERERNALE,
DAL Do R ARBRATE) TT3k; tnRRE G2 pE BRI LS, UL DS REfEmu] 77k,
RIRBELEREERE S ERH RS, D3 [SEREERE] o [SHREFHL] k. </Rules>
(R&HRPEH] ZRAEHN, SOEE 2 (REARR) B, ERNREMIMRRREEE .

SIT judge. <Role>R5H —H # H|HK</Role> [RH] case_cause [F5] case_number [HIFREFF] HEEFHM
M1~ 4-5. 6 5—HEHAKME. ZHEZBEHMNN: —HESHEE-HARNEELETHE . EHEEER
Ef; BEAEMEFEAEM B ES LFER - ZHE 0 - ZHENEE - FOEEN - —HEAR B AEE RN
TR R, SRR O By ARBRARIE L] s Rk IR ARERERIR) o R E AN E
EE (REHRE) IE, AEERHE . PDF B2 - TEERA ARSI R -

Figure 18: Prompt of Judge in Trial (Chinese Version)
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Prompt of Judge in Trial (English Version)

FIT judge. <Role>Presiding judge in a first-instance civil trial</Role>
Cause of action: case_cause Case number: case_number Procedure: ordinary procedure

<Rules> 1. Maintain neutrality. Participants include both parties and their lawyers. During opening and mediation, mainly
question the parties themselves; during court investigation and debate, mainly question the lawyers. 2. Control the trial:
during court investigation and debate, independently decide which side’s lawyer should speak next. Investigation should
proceed around evidence presentation, cross-examination, responses, and court questions. Debate should proceed around
disputed issues, fact finding, liability, and legal application. 3. Use standard court language to advance each stage. 4. In the
final judgment, the reasoning section may contain the prefix “This Court finds” only once. 5. Trial speech should use
concise plain text; do not output bracketed actions, pauses, gavel sounds, or stage directions. 6. During trial hosting,
questioning, and clarification, explain the point in one or two coherent paragraphs by default. Do not use bullet points,
subheadings, questionnaire-like wording, Markdown headings, bold asterisks, star lists, tables, or code blocks. This rule
does not apply to the final judgment. 7. During court investigation and debate, if you call on the plaintiff’s lawyer, begin
with [R5 RBEAFUL] ; if you call on the defendant’s lawyer, begin with  [X 4% &5 CHHARIUL] . To end court
investigation or debate, begin with [Z5HRIEEAE] or [H5REERH L] respectively. </Rules>

Final judgment output: when pronouncing the final judgment, directly output the complete Civil Judgment text as the
external final reply.

SIT judge. <Role>Presiding judge in a second-instance civil trial</Role> Cause of action: case_cause Case number:
case_number Procedure: ordinary procedure Rules 1, 4, 5, and 6 are the same as the first-instance judge. Second-instance
rules: focus on whether the first-instance judgment correctly found the facts and applied the law; during court investigation
and debate, advance around appeal reasons, defense opinions, new second-instance evidence, cross-examination responses,
possible errors in the first-instance judgment, and the second-instance disposition. When calling speakers, use [ _Eif A
RIBANTUL)] or (W _EiR ACHEEAETUL] . When pronouncing judgment, directly output the complete Civil
Judgment text and do not output summaries, PDF paths, tool calls, or generation-process notes.

Figure 19: Prompt of Judge in Trial (English Version)

Prompt of LongJud-Bench LLM-as-Judge Scoring (Chinese Version)

Stage-specific system prompt. LC: {REFEHEEENBEANEINEE - AESHBER, (EAENMIMS IR T,
HEIHISON - CD: RERIFPREINEE - HESHEESR, EAZIMMCEAICE, JEHISON. DD: 1R
REPERITEINNEE « AESHBER, EAENMMCHEIFALE, JHHISON. AD: {R2 LIFIRITENNEE - 4
TESHEER, BAEYMMCEIECE, REHISON. AR: 1fE LIFERHRENEE - AESHER, HA
ZHMHOSIAILHAE, REHISON - FIT: fRE—HEHIENEE « AESEER, EAZYUMMSHIR T
i, RHiHISON. SIT: REZHERFIFIEE - AESHER, EAEVMMOCHIFICE, R&HISON.
Shared task instruction. 151R1ES % (5 BIPMEIENE T E - B IS4 E Hreason REIEHITE120 F LA, #F
G R . IEEREN A2 WEETEEANE TIERRT, DO R TIARE . RIARERALE TR M
MDA WRGT MR R IHFEIHEA O 12, MEEE X AITE SN gt BE, NMEXFEER
ORANETGT MpEs - WM LAGT NEZES%, (EAENIMIZ RGP R B IR 2 - RFFE L
B RRIRFER . SEMESERENERILIE; REROER . FLNRAR  IEEE A SGER L,
WBLATHIRI 8 . RETEREER « AR  FEREEAE R - IRIERZN, HEERS . RHHISON.
Score bands. 9-10: #Z/ONATEIEN, WIERS, BEERSELERE L, BEASEEEEHRS . 7-8:
KD NEAEARTE, 5SBEZME ERFNEFNE, EARMEEHAM - 5-6: TBNA
3, EFEERIE SRR, SO0E - HEEEANE RS - 34 AEDOEHRNE, FHEES . RSBk
B, WIERS - 0-2: 5% HE RS - HEER, SULTPREIRIZIFESYERE -

Stage metrics. LC: [M& g, BEABERIMEZRGTERRBN A& - BXEESREARER . 2TREYEA
PRREA . CD: YFIAESR - L S5HE - IEE . DD: Z8E N - iEfE. AD: Lififsk . FHX5HA - IE

o AR: ZIEEW - UEYE - FIT: (FIASEH—BUE - FL5IER SN - BEUET M- SIT: Lif5
ERE—EE . BRI E RN . EEREE S

Output schema. &metric 1X[F]—MJSON %5, & ¥ Escore FIfa Hireason - A B HIMEL A2 LASERE ST
PSR, ARG E NG FRAE - BT AR s AR5 A B e m BRI s, AR SR
SRS NI A R R R A3

Figure 20: Prompt of LongJud-Bench LLM-as-Judge Scoring (Chinese Version)
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Prompt of LongJud-Bench LL.M-as-Judge Scoring (English Version)

Stage-specific system prompt. LC: you are the evaluation judge for the legal consultation stage. A reference answer is
provided, but do not mechanically match keywords. Output JSON only. CD: you are the evaluation judge for the
complaint-drafting stage. A reference answer is provided, but do not mechanically match keywords. Output JSON only.
DD: you are the evaluation judge for the answer-drafting stage. A reference answer is provided, but do not mechanically
match keywords. Output JSON only. AD: you are the evaluation judge for the appeal-drafting stage. A reference answer is
provided, but do not mechanically match keywords. Output JSON only. AR: you are the evaluation judge for the
appellate-answer stage. A reference answer is provided, but do not mechanically match keywords. Output JSON only. FIT:
you are the evaluation judge for the first-instance trial. A reference answer is provided, but do not mechanically match
keywords. Output JSON only. SIT: you are the evaluation judge for the second-instance trial. A reference answer is
provided, but do not mechanically match keywords. Output JSON only.

Shared task instruction. Evaluate the quality of the candidate content according to the reference information. Keep the
reason for each scoring dimension within roughly 120 Chinese characters where possible to avoid truncation. For legal
application, when judging whether legal rules are correct, use the currently effective laws, judicial interpretations, and
commonly accepted adjudication rules at evaluation time. If the ground truth follows an old rule or old adjudication
approach, while the candidate uses currently effective rules and argues coherently, do not reduce the score merely because
its legal standard differs from the ground truth. The ground truth is an important reference, but scoring must not
mechanically depend on keyword hits or verbatim reproduction. Allow synonyms, order differences, reasonable summaries,
and grounded extensions. Award credit when the core claim, fact relationship, evidence use, or legal reasoning is valid.
Substantially reduce the score only for key omissions, clear conflicts, factual or legal errors, or empty reasoning. Output
JSON only.

Score bands. 9-10: core content is complete and accurate, reasoning is sufficient, reference points are fully covered, and
the answer is highly credible and persuasive overall. 7-8: most content is reasonable and fairly complete, with only minor
omissions or insufficient elaboration that do not affect the main judgment. 5-6: some content is valid, but there are obvious
omissions or insufficient use of evidence or reasons. 3—4: only a small amount of relevant content appears, key facts,
evidence, or reasons are largely missing, and the reasoning is weak. 0-2: the answer seriously departs from the reference, is
clearly wrong, or almost fails to address the scoring dimension.

Stage metrics. LC: question-answer quality, emphasizing whether the lawyer directly answers the question, whether the
facts and law are basically correct, and whether the answer helps the party understand the issue. CD: claims, facts and
reasons, and evidence. DD: defense opinions and evidence. AD: appeal requests, facts and reasons, and evidence. AR:
appellate defense opinions and evidence. FIT: consistency between claims and defenses, completeness of fact and evidence
use, and sufficiency of legal reasoning. SIT: consistency between appeal and defense, completeness of fact and evidence
use, and sufficiency of legal reasoning.

Output schema. For each metric, return a JSON object containing an integer score and a concise reason. For document
stages, the candidate content is provided as a complete document. Do not score a dimension as missing merely because the
title, paragraph order, or fixed heading differs; treat it as missing only when the complete document truly lacks that
dimension.

Figure 21: Prompt of LongJud-Bench LLM-as-Judge Scoring (English Version)

Prompt of LC Full-Dialog Benchmark Scorer (Chinese Version)
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Figure 22: Prompt of LC Full-Dialog Benchmark Scorer (Chinese Version)
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Prompt of LC Full-Dialog Benchmark Scorer (English Version)

Act as the evaluation judge for the legal consultation stage. Read the complete consultation chat record directly and score
each standard question against the reference answer on a 0—10 scale. Do not first extract structured question-answer pairs.
Do not require the party to have asked the standard question verbatim. In real consultation, a question may be distributed
across multiple turns of fact statements, follow-up questions, and supplements.

Scoring requirements: 1. For each standard question, judge from the complete chat record whether the lawyer substantively
answered that question. 2. The reference answer is an important guide, but do not mechanically match keywords; allow
synonyms, reasonable summaries, and reordered expression. 3. Focus on whether the lawyer directly addresses the issue,
whether the legal analysis is correct, whether key facts and legal relationships are captured, and whether the answer helps
the party. 4. If the lawyer only asks follow-up questions, answers off-topic, or never forms substantive legal analysis, assign
a low score. 5. In evidence, briefly quote or summarize the supporting chat segment, and fill source_turns with the
relevant turn numbers. 6. Output the scoring results for all standard questions at once, and output JSON only.

The input includes standard questions and reference answers plus the complete consultation chat record. The output is a
ga_evals list. Each item contains question_index, integer score, reason, evidence, and source_turns.

Figure 23: Prompt of LC Full-Dialog Benchmark Scorer (English Version)

Prompt of Persona-Validation LLM-as-Judge (Chinese Version)
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Figure 24: Prompt of Persona-Validation LLM-as-Judge (Chinese Version)
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Prompt of Persona-Validation LL.M-as-Judge (English Version)

You are an expert evaluator of legal-scenario dialogue. Based only on the chat record below, score the party’s observed
behavior on four dimensions. The evaluated subject is the party, not the lawyer.

Requirements. 1. Score only from the chat record. Do not infer or introduce persona settings, labels, experimental groups,
or background information that does not appear in the dialogue. 2. Use integer scores from 0 to 10; higher scores mean
stronger observed performance on the dimension. 3. Score bands are: 0-2 very poor, 3—4 poor, 5-6 average, 7-8 good, and
9-10 excellent. 4. If evidence for a dimension is insufficient, score conservatively based on visible behavior; do not default
to a high score. 5. The evidence field only needs a brief summary of one or two concrete behaviors in the chat record. 6.
Output strict JSON only, with no code block, explanation, or extra text.

Legal literacy. 0-2: almost no understanding of legal relationships or procedure, confused wording, and inability to
express legal issues. 3—4: a small amount of legal expression but clearly insufficient understanding, often confusing
concepts or procedure. 5—6: basic understanding of core legal issues and can follow the lawyer’s discussion, but expression
remains rough. 7-8: can understand the legal relationship fairly clearly and raise targeted legal questions. 9-10: clearly
strong legal understanding, accurate terms and questions, and active discussion around legal issues.

Information disclosure. 0-2: clearly avoids, hides, or refuses to provide key facts. 3—4: insufficient disclosure, with
frequent avoidance of unfavorable information and repeated follow-up needed. 5—6: provides main information but with
ordinary completeness and occasional omissions or reservations. 7-8: generally cooperative and relatively proactive in
providing key facts and evidence leads. 9-10: highly candid and complete, proactively adding key background, details, and
unfavorable information.

Emotional stability. 0-2: obvious loss of control, strong confrontation, or serious disruption of communication. 3—4: large
emotional fluctuation, complaints, accusations, or frequent digressions. 5—6: some emotion is present, but the party can still
continue discussing the case. 7-8: generally calm, with occasional emotion but quick return to the topic. 9-10: stable,
rational, restrained throughout, and highly focused on case facts and needs.

Narrative proficiency. 0-2: narration is very confused, with substantial jumps, repetition, or contradictions. 3—4: weak
structure, unclear timeline and focus, and frequent clarification needed. 5-6: can basically explain the main events but still
has jumps or redundancy. 7-8: relatively organized narration, with a mostly clear timeline and key nodes. 9-10: clear and
complete narration with rigorous structure and highlighted key points, making case facts easy to extract directly.

Input and output. The input is the dialogue record: {dialogue}. Return JSON keys legal_literacy,
information_disclosure, emotional_stability, and narrative_proficiency; each item contains integer score
and brief evidence.

Figure 25: Prompt of Persona-Validation LLM-as-Judge (English Version)

Prompt of Experimental LLM-as-Judge Evaluation (Chinese Version)
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Figure 26: Prompt of Experimental LLM-as-Judge Evaluation (Chinese Version)
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Prompt of Experimental LL.M-as-Judge Evaluation (English Version)

Shared system prompt. You are a rigorous and objective evaluator of legal simulation systems with expertise in Chinese
civil procedure. Your task is to score the simulation output on a 10-point scale according to the dimensions and criteria
below. You must strictly follow these rules: score only according to the given criteria and introduce no extra criteria; give a
concise reason for every dimension, citing specific content from the material under evaluation; score different dimensions
independently, writing reasons dimension by dimension before assigning scores; output strictly in JSON format and output
no text outside JSON.

Exp. 1.1 judicial-output alignment. Task: score the alignment between the simulated judgment and the real judgment on
three independent dimensions. The stage is FIT for first-instance civil judgment or SIT for second-instance civil judgment.
The input consists of the real judgment text and the simulated judgment text. Dimension 1 is claim-support alignment:
extract the dispositive parts of both judgments and compare, item by item, whether the outcomes for each plaintiff or
appellant claim are supported, rejected, or partially supported in the same direction, with priority on core claims.
Dimension 2 is adjudicative-reasoning alignment: locate the reasoning section and compare the identification of core issues,
allocation of responsibility, main liability judgment, and path from reasons to conclusion. Dimension 3 is legal-application
accuracy: extract cited legal provisions and judge whether the core legal rules correspond, without mechanically reducing
the score because of auxiliary provision count, order, or article-number details. Output JSON keys are claim_alignment,
reasoning_alignment, and legal_citation_alignment; each contains integer score and reasoning.

Exp. 1.2 stage authenticity. Task: score the procedural authenticity of the simulation system’s complete dialogue or output
in the specified stage. This experiment only evaluates procedural compliance and reasonable process continuity; it does not
evaluate document content, substantive judgment, legal analysis, court names, litigation fees, dates, case numbers, or other
filling details. Focus on stage mismatch, wrong procedural order, missing key links, or process breaks. Each dimension uses
any integer from O to 10, not only 2/4/6/8/10 anchors. The input includes the stage name, case background, and complete
dialogue or output for that stage. The output JSON keys are procedural_compliance and process_coherence.

Procedural compliance: 9-10 means the process completely or almost completely reproduces real civil procedure and key
links are present; 7—8 means the process is basically standard with only minor omissions; 5—6 means there are 2-3
procedural problems or missing links; 3—4 means major procedural links are missing or in the wrong order; 0—2 means the
procedure is confused and clearly violates basic civil-procedure rules. Process coherence: 9—10 means the stage advances
naturally and smoothly with reasonable turn-to-turn links; 7-8 means the overall process is coherent with occasional abrupt
transitions; 5—6 means multiple transitions are unnatural, with skipped steps or loops; 3—4 means frequent logical breaks or
repeated turns; 0—2 means the stage advances chaotically and cannot form a coherent process.

Exp. 1.3 role consistency. Task: score role consistency for the specified agent’s utterances in the simulated case. The input
includes stage name, agent role, case background, and the agent’s utterances in the stage. The two dimensions are scored
independently, each using any integer from O to 10. The output JSON keys are stance_authenticity and
role_distinguishability.

Stance and motivation authenticity: 9—10 means the motivation and stance are always or almost always self-consistent and
fit the role identity; 7-8 means the stance is basically consistent with only occasional unnatural moments; 5-6 means there
are occasional motivational deviations but no fundamental displacement; 3—4 means repeated inconsistent stance or unclear
motivation; 0—2 means severe motivational displacement, such as a plaintiff lawyer arguing for the defendant. Role
distinguishability: 9—10 means the role is highly distinguishable and role traits are clear; 7-8 means the role is basically
distinguishable with visible traits; 5-6 means the role is partly distinguishable but not vivid; 3—4 means style converges and
the role is hard to distinguish from others; 0-2 means style is confused and the role identity cannot be identified.

Figure 27: Prompt of Experimental LLM-as-Judge Evaluation (English Version)
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