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Abstract

Evaluating data-text alignment remains chal-
lenging: existing metrics often provide lim-
ited explanations for the scores, while prompt-
based LLM-as-Judge methods can be expen-
sive and unreliable. We present an end-to-end
explainable evaluation metric that fine-tunes a
language model to identify omitted, extra, in-
correct, and correct data units in a data-text
pair. These local judgements are aggregated
into precision, recall, and F1 scores, provid-
ing both fine-grained diagnostic feedback and
an interpretable measure of alignment quality.
Across benchmarks, our fine-tuned models out-
perform LLM-as-Judge methods in error pre-
diction and achieve competitive precision, re-
call, and F1 scores, while maintaining strong
correlation with human judgements. Beyond
evaluation, our verifier outputs also provide
useful feedback signals for downstream cor-
rection and refinement, supporting alignment-
oriented improvement of data-to-text and text-
to-data. Code and resources are available at
https://github.com/guihuzhang/xqdt.

1 Introduction

Reliable bidirectional evaluation of data-text align-
ment is essential in data-to-text and text-to-data
tasks, where structured data and text should faith-
fully express the same information. We propose
XQDT (EXplainable and Quantitative Data-Text
Alignment), a novel metric for explainable evalua-
tion of consistency between structured data D and
English text T . We assume that D is composed of
atomic data items, and that T is either a verbalisa-
tion of D (for data-to-text) or a text from which D
is derived (for text-to-data).

Unlike overlap-based or reference-based met-
rics (Papineni et al., 2002; Banerjee and Lavie,
2005), classification-based (Dušek and Kasner,
2020; Zhang et al., 2023) and regression-based
metrics (Martinez et al., 2025), which ultimately

produce only scores, or methods that rely on mul-
tiple expensive LLM calls to generate explana-
tions (Wang et al., 2023; Xu et al., 2023; Huidrom
et al., 2025), our approach is both explainable and
quantitative. It predicts explicit labels (omitted, ex-
tra, incorrect, correct) for individual data units, and
aggregates these local predictions into precision,
recall, and F1 scores.

Figure 1 illustrates the output of XQDT on an
example data-text pair. By grounding evaluation
in the structured data D, each input unit can be di-
rectly inspected to determine whether it is correctly
verbalised, omitted, or incorrectly realised, while
unsupported text content is separately identified
as EXTRA. The resulting predictions are explicit
and localised, and can also be reused as signals for
downstream correction and refinement.

We make three contributions:

• We introduce XQDT, a metric that provides
both fine-grained explanations of data-text
mismatches and quantitative scores in terms
of precision, recall, and F1.

• We evaluate XQDT on ground-truth error la-
bels and against human annotations across
multiple datasets (KELM, WebNLG, and
E2E) and settings, including synthetic data,
model outputs, and manually validated noisy
data-text pairs.

• We show that the verifier outputs produced
by XQDT can be used as feedback signals
for downstream correction and refinement for
both data-to-text and text-to-data.

2 Related Work

Metrics for Data-Text Alignment. Prior work
evaluates data-text alignment with NLI-based en-
tailment (Dušek and Kasner, 2020), question gener-
ation and answering (DQE, Rebuffel et al., 2021),
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Input

DATA D:
1. ⟨Marie Curie, birth place, Warsaw⟩
2. ⟨Marie Curie, discovered, radium⟩
3. ⟨Marie Curie, birth year, 1867⟩
4. ⟨Marie Curie, field, radioactivity⟩
5. ⟨Marie Curie, death year, 1934⟩

TEXT T :
“Marie Curie was born in Krakow in
1867. After moving to Paris, she con-
ducted research in radioactivity and
discovered radium with her husband
Pierre Curie.”

Model Prediction
[INCORRECT] Data item 1:
Warsaw → Krakow (birth place error)
[CORRECT] Data item 2: discovered radium
[CORRECT] Data item 3: birth year 1867
[CORRECT] Data item 4: field radioactivity
[OMITTED] Data item 5: ⟨Marie Curie,
death year, 1934⟩ is not in text
[EXTRA] Text content: ⟨Marie Curie, moved
to, Paris⟩ is not in data
[EXTRA] Text content: ⟨Marie Curie, hus-
band, Pierre Curie⟩ is not in data

Metrics
ERROR COUNTS:
|Correct| = 3
|Incorrect| = 1
|Omitted| = 1
|Extra| = 2

PrecisionD2T = RecallT2D
3

3 + 2 + 1
= 0.50

RecallD2T = PrecisionT2D
3

3 + 1 + 1
= 0.60

F1D2T = F1T2D
2× 0.50×0.60

0.50+0.60
= 0.55

Figure 1: Example of our fine-grained explainable evaluation for data-text alignment. The model assigns labels
(Correct, Incorrect, Omitted, Extra) to each input data unit and identifies extra content units in the text. These
fine-grained local judgments are then aggregated into precision, recall, and F1 scores as shown in Equations 1, 2.

Localisation Scores

Method Omitted Extra Incorrect Precision Recall

NLI △ ✗ △ ✓ ✓
DQE △ △ △ ✓ ✓
FS △ ✗ △ ✗ ✓
MonoLR ✗ ✗ ✗ ✓ ✓
XQDT ✓ ✓ ✓ ✓ ✓

Table 1: Comparison of metrics in terms of scoring
and localisation capabilities. △ denotes indirect local-
isation signals without explicit unit-aligned labels.

triple-level recall-oriented scoring (FactSpotter,
Zhang et al., 2023), and direct regression of pre-
cision, recall, and F1 (MonoLR, Martinez et al.,
2025). DQE is effective but relies on multi-step
question generation and answering, FactSpotter is
better suited to recall than to unsupported content,
and MonoLR predicts aggregate scores without ex-
plicit unit-level localisation. Recent work also ex-
plores LLM-based evaluation, including prompted
judges, distillation of LLM feedback into learned
metrics, and meta-evaluation of judge protocols
(Wang et al., 2023; Xu et al., 2023; Huidrom et al.,
2025), while separate evaluations identify limi-
tations in LLM compositional relation reasoning
(Zhao and Zhang, 2024). As summarised in Table 1,
our method differs in jointly providing unit-level
localisation of omitted, extra, and incorrect content
with precision, recall, and F1 estimates.

Atomic verification also underlies long-form fac-
tuality metrics. FActScore (Min et al., 2023) de-
composes generations into atomic facts and verifies
each fact against a knowledge source, while SAFE
(Wei et al., 2024) combines atomic decomposition
with search-augmented verification. Structured dis-

course representations further enrich atomic facts
with discourse relations for interpretable cross-text
factual consistency verification (Zhang et al., 2025).
XQDT instead addresses bidirectional alignment
with a given structured input: Correct, Omitted, and
Incorrect units are anchored in the input, whereas
Extra units must be discovered and localised from
the text because they are absent from the input.

Feedback for Data-to-Text and Text-to-Data.
Alignment signals can also be used as feedback
to improve both data-to-text and text-to-data sys-
tems. Prior work studies iterative refinement with
LLM feedback (Madaan et al., 2023; Gero et al.,
2023), fine-grained step-level preference optimisa-
tion (Zhao et al., 2026), omission-oriented recov-
ery for text-to-data generation (Han et al., 2024),
and preference- or reward-based optimisation for
structured prediction and data-to-text generation
(Li et al., 2025; Song and Gardent, 2025). These
results suggest that a verifier that localises omitted,
extra, and incorrect content can provide practical,
fine-grained supervision signals beyond evaluation.

3 Method

3.1 Fine-Grained Explainable Evaluation

As illustrated in Figure 1, given a data-text pair
(D,T ), our model outputs the differences between
the two by predicting triples annotated with a la-
bel indicating: whether a triple in D is correctly
verbalised in T (Correct); whether it is in D but in-
correctly verbalised in T (Incorrect); whether it is
in D but not verbalised by T (Omitted); or whether
a triple expressed in T is absent from D (Extra).
Correct, Omitted, and Incorrect units are anchored
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in D, whereas Extra units must be recovered from
T because no corresponding input unit exists. See
Appendix A for detailed label definition.

3.2 Quantifying Recall, Precision, and F1

Quantitative scores are obtained by aggregating the
labels on each data unit into PRECISION, RECALL,
and F1 scores as follows.

P =
|Correct|

|Correct|+ |Extra|+ |Incorrect| (1)

R =
|Correct|

|Correct|+ |Omit|+ |Incorrect| (2)

The F1 score is F1 = 2×P×R
P+R . When evaluating

a text with respect to some data (D as input, T
as output), P measures how much of T is faithful
to D (penalizing hallucinations and inaccuracies),
while R measures how much of D is captured in
T (penalizing omissions and inaccuracies). An
INCORRECT unit affects both scores: it is not a cor-
rectly covered input unit, lowering recall, and it is
an inaccurate realised unit in the output, lowering
precision. By contrast, OMITTED units affect recall
only, and EXTRA units affect precision only. Equiv-
alently, the recall denominator counts all input units
(|Correct|+ |Incorrect|+ |Omitted|), whereas the
precision denominator counts all realised output
units (|Correct|+ |Incorrect|+ |Extra|).

3.3 Data Sources

We use three datasets of aligned data-English text
pairs in our experiments: WebNLG 3.01 (Cas-
tro Ferreira et al., 2020), a dataset of 45K data-text
pairs where the data is a DBPedia graph and the text
has been crowdsourced and verified to match the
content of the corresponding graph; KELM (Agar-
wal et al., 2021), a silver corpus of 18M generated
data–text pairs produced by a T5 model verbalis-
ing Wikidata triples; and E2E (Novikova et al.,
2017), 42K data-text pairs describing restaurant
recommendations. We use the cleaned version of
this dataset (Dušek et al., 2019). WebNLG 3.0 and
cleaned E2E provide the aligned pairs used to con-
struct the synthetic training and error-detection test
sets. KELM contributes additional data units to
one Omitted perturbation and serves as the natu-
rally noisy silver corpus in our human evaluation.
For correlation analyses, we use 4L-RP-Human,
the WebNLG 2020 and 2017 human evaluations,

1https://gitlab.com/shimorina/webnlg-dataset/
-/tree/master/release_v3.0

and E2E human judgements; Appendix D describes
these resources in detail.

3.4 Implementation

The XQDT model is a Transformer-based genera-
tive model fine-tuned on synthetic data composed
of (D,T,E) triples where D is a set of triples, T is
a text and E is a set of labeled triples highlighting
the differences between D and T as specified in
section 3.1. We train and test XQDT evaluation
models on two benchmarks: WebNLG and E2E.
We also use KELM silver data for an evaluation
comparing the model predictions with human an-
notations of the difference between text and data.

3.5 Data Construction

We create the training data by applying pertur-
bations on data-text pairs from two benchmarks
where data and texts are semantically aligned:
WebNLG and E2E. The gold data-text pairs pro-
vide CORRECT examples. We then create labelled
data for INCORRECT, OMITTED and EXTRA cases
using perturbations designed to simulate each er-
ror type. Across all perturbations, we preserve a
semantic connection to the original pair so that
negative examples remain plausible and cannot be
detected from topical mismatch alone. These per-
turbations are summarised in Table 2 and described
in more detail as follows.

Omitted. To create data-text pairs where some
data is OMITTED i.e., present in D but not in T ,
we apply two types of perturbations: (1) extending
a gold data-text pairs with related data; (2) adding
newly fabricated triples.

(1) Extending a gold data instance with related
data from existing dataset. Given ⟨(D1, T1), D2⟩
where (D1, T1) is sampled from either WebNLG
or E2E, D2 is a data unit from WebNLG, KELM
or E2E such that there is no triple in D2 that is also
in D1, we create a new instance (D1∪D2, T1) and
label all triples di ∈ D2 as OMITTED. To ensure
that D2 is semantically related to D1, we adopt
a relatedness-controlled selection strategy. First,
we retrieve a candidate graph D2 that shares at
least one entity or predicate with D1. This mimics
realistic scenarios where data-to-text models fail to
verbalise related but distinct information, or text-
to-data models which generate extra but related
data units. Second, we apply an overlap-filtering
mechanism to avoid near-duplicate triples. For
each triple in the candidate graph, we compute its
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Gold Data Data Perturb Text Perturb Description

Correct
(D,T ) D̃ = D T̃ = T Keep gold data

Omitted
(D1, T1), D2 D̃ = D1 ∪D2 T̃ = T Merge two data, keep one text
(D,T ) D̃ = D ∪ {d+} T̃ = T Fabricate data items, keep the text

Extra
(D1, T1), (D2, T2) D̃ = D1 T̃ = T1∥T2 Merge two texts, keep one data
(D,T ) D̃ = D \ {d−} T̃ = T Drop data items, keep the text

Incorrect
(D,T ) D̃ = (D \ {di}) ∪ {d̃i} T̃ = T Modify data items, keep the text

Table 2: Perturbations used to create the synthetic data. (D,T ), (D1, T1), (D2, T2) are data-text pairs from
either E2E or WebNLG. D2 in the first Omitted construction is sampled from E2E, WebNLG, or KELM.

element-wise overlap with all triples in D1, defined
as the number of matching elements across subject,
predicate, and object. Any triple sharing two or
three elements with any triple in D1 is discarded.
Finally, to maintain realistic data sizes, we cap D2

to at most four triples. If more than four eligible
triples remain after filtering, we randomly sample
between one and four to prevent artificially large
omission sets. The resulting D2 distribution is
relatively uniform across sizes: 29.5% containing 1
triple, 24.8% containing 2 triples, 24.4% containing
3 triples, and 21.3% containing 4 triples.

(2) Adding newly fabricated triples to a gold
data-text pair. This perturbation introduces coun-
terfactual triples that are not present in T1 but are
semantically plausible. To generate such triples,
we first randomly select a triple from D1, and then
modify two of its fields while keeping a semantic
anchor in the remaining field: either by fixing the
predicate and altering both subject and object, or
by fixing one entity and altering the other entity
together with the predicate. This ensures that each
new triple maintains a connection to D1 while still
diverging from the text.

Candidate replacements for entities and predi-
cates are selected from a semantic neighbourhood
constructed through co-occurrence statistics: two
predicates are considered related if they ever share
a subject or an object in WebNLG, E2E or KELM,
and two entities are related if they have ever been
connected with the same predicate. This yields a
pool of alternatives from similar semantic domains.
To prevent replacements that are overly close to the
original element, we further filter these candidates
using BGE-1.5-Large (Xiao et al., 2024), retaining
only the top 30 neighbours whose cosine similarity
to the original element is below 0.65. If an element

has no neighbours under the co-occurrence crite-
rion, we compute its similarities with the pool of
all predicates or all entities and select from the top
30 candidates below the threshold. The resulting
triple d+ remains semantically coherent with D1

while not being expressed in T1, and is therefore
labelled as OMITTED.

Extra. Symmetrically to OMITTED triples, EX-
TRA triples are expressed in T but absent from D.
We construct these cases in two complementary
ways from gold WebNLG or E2E pairs: either re-
move triples from the gold data while keeping its
text unchanged, or concatenate two related texts
while retaining only one graph as input. Triples
expressed in the resulting text but absent from the
resulting data are labelled as EXTRA.

Incorrect. To create instances with INCORRECT

triples, we modify only the data side and keep the
text unchanged. Given a gold pair (D,T ), we se-
lect di ∈ D, replace it with a modified triple d̃i,
and create ((D \ {di}) ∪ {d̃i}, T ). The modified
triple d̃i is labelled as INCORRECT. We obtain d̃i in
two ways. We either replace one element of di with
a semantically related but distinct alternative from
the same candidate pool used to synthesise Omitted
triples, or swap its subject and object while keeping
the predicate unchanged. This operation mimics a
common failure mode of data-to-text and text-to-
data models assigning the arguments to the wrong
positions. Triples with symmetric predicates2 are
excluded from this perturbation as reversing their

2Symmetric relation examples: “synonym”, “opposite of”,
“coincident with”, “interacts with”, “partner”, “relative”,
“related category”, “connects with”, “twinned body”, “dif-
ferent from”, “the same as”, “sibling”, “adjacent station”,

“shares border with”
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arguments does not meaningfully alter the seman-
tics of the triple.

Error Combination. Each deviation type (OMIT-
TED, EXTRA, INCORRECT) is sampled indepen-
dently through Bernoulli trials (Feller, 1957), al-
lowing multiple perturbations to co-occur within
the same example. To prevent duplicated or logi-
cally incompatible modifications, we enforce the
following ordering across operations. First, triples
introduced during the construction of OMITTED

cases are treated as external additions and subse-
quent EXTRA and INCORRECT operations oper-
ate exclusively on the original data graph, never
removing or altering the omitted triples. Simi-
larly, triples removed during EXTRA construction
are treated as permanently unavailable and are ex-
cluded from consideration in later INCORRECT op-
erations. When a triple is modified under INCOR-
RECT, its altered form is not used as a semantic
reference for generating related content in OMIT-
TED or EXTRA perturbations: all semantic relations
are computed with respect to the original unmodi-
fied graph. After all perturbations are applied, the
final text T̃ is shuffled at the sentence level and
the final data D̃ at the triple level. This removes
positional cues that could simplify the verification
task, while preserving the semantic validity of both
modalities. Table 12 and Table 14 in Appendix F
present the statistics of the synthesized datasets and
the distribution of error numbers per instance.

We also manually audited 180 synthetic exam-
ples: 90 from each dataset and 60 for each target er-
ror type. The intended perturbation and its assigned
error type were valid in 169/180 cases (93.9%),
while 154/180 cases (85.6%) contained no addi-
tional unlabelled alignment errors. Appendix F
reports the audit criteria, per-type results, and rep-
resentative examples.

4 Experiments

4.1 Models and Baselines
XQDT. We experiment with open source mod-
els from different sizes and families: Gemma3
(Team et al., 2025) (270M–12B), Qwen3 (Yang
et al., 2025) (0.6B–14B), and Llama 3 (Grattafiori
et al., 2024) (1B–8B). We fine-tune XQDTW on
synthetic data constructed from WebNLG 3.0 using
the method described in Section 3.5. For XQDTE ,
we combine the WebNLG and E2E synthetic train-
ing data because E2E contains only seven distinct
properties. All fine-tuned verifiers use LoRA (Hu

et al., 2022). Model descriptions and hyperparame-
ter settings are provided in Appendices B and G.

Baselines. We compare our fine-tuned XQDT
verifiers with prompted LLM-as-judges using the
same input–output pairs and label schema; the
prompts are shown in Appendix C. When com-
paring quantitative scores with human judgements,
we also consider baseline metrics that output preci-
sion and recall. Data-QuestEval (DQE) (Rebuffel
et al., 2021) employs a question-answering and
question-generation framework: for precision, it
generates questions from text and checks if the data
can answer them; for recall, it generates questions
from data and checks if the text can answer them.
NLI-Based (Dušek and Kasner, 2020) uses natural
language inference: for precision, it concatenates
all triples into a meaning representation and com-
putes entailment probability from this representa-
tion to text; for recall, it checks whether the text
entails each individual triple and averages the prob-
abilities. It uses hand-crafted predicate templates to
convert triples into text before applying NLI, mak-
ing it particularly well suited to WebNLG and E2E
datasets. FactSpotter (FS) (Zhang et al., 2023) is a
self-supervised recall-based model and cannot pro-
duce precision. MonoLR (Martinez et al., 2025)
regresses precision and recall scores, trained on
synthetic examples with incorrectness, omissions
and additions. In all cases, F1 is the harmonic mean
of precision and recall.

4.2 Evaluation Methods and Results

We evaluate XQDT in three ways. First, we eval-
uate the explainable labels generated by our met-
ric by computing F1 scores on the test part of the
synthetic data described in Section 3.5 and evalu-
ate: does XQDT correctly identify erroneous and
correct triples? Second, we evaluate the quanti-
tative aspect of our metric by computing corre-
lations between its quantified P/R/F1 scores and
human judgements related to semantic adequacy
across datasets. Third, we examine the consistency
between human annotations and XQDT’s predic-
tions for the three error types on silver data–text
pairs. Element-level matching gives partial credit
for recovering individual triple components, while
similarity-based matching recognises semantically
equivalent units that differ in surface form.
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Model Extra Omitted Incorrect Macro F1

GPT-5.1-Prompt 18.0 81.7 78.1 59.2
GPT-4.1-Prompt 16.8 30.8 64.1 37.2
G3-27B-Prompt 4.6 14.4 43.2 20.7
Q3-32B-Prompt 2.8 1.2 47.6 17.2
L3.3-70B-Prompt 13.2 51.8 52.3 39.1

G3-1B 66.8 94.5 92.3 84.5
G3-4B 78.3 97.6 96.5 90.8
G3-12B 81.3 96.5 97.0 91.6

Q3-0.6B 69.7 96.2 95.2 87.1
Q3-1.7B 73.8 96.9 96.1 88.9
Q3-4B 77.5 97.2 96.6 90.4
Q3-8B 79.2 96.8 96.9 90.9
Q3-14B 81.3 96.8 97.1 91.7

L3.2-1B 71.6 92.4 93.1 85.7
L3.2-3B 78.6 93.7 95.0 89.1
L3.1-8B 82.2 93.8 95.6 90.5

Table 3: Triple-level F1 (%) for prompt-based and
fine-tuned XQDT verifier models on synthetic data
constructed from WebNLG. Here and below, bold
indicates the highest value per column; underline indi-
cates the second- and third-highest. G3, L3, and Q3
refer to the Gemma3, Llama3, and Qwen3 implementa-
tion of our XQDT metric.

Model Extra Omitted Incorrect Macro

GPT-5.1-Prompt 35.7 82.4 78.7 65.6
GPT-4.1-Prompt 33.1 41.2 62.1 45.5
G3-27B-Prompt 4.8 16.4 36.6 19.3
Q3-32B-Prompt 6.6 1.7 43.3 17.2
L3.3-70B-Prompt 19.8 57.1 54.3 43.7

G3-1B 93.5 97.3 96.7 95.8
G3-4B 97.1 99.0 97.9 98.0
G3-12B 97.7 99.3 97.8 98.3

Q3-0.6B 96.3 98.7 97.7 97.6
Q3-1.7B 96.5 99.0 97.7 97.7
Q3-4B 97.7 99.1 97.9 98.2
Q3-8B 97.5 99.0 97.7 98.1
Q3-14B 97.9 99.2 97.9 98.3

L3.2-1B 93.9 97.0 96.3 95.7
L3.2-3B 97.1 98.1 97.1 97.4
L3.1-8B 97.8 98.0 97.3 97.7

Table 4: Triple-level F1 (%) for prompt-based and
fine-tuned XQDT models on the E2E synthetic data.

4.2.1 How well does XQDT detect the
different types of errors?

We first evaluate on the test split of the synthetic
data described in Section 3.5 using three evalu-
ation levels, i.e., triple-level, element-level, and
similarity-based metrics. Tables 3 and 4 present the
triple-level F1 results on WebNLG and E2E where
triple-level evaluation measures exact matches be-
tween predicted and gold triples: a triple is counted
as correct only when the predicted subject, predi-
cate, and object match the gold triple exactly. Def-

Model Pm vs Ph Rm vs Rh F1m vs F1h

DQE 61.2 58.3 62.5
MonoLR 71.0 63.7 70.6
NLI 73.4 73.2 73.3
FS — 86.5 —

G3-27B-Prompt 28.9 35.1 36.1
Q3-32B-Prompt 35.9 30.4 35.0
L3.3-70B-Prompt 32.4 35.5 32.8
GPT-5.1-Prompt 80.9 76.8 78.5

G3-1B 74.3 81.5 81.3
G3-4B 79.0 87.6 87.4
G3-12B 61.5 55.7 62.7

Q3-0.6B 71.8 79.3 78.4
Q3-1.7B 66.3 74.0 72.5
Q3-4B 88.5 86.9 88.1
Q3-8B 88.6 88.9 89.6
Q3-14B 60.2 64.8 69.5

L3.2-1B 71.0 77.0 76.7
L3.2-3B 85.0 80.4 85.9
L3.1-8B 82.4 78.3 84.3

Table 5: Spearman correlation between Pm, Rm,
F1m metric scores and 4L-RP-Human Ph, Rh, F1h
annotations. Pearson’s r and Kendall’s τ are reported in
Appendix H.

initions of evaluation metrics and full results are
provided in Appendix N, Tables 30–35.

Our fine-tuned models substantially outperform
prompt-based approaches across all error types and
metrics on both datasets. Among prompt-based
models, GPT-5.1 achieves the best performance,
though still below our fine-tuned models. The
results also show the EXTRA error type is the
most challenging for the fine-tuned models. Un-
like OMITTED and INCORRECT errors, where the
model can copy triples directly from the input data,
detecting extra content requires the model to iden-
tify and decompose information from the text into
atomic data units, making it a fundamentally harder
task. Comparing results on E2E vs WebNLG, we
see that our fine-tuned models achieve notably
higher scores on E2E. We attribute this to the much
lower data diversity in E2E: it has only 7 unique
predicates and 78 unique entities, compared to 411
predicates and 3,622 entities in WebNLG. The best-
performing models across model families achieve
comparable macro-averaged F1 scores, and larger
models bring marginal improvements.

4.2.2 Comparison with Human Judgements
Correlation with Human Judgements of Re-
call and Precision. Martinez et al. (2025)’s 4L-
RP-Human dataset provides human annotations
of precision and recall scores for data-text pairs
from WebNLG, making it well suited to evaluate
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Pm vs Pa Rm vs Ra F1m vs F1a

Model ρsys ρtxt ρsys ρtxt ρsys ρtxt

DQE 66.3 56.2 72.3 56.6 74.3 62.8
MonoLR 77.1 58.5 90.8 61.0 85.7 65.1
NLI 66.0 62.4 85.3 62.1 80.5 63.2
FS — — 89.5 63.7 — —

G3-27B-Prompt 60.8 48.0 56.2 52.1 58.2 53.2
Q3-32B-Prompt 59.0 56.6 66.0 58.9 62.6 53.6
L3.3-70B-Prompt 65.8 57.2 73.5 54.5 70.4 54.4
GPT-5.1-Prompt 71.2 61.9 80.4 62.3 76.9 62.4

G3-1B 78.8 62.6 91.1 63.7 86.4 64.0
G3-4B 73.3 63.2 88.7 62.3 83.1 64.3
G3-12B 72.5 62.8 87.6 65.5 81.3 64.9

Q3-0.6B 80.9 63.0 91.8 63.7 87.5 63.9
Q3-1.7B 80.0 63.2 91.3 64.3 87.6 65.3
Q3-4B 65.9 62.5 83.8 62.8 76.2 64.5
Q3-8B 76.0 63.2 91.2 64.1 85.6 63.2
Q3-14B 71.1 60.5 90.0 62.7 84.3 63.7

L3.2-1B 84.8 62.4 94.2 63.5 90.8 63.9
L3.2-3B 69.2 63.7 85.4 62.7 78.9 63.8
L3.1-8B 73.7 62.4 87.8 62.4 82.2 63.6

Table 6: Spearman correlation at system level (ρsys)
and text level (ρtxt) between Pm, Rm, F1m metric
scores and Pa, Ra, F1a scores derived from WebNLG
2020 human-judgments.

XQDTW quantitative scores. Table 5, which re-
ports correlation results on this dataset3, shows that
the best fine-tuned verifier, Qwen3-8B, achieves
the highest correlations for all three scores and out-
performs GPT-5.1 used as a prompted judge. Re-
call correlations tend to remain consistently high
across models, whereas precision correlations ex-
hibit greater variability. We conjecture that this
is due to the increased difficulty of determining
what should not be included in the text, compared
to identifying what should be present. Model size
does not consistently predict agreement with hu-
man judgements. Qwen3-8B outperforms Qwen3-
14B, while Llama3.2-3B outperforms Llama3.1-
8B. By contrast, Qwen3-14B slightly outperforms
Qwen3-8B on the synthetic test set (91.7 vs. 90.9
F1), showing that synthetic error detection and
agreement with human judgements capture dif-
ferent aspects of performance. One plausible ex-
planation is that controlled synthetic perturbations
and naturally occurring errors are related but not
identically distributed. Beyond 8B in our experi-
ments, additional model capacity may capture more
construction-specific patterns without improving
generalisation to independent human judgements.

3The MonoLR baseline score is higher than reported by
Martinez et al. (2025) because we removed invalid negative
precision annotations.

Is-ok Has-miss. Has-add.
Model P R F1 P R F1 P R F1

NLI 92.7 86.4 89.4 68.0 90.1 77.5 30.9 32.7 31.8
DQE 73.7 91.0 81.5 37.2 14.4 20.8 7.1 5.7 6.3
FS 93.0 17.9 30.1 28.5 98.0 44.2 — — —

G3-27B-Prompt 0.0 0.0 0.0 25.1 99.8 40.1 3.6 92.8 7.0
Q3-32B-Prompt 87.3 21.6 34.6 27.2 86.9 41.4 4.0 86.1 7.6
L3.3-70B-Prompt 93.4 46.0 61.6 35.1 82.4 49.2 4.7 79.8 9.0

G3-1B 90.2 88.1 89.1 68.6 83.7 75.4 43.6 16.3 23.8
G3-4B 89.9 88.5 89.2 69.6 82.8 75.6 29.1 15.4 20.1
G3-12B 90.2 88.2 89.2 69.0 83.9 75.7 29.2 19.2 23.2

Q3-0.6B 90.3 88.3 89.3 69.0 83.9 75.7 34.4 14.9 20.8
Q3-1.7B 90.1 88.4 89.3 69.3 83.4 75.7 31.2 18.8 23.4
Q3-4B 90.3 88.4 89.4 69.3 83.7 75.8 31.4 15.9 21.1
Q3-8B 90.0 88.7 89.4 69.6 83.0 75.7 24.1 22.6 23.3
Q3-14B 90.4 87.8 89.1 68.4 84.2 75.5 30.8 13.5 18.7

L3.2-1B 89.9 88.4 89.1 69.2 82.6 75.3 37.4 17.8 24.1
L3.2-3B 90.2 88.6 89.4 69.5 83.7 76.0 31.5 16.8 21.9
L3.1-8B 90.4 88.3 89.3 69.5 83.9 76.0 35.1 16.3 22.3

Table 7: Precision, recall, and F1 on E2E coarse label.

Correlation with WebNLG Human Judgements
of Semantic Adequacy WebNLG 2020 (Cas-
tro Ferreira et al., 2020) provides human judge-
ments for 3 semantic dimensions: data correct-
ness (CR), relevance (RV), and coverage (CV),
which correspond to precision- and recall-related
aspects of semantic adequacy. Following Mar-
tinez et al. (2025), we derive human precision as
Pa = CR × RV , recall as Ra = CV , and F1a
as the harmonic mean of Pa and Ra, and correlate
metric outputs (Pm, Rm, F1m) with the targets at
system and text levels. Table 6 reports the Spear-
man results. At system level, our models achieve
strong Spearman correlations with Pa, Ra, F1a.
At text level, our models attain the highest preci-
sion and recall correlations among all compared
methods, with marginal gains on F1. Compact ver-
ifiers already achieve high correlations, and scaling
up yields no consistent gains. We report all correla-
tions on WebNLG 2017 in Appendix H.

Comparison with E2E Human Judgements
The E2E human judgements (Dušek et al., 2020)
provide both coarse error-type labels (ok, miss-
ing, and added) and global quality scores between
0–100. We focus here on the coarse labels and
report precision, recall, and F1 for the three cor-
responding binary classification tasks in Table 7.
To evaluate the metrics against these labels, we
map each metric output to is-ok, has-missing, and
has-added. For XQDT, we map an output to has-
missing if it contains at least one omitted or incor-
rect unit, to has-added if it contains at least one
extra unit, and to is-ok only when all predicted
units are correct. Performance on is-ok and has-
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missing is consistently strong, whereas has-added
is markedly weaker, consistent with the very low
inter-annotator agreement for the added label (Krip-
pendorff’s α = 0.104, Table 27). Global-quality
correlations and the mappings for the other metrics
are discussed in Appendix I.

NLI performs comparatively well on this bench-
mark for two reasons. First, E2E evaluation col-
lapses XQDT’s fine-grained labels into three coarse
categories, which partially obscures the benefits of
explicit error localisation. Second, the NLI base-
line uses hand-crafted templates that are particu-
larly effective in E2E’s closed-domain setting with
limited schema diversity. The prompted judges gen-
erally favour recall over precision for has-missing
and has-added, suggesting that they over-predict er-
rors; consequently, their F1 scores are substantially
lower than those of the fine-tuned verifiers.

Cross-dataset generalisation. We compare
Qwen3 verifiers trained on WebNLG 3.0 synthetic
data only with verifiers of the same size trained
on the combined WebNLG 3.0 and E2E synthetic
training sets. All models are evaluated on the
same E2E examples. The 4B and 8B models are
the most stable: their is-ok and has-missing F1
scores differ by at most 0.6 points between the
two training-data settings, and their text-level
correlations differ by at most 1.0 point. The
WebNLG-only models also achieve triple-level F1
above 92.0 for both Omitted and Incorrect errors.
For Extra errors, however, strict F1 is much lower
than similarity F1, which remains above 80.0. Full
results are shown in Appendix M.

4.2.3 Consistency with Human Annotations
on Noisy Data

A natural downstream application of alignment er-
ror detection is automated quality auditing of silver-
standard corpora, enabling both the selection of
high-quality subsets for downstream training and
the identification of misaligned instances for tar-
geted post-processing. We evaluate this capability
on KELM (Agarwal et al., 2021), a large-scale sil-
ver corpus of approximately 18M automatically
generated data–text pairs, where alignment errors
are expected but exhaustive manual annotation is
prohibitively costly. For each data–text pair, anno-
tators are asked to verify the error items reported by
XQDT: (i) judging whether each is a false alarm or
a genuine error, (ii) whether the error type and the
target triple are correct, and (iii) indicating any er-

Model P R F1 F1 95% CI

Q3-32B-Prompt 35.4 38.1 33.2 [25.2, 42.9]
GPT-5.1-Prompt 63.8 86.5 68.1 [58.8, 77.3]

Q3-0.6B 43.0 53.0 45.3 [34.9, 55.9]
Q3-4B 56.7 63.1 57.6 [47.3, 67.7]
Q3-8B 69.4 74.1 68.9 [59.3, 78.4]
Q3-14B 46.6 52.8 47.6 [36.1, 58.3]

Table 8: Instance-averaged P/R/F1 for fine-grained
error-item detection on KELM (all values in %, 95%
bootstrap confidence intervals (CI) for F1) How well
does XQDTW predict errors ?

rors the model fails to report. Appendix J describes
data selection, Appendix K details the annotation
protocol, and Figure 3 shows the interface. Table 8
reports instance-averaged precision, recall, and F1
for fine-grained error-item detection. Qwen3-8B
achieves the highest precision and the highest F1,
whereas GPT-5.1 achieves the highest recall but
has lower precision. The two models obtain simi-
lar F1 scores, but Qwen3-8B provides a more bal-
anced precision–recall trade-off and substantially
outperforms Qwen3-32B prompting. Detailed con-
sistency results and further analyses on KELM are
reported in Appendix L.

5 Using XQDT for Data-to-Text and
Text-to-Data Improvement

We next study whether XQDT can serve as a feed-
back signal for improving data-to-text and text-
to-data outputs. We use the Qwen3-8B verifier
as the default verifier in downstream experiments,
motivated by its strong performance on the 4L-RP-
Human and KELM evaluations. Starting from a
base system output, we apply the verifier to the
input-output pair, convert predicted omitted, ex-
tra, and incorrect items into feedback, and pro-
vide it to a revision LLM for iterative correction.
The corresponding repair prompts are provided in
Appendix O. We run up to three rounds of revi-
sion, yielding R1, R2, and R3 outputs. Across
tasks, we compare XQDT-based feedback with
baselines including self-refine, NLI-based feed-
back, and FactSpotter-based feedback, and addi-
tionally with PiVe for text-to-data.

5.1 Text-to-Data Improvement

For text-to-data improvement, the verifier com-
pares a predicted triple set against the source text
and identifies omitted, extra, and incorrect triples,
which the revision LLM uses to add, remove, or re-
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BT5 ReGen

Method G3-12B L3.1-8B Q3-14B G3-12B L3.1-8B Q3-14B

Baseline 40.89 40.89 40.89 47.53 47.53 47.53

XQDT-R1 48.60 44.65 43.26 50.67 49.67 48.45
XQDT-R3 50.79 47.80 47.08 51.95 50.48 49.48

SR-R1 42.13 40.26 41.49 44.08 47.18 44.23
SR-R3 41.96 40.01 40.27 43.79 45.56 41.01

FS-R1 37.73 40.13 33.67 44.56 46.49 43.41
FS-R3 36.96 38.92 33.10 44.24 45.57 43.18

NLI-R1 47.04 41.09 38.33 49.35 46.71 45.33
NLI-R3 49.36 41.58 40.14 51.25 46.37 45.69

PiVe-R1 40.73 40.66 40.73 47.34 47.25 47.34
PiVe-R3 40.89 40.83 40.89 47.53 47.35 47.53

Table 9: Improved Text-to-Data Scores on GenWiki.
Exact F1 (%) on GenWiki with BT5 and ReGen as base
text-to-data models. SR denotes Self-Refine; FS denotes
FactSpotter; and R1/R3 denote 1 or 3 rounds of revision.

BT5 ReGen

Method G3-12B L3.1-8B Q3-14B G3-12B L3.1-8B Q3-14B

Baseline 67.47 67.47 67.47 73.15 73.15 73.15

XQDT-R1 72.01 69.60 72.30 74.98 74.21 75.33
XQDT-R3 72.49 70.65 74.07 75.34 74.47 75.67

SR-R1 58.29 62.01 62.04 60.85 66.00 65.50
SR-R3 55.00 57.90 58.66 56.48 60.41 60.12

FS-R1 65.46 67.38 64.83 73.06 73.59 73.23
FS-R3 65.08 66.98 64.50 72.87 73.23 72.99

NLI-R1 68.07 66.09 66.21 72.35 71.85 71.98
NLI-R3 68.81 65.77 66.89 72.74 71.06 71.98

PiVe-R1 67.63 67.52 67.63 73.37 73.23 73.37
PiVe-R3 67.47 67.34 67.47 73.15 72.90 73.15

Table 10: Improved Text-to-Data Scores on WebNLG.
Exact F1 (%) for improved text-to-data results on
WebNLG with BT5 and ReGen as base extractors.

vise triples. We evaluate BT5 (Agarwal et al., 2020)
and ReGen (Dognin et al., 2021) on WebNLG and
GenWiki using the Exact, Strict, and Partial metrics
of Castro Ferreira et al. (2020). Tables 9 and 10
show representative Exact F1 results for R1 and R3,
while full results for all sizes and three metrics are
reported in Appendix O, Tables 36–39. Relative to
the unrevised base outputs, XQDT improves Exact
F1 by up to 9.9 points on GenWiki and 6.6 points
on WebNLG. On WebNLG, XQDT performs best
across the representative BT5 and ReGen settings.
On GenWiki, the appendix shows the same pattern
in most settings under Exact and Strict, while NLI
and PiVe are more competitive under Partial F1,
likely due to metric sensitivity rather than a rever-
sal of the overall ranking. Qualitative examples are
in Appendix O. Figures 8 and 9 show representative
round-by-round text-to-data repair trajectories.

5.2 Data-to-Text Improvement

For data-to-text improvement, the verifier com-
pares a generated text against the data and iden-

Model Method BLEU chrF++ METEOR PARENT-F1 BERTS-F1

G3-4B

Baseline 53.81 69.18 41.58 65.60 95.72

SR-R1 51.99 67.95 40.98 65.70 95.55
SR-R3 51.54 67.62 40.82 65.65 95.51

FS-R1 53.43 69.05 41.57 65.44 95.73
FS-R3 53.35 69.11 41.63 65.50 95.72

NLI-R1 52.67 68.38 41.20 65.09 95.64
NLI-R3 52.48 68.38 41.22 65.18 95.64

XQDT-R1 53.73 69.45 41.80 65.76 95.73
XQDT-R3 53.69 69.49 41.85 65.81 95.73

L3.1-8B

Baseline 53.81 69.18 41.58 65.60 95.72

SR-R1 48.51 66.47 39.86 62.93 95.19
SR-R3 47.26 65.98 39.72 62.65 95.09

FS-R1 53.52 68.88 41.44 65.30 95.71
FS-R3 53.45 69.21 41.65 65.21 95.72

NLI-R1 53.05 68.77 41.38 65.00 95.71
NLI-R3 53.08 69.02 41.60 65.17 95.72

XQDT-R1 53.93 69.48 41.82 65.73 95.75
XQDT-R3 53.88 69.55 41.86 65.71 95.75

Table 11: Data-to-Text improvement scores on
WebNLG using the Control Prefix baseline. BERTS-F1
denotes BERTScore-F1.

tifies omitted, extra, and incorrect contents, which
are converted into feedback for a revision LLM to
revise the text while preserving source-supported
content. We evaluate on WebNLG 2020 using Con-
trol Prefix (Clive et al., 2022) as the base generator
and compare XQDT feedback against the same
baselines except PiVe. Representative results are
shown in Table 11, and full results across all repair
models on the WebNLG Control Prefix baseline are
in Appendix Table 40. Because Control Prefix is al-
ready strong on WebNLG, room for post-hoc repair
is limited and the gains are modest. Nevertheless,
XQDT still provides measurable improvements on
several automatic metrics. Additional data-to-text
examples are shown in Section O, Figures 6 and 7.

6 Conclusion

We propose a novel evaluation metric for bidirec-
tional data-text alignment that differs from existing
work in that it provides both a fine-grained, quali-
tative (error types) and quantitative (R/P/F1) anal-
ysis of data-text alignment errors. By identifying
the sources of errors, XQDT enables detailed error
analysis and suggests directions for model improve-
ment. Our experiments show that XQDT is indeed
effective both as an evaluation tool and as a feed-
back signal for data extraction and text generation:
it yields substantial gains for text-to-data extraction
and smaller but measurable improvements for data-
to-text generation. Results across multiple revision
models suggest that alignment-oriented verification
is not only useful for assessment, but can also serve
as a practical component in downstream correction
and refinement pipelines.
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Limitations

Our framework is designed around triples as the
basic semantic units of alignment, and both the
perturbation strategy and the error labels rely on
the relative atomicity of subject–predicate–object
structures. This makes the formulation well suited
to graph-to-text and text-to-graph settings, but also
limits its direct transfer to richer structured repre-
sentations such as AMR, dependency structures,
or discourse graphs, where meaning is often dis-
tributed across multiple components and longer
contexts. In such settings, local substitutions or
merge operations do not necessarily yield equally
clear and controlled alignment deviations.

Our precision, recall, and F1 are computed with
data-item-level counting, whereas human judge-
ments of data–text alignment quality may operate
at a finer semantic granularity and allow some de-
gree of partial credit. In particular, when only one
or two elements of a triple are incorrect, annota-
tors may penalize partially, while our formulation
counts the entire triple as incorrect. As a result, our
scores and human scores may differ systematically
in absolute scale.

Because our model produces structured unit-
level error reports rather than a single global score,
inference cost can increase with the number of er-
ror units that must be reported in the worst case,
especially when the text contains a large amount
of content unsupported by the input data. This
makes the approach more computationally demand-
ing than regression- or classification-based metrics
that return only one scalar score.

The downstream utility of verifier-based feed-
back is also task-dependent. Although the same
alignment labels are used in both text-to-data and
data-to-text improvement, the corresponding cor-
rection spaces differ substantially: in text-to-data,
feedback maps naturally to structured edit opera-
tions over triples, whereas in data-to-text it must be
realised through free-form text revision. As a result,
gains in downstream improvement should not be in-
terpreted as directly comparable across tasks, even
when they are driven by the same verifier outputs.

Because our verifier outputs are consumed as
revision feedback, local misjudgments can induce
unnecessary edits rather than merely affecting eval-
uation scores. In iterative settings, this increases
the sensitivity of downstream revisions to verifier
errors, even though some earlier mistakes may be
corrected in later rounds.
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A Label Definition and Examples

Omitted di exists in D but is left unmentioned
in T. Taking knowledge graph triples as examples,
when two or more elements (subject, predicate,
or object) are inconsistent with the content
expressed in the text, the triple is considered
omitted, as it has been severely distorted to
the point that it cannot be recognized as a
verbalisation of di. For instance, if D includes
⟨“Mars”, “has moons”, “Phobos and Deimos”⟩
but T only states “Mars is a terrestrial planet,”
then the triple about Mars’ moons is omitted,
since two elements (the predicate and object)
are inconsistent with the text content. Similarly,
if a triple ⟨“Paris”, “capital of”, “France”⟩ is

verbalised as “Berlin is the capital of Germany,”
it is also regarded as omitted because both the
subject and object have been replaced.

Incorrect : di is verbalised in T but with a
distortion that preserves most of the original in-
formation while introducing a factual error. In
such cases, the data unit is clearly verbalised and
can be traced back to di. Incorrect verbalisa-
tion specifically includes two scenarios: (1) in-
correct element, where only one element (sub-
ject, predicate, or object) in the triple is replaced
with an incorrect element. For example, verbal-
ising ⟨“Confucius”, “birth place”, “Shandong”⟩ as
“Confucius was born in Korea” is incorrect, as
one element in the triple (the object) has been
replaced. (2) entity reversal, where the sub-
ject and object are swapped. For example, if
⟨“United States”, “demonym”, “American”⟩ is ver-
balised as “The United States is the demonym of
Americans,” it is also incorrect, as the subject and
object are interchanged.

Extra : information present in T that has no cor-
responding unit in D, representing content the text
introduces beyond what the data specifies. For in-
stance, if D contains only triples about Albert Ein-
stein’s private life, while T states “Einstein devel-
oped the theory of relativity,” the scientific achieve-
ment is unsupported by the data and is therefore
marked as extra content.

Correct : the data item di is accurately and
completely verbalised in the text T, mean-
ing the text expresses the exact information
in the data without omissions, inaccuracies,
or extra content. For example, the triple
⟨“Galápagos Islands”, “located in”, “Ecuador”⟩ is
correctly verbalised in “The Galápagos Islands lie
within the territory of Ecuador.”

B Model Description

The descriptions of base models used for our verifi-
cation are as follows.

Gemma3. Gemma3 (Team et al., 2025) com-
prises language models ranging from 270M to 27B
parameters, designed for long-context and multi-
lingual applications. The smaller variants (270M
and 1B) support a context length of 32K tokens,
while the larger ones (4B and above) support up
to 128K tokens. To reduce memory overhead for
long sequences, Gemma3 adopts a 5:1 ratio of lo-
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cal to global attention layers with a local attention
span of 1,024 tokens, substantially reducing KV-
cache growth. Knowledge distillation from larger
teacher models is applied during pre-training to
improve performance across model scales. In our
experiments, we use variants from 270M to 12B.

Qwen3. Qwen3 (Yang et al., 2025) is a model
family providing both dense and Mixture-of-
Experts (MoE) variants, with parameter scales rang-
ing from 0.6B to 235B. Its dense models adopt
grouped-query attention (GQA) with RMSNorm
and QK-Norm for training stability. The smaller
variants (0.6B and 1.7B) support a context length of
32K tokens, while the larger ones (4B and above)
support up to 128K tokens. Compared with its pre-
decessor Qwen2.5, Qwen3 expands multilingual
coverage from 29 to 119 languages and dialects.
Its pre-training follows a three-stage curriculum,
progressing from general language training over
30 trillion tokens to a reasoning-focused stage and
finally a long-context adaptation stage.

Llama 3. Llama 3 (Grattafiori et al., 2024) is a se-
ries of language models designed for multilingual
generation, reasoning, and tool use. Llama 3.1 ex-
pands the series with an extended context window
of 128K tokens and multilingual support across
eight languages, with dense variants ranging from
8B to 405B parameters. Llama 3.2 further intro-
duces lightweight 1B and 3B models derived via
structured pruning and knowledge distillation from
the Llama 3.1 8B, retaining the same 128K context
window while targeting efficient inference. In our
experiments, we use the 1B and 3B variants from
Llama 3.2, and the 8B variant from Llama 3.1.

C Prompt Baseline for Error Detection

Similar to Wang et al. (2023), we prompt multiple
LLMs (Gemma3-27B, Qwen3-32B, Llama3.3-70B,
GPT-4.1 (OpenAI et al., 2024), GPT-5.1 (Singh
et al., 2026)) as baselines for data-text alignment
error detection with the instructions in Figure 2.

D Data Source Description

The descriptions of source data are as follows.

WebNLG. The WebNLG shared tasks provide
human evaluation annotations across multiple edi-
tions, enabling the comparison between automatic
metrics and human judgements to evaluate data-

text alignment. WebNLG 20174 (Gardent et al.,
2017) includes 223 samples from 9 systems, rated
on semantic adequacy, structure, and fluency. We
compute the correlation of precision, recall, and
F1 with human ratings of semantic adequacy. In
WebNLG 20205 (Castro Ferreira et al., 2020), each
system was evaluated on 178 samples with five cri-
teria: data correctness, coverage, relevance, struc-
ture, and fluency. Our correlation analysis focuses
on the three semantic dimensions, data correctness,
coverage, and relevance. The WebNLG 2023 (Crip-
well et al., 2023) shared task emphasised omissions,
additions, repetitions, and fluency as human evalu-
ation criteria, with explicit annotations on faithful-
ness errors on 100 samples. We compare our scores
against the precision and recall annotations in the
4L-RP-Human subset of Martinez et al. (2025).

E2E. The E2E dataset (Novikova et al., 2017) is
a restaurant-domain data-to-text benchmark, where
each meaning representation (MR) is a set of slot–
value pairs (e.g., name, food, area, priceRange)
along with multiple crowdsourced references. Sub-
sequent work by Dušek et al. (2019) addresses se-
mantic noise in the crowdsourced references and
provides a cleaned E2E release with automatically
corrected MRs. In the original release, the train/de-
v/test splits contain 6039 distinct MRs paired with
51426 reference texts, while the cleaned release
contains 10852 distinct MRs paired with 42517
reference texts. All E2E experiments in our pa-
per use the cleaned E2E release. In addition to
the parallel MR–text data, the E2E challenge pro-
vides crowdsourced human judgements of system
outputs (Dušek et al., 2020). Each (MR, output)
pair is annotated with a coarse semantic label (ok,
missing, or added) as well as overall quality and
naturalness scores on 0–100 scale. The released
annotation set covers 630 test MRs and 2979 items
over 21 systems.

KELM The KELM corpus (Agarwal et al.,
2021) provides a large-scale synthetic resource de-
signed for knowledge-enhanced language model
pre-training. It is built from the English Wikidata
knowledge graph by loosely aligning triples with
texts from their corresponding Wikipedia pages,
based on entity matching. A T5 model is then
pretrained on the aligned data and fine-tuned with

4https://gitlab.com/webnlg/
webnlg-human-evaluation

5https://github.com/WebNLG/challenge-2020/
tree/main/evaluation/human-evaluation

9134

https://gitlab.com/webnlg/webnlg-human-evaluation
https://gitlab.com/webnlg/webnlg-human-evaluation
https://github.com/WebNLG/challenge-2020/tree/main/evaluation/human-evaluation
https://github.com/WebNLG/challenge-2020/tree/main/evaluation/human-evaluation


Verify if the data has missing, extra, or incorrect contents, compared with
the text

TEXT: {text}
DATA: {triples_formatted}
Find three error types:
1. EXTRA CONTENTS
The text mentions contents NOT captured by any triple.
Example
Text: "Abilene Regional Airport is in Texas and serves Abilene."
Given only: [S] Abilene Regional Airport [P] location [O] Texas
EXTRA: served city is mentioned but not captured in triples
Output: [S] Abilene Regional Airport [P] city served [O] Abilene

2. MISSING DATA
The given triple contains 2 or 3 elements NOT in the text.
Example (3 elements not in text)
Text: "Abilene Regional Airport is in Texas and serves Abilene."
MISSING: [S] Adirondack Regional Airport [P] operated by [O] Port Authority
All 3 elements not mentioned (Adirondack, operated by, Port Authority)

Example (2 elements not in text)
Text: "Abilene Regional Airport is in Texas and serves Abilene."
MISSING: [S] Abilene Regional Airport [P] opened in [O] 1960
Two elements not mentioned: "opened" relation and "1960"

3. INCORRECT TRIPLES
ONE element in the triple is wrong, or the triple is reversed.
Example (entity error):
Text: "Abilene Regional Airport serves the city of Abilene in Texas."
Wrong: [S] Abilene Regional Airport [P] city served [O] Austin
Right: [S] Abilene Regional Airport [P] city served [O] Abilene
Object entity is wrong

Example (reversed error):
Text: "Texas is part of the United States."
Wrong: [S] United States [P] is part of [O] Texas
Right: [S] Texas [P] is part of [O] United States
Subject and object are swapped

RULES:
- Each triple is ONE string with [S] [P] [O] markers
- Use "-" for empty cells in the markdown table
- Multiple errors? Add multiple rows
- No errors? Output "All correct"

The output should be only a markdown table:
| Type | Triple |
| ---- | ------ |
| Extra | [S] subject1 [P] predicate1 [O] object1 |
| Extra | [S] subject2 [P] predicate2 [O] object2 |
| Missing | [S] subject3 [P] predicate3 [O] object3 |
| Missing | [S] subject4 [P] predicate4 [O] object4 |
| Missing | [S] subject5 [P] predicate5 [O] object5 |
| Incorrect | [S] subject6 [P] predicate6 [O] object6 |
Don't output extra explanations.

Figure 2: Prompt for Error Detection

WebNLG to verbalise the data entries into texts.
The resulting corpus contains approximately 18M
synthetic sentences verbalising about 45M Wiki-
data triples spanning roughly 1500 relations, offer-
ing a broad-coverage benchmark for knowledge-
grounded pre-training.

E Artifact and Data Statement

We use publicly released datasets and open-source
models under their original research-use conditions.
The artifacts in this work are intended solely for
research on alignment evaluation and feedback be-
tween structured inputs and text. We do not collect
new personal data; our experiments rely on pub-
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lic benchmark datasets and structured knowledge
verbalizations rather than newly curated personally
identifiable information.

F Statistics of the Synthetic Data and
Details for the Construction

Samples Negative error types

Data Split Positive Negative Omitted Incorrect Extra

WebNLG
Train 7,177 28,249 13,199 17,662 12,500
Dev 382 1,285 620 671 706
Test 424 1,355 561 739 725

E2E
Train 1,944 7,241 3,443 3,727 4,120
Dev 230 888 432 480 511
Test 270 959 456 507 524

Table 12: Data distribution across splits. Error Types
(Omitted, Extra, Incorrect) indicate the number of nega-
tive samples containing each error type. Different types
of errors could co-occur on the same negative sample.

Table 12 summarises the statistics of our syn-
thetic error-detection train/dev/test data derived
from WebNLG and E2E, reporting the numbers
of positive and negative instances as well as how
often each error type (omitted, incorrect, extra) ap-
pears in the negative set. To further mitigate resid-
ual semantic noise in E2E, we apply an additional
reference-quality filter on top of the cleaned release.
Specifically, we retain only MR–text pairs whose
automatic semantic consistency score exceeds a
threshold (MonoLR F1 ≥ 0.7 in our implementa-
tion) and use the resulting subset to construct our
synthetic training data. This extra filtering explains
why the number of E2E-derived synthetic instances
is smaller than the total number of MRs reported
for the cleaned E2E release.

Manual audit of synthetic examples. We man-
ually inspected 180 synthetic examples, including
90 from WebNLG and 90 from E2E, with 60 ex-
amples for each target error type. Perturbation
validity measures whether the intended mismatch
is valid and assigned the correct error type. Label
completeness measures whether the data–text pair
contains any additional unlabelled alignment errors.
Table 13 reports the results.

Representative examples. In each example be-
low, the text is kept unchanged and only the struc-
tured data are modified.

• Extra. Text: Ajoblanco has almond (of the

Target error Validity Completeness

Extra 55/60 (91.7%) 49/60 (81.7%)
Omitted 57/60 (95.0%) 52/60 (86.7%)
Incorrect 57/60 (95.0%) 53/60 (88.3%)

Overall 169/180 (93.9%) 154/180 (85.6%)

Table 13: Manual audit of 180 synthetic examples.

Data Split Single Dual Triple

WebNLG
Train 15,419 10,548 2,282
Dev 683 492 110
Test 780 480 95

E2E
Train 3,863 2,707 671
Dev 454 333 101
Test 518 354 87

Table 14: Error type co-occurrence in negative samples.
Single, Dual, and Triple indicate samples containing
one, two, or all three error types.

Rosales order) as one of its ingredients. Orig-
inal data: Ajoblanco | ingredient | Almond;
Almond | order | Rosales. Perturbation: the
second triple is removed. Its unchanged ver-
balisation is therefore labelled Extra.

• Omitted. Text: Clowns is a low cus-
tomer rating coffee shop that serves fast
food. It is in riverside near Clare Hall.
Original data: Clowns | area | riverside;
Clowns | customer rating | low; Clowns | eat
type | coffee shop; Clowns | food | Fast food;
Clowns | near | Clare Hall. Perturbation:
Strada | family friendly | no is added. Because
it is not expressed in the unchanged text, it is
labelled Omitted.

• Incorrect. Text: There is a coffee shop
named Wildwood that serves French food
near Ranch. The average rating is 3 out of
5 and it has a high price range. Original
data: Wildwood | customer rating | 3 out of
5; Wildwood | eat type | coffee shop; Wild-
wood | food | French; Wildwood | near | Ranch;
Wildwood | price range | high. Perturba-
tion: the last triple is changed to high | price
range | Wildwood, and is therefore labelled
Incorrect.

Because WebNLG covers substantially broader
domains and relation types than the restaurant-
domain E2E benchmark, we intentionally upweight
WebNLG during training to reduce overfitting to
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Pm vs Ph Rm vs Rh F1m vs F1h
Model r↑ ρ↑ τ↑ r↑ ρ↑ τ↑ r↑ ρ↑ τ↑
Data-QuestEval 53.3 61.2 44.9 59.5 58.3 44.5 60.3 62.5 49.0
MonoLR 70.7 71.0 55.9 63.5 63.7 48.7 72.3 70.6 53.1
NLI-Based 70.7 73.4 56.1 75.5 73.2 55.9 73.5 73.3 54.1
FactSpotter — — — 87.6 86.5 68.3 — — —
Gemma3-27B-Prompt 38.1 28.9 19.9 37.9 35.1 25.4 39.5 36.1 25.5
Qwen3-32B-Prompt 34.9 35.9 28.3 31.1 30.4 23.3 34.7 35.0 26.3
Llama3.3-70B-Prompt 39.4 32.4 24.6 41.0 35.5 26.4 41.0 32.8 24.1
GPT-5.1-Prompt 82.3 80.9 68.5 79.0 76.8 66.0 81.8 78.5 65.2
Gemma3-270M 81.2 75.7 66.2 85.2 83.5 73.2 84.3 82.8 71.0
Gemma3-1B 80.6 74.3 65.8 82.7 81.5 72.2 82.8 81.3 71.1
Gemma3-4B 84.0 79.0 67.8 87.9 87.6 75.8 87.4 87.4 73.9
Gemma3-12B 66.5 61.5 51.8 61.1 55.7 48.2 66.8 62.7 51.0
Qwen3-0.6B 77.9 71.8 61.0 80.5 79.3 68.1 80.1 78.4 66.1
Qwen3-1.7B 72.2 66.3 55.6 74.9 74.0 63.2 74.4 72.5 59.9
Qwen3-4B 89.6 88.5 76.5 87.0 86.9 74.2 88.5 88.1 74.4
Qwen3-8B 91.4 88.6 76.3 90.1 88.9 77.2 91.1 89.6 76.1
Qwen3-14B 68.9 60.2 50.3 70.3 64.8 54.4 75.2 69.5 55.0
Llama3.2-1B 76.6 71.0 61.9 78.0 77.0 67.0 78.3 76.7 65.7
Llama3.2-3B 88.9 85.0 72.1 82.8 80.4 70.0 88.5 85.9 72.2
Llama3.1-8B 87.7 82.4 68.8 81.3 78.3 68.0 87.2 84.3 69.5

Table 15: Correlations (Pearson r, Spearman ρ, Kendall τ ) between Precision / Recall / F1 scores from verification
models (Pm, Rm, F1m) and 4L-RP-Human Precision / Recall / F1 annotations (Ph, Rh, F1h).

Pm vs CR×RV Rm vs CV F1m vs F1a
Model r↑ ρ↑ τ↑ r↑ ρ↑ τ↑ r↑ ρ↑ τ↑
Data-QuestEval 88.0 66.3 51.8 82.9 72.3 56.1 88.6 74.3 58.6
MonoLR 93.8 77.1 61.3 94.6 90.8 78.0 95.3 85.7 71.7
NLI-Based 91.4 66.0 52.1 89.0 85.3 69.5 91.7 80.5 64.3
FactSpotter — — — 91.7 89.5 74.5 — — —
G3-27B-Prompt 81.7 60.8 46.3 72.7 56.2 42.5 78.3 58.2 44.5
Q3-32B-Prompt 86.5 59.0 44.8 86.5 66.0 50.0 87.6 62.6 47.2
L3.3-70B-Prompt 93.3 65.8 51.0 92.6 73.5 58.0 93.8 70.4 55.0
GPT-5.1-Prompt 93.7 71.2 55.9 93.6 80.4 67.0 94.7 76.9 62.5
Gemma3-270M 93.7 82.9 67.0 92.0 93.4 80.8 94.3 89.9 75.7
Gemma3-1B 95.4 78.8 63.8 94.3 91.1 78.5 95.9 86.4 72.2
Gemma3-4B 92.1 73.3 57.5 91.5 88.7 74.3 93.1 83.1 67.7
Gemma3-12B 91.9 72.5 57.2 91.2 87.6 74.0 92.9 81.3 66.9
Qwen3-0.6B 93.8 80.9 65.4 91.8 91.8 78.7 94.4 87.5 73.1
Qwen3-1.7B 95.1 80.0 65.1 94.4 91.3 79.0 95.6 87.6 74.0
Qwen3-4B 94.0 65.9 51.2 93.3 83.8 69.5 94.9 76.2 61.6
Qwen3-8B 93.0 76.0 60.9 92.9 91.2 78.3 94.0 85.6 71.4
Qwen3-14B 94.3 71.1 56.3 94.6 90.0 77.7 95.5 84.3 70.3
Llama3.2-1B 94.7 84.8 69.8 93.6 94.2 83.0 95.4 90.8 77.7
Llama3.2-3B 91.8 69.2 53.7 90.9 85.4 70.8 93.1 78.9 63.5
Llama3.1-8B 89.7 73.7 58.1 89.9 87.8 72.6 91.2 82.2 66.1

Table 16: System-level correlation with precision/recall/F1 targets derived from WebNLG 2020 human judgements.
We approximate human precision as the product of Correctness and Relevance judgements (Pa = CR×RV ) and
treat the Data Coverage score CV as human recall Ra, and F1a as the harmonic mean of Pa and Ra.

E2E. Concretely, for WebNLG we construct syn-
thetic positive/negative pairs at the reference-text
level, while for E2E we construct them at the MR
level by sampling a single text per MR. This design
yields roughly a 4:1 ratio of WebNLG-derived to
E2E-derived training instances. Table 14 further
characterises the overlap between different error
types by grouping negative instances into those
containing exactly one, two, or three error types,
indicating that the synthetic corruption process pro-
duces diverse and realistically mixed error patterns

rather than only single-error cases.

G Verifier Finetuning Settings

Our models are fine-tuned with LoRA (Hu et al.,
2022) applied to all linear layers of the models,
with a dropout of 0.05, a cosine-with-restarts sched-
ule (15 cycles after one-cycle warmup). Training
runs for up to 16 epochs with early stopping after
2 epochs without improvement. For models up to
1.7B parameters, we use LoRA rank r = 8 and
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Pm vs CR×RV Rm vs CV F1m vs F1a
Model r↑ ρ↑ τ↑ r↑ ρ↑ τ↑ r↑ ρ↑ τ↑
Data-QuestEval 67.6 56.2 44.0 62.3 56.6 42.9 69.9 62.8 48.4
MonoLR 74.3 58.5 46.6 73.5 61.0 47.2 75.3 65.1 49.7
NLI-Based 67.7 62.4 48.9 70.9 62.1 47.9 71.2 63.2 49.8
FactSpotter — — — 72.8 63.7 50.3 — — —
G3-27B-Prompt 52.8 48.0 39.1 56.8 52.1 43.5 58.0 53.2 43.2
Q3-32B-Prompt 68.5 56.6 48.5 63.5 58.9 50.3 65.3 53.6 45.1
L3.3-70B-Prompt 61.1 57.2 48.6 58.1 54.5 46.9 56.7 54.4 45.9
GPT-5.1-Prompt 74.1 61.9 51.8 71.9 62.3 53.1 73.5 62.4 51.4
Gemma3-270M 73.6 60.8 51.3 72.8 62.7 52.4 74.9 64.1 53.1
Gemma3-1B 71.7 62.6 52.6 74.5 63.7 54.2 75.0 64.0 52.7
Gemma3-4B 74.5 63.2 53.2 75.2 62.3 53.3 73.6 64.3 53.2
Gemma3-12B 75.4 62.8 52.6 75.6 65.5 55.8 74.5 64.9 53.3
Qwen3-0.6B 72.5 63.0 52.1 74.1 63.7 54.4 72.7 63.9 53.0
Qwen3-1.7B 74.4 63.2 52.4 72.7 64.3 54.6 73.8 65.3 53.5
Qwen3-4B 73.5 62.5 52.7 74.9 62.8 53.4 74.6 64.5 53.3
Qwen3-8B 72.2 63.2 52.8 74.4 64.1 54.4 72.0 63.2 51.8
Qwen3-14B 70.1 60.5 52.6 72.7 62.7 53.7 72.4 63.7 52.4
Llama3.2-1B 74.9 62.4 53.0 75.0 63.5 54.1 74.8 63.9 53.1
Llama3.2-3B 74.0 63.7 53.4 74.5 62.7 53.0 76.7 63.8 52.8
Llama3.1-8B 74.5 62.4 52.4 74.4 62.4 52.8 74.9 63.6 53.0

Table 17: Text-level correlation with precision/recall/F1 targets derived from WebNLG 2020 human judgements.

Type Workers Description
Keyboard error 4 Scores made up of repeated keystrokes, such as “111” or “111111,” likely from accidental

key presses.
Out-of-range 4 Scores occasionally exceeding 100.
Label mismatch 6 A clear mismatch between the fine score and the worker’s own coarse label, e.g., marking

the output as ok but giving a score below 20, or the reverse.
Constant score 12 Always the same score for every annotation (3, 4, 8, 21, or 100 depending on the worker),

providing no useful signal.
Wrong scale 1 Uses a 1–4 scale instead of 0–100.

Table 18: Categories of annotation quality issues in the E2E dataset, with the number of affected workers per type.

scaling factor α = 16; for models between 3B
and 14B parameters, we use r = 16 and α = 32.
The learning rate is set by model size: 1 × 10−4

for models below 1B, 5 × 10−5 for 1B–4B mod-
els, and 3 × 10−5 for 8B–14B models. The fine-
tuning experiments were run on NVIDIA H100
GPUs in bf16 precision. Our implementation is
built on PyTorch 2.10, Transformers 4.57.6, Ac-
celerate 1.13.0, Datasets 3.6.0, vLLM 0.18.1, and
ModelScope 1.36.3.

H Detailed Correlations with Human
Judgements on WebNLG

We report detailed Pearson (r), Spearman (ρ), and
Kendall (τ ) correlations with the 4L-RP-Human
annotations (Martinez et al., 2025) in Table 15,
complementing the results in Table 5. Concretely,
we compare the precision, recall, and F1 scores pro-
duced by the verification models (Pm, Rm, F1m)
against the corresponding human-annotated targets
(Ph, Rh, F1h). Overall, our models achieve consis-
tently stronger agreement with human precision/re-
call/F1 than the baseline metrics, indicating that

System Level Text Level
Model r↑ ρ↑ τ↑ r↑ ρ↑ τ↑
BLEU 77.0 71.6 56.8 77.6 79.6 66.9
METEOR 86.8 83.5 67.8 79.9 80.2 69.3
PARENT 88.2 82.6 66.7 79.2 79.6 66.9
BERTScore 70.1 78.3 63.7 80.0 81.1 69.5
BARTScore 91.0 87.5 78.2 81.4 81.8 70.9
BLEURT 90.5 88.1 72.1 82.1 82.6 71.4
Data-QuestEval-F1 94.9 93.4 85.9 78.1 79.3 67.6
FactSpotter 97.2 93.9 85.1 84.7 81.8 70.3
NLI-F1 94.5 95.0 87.0 82.6 78.5 68.3
MonoLR-F1 95.1 89.7 77.9 84.1 81.4 70.4
Gemma3-270M-F1 94.7 88.5 79.4 83.9 82.3 75.1
Gemma3-1B-F1 93.0 86.5 76.4 83.5 82.2 74.8
Gemma3-4B-F1 93.2 87.7 78.1 82.5 82.1 74.7
Gemma3-12B-F1 91.6 87.7 78.0 83.5 82.6 75.2
Qwen3-0.6B-F1 92.9 87.8 78.2 83.2 82.9 75.8
Qwen3-1.7B-F1 92.4 86.9 77.1 83.6 83.1 75.5
Qwen3-4B-F1 91.3 85.2 74.2 82.2 82.6 75.3
Qwen3-8B-F1 91.1 85.2 73.4 82.4 82.5 75.3
Qwen3-14B-F1 – – 58.3 80.9 76.7 69.2
Llama3.2-1B-F1 91.8 86.9 76.3 83.6 82.4 75.3
Llama3.2-3B-F1 92.0 86.9 76.8 82.8 83.0 75.7
Llama3.1-8B-F1 92.2 86.5 76.1 82.2 81.7 74.9

Table 19: Correlations between model-predicted F1 and
WebNLG 2017 annotation on semantic adequacy.

our fine-grained unit-level judgments yield reliable
scores that align well with human assessments.

We further report system-level and sample-level
correlations with Precision/Recall/F1 targets de-
rived from WebNLG 2020 (Castro Ferreira et al.,
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2020) human judgements in Tables 16–17. Fol-
lowing Martinez et al. (2025), we approximate hu-
man precision Pa as the product of Correctness
and Relevance (Pa = CR × RV ) and treat Data
Coverage CV as human recall Ra. The intuition
is that the precision score should penalize both
incorrect realizations and irrelevant additions: Rel-
evance captures how much of the output content
stays grounded in the input (discouraging halluci-
nated extra content), while Correctness captures
how accurate the grounded content is; their prod-
uct therefore serves as a proxy for precision. F1a
is computed as the harmonic mean of Pa and Ra.
Across both system-level and sample-level analyses
among three correlations, our models achieve con-
sistently stronger correlations with these derived
targets than the baseline methods.

We also report correlations on WebNLG 2017
(Gardent et al., 2017), which contains 223 outputs
from 9 systems with human ratings. We evaluate
at both system and text levels in Table 19, corre-
lating model-predicted F1m with human scores on
semantic adequacy. At the text level, our models
achieve stronger rank-based agreement with hu-
man judgements (Spearman and Kendall) than the
baselines, while Pearson correlations remain com-
petitive with the strongest baselines (e.g., FactSpot-
ter and MonoLR-F1). At the system level, sev-
eral reference-less baselines achieve higher corre-
lations, while the correlations are computed over
only 9 systems and can be sensitive to small varia-
tions in system scores. Model size shows minimal
impact, with small models performing compara-
bly to larger variants. Notably, Qwen3-14B ex-
hibits lower system-level correlations than smaller
Qwen3 models, with some metrics failing to reach
statistical significance (p > 0.05).

I Further Analysis on E2E Human
Annotations

Upon inspecting the E2E annotations (Dušek et al.,
2020), we find five categories of quality issues at
the worker level, summarised in Table 18. The out-
lier annotations from these workers are removed
before computing the correlations6. After remov-
ing these outlier annotations, 5,515 valid ratings
remain from the original 6,012 (8.3% removed).

When comparing baseline metrics (NLI-Based,
Data-QuestEval, FactSpotter) against the E2E
coarse labels in Table 7 in Section 4.2.2, we convert

6The filtered annotation data will be publicly released.

System Level Text Level
Model r↑ ρ↑ τ↑ r↑ ρ↑ τ↑
BLEU 58.3 48.6 34.3 24.8 24.2 19.6
METEOR 62.9 70.1 49.5 30.6 28.6 22.9
PARENT-F1 10.4 6.0 2.9 14.0 13.2 11.0
BERTScore-F1 70.3 66.1 54.3 30.5 28.8 23.4
BARTScore 90.3 88.2 72.4 38.6 34.9 28.1
BLEURT 87.7 90.4 76.2 41.1 38.1 31.4
NLI-P 35.6 27.1 23.8 11.1 8.5 7.2
NLI-R 85.6 79.9 63.8 53.2 42.9 34.7
NLI-F1 82.9 86.2 69.5 49.6 44.1 35.9
MonoLR-P 20.3 27.0 20.0 8.9 12.7 10.3
MonoLR-R 86.8 86.8 72.4 41.5 33.6 27.0
MonoLR-F1 76.9 80.3 61.9 34.5 29.1 23.4
FactSpotter 85.5 89.6 75.2 39.5 32.9 26.4
Data-QuestEval-P 36.9 18.1 15.2 5.6 4.3 3.8
Data-QuestEval-R 70.5 59.2 44.8 20.3 16.5 14.0
Data-QuestEval-F1 58.1 48.4 39.1 18.4 14.6 12.3
Gemma3-270M-P 24.1 48.0 32.9 25.2 22.6 20.5
Gemma3-270M-R 85.9 71.7 59.1 52.9 50.9 45.8
Gemma3-270M-F1 83.0 71.7 57.1 51.5 50.8 45.6
Gemma3-1B-P 12.7 36.9 26.1 22.7 20.9 18.9
Gemma3-1B-R 84.7 71.2 57.1 53.8 51.4 46.5
Gemma3-1B-F1 80.9 69.7 55.2 52.8 51.4 46.4
Gemma3-4B-P 24.1 33.7 25.4 24.1 21.5 19.5
Gemma3-4B-R 83.6 66.9 55.2 53.2 51.2 46.3
Gemma3-4B-F1 79.4 69.0 58.1 51.7 50.7 45.7
Gemma3-12B-P 18.3 7.1 7.5 21.7 19.1 17.3
Gemma3-12B-R 82.4 66.1 53.9 53.6 51.5 46.6
Gemma3-12B-F1 76.5 63.5 50.1 52.4 51.3 46.3
Qwen3-0.6B-P 18.5 42.5 30.0 29.3 26.8 24.4
Qwen3-0.6B-R 83.8 68.1 54.3 53.4 51.2 46.2
Qwen3-0.6B-F1 79.1 69.0 53.3 52.5 51.2 46.2
Qwen3-1.7B-P 11.0 36.4 26.1 21.5 18.7 17.1
Qwen3-1.7B-R 83.3 67.7 55.2 53.5 51.1 46.2
Qwen3-1.7B-F1 78.2 67.0 52.4 52.5 51.0 46.0
Qwen3-4B-P 19.5 27.2 21.5 26.7 23.1 20.9
Qwen3-4B-R 83.9 67.3 54.3 53.7 51.4 46.4
Qwen3-4B-F1 78.6 69.5 56.2 52.8 51.5 46.4
Qwen3-8B-P 52.0 63.5 46.4 33.0 30.6 27.5
Qwen3-8B-R 83.6 69.0 56.2 53.1 51.5 46.5
Qwen3-8B-F1 79.8 70.1 57.1 51.8 51.4 46.3
Qwen3-14B-P 13.2 5.6 4.5 20.5 18.1 16.4
Qwen3-14B-R 83.3 72.0 56.2 53.2 51.3 46.4
Qwen3-14B-F1 77.0 67.1 54.3 51.9 51.1 46.1
Llama3.2-1B-P 10.4 21.3 16.4 22.8 20.9 19.1
Llama3.2-1B-R 83.0 66.5 54.9 53.1 51.1 46.1
Llama3.2-1B-F1 78.5 66.9 52.0 52.2 51.2 46.2
Llama3.2-3B-P 21.7 36.7 25.1 26.6 23.9 21.7
Llama3.2-3B-R 83.9 70.4 57.1 53.2 51.3 46.3
Llama3.2-3B-F1 79.3 68.7 53.3 52.1 51.1 46.1
Llama3.1-8B-P 14.4 21.5 15.5 23.9 20.1 18.3
Llama3.1-8B-R 83.2 67.3 55.2 53.8 51.6 46.6
Llama3.1-8B-F1 77.8 66.9 51.4 52.7 51.3 46.3

Table 20: Detailed correlations with E2E fine-grained
human judgements on quality assessments.

each metric output into two binary indicators, has-
missing and has-added, and define is-ok only when
neither indicator is triggered. For the NLI-based
metric, has-missing is triggered if any source triple
receives an entailment probability below the binary
threshold (0.5) when checking whether the text en-
tails that triple, while has-added is triggered when
the precision-side NLI score falls below the binary
threshold, indicating that the text is not fully sup-
ported by the input data. For Data-QuestEval, we
use its two directional answerability scores analo-
gously: if questions generated from the data cannot
be answered by the text, we predict has-missing;
if questions generated from the text cannot be an-
swered from the data, we predict has-added. We
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then define is-ok as the case where neither of these
two error indicators is triggered. FactSpotter is
recall-only in this setting: a sample is marked as
has-missing if any source triple receives a score
below the binary threshold against the text, while
the samples are otherwise treated as is-ok.

The classification performance on ok and miss-
ing is solid in Section 4.2.2, consistent with the
fair agreement observed for these two tasks. We
compute Krippendorff α for each coarse-label task
to assess annotation reliability, as shown in Ta-
ble 27. The added task yields only slight agreement
(α=0.104), reflecting the difficulty of establishing
a consistent standard for this category in a crowd-
sourced setting, which accounts for its considerably
weaker classification results.

Table 20 reports Pearson, Spearman, and
Kendall correlations with E2E human quality judg-
ments at both system and text levels. While prior
baselines remain strong at the system level, our
verifiers are consistently stronger at the text level
across all three correlation measures. Across model
families, recall-based scores also tend to align bet-
ter with the human ratings. This likely reflects the
fact that E2E annotators agree more on missing
content than on additions.

J KELM Human Annotation Data
Selection for Human Judgement

To evaluate our verification models across different
scales, we select samples from KELM to maximise
predicate coverage and diversity in precision, recall,
and F1 scores, ensuring annotators evaluate both
high-quality and low-quality (data, text) pairs. The
construction steps are as follows.

Predicate Selection We first remove samples ap-
pearing in train and dev sets in Section 3.5 to en-
sure the fairness of human judgements. To max-
imize predicate diversity, we calculate predicate
frequency within subsets of different graph sizes
(1-6) and then for each size we select 100 least
frequent predicates and keep one sample for each
of them. If the initial selection does not reach the
target sample size, we randomly sample additional
entries. To ensure maximum predicate coverage,
we repeated this random complementation process
100 times and retained the iteration with the highest
number of unique predicates.

Precision, Recall and F1 Diversity Apart from
predicate diversity, we also aim to select samples

with diverse precision, recall, and F1 scores so that
annotators would evaluate model predictions on
both high-quality and low-quality (data, text) pairs.
For the 100 samples selected by the diversity of
predicates, we use MonoLR (Martinez et al., 2025)
to estimate the precision, recall, and F1 scores for
all candidate samples. We then apply a greedy al-
gorithm to select 10 samples for each graph size
that maximise the variance in (precision, recall, F1)
space. The algorithm starts by selecting the sample
with the median F1 score, and then it iteratively se-
lects samples that maximize the Euclidean distance
to already-selected samples in (precision, recall,
F1) space. This strategy ensures broad coverage of
the score distribution rather than clustering around
specific values.

To examine model performance across scales,
we generate error detection predictions for each of
the 60 selected samples (10 per graph size from
1–6 triples) using four Qwen3 models of differ-
ent scales: Qwen3-0.6B-8864, Qwen3-4B-4432,
Qwen3-8B-7479, and Qwen3-14B-6648. This pro-
duces 240 error detection outputs (60 samples × 4
models) for human annotation.

K Human Annotation Protocol

We compare Qwen3 models of four sizes (0.6B, 4B,
8B, and 14B) across instances grouped by graph
size (1–6 triples), sampling 10 instances per group
per model, yielding 240 annotated samples (see Ap-
pendix J for details). Three annotators each labeled
120 samples: a shared overlap set of 60 annotated
by all three, plus 60 additional samples indepen-
dently assigned to each. All annotations were con-
ducted by the authors; no external participants were
recruited. On the overlap set, Krippendorff’s α is
0.573 for verifying error predictions and 0.646 for
supplementing missed errors.

K.1 Part 1: Verify Model Predictions

For each model prediction containing (triple, error
type), annotators answer the following questions:

Question 1: Is this item an over-prediction?

• YES: Model says there is an error, but actually
it isn’t an error. For example, if the Model
predicts "MISSING, [S] John [P] age [O]
30", while the reference has this triple and the
text correctly mentions “John is 30 years old”.

• NO: Answer question 2.
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Figure 3: The annotation interface used for human verification on KELM. The left panel shows configuration and
navigation controls. The upper area displays the reference data and model response, and the lower area contains
Part 1 (verify model predictions) and Part 2 (supplement missed errors) annotation tasks.

Question 2: Is the prediction correct?

• YES: The triple and error types of this item
are completely correct.

• NO: Prediction is wrong, answer Question 3.

Question 3: The reason of wrong judgement?

• Wrong Error Triple: The error type output

is correct, but the corresponding triple identi-
fication is wrong. Example:

– Model prediction: INCORRECT, [S]
John [P] age [O] 35.

– Actual situation: The data has [S] John
[P] age [O] 30, and the text says “John
is 25”.

– Analysis: Error type Incorrect is right,
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but the triple is wrong. The object "35"
should be "30".

• Wrong Error Type: The identified error
triple is valid, but the corresponding error type
is wrong. For example:

– Model prediction: MISSING, [S] John
[P] born in [O] 1990

– Actual situation: The input data has this
triple, but the text says “John was born
in 1991.”

– Analysis: Only the object "1990" is
wrong. Then the error type should not be
missing, but incorrect.

K.2 Part 2: Supplement Missed Errors

After checking error prediction items, the annota-
tors supplement errors that models failed to detect:

• Add incorrect data: Copy-paste triples from
the input data that are incorrectly expressed in
the text.

• Add omitted data: Copy-paste triples from
the input data that are not mentioned in text.

• Add extra content: Copy natural language
fragments from the text absent from the data.
For example, if the text mentions “the runway
length is 2200 meters” but the input data does
not, the annotator should copy and paste it.

K.3 Annotation Workflow

The annotation process is divided into two phases
to ensure quality and consistency. In the first phase,
the goal is to familiarize the annotation process
and to achieve sufficient inter-annotator agreement.
All three annotators independently annotate the
same 60 samples (1/4 of all model outputs). After
their annotation, we calculate Krippendorff’s α
(Krippendorff, 1970) to measure their agreement.
Annotators then discuss disagreements to resolve
ambiguities and refine their understanding of the
annotation guidelines. Once adequate agreement
is achieved, each annotator labels 60 samples from
the remaining samples in the second phase, with
no overlap between annotators. This distributes the
annotation workload while maintaining the quality
standards established in Phase 1.

0.6B 4B 8B 14B

Bin-F1 (%) 48.5 65.2 75.5 61.9
Bin-Acc (%) 71.7 73.3 78.3 73.3

Table 21: Binary consistency judgment on KELM. How
well does XQDTW match human judgements of data-
text semantic consistency ?

Model Over-pred. Wrong-type Wrong-triple Missed

Q3-0.6B 75.0 9.9 0.4 14.7
Q3-4B 58.5 2.4 0.5 38.5
Q3-8B 74.1 1.7 0.0 24.1
Q3-14B 56.2 6.8 0.0 37.0

Table 22: Mistake composition of alignment error de-
tection on KELM (all values in %).

L Further Consistency Analysis with
Human Annotations on Noisy KELM

Table 21 reports model performance on binary con-
sistency judgment, i.e., predicting whether a data–
text pair is fully consistent as a whole, measured
by F1 and accuracy. Performance improves sub-
stantially with scale up to 8B, which achieves the
best F1 of 75.5% and accuracy of 78.3%. The
14B model, however, underperforms 4B despite its
larger scale, suggesting that scaling alone does not
guarantee better calibration on this task.

Table 22 categorises incorrect predictions into
4 types: false alarms (errors reported on correct
items), wrong-type (correct detection but wrong
error category), wrong-triple (correct category but
wrong target triple), and missed errors (unreported
errors). False alarms account for 56–75% of mis-
takes across models pointing to an error-reporting
calibration bottleneck: the primary challenge lies
in deciding when to flag an error.

A key driver of over-prediction is: XQDT is
trained on corpora whose verbalisations tend to
closely mirror the surface form of the source triples,
so the model may flag semantically faithful but
more loosely phrased expressions as errors. For
instance, given the predicate “located in the admin-
istrative territorial entity,” and the text “Rosewood
is located in the Division of Farrer, New South

Missing Extra Incorrect
Model P R F1 P R F1 P R F1
Q3-0.6B 19.5 73.9 30.9 44.4 64.5 52.6 39.1 63.3 48.4
Q3-4B 70.0 46.7 56.0 57.6 46.3 51.4 43.9 66.4 52.9
Q3-8B 54.5 66.7 60.0 58.3 87.5 70.0 48.5 74.4 58.7
Q3-14B 63.6 35.0 45.2 100.0 30.8 47.1 30.0 64.3 40.9

Table 23: P/R/F1 by error type on KELM: How well
does XQDT predict the different types of errors?
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Model 1 2 3 4 5 6

Q3-0.6B 60.0 43.3 46.2 47.8 40.1 35.3
Q3-4B 100.0 58.3 34.4 52.8 40.2 59.3
Q3-8B 80.0 88.0 71.7 63.0 52.4 56.9
Q3-14B 80.0 63.3 35.0 48.7 29.7 29.2

Table 24: F1 by triple count on KELM (in %).

Wales”, the model flags this as Incorrect, while an-
notators judge it a false alarm. Missed errors, by
contrast, tend to involve subtle relational distinc-
tions: for instance, the text “He was also nominated
for the Heinrich Heine Prize” is paired with (Max
Frisch, award received, Heinrich Heine
Prize), but the model reports no error, confusing
nominated with received.

Table 23 reports precision, recall, and F1 by error
type. The contrast is most pronounced on Missing
errors: 0.6B achieves high recall but very low preci-
sion, reflecting indiscriminate over-reporting. The
14B model shows the opposite tendency on Extra
errors, with perfect precision but low recall.

Table 24 reports instance-averaged F1 grouped
by triple count. The 8B model performs best for
instances with 2–5 triples, and remains close to
4B at size 6. Both 0.6B and 14B degrade more
noticeably as input complexity grows, indicating
limited robustness to larger graphs.

M WebNLG-to-E2E Cross-Dataset
Transfer

To examine whether the verifiers transfer beyond
the dataset used for training, we take the Qwen3
verifiers trained only on WebNLG 3.0 synthetic
data and evaluate them on E2E without further
training. We compare these models with the veri-
fiers used in our main E2E experiments, which are
trained on the combined WebNLG and E2E syn-
thetic training sets. Both settings are evaluated on
the same E2E examples.

Correlation with human judgements. Table 25
reports correlations between verifier F1 scores and
E2E global human quality scores. For the 4B
and 8B models, text-level correlations differ by at
most 1.0 point between the two choices of training
data. Some system-level point estimates are higher
with WebNLG-only training, but all correspond-
ing system-level paired bootstrap intervals include
zero. By contrast, the 0.6B and 1.7B WebNLG-
only models show a marked reduction at text level.

Coarse-label classification. Table 26 compares
the two choices of training data on the three E2E
coarse-label tasks. The 4B and 8B models show the
smallest differences: their is-ok and has-missing
F1 scores differ by no more than 0.6 points be-
tween WebNLG-only and WebNLG+E2E train-
ing. The smaller models degrade substantially,
while the 14B model shows a more moderate de-
crease. Performance on has-added remains rela-
tively low in both settings, consistent with the low
inter-annotator agreement for this label (Table 27).

Paired bootstrap analysis. We quantify uncer-
tainty in the close 4B and 8B comparisons using
10,000 paired bootstrap resamples with seed 42.
For coarse-label F1 and text-level correlations, we
resample meaning representations as clusters and
retain all system outputs associated with each sam-
pled meaning representation. For system-level cor-
relations, we resample systems. The same sam-
pled units are used for the WebNLG+E2E and
WebNLG-only models in every replicate. We re-
port ∆ = WebNLG only − WebNLG+E2E with
percentile 95% confidence intervals.

As shown in Table 29, for Qwen3-4B, the in-
tervals for is-ok and has-missing exclude zero, al-
though the differences are small. All remaining
intervals include zero. For Qwen3-8B, the two
choices of training data are therefore not reliably
distinguishable under this resampling procedure.

Fine-grained error localisation. We further
evaluate in Table 28 whether the WebNLG-trained
verifiers can identify individual errors in the E2E
synthetic test set. Strict F1 requires an exact match
with the E2E slot–value representation, whereas
similarity F1 gives partial credit to semantically
corresponding units, as defined in Appendix N.

The transferred 4B–14B models obtain strict F1
scores above 94.0 for Omitted errors and above
90.0 for Incorrect errors. Extra errors show a differ-
ent pattern: strict F1 remains substantially lower,
while similarity F1 reaches 80.1–84.0. Inspec-
tion of the predictions shows that this gap often
arises when the transferred verifier identifies the
relevant unsupported content but expresses it as a
WebNLG-style triple rather than an E2E slot–value
unit. Strict matching rejects this representation,
whereas similarity matching recognises the seman-
tic correspondence.

Overall, transfer is most consistent for the 4B
and 8B models. Their coarse-label performance
and text-level correlations remain close to those ob-
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System level Text level

Model Training data r ρ τ r ρ τ

Qwen3-0.6B WebNLG+E2E 79.1 69.0 53.3 52.5 51.2 46.2
WebNLG only 80.4 84.2 68.6 34.4 33.7 29.6

Qwen3-1.7B WebNLG+E2E 78.2 67.0 52.4 52.5 51.0 46.0
WebNLG only 84.1 83.8 67.6 36.4 34.7 30.2

Qwen3-4B WebNLG+E2E 78.6 69.5 56.2 52.8 51.5 46.4
WebNLG only 86.7 71.0 59.0 53.2 51.4 46.4

Qwen3-8B WebNLG+E2E 79.8 70.1 57.1 51.8 51.4 46.3
WebNLG only 86.3 69.9 57.1 52.8 51.2 46.1

Qwen3-14B WebNLG+E2E 77.0 67.1 54.3 51.9 51.1 46.0
WebNLG only 85.8 78.4 58.1 46.8 45.4 40.7

Table 25: Pearson r, Spearman ρ, and Kendall τ correlations (%) between verifier F1 scores and E2E global human
quality scores. System-level results cover 21 systems, and text-level results cover 625 meaning representations.

Model Training data is-ok has-missing has-added

Qwen3-0.6B WebNLG+E2E 89.3 75.7 20.8
WebNLG only 66.8 54.0 20.9

Qwen3-1.7B WebNLG+E2E 89.3 75.7 23.4
WebNLG only 61.4 51.6 19.8

Qwen3-4B WebNLG+E2E 89.4 75.8 21.1
WebNLG only 89.8 76.4 23.9

Qwen3-8B WebNLG+E2E 89.4 75.7 23.3
WebNLG only 89.2 75.2 20.7

Qwen3-14B WebNLG+E2E 89.1 75.5 18.7
WebNLG only 86.2 70.1 19.8

Table 26: F1 scores (%) on the E2E coarse-label tasks.
All models are evaluated on the same E2E examples.
“WebNLG+E2E” denotes joint training on the two syn-
thetic training sets, whereas “WebNLG only” denotes
direct transfer without E2E training.

ok missing added
Krippendorff α 0.378 0.369 0.104

Table 27: IAA for the E2E Human annotation labels.

tained with joint training, while their fine-grained
Omitted and Incorrect localisation remains strong.

N Detailed Precision, Recall, and F1 for
Error Detection

We evaluate the ability of the models to detect omit-
ted, extra, and incorrect content by comparing their
predictions against the test data labels constructed
in Section 3.5. Our evaluation employs three com-
plementary levels: triple-level, element-level, and
similarity-based metrics to capture different aspects
of error prediction quality.

Triple-level metrics. Triple-level evaluation
measures whether predicted triples match gold-
standard triples exactly as complete units. A triple
is counted as correct only when the predicted sub-
ject, predicate, and object match the gold triple

exactly. This strict criterion assesses the model’s
ability to identify errors with complete accuracy
but does not credit partial matches.

Element-level metrics. Element-level evaluation
accounts for partially correct predictions by mea-
suring alignment at the granularity of individual
elements. For each matched pair, we count how
many of the three elements are identical, and then
compute precision, recall, and F1. This metric cap-
tures cases where a model partially mis-specifies
error elements.

Similarity-based metrics. We encode predicted
and gold triples using BGE-1.5-Large (Xiao et al.,
2024) and compute all pairwise cosine similarities.
We then use the Hungarian algorithm to find the
one-to-one matching that maximises the total co-
sine similarity between predicted and gold triples
(Yang et al., 2023). The sum of matched similari-
ties is divided by the number of predicted triples
for precision and by the number of gold triples
for recall; F1 is their harmonic mean. This gives
partial credit to semantically close matches while
preventing one gold triple from matching multiple
predictions.

We report precision, recall, and F1 separately
for each error type (omission, extra, incorrect) and
compute the macro-average by taking the arith-
metic mean of the three per-class scores. Since our
test set includes positive data–text pairs with no
errors, we assign perfect scores (P=R=F1=1) if the
model correctly predicts no errors, and we assign
P=R=F1=0 if the model incorrectly predicts errors
to penalise false alarms.

Tables 31–35 report precision and recall (over
Extra, Omitted, and Incorrect errors) corresponding
to the full F1 results in Tables 30 and 33. Across
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Omitted Incorrect Extra

Model Strict Similarity Strict Similarity Strict Similarity

Qwen3-0.6B 85.8 90.2 81.8 84.1 2.8 68.3
Qwen3-1.7B 90.1 90.1 72.1 74.8 9.8 75.1
Qwen3-4B 94.2 94.3 91.2 91.8 18.3 80.1
Qwen3-8B 94.5 94.6 90.3 91.4 27.7 80.7
Qwen3-14B 94.2 94.2 90.9 91.6 44.1 84.0

Table 28: Strict and similarity-based F1 scores (%) for fine-grained cross-dataset error localisation. The Qwen3
verifiers are trained only on WebNLG 3.0 synthetic data and evaluated on the E2E synthetic error-detection test set.

Measure Qwen3-4B Qwen3-8B

is-ok F1 +0.5 [+0.2,+0.7] −0.2 [−0.6,+0.2]
has-missing F1 +0.6 [+0.1,+1.1] −0.5 [−1.5,+0.3]
has-added F1 +2.9 [−4.2,+9.6] −2.6 [−9.6,+4.3]

Text r +0.3 [−0.9,+1.5] +1.0 [−0.2,+2.1]
Text ρ −0.1 [−1.1,+0.8] −0.2 [−1.0,+0.6]
Text τ 0.0 [−0.9,+0.8] −0.2 [−1.0,+0.6]

System r +8.1 [−0.8,+18.5] +6.5 [−0.3,+15.9]
System ρ +1.6 [−9.1,+12.5] −0.3 [−12.4,+10.3]
System τ +2.9 [−7.8,+13.2] 0.0 [−11.9,+10.3]

Table 29: Paired bootstrap differences between
WebNLG-only and WebNLG+E2E training on E2E.
Values are percentage points; brackets give percentile
95% confidence intervals and ∆ = WebNLG only −
WebNLG+E2E.

both WebNLG and E2E data, the performance gen-
erally increases with model size up to 8B, while fur-
ther scaling typically yields only marginal improve-
ments. Our fine-tuned verification models con-
sistently outperform prompt-based LLM-as-judge
baselines on both precision and recall, even though
the baselines are based on much larger LLMs.

O Details for Text-to-Data and
Data-to-Text Improvement

This appendix reports data-to-text and text-to-data
improvement prompts in experiments. Figure 5
shows the data-to-text repair prompt, which revises
a previously generated text using source triples
and verifier feedback. Figure 4 shows the text-to-
data repair prompt, which revises extracted triples
using the source text and verifier feedback. For the
revision experiments, we follow Song et al. (2025),
using temperature = 0.7 and seed = 42.

We report full model-wise results for text-to-data
repair on WebNLG and GenWiki in Tables 36–39.
These tables expand the compact main-text compar-
ison by covering all evaluated repair models, three
repair rounds, and three metrics (Exact, Strict, and
Partial F1) under both BT5 and ReGen base text-to-
data models. Across settings, XQDT remains the
strongest method on the stricter Exact and Strict

criteria in most cases, while Partial F1 occasion-
ally narrows the gap for NLI and PiVe on GenWiki.
These Partial improvements do not generally carry
over to Exact or Strict F1, suggesting that they
mostly reflect increased local overlap rather than
consistently better factual correction in outputs.

We also report full results for data-to-text repair
on WebNLG with the Control Prefix baseline in Ta-
ble 40. This table expands the compact main-text
comparison by covering all evaluated repair mod-
els, three repair rounds, and the full set of automatic
metrics. We report BLEU (Papineni et al., 2002),
ROUGE (Lin, 2004), METEOR (Banerjee and
Lavie, 2005), chrF++ (Popović, 2015), PARENT-
F1 (Dhingra et al., 2019), BERTScore-F1 (Zhang
et al., 2020), and SBERT (Reimers and Gurevych,
2019). As in the main text, the gains are modest
overall because Control Prefix is already a strong
baseline on WebNLG, but XQDT still yields mea-
surable improvements on several metrics.

We provide representative data-to-text and text-
to-data improvement examples to illustrate how ver-
ifier feedback changes model outputs across rounds
(Figures 6, 7, 8, 9). We focus on cases where the re-
pairs are visually interpretable and reflect common
error types observed in our analysis.
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Extra Omitted Incorrect Macro
Model F1tri F1ele F1sim F1tri F1ele F1sim F1tri F1ele F1sim F1tri F1ele F1sim

Gemma3-27B-Prompt 4.6 18.4 39.5 14.4 18.0 27.4 43.2 45.1 49.8 20.7 27.2 38.9
Qwen3-32B-Prompt 2.8 10.9 25.3 1.2 5.7 17.4 47.6 48.8 53.4 17.2 21.8 32.0
Llama3.3-70B-Prompt 13.2 36.9 61.5 51.8 56.1 61.8 52.3 56.7 61.2 39.1 49.9 61.5
GPT-4.1-Prompt 16.8 43.6 70.6 30.8 34.0 41.3 64.1 64.3 65.6 37.2 47.3 59.2
GPT-5.1-Prompt 18.0 45.1 72.8 81.7 83.3 84.8 78.1 78.5 79.5 59.2 69.0 79.0
Gemma3-270M 57.1 69.6 81.3 91.9 92.3 93.2 87.7 88.1 89.2 78.9 83.3 87.9
Gemma3-1B 66.8 77.8 86.4 94.5 94.8 95.0 92.3 92.5 92.8 84.5 88.3 91.4
Gemma3-4B 78.3 87.1 93.0 97.6 97.6 97.7 96.5 96.5 96.5 90.8 93.7 95.7
Gemma3-12B 81.3 88.9 94.0 96.5 96.6 96.6 97.0 97.0 97.0 91.6 94.1 95.9
Qwen3-0.6B 69.7 81.2 89.4 96.2 96.4 96.5 95.2 95.3 95.4 87.1 91.0 93.8
Qwen3-1.7B 73.8 83.7 90.4 96.9 97.0 97.1 96.1 96.1 96.1 88.9 92.3 94.6
Qwen3-4B 77.5 86.6 92.5 97.2 97.3 97.4 96.6 96.6 96.7 90.4 93.5 95.5
Qwen3-8B 79.2 87.5 92.9 96.8 96.8 96.9 96.9 97.0 97.0 90.9 93.8 95.6
Qwen3-14B 81.3 89.3 94.0 96.8 96.9 97.1 97.1 97.1 97.1 91.7 94.4 96.1
Llama3.2-1B 71.6 81.9 89.3 92.4 94.7 96.0 93.1 94.4 95.1 85.7 90.3 93.4
Llama3.2-3B 78.6 86.7 91.7 93.7 96.0 97.2 95.0 96.2 96.9 89.1 93.0 95.3
Llama3.1-8B 82.2 89.8 94.4 93.8 96.0 97.2 95.6 96.8 97.4 90.5 94.2 96.3

Table 30: F1 scores for prompt-based and our fine-tuned verifier models on error detection data constructed with
WebNLG. F1tri, F1ele, and F1sim denote triple-level, element-level, and similarity-based F1, respectively. The
"Macro" column reports macro-averaged scores across the three error types.

Extra Omitted Incorrect Macro
Model Ptri Pele Psim Ptri Pele Psim Ptri Pele Psim Ptri Pele Psim

Gemma3-27B-Prompt 3.6 14.5 31.2 9.3 11.6 17.7 35.7 37.3 41.3 16.2 21.1 30.0
Qwen3-32B-Prompt 2.8 10.9 25.4 1.0 4.5 13.9 48.5 49.8 54.4 17.4 21.7 31.2
Llama3.3-70B-Prompt 12.1 33.9 56.5 40.8 44.2 48.7 42.0 45.6 49.2 31.6 41.2 51.5
GPT-4.1-Prompt 14.5 37.7 61.0 34.0 37.5 45.6 52.4 52.5 53.6 33.6 42.6 53.4
GPT-5.1-Prompt 15.7 39.3 63.5 75.8 77.4 78.7 75.2 75.7 76.6 55.6 64.1 72.9
Gemma3-270M 54.2 66.0 77.1 90.2 90.5 91.4 84.2 84.6 85.6 76.2 80.4 84.7
Gemma3-1B 64.5 75.1 83.5 93.4 93.7 94.0 89.4 89.7 90.0 82.4 86.1 89.1
Gemma3-4B 78.3 87.0 93.0 98.2 98.2 98.3 94.5 94.5 94.5 90.3 93.3 95.3
Gemma3-12B 81.1 88.6 93.8 96.0 96.1 96.1 97.4 97.4 97.4 91.5 94.0 95.8
Qwen3-0.6B 68.9 80.3 88.4 95.8 95.9 96.0 93.6 93.6 93.7 86.1 89.9 92.7
Qwen3-1.7B 72.4 82.2 88.8 96.5 96.6 96.7 94.3 94.3 94.3 87.7 91.0 93.3
Qwen3-4B 77.1 86.2 92.0 97.6 97.7 97.7 94.9 94.9 94.9 89.8 92.9 94.9
Qwen3-8B 78.7 87.0 92.4 96.4 96.5 96.5 95.5 95.5 95.5 90.2 93.0 94.8
Qwen3-14B 80.7 88.5 93.2 96.2 96.3 96.5 96.3 96.3 96.3 91.0 93.7 95.3
Llama3.2-1B 70.3 80.3 87.6 92.4 94.7 96.0 91.4 92.6 93.3 84.7 89.2 92.3
Llama3.2-3B 77.6 85.6 90.5 94.3 96.7 97.9 94.0 95.3 95.9 88.6 92.5 94.8
Llama3.1-8B 82.6 90.3 94.9 94.3 96.6 97.7 94.5 95.7 96.4 90.5 94.2 96.3

Table 31: Precision (%) on WebNLG error detection across Extra, Omission, and Incorrect errors.

Extra Omitted Incorrect Macro
Model Rtri Rele Rsim Rtri Rele Rsim Rtri Rele Rsim Rtri Rele Rsim

Gemma3-27B-Prompt 6.3 25.1 54.0 32.1 40.3 61.3 54.5 56.9 62.9 31.0 40.8 59.4
Qwen3-32B-Prompt 2.8 10.9 25.3 1.6 7.6 23.3 46.7 47.9 52.4 17.0 22.2 33.7
Llama3.3-70B-Prompt 14.5 40.6 67.6 70.8 76.8 84.6 69.1 74.9 80.9 51.5 64.1 77.7
GPT-4.1-Prompt 20.0 51.8 83.8 28.2 31.1 37.8 82.6 82.9 84.6 43.6 55.3 68.7
GPT-5.1-Prompt 21.1 52.9 85.4 88.5 90.3 91.9 81.1 81.6 82.6 63.6 74.9 86.6
Gemma3-270M 60.5 73.7 86.1 93.7 94.1 95.0 91.5 91.9 93.0 81.9 86.6 91.4
Gemma3-1B 69.3 80.6 89.6 95.6 95.9 96.1 95.3 95.6 95.9 86.7 90.7 93.9
Gemma3-4B 78.4 87.2 93.1 96.9 97.0 97.0 98.5 98.5 98.5 91.3 94.2 96.2
Gemma3-12B 81.5 89.1 94.3 97.0 97.1 97.1 96.6 96.6 96.6 91.7 94.3 96.0
Qwen3-0.6B 70.5 82.2 90.4 96.7 96.9 97.0 96.9 97.0 97.1 88.1 92.0 94.8
Qwen3-1.7B 75.2 85.4 92.2 97.3 97.3 97.5 98.0 98.0 98.0 90.1 93.6 95.9
Qwen3-4B 78.0 87.1 93.1 96.9 97.0 97.0 98.4 98.4 98.4 91.1 94.2 96.2
Qwen3-8B 79.6 88.0 93.4 97.1 97.2 97.2 98.4 98.4 98.5 91.7 94.5 96.4
Qwen3-14B 82.0 90.0 94.8 97.3 97.5 97.7 97.9 97.9 97.9 92.4 95.1 96.8
Llama3.2-1B 73.1 83.5 91.0 92.4 94.7 96.0 94.9 96.2 96.9 86.8 91.5 94.6
Llama3.2-3B 79.7 87.9 93.0 93.0 95.4 96.6 95.9 97.2 97.9 89.5 93.5 95.8
Llama3.1-8B 81.8 89.4 93.9 93.3 95.5 96.6 96.6 97.9 98.5 90.6 94.3 96.3

Table 32: Recall (%) on WebNLG error detection across Extra, Omission, and Incorrect errors.
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Extra Omitted Incorrect Macro
Model F1tri F1ele F1sim F1tri F1ele F1sim F1tri F1ele F1sim F1tri F1ele F1sim

Gemma3-27B-Prompt 4.8 19.1 37.4 16.4 20.1 32.9 36.6 38.8 45.2 19.3 26.0 38.5
Qwen3-32B-Prompt 6.6 16.4 30.2 1.7 8.9 23.5 43.3 44.9 48.9 17.2 23.4 34.2
Llama3.3-70B-Prompt 19.8 39.7 57.1 57.1 59.9 66.0 54.3 56.4 59.6 43.7 52.0 60.9
GPT-4.1-Prompt 33.1 53.3 69.5 41.2 44.2 52.1 62.1 62.5 64.6 45.5 53.3 62.0
GPT-5.1-Prompt 35.7 57.3 72.8 82.4 82.8 83.5 78.7 78.9 80.0 65.6 73.0 78.8
Gemma3-270M 92.9 94.7 95.6 94.6 94.9 95.9 95.6 95.8 96.3 94.4 95.2 95.9
Gemma3-1B 93.5 95.0 95.7 97.3 97.4 97.6 96.7 96.7 96.9 95.8 96.4 96.7
Gemma3-4B 97.1 98.1 98.5 99.0 99.0 99.0 97.9 97.9 97.9 98.0 98.3 98.4
Gemma3-12B 97.7 98.4 98.7 99.3 99.3 99.3 97.8 97.9 97.9 98.3 98.5 98.6
Qwen3-0.6B 96.3 97.3 97.7 98.7 98.7 98.7 97.7 97.7 97.7 97.6 97.9 98.1
Qwen3-1.7B 96.5 97.5 97.9 99.0 99.0 99.1 97.7 97.7 97.7 97.7 98.1 98.2
Qwen3-4B 97.7 98.4 98.7 99.1 99.1 99.1 97.9 97.9 97.9 98.2 98.4 98.5
Qwen3-8B 97.5 98.2 98.5 99.0 99.0 99.0 97.7 97.7 97.7 98.1 98.3 98.4
Qwen3-14B 97.9 98.6 98.8 99.2 99.2 99.2 97.9 97.9 97.9 98.3 98.5 98.6
Llama3.2-1B 93.9 95.4 96.0 97.0 97.6 97.9 96.3 96.7 96.9 95.7 96.6 96.9
Llama3.2-3B 97.1 97.9 98.2 98.1 98.7 99.0 97.1 97.5 97.6 97.4 98.0 98.3
Llama3.1-8B 97.8 98.5 98.8 98.0 98.6 98.9 97.3 97.6 97.8 97.7 98.2 98.5

Table 33: F1 scores of verification models on error detection data constructed with E2E.

Extra Omitted Incorrect Macro
Model Ptri Pele Psim Ptri Pele Psim Ptri Pele Psim Ptri Pele Psim

Gemma3-27B-Prompt 3.8 14.9 29.1 11.7 14.3 23.4 32.2 34.1 39.7 15.9 21.1 30.7
Qwen3-32B-Prompt 6.0 15.1 27.7 1.5 7.6 19.9 53.0 55.0 59.8 20.2 25.9 35.8
Llama3.3-70B-Prompt 18.5 37.1 53.4 48.0 50.3 55.5 42.9 44.5 47.1 36.4 44.0 52.0
GPT-4.1-Prompt 28.2 45.4 59.2 40.3 43.3 51.0 52.6 53.0 54.7 40.4 47.2 55.0
GPT-5.1-Prompt 30.3 48.5 61.7 74.9 75.3 75.9 77.0 77.2 78.3 60.7 67.0 72.0
Gemma3-270M 92.7 94.5 95.4 93.1 93.4 94.3 94.1 94.4 94.9 93.3 94.1 94.9
Gemma3-1B 94.6 96.1 96.8 97.8 97.9 98.1 95.3 95.4 95.5 95.9 96.5 96.8
Gemma3-4B 97.4 98.5 98.8 99.4 99.4 99.4 96.0 96.0 96.0 97.6 98.0 98.1
Gemma3-12B 98.0 98.7 99.0 99.5 99.5 99.5 96.4 96.4 96.4 97.9 98.2 98.3
Qwen3-0.6B 97.1 98.1 98.5 99.1 99.1 99.1 95.9 95.9 95.9 97.4 97.7 97.8
Qwen3-1.7B 96.4 97.4 97.8 99.5 99.6 99.6 95.9 95.9 95.9 97.3 97.6 97.8
Qwen3-4B 98.3 99.0 99.3 99.8 99.8 99.8 96.2 96.2 96.2 98.1 98.3 98.4
Qwen3-8B 98.1 98.7 99.0 99.4 99.4 99.4 95.9 95.9 95.9 97.8 98.0 98.1
Qwen3-14B 98.4 99.0 99.3 99.5 99.5 99.5 96.2 96.2 96.2 98.0 98.3 98.3
Llama3.2-1B 93.9 95.4 96.0 96.6 97.2 97.4 95.0 95.4 95.6 95.2 96.0 96.3
Llama3.2-3B 97.6 98.5 98.8 98.7 99.4 99.7 95.2 95.6 95.7 97.2 97.8 98.1
Llama3.1-8B 97.9 98.6 99.0 98.6 99.2 99.5 95.6 96.0 96.1 97.4 97.9 98.2

Table 34: Precision (%) on E2E error detection across Extra, Omission, and Incorrect errors.

Extra Omitted Incorrect Macro
Model Rtri Rele Rsim Rtri Rele Rsim Rtri Rele Rsim Rtri Rele Rsim

Gemma3-27B-Prompt 6.8 26.7 52.4 27.6 33.9 55.4 42.5 45.0 52.5 25.6 35.2 53.4
Qwen3-32B-Prompt 7.2 18.1 33.2 2.1 11.0 28.8 36.6 37.9 41.3 15.3 22.3 34.5
Llama3.3-70B-Prompt 21.2 42.6 61.3 70.6 74.0 81.6 73.8 76.7 81.1 55.2 64.4 74.7
GPT-4.1-Prompt 40.0 64.5 84.1 42.1 45.1 53.2 75.8 76.4 78.9 52.7 62.0 72.0
GPT-5.1-Prompt 43.6 70.0 88.9 91.5 91.9 92.7 80.4 80.7 81.9 71.9 80.9 87.8
Gemma3-270M 93.1 95.0 95.9 96.2 96.4 97.4 97.1 97.3 97.9 95.5 96.2 97.0
Gemma3-1B 92.4 93.9 94.6 96.8 96.9 97.1 98.1 98.2 98.3 95.8 96.3 96.6
Gemma3-4B 96.7 97.8 98.1 98.5 98.5 98.5 99.8 99.8 99.8 98.3 98.7 98.8
Gemma3-12B 97.4 98.1 98.4 99.2 99.2 99.2 99.4 99.4 99.5 98.7 98.9 99.0
Qwen3-0.6B 95.6 96.6 96.9 98.4 98.4 98.4 99.5 99.5 99.5 97.8 98.2 98.3
Qwen3-1.7B 96.6 97.6 98.0 98.4 98.5 98.5 99.6 99.6 99.6 98.2 98.6 98.7
Qwen3-4B 97.1 97.8 98.1 98.3 98.3 98.3 99.7 99.7 99.7 98.4 98.6 98.7
Qwen3-8B 97.0 97.7 98.0 98.5 98.5 98.5 99.6 99.6 99.6 98.4 98.6 98.7
Qwen3-14B 97.4 98.1 98.3 98.8 98.8 98.8 99.6 99.6 99.6 98.6 98.8 98.9
Llama3.2-1B 94.0 95.5 96.1 97.4 98.0 98.3 97.7 98.1 98.3 96.4 97.2 97.6
Llama3.2-3B 96.6 97.4 97.7 97.4 98.0 98.3 99.1 99.4 99.6 97.7 98.3 98.6
Llama3.1-8B 97.6 98.3 98.7 97.5 98.1 98.4 99.0 99.4 99.5 98.0 98.6 98.9

Table 35: Recall (%) on E2E error detection across Extra, Omission, and Incorrect errors.
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Repair the extracted triples using the source text and verifier feedback.

# Source text
{source_text}

# Current triples
| subject | predicate | object |
|---|---|---|
| ... | ... | ... |
| ... | ... | ... |

# Verifier feedback

Unsupported triples to remove:
| subject | predicate | object |
|---|---|---|
| ... | ... | ... |
Note: Review whether each flagged row is truly unsupported by the text. Remove it only when

the text does not support that fact, not merely because the wording differs.

Potentially incorrect triples to check:
| subject | predicate | object |
|---|---|---|
| ... | ... | ... |
Note: If the text makes the intended fact clear, revise the row into a supported form

rather than simply deleting it. Prefer a local correction that preserves the row's
intended fact.

Potentially missing facts to consider:
| subject | predicate | object |
|---|---|---|
| ... | ... | ... |
Note: Add a triple only when the fact is clearly and explicitly stated in the text, and do

not duplicate a fact that is already captured by a supported row.

# Task
- Use the source text as the final authority.
- Treat the review notes as suggestions rather than facts.
- When a flagged incorrect row can be repaired into a supported fact, prefer correction

over deletion.
- When you revise a row, align the subject and object with the wording used in the source

text whenever possible.
- Do not remove a row only because its wording differs from the text if the same supported

fact is still present.
- If no unsupported rows are flagged, avoid removing rows unless the text clearly

contradicts them.
- Keep unaffected triples unchanged.
- If you are uncertain, keep the current triple instead of guessing.

# Output requirements
- Return only a markdown table with exactly three columns: subject, predicate, object.
- Keep one row per final triple.
- Keep unaffected triples unchanged.
- Prefer supported local correction and source-aligned wording; delete a row only when it

is unsupported, contradicted, or clearly replaced by a better supported row.
- Do not explain your reasoning.
- If no triples remain, return only the header row and separator row.

Figure 4: Prompt for improving text-to-data extraction.
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You are revising a previously generated data-to-text output.

# Source triples
[
{"subject": "...", "predicate": "...", "object": "..."},
{"subject": "...", "predicate": "...", "object": "..."}

]

# Task
Produce a complete revised text that is a faithful lexicalisation of the source triples.
The source triples are the only facts allowed in the output.
Use the verifier feedback as a signal to inspect the previous text, but decide whether to

revise by checking the source triples and the previous text together.
The verifier feedback points to possible issues, not to all source-supported content that

should remain in the text.
If the previous text already faithfully expresses a source-supported fact, keep that

wording unchanged.
If revision is needed, prefer the smallest revision scope that fully fixes the issue: keep

local fixes local, and rewrite only the affected region when the surrounding wording
is broadly broken.

# Verifier feedback
Missing facts to express:
[
{"subject": "...", "predicate": "...", "object": "..."}

]
Guidance:
If a listed missing fact is already faithfully expressed in the previous text, do not add

it again.
If it is not expressed, add it in the affected region without expanding unrelated content.
If a local insertion is not enough, revise only the affected region needed to express it

naturally.

Unsupported facts to remove:
[
{"subject": "...", "predicate": "...", "object": "..."}

]
Guidance:
If a listed extra fact is truly unsupported by the source triples, remove it.
If the wording is different but the meaning is source-supported, keep it.
Remove only the unsupported meaning that must change, and keep unaffected surrounding

content unchanged unless a broader local rewrite is clearly necessary.
Potentially inconsistent facts to check:
[
{"subject": "...", "predicate": "...", "object": "..."}

]
Guidance:
If the previous text already expresses the source fact faithfully, do not rewrite it only

to mirror the predicate label more literally.
If a correction is needed, make the smallest local change that restores factual correctness

and natural wording.
If the wording around the issue is broadly broken, rewrite only the affected region needed

to express the fact correctly, without rewriting unrelated content.
Revision requirements:
- Output the complete revised text, not just the edits.
- If the previous text already faithfully expresses the source facts, output it unchanged.
- Keep all correct source-supported information from the previous text.
- Do not rewrite a full sentence or neighbouring sentence unless the affected region itself

is broadly broken.
- If the previous text contains a broken wrapper such as ERROR or malformed JSON fragments,

first recover the intended natural-language content from it, then revise the facts.
Still return the final answer in the required JSON format.

- Use only facts supported by the source triples.
- Do not mention the verifier, feedback, or triples in the final text.
- Output only one valid JSON object with exactly this schema: {"full-text": "..."}

Figure 5: Prompt for improving data-to-text generation.
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Source data.
Bootleg Series Volume 1: The Quine Tapes | recorded in | United States
Bootleg Series Volume 1: The Quine Tapes | recorded in | St. Louis, Missouri
Bootleg Series Volume 1: The Quine Tapes | genre | Rock music
Bootleg Series Volume 1: The Quine Tapes | preceded by | Squeeze (The Velvet Underground album)
Bootleg Series Volume 1: The Quine Tapes | release date | 2001-10-16
Bootleg Series Volume 1: The Quine Tapes | runtime | 230.05

Baseline text output.
Squeeze The Velvet Underground was preceded by Bootleg Series Volume 1: The Quine Tapes which was recorded in St.
Louis, Missouri, United States. It was released on 16th October 2001 and has a runtime of 230.05.

Round 1
Feedback Output
omitted:
[S] Bootleg Series Volume 1: The Quine Tapes [P]
genre [O] Rock music

Bootleg Series Volume 1: The Quine Tapes was recorded in
St. Louis, Missouri, United States and is categorized under
Rock music. It was released on 16th October 2001 and has a
runtime of 230.05. Squeeze (The Velvet Underground album)
was preceded by Bootleg Series Volume 1: The Quine Tapes.

Round 2
Feedback Output
incorrect:
[S] Bootleg Series Volume 1: The Quine Tapes [P]
preceded by [O] Squeeze (The Velvet Underground
album)

Bootleg Series Volume 1: The Quine Tapes was recorded in
St. Louis, Missouri, United States and is categorized under
Rock music. It was released on 16th October 2001 and has a
runtime of 230.05. Bootleg Series Volume 1: The Quine
Tapes was preceded by Squeeze (The Velvet Underground
album).

(No further repair)

Figure 6: Qualitative data-to-text improvement example (1).

Source data.
Bootleg Series Volume 1: The Quine Tapes | record label | Polydor Records
Polydor Records | location | London
Bootleg Series Volume 1: The Quine Tapes | record label | Universal Music Group
Universal Music Group | location | Santa Monica, California

Baseline text output.
The record label of Bootleg Series Volume 1: The Quine Tapes is Polydor Records which is located in London. Universal
Music Group is located in Santa Monica, California.

Round 1
Feedback Output
incorrect:
[S] Bootleg Series Volume 1: The Quine Tapes [P]
record label [O] Universal Music Group

The record label of Bootleg Series Volume 1: The Quine
Tapes is Polydor Records, which is located in London.
Additionally, the record label of Bootleg Series Volume 1:
The Quine Tapes is Universal Music Group, which is located
in Santa Monica, California.

(No further repair)

Figure 7: Qualitative data-to-text improvement example (2).
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Source text.

Olga Bondareva, known for the Bondareva-Shapley theorem, died on the 9th of December, 1991, in Saint Petersburg.
Her alma mater is Leningrad State University.

Initial data output. Exact P/R/F1: 0.75 / 0.75 / 0.75
Olga Bondareva | death place | Saint Petersburg
Olga Bondareva | death date | 1991-12-09
Olga Bondareva | birth place | Bondareva-Shapley
Olga Bondareva | alma mater | Leningrad State University

Round 1
Feedback Output Exact P/R/F1: 1.00 / 0.75 / 0.86

incorrect:
Olga Bondareva | birth place | Bondareva-Shapley

Olga Bondareva | death place | Saint Petersburg
Olga Bondareva | death date | 1991-12-09
Olga Bondareva | alma mater | Leningrad State
University

Round 2
Feedback Output Exact P/R/F1: 1.00 / 1.00 / 1.00

omitted:
Olga Bondareva | known for | Bondareva–Shapley
theorem

Olga Bondareva | death place | Saint Petersburg
Olga Bondareva | death date | 1991-12-09
Olga Bondareva | alma mater | Leningrad State
University
Olga Bondareva | known for | Bondareva–Shapley
theorem

(No further repair)
Gold triples.
Olga Bondareva | known for | Bondareva–Shapley theorem
Olga Bondareva | death date | 1991-12-09
Olga Bondareva | death place | Saint Petersburg
Olga Bondareva | alma mater | Leningrad State University

Figure 8: Qualitative text-to-data improvement example (1).
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Source text.

There are 27400 students at the University of Burgundy of which 16,800 are undergraduates.

Initial data output. Exact P/R/F1: 0.00 / 0.00 / 0.00
University of Burgundy | number of undergraduate students | 27400
University of Burgundy | affiliation | University of Burgundy

Round 1
Feedback Output Exact P/R/F1: 0.50 / 0.50 / 0.50

incorrect:
University of Burgundy | number of undergraduate
students | 27400
University of Burgundy | affiliation |
University of Burgundy

University of Burgundy | number of undergraduate
students | 16800
University of Burgundy | affiliation |
University of Burgundy

Round 2
Feedback Output Exact P/R/F1: 0.67 / 1.00 / 0.80

incorrect:
University of Burgundy | affiliation |
University of Burgundy
missing:
University of Burgundy | number of students |
27400

University of Burgundy | number of undergraduate
students | 16800
University of Burgundy | affiliation |
University of Burgundy
University of Burgundy | number of students |
27400

Round 3
Feedback Output Exact P/R/F1: 1.00 / 1.00 / 1.00

extra:
University of Burgundy | affiliation |
University of Burgundy

University of Burgundy | number of undergraduate
students | 16800
University of Burgundy | number of students |
27400

Gold triples.
University of Burgundy | number of undergraduate students | 16800
University of Burgundy | number of students | 27400

Figure 9: Qualitative text-to-data improvement example (2).
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Metric Method Round G3-4B G3-12B G3-27B L3.1-8B L3.3-70B Q3-4B Q3-8B Q3-14B Q3-32B

Exact

Baseline - 0.6747 0.6747 0.6747 0.6747 0.6747 0.6747 0.6747 0.6747 0.6747

XQDT
Round1 0.6851 0.7201 0.7197 0.6960 0.7273 0.7031 0.7164 0.7230 0.7155
Round2 0.7031 0.7237 0.7234 0.7049 0.7299 0.7119 0.7225 0.7392 0.7251
Round3 0.7077 0.7249 0.7240 0.7065 0.7308 0.7141 0.7234 0.7407 0.7266

FactSpotter
Round1 0.6753 0.6546 0.6966 0.6738 0.6903 0.6425 0.6420 0.6483 0.6406
Round2 0.6726 0.6511 0.6946 0.6700 0.6893 0.6398 0.6384 0.6449 0.6401
Round3 0.6724 0.6508 0.6949 0.6698 0.6894 0.6396 0.6384 0.6450 0.6401

NLI
Round1 0.6571 0.6807 0.6898 0.6609 0.6926 0.6453 0.6506 0.6621 0.6491
Round2 0.6543 0.6854 0.6920 0.6559 0.6917 0.6437 0.6710 0.6679 0.6595
Round3 0.6539 0.6881 0.6922 0.6577 0.6928 0.6436 0.6720 0.6689 0.6610

PiVe
Round1 0.6763 0.6763 0.6747 0.6752 0.6747 0.6763 0.6763 0.6763 0.6747
Round2 0.6747 0.6747 0.6747 0.6736 0.6747 0.6747 0.6747 0.6747 0.6747
Round3 0.6747 0.6747 0.6747 0.6734 0.6747 0.6747 0.6747 0.6747 0.6747

Self-Refine
Round1 0.5666 0.5829 0.6437 0.6201 0.6656 0.6179 0.5942 0.6204 0.6743
Round2 0.5382 0.5595 0.6262 0.5889 0.6501 0.5920 0.5546 0.5967 0.6733
Round3 0.5326 0.5500 0.6239 0.5790 0.6468 0.5881 0.5485 0.5866 0.6734

Strict

Baseline - 0.6663 0.6663 0.6663 0.6663 0.6663 0.6663 0.6663 0.6663 0.6663

XQDT
Round1 0.6674 0.7064 0.7092 0.6852 0.7193 0.6946 0.7080 0.7141 0.7078
Round2 0.6848 0.7091 0.7125 0.6941 0.7229 0.7038 0.7141 0.7308 0.7184
Round3 0.6880 0.7098 0.7132 0.6954 0.7240 0.7058 0.7150 0.7322 0.7199

FactSpotter
Round1 0.6593 0.6461 0.6851 0.6651 0.6836 0.6375 0.6355 0.6427 0.6365
Round2 0.6574 0.6434 0.6842 0.6617 0.6827 0.6350 0.6332 0.6403 0.6360
Round3 0.6574 0.6433 0.6843 0.6614 0.6828 0.6350 0.6332 0.6404 0.6360

NLI
Round1 0.6391 0.6639 0.6769 0.6519 0.6829 0.6392 0.6423 0.6547 0.6433
Round2 0.6341 0.6671 0.6792 0.6455 0.6815 0.6371 0.6617 0.6596 0.6528
Round3 0.6335 0.6691 0.6784 0.6462 0.6825 0.6365 0.6621 0.6605 0.6544

PiVe
Round1 0.6679 0.6679 0.6663 0.6668 0.6663 0.6679 0.6679 0.6679 0.6663
Round2 0.6663 0.6663 0.6663 0.6652 0.6663 0.6663 0.6663 0.6663 0.6663
Round3 0.6663 0.6663 0.6663 0.6650 0.6663 0.6663 0.6663 0.6663 0.6663

Self-Refine
Round1 0.5435 0.5623 0.6237 0.6092 0.6481 0.6043 0.5787 0.6065 0.6651
Round2 0.5087 0.5354 0.6010 0.5764 0.6294 0.5751 0.5378 0.5796 0.6622
Round3 0.4971 0.5247 0.5961 0.5643 0.6245 0.5693 0.5298 0.5672 0.6617

Partial

Baseline - 0.7053 0.7053 0.7053 0.7053 0.7053 0.7053 0.7053 0.7053 0.7053

XQDT
Round1 0.7174 0.7526 0.7592 0.7287 0.7666 0.7339 0.7474 0.7534 0.7519
Round2 0.7370 0.7565 0.7573 0.7392 0.7638 0.7431 0.7540 0.7701 0.7564
Round3 0.7418 0.7578 0.7580 0.7413 0.7650 0.7453 0.7548 0.7718 0.7579

FactSpotter
Round1 0.7097 0.6826 0.7274 0.7062 0.7195 0.6692 0.6683 0.6751 0.6638
Round2 0.7021 0.6752 0.7253 0.6980 0.7184 0.6622 0.6612 0.6680 0.6632
Round3 0.7018 0.6749 0.7256 0.6977 0.7185 0.6620 0.6611 0.6680 0.6632

NLI
Round1 0.6949 0.7155 0.7217 0.6963 0.7250 0.6760 0.6813 0.6932 0.6749
Round2 0.6861 0.7166 0.7244 0.6855 0.7243 0.6691 0.6995 0.6970 0.6876
Round3 0.6859 0.7198 0.7246 0.6875 0.7254 0.6689 0.7006 0.6981 0.6892

PiVe
Round1 0.7125 0.7125 0.7053 0.7115 0.7053 0.7125 0.7125 0.7125 0.7053
Round2 0.7053 0.7053 0.7053 0.7042 0.7053 0.7053 0.7053 0.7053 0.7053
Round3 0.7053 0.7053 0.7053 0.7039 0.7053 0.7053 0.7053 0.7053 0.7053

Self-Refine
Round1 0.5973 0.6119 0.6764 0.6526 0.6998 0.6481 0.6254 0.6502 0.7040
Round2 0.5705 0.5888 0.6606 0.6226 0.6848 0.6230 0.5864 0.6287 0.7043
Round3 0.5662 0.5804 0.6589 0.6134 0.6825 0.6191 0.5803 0.6202 0.7047

Table 36: Extraction repair results on WebNLG with BT5 as the base extractor across repair rounds. Best repair
values within each metric block for each model column are boldfaced.
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Metric Method Round G3-4B G3-12B G3-27B L3.1-8B L3.3-70B Q3-4B Q3-8B Q3-14B Q3-32B

Exact

Baseline - 0.7315 0.7315 0.7315 0.7315 0.7315 0.7315 0.7315 0.7315 0.7315

XQDT
Round1 0.7409 0.7498 0.7526 0.7421 0.7540 0.7434 0.7476 0.7533 0.7525
Round2 0.7459 0.7524 0.7525 0.7450 0.7528 0.7462 0.7500 0.7565 0.7533
Round3 0.7484 0.7534 0.7530 0.7447 0.7535 0.7471 0.7506 0.7567 0.7538

FactSpotter
Round1 0.7332 0.7306 0.7386 0.7359 0.7414 0.7270 0.7252 0.7323 0.7267
Round2 0.7309 0.7287 0.7384 0.7327 0.7407 0.7253 0.7232 0.7299 0.7265
Round3 0.7306 0.7287 0.7383 0.7323 0.7406 0.7253 0.7232 0.7299 0.7265

NLI
Round1 0.7105 0.7235 0.7246 0.7185 0.7314 0.7136 0.7053 0.7198 0.7172
Round2 0.7048 0.7279 0.7273 0.7105 0.7289 0.7102 0.7153 0.7200 0.7191
Round3 0.7048 0.7274 0.7268 0.7106 0.7277 0.7102 0.7149 0.7198 0.7190

PiVe
Round1 0.7337 0.7337 0.7315 0.7323 0.7315 0.7337 0.7337 0.7337 0.7315
Round2 0.7315 0.7315 0.7315 0.7290 0.7315 0.7315 0.7315 0.7315 0.7315
Round3 0.7315 0.7315 0.7315 0.7290 0.7315 0.7315 0.7315 0.7315 0.7315

Self-Refine
Round1 0.6005 0.6085 0.6562 0.6600 0.6777 0.6542 0.6178 0.6550 0.7120
Round2 0.5644 0.5765 0.6413 0.6192 0.6674 0.6270 0.5698 0.6103 0.7062
Round3 0.5566 0.5648 0.6349 0.6041 0.6622 0.6147 0.5561 0.6012 0.7035

Strict

Baseline - 0.7278 0.7278 0.7278 0.7278 0.7278 0.7278 0.7278 0.7278 0.7278

XQDT
Round1 0.7346 0.7453 0.7486 0.7371 0.7501 0.7392 0.7436 0.7499 0.7491
Round2 0.7389 0.7478 0.7479 0.7397 0.7489 0.7419 0.7460 0.7529 0.7497
Round3 0.7409 0.7487 0.7486 0.7396 0.7496 0.7431 0.7465 0.7532 0.7501

FactSpotter
Round1 0.7272 0.7267 0.7340 0.7318 0.7375 0.7239 0.7219 0.7289 0.7231
Round2 0.7249 0.7246 0.7339 0.7283 0.7369 0.7218 0.7197 0.7263 0.7229
Round3 0.7246 0.7246 0.7338 0.7280 0.7368 0.7218 0.7197 0.7263 0.7229

NLI
Round1 0.7033 0.7168 0.7193 0.7132 0.7265 0.7103 0.7017 0.7165 0.7139
Round2 0.6972 0.7183 0.7212 0.7045 0.7234 0.7067 0.7107 0.7164 0.7156
Round3 0.6970 0.7179 0.7205 0.7044 0.7221 0.7067 0.7105 0.7160 0.7154

PiVe
Round1 0.7303 0.7303 0.7278 0.7289 0.7278 0.7303 0.7303 0.7303 0.7278
Round2 0.7278 0.7278 0.7278 0.7252 0.7278 0.7278 0.7278 0.7278 0.7278
Round3 0.7278 0.7278 0.7278 0.7252 0.7278 0.7278 0.7278 0.7278 0.7278

Self-Refine
Round1 0.5865 0.5945 0.6391 0.6511 0.6626 0.6449 0.6071 0.6449 0.7054
Round2 0.5439 0.5585 0.6182 0.6091 0.6500 0.6161 0.5570 0.5980 0.6984
Round3 0.5310 0.5450 0.6080 0.5933 0.6444 0.6024 0.5424 0.5882 0.6956

Partial

Baseline - 0.7666 0.7666 0.7666 0.7666 0.7666 0.7666 0.7666 0.7666 0.7666

XQDT
Round1 0.7720 0.7816 0.7878 0.7740 0.7895 0.7757 0.7798 0.7848 0.7873
Round2 0.7776 0.7845 0.7845 0.7771 0.7850 0.7780 0.7822 0.7880 0.7855
Round3 0.7802 0.7854 0.7849 0.7770 0.7857 0.7790 0.7828 0.7882 0.7860

FactSpotter
Round1 0.7672 0.7629 0.7705 0.7700 0.7727 0.7597 0.7577 0.7650 0.7580
Round2 0.7621 0.7589 0.7702 0.7636 0.7720 0.7559 0.7537 0.7604 0.7577
Round3 0.7617 0.7589 0.7701 0.7632 0.7719 0.7559 0.7537 0.7604 0.7577

NLI
Round1 0.7464 0.7570 0.7570 0.7534 0.7634 0.7468 0.7378 0.7528 0.7487
Round2 0.7375 0.7600 0.7603 0.7420 0.7617 0.7408 0.7470 0.7513 0.7508
Round3 0.7376 0.7597 0.7600 0.7424 0.7605 0.7408 0.7465 0.7512 0.7507

PiVe
Round1 0.7696 0.7696 0.7666 0.7682 0.7666 0.7696 0.7696 0.7696 0.7666
Round2 0.7666 0.7666 0.7666 0.7639 0.7666 0.7666 0.7666 0.7666 0.7666
Round3 0.7666 0.7666 0.7666 0.7639 0.7666 0.7666 0.7666 0.7666 0.7666

Self-Refine
Round1 0.6302 0.6375 0.6887 0.6921 0.7102 0.6853 0.6493 0.6851 0.7435
Round2 0.5949 0.6044 0.6736 0.6519 0.7007 0.6581 0.6009 0.6411 0.7379
Round3 0.5881 0.5925 0.6684 0.6369 0.6961 0.6458 0.5875 0.6331 0.7358

Table 37: Extraction repair results on WebNLG with ReGen as the base extractor across repair rounds.
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Metric Method Round G3-4B G3-12B G3-27B L3.1-8B L3.3-70B Q3-4B Q3-8B Q3-14B Q3-32B

Exact

Baseline - 0.4089 0.4089 0.4089 0.4089 0.4089 0.4089 0.4089 0.4089 0.4089

XQDT
Round1 0.4335 0.4860 0.4881 0.4465 0.4619 0.4289 0.4456 0.4326 0.4315
Round2 0.4709 0.5021 0.5077 0.4748 0.4946 0.4392 0.4592 0.4654 0.4627
Round3 0.4765 0.5079 0.5093 0.4780 0.4960 0.4454 0.4618 0.4708 0.4678

FactSpotter
Round1 0.4085 0.3773 0.4711 0.4013 0.3852 0.3312 0.3344 0.3367 0.3342
Round2 0.4064 0.3704 0.4616 0.3909 0.3797 0.3264 0.3321 0.3321 0.3315
Round3 0.4051 0.3696 0.4612 0.3892 0.3797 0.3264 0.3321 0.3310 0.3315

NLI
Round1 0.4290 0.4704 0.5114 0.4109 0.4543 0.3613 0.3831 0.3833 0.3705
Round2 0.4330 0.4892 0.5178 0.4142 0.4776 0.3633 0.3943 0.3997 0.3881
Round3 0.4333 0.4936 0.5234 0.4158 0.4814 0.3628 0.3980 0.4014 0.3914

PiVe
Round1 0.4073 0.4073 0.4089 0.4066 0.4089 0.4073 0.4073 0.4073 0.4089
Round2 0.4089 0.4089 0.4089 0.4083 0.4089 0.4089 0.4089 0.4089 0.4089
Round3 0.4089 0.4089 0.4089 0.4083 0.4089 0.4089 0.4089 0.4089 0.4089

Self-Refine
Round1 0.4069 0.4213 0.4979 0.4026 0.4751 0.3939 0.4208 0.4149 0.4261
Round2 0.4084 0.4206 0.5024 0.3960 0.4648 0.3895 0.3943 0.4026 0.4369
Round3 0.4089 0.4196 0.5040 0.4001 0.4669 0.3794 0.3894 0.4027 0.4391

Strict

Baseline - 0.3904 0.3904 0.3904 0.3904 0.3904 0.3904 0.3904 0.3904 0.3904

XQDT
Round1 0.4134 0.4693 0.4721 0.4327 0.4474 0.4143 0.4321 0.4187 0.4169
Round2 0.4509 0.4864 0.4930 0.4593 0.4805 0.4253 0.4457 0.4509 0.4488
Round3 0.4561 0.4928 0.4949 0.4634 0.4821 0.4310 0.4485 0.4565 0.4542

FactSpotter
Round1 0.3904 0.3651 0.4556 0.3875 0.3752 0.3212 0.3254 0.3270 0.3242
Round2 0.3892 0.3596 0.4469 0.3776 0.3700 0.3172 0.3241 0.3233 0.3216
Round3 0.3880 0.3588 0.4465 0.3759 0.3699 0.3172 0.3242 0.3223 0.3216

NLI
Round1 0.4087 0.4520 0.4948 0.3965 0.4397 0.3506 0.3721 0.3730 0.3598
Round2 0.4140 0.4718 0.5022 0.3999 0.4625 0.3528 0.3834 0.3886 0.3764
Round3 0.4141 0.4754 0.5061 0.4019 0.4671 0.3524 0.3879 0.3905 0.3790

PiVe
Round1 0.3889 0.3889 0.3904 0.3882 0.3904 0.3889 0.3889 0.3889 0.3904
Round2 0.3904 0.3904 0.3904 0.3898 0.3904 0.3904 0.3904 0.3904 0.3904
Round3 0.3904 0.3904 0.3904 0.3898 0.3904 0.3904 0.3904 0.3904 0.3904

Self-Refine
Round1 0.3891 0.4065 0.4819 0.3884 0.4636 0.3817 0.4104 0.4048 0.4117
Round2 0.3926 0.4057 0.4876 0.3829 0.4538 0.3775 0.3841 0.3930 0.4229
Round3 0.3933 0.4044 0.4906 0.3870 0.4554 0.3675 0.3802 0.3926 0.4244

Partial

Baseline - 0.4343 0.4343 0.4343 0.4343 0.4343 0.4343 0.4343 0.4343 0.4343

XQDT
Round1 0.4555 0.5074 0.5295 0.4675 0.5004 0.4518 0.4667 0.4521 0.4722
Round2 0.4935 0.5230 0.5295 0.4974 0.5146 0.4623 0.4798 0.4867 0.4841
Round3 0.4996 0.5287 0.5312 0.5010 0.5166 0.4692 0.4823 0.4929 0.4892

FactSpotter
Round1 0.4449 0.4094 0.4900 0.4385 0.4024 0.3621 0.3655 0.3669 0.3512
Round2 0.4269 0.3867 0.4805 0.4086 0.3967 0.3422 0.3480 0.3475 0.3484
Round3 0.4253 0.3859 0.4800 0.4067 0.3966 0.3422 0.3481 0.3465 0.3484

NLI
Round1 0.4663 0.5070 0.5301 0.4480 0.4720 0.3963 0.4182 0.4176 0.3870
Round2 0.4535 0.5077 0.5363 0.4319 0.4959 0.3812 0.4128 0.4156 0.4046
Round3 0.4537 0.5122 0.5418 0.4340 0.4999 0.3806 0.4165 0.4176 0.4078

PiVe
Round1 0.4554 0.4554 0.4343 0.4547 0.4343 0.4554 0.4554 0.4554 0.4343
Round2 0.4343 0.4343 0.4343 0.4336 0.4343 0.4343 0.4343 0.4343 0.4343
Round3 0.4343 0.4343 0.4343 0.4336 0.4343 0.4343 0.4343 0.4343 0.4343

Self-Refine
Round1 0.4242 0.4379 0.5160 0.4213 0.4920 0.4129 0.4406 0.4307 0.4452
Round2 0.4250 0.4351 0.5207 0.4142 0.4816 0.4073 0.4110 0.4163 0.4556
Round3 0.4267 0.4335 0.5211 0.4185 0.4842 0.3968 0.4060 0.4167 0.4574

Table 38: Extraction repair results on GenWiki with BT5 as the base extractor across repair rounds.
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Metric Method Round G3-4B G3-12B G3-27B L3.1-8B L3.3-70B Q3-4B Q3-8B Q3-14B Q3-32B

Exact

Baseline - 0.4753 0.4753 0.4753 0.4753 0.4753 0.4753 0.4753 0.4753 0.4753

XQDT
Round1 0.4859 0.5067 0.5135 0.4967 0.5047 0.4853 0.4917 0.4845 0.4863
Round2 0.4960 0.5173 0.5189 0.5056 0.5168 0.4878 0.4946 0.4928 0.4985
Round3 0.4984 0.5195 0.5208 0.5048 0.5194 0.4876 0.4975 0.4948 0.5002

FactSpotter
Round1 0.4674 0.4456 0.4802 0.4649 0.4564 0.4282 0.4293 0.4341 0.4309
Round2 0.4670 0.4422 0.4785 0.4565 0.4519 0.4279 0.4279 0.4325 0.4282
Round3 0.4667 0.4424 0.4776 0.4557 0.4516 0.4289 0.4278 0.4318 0.4282

NLI
Round1 0.4740 0.4935 0.5169 0.4671 0.4906 0.4512 0.4488 0.4533 0.4523
Round2 0.4775 0.5110 0.5243 0.4628 0.5033 0.4502 0.4534 0.4561 0.4563
Round3 0.4781 0.5125 0.5256 0.4637 0.5093 0.4498 0.4524 0.4569 0.4565

PiVe
Round1 0.4734 0.4734 0.4753 0.4725 0.4753 0.4734 0.4734 0.4734 0.4753
Round2 0.4753 0.4753 0.4753 0.4735 0.4753 0.4753 0.4753 0.4753 0.4753
Round3 0.4753 0.4753 0.4753 0.4735 0.4753 0.4753 0.4753 0.4753 0.4753

Self-Refine
Round1 0.4408 0.4408 0.5070 0.4718 0.4894 0.4291 0.4317 0.4423 0.4676
Round2 0.4363 0.4264 0.5025 0.4616 0.4822 0.4136 0.4122 0.4093 0.4654
Round3 0.4360 0.4379 0.5113 0.4556 0.4803 0.4127 0.4012 0.4101 0.4646

Strict

Baseline - 0.4645 0.4645 0.4645 0.4645 0.4645 0.4645 0.4645 0.4645 0.4645

XQDT
Round1 0.4714 0.4932 0.4994 0.4846 0.4921 0.4740 0.4803 0.4737 0.4755
Round2 0.4809 0.5020 0.5052 0.4934 0.5047 0.4768 0.4831 0.4816 0.4864
Round3 0.4836 0.5042 0.5072 0.4934 0.5076 0.4770 0.4857 0.4837 0.4884

FactSpotter
Round1 0.4534 0.4352 0.4669 0.4535 0.4455 0.4193 0.4201 0.4244 0.4213
Round2 0.4534 0.4322 0.4652 0.4455 0.4409 0.4185 0.4189 0.4231 0.4187
Round3 0.4529 0.4324 0.4644 0.4442 0.4407 0.4194 0.4188 0.4223 0.4187

NLI
Round1 0.4570 0.4789 0.5034 0.4561 0.4793 0.4408 0.4392 0.4432 0.4425
Round2 0.4597 0.4963 0.5091 0.4516 0.4914 0.4402 0.4436 0.4459 0.4463
Round3 0.4601 0.4979 0.5106 0.4525 0.4971 0.4399 0.4426 0.4467 0.4469

PiVe
Round1 0.4630 0.4630 0.4645 0.4621 0.4645 0.4630 0.4630 0.4630 0.4645
Round2 0.4645 0.4645 0.4645 0.4628 0.4645 0.4645 0.4645 0.4645 0.4645
Round3 0.4645 0.4645 0.4645 0.4628 0.4645 0.4645 0.4645 0.4645 0.4645

Self-Refine
Round1 0.4282 0.4302 0.4942 0.4612 0.4784 0.4184 0.4220 0.4319 0.4558
Round2 0.4229 0.4148 0.4899 0.4509 0.4717 0.4031 0.4022 0.3996 0.4539
Round3 0.4225 0.4245 0.4986 0.4454 0.4685 0.4037 0.3921 0.4004 0.4532

Partial

Baseline - 0.5025 0.5025 0.5025 0.5025 0.5025 0.5025 0.5025 0.5025 0.5025

XQDT
Round1 0.5092 0.5316 0.5565 0.5209 0.5464 0.5107 0.5159 0.5089 0.5290
Round2 0.5205 0.5424 0.5427 0.5294 0.5409 0.5129 0.5184 0.5173 0.5227
Round3 0.5235 0.5448 0.5443 0.5290 0.5433 0.5130 0.5211 0.5196 0.5243

FactSpotter
Round1 0.5063 0.4825 0.5031 0.5039 0.4767 0.4653 0.4650 0.4719 0.4515
Round2 0.4888 0.4619 0.5011 0.4770 0.4721 0.4480 0.4474 0.4531 0.4488
Round3 0.4884 0.4621 0.5001 0.4761 0.4718 0.4489 0.4473 0.4523 0.4488

NLI
Round1 0.5140 0.5326 0.5406 0.5069 0.5128 0.4910 0.4869 0.4929 0.4742
Round2 0.5004 0.5331 0.5478 0.4845 0.5249 0.4722 0.4747 0.4783 0.4772
Round3 0.5014 0.5347 0.5491 0.4854 0.5312 0.4716 0.4735 0.4790 0.4772

PiVe
Round1 0.5214 0.5214 0.5025 0.5205 0.5025 0.5214 0.5214 0.5214 0.5025
Round2 0.5025 0.5025 0.5025 0.5007 0.5025 0.5025 0.5025 0.5025 0.5025
Round3 0.5025 0.5025 0.5025 0.5007 0.5025 0.5025 0.5025 0.5025 0.5025

Self-Refine
Round1 0.4588 0.4577 0.5268 0.4912 0.5078 0.4487 0.4500 0.4604 0.4864
Round2 0.4536 0.4414 0.5214 0.4798 0.4992 0.4307 0.4272 0.4246 0.4846
Round3 0.4525 0.4519 0.5299 0.4733 0.4970 0.4299 0.4163 0.4243 0.4830

Table 39: Extraction repair results on GenWiki with ReGen as the base extractor across repair rounds.
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Table 40: WebNLG repair results on the Control Prefix baseline across repair rounds.

Metric Method Round G3-4B G3-12B G3-27B L3.1-8B L3.3-70B Q3-4B Q3-8B Q3-14B Q3-32B

BLEU

Control Prefix - 53.81 53.81 53.81 53.81 53.81 53.81 53.81 53.81 53.81

Self-Refine R1 51.99 53.72 53.66 48.51 54.17 52.36 52.68 52.52 53.67
Self-Refine R3 51.54 53.65 53.73 47.26 54.21 51.84 52.28 52.55 53.67

FS R1 53.43 53.66 53.75 53.52 53.63 53.81 54.05 53.78 53.96
FS R3 53.35 53.63 53.66 53.45 53.58 53.78 53.97 53.73 53.92

NLI R1 52.67 53.27 53.54 53.05 53.21 53.56 53.64 53.62 53.78
NLI R3 52.48 53.07 53.48 53.08 53.10 53.45 53.66 53.61 53.77

XQDT R1 53.73 53.87 53.90 53.93 53.97 53.83 53.86 53.90 53.98
XQDT R3 53.69 53.86 53.90 53.88 53.98 53.80 53.85 53.90 53.99

chrF++

Control Prefix - 69.18 69.18 69.18 69.18 69.18 69.18 69.18 69.18 69.18

Self-Refine R1 67.95 69.72 69.37 66.47 69.74 69.38 69.07 68.98 69.37
Self-Refine R3 67.62 69.84 69.48 65.98 69.81 69.51 69.25 69.36 69.60

FS R1 69.05 69.48 69.58 68.88 69.71 69.56 69.74 69.54 69.80
FS R3 69.11 69.59 69.60 69.21 69.69 69.65 69.83 69.61 69.86

NLI R1 68.38 69.28 69.43 68.77 69.43 69.43 69.62 69.36 69.54
NLI R3 68.38 69.21 69.43 69.02 69.43 69.50 69.70 69.53 69.60

XQDT R1 69.45 69.57 69.59 69.48 69.63 69.53 69.59 69.59 69.59
XQDT R3 69.49 69.57 69.58 69.55 69.64 69.53 69.58 69.59 69.59

ROUGE-L

Control Prefix - 69.15 69.15 69.15 69.15 69.15 69.15 69.15 69.15 69.15

Self-Refine R1 68.30 69.02 68.93 66.21 69.29 68.41 68.46 68.47 69.12
Self-Refine R3 68.11 69.07 68.98 65.28 69.33 68.10 68.39 68.55 69.14

FS R1 69.15 69.20 69.20 68.94 69.10 69.09 69.35 69.19 69.27
FS R3 69.15 69.22 69.15 68.86 69.05 69.09 69.32 69.18 69.23

NLI R1 68.77 69.01 69.21 68.71 68.93 69.04 69.21 69.17 69.27
NLI R3 68.68 68.95 69.23 68.78 68.83 69.00 69.28 69.17 69.26

XQDT R1 69.09 69.09 69.14 69.16 69.17 69.10 69.18 69.14 69.20
XQDT R3 69.06 69.09 69.15 69.13 69.18 69.08 69.16 69.14 69.21

METEOR

Control Prefix - 41.58 41.58 41.58 41.58 41.58 41.58 41.58 41.58 41.58

Self-Refine R1 40.98 41.96 41.74 39.86 42.16 41.84 41.65 41.54 41.81
Self-Refine R3 40.82 42.08 41.82 39.72 42.20 41.92 41.79 41.81 41.95

FS R1 41.57 41.82 41.85 41.44 41.99 41.85 42.00 41.84 41.98
FS R3 41.63 41.89 41.87 41.65 41.98 41.94 42.06 41.89 42.02

NLI R1 41.20 41.72 41.84 41.38 41.82 41.76 41.92 41.74 41.83
NLI R3 41.22 41.67 41.81 41.60 41.82 41.84 41.98 41.84 41.87

XQDT R1 41.80 41.88 41.88 41.82 41.91 41.85 41.89 41.87 41.86
XQDT R3 41.85 41.87 41.88 41.86 41.91 41.85 41.88 41.87 41.86

PARENT-F1

Control Prefix - 65.60 65.60 65.60 65.60 65.60 65.60 65.60 65.60 65.60

Self-Refine R1 65.70 66.10 65.95 62.93 66.62 65.82 65.95 65.80 65.88
Self-Refine R3 65.65 66.37 66.13 62.65 66.69 65.67 65.95 65.90 65.89

FS R1 65.44 65.43 65.29 65.30 65.24 65.68 65.70 65.61 65.58
FS R3 65.50 65.43 65.24 65.21 65.21 65.75 65.67 65.61 65.56

NLI R1 65.09 65.38 65.53 65.00 65.21 65.88 65.71 65.73 65.68
NLI R3 65.18 65.31 65.58 65.17 65.18 65.95 65.75 65.79 65.71

XQDT R1 65.76 65.67 65.68 65.73 65.66 65.75 65.75 65.74 65.78
XQDT R3 65.81 65.66 65.68 65.71 65.70 65.75 65.74 65.74 65.79

BERTScore-F1

Control Prefix - 95.72 95.72 95.72 95.72 95.72 95.72 95.72 95.72 95.72

Self-Refine R1 95.55 95.77 95.78 95.19 95.82 95.70 95.70 95.69 95.78
Self-Refine R3 95.51 95.76 95.78 95.09 95.83 95.67 95.68 95.70 95.80

FS R1 95.73 95.77 95.76 95.71 95.77 95.74 95.80 95.77 95.78
FS R3 95.72 95.77 95.76 95.72 95.76 95.75 95.80 95.77 95.78

NLI R1 95.64 95.77 95.78 95.71 95.76 95.75 95.80 95.77 95.79
NLI R3 95.64 95.76 95.78 95.72 95.74 95.75 95.81 95.78 95.79

XQDT R1 95.73 95.75 95.75 95.75 95.75 95.74 95.76 95.75 95.76
XQDT R3 95.73 95.75 95.75 95.75 95.75 95.74 95.76 95.75 95.76

SBERT

Control Prefix - 95.20 95.20 95.20 95.20 95.20 95.20 95.20 95.20 95.20

Self-Refine R1 95.01 95.44 95.41 94.11 95.49 95.41 95.43 95.15 95.42
Self-Refine R3 94.99 95.51 95.46 94.08 95.52 95.53 95.44 95.30 95.46

FS R1 95.28 95.39 95.40 95.23 95.44 95.38 95.43 95.33 95.36
FS R3 95.30 95.40 95.41 95.30 95.44 95.40 95.44 95.34 95.38

NLI R1 95.20 95.51 95.52 95.24 95.53 95.51 95.56 95.40 95.41
NLI R3 95.25 95.51 95.55 95.36 95.53 95.55 95.58 95.45 95.44

XQDT R1 95.28 95.35 95.35 95.31 95.34 95.32 95.35 95.34 95.34
XQDT R3 95.30 95.35 95.36 95.34 95.36 95.32 95.34 95.34 95.34
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